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NOTICE 

 

 

Medicine is an ever‐changing science. As new research and clinical experience broaden our 

knowledge, changes in treatment and drug therapy are required. The authors and the publishers 

of this work have checked with sources believed to be reliable in their efforts to provide 

information that is complete and generally in accord with the standards accepted at the time of 

publication. However, in view of the possibility of human error or changes in medical sciences, 

neither the authors nor the publisher nor any other party who has been involved in the 

preparation or publication of this work warrants that the information contained herein is in 

every respect accurate or complete, and they are not responsible for any errors or omissions or 

for the results obtained from use of such information. Readers are encouraged to confirm the 

information contained herein with other sources. For example and in particular, readers are 

advised to check the product information sheet included in the package of each drug they plan 

to administer to be certain that the information contained in this book is accurate and that 

changes have not been made in recommended dose or in the contraindication for 

administration. This recommendation is of particular importance in connection with new or 

infrequently used drugs. 
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On behalf of the 2013 Scientific Program Committee, I extend a warm welcome to informatics 
researchers, practitioners, students, and the curious to the 2013 AMIA Annual Symposium. 

The Symposium is the leading scientific meeting for biomedical and health informatics research and 
practice. Biomedical and health informatics is the scientific discipline that seeks to develop and use 
information to improve health care, to assist biomedical research across the continuum from molecules 
to populations, and to empower practitioners and the public in their quest for better health for all. 
Please review the Schedule‐at‐a‐Glance and the itinerary planner is an excellent tool for getting the 
most out of the meeting. 

The AMIA Symposium provides a venue for presenting work from across the spectrum of the informatics 
field ‐‐ translational bioinformatics, clinical research informatics, clinical informatics, consumer health 
informatics, and public health informatics. But that’s not all: computer scientists, information scientists, 
computational biologists, social scientists, and any others who work with information in health domains 
are very much welcome to attend! 

This is an exciting time for the field, between the opportunities and challenges posed for the 
information sciences by the Patient Protection and Affordable Care Act, the ever‐growing concern for 
patient safety in an increasingly information technology‐laden environment, and the need for health 
information and communication by researchers, practitioners, and the public. Without doubt, 
biomedical and health informatics is capturing the attention and interest of virtually everyone who 
hears the word “informatics”. 

The Symposium is an opportunity to learn about the latest trends in informatics, network with 
colleagues old and new, develop collaborations, and interact with leaders in the field. The 2013 
Symposium includes full‐length papers, abstracts, poster sessions, panel discussions, cutting‐edge policy 
presentations, keynotes, tutorials, system demonstrations, and pre‐Symposium workshops. The exhibit 
hall will provide attendees with the opportunity to learn about the latest products and services in health 
information and information technology. 

 Highlights 

 Key note speakers Dave deBronkart (ePatientDave), will open the Symposium, and Mary 
Czerwinski (Microsoft) will close with inspiring and energizing presentations. 



 The Informatics Year in Review is again on the schedule! It is so popular that it plays to standing 
room‐only crowds every year.  So for 2013, we are presenting an additional Year in Review 
session that focuses on informatics in the media. 

 

 The Student Design Challenge will provide teams of students with the opportunity to design a 
solution to a problem in informatics. 

 Students from all computing, information science, and design disciplines will have a venue for 
recognition of their work in the ever‐popular Student Paper Competition. 

 Social events including the AMIA Casino Night Meet‐Up will dispel the myth that informaticians 
are all work and no play! 

 Late‐breaking abstract sessions will provide the opportunity to present preliminary work on the 
best, cutting‐edge research in biomedical informatics. 

Here we are, back in Washington! It is a great location in a great city, and there is much to do outside of 
the Symposium, but I know that the program will keep you happily busy inside. 

I would like to thank my Scientific Program Committee and particularly Vice Chair for Foundations Katie 
Siek, Vice Chair for Applications Titus Schleyer, and Bonnie Westra, the AMIA 2014 SPC Chair.  Along 
with my wonderful friends on the AMIA staff, we formed the leadership team that orchestrated the 
planning, peer‐review, and program design for the AMIA 2013 Annual Symposium.  Last, but certainly 
not least, I would like to thank the 600‐plus informaticians who served as subject matter experts in our 
peer‐review process. The success of the Symposium program truly begins with them. 

We believe the Scientific Program Committee has prepared a fantastic program. Please be sure to avail 
yourself of all that the Symposium has to offer‐‐or as much as you can fit in! 
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Introduction 

Deaths from prescription drugs now outnumber deaths from heroin and cocaine combined. In response to this 

epidemic, the Office of the National Coordinator for Health IT (ONC) has sponsored pilot programs to test the 

effects of expanding state Prescription Drug Monitoring Programs (PDMP) utilizing health information technology 

(HIT). Previously, Indiana’s PDMP (INSPECT) data was available through a separate web portal. The web portal 

requires additional time to find an open workstation, recall credentials for system access, and having available 

patient demographic information to retrieve the report. Our goal was to increase utilization of INSPECT reports by 

automatically retrieving them upon patient arrival into to the ED and delivering them into the existing EHR 

workflow. 

Methods 

Wishard Memorial Hospital is a Level 1 Trauma Center and tertiary referral center. There are over 108,000 

emergency visits annually. Over a 30-day period, from 7/9/12 to 8/9/12, the emergency department had access to 

PDMP data delivered through the EHR interface (Figure 1). We asked three questions: 1) Was there information in 

the report you did not expect to find, 2) Will the information change what you plan to prescribe, and 3) Was 

INPSECT easier to use. 
 

 

Figure 1. A) INSPECT report, B) Integrated workflow diagram: 1, upon patient check-in, a request for patient’s controlled 

substances history is sent to CareWeb (ED management system); 2, CareWeb queries PDMP data from PMPi (prescription 

monitoring program interconnect); 3, PMPi sends the request to INSPECT; 4, INSPECT responds with a PMDP report; 5, PMPi 

transfers the information to CareWeb; 6, CareWeb formats and stores PDMP report in EHR to be reviewed by physicians. 

 

Results 

Over the one month period there were 674 views of INSPECT data by 185 providers with 243 surveys completed. 

As a result, 97% of the respondents indicated that having access to the PDMP data through the existing EHR was 

much easier to use. In addition, 72% found information within the report that they were unaware of previously. This 

data resulted in a 58% reduction in either number of prescriptions or number of narcotic pills prescribed. 

Conclusion 

Improving delivery of healthcare data within the existing workflow has tremendous payoffs. Ease of use, access to 

information that was previously unknown, with reduction in opioid prescribing. One of our physicians provided this 

comment: “I have to say that this is probably one of the more genius moves of the 21
st
 century... having easy access 

to INSPECT without going to a totally different website and have it pop up instantly has taken a lot of time off of 

decision making for me.” 

A B 
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A simple method to extract key maternal data from neonatal clinical notes 

Swapna Abhyankar, MD, Dina Demner-Fushman, MD, PhD 

National Library of Medicine, Bethesda, MD 
 

Abstract 

Knowledge about maternal history is critical for guiding certain aspects of newborn clinical care as well as for 

research on neonatal issues. However, often the only maternal history available in the newborn record is in the 

clinical notes. We are using data from the MIMIC-II database for a clinical study on newborns admitted to the 

intensive care unit. Important maternal data were only available in the newborn notes, so we developed a simple 

algorithm to extract those data. We manually derived patterns for maternal age, gravida/para status, and laboratory 

results by reviewing a small set of notes. Using regular expressions and specific filters for notes and results, we 

extracted maternal data with recall of 0.91-0.99 and precision of 0.95-1.0 for the 289 infants in our study. Our 

methods could be used with other research datasets and with clinical documentation systems to extract maternal 

data into a more useful, structured format.  

Introduction 

Newborn infants are unique in that they have no true “past medical history” and that their initial newborn course is 

directly linked to their mothers’ general medical and pregnancy history. Certain aspects of the prenatal history are 

especially relevant to the immediate newborn period, including maternal blood type and antibody status, vaginal 

Group B Strep culture, and Hepatitis B status, all of which directly affect the newborn’s medical management during 

the first 24 to 48 hours of life. For example, if a mother’s Hepatitis B surface antigen result is positive or unknown 

at the time of delivery, her newborn should receive hepatitis B immune globulin within 12 hours of birth (in addition 

to the hepatitis B vaccine) to reduce the risk of perinatal hepatitis B transmission.1 

One challenge for newborn medical records is transferring maternal data to the newborn’s chart. In the days of paper 

charts pediatric providers would transcribe the relevant data from the mother’s record to the newborn’s chart. In 

theory, with electronic health records (EHRs) maternal data should flow into the newborn’s record. However, many 

barriers to that process exist, including prohibitions on transferring maternal data electronically to her newborn’s 

chart,2 lack of structured fields to record maternal history in the newborn’s chart, and lack of data connections 

between birth hospitals and stand-alone children’s hospitals. As recently as June 2012, the National Institute of 

Standards and Technology recommended that maternal EHR data be linked to the newborn record,3 which clearly 

suggests that this linkage is still uncommon. Instead, maternal data are still transcribed by the pediatric provider, 

usually into a free-text portion of the neonatal admission note, for both healthy newborns as well as those in the 

neonatal intensive care unit (NICU). 

Extraction of data from clinical notes remains an active and practical issue for clinical natural language processing 

(NLP). Clinical NLP presents unique problems in addition to the common NLP challenges.4 For example, hyphens, 

slashes and plus signs are often ignored in processing English text in other domains, but these tokens play important 

roles in clinical notes and often are ambiguous. Other challenges of clinical text include the abundance of 

ambiguous abbreviations, misspellings, lists and table-like structures intermixed with properly formed sentences, as 

well as formatting imposed by some EHR software. Many of these challenges are addressed in the currently 

available clinical NLP systems,5 however we could not identify a freely available system that would address our 

specific needs and extract maternal medical history from the neonatal clinical notes.  

Background 

Given that prenatal information is directly relevant to a newborn’s health and clinical care, it is not surprising that 

these same data are important for research on neonatal diseases. However, obtaining the relevant data can be 

difficult when maternal and newborn records are disconnected. On occasion, the mother’s data may be accessible to 

the pediatric researcher either electronically, directly from interviewing the mother, or via manual chart review. 

However, researchers using large de-identified data collections (which are increasingly used for clinical research 
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given the amount of data available and relative time- and cost-savings) do not have any access to prenatal 

information except what is documented in the newborn record, most often in unstructured notes.   

We are using the Multiparameter Intelligent Monitoring in Intensive Care (MIMIC-II) database to answer a variety 

of current clinical research questions.6 MIMIC-II contains de-identified data on over 30,000 critically ill patients 

including almost 8,000 babies admitted to the neonatal intensive care unit (NICU). The database is maintained by 

the Laboratory for Computational Physiology at the Massachusetts Institute of Technology (MIT) and contains data 

from patients hospitalized in an ICU at Beth Israel Deaconess Medical Center from 2001 to 2008. The database is 

freely available in that any researcher who accepts the data use agreement and has completed “protecting human 

subjects” training can apply for permission to access the data.7 The MIT research team de-identified the data 

according to the Health Insurance Portability and Accountability Act Privacy Rules.8 The de-identification process 

included random date shifting that preserved the temporal relationship within a given patient but not across patients, 

which effectively removed any links that may have existed between the maternal and newborn records.  

One study we are working on using the MIMIC-II data relates to blood transfusions given to newborns in the NICU, 

and we want to include several maternal factors as variables. Given that no structured maternal data are available, 

we decided to use NLP to extract the information from the NICU notes. As all other clinical notes, NICU notes vary 

significantly in their structure, content and style. Clinicians enter maternal data in several types of notes at various 

points in time, as needed for the newborn’s clinical care. The language and syntax for describing maternal health 

ranges from grammatically correct sentences with the clinical variables of interest fully spelled out to table-like 

structures presenting the results of laboratory measurements in shorthand that is easily understood in the context of 

the note by other clinicians, but ambiguous otherwise.    

We did not find any previously published literature on this topic. The only publication we found describing NLP 

methods for a pediatric topic was by Mendonça and colleagues, who adapted an existing application that identified 

adult pneumonia cases using MedLEE9 for surveillance of healthcare-related pneumonia in newborns.10 The most 

relevant related work we found was by Garvin and colleagues and described an NLP system for extracting ejection 

fraction (EF) data from echocardiogram (echo) reports.11 Similar to maternal history in neonatal records, EF results 

are important for patient management and most often are only found in echo reports, not as structured data. Garvin 

et al were able to develop a system that accurately classified reports as either reporting an EF < 40% or an EF >= 

40%.11 However, they did not attempt to extract the actual EF percentage.  

The maternal data we extracted are important for our current study as well as future NICU studies, and we plan to 

give the data to the database administrators to include in the next release of MIMIC-II so that other researchers will 

also have ready access to this information. The methods and patterns we used can easily be adapted for use with 

other research datasets that include neonatal patients. In addition, given that the problem of maternal history only 

being available in newborn notes is not limited to research data sets, our methods could potentially be used in a 

clinical application that would extract prenatal data from a newborn’s note into a structured format that could more 

easily be used for clinical care. 

Methods  

We chose a specific set of maternal variables that are typically found in a newborn’s history: 1) age; 2) 

gravida/para
*
; 3) blood type


; 4) antibody (Ab) status

§
; 5) vaginal group B strep (GBS) culture; 6) hepatitis B 

(hepB) immune status; 7) rubella immune status; and 8) syphilis screen (also called RPR). Pediatric providers 

typically record all of these results in a compact format using typical shorthand (see Figure 1 for examples).  

                                                           
*
 Gravida means the number of pregnancies, and para is the number of live births. Typically, at the time of delivery, 

a woman’s gravida number includes her current pregnancy, the first para number is how many live births she had in 

the past, and the second para number is how many live births she has now. For example, G1P0->1 indicates that a 

woman has been pregnant once (the current pregnancy), previously had no children, and now has one living 

newborn. G2P1->3 indicates that a woman has been pregnant twice, previously delivered one live newborn, and 

now has delivered twins (for a total of three live births). 

 Blood type includes the blood group (A, B, AB, or O) and Rh antibody (positive or negative), which together 

create blood types such as O+ and B-. 
§
 Antibody status is the presence of non-Rh antibodies. The Rh status is included in blood type as explained above. 
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Figure 1: Excerpts from newborn notes with maternal history recorded in typical shorthand (in red). 

We focused on the 289 newborns we had previously selected for our clinical study as the target population for our 

initial maternal data extraction efforts. We first looked at different types of notes to see which ones contained 

maternal history. Both the NICU admission notes and discharge summaries had maternal data, so in the first 

iteration we looked at 25 of these notes to find representative phrases and develop patterns for all of the variables. 

The gravida/para information almost always immediately followed the maternal age, so we created one pattern for 

age + gravida/para and six other patterns for the laboratory variables. We extracted maternal age + gravida/para 

information for 92 babies with the first set of patterns as well as at least 3 out of the 6 other components for 262 

babies. We went through two more iterations of reviewing ten notes for the newborns who were missing maternal 

age + gravida/para information and ten others for those missing lab data and added to the existing patterns. 

Examples of cases we did not detect in the first 25 notes but found in subsequent iterations were the use of Roman 

numerals for gravida/para (e.g., “GIV PII”) and the use of a “0” instead of an “O” for the blood group (“0+” instead 

of “O+”). 

We implemented the patterns and the file filtering module in Java. We had four filters in the filtering module. The 

first two filters limited the number of notes that the algorithm searched over based on certain inclusion criteria. The 

289 newborns in our study had 89,896 provider notes and radiology reports associated with their NICU stays, most 

of which did not contain any data relevant to our study. Because we only wanted maternal data and not newborn 

data for variables that they had in common (for example, blood type and antibody status), we originally planned to 

search for the maternal data patterns in a subset of the notes consisting of admission and discharge summaries. 

However, although the discharge summaries had a “DISCHARGE_SUMMARY” note type, the admission notes did 

not have any specific designation or titles that consistently indicated they were admission notes. Some clearly stated 

“Admission note” but others had generic titles such as “Service: NEONATOLOGY.” Our baseline filter only 

allowed notes with the note type “DISCHARGE_SUMMARY” or with a note title that included the words 

“admission note,” “admit note,” “attending admission,” “attending admit,” “neonatology attending,” “attending 

note,” “neonatology,” or “newborn med attending.” Even with this filter we still had 14,709 remaining notes. Most 

of the notes we had looked at that contained maternal lab data also included maternal age and gravida/para 

information, so we decided to use the presence of the first pattern (maternal age + gravida/para) as the second filter, 

which determined whether to further evaluate a newborn’s note for the remaining maternal variables.  

The remaining two filters removed results that were most likely irrelevant based on specific exclusion criteria. Many 

of the notes passed through the first two filters based only on the appropriate note type or title and the presence of a 

Example 1: 
Admission Note 

BB [**Known patient lastname 1010**] #3 (Triplet C) is the 1460 gm product of an 

IVF triplet gestation, born to a 32 yo G2 P0-3 mother.  PNS: MBT A+/Ab-, HepBsAg-, 

RPRNR, RI, GBS ?.  Pregnancy notable for IUGR and oligo for Triplet B, requiring 

delivery today.  Maternal meds included Zanatc, Fe, and terbutaline.  Mother 

received betamethasone. 

 

Example 2: 
Service:  NEONATOLOGY 

 

HISTORY:  A 2.03 kilogram female newborn born by spontaneous vaginal delivery to a 

29 year-old gravida II, para I mother. A positive, antibody negative, Rubella 

immune, RPR nonreactive, GBS unknown.   

 

Example 3: 
Neonatology Attending 

30 week GA female admitted for management of prematurity. 

 

Maternal Hx - 30 year old G5P1->2 woman with past obstetric history notable for 

SVD in [**2905**] of full term male (alive and well) and TAB x 3 in [**2908**], 

[**2911**], and 2000). Past medical history notable for treated GC/chlamydia, 

depression (no medications currently) and cigarette use (5/day). Prenatal screens: 

B pos, antibody neg, RPR non-reactive, HbsAg neg, rubella immune, GC neg, 

chlamydia neg, GTT within normal limits, GBS unknown. 
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potential age and upper case G followed by a number or an upper case I. For example, one progress note contained 

the text “Lytes - 125 5.2 89 21 [new line] GI - no evidence of feeding intolerance” which was interpreted as 

maternal age 21, gravida status I. Therefore, if a particular note only had age and gravida information and another 

note for that newborn had more information (i.e., para status), we excluded the former. Finally, even after passing 

through the first three filters we found a large number of notes with “0-“ or “B-“ falsely extracted as blood type 

without any other lab results, so we excluded those from the final results. 

One of the authors (SA) manually checked all of the results that were extracted for accuracy. Because each newborn 

often had more than one note with maternal data, multiple data points were frequently extracted for the same 

maternal variable for a given newborn. We evaluated the data both on the individual note level to see if the data that 

were extracted were relevant as well as on the newborn level to see if any correct values were extracted for a given 

variable for each newborn. 

Results 

As we were creating the patterns, we found that although the general format is similar between notes, the order in 

which the lab results are recorded as well as other results included with the typical set of labs are quite variable (see 

Figure 1). Therefore, we had to extract each lab variable independently and not as a single group. Table 1 contains 

the patterns we developed for each variable and Table 2 gives a detailed interpretation of the age + gravida/para 

pattern.  

Table 1. Java regular expressions for maternal age + gravida/para status and individual laboratory variables. 

Variable Regular expression 

Age + gravida/para Pattern.compile("(\\d{2})\\W*[yearhs]*\\W*[oldp]*\\W*(Gravida|gravida|G|primparous|primiparous|

primigravida|multiparous|primip)\\W*([0-9IVX]*)\\W*(now)*\\W*(para|Para|P|p)*\\W*([0-9IVX]*) 

\\W*(now)*\\W*([0-9IVX]*)"); 

Blood type Pattern.compile("(?:pns|prenatal screen|mat labs|serologies)?.*?(?:blood type|MBT|BT)? 

[^hepatis]*\\W+(O|A|B|AB|0)\\W*(\\+|pos|positive|neg|negative|\\-)"); 

Antibody status (Ab) Pattern.compile("(?:antibody|Ab|DAT)\\W*(\\+|pos|positive|neg|negative|\\-)", 

Pattern.CASE_INSENSITIVE); 

Group beta 

streptococcus (GBS) 

Pattern.compile("(?:GBS|Group Beta|Streptococcus status|strep status|Group B Streptococcus|Group 

B strep|Group Streptococcus|Group beta strep|group Beta strep status)\\W* 

(\\+|pos|positive|neg|negative|unk|unknown|was unknown|\\?|\\-)",Pattern.CASE_INSENSITIVE); 

Hepatitis B (HepB) 

surface antigen 

Pattern.compile("(?:HBsAg|hep b|HepBsAg|hepatitis surface antigen|hep b status|hepatitis B surface 

antigen|HBS antigen|hep)\\W*(\\+|pos|positive|neg|negative|unk|unknown|not reported|\\?|\\-)", 

Rubella immune 

status 

Pattern.compile("(?:rubella|rub|\\W+R)\\W*(immune|unknown|unk|nonimmune|non\\-immune|im|I) 

\\W+",Pattern.CASE_INSENSITIVE); 

Syphilis (RPR) result Pattern.compile("(?:RPR)\\W*(\\+|pos|positive|neg|negative|unk|unknown|not 

reported|NR|nonreactive|non\\-reactive|\\?|\\-)",Pattern.CASE_INSENSITIVE); 

 

Out of the nearly 90,000 notes for the newborns in our data set, 563 passed through the first three filters, meaning 

they contained maternal age + gravida/para information. We searched these 563 notes for the maternal lab result 

patterns, and a total of 482 notes passed through the fourth and final filter. Table 3 summarizes our results at the 

note level. Out of 482 notes, 414 to 479 contained results for the maternal laboratory variables. Other than maternal 

antibody status, which had a recall of 0.88, the remaining variables had a recall of 0.90 or above. Other than 

maternal para and antibody status, which had a precision of 0.925 and 0.947, respectively, precision by individual 

note ranged from 0.975 to 1.0, indicating that nearly all of the results extracted were accurate. We could not 

calculate the recall for maternal age because the presence of maternal age was one of our filters, and it would have 

been impossible to manually determine the recall denominator for age (i.e., how many of the remaining 89,000+ 

notes contained a maternal age). 
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Table 2. Step-by-step interpretation of the Age + gravida/para pattern. 

 

Table 3. Recall and precision for each maternal variable by individual note. 

 

Java regular 

expression component 

Translation  

(meaning of the regular expression component => translation in 

context of age + gravida/para status) 

Example 1:  

32-yo G1 

now P2 

Example 2:  

24 years old gravida IV 

para I now II 

(\\d{2}) Exactly 2 numbers  => maternal age digits 32 24 

\\W* (only defined in 

this table once for 

brevity) 

(Same translation for every instance of \\W*) Non-

letter/underscore => a space or punctuation separating the other 

age components 

-  

[yearhs]* Any 0 or more of the letters in the brackets => representation of 

the word “year” in the maternal age (e.g., “year” or the “y” part 

of “yo”); the extra h is not a typo in the pattern but rather 

represents a typo in the note text that we wanted to capture  

y years 

[oldp]* Any 0 or more letters in the brackets  => representation of the 

word “old” in the maternal age (e.g., “old” or the “o” part of 

“yo”); again, the extra p is a typo in the note text that we want to 

capture 

o old 

(Gravida|gravida|G| 

primparous|primiparous| 

primigravida| 

multiparous|primip) 

Any of the terms separated by the vertical bar  => representation 

of “gravida” (the number of pregnancies to date),  “primiparous” 

(having one live birth), or “multiparous” (having more than one 

live birth) 

G gravida 

[0-9IVX]* Any of the digits 0-9 or upper case letters I, V or X => 

representation of the gravida value, either with Arabic or Roman 

numerals 

1 IV 

(now)* The word “now” => indicates the change in para information 

from before the current delivery to after the current delivery 

now  

(para|Para|P|p)* Any of the terms separated by the vertical bar => representation 

of “para” (i.e., the number of live births) 

P para 

([0-9IVX]*) See above 2 I 

(now)* See above  now 

([0-9IVX]*) See above  II 

A star (*) in the pattern means that the pattern can occur 0 or more times. We had to account for 0 occurrences because every note was 

missing at least one component of the pattern. 

Maternal 

variable 

Number of notes 

(Total N = 563) 

Number of notes 

from which 

values were 

extracted 

Number of notes 

from which values 

were extracted 

correctly Recall Precision 

Age § 563 562 § 0.998 

Gravida 563 559 557 0.989 0.996 

Para 528 519 480 0.909 0.925 

Blood type 479 471 459 0.958 0.975 

Ab 466 433 410 0.880 0.947 

GBS 431 407 406 0.942 0.998 

HepB 431 389 389 0.903 1.000 

RPR 451 426 426 0.945 1.000 

Rubella 414 406 406 0.981 1.000 

§We could not calculate the recall for maternal age because the presence of maternal age was one of our filters, and it would have 

been impossible to manually determine the recall denominator for age (i.e., how many of the 89,000+ notes contained a maternal 

age). 
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We also calculated the results by individual newborn, because these results are more clinically relevant and 

necessary for our clinical study (see Table 4). Out of 289 newborns, 284 had notes with maternal age. One 

additional newborn had maternal gravida/para information but not the mother’s age (“…mother is a G12P8…”), so 

the gravida/para values were not extracted even though they were present in the note. Maternal lab data were 

available for 247 to 276 of the 289 newborns. To calculate recall and precision for each variable at the newborn 

level, we counted the number of newborns for whom at least one of the extracted values was correct. For example, if 

the value for mother’s blood type was extracted as O+ from one note and B- from another note, if either one of those 

was correct we counted that newborn as having a relevant result for maternal blood type. The incorrect blood type 

extraction was still reflected in the results on the individual note level given in Table 3. Given that we accepted even 

one correct answer per newborn, it makes sense that our recall and precision numbers were better by newborn than 

by note. Recall ranged from 0.912 for antibody status to 0.996 for maternal age, and precision was 0.950 or greater 

for all of the variables. 

Table 4. Recall and precision for each maternal variable by newborn. 

Maternal 

variable 

Number of 

newborns 

(Total N = 289) 

Number of 

newborns for 

which values 

were extracted 

Number of 

newborns for 

which at least one 

value was correct Recall Precision 

Age 284 283 283 0.996 1.000 

Gravida 285 283 282 0.989 0.996 

Para 285 283 271 0.951 0.958 

Blood type 276 269 259 0.938 0.963 

Ab 273 262 249 0.912 0.950 

GBS 259 249 248 0.958 0.996 

HepB 261 246 246 0.943 1.000 

RPR 267 256 256 0.959 1.000 

Rubella 247 242 242 0.980 1.000 

 

Discussion 

Overall, by using pattern-based extraction for retrieving maternal history data from newborn NICU notes, we got 

results that were sufficiently accurate to use in our clinical study. Maternal data are important for newborn care as 

well as research on neonatal issues. Given that these data are typically not available in a structured format in the 

newborn record and in general, maternal and newborn records are not linked electronically either in clinical EHRs or 

de-identified data collections, our method is a feasible option for accessing this information.   

We discovered several issues while we were developing the patterns. One, we only reviewed a small subset of notes 

to develop the patterns, so it was impossible to capture all of the patterns that existed in the larger set. Maternal para 

information had the least consistency in how it was reported and the subset of notes we reviewed during pattern 

development did not include two important ones: 1) para x TO y and 2) Px…Py, where x and y stand for the number 

of live births prior to the current delivery and the number of live births including the current delivery, respectively. 

In the first case, the previous and current para numbers were connected by a “to” and in the second, the current para 

number was preceded by a second “P.” Other examples that we did not discover during pattern development were 

“Unknown GBS status” in which the result “unknown” was given before the variable “GBS status,” RPR spelled out 

as “rapid plasma reagin," and “hepatitis negative” without any indication of which type of hepatitis. We plan to fix 

these patterns and re-evaluate our results.  

The second major issue was case sensitivity. At first, we did not use case-sensitive pattern matching, but we 

retrieved a large number of false positive results, primarily for the maternal blood type. For example, admission 

notes usually include information about the mother’s obstetrician, and if a note said “Ob- Dr. X” the “b-“ portion of 

that phrase was extracted as blood type B-. By restricting the blood type results A, B, AB, and O to upper-case 

matching only, the number of false positives was greatly reduced and recall was not affected. 
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Note excerpt: 

A+, AB neg 

Blood type: 
A+ 

Antibody: 
neg 

Blood type: 

AB neg   

Antibody: 
neg 

The third issue was the relationship between blood type and antibody results, and overlap between the blood type 

AB and the abbreviation for antibody “Ab.” Initially, we assumed that maternal blood type was always followed by 

her antibody status and therefore had a single pattern for blood type + antibody; however, after the first iteration of 

pattern development we discovered that while this holds true in the majority of cases, we found several instances in 

which other labs were interpolated between the blood type and antibody results and/or the antibody result appeared 

before the blood type. Therefore, we searched for blood type and antibody status independently, which created the 

new problem described next.  

When we searched for the two variables together, once a portion of text was extracted for the blood type (which 

came first in our pattern), that same text could not be re-used to match a later part of the pattern. However, when 

searching independently, the same text could be re-used if it matched the pattern for each independent variable. We 

had not considered the similarity between the blood type and antibody patterns. As a result, in several cases the 

blood group AB was interpreted as the antibody abbreviation with the Rh status interpreted as antibody result as 

well as the converse, where the antibody abbreviation “AB” was interpreted as the blood group and the antibody 

result as the Rh status (see Figure 3). Fortunately, we had already restricted blood type results to upper case so that 

the antibody abbreviations “Ab” and “ab” were not also extracted as blood type AB. 

 

 

 

Figure 2. Pattern interpretation errors based on: (1) blood group AB, which was interpreted as the antibody variable; 

and (2) antibody abbreviation “AB,” which was interpreted as the blood group AB. 

In a few cases, during the manual result validation we found examples where the problem was not an incomplete 

pattern but rather incorrect representations of the variable in the note. One example is “hepatitis C surface antigen,” 

which clearly was meant to indicate hepatitis B (there is no such thing as hepatitis C surface antigen) but was 

(correctly) not picked up by the pattern due to the “C.” In other cases, de-identification was the issue, such as 

“Hepatitis [**Name2 (NI) **] negative” and “para [**1-31**].” In both of these cases we counted the result for that 

specific variable as missing and did not include them when we calculated recall at both the note- and newborn-level.   

 

We used regular expressions instead of more linguistically-grounded methods (such as syntactic parsing) because 

maternal information was entered in table-like format in the first 25 notes that we reviewed prior to implementing 

the extraction module. However, during the evaluation of the extraction results, we encountered several examples 

where parsing likely would have improved results. For example, one note contained the phrase “HBsAg, RPR, 

Rubella and GBS status unknown at the time of delivery” and based purely on pattern matching, no results were 

extracted for HepB, RPR or rubella. In another instance, although the phrase “DAT negative on … but positive 

today” clearly means that the current antibody status is positive, based on the antibody pattern we implemented, the 

antibody result was extracted as negative. Additionally, more formal NLP may have ameliorated the results for 

Note excerpt: 

AB+, antibody negative 

Blood type: 
AB+ 

Antibody: 
negative 

Blood type: 
AB+ 

Antibody: 
+ 

CLINICAL INTERPRETATION (CORRECT) 

INTERPRETATION BASED ON PATTERNS (INCORRECT) 

(2) (1) 
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maternal blood type AB and antibody status abbreviated “AB” as well as cases where the newborn’s blood type or 

antibody status was incorrectly extracted as a maternal result.  

 

Our next step is to use the small set of 563 manually annotated notes from this study to train supervised machine 

learning algorithms and extract the same maternal data for the remaining 7,000+ newborns in MIMIC-II. If we are 

successful, our work could be used to develop applications to extract maternal history from newborn notes both in a 

clinical setting in order to streamline and potentially improve the quality of clinical care, as well as in a research 

setting to facilitate maternal data gathering for neonatal research. 

Conclusion 

Maternal information is very important for a newborn’s clinical care but is often difficult to obtain due to the 

disconnect between the maternal and newborn records. We have presented a simple algorithm that uses a few 

regular expressions to extract maternal history from newborn notes. Although some of the pattern components were 

ambiguous, when we combined them with filtering for both the notes and the extraction results, we obtained good 

quality results from a small set of notes. With a small manual review effort, we achieved recall between 0.91 and 

0.99 and precision between 0.95 and 1.0. If pediatric researchers and clinicians are comfortable with this level of 

accuracy, our algorithm is freely available for developers to adapt for use with other research data sets or in a 

clinical setting. 
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Introduction 

From the HIPAA standpoint, there are two routes to de-identification: the “Expert Determination” 

– §164.514(b)(1), and the “Safe Harbour” method – §164.514(b)(2), which relies on removal of 

18 types of identifiers from patient record. In this approach, all elements of dates, except year, 

that are related to an individual have to be removed, but for research purposes it is critical to 

know how different events in patient clinical record are related to each other.  

Date shifting is the current state of the art for preserving inter-event time intervals in 

de-identified data, i.e., every single date is offset by a patient-specific random number of days 

that is consistent throughout that patient’s record
1,2

. For example, this approach is implemented  

in the deid software package
3
.  

Methods 

We simulated serial releases of de-identified data sets, in which randomly shifted dates produce 

fixed intervals, from which the scrubbed dates can be inferred as centres of the random 

distributions. The probability of randomly finding two extremes necessary to establish such an 

interval can be estimated using binomial distribution as     ( 
 
)  (   )    , where   is the 

probability of shifting the date in either direction by the maximum number of days allowed (e.g., 

       when dates are shifted by 31 days in both directions) and   is the number of releases. 

Results 

For a single patient, two data releases, and dates randomly shifted ±31 days – the risk is 

relatively low (         ), but in a cohort of a hundred patients with ten data releases on 

average dates for two patients (       ) can be re-identified. In general, larger patient sets and 

more releases correspond to higher likelihood of inadvertent disclosure. 

Discussion 

Correspondingly, variations of the random date shifting method, such as using a secret fixed 

interval that is offset by a random number of days or using only positive offsets do not eliminate 

the risk of disclosure. We recommend using a patient specific non-random offset that remains 

consistent between releases, e.g., last digit of patient SSN or MRN incremented by 1 and 

multiplied by 31. 

Conclusion 

Shifting dates by a random number of days is insufficient for the purpose of de-identification and 

in cases of re-releases can lead to inadvertent disclosure of protected health information. 
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Abstract 
 
While health IT is thought to be critical to the success of new models of care delivery, we know little about the extent 
to which those pursuing these models are relying on HIT.  We studied a large patient-centered medical home 
(PCMH) demonstration project, a new model of care delivery that has received substantial policy attention, in order 
to assess which types of HIT were most widely used, and how adoption rates changed over time as PCMH practices 
matured.  We found that clinically-focused HIT tools were both widely adopted, and increasingly adopted, in PCMH 
practices compared to non-PCMH practices.  In contrast, HIT that supports patient-engagement, patient portals 
and personal health records, was neither in widespread use nor more likely to be adopted over time by PCMH 
practices compared to other practices.  This suggests that these tools may not yet support the types of patient 
engagement and interactions that PCMH practices seek.    

 

 

Introduction 

The HITECH Act seeks to promote widespread adoption of health information technology (HIT) in order to address 
persistent quality and efficiency challenges facing our healthcare delivery system, many of which derive from 
reliance on paper records.(1)  HITECH also seeks to put in place the infrastructure for broader efforts to reform 
healthcare delivery by supporting new models of care.(2) While the role of HIT is thought to be critical to achieving 
these reforms, we know little about the extent to which those pursuing new care delivery models are relying on HIT 
and which specific types of HIT are most widely adopted.  We therefore studied a large patient-centered medical 
home (PCMH) demonstration project, a new model of care delivery that has received substantial policy attention, in 
order to assess which types of HIT were most widely used, and how adoption rates changed over time as PCMH 
practices matured.  Assessing the use of IT in PCMH practices was of particular interest in light of recent evidence 
documenting the shortcomings of HIT solutions to support PCMH practice efforts to coordinate care, an activity 
critical to their success.(3, 4)  
 
 
Background 
 
Patient-centered medical homes were developed in response to widely recognized shortcomings in primary care 
delivery.  While the concept has a long history(5), in their modern form they are based on the principles of providing 
care that is accessible, continuous, comprehensive, family-centered, coordinated, compassionate, and based on 
trusting relationships.(6)  These principles may be achieved by promoting integrated care teams who are supported 
by information technology.  Medical practices and other types of delivery settings across the nation are 
implementing and assessing the medical home model through federal, state and regional programs. Many have relied 
on a set of standards for PCMH achievement developed by the National Committee for Quality Assurance (NCQA). 
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The use of IT in PCMHs is thought to be essential to successfully achieving the key aims of team-based, coordinated 
care and meaningfully engaging patients.(7)  For example, electronic health records can promote teamwork through 
clinical messaging, task tracking, and creation of shared lists (i.e., a problem list). These functions should enable 
optimal use of each team member’s time and skills as well as allow the clinical team to effectively coordinate their 
work.(7) Other HIT functionalities, such as patient registries, enable population-level views of clinical data that can 
help health care providers identify systematic care gaps and opportunities for targeted outreach.   
 
Another key promise of the PCMH model is the ability to involve patients in their care. Patient portals and personal 
health records (PHRs) hold the potential to engage patients through making their clinical data accessible to them. 
These HIT applications can also serve as teaching tools that allow patients to manage their own conditions as well as 
facilitate effective patient communication with their care team.   
 
There is, however, an ongoing tension between the perception that HIT is essential to a successful PCMH and 
reports that current HIT tools are not yet able to support the types of activities required of PCMH practices.  Bates 
and Bitton (2010) identified seven domains in which HIT tools may not yet support the ability of PCMHs to 
improve the efficiency, quality, and safety of care: telehealth, quality and efficiency measurement, care transitions, 
personal health records, registries, team care, and clinical decision support for chronic diseases.(8)  There has been 
no empirical assessment of whether HIT tools are in fact failing to meet the needs of the PCMH model.  Perhaps the 
best indication of whether the tools that are currently available are helpful in enabling practices to successfully 
achieve PCMH aims is to directly observe the level of adoption and change over time in PCMH practices.      
 
Methods 
 
Setting 
 
We examine the use of HIT within ambulatory practices that participated in the Blue Cross Blue Shield of 
Michigan’s (BCBSM) Physician Group Incentive Program (PGIP).  PGIP is a pay-for-performance program that 
was launched in 2005 to align financial incentives for structural and quality improvement initiatives.  Individual 
physician practices participate in PGIP through a physician organization (PO) intermediary, such as an Independent 
Practice Association or a Physician-Hospital Association (9). The 40 POs participating in PGIP represent nearly 
15,500 physicians providing care to nearly two million BCBSM members (10). 
 
One of the flagship PGIP initiatives focuses on promoting transformation into a Patient Centered Medical Home.  
BCBSM PCMH Designation status is earned based on an evaluation of the practice’s achievement of a set of pre-
specified criteria.  For example, PCMH practices must provide 24-hour patient access to a clinical decision-maker 
by phone and after-hours urgent care access as well as offer education materials to patients during visits. The 
majority of aims are similar to those developed by the NCQA for their PCMH program.(11) 
 
Population Studied 
 
Practices choose whether to participate in PGIP on an annual basis; those that choose to participate subsequently 
decide whether to attempt to achieve the PCMH criteria in order to be awarded the designation and associated 
financial incentive.  We focus on the 2,171 practices who participated in PGIP for a 2 year period from January 
2010 through December 2011. Within this cohort, we compare HIT adoption among those that achieved PCMH 
designation for the entire period (n=396 practices) to those that never achieved PCMH designation (n=1,775).   
 
The cohort of 2,171 practices represents approximately half of all practices participating in PGIP during our study 
period and includes over 6,600 physicians. Because PGIP was only opened to specialist physicians (outside of those 
involved in chronic condition management, care transitions and high-cost diseases) in 2011, our sample is 
predominately primary care physicians. The majority of our sample is also small practices, with 52% solo practices 
and 43% practices with 2-9 physicians. (Table 1) 
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Table 1. PCMH and Non-PCMH Practices by Size 

 
PCMH Practices 

(n = 396) 
Non-PCMH Practices 

(n=1,775) 
Total 

(n=2,171) 

Solo (1 MD) 
103 

(26%) 
1,031 
(58%) 

1,134 
(52%) 

Small (2-9) 
264 

(67%) 
677 

(38%) 
941 

(43%) 

Medium (10+) 
29 

(7%) 
67 

(4%) 
96 

(5%) 

Total Observations 396 1,775 2,171 
†Note: 8 observations missing size 
 
Data Source 
 
We analyze survey data collected from PO practice consultants who monitor PGIP-related efforts within each PGIP 
practice and report data to BCBSM every six months.  Our analysis focuses on four waves of data over the period 
beginning in early 2010 and ending with the most recently available data from late 2011.  In addition to asking about 
adoption of HIT functionalities (listed below), survey data includes a range of physician, practice, and PO 
demographic information including details about PCMH achievement. BCBSM validates a subset of these self-
reported details through site visits.  
 
Measures 
 
We use survey questions that report availability (yes/no) of five different types of HIT in each practice: (1) 
electronic medical records; (2) patient registries; (3) e-prescribing; (4) patient portals; and (5) personal health 
records. We also use the survey question that captures whether or not a practice achieved PCMH Designation status. 
We measure practice size through a list of providers’ and their practice affiliations. We categorize size as follows: 
solo (1 physician), small (2-9 physicians) and medium (10+ physicians; mean=20). Because size data was not 
available for our final period, the final half of 2011, we assume consistent size from the first period of 2011. 
   
Analytic Approach 
 
We first compare unadjusted adoption rates of each HIT functionality in PCMH and non-PCMH practices in two 
cross-sectional periods: the first wave of data (early 2010) and the last wave of data (late 2011).  This enabled us to 
assess which HIT functionalities were most heavily adopted in PCMH compared to non-PCMH practices as well as 
examine the extent to which this changed over the 2 year period.  Then, to more robustly characterize the change in 
adoption over time, we built longitudinal logistic regression models using all four observations for each practice to 
compare adoption in PCMH and non-PCMH practices.  Our models predict adoption of each HIT functionality over 
the four time periods and include an indicator for PCMH, a time period counter, an interaction term that captures the 
differential change for PCMH practices relative to non-PCMH practices over time, and a dummy variable for 
practices with more than 50% primary care physicians.  Our models also adjust for practice size to address 
differential resources and ability to adopt HIT.  This adjustment is particularly important given the higher proportion 
of small practices among the non-PCMH cohort.(Table 1)  We further include physician organization-level fixed 
effects to account for time invariant characteristics such as availability of PO implementation support. Finally, our 
standard errors are adjusted for clustering at the practice level to account for correlation within practices over time. 
 
Limitations 
 
Our analytic approach includes some limitations that should be considered when interpreting the results. Data was 
provided by PO practice consultants who may not have had in depth knowledge of the status of HIT adoption in 
each practice.  They therefore could have under- or over-reported HIT adoption, and only a subset of results was 
validated by BCBSM.  However, BCBSM selected PO practice consultants as survey respondents because of the 
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increased consistency across practices in interpreting survey questions. Furthermore, validation efforts by BCBSM 
revealed over 90% reporting accuracy.  A second limitation is that the survey only asked about whether each type of 
HIT was adopted, not the extent to which it was used.  It is therefore possible that practices had functionalities 
available that were not widely used.  

Results 

At baseline, the most highly adopted HIT functionality within PCMH practices was patient registries and 
ePrescribing (both 89%).(Table 2)  The types of HIT with the lowest adoption rates among PCMH practices were 
personal health records (20%) followed by patient portals (28%).  Overall, PCMH practices had higher levels of 
adoption for all five types of HIT at baseline.  The largest gap between PCMH and non-PCMH practices was for 
patient registries (50 percentage point difference; p<0.001) followed by ePrescribing (34 percentage point gap; 
p<0.001).(Table 2)   
 
Table 2. Adoption of HIT Functionalities: PCMH vs. Non-PCHM at Baseline (period 1) and 2 years later (period 4) 

IT Functionality  

Period 1 Period 4 

Proportion 
(%) 

Difference in 
Proportion* 

(percentage points) 

Proportion 
(%) 

Difference in 
Proportion* 

(percentage points) 

Patient Registries 
PCMH 91.9 

50.2 
97.0 

49.1 
Non-PCMH 41.7 47.9 

Electronic Medical 
Record 

PCMH 55.1 
32.4 

77.0 
36.0 

Non-PCMH 22.7 41.0 

ePrescribing 
PCMH 85.9 

34.1 
98.2 

21.2 
Non-PCMH 51.8 77.0 

Patient Portal 
PCMH 24.7 

18.3 
44.9 

25.5 
Non-PCMH 6.4 19.4 

Personal Health 
Record 

PCMH 17.9 
13.4 

32.1 
21.2 Non-PCMH 4.5 10.9 

*Note: All differences significant at p<0.001 

Cross-sectional results two years later looked similar.(Table 2)  Patient registries (97%) and ePrescribing (98%) 
continued to be the most highly adopted among PCMH practices.  Patient portals (45%) and personal health records 
(32%) continued to have the lowest adoption.  The largest gaps between PCMH practices and non-PCMH practices 
remained for patient registries (49 percentage point gap; p<0.001) but electronic medical records (36 percentage 
point gap; p<0.001) replaced ePrescribing as the second largest gap.(Table 2)  This was largely attributable to a 
substantial increase in ePrescribing adoption among non-PCMH practices.   
 
When we compared the change over time in adoption rates for PCMH practices compared to non-PCMH practices, 
we found notable differences.  For ePrescribing and patient registries, both groups increased their period-over-period 
adoption (i.e., a significant odds ratio for time), but PCMH practices increased adoption to a greater extent than non-
PCMH practices (i.e., significant odds ratio on the interaction between time and PCMH).(Table 3) This is 
particularly notable given the high rates of adoption of these functionalities in our baseline period.  For EMRs, 
PHRs, and patient portals, adoption increased over time but PCMH and non-PCMH practices did not differ in the 
extent to which they increased adoption over time.    
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Table 3. Change in IT Adoption over Time (2010-2011): PCMH vs. Non-PCMH Practices 

  ePrescribing 
Patient 

Registries 

Electronic 
Medical 
Record 

Personal 
Health 
Record 

Patient Portal 

PCMH Designated 
(Yes/No) 

2.79** 10.59** 2.57** 2.79** 3.85** 

[1.60 - 4.86] [6.64 - 16.89] [1.89 - 3.50] [1.75 - 4.46] [2.42 - 6.12] 

Time Period 
(Four periods) 

1.27** 1.12** 1.19** 1.14** 1.19** 

[1.23 - 1.32] [1.09 - 1.15] [1.16 - 1.23] [1.09 - 1.20] [1.14 - 1.25] 

PCMH*Period 
1.59** 1.24* 1.07 1.06 1.09 

[1.13 - 2.24] [1.03 - 1.48] [1.00 - 1.16] [0.94 - 1.19] [0.98 - 1.22] 

Size 

Solo 
  

Reference Reference Reference Reference Reference 

Small 
(2-9) 

2.20** 1.66** 1.82** 1.04 2.27** 

[1.77 - 2.73] [1.35 - 2.04] [1.51 - 2.20] [0.75 - 1.43] [1.78 - 2.89] 

Med/ 
Large 
(10+) 

3.52** 3.04** 4.87** 2.21* 3.42** 

[1.85 - 6.70] [1.70 - 5.45] [2.77 - 8.52] [1.13 - 4.33] [1.58 - 7.40] 

PCP Status 
(Yes/No) 

2.20** 4.74** 1.09 1.05 1.39 

[1.76 - 2.76] [3.64 - 6.16] [0.87 - 1.37] [0.71 - 1.55] [0.99 - 1.96] 

Physician Organization 
Fixed Effects 

Included Included Included Included Included 

N 8,036 8,035 8,347 5,755 5,678 

Odds ratios with 95% confidence intervals in brackets; * p<.05; ** p<.01 

Discussion 

This study is among the first to report the types of HIT in use in PCMH practices as well as trends in adoption over 
time.  Our results suggest which types of currently available HIT tools are able to support the core PCMH aims of 
coordinated and patient-centered care.  Overall PCMH practices had higher adoption rates across all types of HIT 
compared to non-PCMH practices.  However, not all types of HIT were as broadly adopted within PCMH practices.  
In particular, clinically-oriented tools were in widespread use, and tools targeting patient engagement were not 
widely adopted.  Our results examining adoption of HIT over time lends further reinforces this difference.  The 
types of HIT adoption that increased in PCMHs relative to non-PCMHs were clinically-focused: patient registries 
and ePrescribing.   

The fact that patient registries were both widely adopted and increasingly adopted over time should not come as a 
surprise given that they enable population-based management, a core PCMH capability.  ePrescribing is a less 
obvious focus area, but may be explained by PCMH attempts to better manage medications, an area in which care 
coordination can be particularly beneficial.  For this reason ePrescribing capabilities have been included in NCQA 
PCMH criteria.   

What is more surprising is the low adoption of patient-facing HIT functionalities.  In particular, patient portals and 
personal health records, which would be expected to be in widespread use given the patient-focused nature of 
PCMHs, were neither widely implemented at the outset nor more likely to be adopted by PCMH practices over time.  
This suggests that the capabilities within these tools may not yet be sufficiently mature to warrant investment.  
Understanding why HIT is not being leveraged to engage patients in PCMH practices represents an important area 
for future research in order to guide the development of tools that will enable new models of care delivery to 
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succeed.  Without robust tools, it will be nearly impossible for the widely anticipated quality and efficiency benefits 
to be realized.           

Conclusion 

We examined adoption of HIT in 396 practices that met the criteria for patient-centered medical homes in a large 
demonstration project.  We found that, compared to 1,775 non-PCMH practices that were also engaged in quality-
improvement activities, PCMH practices were more likely to have adopted five types of clinical and patient-facing 
HIT.  However, PCMH practices had much higher rates of adoption of clinically-oriented HIT (patient registries and 
ePrescribing), as well as increased adoption of these tools as they matured, compared to patient-facing HIT (patient 
portals and personal health records).  This suggests that HIT tools supporting patient engagement may not yet meet 
the demands of new models of care delivery that are being promoted under health reform.  
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Abstract 

The National Library of Medicine has published the CORE and the VA/KP problem lists to facilitate the usage of 

SNOMED CT for encoding diagnoses and clinical data of patients in electronic health records. Therefore, it is 

essential for the content of the problem lists to be as accurate and consistent as possible. This study assesses the 

effectiveness of using a concept’s word length and number of parents, two structural indicators for measuring 

concept complexity, to identify inconsistencies with high probability. The method is able to isolate concepts with 

over 40% expected of being erroneous. A structural indicator for concepts which is able to identify 52% of the 

examined concepts as having errors in synonyms is also presented. The results demonstrate that the concepts in 

problem lists are not free of inconsistencies and further quality assurance is needed to improve the quality of these 

concepts. 

1.  Introduction 

Problem lists will play an important role in supporting the effective recording of patient clinical data in Electronic 

Health Record (EHR). A medical terminology is necessary to implement a problem list by providing a way to 

capture patient data in a consistent way. Systematized Nomenclature of Medicine - Clinical Terms (SNOMED CT, 

further abbreviated as SCT) has been endorsed as the preferred terminology for encoding problem lists for the 

meaningful use of EHR, as part of the Health Information Technology for Economic and Clinical Health (HITECH) 

initiative as one of the requirements of the “meaningful use” criteria of EHR [1].  

To facilitate the usage of SCT in EHR coding, the National Library of Medicine has published two SCT problem list 

subsets, Clinical Observations Recording and Encoding (CORE) and Veterans Health Administration and Kaiser 

Permanente (VA/KP) to be used in coding patient data for EHR. The CORE subset is based on datasets submitted by 

seven institutions - Beth Israel Deaconess Medical Center, Intermountain Healthcare, Kaiser Permanente, Mayo 

Clinic, Nebraska University Medical Center, Regenstrief Institute and Hong Kong Hospital Authority [2]. The 

VA/KP subset was created for use in indexing Structured Product Labeling [3]. The concepts in these subsets are the 

ones that have been identified as the most commonly used concepts during the coding of patient records. 

However, evidence suggests that SCT may not be ready yet to serve the anticipated EHR meaningful use needs due 

to quality issues. In [4], Rector et al. showed various examples of modeling problems in SCT such as diabetes being 

classified as a disease of abdomen, arteries of the foot being placed in the pelvis and myocardial infarction not being 

classified as ischemic heart disease. Issues with part-of relationships, discrepancies in defined semantics and 

definitional inconsistencies between ancestors and descendants were highlighted by Schulz et al. in [5, 6]. The 

inconsistent modeling of SCT concepts and a lexical technique to correct those inconsistencies was shown by 

Agrawal et al. in [7, 8]. In a recent survey of SCT direct users [9], about 60% of the respondents indicated that they 

are very much bothered by incorrect parents, children, attributes, and attribute values. On the IHTSDO Special 

Interest Group discussion board [10] in 2010, there was a general agreement that, “as is,” SCT is not suitable for use 

in patient-facing applications. 

Furthermore, even the SCT concepts from the CORE and VA/KP problem list have substantial quality problems. In 

[11], a study of the combined set of concepts from both CORE and VA/KP problem lists, which we call the 

combined problem list “PL”, was shown to suffer from the same problems as SCT concepts in their hierarchy such 

as high percentage of erroneous and inconsistent relationships and substantial percentage of primitive concepts. 

Thus, an intensive auditing effort is needed for the suggested problem list concepts. However, an extensive audit of 

all concepts of the PL requires extensive quality assurance resources and will require a long time. A desired 

approach in coping with this urgent quality assurance need is to develop techniques to automatically identify subsets 

of PL with higher concentration of errors. 
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Previous research in quality assurance of terminologies, including SCT, demonstrated that concepts, which are more 

complex for various definitions of complexity, tend to have a higher error concentration.  In [11], it was shown that 

the number of parents, an attribute correlated with the complexity of concepts, is an indicator for PL concepts with 

higher error concentration. This study presents another possible measure of complexity of concepts and investigates 

its ability to identify erroneous concepts with high likelihood. Specifically, this study aims to describe concept word 

length as a measure of complexity and assess its effectiveness in identifying erroneous concepts. Furthermore, we 

investigate whether longer term PL concepts with higher number of parents show an even higher rate of errors 

compared to those with fewer number of parents. We also introduce and investigate a structural indicator to identify 

errors in synonyms 

The results from our analysis show that the concepts in the CORE and VA/KP problem lists are not free from errors. 

Further quality assurance efforts are needed for the concepts in these problem lists. The concept word length is 

determined to be useful in ferreting out concepts with high likelihood of error. Moreover, the even more complex 

concepts, with large word length which have a large number of parents, are found to be more prone to error than the 

concepts with small word length and fewer parents. The indicator to identify errors in synonyms was also found to 

be effective. 

2. Background 

SCT is a comprehensive clinical terminology that provides content and expressivity for clinical documentation and 

reporting [12]. It has undergone many transitions since its inception, the most recent of which was the formation of 

SCT via the merger of SNOMED RT and the UK’s Clinical Terms Version 3 [13]. SCT is formulated in description 

logic (DL) using a language called EL [14, 15]. There are over 300,000 concepts in SCT that can serve as a 

reference terminology for applications facilitating data analysis and clinical research. The concepts in SCT are 

organized in 19 broad hierarchies, such as Procedure and Clinical Finding. Concepts within a hierarchy are linked by 

IS-A hierarchical relationships and the hierarchies may not necessarily be disjoint. Concepts also have attribute 

relationships, also called lateral relationships. For example, the concept “myocardial infarction” has the lateral 

relationship “finding site” to the target concept “myocardium structure”. A concept is further classified as being 

either fully-defined or primitive. In the latter case, the definition is underspecified and does not allow for the 

automated detection of its subtypes. SCT’s concepts are pre-coordinated [12], i.e., a single concept identifier is used 

to represent a clinical idea. However, SCT also allows the use of post-coordination to represent a meaning by 

combining two or more concepts [16, 17]. 

The content and expressivity of SCT allows it to be used in various clinical settings. SCT has been endorsed by the 

HIT Standards Committee and is slated to become an exclusive encoding terminology for coding problem list 

concepts for EHR by 2015 [1]. Various organizations have already adopted SCT and its use in different applications 

has been studied in various papers. The American Academy of Ophthalmology, for example, has chosen SCT as its 

official clinical terminology [18]. The content coverage of SCT for the ICU nursing flow sheets is presented in [19], 

and its ability to represent common patient problems is presented in [20]. The use of SCT to enhance anesthesia 

patient safety is studied in [21] and its use in intensive care is presented in [22]. The use of SCT in the annotation of 

tissue microarray data is presented in [23]. SCT has also helped in the automatic grouping of adverse drug reaction 

terms [24]. A software tool that carries out automated encoding of medical texts with the aid of SCT categories has 

been built [25]. The results of a survey into the use of SCT in the context of EHR can be found in [26]. Among the 

articles promoting the use of SCT in EHR is [27]. 

There have been some studies conducted in the past to examine the coverage of the CORE and VA/KP problem 

lists. A comparative analysis of the coverage of CORE and VA/KP problem lists is presented in [28]. An evaluation 

of the VA/KP problem list is presented in [29]. A comparison between CORE subset and ICD-10-CM/PCS HIPAA 

code sets is presented in [30]. The coverage and coding efficiency between CORE subset, the subset used by Mayo 

Clinic and a random SCT subset was evaluated in [31].  

This study has been conducted to evaluate the quality of the PL concepts and its readiness to support the meaningful 

use of EHR. The latest available versions of PL at the time of experimentation are used (Feb 2012 release of CORE 

and Sept. 2009 release of VA/KP). There are a total of 5,862 current concepts in the January 2012 version of the 

CORE subset of SCT and a total of 16,600 current concepts in the September 2009 release of VA/KP subset of SCT. 

For the purpose of our study, we create a combined SCT problem list (PL) by combining both these lists. The PL 

consists of 18,472 unique and current concepts. The January 2012 release of SCT consists of 295,753 current 

concepts. As such, the PL covers 6.2% of the SCT concepts. 
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The list of stop words used in this research work is as recommended in the SCT Developer Toolkit Guide 2012 [32] 

and has been clubbed together with some other frequently occurring words used by PubMed [33] and by members of 

UMLS MetaMap [34] to form a list of 157 stop words. 

3. Methods 

3.1. Analysis of the concept word length 

The net word length of a concept is defined as the length of the fully specified name of a concept excluding the 

insignificant words also known as the stop words. A concept with more net words will possibly be highlighting 

multiple dimensions of the concept relating to multiple attributes which may reflect the concept being more complex 

than a concept with less net words. From here on, “net words” will simply be referred to as “words.” 

Based on the notion that more complex concepts are more likely to contain errors, we form the following two 

hypotheses. 

Hypothesis 1: Error concentration among concepts increases with the increase in the number of words in the 

concept fully specified name. 

Hypothesis 2: Concepts with large word length and large number of parents tend to have higher error concentration. 

In order to investigate the hypotheses, we conducted a study on a random sample of the PL. We divided the concepts 

of the PL based on the word length of the concept not counting the stop words. Figure 1 displays the distribution of 

the PL concepts arranged by the word count. The concept word length in PL is in the range of 2 to 20 with 

approximately 90% of the concepts being in the range of 2-6 and 68% in the range of 2-4.  

 

Figure 1. Distribution of PL concepts arranged by word count 

Moreover, a two-dimensional distribution of the PL concepts is displayed in Table 1. The rows denote the number of 

words which ranges from 2 to 20. The columns represent the number of parents ranging from 1 to 14. Each cell 

represents the number of concepts in PL with a given word length indicated by the row header and the number of 

parents which is indicated by the column header. For example, there are 569 concepts with two words and one 

parent whereas there is only one concept with 12 words and four parents. The last row and column in the table 

displays the total number of concepts and with a certain number of parents and a certain word length respectively. 

For example, there are 7821 concepts with one parent and 1088 concepts with two words in the PL. 

Table 1. Word length vs. number of parents for the entire PL 
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7 374 344 137 51 18 5 3 3 935 

8 197 192 53 17 6 1 1  467 

9 92 112 70 5 4    283 

10 48 32 17 2 1 2   102 

11 39 18 4      61 

12 15 16  1     32 

13 10 4 2   2   18 

14 46 7 2      55 

>14 20 32 2 1 1    56 

Total 7821 6815 2557 826 273 103 39 25 18472 

 

For experimental analysis, a sample of concepts is randomly selected from the PL with a sizeable number of 

concepts from different word length category. For every word length that has more than 50 concepts, 50 randomly 

selected concepts are taken and for every word length that has less than or equal to 50 concepts, all of those concepts 

are taken to form the sample concept set except for length larger than 14 for which all 56 concepts are taken. Figure 

2 displays the distribution of the concepts in this sample set.  

 

Figure 2. Concept distribution in the sample set 

A total of 656 sample concepts as shown in Figure 2 were audited by one of the co-authors (YC) who is trained in 

medicine and terminologies and has a vast experience in auditing medical terminologies. The auditor was given the 

sample to audit without any information on the methodology used and the hypotheses being tested. 

3.2. Analysis of the concept synonyms 

Another important feature of PL concepts that is examined in this study is the concept synonyms. Three random 

samples of 50 concepts each are examined. The first sample consists of concepts strictly from the PL. The second is 

composed of non-PL SCT concepts which are selected in proportion to the distribution of concepts in the PL sample 

across hierarchies. That is, if 5% of the PL sample is from the Procedure hierarchy, then 5% of this second, so-called 

“proportional,” sample is randomly chosen from that hierarchy. The third sample comprises concepts chosen from 

the population of SCT concepts at large, without any consideration of the PL. The need for the proportional sample 

arises in the case where the results of the PL sample differ from those for the third sample (of the entire SCT). It 

helps to determine whether the difference stems from them being PL concepts or is it due to the properties of their 

hierarchies (mainly, Clinical Finding), which may differ from those of the whole SCT. 

For each one of the three samples, a count of the number of concepts with synonyms, and the average numbers of 

synonyms is presented. For comparison purposes, the count of the number of concepts with UMLS synonyms as 

well as the average number of UMLS synonyms per concept is also presented. All synonyms of the PL sample’s 

concepts are reviewed manually.  
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Besides, it was observed that whenever two or more SCT concepts were mapped to the same UMLS concept, the 

probability of the SCT concepts having errors in their synonyms was high. For example, the two PL concepts 

Dermatitis and Eczema are both mapped to the UMLS concept Dermatitis. Indeed, the SCT concept Dermatitis has 

erroneous synonym Eczema, since Eczema is a child of Dermatitis. This is a case where two related PL concepts of 

different granularity are erroneously modeled as synonyms in SCT. In another example, the siblings Simple goiter 

and Endemic goiter (each a PL concept) both map to the UMLS concept Endemic goiter. On closer examination, it 

can be seen that Endemic goiter has the term “simple goiter” as a (erroneous) synonym. The integration of SCT into 

the UMLS, thus, helps to unearth erroneous SCT synonyms. Based on such observations, a hypothesis is formed. 

Hypothesis 3: If two or more SCT concepts are mapped to the same UMLS concept, there is a high probability of 

finding errors in the synonyms of these SCT concepts. 

It was found that 569 concept pairs from the PL exhibit a duplicate mapping to a UMLS concept. Furthermore, there 

are 2,056 pairs of such SCT concepts where only one is in the PL. A manual review is done to check for erroneous 

synonyms in a random sample of 50 such pairs from the 569 pairs. 

4. Results 

4.1. Number of words as an indicator of error 

Figure 3 shows the distribution of error among the concepts with different word length from the 656 sample 

concepts that were randomly picked for auditing. As shown, 8% and 4% of the concepts with word lengths 2 and 3 

respectively are erroneous. For concepts with word length 4 or more, the error percentage increases to double digits 

with the exception of the concepts with word length 14 where the error rate stands at 8%. For concepts with more 

than 14 words, the error percentage increases to 41.1%. This distribution of error is in line with Hypothesis 1. 

 

Figure 3. Distribution of error percentage among the sample concepts 

In Figure 4, the 656 sample concepts have been aggregated into three groups based on their word length. Concepts 

with 2-3 words are the small length concepts, concepts with 4-14 words are the mid length concepts and concepts 

with 15 or more words are the large length concepts. As can be seen in figure 4, small length concepts have the least 

percentage of error which is 6%. As compared to this, mid length concepts were found to have a 16% error rate. On 

the other hand, large length concepts exhibited a 41% error rate. This again demonstrates that the error rate increases 

with the increase in word length of the concepts which supports Hypothesis 1.  

 

Figure 4. Distribution of error percentage among the aggregated sample concepts 
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Fisher’s exact test was used to calculate the two-tailed P value to determine if the association between the three 

groups is statistically significant. The association between the small length and mid length groups was found to be 

statistically significant (p = 0.0075). Furthermore, the association between the mid length and large length groups 

and between the small length and large length groups were found to be extremely significant (p < 0.0001). 

Table 2 presents the two-dimensional view of error percentage found in the sample of 656 concepts distributed by 

their number of words and number of parents. For instance, 8% of the concepts, that are of length two and have one 

parent, exhibit error whereas 100% of concepts of length five and having seven parents are found to be erroneous. A 

general trend that we observe here is that the percentage of concept error tends to increase with the increase in the 

number of parents as well as with an increase in the number of net words. This error distribution is in line with 

Hypothesis 2. 

Table 2. A two dimensional distribution of the error percentage among sample concepts 

Words/Parents 1 2 3 4 5 6 7 

2 8 7.2 0 25    

3 18.2 0 0 0 0 0  

4 23.6 20 33.4 20 50 0  

5 6.7 13.1 0 33.4 50  100 

6 0 14.3 11.2 0 100 100  

7 30 11.8 0 16.7 50   

8 20 0 40 100    

9 5.3 23.6 20 0 50   

10 8 7.7 11.2 50 100   

11 6.7 18.8 25     

12 26.7 18.8  100    

13 10 0 100   100  

14 0 66.7 0     

>14 90 9.4 50 0 100   

In order to give a compact view of the general trend of error being exhibited by the concepts with different number 

of words and parents, we aggregate the concepts into three groups with respect to word length and into two groups 

with respect to the number of parents. Based on the word length, the concepts have been divided into the three 

groups as discussed above: groups with words length of 2-3, 4-14 and >14. Based on the number of parents, the 

concepts have been divided into two groups: group with small number of parents (1-3) and group with large number 

of parents (>3). Table 3 presents the percentage error among the aggregate concept groups.  

Table 3. Distribution of the error percentage for aggregate sample concepts 

Words/Parents 1-3 4-7 

2-3 6.4 4.8 

4-14 13.3 42.6 

>14 40.8 50 

 

As can be seen in Table 3, there is a general trend of increasing error percentage from top to bottom and left to right. 

Only 6.4% of the concepts with 2-3 words and 1-3 parents are erroneous as compared to 50% of the concepts with 

more than 14 words and 4-7 parents. These findings support Hypothesis 2. 
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4.2. Synonym errors 

Table 4 shows various measures for the PL sample, proportional non-PL SCT sample and the general SCT sample. 

With regards to synonyms, the PL sample is clearly better than the other two, both in the number of concepts with 

synonyms and in the average number of synonyms per concept. But the numbers are still low when compared to the 

UMLS synonyms for these concepts. The extremely high number of UMLS synonyms for the PL sample (12.80 per 

concept, on average), compared to the other two samples, is due to the popular concepts’ occurrences in many 

UMLS sources, each with its own set of synonyms. Thus, this preliminary study indicates that probably due to their 

frequent use, the PL concepts are to some extent better in their properties than other concepts in their respective 

hierarchies. They are still far from satisfying the expected needs of coding problem lists for longitudinal care in 

EHR due to their low synonym coverage as well as other issues, e.g., high percentage of primitive concepts. 

Table 4. Properties for three random samples of concepts 

Quality measure PL sample Proportional sample SCT sample 

#Cpts with SCT synonyms 27 (54%) 17 (34%) 17 (34%) 

Avg #SCT synonyms 1.16 0.46 0.40 

Avg #synonyms for cpts with SCT synonyms 2.15 1.36 1.17 

#Cpts with UMLS synonyms 45 (90%) 44 (88%) 45 (90%) 

Avg #UMLS synonyms 12.8 2.60 2.84 

 

The review of the concepts in PL samples was carried out by one of the authors (GE), an MD with extensive 

experience auditing terminologies. From the review of all synonyms of the PL sample’s 50 concepts, two erroneous 

synonyms were found and both were for the same concept. Specifically, Premenopausal menorrhagia has a total of 

four synonyms: two correct (preclimacteric menorrhagia, excessive bleeding at onset of menopause) and two 

erroneous ones (climacteric menorrhagia, menopausal menorrhagia). This low error rate may at least be partially 

due to the low average number of synonyms for the PL sample and SCT in general. Looking only at the 12 PL 

sample concepts with multiple synonyms, the two erroneous synonyms constitute 5% of the total 43 synonyms. 

Looking only at the five PL concepts with at least four synonyms, the two erroneous synonyms constitute 7% of 

their 27 synonyms. In a similar trend, reviewing the UMLS synonyms for the PL sample concepts (where the 

average is high with 12.8 synonyms per concept), eight of them were found to have erroneous synonyms. 

While it can be seen that the number of erroneous synonyms for PL concepts is, in general, low, the situation is 

much different for the 569 pairs of PL concepts where both members of a pair were mapped to the same UMLS 

concept. From the random sample of 50 such pairs of PL concepts, 26 pairs (52%) were found to have a synonym 

error. This value was found to have a high statistical significance as compared to one concept with synonym errors 

out of 50 randomly selected PL concepts which was discussed above (two-tailed P value less than 0.0001 according 

to Fisher's test). Hence, by auditing such pairs, which can be identified automatically, it is possible to further lower 

the percentage of erroneous synonyms for PL concepts with a relatively small effort. For example, in the PL, 

Endemic cretinism and its parent Congenital iodine deficiency syndrome are both mapped to the UMLS concept 

Endemic cretinism (CUI C0342200). However, Endemic cretinism is just one type of cretinism and is not 

necessarily synonymous with it. Nevertheless, both SCT concepts have the term “cretinism” as a synonym, which 

may have contributed to the confusion. Hence, “cretinism” should be removed as a synonym from SCT’s Endemic 

cretinism. 

5. Discussion 

This study shows that the SCT concepts in the PL are not free from error. A large percentage of concepts in SCT 

still exhibit inconsistencies in their hierarchical and lateral relationships. Many of the concepts have wrong 

relationships and many concepts are missing necessary relationships. This could be as a result of the periodic and 

necessary update of SCT with the addition of new concepts every time it is updated and with multiple terminologists 

working on the terminology at different point of time with different views and mindset. Nevertheless, it is important 

that SCT remains of the highest possible quality which can only be assured with proper quality assurance 

techniques. One may assume that since PL concepts are the most frequently used concepts, their modeling problems 
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are already addressed. However, as was shown in [11], problems exist for the PL concepts as well, only to a slightly 

lower extent. 

In order to improve the quality of SCT PL concepts, a structural technique is proposed which could help to isolate 

concepts that exhibit high probability of error. With a large number of concepts and limited resources available for 

auditing these concepts, it would only be logical to identify groups of concepts that are more likely to exhibit error 

thus making the auditing effort more concentrated and resource efficient. A structural indicator in the form of word 

length is identified which can help to isolate groups of PL concepts with high likelihood of error. The combination 

of word length and number of parents is shown to be an even further effective structural indicator to ferret out the 

problematic concepts with higher likelihood of errors. By focusing on such concepts, an even more limited effort 

can provide a relatively high yield in terms of the number of errors though the total number of errors is smaller.  

The study also found the synonym coverage of PL concepts to be poor and falling short of the level required for the 

proper support in the primary meaningful use of EHR, namely, problem-list encoding of 80% of patients—as an 

incentive for practitioners. Without enough synonyms, the EHR system will not recognize some of the clinical terms 

used by practitioners. A concerted effort to increase synonym coverage, at least for the PL concepts, is needed to 

fulfill the requirement of the HITECH initiative. As partial remedies for dealing with synonym problems, an 

indicator that targets pairs of concepts when there is a duplicate mapping to a UMLS concept is presented. The 

results of auditing the 50 sample pairs, out of the 569 such pairs, show a 52% error rate. Extrapolating to the 569 

pairs, one can expect to find quite a few (i.e., 296) erroneous synonyms. More research is needed to find out how 

effective these techniques are when applied to SCT concepts in general. 

The method described in this study has a trade-off between the extent of the QA efforts and the results obtained. It is 

aimed towards making use of the limited resources in an efficient way. In this study, a single auditor reviewed 

individual concepts one at a time using the CliniClue Browser [35] using the knowledge of related concepts such as 

parents, children and siblings. The study showed a way to combine two structural indicators to ferret out the more 

vulnerable concepts from the rest of the SCT. Future work will involve combining more of such indicators to get a 

more sophisticated method that can help in the QA efforts. 

With regards to import of synonyms from UMLS, a deeper study into the UMLS synonyms for the PL concepts will 

be needed. It is, however, observed that many of the UMLS atoms are simple lexical permutations. For example, 

Diabetic Nephropathy has 36 synonyms, including Diabetic Nephropathies, Diabetic nephropathies, and 

Nephropathy - diabetic. These duplicates should be filtered out when comparing with the SCT synonyms. There 

should also be a focus on synonyms that are truly different phrases and not just lexical variations. Such a 

comparison will give a more realistic target for the desired amount of synonyms for the PL concepts. With regard to 

the 2,056 PL-concept/non-PL-concept pairs with duplicate UMLS mappings, further studies are needed to determine 

their synonym error percentages (specifically for the PL-concept member). 

6. Conclusion  

SCT is an integral part of the HITECH initiative and is slated to become the standard for encoding problem lists in 

EHR by 2015. Problem lists contain SCT concepts which are the most commonly used concepts in patient care. This 

study found several problems existing in the two SCT problem lists, CORE and VA/KP. Since the more scrutinized 

combined problem list has been found to suffer from several problems, the relatively less scrutinized SCT is also 

bound to have problems and probably to an even greater extent. Such problems include deficient and inconsistent 

modeling of relationships and low coverage of synonyms. This paper presented a structural indicator of complexity 

in the form of concept word length which was shown to be efficient in identifying groups of concepts that may be 

more prone to errors in PL, and thus utilizing the limited resources of auditing.  The paper also presented a way to 

combine the concept word length along with the number of parents to identify concepts with high likelihood of 

errors. Another structural indicator was shown to be good in dealing with synonym problems. The paper thus 

presents the power of such indicators that can support a high yield of error with limited amount of auditing resources 

available. 
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Background: Acute lung injury (ALI) is a common ICU syndrome with high mortality. Early identification of at-
risk patients at the time of hospital admission provides the opportunity to initiate effective prevention strategies and 
is critical for successful enrollment of patients in ALI prevention trials. The lung injury prediction score model 
(LIPS) identifies patients at high risk for ALI early in the course of their illness and before ICU admission. 
Currently, in a research setting at our institution, LIPS is calculated by manual data extraction from patient medical 
records every day by a study coordinator and reintroduce the data into research databases. These processes are time-
consuming, inefficient, and also have risks of inaccuracies. We aimed to validate electronically extracted digital 
signatures of acute conditions or risk factors required for LIPS calculation at the time of hospital admission in a 
population-based sample.  
 
Methods: Both derivation and validation cohorts were from Olmsted County, Minnesota. Eligible patients 
(consenting adult patients ≥ 18 years of age) admitted to Saint Mary’s hospital from January 2009 to December 
2010. Manual data extraction: Trained investigators manually collected five acute conditions within 24 hours of 
hospital admission time according to predefined definitions. Automated electronic note search strategies: In this 
study, we utilized data from the Mayo Clinic Life Sciences System (MCLSS), an exhaustive clinical data warehouse 
storing patient demographics, diagnoses, hospital and laboratory information, flow sheets, clinical notes and 
pathology data gathered from various clinical and hospital source systems within the institution. MCLSS contains 
near real-time data of the Mayo Clinic EMR. The Data Discovery and Query Builder (DDQB) was the tool used to 
access the data contained within the MCLSS database.  The DDQB is based on Boolean logic to create free text 
searches. The digital signature algorithm for each acute condition was refined by adding or excluding terms to 
improve the sensitivity and specificity to greater than or equal to 95%, via continuous filtering and rerunning of the 
queries. JMP statistical software (version 9.0, SAS, Cary, NC) was used for data manipulation and analysis. 
(Detailed definitions and queries will be provided in the presentation.)  
 
Results: During the study period, a total of 6471 patients were admitted to the hospital, in which 3509 patients were 
used for the derivation and 2962 patients were used for validation. There were no differences in baseline between 
the derivation and validation cohorts. The table below summarizes the sensitivity and specificity of the five acute 
conditions compared to the reference standard used for LIPS score calculation.  
 
Table. Sensitivity and specificity of the digital algorithms in the validation cohort 
Condition 
(N=2962) 

Sensitivity 
(95% CI) 

Specificity 
(95%C.I.) 

PPV 
(%) 

NPV 
(%) 

EMR sections used 

Sepsis  96 (91-98) 100 (99-100) 100 98 Lab, Vital Sign, and Medication tables 
Aspiration  91 (76-98) 100 (99-100) 82 100 Impression / Plan and Diagnosis sections 
Pancreatitis 96 (86-99) 96 (95-97) 31 100 Lab table and Diagnosis section 

Trauma 100 (98-100) 98 (96-99) 93 100 CC, Impression/Plan, and Diagnosis sections 
Shock 93 (84-97) 97 (95-98) 82 99 Vital Signs and Medication tables 

  CI =confidence interval; NPV=negative predictive value; PPV=positive predictive value; CC: chief complaint 
 
Discussion: The study results suggest high feasibility, accuracy and validity of electronic data extraction of a 
number of acute conditions to permit automated calculation of LIPS and facilitate early identification of patients 
with high risk of ALI. There are many applications that can benefit from early identification of the acute conditions 
examined here, including decision support systems, faster screening and enrollment for clinical trials, and clinical 
research and syndrome surveillance.  
 
Conclusion: Digital signatures of acute conditions can reliably and accurately detect patient conditions for LIPS 
score calculation at the time of hospital admission. 
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Abstract 

Patients are measured for many reasons ranging from acute health episodes to regular check ups. Understanding the impact of these 
reasons on large-scale measurement analysis is an open research problem. We focus here on lab test measurement. Analysis of 
measurement dynamics (i.e., temporal patterns of measurements for a given lab across patient populations) against lab values informs 
us of ways to treat different labs when conducting EHR-based phenotyping activities.  

Introduction 

As more and more data are recorded in the Electronic Health Record (EHR), large-scale phenotyping over clinical data is an emerging 
exciting area of research. As part of our overall approach to the ambitious goal of automate the process of disease phenotyping, we 
believe that because EHR data are biased in the way they are recorded, one needs to pay careful attention to these biases when 
processing the data [1]. Our focus here concerns laboratory test data across a large patient population and we are developing a method 
for deconvolving biases and generating phenotypes, as defined by different patient sub-populations, based on two broad categories, lab 
values and lab measurement characteristics. One way to identify whether there are biases in measurement patterns is to study the 
degree of association between lab values and the way the labs are measured through time for a given patient, over a large patient 
population. 

Methods 

Our analysis was conducted over all the patients in the clinical data warehouse from our institution. Given a particular lab and all the 
patients’ time series for that lab, a joint probability density function was constructed, which consisted of pairs of lab values and time 
between consecutive lab measurements (or gaps) as measured in days. To establish whether there was a correlation between the values 
and measurement gaps, we used linear correlation (estimated at the 95% confidence interval) and an associated p-value, as well as a 
non-linear measure of correlation, mutual information (MI) between values and gaps. We report on our analysis for the following labs, 
glucose, creatinine, and hemoglobin A1C (HA1C), as examples. The number of patients from which data was derived was lab-
dependent (i.e., the patients, but was at least 10,000 individuals for each lab analysis. 

Results 

Measurement gaps for broadly ordered labs were not linearly dependent on the value of the lab; e.g., for glucose r=-0.19 (p=0) and for 
creatinine, r=-0.25 (p=0). Moreover, all the nonlinear correlation was due to inpatient versus outpatient stratification. For glucose for 
instance, the MI for the entire population (MI=0.033) was the sum of the MI for the inpatients (MI=0.021) and the outpatients 
(MI=0.012). In contrast, measurement gap and HA1C values are nonlinearly correlated (MI=0.06, CI=0.005), but are not linearly 
correlated (r=-0.17, p=0). Moreover, HA1C does not cleave along a dimension for in- vs. out-patients, and HA1C values do not 
uniquely define populations by acuity (patients with normal and high HA1C values are measured frequently, while patients with low 
HA1C values are infrequently measured). Overall, analysis shows that (i) there is often no linear correlation between lab values and 
measurement gaps; (ii) there can be some nonlinear correlation between lab values and measurement gaps, but the source and meaning 
of the correlation varies across labs (e.g., in- vs. out-patients or health status); (iii) characteristics such as the specificity of the lab (i.e., 
whether it is typically ordered in one or many circumstances) can help determine its semantics; and (iv) some populations derived 
based on their lab measurements can be easily and benignly decomposed while others cannot depending on which lab is considered. 

Conclusion 

Ergodicity of a process (patient or patient population) implies both stationarity and homogeneity. In- and outpatient glucose time 
series have ergodic-like characteristics, whereas HA1C does not, as identified by the presence or absence of nonlinear correlation 
between measurement frequency and value. In the context of phenotying this implies that: (i) static populations like the ones derived 
from glucose measurements can be split by measurement frequency (in-outpatient) and then be considered homogeneous; but (ii) 
HA1c cannot be uniquely split by measurement frequency and value because measurement frequency is nonlinearly and non-uniquely 
correlated with HA1C value.  
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Introduction: 30-day hospital readmission risk adjustment strategies involve either high intensity clinical 

case management and post-discharge interventions for all patients or targeted intervention based on risk 

prediction models. Current existing models were derived using data available at discharge and cannot be 

used in real time, or they were developed using a specific population, or they are disease specific. An EMR-

based model to predict adult medicine patients’ all-cause readmission risk can improve current approaches 

to readmission reduction by enabling hospitals with diverse patient populations to target in real time 

interventions to those at high risk for readmission, including patients with multiple interacting comorbidities.  

 

Methods:  Electronic medical records of adult inpatients admitted for any reason between November 1, 

2009 and October 31, 2010 to seven hospitals in the Dallas-Fort Worth region were retrospectively collected 

and randomly split into two approximately equal-sized groups to derive and validate a model to predict 

readmission for any cause or mortality within 30 days of discharge. Various demographics (e.g., age, gender, 

race, insurance), laboratory and vital signs (e.g., Systolic BP, BNP, Pulse, Sodium, SpO2), and previous 

utilization variables available within 24 hours of admission (e.g., prior ED visits, prior hospitalizations) 

were systematically selected as potential predictors in a logistic regression model to predict the outcome. 

 

Results: A total of 39,604 index admissions (19,831 in derivation cohort and 19,773 in validation cohort) 

were included in the analysis. The 30-day rate of readmission or mortality was 16% (13% readmission plus 

3% mortality). The electronic model demonstrated good discrimination for 30-day readmission or mortality 

(C statistic 0.69, 95% CI: 0.68-0.70) and was capable of predicting readmission or mortality across a wide 

range of risk (Figure below presents the predicted risks of five quintiles).  More than 30 potential predictors 

were explored, and 25 variables remained in the final multivariate model. Top predictors include Protime > 

35 seconds, Albumin <= 2, and Medicaid insurance. In the same population, the LACE (Length of stay, 

Acuity, Comorbidity, and ED use) model and a new model developed for CMS (Centers for Medicare and 

Medicaid Services), which are similar models that can only be used at discharge or later, did not perform as 

well (C statistic 0.66, 95% CI: 0.65 – 0.67 and C statistic 0.62, 95% CI: 0.61 – 0.63, respectively).  

 

Discussions:  Demographic, clinical and 

utilization factors available within 24 hours of 

hospital presentation and extractable from an 

EMR predicted readmission or mortality at 30 

days across disease conditions. This electronic 

model outperforms leading retrospective models 

and if validated using prospective data, could be 

used in real-time to allocate costly care 

management resources in U.S. hospital systems. 
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Background	
 

The Primary Care Information Project (PCIP) facilitates the use of Electronic Health 
Records (EHR) for prevention and chronic disease management in primary care practices across 
New York City. PCIP was formed as a bureau of the New York City Department of Health and 
Mental Hygiene through a mayoral initiative targeted at getting New York City primary care 
providers to adopt health information technology. [1]   

In collaboration with eClinicalWorks (eCW), PCIP integrated a set of quality measures 
for both adults and children into the EHR [2].These measures followed national clinical 
guidelines for the management of chronic and preventable diseases [3]. Incorporating QMs into 
the EHRs allows PCIP to track performance on the quality measures over time. Beyond the 
numerous clinical measures, there is an interest in developing measures that offer snapshots of 
clinical care domains, which may inform more readily on public health priorities. 

The objective of this analysis is to (1) develop composite quality measures based on 
clinical similarities and EHR utilization and (2) compare practice performance on the composite 
quality measures at different points in time and (3) practice performance on each of the 
composite measures over time. 

Methods	
 
Development of Measures  

Before conducting the factor analysis, we hypothesized a 3 factor model out of 40 PCIP 
quality measures based on difficulty and time to complete the measures from a clinician’s 
perspective. The 3 groups were designated as difficult, medium and easy to attain. The easy 
group consisted of measures that involved ordering a laboratory test or immunization and could 
be accomplished with a click of a button in the EHR. The medium  group  consisted of patient 
assessment measures that involved multiple clicks within the EHR and the difficult or complex 
grouping consisted of measures where the clinician engaged in management of the disease such 
as the reduction of  blood pressure using  medication or other therapeutic intervention  with 
results confirmed by  laboratory value within normal limits.                                                                                     
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Through a deliberative process based on knowledge of the quality measures and 
transmission history, we selected 13 adult related quality measures for the factor analysis. 
Practices were selected for analysis if they implemented EHRs before October 1, 2010. 
 
[Table 1] 
 
 Quality measures transmitted for the month of October 2011 were used in the factor 
analysis. This allowed practices a year of acclimatization. October was selected because it has 
consistently been the best month of data transmission each year. We replaced missing data with 
the same quality measures from neighboring months in the following order: September, 
November, August then December.  The factor analysis model used a principal components 
method with iteration specifying 3 to 5 factors with an orthogonal varimax rotation. 
 
Performance Analysis/Measurement 

Following the factor analysis, we created four composite scores using the mean of the 
quality measures for each factor. We then assessed performance of a subset of practices that 
transmitted all measures in 2009, 2010 and 2011 on the composite quality measures. We used 
Analysis of Variance (ANOVA) followed by a post hoc analysis to assess (1) the difference in 
performance between the four composite measures each year and (2) the performance gains or 
losses from baseline of October 2009 to October 2011 for each measure.  

Results	
 
Factors Analysis 

The data used for the factor analysis were derived from 150 practices, each contributing 
13 adult related clinical quality measures. Three factors have Eigen values above 1 and the scree 
plot had a pronounced elbow at five factors. The  total variation explained by the  preferred  four 
factor model  is  51%  compared to  43%  for the 3 factor model. 
 

The factors retained were (1) Clinical laboratory screening (2) Chronic disease 
assessment; (3) Chronic disease control: Blood pressure measures; and, (4) Chronic disease 
control: Other measures. Each of the factors consisted of three measures, except the screening 
measures group, which consisted of four measures. In the principal component analysis, the QM 
group we initially conceptualized as “difficult” separated into two factors, one concerned with 
blood pressure control and the second characterized by cholesterol and A1C control measures.  
 
[Figure 1] 
 
The factor loadings depict the correlations between the factors and their corresponding QMs and 
are shown in table 2: 
 
[Table 2] 
 
 
Composite Quality Measures 
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[Table 3] 
 

The blood pressure control composite score has the highest mean (58% , std=15.07%).   
The screening (46.49, std=20.21) and control-other   (48.04, std=22.75) composite score have 
comparatively close means. The assessment composite score has the lowest mean (42.15, 
std=19.08). 
 

Cronbach’s alpha was used to assess the reliability of the measures in each factor.  The 
screening group (0.77) and the chronic disease control measures (0.76) had moderate reliability 
measures. The reliability for the BP control factor (0.63) and the Prevention and Assessment 
factor (0.65) are acceptable. 
 
Performance Assessment 

A subset of 93 practices that transmitted all measures in 2009, 2010 and 2011, were used 
in the performance analysis.  Each year the difference in means between the four composite 
measures were statistically significant (2009, P=<0.0001; 2010, P=<0.0001; 2011, P= 0.0006). 
The post hoc test showed that the mean for the composite measure Control_BP was consistently 
the highest and statistically significant from the other composite scores each year. Performance 
on the Assessment and Screening measures were similar. The differences in mean for these two 
scores are not statistically significant in any of the three years. Performance on the Control-Other 
composite measure is lowest each year, however in 2010, the mean is not statistically significant 
from the Assessment and Screening measures as they were in 2009 and 2010.  Performance on 
the Assessment, Screening and Control-Other scores seem to be converging over time, while the 
performance on the Control BP remains higher from the other three measures. 
[Figure 2] 
 
[Table 4] 
 

The performance on each measure increased overtime and the gains for each measure 
across the years, were statistically significant (Control_BP, 0.0098; Assessment, 0.0016; 
Screening <0.0001; Control_Other, <0.0001).  For all measures, the performance in 2009 was 
lowest and significantly different from 2011, the year where performance on all the measures 
was highest. 
For the Control_BP measure and the Assessment measures the mean performance in 2010 did 
not differ significantly from either 2009 or 2011.  For the Screening measure the gains in 2010 
was not significantly different from the 2011 measures. Performance on the Control-Other 
measure was lowest each time, yet the performance gains were highest and statistically 
significant from year to year. 
[Table 5] 

Discussion		
 

The factoring of the QMs are primarily due to the EHR functionalities and the difference 
in performance on the composites scores can be attributed to the effect of the laboratory interface 
and the clinician acclimatization to the EHR over time. 
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The effect of the EHR functionalities on the factoring is substantiated by Poon et al, who 
found an association between specific EHR features and HEDIS measure group scores.  They 
also reported that associations were strongest  between specific EHR features and related 
measures [4]. That is, each measure is affected by different functionalities that are specific to its 
estimation. The QMs in the screening composite score can be completed in the EHR with a 
single click. Although they are all laboratory-dependent like the Control-Other measures, these 
measures only require that a patient should have completed the test over a defined period of time, 
except the HIV measure that required a test result for estimation. The Assessment measures are 
largely dependent on clinician documentation and involve basic interaction but multiple clicks 
within the EHR system. Specifically the asthma assessment and the smoking cessation require 
the completion of a smart form. The smart forms are composed of a series of symptom related 
questions developed by PCIP that are interfaced with the EHR. The Anthitrombic control 
measure also requires the documentation of prescribed medication in the EHR.  Initially we 
placed smoking cessation together with the control measures, but it factored with the assessment 
measures, this is because the definition of this measure consists of activities ranging from 
simplistic such as documenting the smoking status of patients to counseling of smokers and 
prescribing medication; however it has more in common with the assessment measures.   

In comparing the composite scores, performance on the screening and the control-other 
score was lower than the other two. Both these composite scores are comprised of QMs that are 
reliant on the laboratory interface in the EHR. In the eCW EHR, reporting of the lab results is 
improved by the existence of a laboratory interface.  However, the laboratory interface is 
activated only after initial implementation of EHR and it facilitates a bidirectional exchange of 
laboratory requests from the clinician and return on test results to the clinicians. In the absence of 
an interface, staff enters the laboratory results manually in order to meet the numerator 
requirements for the quality measure.  Even when the bidirectional lab interface is activated, it is 
subject to many technical errors. In a survey of ambulatory care clinicians 25% reported having 
no reliable method of ensuring they received the result of all the tests they have ordered. [5]  
Also Yackel et al published a descriptive qualitative report investigating the management of test 
results. They found errors resulted from interface with other software, EHR user error and 
system maintenance related errors.[6] This  finding was further  supported by   Elder et al , with 
a study on 8 family medicine ambulatory practices; they discovered that 88% of clinicians 
reported errors in tracking and return of test results.[7] 

The difference between the resulting four factors and the initial 3 grouping is that the 
chronic disease control measures separated into BP related disease control QMs and other 
chronic disease control QMs. The Control-BP measures depend on vital signs that are entered 
into the EHR during patient assessment, whereas the Control-Other are composed of patient 
outcome measures that are dependent on clinical laboratory results.  Yet a key aspect of the 
control-other measures is that the Control-Other composite scores shows the steepest increase 
from a low of 14% in 2009, which is then doubled in 2010 and trebled in 2011.  The rate of 
increase suggests that without the lab interface issues the performance on the control-other 
composite score will be similar to the performance on the control-BP composite score. 

The consistently high performance on the BP-Control measures from baseline to the end 
of the reporting contrary to our initial classification of higher level of difficulty in attaining those 
QMs suggest that providers are more comfortable with the management of chronic disease 
control, which also require a longer patient-provider interaction than the more prevention based 
measures. 
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 The performance difference and the subsequent narrowing of the performance gap 
between the composite measures overtime may be attributed to providers’ familiarity in 
performing processes associated with monitoring patient outcomes. Whereas the other measures 
that are more prevention oriented require providers to be familiar with other aspects of the EHR.  
Frequently used EHR records have been associated with HEDIS measures while other measures 
among the same study sample have been associated with other structural capabilities. [8] 

 
Since an  intervention of EHR implementation and clinician support was able to show 

significant improvement in  more measures during the intervention years when compared to  the 
prior year without intervention [9] , we can assume that  general increase in performance and the 
narrowing of the gap between all the composite measures can be attributed to increased 
implementation of the lab interface for our  practices [10] , comprehensive technical support 
from the CQS and  acclimatization to   EHR.  It remains to be seen if the performance gap will 
be completely bridged between the chronic disease composite scores and the prevention 
composite scores. 
 
 

Conclusion	
 

EHRs provide an unprecedented opportunity to measure performance on quality of care 
in the management of chronic disease in a primary care setting. The composite quality measures 
can provide a useful snapshot of performance in clinical care domains. 
Better quality measures that are reflective of disease prevention and management can only be 
attained if we take into account all the different functionalities within the EHR that are relevant 
to the measures as well as clinician behavior and knowledge of the EHR.  

 In order to improve on the EHR quality measures EHR vendors may have to initiate 
systematic technical assistance to keep EHRs functioning optimally and clinicians will have to 
undergo continuous training.  Practices that are interested in contributing measures for quality 
improvement will have to be certified periodically on functionality of the EHR.  

If we expect to use EHRs in measuring performance of clinicians on chronic disease 
prevention and management, then further research is necessary to estimate the effect of both 
EHR functionalities and clinician behavior on the QMs. 
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Table 1: Descriptive statistics on the 13 measures (N=150) 

 
 
  
 
Table 2: Proportional Variation Explained by Each Measure in 4 factor Model (N=150) 

Measure ID  Measure Name Communality 
M322CT Cholesterol screen (general population) 0.86 

M350B LDL control (high risk) 0.83 
M361 A1C control (< 7%) 0.81 
M300CE BP control in HTN (140/90) 0.75 
M211CM Smoking cessation intervention 0.69 
M350CE LDL testing (high risk) 0.58 
M359CM A1C testing 0.44 
M363CM BP control in DM (130/80) 0.41 
M301CE Antithrombic tx (IVD or DM) 0.32 
M916CM Asthma symptom assessment 0.29 
M363B BP control in IVD (140/90) 0.27 
M400CT HIV screening 0.20 
M330CT Cholesterol control (general population) 0.17 
ALL Total 6.62 

  
 
 
 
 
 
 
 
 

Factor Measure Name Measure ID 
Initial 
Grouping Mean 

Standard 
Dev. 

Minimum 
 

Maximum 

Screening  

HIV screening 400-CT Easy 11.76 19.77 0 92.44
A1C testing 359-CM Easy 54.92 27.45 0 100.00
LDL testing (high risk) 350-CE Easy 59.65 28.41 0 100.00
Cholesterol screen (general 
population) 

322-CT Easy 59.64 28.00 
0 100.00

Control-Other 

Cholesterol control (general 
population) 

330-CT Difficult 82.93 22.36 
0 100.00

A1C control (< 7%) 361 Difficult 29.19 29.50 0 100.00
LDL control (high risk) 350B Difficult 32.00 30.45 0 100.00

Control BP 

BP control in IVD (140/90) 363B Difficult 77.00 25.44 0 100.00
BP control in HTN (140/90) 300-CE Difficult 63.34 14.70 0 96.08
BP control in DM (130/80) 363-CM Difficult 36.30 17.80 0 98.53

Assessment 

Antithrombic tx (IVD or DM) 301-CE Medium 70.18 17.96 31.25 100.00

Smoking cessation intervention 211-CM Difficult 40.34 29.49 0 100.00

Asthma symptom assessment 916-CM Medium 36.30 17.80 0 100.00
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Table  3: Descriptive Statistics for Composite Measure  (N=150) 

Variable N Mean 
Std 
Dev 

Minimum Maximum Alpha 

Screening&Testing 150 46.49 20.21 1.52 86.47 0.76 

Control_BP 150 58.88 15.07 0.00 97.13 0.67 

Control_Other 150 48.04 22.75 0.00 84.49 0.74 

Assesment 150 42.15 19.08 10.42 97.70 0.67 
          

 
 
 
 
Table 4: Difference in performance between the four composite measures each year (N=93) 
Year 2009 2010 2011   

(Fvalue; Pvalue) (31.93;<.0001*) (17.33;<.0001*) (5.05;0.0006*)   

Control_BP (Difficult) 50.343A 54.301A 58.453A   

Assessment (Medium) 34.515B 44.086B 58.453B  

Screening (Easy) 31.54B 39.881B 58.453B  

Control_Other (Difficult) 14.516C 27.732C 58.45B   

ᴀᴃc: Means with the same letter are not significantly different 
* Significant at Alpha=0.05 
 
 
Table 5: Performance gains for each composite measure from baseline of 2009 to 2011 
(N=93) 
Composite Control_BP Assessment Screening Control_Other 

(Fvalue;Pvalue) (3.87;.0098*) (5.25;0.0016*) (25.12;<.0001*) (27.69;<.0001*) 
2009 50.343A 34.515A 31.54A 14.516A 

2010 54.301AB 44.086AB 39.881B 27.732B 
2011 58.453B 51.249B 49.937AB 45.815C 

        

 
ᴀᴃc: Means with the same letter are not significantly different 
* Significant at Alpha=0.05 
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Figure 1: Chart of Factor Loading for 13 Clinical Quality Measures (N=150)
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Figure 2: Performance Gains on Quality Control Measures; 2009-2011    (N=93) 
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Abstract:	  The substances used by recreational drug users change frequently in response to trends in the drug market 
and legislation. Therefore, it is a challenge for poison centers and clinical toxicologists to remain updated on their 
pharmacological and toxicological effects. Social media provides large, real-time data sources that may contain 
clinically relevant information that would help healthcare providers and policy makers in this regard. However, 
filtering out useful information is an intricate problem for natural language processing and machine learning because 
the data are unstructured and heterogeneous. Here, we provide a way to extract the signs and symptoms of emerging 
drugs of abuse from YouTube comments. As a proof of principle, we discuss here the application of our method to 
comments mined from videos about marijuana.  
 
Methods: YouTube’s API was employed to collect comments from 50 videos found using the search term 
'marijuana' ordered by relevance on March 1, 2013. Two of the authors (EP, NG) classified 1000 randomly selected 
comments as to whether they contained discussion of health effects of the drug. Then, a Bernoulli Naive Bayes 
classifier was trained to identify the comments as belonging to one of these two categories using a small set of 
features, including the length of the comment and the presence of absence of the drug name and/or commonly used 
synonyms. The classifier was then applied to un-rated set of comments. The resulting word frequency distributions 
for the positively and negatively classified comments was analyzed. 
 
Results: A total of 15223 comments were collected from the YouTube API. The character length of comments in 
our data set followed a bimodal distribution, with a median of 83 and a median absolute deviation of 82. The 
classifier identifies negative comments with a recall of 93% and a precision of 91% on the testing set of 14223 
comments. In contrast, the classifier identifies positive comments with a recall of 31% and precision of 9%. 
Increased comment length is the strongest feature for identifying positively rated comments, with an odds ratio of 
2.5. Among the comments identified as discussing health effects, two of the top ten bigram collocations were 
"smoke weed" and "prop 215," while two of the top ten bigram collocations for the negative set of comments were 
"medical marijuana" and "cannabis oil." Two words that were found in the 50 most frequent words for the set 
discussing health effects, but not in the negatively classified set of comments (after stopwords were removed) were 
"body" and "addictive." 
 
Conclusions: Our results demonstrate that capturing information related to health-related effects of drugs using 
YouTube comment mining and natural language processing is possible, and holds considerable potential. The 
bimodal distribution in comment length may reflect a distinction between comments written as a curt reply and those 
written with more thoughtful intent. When length was included as a feature for our classifier, longer length was a 
strong predictor that the comment was discussing health effects of the drug. Further distinguishing between 
comments discussing health effects and those discussing the legality of the drug is an important topic for subsequent 
research. In addition, ongoing research will apply these tools to emerging as opposed to relatively well-established 
recreational drugs.  
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Abstract: Parents’ health insurance coverage is associated with their child’s coverage and receipt of recommended 
health care. Therefore, public policies that affect health insurance should be informed by data on insurance 
coverage and access to / utilization of health care for the entire family. While information on both children and their 
parents is needed to evaluate how discordant coverage impacts families, many sources of data on receipt of health 
care services contain no effective method for ‘linking’ children and their parents. To address this, we developed and 
tested novel methods for linking children and their parents in (i) electronic health record (EHR) data linked across 
51 Oregon community health centers (CHCs), and (ii) Oregon Medicaid data.  

Introduction: Parental insurance status is associated with the probability of their child being insured and / or 
receiving guideline-appropriate care.(1,2) Therefore understanding health insurance coverage, access to and 
utilization of health care within the context of the family is important to ensuring that children get optimal care. The 
recent expansion of electronic health records (EHRs) presents new sources of information on the care that families 
receive. However, similar to public insurance coverage data systems, few EHRs include a mechanism for 
‘connecting’ children and parents. We developed strategies for linking data on children and their parents within two 
different data sources: EHR data from 51 CHCs, and administrative claims data from the Oregon Health Plan (OHP; 
the state’s Medicaid provider).  

Methods: We ‘linked’ children and their parents in EHR data from the OCHIN community health information 
network, originally called the Oregon Community Health Information Network (renamed “OCHIN” as other states 
joined), a collaboration of CHCs with a shared EHR. OCHIN centrally hosts a comprehensive Epic© EHR linked 
across >300 CHCs in 12 states. Using OCHIN EHR data from 51 CHCs in Oregon, we identified child-parent 
‘matches’ using either the child’s emergency contact information, or data on the ‘guarantor’ at the child’s clinic 
visits. The ‘guarantor’ is the person responsible for paying for the care at a given visit. We also linked children their 
parents in data from OHP administrative enrollment data. Information on family members is not clearly defined in 
these data; all individuals who live in a household share a ‘case identification (ID) number’ but this number does not 
specify these individuals’ relationships. We developed the following criteria for identifying child-parent ‘links’ 
among persons sharing a ‘case ID number.’ A potential ‘child’ was anyone in the data aged ≤18 years at any point 
during the study period, who shared a case number with ≥1 ‘linkable’ parents. A potentially linkable ‘parent’ was 
anyone in that child’s ‘case number’ who was aged ≥19 years at some point during the study  period and was 12-55 
years older than ≥1 ‘child’ to whom they appeared to link. Within the potential child-parent dyads identified, only 
one female was considered the ‘mother’ and only one male the ‘father.’ Cases with more than one potential parent of 
either sex were excluded. 

Results: We successfully linked children with their parents in both OCHIN and OHP datasets through different 
algorithms. To validate our results, child-parent links generated using OHP data were compared to explicitly 
identified child-parent links in OCHIN, if OHP IDs were available for both parent and child; we found 99% 
agreement between the two data sources.  

Conclusion: The ability to link parents and their children in large health care data sets is essential to future efforts to 
optimize and coordinate care for entire families, yet data sources commonly used by policy makers and health care 
providers do not automatically link children and parents. We demonstrated successful strategies for conducting this 
type of linkage in two distinct data sets. Further research is needed to assess the relative accuracy of mother-child 
and father-child links, and the implications of any identified differences on future analyses that use these methods. 
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Abstract 

Patient access to electronic health records (EHR) is expected to have a variety of benefits, including enhanced patient involvement in care and 

access to health information, yet little is known about potential demand.  We used the 2007 Health Information and National Trends Survey, a 

national probability-based survey, to determine which health care users with Internet access are likely to report that electronic access to their 

health records is important for themselves and their providers.  Respondents who represent populations that generally experience health and 

healthcare disparities (Blacks, Latina/os, and patients with psychological distress) were among the most likely to report that the EHR was very 

important for them, even after controlling for respondents’ socio-economic status, health status, health care context, and disposition toward 

health information.  Health policies and the designs of EHRs should consider these patterns, which may help address health and health care 

disparities. 

Introduction 

In its landmark 2001 report, Crossing the Quality Chasm, The Institute of Medicine
1
 suggested that a health care system redesigned 

around patient-centered care that fosters more continuous patient-provider relationships would promote better health outcomes. 
More recently, the National Healthy People 2020 objectives recommend using “health communication strategies and health 
information technology to improve population health outcomes and health care quality, and to achieve health equity”

2
. An 

expanding body of empirical evidence documents an association between electronic access to health information and improved 
health knowledge, attitudes, and behavior among patients

3-5
.   

Population-based surveys and other research suggest that patients desire online access to their medical records and e-mail 
communication with clinicians

6, 7
.  According to a 2011 study by the Pew Research Center, 27% of U.S. adult Internet users have 

tracked personal health information online, including information such as weight, exercise, and other health indicators and 
symptoms

8
.  This interest has translated into observable changes in care.  New information technologies that enable electronic 

access to health information and medical records appear to support more active patient involvement in their own care and facilitate 
enhanced communication between patients and care givers

7, 9-11
.  Patients who discuss online health information with their 

providers perceive benefits such as more confidence and control over their care during the encounter
12

. A recent large-scale study 
of patients in select practices who had online access to medical records indicates patients perceive multiple benefits, including 
better understanding and enhanced control over their health and health care

9
.   

While such cohort studies offer important findings about current patients who are provided with electronic access to clinical 
information, they do not tell us how groups who may not yet have access to such technologies evaluate their importance.  
Disparities in health care access exist across socio-demographic groups, particularly by race/ethnicity

13, 14
 and among those who 

present themselves with some form of psychological distress
15-17

.  It is not clear whether new technologies will replicate existing 
disparities in health care, or whether they offer the potential to reduce disparities by creating an alternative way to access certain 
aspects of health care, particularly health information.  Electronic access to health records outside of a regular health care visit can 
provide both general health information and patient-specific information, such as access to test results or medication information, 
which may ameliorate disparities.  

Initial findings in the literature suggest that electronic access to health information may in fact help address disparities.  Wen and 
colleagues

18
 used the 2007 Health Information and National Trends Survey (HINTS) data to show overall that Hispanics, 

respondents younger than 65 years of age, and Internet users all were more likely to rate electronic access to their health records as 
important.  They found that the doctor-patient relationship also mattered in that individuals whose doctors always ensured their 
understanding of their health were less likely to see electronic access as important.  In a study of Israeli society, Mesch and 
colleagues

19
 found that disadvantaged groups were more motivated to use to access medical information electronically, suggesting 

the potential to expand access to under-resourced groups. 

In this paper we examine how socio-demographic factors, particularly race/ethnicity and gender, as well as health status and health 
care context are associated with views of electronic health records. Findings of group differences in opinions about the importance 
of electronic access may help shed light on whether these new technologies will further exacerbate health care disparities, or 
alternatively, whether they may provide a tool to expand access to care.  
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Methods 

We address the limitations of previous studies with data from a national survey.  The Health Information National Trends Survey 
(HINTS) is a population-based survey of non-institutionalized U.S. adults conducted by the National Cancer Institute (N=7674).  
The field period for the 2007 iteration of HINTS used in this analysis was January through April of 2008.  Respondents were 
recruited using one of two sampling frames: random digit-dialing (RDD, N=4092) and random sample of U.S. addresses (N=3582).  
With few exceptions, the latter completed a mail-in paper survey and the former completed a telephone survey. Responses were 
weighted based on the sampling frame used, a nonresponse adjustment, and a calibration adjustment for known population totals.  
Data included in the analysis came from both sampling frames.   

Survey procedures have been described elsewhere
20

.  The 2007 HINTS is a publicly available data set with no respondent 
identifiers; therefore, this study was exempt from review by the institutional review board of Dartmouth College. 

Our analytic sample (n = 3,320) is composed of respondents with internet access who reported making one non-emergency room 
visits in the 12 months prior to the survey.  We established Internet access based on the item, “Do you ever go on-line to access the 
Internet or World Wide Web, or to send and receive e-mail?”  We determined who made a non-emergency room visit with the 
item, “During the past 12 months, not counting times you went to an emergency room, how many times did you go to a doctor, 
nurse, or other health professional to get care for yourself?”   

The two outcomes of interest were respondents’ perceived importance of the EHR for themselves and their providers.  We 
measured the degree to which respondents believed that EHRs are important for themselves with the item, “How important would 
it be for you to get your own medical information electronically?”  Three response categories were offered, which we dichotomized 
into a binary variable (1 = “very important,” 0 = “somewhat important,” or “not at all important”).  Perceived importance of the 
EHR for their providers was measured with the item, “How important is it to you that your healthcare providers are able to share 
your medical information with each other electronically?”  Response categories and our coding for this second outcome were 
similar to the first. 

Our independent variables of interest reflect our primary concern with associations between our outcome and indicators that reflect 
the respondents’ likelihood of experiencing a disparity in health care.  In particular, our interest in disparities experienced because 
of respondents’ race and ethnicity and psychological distress.  We measured race and ethnicity with a categorical variable (white, 
black, Latina/o).  Psychological distress was measured as the average of the Kessler-6 non-specific psychological distress scale

21
.  

The scale asked respondents for the frequency in the past 30 days that they experienced six manifestations of psychological distress 
(nervous, hopeless, restless or fidgety, so sad or depressed nothing could cheer respondent up, feeling that everything is an effort, 
and worthless).  For each manifestation, frequency is measured on a 5-point scale (0 = “None of the time,” 4 = “All of the time”).  

Our models control for respondents’ socioeconomic status and demographic background.  We generated measures for respondents’ 
gender (1 = female, 0 = male), age (years), education level completed (high school or less (referent), some college, college, 
graduate), health insurance status (1 = has health insurance, 0 = does not have health insurance), employment status (1 = currently 
employed, 0 = not currently employed), marital status (1 = currently married; 0 = not currently married), and annual household 
income (less than $20,000 (referent); $20,000-34,999; $35,000-49,999; $50,000-74,999; greater than or equal to $75,000). 

Additional controls captured the respondents’ health and health care context.  Self-rated health is measured on a five-point Likert 
scale that we coded so that higher values indicated better health (1 = “Poor,” 5 = “Excellent”).  Having a regular provider was 
determined with the item, “Not including psychiatrists and other mental health professionals, is there a particular doctor, nurse, or 
other health professional that you see most often?” (1 = Yes, 0 = No).  We included the respondent’s perception of the quality of 
care received in the 12 months prior to the survey on a five-point Likert scale that we coded so that higher values indicated greater 
quality (1 = “Poor,” 5 = “Excellent”).  We created a three category nominal variable that reflected whether the respondent knew if 
their provider offered an EHR (no (referent), yes, don’t know).   

Lastly, we also included controls for respondents’ disposition toward health information, particularly in electronic form.  We 
assessed whether the respondents ever sought health information (1 = yes, 0 = no), their degree of trust in a medical provider as a 
source of health information (1 = “Not at all,” 4 = “A lot”), their confidence in health information-seeking (1 = “Not at all 
confident,” 5 = “Completely confident), and the degree to which they agreed that their health information was safely guarded (1 = 
“Strongly disagree,” 4 = “Strongly agree”).  Many of these responses, as well as those that capture the respondent’s perception of 
the healthcare context, may be shaped by the respondent’s perceived agency in caring for him- or herself.  As such, we included a 
five-point Likert measure to control for the respondent’s perceived confidence in self-care, with higher values coded to reflect 
greater confidence (1 = “Not at all confident,” 5 = “Completely confident”). 

In a preliminary analysis not shown, we found the sampling frame used during survey data collection was significantly related to 
the outcome variables.  We included a binary variable in the multivariate analysis to account for sampling frame and included 
combined (RDD and address) sampling weights

20
.  Analyses were conducted using STATA SE version 12.0, and survey (svy) 

commands were used to account for the complex design. 

Nested binary logistic regression models were used to determine the relationship between measures of socio-demographic 
characteristics, health status and health care utilization on the respondents’ likelihood of perceiving an EHR to be very important 
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for themselves, and for their providers. We further explore whether respondents’ disposition to health information measures alter 
the relationships between socio-demographics, health status, health utilization and attitudes. Results are presented as odds ratios 
(OR).  We used two-tailed significance tests. 

Results 

As can be seen in Table 1, approximately half of the sample believed that an EHR is very important (vs. somewhat or not at all 
important) for themselves.  Given that we restricted the sample to Internet users who made a health care visit in the 12 months prior 
to the survey, the sociodemographic profile of the analytic sample is as expected.  Close to three-quarters of the sample has 
completed at least some college.  42% of the sample reported an annual household income of at least $50,000.  The majority of the 
sample is White (81%), has some form of health insurance (90%), and has a usual source of care (79%).   

Table 1. Weighted Descriptives for Study Measures 

Measure M SD 

Perceives EHR is “very important” for self .54 - 

Perceives EHR is “very important” for providers .48  

Female .54 - 

Has health insurance .90 - 

Education level completed     

<=High school (referent) .27 - 

Some college .39 - 

College .22 - 

Graduate .12 - 

Age (years) 42.43 15.26 

Currently employed .67 - 

Annual household income     

<$20,000 (referent) .21 - 

$20,000-34,999 .14 - 

$35,000-49,999 .22 - 

$50,000-74,999 .16 - 

>=$75,000 .26 - 

Currently married .59 - 

Race/ethnicity     

White (referent) .81 - 

Latina/o .10 - 

Black .09 - 

Self-rated health (1-5) 3.51 .89 

Avg. psychological distress 1.79 .70 

Has usual source of care .79 - 

Quality of care (1-5) 3.96 .96 

Provider offers EHR     

No (referent) .27 - 

Yes .57 - 

Don't know .16 - 

Ever sought health information .85 - 

Confidence in health information-seeking (1-5) 3.83 .93 
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Measure M SD 

Confidence in self-care (1-5) 3.89 .79 

Trust provider as health information source (1-5) 3.71 .53 

Agrees that health information is safely guarded (1-4) 3.26 .70 

SOURCE: 2007 HINTS 

The odds ratios in Table 2 show that across all three nested models, blacks and Latina/os are significantly more likely to perceive 
the EHR as very important for themselves than whites.  The significant associations remain even after adjusting the estimates for 
respondents’ socio-demographic background, health status, health care context, and disposition toward health information.   

We added indicators of respondents’ health status, including their average psychological distress, in Model 2.  The addition of these 
variables increased the significant difference in odds between black and white respondents and also caused respondents who are 
currently married to be statistically equivalent to those who are not married.  As a respondent’s average psychological distress 
increases, so do their odds of perceiving the EHR to be important for themselves.  The statistical significance of this association 
decreases slightly in Model 3, where we introduced adjustments for respondents’ disposition toward health information.  Most of 
the change in significance of the OR for psychological distress is due to ratings of quality of care, which is why this coefficient is 
not introduced until Model 3.  Prior research suggests that psychological distress is negatively related to ratings of quality of care, 
which explains the patterns observed here

15-17
.  Taken together, the results shown in Table 2 suggest the potential strength of these 

technologies in addressing health and health care disparities, which we revisit this finding in the discussion. 

Table 2. Odds Ratios from Binary Logistic Regression Predicting Respondents’ Perception that EHR is “Very Important” for Self 

Variable Model 1 Model 2 Model 3 

Female .837 .830 .807* 

Race/ethnicity (vs. White)    

Latina/o 1.557* 1.579* 1.618* 

Black 1.722* 1.857** 1.794** 

Education level completed (vs. <=high school)    

Some college .897 .917 .807 

College .828 .862 .896 

Graduate .814 .822 .839 

Age (in years) 1.042* 1.041* 1.042 

Age^2 1.000* 1.000 1.000 

Currently married .777* .802 .804 

Self-rated health (1-5)  1.063 1.102 

Avg. psychological distress  1.352** 1.287* 

Has usual source of care  .751* .772 

Quality of care (1-5)   .809** 

Provider offers EHR (vs. no)    

Yes   1.67*** 

Don't know   .962 

Ever sought health information   1.229 

Confidence in health information-seeking (1-5)   1.002 

Confidence in self-care (1-5)   1.033 

Trust provider as health information source (1-4)   .938 

Agrees that health information is safely guarded (1-4)   .946 

SOURCE: 2007 HINTS. Odds ratios are presented with standard errors in parentheses.  
All models control for respondents’ annual household income, health insurance status, 
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and employment status, none of which were statistically significant in any model.  
Note: * p < .05; ** p < .01; *** p < .001. 

 
We repeated the analysis for our second outcome, the perceived importance of EHRs for providers.  As can be seen in Table 3, the 
patterns of statistical significance are different for this perception.  Unlike in the analysis of the respondents’ perceived importance 
of the EHR for themselves, gender is a significant predictor across the three models.  Compared to men, women have lower odds of 
rating EHRs as “very important” for their providers.  Only one of the non-white race groups has a significant OR, which only 
appeared after the inclusion of the controls for disposition toward health information in Model 3.  Compared to whites, Latina/os 
have a significantly higher odds of perceiving EHRs as “very important” for their providers.  Besides age, no other demographic 
variable has a significant association with our outcome. 

Table 3. Odds Ratios from Binary Logistic Regression Predicting Respondents’ Perception that EHR is “Very Important” for Providers 

Variable Model 1 Model 2 Model 3 

Female .693** .692** .660*** 

Race/ethnicity (vs. White)    

Latina/o 1.417 1.424 1.535* 

Black 1.130 1.142 1.180 

Education level completed (vs. <=high school)    

Some college .802 .804 .801 

College .972 .979 .986 

Graduate .987 .984 1.010 

Age (in years) 1.042 1.042 1.056** 

Age^2 1.000 1.000 1.000 

Currently married .906 .913 .913 

Self-rated health (1-5)  1.041 1.043 

Avg. psychological distress  1.076 1.111 

Has usual source of care  .943 .870 

Quality of care (1-5)   .970 

Provider offers EMR (vs. no)    

Yes   .448*** 

Don't know   .570** 

Ever sought health information   1.198 

Confidence in health information-seeking (1-5)   1.090 

Confidence in self-care (1-5)   .930 

Trust provider as health information source (1-4)   .936 

Agrees that health information is safely guarded (1-4)   1.436*** 

 

SOURCE: 2007 HINTS. Odds ratios are presented with standard errors in parentheses.  

All three models control for respondent's annual household income, health insurance 

status, and employment status, none of which were statistically significant in any model. 
Note: * p < .05; ** p < .01; *** p < .001. 

 

It is notable that compared to respondents who report that their provider does not currently offer an EHR, those who report that 
their provider does or cannot recall have significantly lower odds of perceiving EHRs as “very important” for their providers.  
Those who report that their provider currently offers an EHR may be viewing redundancy when coming across this survey 
question.  As for those who reported that they do not know whether their provider currently maintains an EHR, this suggests an 
opportunity to educate this segment of the population about potential benefits derived from these systems. 
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Discussion 

We examined the likelihood of perceiving an EHR to be very important in a national sample of Internet users who made at least 
one non-emergency room in the 12 months prior to the data collection.  We found that racial and ethnic minorities were more likely 
to believe that an EHR was very important for themselves than whites. We also found that the respondents’ average level of 
psychological distress is positively associated with this likelihood. Unexpectedly, we found women to have lower odds of 
perceiving EHRs to be very important for their providers.  In general, the patterns suggest the potential importance of the EHR in 
addressing health and health care disparities and considerations for health policy surrounding the EHR. 

The statistically significant racial and ethnic differences were robust to the systematic introduction of controls in the nested models.  
Previous research on racial and ethnic disparities in health and healthcare has shown that these disparities often remain after the 
inclusion of measures that reflect an individual’s socio-economic position or health status

22
.  The fact that the association between 

being a racial and ethnic minority and believing that an EHR was important remained stable to controls introduced in successive 
models speaks to the potentially key role that an EHR could play in addressing disparities. However, the early findings among 
some cohorts of patients that minorities are less likely to use patient portals, for example, suggest that there are barriers to use other 
than patient attitudes about these tools. 

The finding that psychological distress is related to believing an EHR is important also speaks to source of health care disparity.  
Individuals who present themselves with serious psychological distress often report experience poorer patient-provider 
communication than those who do not

16
.  This is consistent with the slight decrease in statistical significance in the coefficient for 

average psychological distress when quality of care was introduced in Model 3.  As is the case for racial and ethnic minorities, this 
suggests that patients who are likely to experience poor health care because of their psychological distress may benefit from the use 
of an EHR. 

Unexpectedly, we found women to have lower odds of reporting EHRs to be very important for their providers.  This finding 
appeared in our simplest model and remained as we adjusted estimates for respondents’ health status, health care context, and 
disposition toward health information.  This eliminates potential confounding factors such as women’s general better health than 
men

23, 24
.  The finding can be framed in two ways: when it comes to viewing these technologies as critical to their health care 

providers, either women have a lower propensity than men or men have a higher propensity then women.  Given men’s general 
propensity to adopt technologies at a faster rate than women

25
, the latter may be the case.  Future research should adjudicate 

between these interpretations. 

Policies surrounding patient education about how to use the EHR effectively would benefit from additional research that dissects 
the significant racial and ethnic group differences in believing an EHR to be very important.  Race and ethnicity is an important 
distinction by which populations stratify on health and health care.  It is unclear from these data whether the differences exist 
because racial and ethnic minorities are interested in using an EHR to substitute or enhance their existing care.  We restricted our 
sample to those respondents who had made at least one health care visit in the 12 months prior to the visit, but we are unable to 
determine the relationship between the respondents’ attitude toward the EHR and propensity to maintain adherence to suggested 
care management.  Our initial thoughts on these relationships is that it would be enhancement and not substitution, because the 
inclusion of controls that are generally associated with patient adherence (ratings of quality of care received and trust in the 
provider as a source of health information) in the models did not change the significant racial and ethnic differences. 

This study also has the following limitations. The survey design for HINTS is cross-sectional; therefore, definitive conclusions 
about causal associations are not appropriate. It is important to note that the direction and nature of the association between 
individual health and health care characteristics and importance of electronic access to health records cannot be determined from 
these data. Limitations are also inherent in the use of RDD telephone methods because of decreasing numbers of households with 
land-line telephones.    

Conclusion 

Health IT such as electronic health records are expected to improve patient engagement with their health and health care. For 
example, studies of patients in select practices find that electronic access to medical records enhance patient-provider 
communication and increase patient participation in their care

9-10, 26
.  While such research is promising, other studies among 

specific cohorts of patients find evidence of health and socio-economic disparities in enrollment and use of such tools
27-29

  
suggesting that the benefits of health IT may not be evenly distributed across the population. Though such cohort studies offer 
important findings about patient use and perceptions of health IT, they do not tell us enough about the views of the population 
overall. Perceptions of the value of EHRs  by some groups and not others may lead to different usage patterns that can cause 
inequality in the resources and skills created by technology use, i.e., the so-called “second-level digital divide”

30-31
, which can 

exacerbate existing health disparities. 

Major efforts by both health care providers and policy makers are currently being directed toward using health information 
technologies to improve health care and health outcomes.  By identifying the characteristics of current health care users who see 
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electronic access to records as important for themselves and providers, we can better understand the needs of likely users, as well as 
the potential benefits of such tools, including what these new technologies may offer outside of the standard health care encounter.   
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Abstract 

Several studies have been realized in order to automatically identify users' opinions on social networks. By means of 
an affective norms vocabulary, this study proposed an algorithm that realizes sentiment analysis automatic in 
contents published about a health subject on Twitter social network. The proposed solution achieved a good 
performance compared to manual classification. Current status considers analysis about 40 million Twitter 
messages with 1,046 sentiment terms, plus 120,000 estimated sentiment terms and a correlation matrix to produce a 
classification formula. Five health subjects have been investigated with specialists. 

Introduction 

Due to the growth in the web content publishing, computational methods have been adapted to classify users 
opinions1. The computational sentiment analysis is a method that identifies automatically opinions, attitudes, 
emotions and perspectives expressed by humans2. This study proposed the creation of a computational method to 
perform a sentiment analysis of Twitter messages relating to the topic health chosen, published by Brazilian 
consumer. This research emphasizes the use of vocabulary Affective Norms for English Words (ANEW-br)3 like a 
main instrument classification sentimental words and investigates the adequacy of the same for tagging messages 
with content about health. 

Methods 

It was implemented in Python a tool for automatic gathering and storing Twitter messages (tweets). The tweets 
related to subject "anencephalic" in brazilian portuguese was gathered for a period of two months (May and June, 
2012). 90 tweets were selected for this analysis. These tweets were classified into 3 categories (positive, negative 
and neutral) by 9 Health Informatics postgraduate students. It was developed an algorithm to automatically classify 
opinions (positive, negative or neutral) of tweets. This classifier used the ANEW-br vocabulary to score the tweet 
words . The results of this classifier was analyzed and compared to the human classification. Precision, recall and F-
score were used to compare these investigated approaches. 

Results 

The F-score measure was calculated by precision and recall values. The value reached to measure F-score related the 
tweets classification in categories positive and negative was approximately 50%, while for the neutral category the 
value reached approximately 80%.  

Conclusion 

This is an initial study of the use of sentiment analysis techniques to classify Twitter messages in health context in 
brazilian portuguese. The results showed that the use of the ANEW-br vocabulary is feasible, but it requires some 
adaptation, such as the addition of words related with health and words classified previously. Current status 
considers analysis about 40 million Twitter messages with 1,046 sentiment terms, plus 120,000 estimated sentiment 
terms and a correlation matrix to produce a classification formula. Five health subjects have been investigated with 
specialists. 
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Abstract 
 

Many Americans are challenged by the tasks of understanding and acting upon their own health data.  Low levels of 

health literacy contribute to poor comprehension and undermine the confidence necessary for health self-

management.  Visualizations are useful for minimizing comprehension gaps when communicating complex 

quantitative information.  The process of developing visualizations that accommodate the needs of individuals with 

varying levels of health literacy remains undefined.  In this paper we provide detailed descriptions of a) an iterative 

methodological approach to the development of visualizations, b) the resulting types of visualizations and examples 

thereof, and c) the types of data the visualizations will be used to convey.  We briefly describe subsequent phases in 

which the visualizations will be tested and refined.  Web deployment of the final visualizations will support the 

ethical obligation to return the data to the research participants and community that contributed it. 

 

Introduction 

 

The ability to engage in effective health self-management depends upon being able to understand one’s own health 

data.  Substantial numbers of Americans may have difficulty understanding their health data due to low health 

literacy (LHL)1.  LHL is a barrier to comprehension and thus presents a challenge to anyone engaged in developing 

health-related communications for the public.  Given an audience that is expected to have a large proportion of 

individuals with LHL, what strategies are most efficacious for communicating quantitative data?  When properly 

designed, data visualizations have the potential to mitigate the effects of LHL2.  However, none of the studies we 

reviewed in the health literacy/visualization literature described the methods by which researchers developed the 

intervention visualizations that they tested.  This lack of description hinders researchers’ ability to replicate prior 

work and represents a substantial gap in the literature.  The purpose of this paper is to describe the method by which 

we developed a collection of prototype visualizations that are suitable for testing with members of the target 

community for both acceptability and comprehension. 

 

Health literacy comprises “the personal, cognitive, and social skills which determine the ability of individuals to 

gain access to, understand, and use information to promote and maintain good health”3.   Given that many health 

messages contain quantitative information, numeracy, “the ability to use numbers and mathematical concepts,” is a 

key element of health literacy4.  Combined, low and marginal health literacy affect an estimated 46% of Americans1.  

The prevalence of LHL is higher among individuals with low educational attainment and among racial and ethnic 

minorities, especially those with limited English proficiency1, 5.  LHL is associated with numerous indicators of poor 

health outcomes including increased hospitalizations, greater use of emergency care, reduced ability to take 

medications correctly, and diminished capacity to interpret labels and health messages6.  The consequences of LHL 

add an estimated $143 to $7,798 per person with LHL per year to direct health care costs7.  The effect of LHL is 

substantial enough to partially account for some racial disparities in health outcomes6 and as such, merits attention 

from researchers and clinicians seeking to address the health disparities present in the United States.   

 

LHL is of special concern to patient education initiatives because limited comprehension means that individuals 

with LHL “are less likely to benefit from health education campaigns” and instead may rely on “personal experience 

rather than up-to-date education advice”8.  Furthermore, according to the Health Belief Model, these individuals will 

be less likely to perceive threats to their health due to the inability to interpret health education campaigns as cues to 
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preventive health action9.  Subsequently, their ability to engage in effective health self-management is compromised.  

The effectiveness of a health education campaign depends upon identifying and employing health communication 

techniques that can overcome the challenges posed by LHL.  Visualizations designed specifically to meet the needs 

of people with LHL are one such technique. 

 

Data visualizations (e.g., graphs, diagrams, and infographics) are commonly used for communicating both 

quantitative and qualitative information.  The best visualizations convey complex ideas in concise and intuitive 

ways.  Results from recent research demonstrate that thoughtfully designed visualizations, such as pictographs, can 

substantially narrow the comprehension gap between those with low and high levels of health literacy, and can even 

help individuals compensate for limited non-native language proficiency2.  The attributes of efficacious 

visualizations depend on the type of the information being conveyed.  For instance, icon arrays (a form of 

pictograph) are associated with better comprehension of prevalence data than bar graphs when numerators are low, 

but the opposite is true when numerators are greater than 10010.  Scattered icon array designs lend themselves best to 

conveying the uncertainty of knowing who will be affected by a particular health condition whereas clustered 

designs better facilitate comprehension of part-to-whole relationships11.  Despite these useful findings, much more 

remains to be discovered about the types and attributes of visualizations that contribute most to comprehension 

among individuals with LHL. 

 

Research Context 

 

The activities reported here were undertaken as part of a larger research project known as WICER: Washington 

Heights/Inwood Informatics Infrastructure for Community-Centered Comparative Effectiveness Research.  The 

overall goal of WICER is to advance comparative effectiveness research designed to improve hypertension care 

delivery and population outcomes by building on an existing institution-focused data infrastructure to create a robust 

community-focused data infrastructure.  This goal will be achieved through household surveys of 4,500 individuals 

in northern Manhattan.  In addition to research-quality blood pressure, weight, and waist circumference 

measurements, the household survey includes patient-reported measures of nutritional status, intensity and 

frequency of physical activity, smoking, alcohol use, oral health, blood pressure medication knowledge and 

adherence, depression, anxiety, chronic stress, energy, sleep quality, social role performance satisfaction, and health 

literacy. 

 

Returning Research Data to Participants 

 

When embarking upon a study, researchers take on a variety of ethical obligations such as the protection of human 

subjects and transparency in reporting findings.  We believe that we have an obligation to our study participants—

our Washington Heights/Inwood neighbors—that goes beyond the standard human subjects protection procedures.  

We believe that being responsible stewards of our human resources includes returning research data to participants 

and to the community as a whole in ways that are accessible, easily comprehended, tailor-made, and actionable.  

However, there is a knowledge gap as to how this sort of data-sharing is best achieved.  We have begun a research 

program that is designed to meet the dual goals of addressing that knowledge gap and meeting our ethical 

obligations. 

 

The beginning of our research program is an iterative multi-step process.  In this paper we present the results of the 

Design Phase, during which we developed a set of prototype visualizations.  Future phases are a) acceptability 

testing, b) comprehension testing, c) interactivity integration, and d) web deployment.  The visualizations’ 

acceptability and appeal will be assessed via focus groups composed of community members, during which we will 

also solicit suggestions for improvement.  In-depth comprehension assessment will be carried out with individual 

community members.  During the two testing phases we will identify advantageous opportunities for enhancing the 

visualizations with interactive elements based on community feedback.  Once the set of visualizations is finalized 

and the integration of interactivity is complete, they will be deployed on the GetHealthyHeights.org community web 

portal.  Participants will be able to log in to the portal to view, interact with, and print their personalized data 

visualizations. 
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Methods 
 

Working Group Members and Competencies 

 

The Visualization Working Group (VWG) is an interdisciplinary team recruited from the Columbia University 

School of Nursing (CUSON) and Department of Biomedical Informatics (DBMI).  The VWG comprises fourteen 

members, many of whom have credentials in more than one discipline and all of whom have multiple competencies 

relevant to the project.  Eight members of our group are nurses, four have degrees in public health/epidemiology, 

and one is a physician.  With respect to academic position, two VWG members are faculty with dual CUSON/DBMI 

appointments, one is faculty at both DBMI and the Mailman School of Public Health, one is a DBMI data 

visualization specialist, two hold postdoctoral appointments in nursing informatics, seven are predoctoral trainees 

(three CUSON, four DBMI), and one is a DBMI master’s student.  Under the umbrella of biomedical informatics, 

group members have experience in clinical research programming, pharmacy and management information systems, 

database management, data mining, mHealth, web design, human-computer interaction, user interface design, 

usability testing, and the visual representation of risk.  Several members have backgrounds in visual arts (e.g., 

drawing, generative art), and various types of design (e.g., apparel, showroom, landscaping, jewelry, theatre).  

Members’ additional competencies in fields as diverse as engineering, business, and geographic information systems 

round out the skill set we draw from to achieve our objectives. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 1. Cloverleaf Analogy.  Each leaf represents a different aspect of overall health status.  Leaf size provides a 

visual cue as to whether health is balanced (all leaves roughly equal in size) or some aspect of health is neglected or 

dominant.  Corresponds to visualization 6a in Table 1. 

 

Design Phase Process 

 

A data visualization specialist (MEB) compiled a list of the variables to be reported back to WICER participants and 

categorized them as discrete number, ordinal, or nominal to identify broadly the types of visualizations that would 

be needed.  Using Harris’ Information Graphics as a guide, he matched these data types to one or more standard 

graph formats such as bar, pictorial bar, deviation bar, stacked column, drop line, jump line, circular column, or 

block chart12.  Using these standard graphical formats, he prepared an initial set of prototypes based on simulated 

data for presentation in the focus groups.  Multiple versions were prepared of some of the more common formats to 
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demonstrate variations in graphical elements such as color, labeling, direction (e.g., vertical vs. horizontal bars), and 

the use or absence of iconography.  Also included were a few examples of innovative, analogy-based visualizations.  

An example of an analogy-based visualization is a four-leaf clover as a depiction of overall health status in which 

each leaf represents a different aspect of health (e.g., mental health, diet, etc.).  The sizes of the leaves with respect 

to each other provide the user with a visual cue as to whether their health is balanced (all leaves roughly equal in 

size) or some aspect of health is neglected or dominant (see Figure 1).   

 

The visualizations are intended to support comprehension of health data as a necessary (albeit not sufficient) step 

towards health self-management.  When we convened weekly VWG meetings we began by considering the initial 

set of prototypes in the context of the comprehension tasks (e.g., interpreting a blood pressure value), that we 

determined WICER participants would need to complete to understand and use their own data.  Over the course of 

multiple meetings we deconstructed the comprehension tasks into their components until we arrived at a refined list 

of cognitive tasks.  The simplest of the cognitive tasks is identifying a single numerical value.  Cognitive tasks 

become more complex when the user must consider a temporal element, understand part-to-whole relationships, 

compare two or more values of the same variable, compare multiple variables that share a metric, or evaluate 

multiple variables as indicators of an abstract construct.  The cognitive tasks vary according to data type.  For 

instance, understanding one’s blood pressure value requires comparison to recommended criteria whereas 

interpreting the datum that one felt healthy and full of energy for 27 out of 30 days requires making a subjective 

judgment about a part-to-whole relationship.   

 

Designs that were insufficiently intuitive or that failed to support the cognitive tasks were dropped.  Others went 

through iterative modification based on suggestions from the group and the results of hallway tests conducted with 

community members.  Group members contributed new visualizations and suggested additional analogies (e.g., 

stoplight, pressure gauge, battery power, etc.) for prototype development.  Throughout our process we referred, as 

needed, to literature collected prior to the Design Phase on a) health literacy, b) visualizations, and c) the use of 

visualizations in populations with LHL.  We also consulted a set of web-based resources (curated by AA and MEB) 

that related to accessible data visualizations and that exemplified innovations in design and interactivity.  Among 

our ongoing design considerations are factors that affect the user experience such as color (e.g., black and white 

print reproduction, color blindness, cultural meanings of colors), format (e.g., print, computer screen, mobile 

device), and the potential for interactivity (e.g., zooming, layers, context-specific links).   
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Results 
 

The results of the Design Phase process are shown in Table 1.  For each goal, we specified a desired outcome, the 

types of data to be depicted, the types of visualizations appropriate for meeting the goal, and descriptions of the 

visualizations.  Samples of prototype visualizations are presented in Figures 1-3. 

 

Table 1. Visualization goals, desired outcomes, types of data and visualizations, and descriptions of visualizations. 

 

Goal 1: To display a single piece of health information or health behavior. 

Desired Outcome: Identification of value on a measure. 

Types of Data Types of Visualizations Description of Visualization 

Vegetable servings per 

week; Exercise per week 

a. Simple Bar Chart Simple bar chart of vegetable servings per week or 

amount of exercise per week. 

  b. Icon Array Grouping of numbered icons.  Each icon represents a 

unit of measure (i.e., vegetable serving, amount of 

exercise). 

  c. Iconographic Bar Chart Bar chart in which bar is composed of icons.  Each icon 

represents a unit of measure (i.e., vegetable serving, 

amount of exercise). 

  d. Stopwatch Amount of exercise hours and minutes per week shown 

as the digital display on a stopwatch. 

   

Goal 2: To display a single piece of health information or health behavior that includes a temporal element. 

Desired Outcome: Identification of number of days out of 30 on which the value of the measure is positive. 

Types of Data Types of Visualizations Description of Visualization 

CDC 30-day measure 

(e.g., days feeling healthy 

and full of energy in the 

last 30 days) 

a. Block Chart Array of 30 blocks representing days.  Graphical 

elements (e.g., color, shading) used to differentiate 

affected and unaffected days. 

 b. Calendar Block Chart Similar to block chart format but with the addition of 

graphical elements that suggest a calendar month. 

 c. Stacked Bar Chart Bar chart in which the full bar represents 30 days.  

Graphical element (e.g., color, shading) used to display 

part-to-whole relationship of affected and unaffected 

days. 
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Table 1, continued. 

 

Goal 3: To compare a single piece of health information or health behavior with a criterion. 

Desired Outcome: Identification of value of health information or behavior and whether or not it is in normal or 

abnormal range. 

Types of Data Types of Visualizations Description of Visualization 

Body Mass Index;     

Waist Circumference 

a. Reference Range 

Number Line 

Number line, with demarcation for body mass 

index/waist circumference reference ranges (e.g., 

healthy weight, overweight, etc.).  The relevant value is 

indicated or highlighted graphically.  

  b. Reference Category 

Silhouettes 

Series of gender-specific body silhouettes corresponding 

to body mass index /waist circumference reference 

categories.  The relevant silhouette is indicated or 

highlighted graphically. 

Blood Pressure c. Reference Range Double 

Number Lines 

Two number lines with reference ranges for blood 

pressure (i.e., healthy, borderline, hypertensive).  The 

top line represents systolic values; the bottom represents 

diastolic values.  The relevant values are indicated or 

highlighted graphically. 

  d. Drop Line Graph A vertical line for which the top and bottom end points 

represent the systolic and diastolic values, respectively.  

Systolic values increase upward; diastolic values 

increase downward.  Reference ranges (i.e., healthy, 

borderline, hypertensive) are displayed graphically as 

part of the graph field.  

  e. Nested Rectangle 

Ranges Graph 

Graph in which systolic is plotted on the y-axis and 

diastolic is plotted on the x-axis.  Shaded areas in the 

form of nested rectangles indicate reference ranges.  The 

relevant value is marked on the graph. 

  f. Stoplight Analogy The red, yellow, and green lights on a stoplight will be 

used to represent the reference ranges for blood pressure.  

The color corresponding to the relevant value is 

emphasized in the figure. 
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Table 1, continued. 

 

Goal 4: To compare a single piece of health information or health behavior of an individual with that of others. 

Desired Outcome: Identification of value of health information or behavior and whether or not it is higher or lower 

than that of the comparative group. 

Types of Data Types of Visualizations Description of Visualization 

Overall health status; 

Amount of Energy; 

Chronic Stress 

a.  Star Ratings Two rows of five stars.  One is labeled to represent the 

individual; the other to represent age group- and gender-

matched community members.   The number of 

highlighted stars indicates the relevant value for each 

row. 

 b. Battery Power Analogy Two batteries, side by side.  The relevant value is 

represented as a proportion of the whole using the 

analogy of the amount of power left in a battery.  One 

battery is labeled to represent the individual; the other to 

represent age group- and gender-matched community 

members. 

 c. Paired Pressure Gauges Two pressure gauges, side by side.  The relevant value is 

displayed as though on a pressure gauge in which 

reference ranges are marked on the display face.  One 

gauge is labeled to represent the individual; the other to 

represent age group- and gender-matched community 

members. 

   

Goal 5: To compare multiple pieces of health information or behaviors with the same denominator. 

Desired Outcome: Identification of similarities and differences between values on multiple measures. 

Types of Data Types of Visualizations Description of Visualization 

CDC 30-day measures 

(e.g., days of pain, 

depression, or anxiety in 

the last 30 days) 

a. Clustered Bar Chart Bar chart in which the horizontal axis is marked in 30 

one-day increments.  Each bar represents the number of 

affected days for different variables. 

  b. Bar Chart within a Table A table in which the rows represent different variables 

and the columns include the variable name/description, 

number of affected days, and a bar representing the 

number of affected days. 
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Table 1, continued. 

 

Goal 6: To compare multiple health behaviors with different scales in a single graphic. 

Desired Outcome: Identification of similarities and differences between values on multiple measures. 

Types of Data Types of Visualizations Description of Visualization 

Overall health status (e.g., 

Sleep & Energy, 

Nutrition, Physical 

Activity, Mental Health) 

a. Cloverleaf Analogy A "clover" in which the relative size of each leaf 

represents the amount of each variable.  Optimal values 

(in which all variables are equal and balanced) are 

indicated graphically (e.g., shading, dotted lines).  See 

Figure 1. 

 b. Adapted hGraph13 An adaptation of the "hGraph" (an open-source project 

of Involution Studios).  Individual variables are plotted 

radially around a donut figure in which the figure 

represents optimal reference ranges.  Points that fall 

within the center region of the donut or outside its 

boundaries represent out-of-range/suboptimal values.  

When connected, the points form a polygon.  "Rounder" 

shapes suggest balanced health whereas jagged shapes 

indicate imbalanced health status. 

 c.  Control Panel Analogy Variable are represented by "status lights," such as LED 

lights on electronics.  As in the stoplight analogy, the 

color of the light (red, yellow, green) indicates the 

relevant value. 

   

Goal 7: To display and increase understanding of a single piece of health information through graphic 

illustration. 

Desired Outcome: Identification of meaning and value of health information, and whether or not it is in the normal 

or abnormal range. 

Types of Data Types of Visualizations Description of Visualization 

Blood Pressure a. Blood Pressure Cuff 

with BP Numeric 

Display 

Reference Range Double Number Line (3c) embedded 

within a graphic showing an arm with blood pressure 

cuff. 

 b. Blood Pressure with 

Effect on Body Systems 

Infographic 

Blood pressure visualization (3c - 3f) embedded within 

an anatomical figure highlighting the body systems 

affected by hypertension. 
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Figure 2. Iconographic Bar Chart.  Each icon represents a unit of measure, in this case, days in which the user 

engaged in exercise.  Corresponds to visualization 1c in Table 1. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 3.  Reference Range Double Number Lines.  The top line represents systolic values; the bottom represents 

diastolic values; reference ranges are marked for each.  User’s value is indicated at left and on the number lines.  

Corresponds to visualization 3c in Table 1. 
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Conclusion 

 

In this paper we provide a detailed description of an interdisciplinary iterative visualization design process that is 

systematic and user-centered.  This process is the first step in a research program designed to generate health data 

visualizations that community members with varying levels of health literacy will find accessible, easily 

comprehended, tailor-made, and actionable.  Individuals with LHL currently suffer from health disparities.  

Therefore, addressing their informational needs is vitally important.  Successful visualizations have the potential to 

make a large impact on the amount of understanding and engagement possible in communities with large 

proportions of individuals with LHL. 

 

Our work supports the dual goals of meeting our ethical obligations to our participants and advancing the science of 

communicating quantitative data to the community.  Upon deployment of the visualizations we will be able to 

evaluate the efficacy of the various designs by investigating whether use of the visualizations spurs changes in users’ 

health promotion behaviors, information-seeking behaviors, or even level of engagement in clinical encounters.  We 

encourage other research teams to engage in methods similar to ours for visualization development.   
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Abstract 

This paper reports on a data collection study in a clinical environment to evaluate a new non-invasive monitoring 
system for people with advanced Multiple Sclerosis (MS) who use powered wheelchairs. The proposed system can 
acquire respiration and heart activity from ballistocardiogram (BCG) signals, seat and back pressure changes, 
wheelchair tilt angle, ambient temperature and relative humidity. The data was collected at The Boston Home 
(TBH), a specialized care residence for adults with advanced MS. The collected data will be used to design 
algorithms to generate alarms and recommendations for residents and caregivers. These alarms and 
recommendations will be related to vital signs, low mobility problems and heat exposure. We present different cases 
where it is possible to illustrate the type of information acquired by our system and the possible alarms we will 
generate. 

Introduction 

According to the World Health Organization, about 10% of the global population has disabilities and 10% of them 
need a wheelchair to move independently 1. Depending on the cause of the disability, these patients may be affected 
in their physical and cognitive skills, requiring continuous nursing care and assistance in performing daily activities. 
In most cases, family members take the responsibility for supporting and caring for them at home. The alternative is 
moving to nursing homes or assisted living facilities with specialized personnel. Bringing new tools to family and/or 
caregivers for improving the care of these patients is essential for increasing their quality of life. 

Monitoring technologies such as assistive devices can be useful to support caregivers’ work and to provide an extra 
safety level for patients. Vital signs, patient activity and ambient conditions are useful to describe patient’s health 
status and to detect risks conditions. However, the challenge is to capture this information in an unobtrusive way, 
with a minimal impact on patients' daily life. Conventional sensors such as skin electrodes can cause dermatitis 
during prolonged use, producing discomfort 2. Also, respiration belts can be difficult to wear and uncomfortable for 
impaired patients. To this end, new ways of collecting physiological information have to be found.  

This project proposes a non-invasive monitoring system to provide alerts to patients and to support caregivers 
working in assisted living facilities or in homecare environment 3. In particular, we focus on people with advanced 
Multiple Sclerosis (MS) who use powered wheelchairs. The proposed system deals with some of the main issues in 
advanced MS: fatigue, heat sensitivity and low mobility. The hardware and software is designed based on research 
and professional advice. 

MS is a neurodegenerative disease produced by autoimmune attacks that destroy the myelin sheath around the axons 
slowing or blocking the communication between the neurons. Usually, these attacks focus on the optic nerves, 
periventricular white matter, brain stem, cerebellum, and spinal cord white matter 4, producing a variety of 
symptoms affecting different body areas. Currently, MS has no cure and its cause is unknown. Around the world, 
2.5 million of people are affected. In the United States, MS patients vary between 250,000 and 350,000. There are 
four typical forms of MS: relapsing remitting (RRMS), primary progressive (PPMS), secondary progressive (SPMS) 
and benign MS 5. PPMS and SPMS are the most disabling courses of the disease, characterized by severe physical 
disability and cognitive impairment affecting considerably the quality of life.  

Fatigue is one of the most disabling symptoms in MS patients 6. It occurs in 53% to 90% of the cases. This symptom 
limits the physical and mental activity of the patient during daily life. MS patients also are very sensitive to heat, 
which exacerbates fatigue among other symptoms 7. During the summer, outdoors activities can be dangerous if the 
necessary precautions are not taken. Deaths have been reported in situations like sunbathing 8 and hot baths 9 
without any supervision.  
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Due to the progression of the disease, around 50% of MS patients will be wheelchair-bound within 25 years from 
onset. It is well known that all wheelchair users who spend long hours sitting are prone develop pressure ulcers. 
Additionally, MS patients can present other symptoms that increase the risk for developing pressure ulcers such as 
sensory impairment, decreased vascular reactivity and incontinence. The best method to avoid these ulcers is 
keeping active, but this is not an easy task for patients with advanced MS. Even so, there are some assistive devices 
to prevent pressure ulcers such as the pressure relief cushion and the tilt-in-space system.  

There are a few projects on monitoring devices for MS patients. Yu et al. 10 proposed a wireless system to monitor 
physiological data to study fatigue problems in MS. Their system was tested on patients in early stages of the 
disease, with an expanded disability status scale (EDSS) ≤ 5.5, where a wheelchair is not necessary. Also it requires 
the use of ECG and EMG electrodes which produce discomfort during long-term monitoring, unsuitable for patients 
with impaired mobility. Results show that their system is able to discriminate fatigued MS patients from healthy 
controls using heart rate variability. Some projects focus on monitoring systems for patients in wheelchairs. One 
approach is monitoring physiological data unobtrusively. Postolache et al.11 and Han et al.12 monitored heart and 
respiratory activity from ballistocardiogram (BCG). BCG is produced by the movement of the human body when 
blood is ejected from the heart. Results show that their system can collect physiological data when the wheelchair is 
not moving. However, both systems were not tested in a clinical environment, during daily activities. Another 
approach is to monitor pressure relief to avoid pressure ulcers. Yang et al. 13 proposed a monitoring system using 
pressure sensors around the ischial tuberosities to study pressure relieving patterns in manual wheelchairs. Ding et 
al. 14 used accelerometers to capture tilt usage in powered wheelchairs equipped with the tilt-in-space system. 
Combining monitoring physiological data and pressure relief patterns provides more complete information about the 
patient’s health while using the wheelchair.  

In this paper, we report the main findings in 246 hours of collected data in an actual clinical environment using our 
implemented system. We present different cases to illustrate the type of information acquired by our system and the 
possible alarms we will generate.  

Materials and methods 

1. Non-invasive monitoring system 

Figure 1 shows an overview of the system. It consists of an assortment of sensors deployed on a wheelchair to 
monitor physiological data, patient activity and ambient conditions. To facilitate system acceptance, the key is to 
minimize the impact in patient’s daily life. To this end, the selected sensors are able to capture all the information in 
a non-invasive way avoiding discomfort to patient. Accordingly, the following sensors were selected: 

• Electromechanical Films (EMFi): An EMFi is a very sensitive sensor that can measure small pressure 
variations. Two EMFi (model L-3030 manufactured by EMFIT Ltd) are deployed on a wheelchair to 
measure BCG and respiration signals. Using this information, heart and respiratory rate can be calculated. 
One sensor is placed on the seat (EMFiS) and another on the backrest (EMFiB). Once the patient sits on the 
wheelchair, the system starts to collect respiration and heart activity without requiring any sensors on the 
skin, which is the main advantage over conventional ECG. 

• Force sensing resistor (FSR): An FSR sensor consists on a polymer thick film which reduces its resistance 
when a force is applied in its surface. Nine small FSR sensors (model FSR 406 manufactured by Interlink 
Inc.), are deployed on the wheelchair to detect prolonged pressure over the buttock and back area. Four 
sensors are put on the seat (FSRS) and five on the backrest (FSRB). FSRB can also capture respiration 
activity based on thoraco-abdominal movement. 

• Accelerometer: A 3-axis accelerometer (ADXL335 chip) is attached to the wheelchair to determine the 
usage of the tilt-in-space system based on the static component of acceleration and to detect subject 
movements and wheelchair vibrations during driving based on dynamic acceleration. 

• Ambient conditions: An ambient sensor (SHT15 chip) allows us to measure temperature and relative 
humidity during outdoor activities to avoid heat exposure. Using this information it is possible to calculate 
the dew point which has been described as a possible indicator of the symptoms exacerbation produced by 
heat 15. High dew point values can increase the probability of the symptoms worsening. 
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Figure 1. System overview. 

All information captured by the sensors is sent to a data acquisition hardware (DAH). The DAH contains 
conditioning circuits for FSR and EMFi signals, a microcontroller to acquire, sort and pack the data and a serial 
transmission stage. The DAH transmits the data to a small laptop mounted in the wheelchair for storage and further 
processing. A Python script reads the raw data and writes it to a PostgreSQL database. The laptop will be used to 
generate alarms and patient recommendations in a stand-alone configuration and to send the data, through a Wi-Fi 
connection, to a centralized monitoring station for caregivers’ alarms in the final version of this project. 

The system is powered using the existing 24 V wheelchair batteries. The power used by the system is minimal and 
does not affect the wheelchair’s performance. 

The implemented system is shown in Figure 2 and Figure 3. Figure 2 shows the deployed sensors on the wheelchair. 
FSRS and EMFiS are installed under a pressure relief cushion and FSRB and EMFiB are installed inside a foam for 
support, which is covered with a pillow case. Power supply, DAH and the small laptop are mounted in a wheelchair 
bag as shown in Figure 3. 

 
Figure 2. Deployed sensors on the wheelchair. 

 
Figure 3. Power supply, DAH and the laptop are 

mounted on a wheelchair bag. 
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2. Participants  

Participants were volunteers from The Boston Home (TBH), a specialized care residence for people with advanced 
MS and other neurological diseases. The inclusion criteria are related with their diagnosis and the type of wheelchair 
used. The participants should be diagnosed with a progressive form of MS. Also, they should be full-time 
wheelchair users and their wheelchairs should be electric-powered, equipped with the tilt-in-space system and a 
pressure relief cushion as methods to relieve pressure.  

3. Study Protocol 

The prototypes are deployed on the wheelchairs before the subjects start using them. Prior to data collection, the 
participants are asked if the sensors deployed on the wheelchair’s backrest and/or seat produce discomfort. Then, the 
prototypes start to collect data continuously during the whole time spent on the wheelchair.  As the data collection 
was performed in a nursing home, researchers contact the nursing staff in case of any problems. 

To validate the information obtained from BCG signals, once a day the subjects are asked to use a Nonin® pulse 
oximeter to acquire the heart rate and the SpO2 level. This sensor is used during short periods of time to minimize 
discomfort to the subjects. Figure 4 shows one of the participants during the validation stage using the pulse 
oximeter. During this validation, the volunteers are also requested to tilt their wheelchairs to validate the 
accelerometer information. This protocol was approved by The MIT Committee on the Use of Humans as 
Experimental Subjects (COUHES).   

 
Figure 4. One of the volunteers using the pulse oximeter during the validation process. 

Results 

The study was conducted during two weeks at TBH. Six eligible TBH residents consented to participate in this 
study: 4 women and 2 men whose ages range between 39 and 73 years. Five of them are diagnosed with SPMS and 
only one is diagnosed with PPMS. The mean duration of the disease was 24 years. The EDSS varies between 7.5 
and 8.5, indicating a high level of disability.  

On average, each subject was monitored 6.5 days and 6.3 hours per day. In total, 246.5 hours were recorded, totaling 
3.1 GB of data. 

Only one of the participants refused to use the pulse oximeter during the validation process. In two opportunities, 
Subject 5 was asked to check heart rate and SpO2 but she refused because she felt upset. However, no subjects 
experienced any discomfort during the study while using the system. Four cases that illustrate the potential of the 
system were observed from this preliminary study: 
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Case 1: Pressure relief using tilt-in-space and time spend on the wheelchair. 

The FSR sensors and the accelerometer capture pressure changes and the wheelchair tilt respectively. Combining 
both sensors it is possible to extract useful information for clinicians about how wheelchair patients are managing 
pressure during the day. No pressure changes or tilt absence during a long period of time should be reported to the 
nursing staff or patient to avoid pressure ulcers. Figure 5 shows several pressure changes during a full day record 
measured from Subject 1. It is possible to observe how pressure over the seat is transferred to the back when the 
subject tilts (T) the wheelchair, as she performs pressure relief (PR). From pressure signals it is also possible to 
calculate the hours that the residents spend using their wheelchairs. In Figure 5, Subject 1 spends 6:41 hours on the 
wheelchair.  

a)

b)

a)

c)
T T T T

PR PR PRPR

 

Figure 5. Pressure changes during a full day record and tilting (T) episodes that produce seat pressure relief (PR).  
a) FSR on backrest, b) FSR sensor on seat and c) angle obtained from accelerometer. Black arrows on the FSR 

sensors mark the beginning and end of the wheelchair occupancy. 

Case 2: Vital signs during activity and resting periods. 

The system collects data continuously during subject’s daily life. For this reason, the data could be affected by noise 
mainly due to subject movements and wheelchair vibration during driving. It is possible to distinguish when the 
wheelchair is moving and when it is stopped by checking the accelerometer data. For example, Figure 6 shows 
Subject 1 while she was resting with the wheelchair tilted backward (before 15:15:30 hours). In this period, it is 
possible distinguish respiration and heart activity on the raw EMFIB signal. However, when she tilts the wheelchair 
forward and she starts to drive (after 15:15:30 hours), signals become noisy. On the other hand, Figure 7 shows 
Subject 2 while she is watching TV in his room. In this case, signals are not noisy and, it is possible to process the 
raw signal to show respiration and BCG signals. 
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a)

b)Resting in a 
tilted position

Driving

Figure 6. Subject 1 as the EPW stops (resting) and 
moves (activity). a) EMFiB and b) accelerometer. 

a)

b)

c)

Figure 7. Segment of data captured from Subject 2 
while resting, watching TV. Processing a) raw EMFiB, 
it is possible to obtain b) BCG c) and respiration signal. 

Case 3: Apnea  

The FSRB and EMFi sensors are able to capture respiration signals. This information allows estimation of 
respiratory rate trends to assess vital signs as well as the observation of respiratory abnormalities such as apneas. 
During the data collection, it is usual to observe the residents resting in their wheelchair or taking a nap. For 
instance, Figure 8 shows an EMFi record where is possible to recognize an 18 second apnea while Subject 3 is 
taking a nap. Figure 9 shows the same apnea captured by FSRB sensors. In this case, four out of five sensors are able 
to capture respiration signals. 

Apnea

Apnea

 
Figure 8. Apnea detected in EMFi sensors.  

Apnea

Apnea

Apnea

Figure 9. Apnea detected in FSR sensors.

Case 4: Subject 4 does not contact the backrest sensors. 

To obtain information from backrest sensors, the users need to support their back on the wheelchair backrest. 
However, depending on the muscle strength and the disability level, some patients can drive without leaning into the 

66



  

backrest. Subject 4 uses the wheelchair in a posture where most of the time she does not touch the foam with 
sensors, rendering it impossible to detect respirations and BCG signals from the backrest sensors. Figure 10 shows 
that the FSRB sensors are not pressed while FSRS are, indicating the resident is actually using the wheelchair. In this 
case,  Figure 11 shows that the signal acquired only from EMFiS is able to capture respiration and heart activity 
signals. 

a)

b)

 Figure 10. Most of the time, Subject 4 does not 
touch backrest sensors. Only seat sensors are pressed. 

a)

b)

 Figure 11. BCG and respiration signals can only be 
detected by the EMFiS 

Ambient data consists only of indoors measurements because the data collection was done during winter season. For 
this reason, no residents were exposed to high temperatures.  

Discussion 

The data collection in an actual clinical environment shows that the proposed system allows capturing physiological 
data without causing discomfort to the patient. The system is set up on a wheelchair by deploying sensors in a piece 
of foam and under a pressure relief cushion to avoid direct contact. This way, patient stress is kept to a minimum, 
and the system can be used to capture relevant information during long-term monitoring. The collected data reflect 
signals during patients’ daily lives. 

From the small number of volunteers in this preliminary study it is of note that even a simple ‘non-invasive’ pulse 
oximeter can produce discomfort in patients with advanced chronic diseases such MS. This is our motivation to 
continue research in contactless/ambient sensor systems. 

The cases presented show the feasibility of implementing alarms that support daily activities in EPW patients. The 
implemented system is able to provide relevant information such as time on wheelchair, moving vs resting, ambient 
conditions, vital signs and pressure relief which are useful for guiding or warning patients and caregivers. 

The next stage of the project will further analyze the collected data and design algorithms to generate useful alarms 
and recommendations. These alarms will be related to vital signs, low mobility problems and heat exposure. We will 
test the complete system at TBH during the summer. We expect this system to be useful for other EPW users and 
also easily adapted to other chronic disease requirements.  
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Abstract 

Tumor registries play a critical role in the epidemiological study of cancer.  However, due to the manual 
construction process, they are very costly to maintain.  There is an opportunity to develop tools to streamline the 
tumor registry development process and build towards a cancer learning system.  In this study, we use ICD-9 billing 
codes to predict what kind of hematologic malignancy a patient has and seek to identify the threshold of disease 
classification granularity at which ICD-9 codes are no longer sufficient.  Through the use of multinomial logistic 
regression, we demonstrate that ICD-9 code counts can acceptably classify broad, clinically relevant hematologic 
malignancies.  However, they cannot predict more detailed schemes such as ICD-O-3 (an ICD-10 oncology 
derivative).  This work identifies the threshold at which ICD-9 codes cannot be used to classify diseases, and could 
provide insight on the ICD-9 to ICD-10 transition. 

Introduction and Background 

Tumor registries are manually curated logs of diagnosis, treatment, and survival data of cancer patients.  They play 
an important role in the study of cancer relating to prevalence, incidence, geographical variation, treatment efficacy, 
and survivorship that is demonstrated by cancer reporting’s presence as a meaningful use stage 2 objective.  Despite 
its value, the data is not as comprehensive as that stored in an electronic medical record (EMR).  Furthermore, 
maintenance of the tumor registry is costly due to the staffing requirements for manual case finding and abstraction. 
These limitations have led scientists to focus on harnessing the EMR data for cancer research. Phenotyping 
algorithms that identify patient subgroups originally focused on ICD-9 billing codes but expanded to other forms of 
clinical data due to limits in sensitivity and specificity.  Cancer registries use the ICD-O-3 classification system, 
which is a derivative of ICD-10 and much more granular than ICD-9.  In this study, we investigated the relationship 
between ICD-9 and ICD-O-3 codes at varying levels of granularity.  We seek to identify the threshold at which 
disease groups are too granular to be predicted by ICD-9 billing codes.  Hematological malignancy phenotyping was 
selected as a sufficiently complex classification task given the multiple histologic and molecular disease sub-types. 

Methods 

8458 de-identified patient records were selected at Vanderbilt University Medical Center that had at least one ICD-9 
billing code and one ICD-O-3 tumor registry code indicating a hematologic malignancy. Three gold standard disease 
classifications were constructed at various levels of granularity using ICD-O-3 codes: Lymphoma vs. Leukemia, 
seven National Comprehensive Cancer Network (NCCN) guideline categories (AML, CML, ALL, MDS, HL, NHL, 
multiple myeloma), and all ICD-O-3 codes with at least 20 patients.  Using multinomial logistic regression with L1 
(lasso) penalized regularization we used counts of ICD-9 codes (0, 1, & 2 decimal places) to classify the diseases of 
the three gold standards.  We used 10-fold cross validation to select the best model, tested it on a separate set by 
performing a bias corrected and accelerated bootstrap, and estimated the accuracy, precision, recall, and F1 score of 
the model. 

Results and Discussion 

In this study, we assessed the ability 
of a simple count of ICD-9 codes to 
predict the patient’s class of 
hematologic malignancy at varying 
levels of granularity.  In almost all 
cases, the more granular ICD-9 codes with more decimal points performed better against each gold standard (Table 
1).  While ICD-9 codes could acceptably predict the NCCN disease categories, we found them insufficient in our 
analysis for predicting more granular disease categories such as ICD-O-3 codes.  While NCCN categories are often 
clinically relevant and could help nurses update the tumor registry, as we move towards a rapid learning cancer 
system, identifying more granular diseases will be important.  ICD-O-3 is a derivation of ICD-10 in which concepts 
from ICD-O-3 are linked to ICD-10 in a 1-to-1 or 1-to-many relationship.  By studying the relationship between 
ICD-9 and ICD-O-3 codes across various neoplasms, we can possibly learn about the ICD-10 scheme as well.

ICD$9&Granularity& Accuracy&(95%&CI)&
!! Lymphoma&vs.&Leukemia& NCCN&Categories& ICD$O$3&Codes&
0!decimal!points! 0.907!(!0.8915,!!0.9230!)! 0.823!(!0.8028,!!0.8427!)! 0.327!(!0.3044,!!0.3495!)!
1!!decimal!point! 0.927!(!0.9130,!!0.9410!)! 0.864!(!0.8460,!!0.8824!)! 0.324!(!0.3015,!!0.3459!)!
2!!decimal!points! 0.936!(!0.9227,!!0.9485!)! 0.794!(!0.7729,!!0.8157!)! 0.345!(!0.3225,!!0.3686!)!

Table 1: Accuracy of multiple levels of ICD-9 code granularity to predict multiple levels 
of diagnostic granularity in hematologic malignancies 
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Abstract 

Electronic medical records have been a source of frustration for providers due to their inefficiency with data input 
and retrieval as well as their poor quality.  This submission outlines a new paradigm for patient-centered structured 
data collection. This is enabled by a creative system focused on a touch and gesture based interface that utilizes 
evidence-based guidelines to predict and assist the provider in documenting the most critical and relevant patient 
information. 

Introduction 

Current electronic clinical documentation systems either err on the side of too little structure - dominated by free 
text with irregular structure - or completely structured template-based notes occasionally interspersed with 
unstructured free text. The former enables maximum expressivity but at the cost of excessive document 
variability(1). Further, free text complicates the extraction of the computer-interpretable concepts possible within 
structured documentation. The latter, however, comes at a significant cost to both expressivity and flexibility as 
templates must be developed for various cases. They rely on substantial standardization between patients and any 
flexibility allowed within the unstructured free text contained within the template-based notes once again lacks the 
structured concepts necessary to enable clinical decision support systems and research efforts. These systems are 
often inelegant and result in cumbersome documentation during the patient encounter or, perhaps even worse, 
documentation completed after the fact. Results include wasted time, inefficiency, patient displeasure with the 
provider’s focus on documentation/computer interaction, and provider dissatisfaction with the difficulty of 
documenting within current electronic systems(2). Furthermore, separation of complete documentation from the act 
of provider-patient interaction and the cumbersome nature of such electronic documentation systems hinder clinical 
decision support's direct application to patient care - resulting in missed information necessary for improved clinical 
outcomes as well as effective billing. 

In addition to these issues, documentation systems across the spectrum generate sequentially stored notes that 
document individual doctor-patient encounters and procedures.  Current systems focus on documenting the 
provision of care event rather than the clinical and temporal progress of the patient(3). 

Several current documentation systems include the use of templates, scribes, dictation, or natural language 
processing (NLP) to address some of the problems outlined above. However, all such efforts have their own unique 
set of limitations. Templates are largely static and linear with inelegant interfaces. Scribes complement the health 
care provider, but require training and are still mired in current documentation systems. Dictation, while convenient, 
introduces a time lag between the acquisition of information and sharing within electronic medical record systems, 
which often leads to inefficiencies(4). Furthermore, dictation is not performed during the patient encounter and as 
such cannot be improved with real-time decision support to augment information acquisition and documentation. 
Finally, NLP is capable of adding structure to free text but it is also not performed real-time and has its own 
limitations with regard to accuracy and disambiguation of imprecise text and profligate acronym usage.  

Documentation System 

Our electronic records revolve around the cycle that begins when a patient enters a provider's office, has data 
collected by support staff, and sees the provider.  From this point a care plan is formulated, labs and other data 
collection procedures are performed, and educational elements are completed. This cycle has traditionally been at 
the center of our health care system and iteratively enables providers to arrive at a diagnosis and to continually 
evaluate and modify treatment for maximum effect (5–7). However, current tools do not fully leverage the 
computational potential, fluidly, and increased efficiency of available technology.  

We propose a touch and gesture centric EMR interface overlaid upon a mostly structured database focused upon the 
organization and tracking of each patient's health and medical treatment related information. The goals of this 
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system are to enable rapid capture of clinically relevant structured data, to visualize documented items for quicker 
understanding and analysis, as well as to provide a framework for guiding providers towards the best evidence-based 
practices (when available). These are all addressed within a system that coordinates workflow between many 
different providers to ensure thorough documentation for quality of care and reimbursement.                                                                                           

To accomplish this task we have formulated the problem in part as one of entropy reduction. Within a small set of 
4,998 high-quality history and physical documents for 4,748 patients there are 35,491 unique words (correcting for 
capitalization and non alphabetic symbols) and 33,841 documented concepts, as captured by the Knowledge Map 
Concept Identifier NLP method (8). However, when one conservatively adjusts the total concepts based on the input 
context (symptom, onset, chronology, modification, body system, demographics, genetics, chief complaint etc.) our 
framework has a drastically reduced set of possibilities - only several hundred at any given timepoint.  

Acute care retail clinics have a relatively protocolized set of information that must be gathered and tasks that must 
be performed. These rely on largely static templates to reduce the set of information that one could collect to small 
lists of high value and relevant items with on the order of a few hundred data points at most. This is similar to the 
context specific information space of our solution however their templates simplify documentation at the expense of 
expressivity. Our proposed system would combine these protocols via a highly dynamic framework with low 
entropy given a very specific context but much higher expressivity while still capturing structured concepts. The 
autocompletion and spatial aspects may encourage the capture of even more structured concepts due to the increased 
accuracy and possibilities of having a human input structured data with the assistance of our system. Furthermore, 
our interface supports organized yet nonlinear information collection.  At each point still reduce the complexity 
down to a small subset of possibilities, based on the context of the interaction (the input box being filled in). 

The presented options would also be designed for rapid and fluid interaction. For example, documenting that an 
abdomen is non-tender, has no masses, and is not distended (all normal findings) would be done simply by swiping 
each of these items from left-to-right or top-to-bottom and vice versa. This would enable both selective item by item 
documentation as well as swiping down across several items to mark all of them as normal. Thus, in the usual case 
of a largely normal exam the interaction between the physician and the documentation system is reduced to a single 
tap to select the current context (e.g. abdominal exam) if it is not already engaged (the system would assume a 
simple forward progression unless given input otherwise), followed by a single motion to indicate all contained 
items as normal. We believe this would be simpler and faster than even dictation while still ensuring that each item 
is actively addressed instead of left "normal" due to oversight. In addition, this would also enable faster entry of 
groups of items than templates which require more interactions. 

Within the supplementary materials we have included visuals documenting the functionality and workflow through 
the four main views necessary to address the indicated problem: summary view, patient encounter view, timeline 
view, and the assessment and plan view. Individual interactions and functions envisioned are described in further 
detail therein. Patient intake begins with the summary view where structured elements are filtered such that the most 
important data points are included in this view and organized based on whether they are chronic or acute and the 
degree of severity. Check boxes appear to assist intake staff in acquiring and documenting all important information 
and dynamically appear or change based on entered data. For example, during documentation of the chief complaint 
text autocompletion suggestions would include both the text that saves keystrokes during input as well as 
incorporate the structured data such that the system would understand the current medical issue conceptually. This 
information would then be used to suggest other critical information to be collected (history, labs, etc.). Thus when 
the system determines that the chief complaint includes the concept of a "urinary tract infection" it would suggest 
performing a urine dipstick analysis by including that element under labs with an unfilled checkbox. The 
demographics and structured chief complaint would be used to pre-populate the history of present illness (HPI), but 
more importantly, it would also then create a series of "bookmarks" within the patient encounter view to assist the 
provider in collecting all clinical and billing critical information. The "bookmarks" are small tabs along the right 
side of the screen that can be dismissed (by swiping off screen) if the provider does not believe they are appropriate. 
One may also tap a bookmark to initiate an interactive dropdown that enables rapid documentation of key findings 
as well as allows for the addition of structure-guided free text or any structured concept included within the system 
via an autocompleted text search feature. When possible, information is presented such that complicated inputs can 
be made more quickly than traditional text or voice input by leveraging the dynamic modular interfaces possible 
using touch and gesture interactions. One potential example includes the use of a family tree framework and the 
statistical likelihood of conditions given any available information to more rapidly document family history. 
Additional information or abnormal values that include a spatial component can be easily documented via the body 
visual present in the top left of the screen. This visual dynamically adjusts based on context to depict related 
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information collected as well as enable documentation of especially detailed, or spatially organized information - 
such as the location of a mass or rash. Other elements that benefit from such spatial information include the 
displacement of the point of maximal impulse (PMI), sources of pain, distribution of neuropathy, among many 
others. At any point, one may also leverage the structured information within the system to create timelines and 
other visualizations to better understand a patient's health and complaints within a broader and more immersive 
context (T1a). These visualizations pull in data from across all visits to provide a quick summary understanding of 
the patient's health status. 

Once the necessary data has been acquired a provider can swipe to the right to the third screen - the assessment and 
plan view. This third panel includes likely diagnoses, suggested order sets, an interface to order any lab, medication, 
etc that could be desired using an auto completion enhanced text input field when a given category is selected. As 
elements are selected they populate the care plan section below and checkboxes once again appear here to assist in 
process workflow and data already acquired also appears to help guide the selection of other relevant order items. 
Finally, this information is also updated automatically within the summary view care plan as well as updates other 
categories, such as labs, with items and empty checkboxes if appropriate to communicate the need for further tests, 
information gathering, and patient education before the patient can be discharged. 

Implementation & Rollout 

We will roll out our solution by first focusing on retail clinics, which we view as a certain well-defined niche that is 
currently optimally designed (from a workflow and structural standpoint) such that our tool will deliver maximal 
value once implemented. Retail clinics are a disruptive model that responds to patients' demand to receive fast and 
convenient care for lower-acuity conditions. The top ten conditions seen in retail clinics represent 90% of these 
clinics' total case volume, and many of these conditions (such as pharyngitis and urinary tract infection) have clearly 
defined protocols and guidelines that dictate the evaluation and treatment process (9).  With the number of retail 
clinics expected to increase by 20-25% each year between now and 2015, along with major retail clinic operators 
announcing plans to expand their clinics' scope of cases treated to cover the chronic care space, we perceive that 
many retail clinic companies will have a healthy demand for our product as a way to maintain their brand-equity and 
ensure continued care quality--both of which will be at risk of deterioration with such rapid growth and expansion of 
services.  

In keeping with the teachings of disruptive business models detailed by Harvard Business School Professor Clayton 
Christensen, as technological enablers of disruption, we must first deploy our solution against the healthcare 
delivery system’s simplest problems in order to successfully scale. The disruptive nature of our solution will allow 
us to achieve commercial momentum as we iteratively refine our tool (as more sophisticated evidence-based practice 
guidelines are developed and disseminated), such that our solution will be able to progressively displace antiquated, 
higher-cost delivery approaches case by case, disease by disease, and setting by setting. Our technology will enable 
further disruption by retail clinics as well as provide an avenue to "march up-market" and eventually outfit a 
solution for urgent care clinics, emergency departments, outpatient clinics, and inpatient settings. 

With respect to specific strategies around implementation, our view is that it is most appropriate to leverage specific 
components taught by the comprehensive translating research into practice (TRIP) intervention to spur the adoption 
of evidence-based practice (EBP) developed by Marita Titler and Linda Everett based on Everett Rodgers’ 
influential work on the diffusion of innovations.  Using this framework, we will address, on a site-by site basis as 
well as at an organizational level, three chief areas that will influence the adoption of our tool:  nature of the EBP 
topic, communication methods, and users of our tool (10). For each group of retail sites we hope to implement our 
tool, we will adopt best practices and work to identify one or more practitioner to serve as champions to help convey 
the value and nature of the solution, its ease of use, and compatibility with values and workflow; these champions 
will also help us engage each specific clinic’s staff to optimize EBP to best fit each site-specific context. We will 
also work with these change champions to develop sensible and interactive training modules to best ease staff 
transition to our tool.  We will work collaboratively with retail clinic practitioners to identify opportunities to 
improve practice patterns and we will highlight how our solution can capture these opportunities. During the actual 
use of our tool, we will adopt best practices in audit and feedback processes, which have also been demonstrated to 
drive positive practice behavior change (10).  

Development & Evaluation 

To evaluate the system’s strengths and weaknesses, we plan to comprehensively evaluate our documentation 
system.  To effectively gauge the system’s effectiveness and identify areas for improvement we will focus on more 
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than provider satisfaction, as clinical record quality, usability testing, regulatory compliance are important areas for 
assessment.  To ensure a systematic, user-centered design process, the documentation model would be developed on 
an iterative user feedback cycle (11).  Our evaluation model will be organized by the system development life cycle 
(SDLC) with its five stages (1. specification, 2. component development, 3. combination of components into system, 
4. integration of system into environment, and 5. routine use) linked to stage and system specific evaluation 
methods.  The specification stage of the SDLC will require task and user-task interaction analysis.  System-task and 
system-user-task analysis will be required for system component development and component integration.  In 
addition to extending the analysis from steps two and three, environmental interactions will also be analyzed as the 
system is integrated in the clinical environment in steps four and five.  At each stage of the SDLC, the system will 
be studied and iterated upon by using formal evaluation methods such as workflow analysis, surveys, interviews, 
focus groups, and other observational analysis. 

In addition to assessing the usability of the system, it will be important to demonstrate an improvement in the output 
of the documentation system.  First, it will be important to demonstrate that the documentation system usage results 
in a high quality clinical record that can be easily shared with insurance companies and other providers.  The 
Physician Documentation Quality Instrument (PDQI) is a reliable tool to assess the quality of clinical notes using 9 
or 22 items to grade upon (12,13).  This tool can be extended to assess the content generated and synthesized by our 
documentation model.  Another quantifiable output of the documentation system is its ability to improve regulatory 
compliance and advance other organizational initiatives.  The meaningful use regulations use a variety of metrics in 
grading the success of EMR systems.  Furthermore, we can assess the rate at which necessary information for billing 
codes are stored.  Other metrics can be based on organizational goals such as ensuring that influenza vaccines are 
provided to patients.  Our evaluation of the documentation system will focus on formal and iterative usability 
testing, the quality of the final clinical record, and various usage statistics. 

Discussion 

This proposed system will allow the clinical care team to complete all documentation activities during the patient 
encounter.  Due to the nature of real-time documentation, our system will be able to provide real-time decision 
support during the patient visit.  This more automated data collection methodology combined with protocolized and 
predictive suggestion engines will enable the provider to complete all documentation requirements during the patient 
encounter while also freeing up the provider to focus more on the patient.  Additionally, our proposed solution will 
improve clinicians’ compliance with evaluation and management as well as diagnosis coding guidelines.  Both of 
these benefits will result in more complete documentation of care and will lead to enhanced revenue capture for both 
the provider and the hospital (once the tool is primed for the inpatient space). This more synthesized, structured, and 
complete record will improve opportunities for the secondary usage of this clinical data for research, implementation 
of a learning health system to improve future patient care, and demonstration of interoperability with other medical 
record systems.  This system also enables innovation in clinical data visualization as structured data can be 
effectively deployed to represent clinical information temporally in timelines while incorporating severity of 
illness.  This would allow the care team to assess the acuity level of the patient more easily and zoom in on data 
points of interest.  Finally, our system is built in a modular and structured manner so that it can be scalable to 
various clinical practice situations and handle future regulatory burdens.  In addition, the modular structure allows 
this documentation system to serve as a platform with an application programming interface (API) that could be 
used to develop new alerts and protocol features. 

One of the main limitations of our vision for this documentation system is the limited continuity of care in the retail 
clinic care setting.  Patients often will switch between retail clinics for their basic care and this could limit the 
amount of long-term clinical data available for a single patient.  This limitation could be mitigated in the future as 
more clinics seek to develop rewards programs to incentivize customer loyalty in addition to the development of 
additional health information exchanges (HIE) .  Another drawback is the leap in documentation style required.  Our 
documentation system focuses on aiding the documentation process through an interactive, touch-based system in 
comparison to writing, typing, clicking, or dictating a set of disparate notes.  This should be mitigated by our 
iterative design process that incorporates user opinions as well as our implementation strategy which targets retail 
care clinics that tend to have a younger and more receptive provider population.  The younger provider population 
could potentially become over-reliant on documentation assistance.  This will be mitigated through the proper 
training described in our implementation plan.   

Future Directions 
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The documentation system described will be developed in an iterative fashion and store clinical information, alerts, 
and other features in a structured format.  Modular design enables flexibility as new features can be added 
continuously.  Our documentation system can scale to new care settings and adapt to new ubiquitous computing 
technologies.  The documentation system is initially built to deliver evidence-based practice recommendations via a 
series of protocols designed for commonly seen ailments at acute care clinics.  As the quantity of available clinical 
data grows from patients seen with the documentation system or from other medical centers, data-driven methods 
can be integrated to deliver more comprehensive decision support.  In addition, data-driven methods can be used to 
support collaborative work and social documentation.  It is important to allow all members of the care team to 
interact effectively to develop a comprehensive care plan and communicate relevant clinical updates across 
providers.  Furthermore, data-driven methods will allow primary providers to learn from the aggregate actions of 
specialty providers through real-time decision support and provide additional workflow support that could help 
streamline the clinical care process.  These methods will give the documentation system scalability for use in 
numerous outpatient clinics and, eventually, inpatient clinics. 

The modular construction will also allow the documentation system to adapt effectively to new ubiquitous and 
mobile technologies.  Computing is becoming more integrated with the physical world as Google Glass will allow 
users to view images over their visual field and record their actions, motion detectors will be able to recognize 
gestures and facial emotions, and the internet of things will allow for virtual representations of real world 
objects.  These technologies will allow the collection of vast amounts of audio and visual data that can be used in 
learning algorithms to enhance the functionality of these technologies.  The future of clinical documentation will be 
simplified by dynamic, interactive user-interfaces, documentation aides from the learning health system, and 
ubiquitous technologies that allow data input from multiple sources in the real and digital worlds (14). 
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Panel Title: 
HIT supported health management in the home environment 

Sponsored by the Nursing Informatics Working Group of AMIA 
Submitted by: Uba Backonja 

 
The names, academic degree(s), affiliations, and locations (city, state, and country, if 
international) of the panel organizer and all participants 

• Patricia Flatley Brennan, RN, PhD, FAAN; University of Wisconsin-Madison (Madison, WI) 
• George Demiris, PhD ,FACMI; University of Washington (Seattle, WA) 
• Holly B Jimison, PhD, FACMI; Northeastern University (Boston, MA) 
• William Riley, PhD; Science of Research and Technology Branch, National Cancer Institute 

(Bethesda, MD) 
• Moderator and panel organizer: Uba Backonja, MS, RN, PhD(c); University of Wisconsin-

Madison (Madison, WI) 
 
Abstract of 150-200 words, describing the panel and its learning objectives 

Health care management, including capturing and utilizing personal health information, 
is shifting from the hospital and clinic to the home.  Health information technology (HIT) can 
facilitate this shift and support home-based health care management.  However, more HIT 
innovation is needed to meet the diverse, complex demands of this shift.  This panel is 
convened to discuss HIT’s potential to support health care management in the home 
environment and address related challenges.  It includes experts with diverse experience in 
research and implementation of home-based health management HIT strategies. Dr. Brennan is 
a pioneer in community based HIT and PHRs; Dr. Demiris conducts innovative research on 
smart homes and telehealth in home and hospice care; Dr. Jimison is an mhealth leader, using 
remote sensing and coaching of elders at home; Dr. Riley is an expert on mobile health 
technology evaluation. 
Learning objectives are to: 
• Discuss how, based on research and evaluation experience, HIT can be leveraged to 

support home-based health management. 
• Discuss how HIT can facilitate health management transitions between the hospital and 

home. 
• Generate ideas on how the AMIA community can help 1) develop HIT to support home-

based heath management, and 2) integrate home-based health management HIT into the 
current care system. 

 
A general description of the panel and the issue(s) that will be examined and a brief 
description of each panelist's presentation 

The panel includes experts who have experience in the development and 
implementation of HIT in the home setting for health management.  Specifically, the panel will 
discuss various topics in relation to their experiences in HIT in the home setting, how their 
research has supported health management and promotion, and how they believe their work 
and home-based HIT can be integrated into the current health care system in the United States.   
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The panel will serve as a platform for discussion and interaction format where panelists 
can discuss topics with each other and with members of the audience.  At the start of the panel, 
each panelist will provide a short presentation about their work in home-based HIT. Specifically, 
Dr. Patricia Flatley Brennan will discuss her experience using HIT, including PHRs, to manage 
chronic health conditions; Dr. George Demiris will discuss his research on smart homes and 
telehealth in home and hospice care; Dr. Holly Jimison will discuss her research on remote 
sensing and coaching of elders at home; and Dr. William Riley will discuss his experience in 
evaluating mobile health technologies. 

After the introductory presentations, the moderator will ask questions, as well as solicit 
questions from the audience, to prompt discussion among the panelists.  Potential topics and 
questions include: 

• Describe two instances where home-based HIT has been used to support health 
management. 

• Identify challenges and successes in ways that HIT can bridge between the hospital or 
clinic and the home.   

• Describe the technical, clinical and organizational challenges that must be resolved to 
ensure bridging clinic and home-based HIT. 

• Discuss challenges that need to be overcome so that home-based HIT can be 
successful and thrive in support of patient care and patient self-management in the 
future, including ethical and legal issues that need to be considered. 

• Discuss how the AMIA community can (1) accelerate the development of tools and 
systems to support heath management in the home and build the evidence for the 
effectiveness of HIT interventions in the home, and (2) facilitate integration of home-
based health management into the current health care system. 
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Proposal: Medication Manager 
 

Adarsha S. Bajracharya, MD1,2; Shira Fischer, MD, PhD1,2; Melek Somai, MD1,3 

1Division of Clinical Informatics, Beth Israel Deaconess Medical Center, Boston, MA; 
2Harvard Medical School, Boston, MA; 3Boston University, Boston, MA 

 

BACKGROUND 

 The Institute of Medicine, in its well-known 2000 report, To Err is Human, estimated that between 44,000 
and 98,000 patients die each year as a result of medical errors, often from adverse drug events.(1) In 2006, the IOM 
followed this report by further examining the specific occurrences of medical errors. This more recent study found 
that the average hospitalized patient is subject to at least one medication error per day and that at least 1.5 million 
adverse drug events (ADEs) occur in the United States each year due to medication errors, which are preventable 
and cost $3.5 billion per year.(2) The report emphasized that the level and consequences of medication errors are 
unacceptable and that technology will be necessary to reduce medication errors.(2) 
 The most common patient safety error(3) is inaccuracy of  medication lists. As the Agency for Healthcare 
Research and Quality studies show, unintended discrepancies in medication lists occur at all stages of 
hospitalization, with one-third to more than one-half occurring at the time of admission,(4,5) the same number 
occurring within a hospital,(6) and about 14% occurring at the time of discharge.(7) Other studies have found that 
more than 40% of medication errors are due to inadequate reconciliation during admission, transfer, and 
discharge.(3) 
 In most situations where there is a transition in care, whether during an outpatient visit with a new 
prescription or at the time of discharge from a hospital with a new set of medications, a new medication list is 
generated. The changes in the new list are often not reflected back to other providers, and sometimes not even the 
patient is clear about the changes, and this can lead to discrepancies between what is prescribed and what will be 
taken. 
 Medication reconciliation, the process of updating and confirming medications to create an accurate 
medication list, attempts to resolve these discrepancies, but often information about new or discontinued 
medications is not easily available. In 2005, the Joint Commission designated medication reconciliation as National 
Patient Safety Goal 8 to highlight the importance of accurate medication lists, and then reintroduced it as number 3 
in 2011 as part of “Improving the safety of using medications.”(8) In spite of these efforts, however, there is still 
uncertainty about the best way to achieve effective reconciliation.(9,10) 
 Technology has the potential to improve the quality of patient care when it is reliable, comprehensive, and 
easy to use.(11) Attempts to use technology to aid in the process of medication reconciliation thus far have been 
directed at providers (12,13) but not yet at patients. Even projects that are quite resource intensive in terms of 
expertise, time, and human resources have not solved the problem of inaccurate medication lists. An application to 
help patients directly to be clear about their medications could help to solve these problems. The best way to find out 
whether patients are likely to adhere to a regimen is to acknowledge that patients have a choice and to ask them what 
choices have been made.(14) 
 One major challenge to medication reconciliation is the well-described problem of data siloing: we have 
more information than ever before, but it exists in disparate locations that do not communicate. However, the 
HITECH Act and the Medicare and Medicaid EHR Incentive Programs provide a financial incentive for achieving 
“meaningful use,” which is the use of EHR technology to achieve specific goals. With the planned implementation 
of the Meaningful Use Stage 2 by 2014, electronic health record systems will enable patients to view, download, and 
transmit the Meaningful Use Common Data Set, including medications, through the DIRECT protocol to any 
DIRECT address.(15) These requirements signify great opportunities for better data transfer and integration to allow 
improved care as well as offering the opportunity for innovative applications to be incorporated in the health 
information technology arena. 

ALTERNATIVE SOLUTIONS 

 The literature on medication reconciliation is extensive, and many attempts have been made to address the 
problem, but unfortunately, solutions thus far have been work intensive and not particularly successful. Even 
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projects that are quite resource intensive in terms of expertise, time, and human resources have failed to produce 
more accurate medication lists. 
 Recently, many mobile-based applications, often using patient-provided information, have been created to 
address health-related problems. Gathering data from the patient makes a lot of sense–indeed, the patient is the most 
underused health resource,(16) and in this case, patients have the most accurate information regarding the 
medications they are taking.  

Our review of existing tools identified thousands of medication-related applications among tens of 
thousands of health-related applications. However, we did not find an application that reconciled a prescribed list of 
medications with one generated by the patient. Few had means of interacting with the health care system; those that 
did were limited to links to HealthVault® or to emailing to a provider a generated file. One prototype tablet targeting 
elders and their caregivers was well-received and easy to use, but it was limited by the lack of available digital data 
and had no reconciliation capabilities.(17) We have not found a program that actually integrates prescribed 
medications or reconciles differences between lists. 

PROPOSED SOLUTION 

 We propose a new tool, MedicationManager, which will work as a medication reconciliation tool, both by 
itself as well as in conjunction with other applications. 

CORE COMPONENTS 
 The core of MedicationManager will be the reconciliation of medications coming from patient lists and 
provider lists into a single, simple Reconciled List. This application will enable patients (and caregivers) to resolve 
discrepancies between various medication lists. Unlike other prototype tools, this application will facilitate the 
process of data entry through direct import of prescribed medications from reliable sources. In addition, patients and 
their family or caregivers will be able to add manually any other medications they are currently taking, including 
over-the-counter medications, in order to generate an accurate Patient List, which they will be able to revise and edit 
as indicated. In addition, the application will be able to alert patients when new medications have been prescribed 
and to allow the patient to update the patient list as appropriate. 
 A second component will be a Prescribed List, reflecting the medications that the provider team or 
healthcare system has suggested the patient take and therefore thinks the patient is currently taking (or should be 
taking). This view will contain medications that come from either the electronic health record system, SureScripts, a 
national prescribing database, or from another medication list source. The connectivity to existing EHRs will be 
through the DIRECT protocol, as enabled by Meaningful Use, as described above. 
 From these two lists, the application’s reconciliation engine will generate a single Reconciled List, which 
will take into account any duplication, the drug class, and the patient list. This list will reflect what the patient is 
actually taking and note what prescribed medications are not being taken. This critical information is not found 
anywhere else. With this resultant reconciled list, the program will then be able to alert patients and providers to 
prescribed medications they are not yet taking including any new prescriptions. Patients will thus be able to adjust 
their behavior or communicate with their physician(s) to inquire about the discrepancy. In this way, the patient and 
the physician will be able to work together to bring the two lists into harmony. When multiple providers are 
prescribing medications, as is true for many people, this tool will serve to improve coordination among the entire 
care network. 
 The goal is to keep the two lists—what a patient is taking and what the system thinks the patient is taking—
in sync. 

OTHER FEATURES 
Basic features 
 As with other medication applications, our app will have reminders and alarms, pill counters, and a 
calendar. Data entry will be made straightforward, using auto-completion, importing tools, and identification of 
medications by class or color. Evaluation of other tools has shown that patients like seeing images of their 
medications, which we will also include.(16) Importantly, this same research finds that patients found multiple lists 
confusing and desired a reconciled list: the program “should automatically identify medication list discrepancies 
between participant and doctor lists.”(17) This reconciliation capability is the core feature of our tool. 

Our integration modules allow communication with different sources of data (such as SureScripts and the 
upcoming BlueButtonPlus pull technology) in order to update the lists as desired or when there is a trigger event, 
such as when new medication information is available. 
Error-checking 
 In addition to reconciliation, the algorithm will have error-checking within lists, such that two medications 
in the same category will be identified and risky combinations will generate alerts. While most electronic record 
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systems have these features, sometimes the problematic combination results from medications prescribed by 
different sources, or interaction with an over-the-counter medication that a provider may not be aware of. 
Notification 
 The Medication Manager will also be used in more advanced ways, for example to enable active 
notification to the EHR and pharmacies. Knowing the reason for a medication could enhance communication and 
appropriate medication use. Though not indicated in prescriptions or in most EHRs, the Medication Manager will 
also enable patients to enter their understanding of the reasons they are taking the medications and to reconcile this 
with the reasons given by their physicians.  

DESIGN 
 The unique feature of this software will be its reconciliation engine; provided with two lists, the engine will 
be able to identify discrepancies in medications and doses and alert patients to these. It will account for generic and 
name brand entries and will use standard ontologies to recognize categories of medications. The reconciliation tool 
will be based on a combination of a rule-based engine and a machine-learning engine. While the rule-based engine 
will integrate a set of advanced rules, the machine-learning engine will provide the ability to infer new user-specific 
or group-specific rules based on the user’s behavior/interaction with the application. This mechanism will enable a 
more optimized reconciliation by removing repetitive and predictive manual actions.  
 The system will be implemented both as a SaaS (software as a service) platform and as a PaaS (platform as 
a service).  PaaS will enable other developers in the community to implement and host their services using an open 
and secured platform. It will be hosted on a cloud-based infrastructure that is HIPAA compliant and that provides an 
audit trail for all access and changes. The SaaS will permit applications to extend the actual capabilities through a 
fully-integrated application programming interface (API). This design will foster the development of applications 
that will ultimately provide new capabilities to fit the need of each user. These applications could be related to 
capture the medication through pictures taken using mobile phone or through more sophisticated technologies such 
as an integrated pill counting system. This would also enable EHRs to communicate directly with the application as 
well as through the other exchange networks. 
 

 
Figure 1: Infrastructure of MedicationManager as PaaS-SaaS 
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MOTIVATION FOR USERS 

 This tool will increase patient engagement and empowerment. Beyond just apprising patients that they are 
or aren’t taking the recommended medications as intended, this tool will also facilitate communication regarding 
medications and help to resolve discrepancies between patient and provider(s) as well as to ease the transfer of 
information among caregivers. At a later stage, we plan to add additional features, such as pill counting/inventory, 
pill identification from pictures, voice recognition, and refill requests. Providers will then be able to see the 
medications their patient is actually taking together with those they have prescribed, rather than relying on an EHR 
list that may not be accurate. Primary care doctors will be able to reconcile medications from other providers. Thus 
the lists will be brought into agreement, medication errors will be reduced, and outcomes will be improved. 

STRENGTHS AND WEAKNESSES 

 By engaging patients and directly accessing prescribed medications, our tool will generate more accurate 
medication lists than currently available. Furthermore, with our tool available on mobile devices, it will be much 
more useful than the proverbial bag of medications or folded list in the purse; a patient’s accurate profile of 
medications will be available anywhere at any time. The reconciliation tool will add an innovative, missing piece: a 
way to create a single list from the information given by the patient and all providers. 
 Two major challenges exist for our tool. The first is encouraging patients to use it. Without the patient-
entered list, the tool cannot be effective at reconciliation. To accomplish this, first of all, we will allow importing 
provider lists to make it easy to get a list started. We will make the tool very user-friendly and easy to use. Patients 
will be able to incorporate or reject any new provider or pharmacy medications in addition to adding their own. 
Empowering the patient by allowing control of the medication list will increase desire to use the tool. Additionally, 
alerts, interaction information, and refill reminders will be useful tools that will make patients want to keep an 
accurate list. At the next stage, a delegate function would allow children or caregivers to help add medications. And 
lastly, we hope that providers will find the tool helpful and will encourage use as well. 
 The second major challenge is to obtain an accurate source of prescribed medications. In the current 
environment, a single source of medications is lacking. Claims data do not include medications paid by the patient 
out of pocket. Prescribed medications come from different sources, some electronically and some on paper. 
Infusions and other less common medications are often prescribed through different channels. Hence there is no 
single source of truth for prescribed medications, even without the complication of what the patient is actually 
taking. We have done extensive research on this topic, including meeting with pharmacists and conversations with 
e-prescribing and other companies as well as coordination with experts in the health information exchange field. We 
believe we will be able to obtain the majority of a participating patient’s medications and that our reconciliation tool 
will help to make it the best list currently available. 

PROPOSED IMPLEMENTATION AND DISSEMINATION PLAN 

 As part of a larger research project, we will have access to a population of elderly people who can be our 
first testers and users. This 5-year AHRQ-funded called InfoSAGE (Information Sharing Across Generation and 
Environments) aims to evaluate technology tools for care coordination among the elderly and their families and 
caregivers.1 This environment will provide a framework in which we can iteratively test and improve our medication 
reconciliation tool before making it available to the wider community. The research group’s relationships within the 
hospital and with local elderly housing give us a wide berth for testing and eventual dissemination. 

RESEARCH HYPOTHESIS 

 This tool will reduce medication errors and increase patient engagement and thus reduce adverse drug 
events and associated health care costs.  

PROPOSED EVALUATION PLAN 

 The first level of evaluation will involve user satisfaction and user feedback among early adopters, which 
will help us to improve the human-computer interaction and application interface. 
 Another early test will evaluate ease of use and accuracy: A sample of potential users will be asked to use 
the tool and to enter a provided list of medications. A survey will be conducted to assess their satisfaction and to 
obtain feedback to use for improvements. We will also assess the accuracy of the entered list compared to the one 
we provided to measure ease of patient information entry. 

                                                        
1 Agency for Healthcare Research and Quality grant: 1 R01 HS21495-01A1 
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 The second level will involve use metrics: we will measure usage data, including communication (phone 
calls and emails) generated by users to their care teams, to edit or check medications. 
 We plan to compare the number of prescribed medication changes among users versus non-users to see 
whether our application is generating provider action to improve medication reconciliation. 
 The gold standard will be evaluation of the lists using clinical pharmacists who can themselves access 
provider prescriptions and then meet with patients to find out what they are actually taking, and compare their 
reconciled list to the lists generated by the program as used. This type of validation is time-intensive but we have a 
project underway at our hospital to improve post-hospitalization medication adherence and accuracy, and we will 
collaborate and use their infrastructure for a gold standard comparison. 
 Lastly, we will evaluate outcomes, to see if in the long-term, patients using this tool have fewer preventable 
adverse drug events and better clinical outcomes when using the tool. 
 These evaluation measures will help us to improve our application and to measure its impact on both 
patient engagement and clinical outcomes. 

IMPLICATIONS 

 The potential benefits for the patients, their families, and their health care providers are clear: Patients will 
know whether they are taking their prescribed medications, and providers will know when patients’ lists do not 
match their lists. Patients will be more actively engaged in their care, leading to better communication, reduced 
errors, reduced adverse events, better outcomes, and reduced costs. 
 At a future date, researchers could be allowed to opt-in to aggregate and share data anonymously and 
thereby to participate in studies of ways to improve health on a population level, and to identify medications most 
often in conflict between lists. 
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Abstract 

We created a generalizable, electronic health record-based, vaccine adverse event (VAE) detection and reporting 
system. The system builds upon the open-source Electronic health record Support for Public Health (ESP) 

surveillance platform (http://www.esphealth.org) and uses newly developed algorithms based on ICD-9 codes, 

laboratory results, new allergy entries and prescribed medications, to monitor vaccinated patients for possible 

VAEs. When a possible event is found, ESP sends the patient’s clinician a secure electronic message inviting the 
clinician to affirm or refute the message, add comments, and generate and send a complete VAE report 

electronically to the CDC/FDA’s Vaccine Adverse Event Reporting System (VAERS). In the first 3 months after 

implementing this ESP VAE reporting system, reports to VAERS increased 9-fold. 

Introduction  
Detection and reporting of VAEs are essential components of vaccine safety surveillance, contributing to 

identification of rare or unexpected complications of immunizations and aiding in quantifying the risk of known 

adverse events. VAERS is a national passive surveillance system used to detect adverse events following 

vaccination, and it may be used to detect signals of potential vaccine safety concerns. There is considerable under-

reporting of VAEs, because most clinicians are not aware of their reporting obligation, those realizing their 

obligation often do not know how to report, and, because of the typical lag between vaccine administration and 

adverse events. Clinical decision support systems have significant potential to enrich vaccine safety reporting, but 

development of these systems for VAE detection and reporting is challenging.  Most systems are built to present 

information to providers at the point-of-care (e.g. allergy warnings during prescribing). Alerts for VAEs need to 

identify possible diagnoses days to weeks following vaccine administration, communicate with providers outside of 

visits for comment, and send fully-identifiable case reports to public health agencies.  

Methods  

Using our existing ESP surveillance platform, we created an electronic health record (EHR)-based, VAE reporting 

system. ESP extracts data from our Epic EHR daily and then prospectively follows each patient for novel diagnoses, 

laboratory abnormalities, allergies, or prescriptions that may indicate a VAE.  Potential new events are compared to 

a patient’s prior values to decrease false positive alerts. The system differentially targets high-concern events that 

are strongly associated with VAEs and potentially novel adverse events that are less commonly attributed to 

vaccines. When possible events are found, ESP automatically sends the patient’s clinician a secure electronic 

message back into the EHR describing the purported event and inviting the clinician to affirm or refute the event, 

add comments, and submit an automated, pre-populated electronic case report to VAERS. Approved reports are 

securely transferred to VAERS as HL7 electronic messages. Severe VAE reports and ICD-9 diagnoses that indicate 

a vaccine reaction are sent automatically if the clinician does not respond. 
Results 
The ESP VAERS system was rolled out to all MetroHealth System practices (~800 providers) in December 2012. In 

the initial three months of the pilot, 38,802 vaccinations were given and 664 (1.7%) of the vaccines were associated 

with a potential VAE resulting in a message to the responsible clinician. Clinicians responded to 105 (16%) of the 

664 alerts sent; however, approximately 94% of the messages were opened. The average number of alerts per 

clinician was 0.5/month (range 0-7). Eleven reports were sent to VAERS, including 8 clinician confirmed and 3 

automatic reports. Clinicians classified 97 alerts as false positives. The 11 reports sent to VAERS represent a 9-fold 

increase in reporting compared to the 3 years before implementation.  Among the 105 clinicians who provided 

feedback, 55 (52%) found that the messages were helpful, 59 (56%) felt that the messages did not interrupt 

workflow, and 82 (78%) felt that the number of messages was appropriate.  
Conclusion  

An open-source, EHR-agnostic clinical decision support system with advanced predictive algorithms using ICD-9 
codes, laboratory values, allergies and medication prescriptions can significantly improve the detection and 

reporting of VAEs to VAERS. This type of open-source, advanced clinical decision support system represents new 

opportunities for clinical decision support to improve health. 
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Introduction: Modern trauma systems coordinate the treatment of injured patients across multiple care settings. 

Access to reliable data across provider systems remains a major impediment in evaluating patient outcomes. 

Beginning in September of 2011 a trauma data repository was created wherein pre-hospital and hospital patient 

data was directly linked via the use of unique patient trauma ID band placed by emergency medical services 

(EMS). The following analysis demonstrates the use of the repository to evaluate pre-hospital performance metrics 

on patient outcomes, specifically admission to the hospital or discharge from the emergency department (ED).  

 

Methods: The trauma data repository was queried for all trauma patients transported to a regional level 1 trauma 

center by Cleveland EMS and Fire from January 2012 through June 2012. Pre-hospital data included city ward 

location, trauma type, and time to level 1 center. Hospital data included patient demographics, injury severity score 

(ISS), ED disposition (home or inpatient admission), total hospital length of stay (LOS) and hospital discharge 

disposition (home or facility/death). 

 

Results: There were 277 patients transported to the level 1 center during the study period. Table 1 summarizes the 

patient demographics and time to the level 1 trauma center which ranged from 1 minute 43 seconds to 31 minutes 

51 seconds. Patients transported to the level 1 center in 10 minutes or less tended to have higher rates of discharge 

home from the ED but did not reach statistical significance. There was no difference in LOS or hospital discharge 

between groups. 

Table 1
Demographics

n 277

Median Age (IQR) 42 (27-55)

% Male 73

% Blunt Trauma 93

Median ISS (IQR) 9 (4-16)

Performance Metric
Mean Time to Level 1 Center (Minutes) 10:44

% Greater then 10 Minutes 42

Outcomes

10 Minutes 

or Less

Greater 

than 10 

Minutes p-value

Length of Stay (mean days) 5.4 6.3 0.7

 % Discharged Home from ER 64 53 0.09

% Discharge Home From Hospital 89 85 0.4  
 

Conclusion: The integrated trauma repository reliably links pre-hospital and hospital patient data. Transport times 

up to approximately 30 minutes to a level 1 trauma center are not associated with differences in hospital 

disposition or duration of hospital stay. 
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Abstract 
This paper presents an evaluation of a decision support system (DSS) for cervical vertebral maturation 
classification. Eight examiners assessed a set of twelve images by three different assessments. This evaluation 
showed a Kappa coefficient of 0.793 on the visual assessment, 0.832 on the landmark location assessment, and 
0.828 on the landmark location assessment with the DSS´s suggestion. These results indicated both the cervical 
stage suggestion by the DSS and the action of locating landmarks minimized disagreement between raters. 

Introduction 
To identify the growth phase of a patient is extremely important and there are several methods described in the 
literature such as the cervical vertebral maturation (CVM) method1. According to Thodberg et al.2, the main problem 
of manual bone age assessment is the disagreement between different raters. In order to increase the agreement 
between raters, the present work evaluated the influence of a decision support system3 (DSS) based on the CVM 
method among different raters. 

Methods 
A web application was developed as an interactive questionnaire with three types of assessment: visual assessment 
(VA), landmark location assessment (LA) and landmark location assessment with cervical stage (CS) suggestion by 
DSS (DA). The DSS3 used is based on the CVM method1 and works receiving and submitting the pixel coordinates 
from the landmarks to a Naive Bayes4 classifier which returns the predicted CS. A set of twelve lateral 
cephalograms were digitized and used in each assessment. Eight examiners assessed this set of images by the three 
types of assessment. The influence of DSS in the examiners decisions was evaluated by means of interexaminer 
agreement analysis using Cohen´s weighted Kappa5. 

Results and Discussion 
The results of the interexaminer agreement analysis between assessments are: VA Kappa 0.793 with substantial 
degree of agreement, LA Kappa 0.832 with almost perfect degree of agreement, and CS-DA Kappa 0.828 with 
almost perfect degree of agreement. Both the kappa coefficients from landmark location assessment and landmark 
location assessment with CS suggestion by DSS were significantly higher than the one from visual assessment. 
Conclusion  
The results from this study indicated that for the group of examiners who participated in this study, both the cervical 
stage suggestion by DSS and the action of locating landmarks influenced the decision of the examiner, minimizing 
disagreement between different raters. Acknowledge Grant 5D43TW007015-08 Fogarty International 
Center/NLM/NIH and CAPES. 
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Abstract: We evaluated feasibility of a patient portal from three different perspectives: older adults, caregivers, and 
informatics experts. Despite multiple barriers older patients and caregivers demonstrated interest in using patient 
portal in the future.  

Introduction: Patient portals are being widely introduced to engage and empower patients. However, it is not clear 
whether the population that could potentially most benefit from improved chronic care management with a patient 
portal, older adults with chronic disease and their caregivers, is likely to make use of this technology.  The goal of 
this project was to assess feasibility of a patient portal from the perspective of three major stakeholders involved in 
use and development of patient portals.  

Method: The Johns Hopkins Medicine patient portal was reviewed from three perspectives: the perspective of the 
patient, the perspective of the caregiver, and also the perspective of informatics experts.  To elicit patient and 
caregiver perspective, older adults (age >65) with a diagnosis of chronic obstructive pulmonary disease or 
congestive heart failure were enrolled in the study as well as their caregivers if a caregiver accompanied them to the 
physician’s office. We explored whether older adults with chronic conditions and/or their caregivers were able to 
demonstrate capacity to use common elements of a patient portal and solicited their open-ended feedback reading 
the portal feasibility. The participants were introduced to the Johns Hopkins patient portal before or after an office 
visit with their geriatrician.  Participants were instructed on how to log on to the system, briefly trained on system 
functions, and then were given a set of tasks to accomplish, requiring them to review information on different 
screens for a standard patient. The patient portal screens included login page, medication list, problem list, office 
notes, and lab test results.  Time to complete the tasks was recorded as well as patient/caregiver comments about the 
process of performing the tasks.  In addition, baseline demographic information was collected and participants were 
administered a semi-structured qualitative interview and an attitudinal survey about their impressions of the portal.  
The perspective of the informatics experts was ascertained using a cognitive walkthrough methodology. 
 
Results: Seven patients and sixteen caregivers were evaluated.  Of the seven patients, five had a diagnosis of 
congestive heart failure while two had chronic obstructive pulmonary disease.  The participants were predominantly 
white and well-educated.   Half of the patients lived with a family caregiver, while nearly all of the caregivers lived 
with the person for whom they provided care. The mean age of patients was 76.4 while the mean age of caregivers 
was 58.3. Patients appeared to require more time on most tasks than caregivers. For example, patients required a 
mean of 59 seconds (SD 35.7s) to identify a correct allergy from the sample patient’s allergy list, while the 
caregivers required 40 seconds (SD 17.9s).  Similarly, for most tasks, a higher percentage of patients than caregivers 
required assistance from staff in order to complete the task.  Patients and caregivers both reported that the font was 
too small and that there were many unfamiliar medical terms.  Other patient comments included a request for written 
instructions for using the system and for a guide for the interpretation of lab results.  Caregiver suggestions included 
improving the color contrast and the presentation of the current medication list.  Caregivers reported that screens 
were easy to navigate.  Almost all patients and caregivers reported a wish to use the portal in the future with their 
own data. In the cognitive walkthrough by informatics experts, problems of semantic distance included poor labeling 
and confusing organization on multiple screens. Problems of articulatory distance included small font and ambiguity 
regarding login procedures. Problems of issue distance included the need to download PDF files in order to review 
lab results and office notes. 
 
Conclusions:  Older adults with chronic illness and their caregivers were interested in using patient portal however 
multiple barriers were identified.  Perspectives of patients, caregivers, and informatics experts each provided helpful 
and unique information to improve the quality and feasibility of a patient portal. Strengthening a patient portal to 
address specific needs and preferences of older individuals with chronic illness and their caregivers may 
significantly improve acceptance of patient portal.  
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Introduction: 
Billing codes from the International Classification of Disease, 9th revision (ICD-9) are often used as a source of 
phenotypic information for research based on electronic health records (EHRs). ICD-9 codes are only one small part 
of the EHR, but they have the distinct advantage of being easy to extract while covering a broad range of diseases. A 
major obstacle to using ICD-9 data for clinical and genomic studies is that the codes are not organized into 
meaningful phenotypes; disease concepts are often represented by multiple codes, sometimes spread across multiple 
sections or even chapters. Thus, codes need to be condensed and re-organized so that common diseases are 
represented as a single code. 
The Agency for Healthcare Research and Quality developed the Clinical Classification Software (CCS) for ICD-9-
CM for the Healthcare Cost and Utilization Project. It employs two schemas for organizing ICD-9 codes; the more 
granular hierarchical schema contains 727 disease groupings (568 leaf concepts). We developed a similar ICD-9 
classification system for phenome-wide association studies (PheWAS) of genetic variants. Like CCS, these 
“PheWAS codes” organize ICD-9 codes into meaningful disease concepts. With 1,669 codes, the PheWAS schema 
contains more detailed disease concepts than the CCS schema, and is organized with a focus more on disease 
etiology than healthcare utilization. Here we present a comparison between the CCS and PheWAS coding system. 
Methods 
PheWAS Codes: PheWAS codes were developed through manually 
reviewing ICD-9 codes. Each code comprises one or more ICD-9 codes 
and has a string label that describes the encapsulated disease or 
symptom. 
Evaluation: We extracted the 75 most common diagnoses from 150,000 
problem lists using natural language processing. We manually mapped 
problem lists diagnoses to the best matched CCS and PheWAS codes. 
We also evaluated their utility for genetic analysis by performing a 
phenome-wide-association study with 6,661 individuals using both 
coding systems for rs1333049, a SNP known to be associated with 
coronary heart disease. 
Results 
Of the 75 most common problem list diagnoses, 54 had matching 
PheWAS codes, while only 24 had matching CCS codes. In many 
instances, CCS lacked the granularity to capture a particular disease 
concept (See table below for examples). In the PheWAS analysis 
(Figure 1), coronary atherosclerosis was significant in both coding 
systems. The second most significant phenotype for the PheWAS codes 
is “Ischemic heart disease”, which is more specific than the CCS code 
“Other forms of chronic heart disease.”  Possible new associations, such 
as acute myeloid leukemia, are not visible in the CCS analysis.  

Problem list diagnosis 
PheWAS 

code PheWAS string 
ICD-9 
count 

CCS 
code CCS string 

ICD-9 
count 

Gastroesophageal reflux disease 530.11 GERD 1 9.4.1.2 Other esophageal disorders 19 

Diabetes mellitus type 2 250.2 Type 2 diabetes 20 3.2 Diabetes mellitus w/out complication 16 

Hypothyroidism 244 Hypothyroidism 8 3.1.2 Other thyroid disorders 33 

Sleep apnea 327.3 Sleep apnea 13 18 Unclassified codes 1427 

Discussion 
The PheWAS coding offers more granularity than the CCS coding system and thus may be useful for researchers 
who wish to extract more specific phenotypic information. Like CCS, PheWAS codes are free to download. 

Figure 1 PheWAS plots for rs1333049. 
Top=PheWAS codes; bottom=CCS codes. 
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Abstract 
Exploring UMLS source vocabularies can be challenging for non-specialists. In this poster, we generated network 
graphs to visualize the content of medical terminologies. We built a graph containing UMLS source vocabularies 
and semantic groups, where edges are created between a source and its significant semantic group(s). Significance 
was calculated using the frequency of the semantic groups in the source vocabulary and may be adjusted. 
 

Description 
The Unified Medical Language System (UMLS) contains over 160 source vocabularies covering the broad range of 
terminologies in biomedical information systems. We present a content-based visualization of these source 
vocabularies through bipartite network graphs consisting of source vocabularies and semantic groups as nodes. An 
edge is created between a source and a semantic group if the proportion of concepts from this semantic group in the 
source exceeds a given threshold. The figures below show parts of two networks, for two distinct thresholds. In 
these graphs, the size of a node is proportional to the logarithm of the number of concepts of the source (or semantic 
group). Dark red nodes correspond to semantic groups and yellow nodes to UMLS source terminologies. Only 
sources larger than 1000 concepts are displayed for simplicity. 
 

In figure 1a, the threshold for the creation of an edge is 25%. For example, NDF-RT (circled in green) contains at 
least 25% of concepts from the semantic groups Chemicals (CHEM) and Disorders (DISO). Most source 
vocabularies are linked to only one or two main semantic groups (e.g. Disorders for MEDLINEPLUS and OMIM; 
Procedures (GENE) for ICD10-PCS and CPT). In fact, this threshold provides a high-level overview of the sources, 
but does not reflect well the difference between multi-domain vocabularies (e.g. SNOMED CT), and specialized 
ones (e.g. ICD). 
 

In figure 1b, the threshold is set at 5%. Expectedly, graph 1b contains noticeably more edges than graph 1a. Nodes 
highlighted in light pink show the semantic groups linked to a particular source, here CSP (circle in blue), i.e., the 
semantic groups from which the proportion of CSP concepts is at least 5%. The network obtained with this threshold 
paints a more detailed picture of the content of terminologies, but is more complex and harder to read. 
 

The network visualization helps UMLS users in identifying the content of the sources. By varying the threshold, the 
user can either focus on the main semantics of the UMLS sources, or obtain a more detailed picture of the sources. 
 
 

 
 

Figure 1. Network visualization of UMLS source vocabularies and associated semantic groups (a) with a threshold 
of 25%, (b) with a threshold of 5%. (Refer to the text for details) 
 
Acknowledgments: This work was supported by the Intramural Research Program of the NIH, National Library of Medicine. 
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Abstract 

In modern research environments, institutions regularly store large datasets including personally identifiable 
information (PII). Under current practices, this information is often exposed to security threats from approved users 
either intentionally or through negligence. Trustworthy computing advances facilitate improved privacy by allowing 
us to ensure identifiable data is never exposed to any person. Through this technology, we investigate how to enable 
researchers to perform necessary operations on PII without exposing it. 

Introduction and Background 

Most health information systems hold personally identifiable information (PII) for required uses such as data 
integration. Compromised PII can lead to financial and legal penalties, posing a liability to institutions that are 
responsible for keeping them secure. For secure storage of PII, current practice is to encrypt the information when 
stored on disk, and share the key to decrypt the information for approved users. However, this conventional 
approach to encrypting the data does not protect against two important threats while the PII is decrypted for 
approved use. First, it provides no protection against approved users who either intentionally use the PII for 
inappropriate purposes or do not properly guard the PII due to negligence. In addition, if approved users are 
accessing the decrypted PII on a compromised system, the plain text can be easily exposed to malware. Our project 
investigates how to build a computerized honest broker system that can guarantee the plain text PII is never exposed 
to any person by utilizing hardware support for encryption and decryption of the PII.  

Flicker TCB1 is a software designed to accommodate the execution of secure pieces of application logic (PALs) on 
top of a minimal trusted computing base. This is achieved by the use of low-level hardware instructions that enable 
the suspension of the operating system (OS), maintaining only secure and necessary system functions. This 
technology has been utilized to create a software smartcard to facilitate secure credit card transactions, and can offer 
strong information security guarantees even when an application or OS is compromised. The main difficulty is that 
invoking the Flicker environment incurs significant overhead, and the amount of time a single PAL has to execute is 
limited. Thus, it is important to find a solution that offers security without inhibiting performance.  

Methods 

The most common use of PII is for data integration. We design a system for integrating data using a Flicker PAL 
that allows us to perform several functions. First, it generates a secure key for encrypting and decrypting data, and 
stores the key such that it is only usable within this PAL. Next, it encrypts plaintext PII using the generated key, 
such that the plaintext is not maintained on disk. Finally, it provides the results of plaintext comparisons when 
provided with encrypted values (retrieved from disk), such that metrics like edit distance between plaintexts can be 
computed without the data being decrypted outside of a definite secure environment. 

Results and Discussion 

Our experiments show that Flicker can effectively encrypt and decrypt data, as well as perform comparative 
operations all from within a PAL, preventing any leak of plaintext information even when the OS is hijacked1.  
Additionally, by performing these operations on batches of data at a time, the overhead of invoking the Flicker 
environment can be reduced to a manageable level. Based on initial experiments, performing RSA encryption on 
social security numbers within the Flicker environment can be performed efficiently, with an execution time as low 
as 158 ms per datum (fig. 1) on commodity hardware. Similar results were achieved for decryption of data. Based on 
these results, with additional work on the implementation of comparative algorithms, a secure broker system such as 
presented will prove feasible. 
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Abstract:  A clinical data repository was queried to determine the percentage of patients meeting selected clinical 

guidelines who were assessed by a geneticist for inherited cancer susceptibility. We found greater than 80% of 

patients who met guidelines were not seen by a geneticist. There is a need for tools that collect, maintain, and 

interpret personal and family health information in order to provide personalized recommendations, such as 

referral to genetic counseling and risk assessment.  
 

Introduction:  Advances in genetics are revolutionizing our approach to medicine, improving our ability to focus on 

personalized and preventative care. Genetic counseling and risk assessment (GCRA) services have moved beyond 

rare genetic syndromes and into common disease, such as inherited susceptibility to cancer and cardiac disease. 

However, given barriers such as time constraints of primary care physicians and limited patient understanding of the 

implications of genetic information, including a complete and accurate family history, there remains limited uptake 

of GCRA. The objective of this study was to use existing clinical data to conduct a quantitative needs assessment for 

the development of an automated decision support tool that may assist physicians in appropriate referral and patients 

in improved uptake of GCRA services.  
 

Methods:  Genetic testing for cancer susceptibility has become routine in oncology care, and is recommended in the 

setting of genetic counseling and risk assessment by numerous organizations, such as the National Comprehensive 

Cancer Network (NCCN). Using the 2012 NCCN Clinical Practice Guidelines in Oncology1, nine criteria were 

selected for GCRA referral (Table 1). To estimate appropriate GCRA uptake, an existing clinical data repository 

was queried for the number of patients meeting each of the nine NCCN criteria and the proportion of those who 

were seen by a medical geneticist (based on ICD-9 codes recorded from 2007-2012 and age).  
 

   Results: The percentage of patients receiving GCRA services for each criterion 

ranged from 5-55%. On average, 18% of patients meeting criteria received 

GCRA services. For five of the nine criteria, <10% of patients received 

services. Patients who had both a diagnosis of breast cancer and a recorded 

family history of ovarian cancer were the most likely to receive GCRA services. 

The largest cohort of patients meeting criteria were those with a breast cancer 

diagnosis under age 50. From that population, there are 82% of patients who 

have not received recommended services. 
 

Discussion:  There is opportunity for integrated, automated decision support 

tools that collect, maintain, and interpret personal and family history 

information in order to provide personalized recommendations for preventative 

actions such as genetic counseling and risk assessment. We are currently 

implementing a tool2 that will directly interface with an electronic health record 

to determine patients who meet guidelines or other evidence-based indications 

for preventative actions. Of note, data do not take into consideration patients 

who were recommended but declined GCRA, patients who received GCRA by 

a non-geneticist or outside of the health system, or patients who underwent 

GCRA outside of the time-period assessed. 
 

References: 
 

1 NCCN Clinical Practice Guidelines in Oncology: Genetic/Familial High-Risk Assessment: Breast and Ovarian 

(Version 1.2012) and Colorectal Cancer Screening (Version 2.2012); http://nccn.org. 
2 Cohn WF, Ropka ME, Pelletier SL, et al. Health heritage, a web-based tool for the collection and assessment of 

family health history: Initial user experience and analytic validity. Public Health Genomics. 2010;13:477-491. 
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Abstract: 
Studies have shown that rehabilitation in older adults can help to restore or enhance residual functional 
capacity. A prototype home telerehabilitaton system was developed and demonstrated to patients. 
Feasibility, acceptance and length of time to go through the telerehabilitation system was tested in older 
adults. Older adults found this technology to be user-friendly and needs, preferences and values were 
identified to facilitate home-based geriatric rehabilitation in seniors. 
Introduction:  
Geriatric rehabilitation facilitates therapeutic interventions whose purpose is to restore functional ability 
or enhance residual functional capability in older adults with disabling impairments. Despite great 
demand for such interventions, limited research has been conducted in utilizing telemedicine to promote 
geriatric rehabilitation. The extent to which older adults with mobility limitations are willing and able to 
use telerehabilitation is unknown. 
Methods:  
The aim of this pilot study was to assess patient acceptance of a geriatric telerehabilitation and to develop 
a conceptual framework of attitudes and preferences toward use of computer technology to support 
geriatric rehabilitation at homes of older adults. At the beginning of the study, baseline information was 
collected which included socio-demographics, computer and health literacy, and disease history and 
knowledge. A prototype home telerehabilitation system was demonstrated to the patients and they were 
trained how to use it.  After the initial training session, patients were asked to complete a self-testing 
session using the system without supervision. After the self-testing session the patients completed an 
attitudinal survey measuring patient attitudes and acceptance of the system which was followed by a 
semi-structured qualitative interview aimed at identifying patient values, needs, and preferences regarding 
home telerehabilitation.  
Results:  
Community-dwelling participants were recruited from Johns Hopkins Bayview Medical Center Program 
of All-inclusive Care for the Elderly (PACE). A total of 21 patients with chronic obstructive pulmonary 
disease (COPD) participated in the study; 15% were male and the average age of all participants was 76 
years old. On average, patients had COPD for 9 years and 62% of participants reported mild symptoms 
during the last month. 29% reported that they use a computer on a daily basis and 23% reported using the 
internet at least once a day. 67% of patients responded that the system was not complicated at all and 86% 
of patients reported that they would feel safer knowing that they are monitored by the system at home. 
86% would like to use this telerehabiliation system in the future, and 95% would advise other patients to 
use it. Overall, 100% of the patients reported the system to be either good or excellent.  On average 
patients spent 3 minutes on the pre-exercise symptom diary and 1 minute on the post-exercise diary 
during the self-testing session. After adjusting for covariates, multivariate linear regression showed that 
previous computer use and having a shorter chronic disease history were significant predictors of 
successful acceptance of home-based telerehabiliation by older adults. Semi-structured qualitative 
interviews were conducted with each patient. Interviews were analyzed using framework analysis and 
QSR NVIVO 9 digital coding software. Nearly all participants expressed interest and dedication to future 
use of the program, despite varying levels of previous computer experience. Key enhancements should 
account for vision and hearing limitations, individualized education based on patient disease profile, and 
background music for the exercise session. Additionally, the majority of participants expressed the 
importance of safety and correct technique in completion of program exercises. 
Conclusion: 
Patient-centered technology tailored to the needs, values and preferences of older adults can be utilized 
successfully in their homes to facilitate geriatric rehabilitation. 
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Abstract  

We evaluated the performance of LOINC® and RadLex standard terminologies for covering CT test names from 

three sites in a health information exchange (HIE) with the eventual goal of building an HIE-based clinical decision 

support system to alert providers of prior duplicate CTs.  Given the goal, the most important parameter to assess was 

coverage for high frequency exams that were most likely to be repeated.  We showed that both LOINC® and 

RadLex provided sufficient coverage for our use case through calculations of (a) high coverage of 90% and 94%, 

respectively for the subset of CTs accounting for 99% of exams performed and (b) high concept token coverage 

(total percentage of exams performed that map to terminologies) of 92% and  95%, respectively.  With trends 

toward greater interoperability, this work may provide a framework for those wishing to map radiology site codes to 

a standard nomenclature for purposes of tracking resource utilization. 

Introduction 

Mapping is the process where terms, codes, concepts, descriptors or expressions are linked or translated to entities in 

another terminology1.  A common reason for mapping procedure test names to a standardized terminology is to 

facilitate exchange of health care information among different health care providers caring for the same patient or 

group of patients2,3.  This is especially pertinent in the setting of a health information exchange (HIE) organization 

where the primary purpose is to share patient health information securely among participating health care 

institutions to enhance patient care.  Other potential secondary uses for mapping in the setting of an HIE include: 

facilitating exchange of data for use in clinical decision support programs, including alert/notification systems4 and 

evidence based guidelines; pooling of data for use in outcomes analysis and clinical research2; and for use in public 

health (e.g., syndromic surveillance and population level quality monitoring)5.  

For our project, we sought to map computed tomography (CT) test names from participating HIE hospitals to a 

standard nomenclature as pre-requisite work for the development of a clinical decision support system (CDSS) that 

will alert providers at the point of order entry to the presence of prior similar CT exams, regardless of where within 

an HIE that previous examination had been performed.  Its primary purpose will be to reduce the number of exams 
that might be repeated simply because a prior study was not immediately available, and to reduce the amount of 

cumulative radiation delivered to some patients.  This mapping will allow the alerting system to recognize different 

names and codes across sites as the same type of exam.  For example, it would recognize that a “CT BRAIN” 

performed at one institution is equivalent to a “CT HEAD” performed at another.   

This paper describes our experience mapping distinct CT test names from three participating HIE sites to the Logical 

Observation Identifiers Names and Codes (LOINC®) terminology, RadLex terminology, and a combination of these 

two.  In addition, we assess how comprehensive these terminologies are, and whether they are sufficient for our 

needs as they currently exist.  
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Background and Significance 

From a "content dependent" perspective, in which terminologies are evaluated for their performance within a 

particular domain, this paper uses the concepts of 1) Concept Type Coverage which refers to the percentage of 

unique test names (types) from a site that map to a standard nomenclature, and 2) Concept Token Coverage which 

refers to the percentage of actual exams performed (tokens) that map to a standardized terminology6,7.  For example, 

if 85 of 100 exam names at an institution map to LOINC terms, the concept type coverage would be 85%.  

Similarly, if 95,000 of an institution’s 100,000 annual exams performed map to LOINC terms, the concept token 

coverage would be 95%.  The distinction between these concepts is important, because even though an institution 

may have low concept type coverage (e.g., only 40-50% of its exam codes map to LOINC), it may still possess a 

high concept token coverage (>90% of exams performed at that institution map to LOINC), indicating that a small 

percentage of codes account for the majority of exams performed. 

Previous studies have used concept type and concept token coverage to evaluate LOINC's coverage of laboratory 

codes6,8. Two papers reported LOINC’s coverage of radiology codes in local health systems9,10. One study looked at 

LOINC’s coverage of labs and radiology codes across an HIE11.  However, we are unaware of any previous studies 

that have compared LOINC to RadLex for coverage of radiology codes at individual sites or across an HIE.  

Materials and Methods 

Data Sources 

All analyses for the mapping study were performed using de-identified data from NYCLIX (The New York Clinical 

Information Exchange) an HIE that covered much of Manhattan.
*
 CT exam names and frequencies were obtained 

through NYCLIX for three NYCLIX sites from March 1, 2009 to July 24, 2012.  

Standard Terminologies 

The exam names from each site were mapped to the LOINC and RadLex terminology standards.  LOINC was 

developed by the Regenstrief Institute to encode laboratory tests and clinical observations2,3,12 including radiology 

procedure codes, and contained 738 unique CT codes at the time of this study (August 2012)3,12.  RadLex was 

developed by the Radiological Society of North America (RSNA) and includes the RadLex Playbook, a component 

that is intended to provide a standard, comprehensive lexicon of radiology orderables and procedure step names, the 

most recent version of which (version 1.0, released on November 1, 2011) contains 342 unique CT exam names and 

codes13.  Other types of radiology codes besides CT (e.g., MRI, PET, ultrasound) have not yet been added to 

RadLex.  

Mapping 

The first author, who is a radiologist with domain expertise, performed mapping by inspection of CT test names, 

descriptions, and codes from local sites looking for the presence of an exact one-to-one correspondence between the 

site exam code and the LOINC or RadLex exam code.  Mapping local CT exam names to LOINC codes and names 

were done with the assistance of the Regenstrief LOINC Mapping Assistant (RELMA) through use of its term-by-

term search browser function 2,14 and supplemented by manual review of the LOINC code and description database, 

both downloaded from the LOINC website12.  RELMA’s term-by-term search browser allows the user to enter the 

local CT test name into a search field retrieving a list of potential matching LOINC codes15.  For example, the exam 

name "CT Head wo contrast" when entered into RELMA returned 11 search terms, including: " Head CT W and 

WO contrast IV,”  “Skull base CT WO contrast,” and “Head CT WO contrast." “Head CT WO contrast " was 

chosen based on the reviewer's clinical domain expertise.  Mapping local CT exam names to RadLex names and 

codes was done through manual inspection of RadLex Playbook, downloaded as a CSV file from the RSNA 

website13.  For example, when "CT Head wo contrast” was looked up in the RadLex Playbook, the reviewer first 

sorted the file alphabetically then scanned the exam names for the closest match, allowing "CT HEAD WO IVCON" 

to be chosen.  Mapping data for each of the three sites were entered into Microsoft Access®. 

                                                           
*
 At the time of this study, NYCLIX was an independent health information exchange.  As of April 2012, NYCLIX 

merged with the Long-Island based RHIO Lipix to form a new organization, Healthix Inc. 
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CT exams were categorized as: 1) mapped to LOINC; 2) mapped to RadLex; 3) mapped to a combination of LOINC 

and RadLex; or 4) not able to be mapped to either.  We defined exams that mapped to a combination of LOINC and 

RadLex as consisting of exams that could be mapped to either or both of these terminologies.  We sought to map 

local CT test names and codes to corresponding LOINC and RadLex names/codes with the same level of 

granularity.  However, cases in which there was no LOINC or RadLex code of matching granularity were mapped to 

less granular standard terminology codes that encompassed the more specific local codes if possible.  For example, 

Site 2 exam descriptions of “CT guided biopsy of the left kidney” and “CT guided biopsy of the right kidney” have 

no corresponding LOINC or RadLex codes that specify laterality.  These exams were both mapped to the less 

granular “CT guided biopsy of the kidney” exam name/code contained in both the LOINC and RadLex 

nomenclatures.  In cases where a combination exam code (e.g., CT Neck/Chest) did not have a single corresponding 

LOINC or RadLex code, we initially determined this to be a non-match for our analysis since there was not a one-to-

one correspondence.  We then repeated the analysis mapping combination exam codes from the sites to multiple 

LOINC or RadLex codes wherever possible (e.g., CT Neck/Chest is mapped to CT neck and CT Chest as separate 

codes) to see how performance was improved. 

De-duplication of Codes 

For the purposes of this study, we defined duplicate codes as those that have the exact same LOINC and/or RadLex 

mapping profile.  We de-duplicated within sites and across sites.  Duplicate codes typically consisted of codes for 

the exact same type of exam that differ either in (a) a prefix or suffix, which in most cases specify either the machine 

location or sub-site location, or (b) slight string variations in the name.  For example, Site 1’s “RA CT ABDOMEN 

WITH CONTRAST” and  Site 3’s “AECT ABDOMINAL WITH CONTRAST” are duplicate codes that differ both 

in prefixes specifying a machine location and in slight string variations in the name; these exams both map to 

LOINC code 30599-5 (Abdomen CT W contrast) and RadLex code RPID5 (RAD ORDER CT ABD W IVCON). 

Code de-duplication was also performed by first mapping all local site codes to the standard terminologies and then 

reviewing the codes to find those that mapped to the same LOINC and RadLex codes. At both the individual and 

combined sites, duplicate codes were combined into a single unique code, and the extra code(s) were excluded from 

our analysis.  The exam frequency of each extra duplicate code was added to the exam frequency of the unique code 

to accurately reflect the total frequency of each exam type performed.  

Analysis 

Statistical analyses were performed to assess the comprehensiveness of the LOINC, RadLex, and combined 

LOINC/RadLex terminology standards for mapping CT terms.  Concept type coverages were calculated as the 

percentage of local CT codes that could be mapped to LOINC, RadLex, and a combination of LOINC and RadLex 

for each site as well for total combined sites. Concept token coverages were directly calculated for the LOINC, 

RadLex, and combined LOINC/RadLex standard terminologies by dividing the number of exams actually performed 

that could be mapped to these terminologies respectively by the total number of exams performed.  This was also 

done for the individual sites and for the combined sites. 

We then calculated the number of unique exam codes/concept types for the sites combined  that account for the top 

80%, 90%, 95% , and 99% of the total exams performed, and determined the number and percentage of those studies 

that could be mapped to LOINC, RadLex, or a combination of LOINC and RadLex.  Our rationale for this step was 

to emphasize a real-world application of this process.  Specifically, even if the terminology standards could not map 

all local exam codes, it might help to determine or predict if the standard terminologies were sufficient enough to 

map a high percentage of the exams performed.  This may be sufficient in practice, since this would account for 

most of the studies that might be repeated across institutions.  Within these subsets of codes, we also qualitatively 

studied those exams that could not be directly mapped to a terminology standard to determine what prevented these 

particular exams from being mapped. 

The Mount Sinai Institutional Review Board reviewed this study protocol and determined that it is “not human 

research”, and is therefore exempt from formal Board review. 
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Results 

The number of unique exam descriptions/codes from each of the three sites and the sites combined were 292, 131, 

557, and 980 respectively.  Following code de-duplication, these were reduced to 135, 100, 132, and 217 codes 

respectively.   

Concept type coverage for the RadLex, LOINC and the combination of RadLex/LOINC terminology standards for 

sites combined were 75%, 70% and 84% respectively.  At the individual sites, concept type coverage for the 

LOINC, RadLex, and combined LOINC/RadLex terminologies ranged from 72-84%, 75-82% and 87-89% 

respectively (Table 1).  Unique test names that could not map to either terminology fell into several categories, 

including combination exams (e.g., “CT Neck/Chest” and “Whole body PET/CT”), highly specialized exams (e.g., 

site 3’s “CT guided cyst aspiration right ilium”),  CT names set to match corresponding CPT codes (e.g. site 2’s “CT 

Orbit, Sella, Posterior Fossa, or Temporal Bones without contrast” set to match CPT code of  70480), and CT exams 

that specify a lower level of granularity than the terminology standard  (e.g., site 3’s “CT of the lower extremity with 

contrast” cannot be mapped to RadLex as the terminology requires specification of right, left, or bilateral). 

Table 1.  Concept type coverage (the percentage of unique test names (types) from a site that map to a standard 

nomenclature) by LOINC, RadLex, and combination of LOINC/RadLex terminologies 

 

Table 2. Concept token coverage (the percentage of actual exams performed (tokens) that map to a standardized 

terminology) for LOINC, RadLex, and combined LOINC/RadLex terminologies. 

 

Concept token coverage for the LOINC, RadLex and the combination of RadLex/LOINC terminology standards for 

sites combined were 92%, 95% and 96% respectively. At the individual sites, concept token coverage for the 

LOINC, RadLex, and combined LOINC/RadLex terminologies ranged from 88-98%, 92-98% and 94-99% 

respectively (Table 2). 

When combination exams were alternatively mapped to multiple LOINC or RadLex codes, the concept type 

coverage for LOINC across sites ranged from 86-96% and was 90% for all sites combined, the coverage for RadLex 

ranged from 82-94% and was 86% for all sites combined, and the coverage for LOINC and RadLex combined 

ranged from 91-99% and was 94% for all sites combined.  The concept token coverage for LOINC and the 

combined LOINC/RadLex terminologies was 99% across sites as well as for all sites combined.  The concept token 

coverage for RadLex ranged from 95-99% for the individual sites and was 99% for all sites combined. 

 Site 1 Site 2 Site 3 Combined Sites 

Number (Percent) of codes that map to LOINC 

(LOINC Concept Type Coverage) 

108 (80%) 84(84%) 95 (72%) 151(70%) 

Number (Percent) of codes that map to RadLex 

(RadLex Concept Type Coverage) 

112 (82%) 82(82%) 99 (75%) 162 (75%) 

Number (Percent) of codes mapping to 

combination LOINC/RadLex 

(Combination  LOINC/RadLex Concept Type 

Coverage) 

120 (89%) 87(87%) 115 (87%) 183 (84%) 

 Site 1 Site 2 Site 3 Combined Sites 

LOINC Concept token coverage  88% 98% 93% 92% 

RadLex Concept token coverage  98% 92% 94% 95% 

Combined LOINC-RadLex Concept token 

coverage  

99% 98% 94% 96% 

97



 

 

 

Figure1.  Cumulative distribution curve showing the most frequently performed exams across sites over a three year 

period in descending order. (Note that due space constraints, the horizontal axis was truncated to the top 30 most 

frequently performed exam types.) 

Analysis of LOINC and RadLex coverage of unique exam codes/concept types that account for the top 80%, 90%, 

95%, and 99% of the exams performed across the sites combined is displayed in Table 3. There was a highly skewed 

distribution of exams, with a relatively small number of the most frequently performed exam types accounting  for a 

large percentage of the total exams performed/exam volume across the sites combined (Figure 1). As an illustration, 

CT of the head without contrast with 276,166 exams performed over a 3 year period accounts for approximately 

25% of all exams performed and the 10 most frequently ordered exams account for 72% of total exam volume. Of 

the 217 unique exams/concept types across the sites combined, the most frequently performed 18, 30, 46, and 89 

exam types accounted for 80%, 90%, 95% and 99% of the total exam volume, respectively. All 18 (100%) of the 

exam types that account for 80% of the total exam volume and 29 of 30 (97%) exam types that account for 90% of 

the total exam volume could be mapped to both LOINC and RadLex. In the subset of exams that account for 95% of 

the total exam volume, 42 of 46 (91%) could be mapped to LOINC and 44 of 46 (96%) could be mapped to RadLex 

as well as the combined LOINC/RadLex terminologies. In the subset of exams that account for 99% of the total 

exam volume, 80 of 89 (90%) could be mapped to LOINC and 84 of 89 (94%) could be mapped to RadLex as well 

as the combined LOINC/RadLex terminologies. The only exam of the “90%” subset that could not be mapped to 

both terminologies was “CT Chest/Abdomen/Pelvis with IV contrast,” which is a combination exam that could not 

be mapped to LOINC with a one-to one correspondence but could be mapped if we alternatively mapped to multiple 

LOINC codes.  For the subsets of exams that account for 95% and 99% of the total exam volume, the additional CT 

exam codes at the combined sites that could not be mapped to LOINC, RadLex, or combined LOINC/RadLex were 

also found to consist mostly of combination exam codes most of which could be mapped to both LOINC and 

RadLex terminology standards by using multiple separate primary codes.  However, there were two combination 
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exam codes that included PET (i.e., “PET/CT: Skull base to thigh” and “Whole body PET/CT”) which could not be 

mapped to RadLex, as the terminology at the present time does not include PET terms. In addition, the subset of 

exams that accounted for 99% of exam volume included the exam “CT Orbit, Sella, Posterior Fossa, or Temporal 

Bones without contrast,” which is a CT name set to match corresponding CPT code; this particular exam name, 

because it can specify an exam for any one of the four different anatomic regions, could not be mapped to LOINC or 

RadLex even with mapping to multiple codes. 

Table 3.   Analysis of LOINC, RadLex, and Combination LOINC/RadLex coverage for exam descriptions/concept 

types that account for the top 80%, 90%, 95%, and 99% of exams performed across sites combined.  

 

Discussion 

For our particular use case, where mapping of CT test names to a standard terminology is performed as a 

preliminary step in the development of a multi-institutional HIE-based CDSS notification system for prior duplicate 

CT exams, it is most important for a terminology standard to provide mapping coverage for those exams performed 

with the greatest frequency across multiple sites since those are the exams that are likely to be repeated.  We 

demonstrated that both the LOINC and RadLex standard terminologies provide sufficiently high coverage for 

mapping frequently performed CT exams through two complimentary analyses:  (a) calculation of high concept 

coverage for the subset of exams that comprise up to 99% of all exams performed at the combined sites (90%, 94%, 

and 94% for LOINC, RadLex, and combined LOINC/RadLex terminologies), and (b) calculation of high concept 

token coverage at the combined sites (92%, 95%, and 96% for LOINC, RadLex, and combined LOINC/RadLex 

terminologies).  Those exams from the “99%” subset that could not be initially be mapped to a standard terminology 

consisted mostly of combination exams which, except for PET/CT exams that could be not be mapped to RadLex, 

could all otherwise be mapped to a standard terminology by using two primary codes. Only one code from the 

subset of exams accounting for 99% of total exam volume (i.e., “CT Orbit, Sella, Posterior Fossa, or Temporal 

Bones without contrast,” which is a CT name set to match corresponding CPT code), could not be mapped to 

LOINC or RadLex even with mapping to multiple codes. 

Another important result of our data analysis shows that a there is a highly skewed distribution of CT exams, where 

a handful of codes account for the majority of exams performed (21% of exam codes for combined sites account for 

95% of all exams performed).  This is illustrated in Figure 1, which confirms that we would only need to account for 

a relatively small percentage of CT exams in order to achieve high concept token coverage when mapping to a 

terminology standard.  

 80% of  exams 

performed 

90% of  exams 

performed 

95% of  exams 

performed 

99% of  exams 

performed 

Number of exam types accounting for top 

80%, 90%, 95% and 99% of total exams 

performed 

18 30 46 89 

Number (Percent) of those exam types 

that  account for top 80%, 90%, 95% and 

99% of total exams performed which 

could be mapped to LOINC 

18 (100%) 29 (97%) 42 (91%) 80 (90%) 

Number (Percent) of those exam types 

that  account for top 80%, 90%, 95% and 

99% of total exams performed which 

could be mapped to RadLex 

18 (100%) 30 (100%) 44 (96%) 84 (94%) 

Number (Percent) of those exam types 

that  account for top 80%, 90%, 95% and 

99%  of total exams performed which 

could be mapped to combination 

RadLex/LOINC 

18 (100%) 30 (100%) 44 (96%) 84 (94%) 
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A point worthy of discussion is the relatively lower concept type coverage (compared to concept token coverage) 

provided for by the terminology standards.  The LOINC, RadLex, and combined LOINC/RadLex terminologies 

show concept type coverage of 70%, 75%, and 84% at the combined sites respectively (Table1).  This suggests that 

16-30% of the unique local codes cannot be mapped to a terminology standard.  Those unique exams that fall into 

this category consist mostly of highly specialized exams that are not likely to be repeated frequently or combination 

exams that can be mapped to a terminology standard if separated into component exams.  The concept type coverage 

of 70% that we calculated for LOINC is lower than previously reported concept type coverages of 91% and 92% for 

LOINC in two other local radiology systems9,10. This may be due to our categorization of combination exam codes 

(e.g., CT Neck/Chest) that did not have a single corresponding LOINC or RadLex code as being a non-match for our 

analysis.  When combination exams were mapped to multiple LOINC codes, the concept type coverage for LOINC 

was 90% for all sites combined, closer to coverages found in the other reports. Although high concept token 

coverage was the priority for our project, there are other uses where concept type coverage may be of greater 

importance, such as the American College of Radiology’s (ACR) CT Dose Index Registry project where the 

objective is to compare, in a systematic way, uniformity in variability in CT radiation dose for specific exams 

performed across multiple institutions16. 

Although combination exams accounted for a large percentage of the codes that could not be mapped directly to 

single LOINC or RadLex codes, in some use cases it might be acceptable to use multiple LOINC or RadLex codes.  

When we mapped combination exam codes to multiple RadLex or LOINC codes, we showed that we can account 

for almost all exams performed with high frequency.  While this might be an option for some use cases, it does not 

represent true one-to-one mapping and might not be appropriate in all instances. 

LOINC and RadLex each have their relative strengths and weaknesses.  LOINC is a robust terminology that 

contains more than twice the number of CT codes as RadLex.  LOINC is currently endorsed by the HIT Standards 

committee for reporting of non-laboratory diagnostic studies for use in quality measures17. RELMA is also an 

excellent tool that facilitates the mapping process.  Relative drawbacks of LOINC at the present time include fewer 

combination exam codes than RadLex (e.g., mapping “CT of the Head/Neck with IV contrast” in LOINC requires 

mapping to separate “CT Head” and “CT Neck” codes, whereas in RadLex it is possible to map to a single “CT 

Head/Neck” code).  Also, LOINC at present does not code many exams to the same level of granularity as RadLex 

(e.g., “CT Abdomen/Pelvis with and w/o contrast and with MIP urogram” can be mapped to a specific code with the 

same level of granularity in RadLex but can only be mapped to the less granular “CT Abdomen/Pelvis with and w/o 

contrast” in LOINC).  However, if one were willing to sacrifice a high level of granularity and map combination 

exams to separate codes, then nearly all exams performed with high frequency can be mapped to LOINC.  RadLex’s 

strengths include its greater number of combination exam codes and codes with higher level of granularity.  The 

major drawback of RadLex at present is its limitation to CT codes.  This prevents mapping of exams that include 

modalities other than CT, such as PET/CT.  Another limitation of RadLex is that it is a relatively new terminology 

that at present does not appear to have been as widely adopted as LOINC. The RadLex Playbook is currently being 

used by institutions participating in the ACR Dose Index Registry (DIR) project to map local CT codes to a standard 

nomenclature for the purposes of comparing CT radiation dose for specific exams16. However, to our knowledge, 

RadLex at present does not appear to be in widespread operational use beyond the DIR project. For our purposes of 

creating a prior CT exam CDSS alerting system, if RadLex is not widely adopted in the future, mapping solely to 

RadLex may impede future expansion of the system beyond a single HIE. Given these current limitations of 

RadLex, LOINC as presently constructed is the more appropriate choice for our particular use case. It is important to 

note that both terminologies are continuously undergoing revisions and adding new terms. Therefore the relative 

strengths and weaknesses of the terminologies are subject to change. Both terminologies have mechanisms for end-

users to submit suggestions for concepts that are missing. It is also important to note that there is an effort currently 

underway to unify the RadLex Playbook content with LOINC18. If completed, this work would eliminate the need to 

choose between these two terminologies, and would likely result in a product that combines the strengths of both.  

Limitations 

The mapping process for this paper was fairly laborious, requiring a radiology domain expert spend approximately 

100-120 hours with time divided roughly equally between LOINC and RadLex mapping.  Although of RELMA’s 

term-by-term browser function facilitated mapping to LOINC, manual mapping to RadLex was manageable due to 

its fewer number of codes (342 compared with 738 for LOINC).  A mapping assistant for RadLex (containing 
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similar search functionality to RELMA) may reduce mapping time for RadLex terms.  Other alternative methods for 

mapping besides manual review, such as ontology alignment or regular expressions, may also be useful for future 

studies. There is a report of creating a vector space model (VSM) program that uses cosine similarity scores of index 

terms in radiology reports and LOINC to assist in mapping radiology exam concept types to LOINC9. Creating a 

similar VSM program that produces cosine similarity scores between local test descriptions and RadLex Playbook 

test descriptions may in the future also aid in reducing mapping time.  Furthermore, if we now map our remaining 

sites to LOINC alone, the amount of effort to map CT names for a particular site will be further reduced. 

Another factor that added time to the mapping and analytic processes was code de-duplication, which as noted 

previously was performed by first mapping all local site codes to the standard terminologies and then reviewing the 

codes to find those that mapped to the same LOINC and RadLex codes. There is a report of the creation and use of 

an approximate string comparator program that semi-automates the de-duplication process for codes that differ by 

slight string variations19. Use of a similar program may in the future facilitate code de-duplication and also allow for 

code de-duplication prior to mapping thereby further reducing mapping time. 

A limitation of our study is that we have currently mapped CT test names for only three institutions that participate 

in the New York NYCLIX HIE.  A limitation of having the data solely from three sites in a large metropolitan 

region is that the exams performed relatively commonly at these institutions may not completely reflect the exams 

that are performed commonly in other sites within the HIE or in other communities.   

Another limitation is that the mapping was performed by a single individual and mapping decisions are somewhat 

“operator dependent” because the process of mapping is not objective.  The results of this study could be further 

validated by performing a similar analysis with two domain expert reviewers and a third acting as tie-breaker so that 

inter-rater reliability (Kappa scores) could be calculated. 

Conclusion 

In conclusion, mapping test/procedure names is a context dependent exercise that depends on the goals of the 

project.  This study shows that both LOINC and RadLex performed reasonably well for the CT exams most 

commonly performed, but for more comprehensive coverage, which includes some of the less frequently performed 

studies, further terminology development or adaptation may be necessary. 
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Abstract 

In this paper we describe a natural language processing system which is able to predict whether or not a patient 

exhibits a specific phenotype using the information extracted from the narrative reports associated with the patient. 

Furthermore, the phenotypic annotations from our report dataset were performed at the report level which allows 

us to perform the prediction of the clinical phenotype at any point in time during the patient hospitalization period. 

Our experiments indicate that an important factor in achieving better results for this problem is to determine how 

much information to extract from the patient reports in the time interval between the patient admission time and the 

current prediction time. 

Introduction 

The narrative clinical notes in electronic medical records (EMRs) are very important sources of information that 

capture the progress of the overall clinical state of patients. The clinical information encoded in these narrative 

reports, however, is as yet unstructured and therefore cannot be accessed by software applications in a manner 

similar to accessing the structured clinical data. In general, to facilitate the automatic extraction of such information 

from clinical notes, natural language processing (NLP) technologies are employed.
1 2 

To address the need of identifying large cohorts of critically ill patients for clinical and translational studies, the 

focus of automatic extraction of relevant information from clinical notes has been on identifying complex illness 

phenotypes. In this paper, we describe a clinical information extraction system that is able to automatically discover 

clinical phenotypes of intensive care unit (ICU) patients. More specifically, the system employs natural language 

processing and machine learning technologies to process and analyze the clinical reports associated with each ICU 

patient from our database in order to predict whether or not the patient exhibits a specific phenotype. Although in 

this study we focus on pneumonia identification, the methodologies we propose do not require phenotype specific 

clinical expertise and therefore they can be easily adapted to detect other phenotypes as well with sufficient 

annotated training data. Furthermore, the system is able to predict whether a patient is positive or negative for a 

specific phenotype at any point in time during the patient hospitalization period. Consequently, in this scenario, the 

only reports available to the system are the ones with a timestamp on or before the timepoint for which the 

prediction is performed. Therefore, one of the main challenges for this application is to make an accurate prediction 

when only a limited set of reports is available. 

Phenotype prediction can be used in hospital surveillance applications to automatically assess the clinical condition 

of patients in real-time. Phenotype prediction can also be employed in clinical and translational research studies 

where large cohorts of patients exhibiting a particular phenotype need to be identified in EMRs. Examples of 

potential applications using such large cohorts of patients are studies of disease-disease and disease-drug 

interactions as well as studies on identifying genetic variations associated with diseases over time.
3-5

 

Our contributions in this paper are as follows. First, we annotated a new dataset of clinical reports corresponding to 

a cohort of 100 ICU patients. For this dataset, a decision regarding pneumonia was made for each of the reports 

associated with the patient, i.e., the phenotype was annotated at the report level, in contrast to our previous work
6-8

 

where the annotation was performed at the patient level. Second, based on the dataset described above, we designed 

a novel learning architecture to compute the prediction for a patient being positive or negative for pneumonia at a 

given timestamp. The fact that the annotations were performed at the report level allows us to explore whether the 

information more recent to the prediction time is more relevant to the task of on-time phenotype identification than 
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the information from reports with an older timestamp. And third, we performed detailed experiments in order to 

determine the best configuration setup of the prediction system. These experiments validate the robustness of 

assertion classification and statistical feature selection for on-time phenotype identification – two methodologies we 

previously developed for phenotype identification.
6 8

  

Related Work 

A relevant work related to the purpose of our system is the decision support system for diagnosing patients with 

community acquired pneumonia in real-time developed by Aronsky and Haug.
9
 Their system is based on a Bayesian 

network using structured clinical data such as demographic information, triage data, and results from laboratory 

tests. An important characteristic of this system is the ability of the Bayesian network to trace and update the 

probability of a patient being positive for pneumonia as new information becomes available. 

In a complementary line of research, Fiszman et al. developed one of the first NLP systems to use unstructured 

clinical data for the task of pneumonia identification.
10

 Specifically, the main purpose of their system (called 

SymText) is to automatically identify pneumonia related concepts from chest x-ray reports. The results achieved by 

SymText were similar to those of a physician and superior to other methods. Furthermore, the same group of 

researchers used the output generated by SymText in order to identify chest x-ray reports that support acute bacterial 

pneumonia.
11

 Another relevant project is the work of Mendonça, Haas, and colleagues who showed how a general 

NLP system and clinical rules can be employed to improve the automated surveillance for the presence of healthcare 

associated pneumonia in neonates.
12 13

 

Recently, our research group reported results on pneumonia identification using various types of narrative clinical 

reports (e.g., admit notes, ICU daily progress notes, cardiology progress notes, discharge summaries) corresponding 

to a cohort of 426 patients.
7
 Based on the fact that the dataset corresponding to the 426 patients was annotated at the 

patient level, the main research question we addressed is how accurately a patient positive for pneumonia can be 

identified at a given point in time when only the set of reports timestamped on or before the specific timepoint are 

available. To solve this problem, we built a sequence of supervised classifiers, where each classifier corresponds to a 

timepoint of interest (for example, “pneumonia on day 6”) and each data instance consists of a restricted set of time-

ordered reports.  

In our current work, however, the research problem is to identify whether an ICU patient is positive or negative for 

pneumonia at any given timepoint. With annotations at the report level, it now becomes possible to tackle this 

problem. One of the main characteristics when building the classification framework is the fact that we can encode a 

data instance with information corresponding to both patients and timepoints of interest. In the section describing the 

system architecture, we present additional details on how a data instance is represented. 

Dataset 

As mentioned briefly in the introduction, the dataset considered in this study consists of various types of clinical 

reports corresponding to a cohort of 100 ICU patients. The retrospective review of the reports was approved by the 

University of Washington Human Subjects Committee of Institutional Review Board.  

To create this dataset, we first projected the reports associated with each ICU patient on a special timeline of reports. 

Each element of this timeline is associated with a set of reports having their corresponding timestamp in a specific 

time interval as follows. The first timeline element, denoted as ICU Day 0, is associated with all the reports 

timestamped on the day when the patient was admitted into the ICU. This first timeline element also contains the 

admit note(s) of the patient. In a similar manner, we assigned reports to the timeline elements from ICU Day 1 to 

ICU Day 6 based on the day when these reports were created. Finally, we assigned all the reports timestamped after 

the 7th ICU day as well as the discharge summary of the patient to the final timeline element. 

Based on this assignment, the reports associated with an ICU patient were then analyzed by a clinical expert to 

determine whether they contain relevant information which indicates the presence of pneumonia. If, from the set of 

reports associated with a specific timeline element, the clinical expert found at least one report indicating the 

presence of pneumonia, then the corresponding timeline element of the patient was labeled as positive. Otherwise, it 

was labeled as negative. Due to the fact that the clinical expert considered the reports for one timeline element in 

isolation, it is possible for a timeline element to have been annotated as positive for pneumonia while a subsequent 

timeline element was annotated as negative. For instance, the annotation for patient A in our dataset is 

Annotation(patient A) = {ICU Day 0 = negative, ICU Day 1 = negative, ICU Day 2 = positive, ICU Day 3 = 

positive, ICU Day 4 = negative, ICU Day 5 = negative, ICU Day 6 = negative, ICU Day 7 = positive}. To account 
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for this discrepancy, we performed a relabeling of the timeline elements such that, once a patient was labeled as 

positive for a specific timeline element, he or she will remain positive for the rest of the elements. Our decision for 

performing this relabeling of the timeline elements is based on the assumption that a positive patient will stay into 

the ICU until the pneumonia is completely resolved. After relabeling the annotations for patient A presented above, 

the labels corresponding to the timeline elements ICU Day 4, ICU Day 5, and ICU Day 6 become positive. 

Using the methodology described above, 55 of the patients were annotated as having at least one positive timeline 

element (i.e., 55 positive patients) whereas the remaining 45 patients were annotated as negative for pneumonia. The 

plot in Figure 1(a) shows the distribution of the 55 patients according to their earliest timeline element annotated as 

positive. During the annotation process, the clinical expert also annotated the type of pneumonia for each positive 

case, although, we grouped all the pneumonia cases into a single class. However, the majority of positive patients 

were identified as having community acquired pneumonia. This is also in concordance with the distribution shown 

in Figure 1(a), where most of the patients were identified as having pneumonia in the first 48 hours since ICU 

admission. 

Overall, the dataset consists of 1040 reports. Most of these reports are ICU input records (474), admit notes (208), 

and discharge summaries (103). Of note, not all the patients from the dataset have a specific report type. For 

instance, only 95% of patients had admit notes, 99% had ICU input records, and 89% had discharge summaries. The 

reason for this is that some of the patients may have been transferred to ICU from other medical units or they stayed 

in ICU for a short period of time. The plot in Figure 1(b) shows the report distribution for each of the timeline 

elements considered. From the plot, we observe that more reports were written in the first days of ICU stay which 

may be explained by more detailed clinical examinations being performed for each patient during this period. 

Another explanation for the shape of this distribution is the fact that many patients that do not have pneumonia are 

gradually discharged from ICU after several days of stay. It is important to recall that ICU Day 7 covers reports 

timestamped in a larger time interval (i.e., all reports timestamped after the 7th ICU day) as well as all the discharge 

summary reports. 

Approach 

Using the information encoded in clinical reports, we developed a supervised learning framework in order to predict 

whether or not a patient is positive for pneumonia at any given timepoint. However, unlike our previous work
7
 

where each data instance was associated with a patient, a data instance in this framework is uniquely identified by a 

patient and the timepoint for which we want to make the prediction. More exactly, each of the possible prediction 

timepoints is associated with one element on the report timeline and the reports used for performing a specific 

prediction are selected from the reports corresponding to a restricted set of timeline elements.  

Figure 2 illustrates how data instances are represented for patient A who is first identified as positive for pneumonia 

on ICU Day 2. By definition, all the elements after the first time element the patient was marked as positive (ICU 

Day 2 in Figure 2) are required to have a positive label. To represent the data instance for ICU Day 3 as indicated in 

this figure, the only available reports are the reports corresponding to this current timeline element, ICU Day 3, as 

well as the reports corresponding to all elements before ICU Day 3. It is important to mention that we cannot 

represent a data instance using reports timestamped after the prediction time (after ICU Day 3 in this case) since a 

surveillance application using this framework in real-time for any patient in the intensive care unit does not have 

 

Figure 1 (a) The distribution of patients with respect to the ICU day when they were first identified as positive for 

pneumonia. (b) The distribution of reports with timestamps in a specific time interval. 
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access to future reports. We denote the instance from this example as Instance(patient A, ICU Day 3) and assign a 

positive label it, which is the same as the label of its corresponding timeline element.  

Additionally, in order to control the size of the report set associated with each data instance, we introduce a new 

parameter called LOOKBACK PERIOD, which can take values from 0 to 7. If LOOKBACK PERIOD = 0, each data instance 

is comprised of only the reports of their corresponding timeline element. In general, if LOOKBACK PERIOD = lp, each 

data instance of the form Instance(P, ICU Day X) will be represented by the set of reports associated with the 

elements from the interval [ ICU Day X – lp, ICU Day X ]. Here, lp and X can take any value between 0 and 7, and P 

can be any patient from our dataset. By convention, for the cases when lp > X, we consider all the reports associated 

with the elements from the interval [ ICU Day 0, ICU Day X ]. As illustrated in Figure 2, the reports corresponding 

to Instance(patient A, ICU Day 3) when LOOKBACK PERIOD = 2 are depicted with a shaded background. It is also 

important to mention that the LOOKBACK PERIOD parameter allows us to perform experiments which determine 

whether the reports with a timestamp closer to the prediction time contain clinical information that is more relevant 

for predicting pneumonia than the information from the reports with an older timestamp. 

Once the data instances are defined, we can now build their corresponding feature vectors from the clinical reports 

they represent. For this purpose, we used the SPLAT toolkit
14

 to split the content of each report into sentences as 

well as to tokenize each sentence. In this data preprocessing phase, we also extracted the Unified Medical Language 

System (UMLS) concepts from the clinical reports using MetaMap, a tool developed at the National Library of 

Medicine.
15

 In this extraction process, we set the MetaMap parameters such that only the UMLS concepts with the 

highest mapping score for each match are considered. To perform the classification, we used LIBLINEAR
16

, an 

implementation of the support vector machine algorithm. 

The most intuitive method to decide whether a patient is positive for pneumonia or not is (1) to identify in the 

patient reports the textual expressions that refer to the pneumonia concept, and (2) to compute the assertion value 

associated with these expressions. In this way, we can capture those cases when clinical experts explicitly mention 

in the patient reports whether the patient is positive or negative for pneumonia. To solve the first desideratum, we 

selected from the output generated by MetaMap those expressions that were mapped to the pneumonia concept 

(CUI:C0032285) in the UMLS Metathesaurus. Furthermore, to increase the coverage of these expressions, we run 

regular expressions to identify pna – an abbreviation colloquially used by clinicians in reports and which is not 

tagged as a pneumonia concept in the UMLS Metathesaurus. For the second desideratum, we employed our state-of-

the-art assertion classifier, which is able to determine the assertion value corresponding to any medical concept 

expressed in free text.
8
 The task of assertion classification was introduced in 2010 as a shared task

17
 within the 

Integrating Biology and the Bedside (i2b2)/Veteran’s Affairs (VA) challenge. This task was formulated such that 

each medical concept mentioned in a clinical report to be associated with one of the six assertion categories: present, 

absent, conditional, hypothetical, possible, and not associated with the patient. Examples with text expressions 

extracted from our dataset that express some of the assertion categories associated with pneumonia are listed in 

Table 1. 

After we assigned an assertion value to each of the pneumonia concepts found in the clinical reports of a data 

instance, the algorithm counted how many times each of the six values were identified for this specific instance and 

mapped the most frequent value to one of the two categories for pneumonia identification (i.e., positive or negative). 

In our previous research, we found that an appropriate mapping for pneumonia identification is {present} → 
positive pneumonia and {absent, possible, conditional, hypothetical, not associated with the patient} → negative 

pneumonia.
8
 We computed the category labels using the methodology described above and used this information to 

Day 0 Day 1 Day 2 Day 3 Day 4 Day 5 Day 6 Day 7

LOOKBACK PERIOD=2

Patient A

Current prediction timepoint
 

Figure 2 Graphical representation of a data instance for the problem of on-time clinical phenotype prediction.  
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build a binary feature (called assert or assertion feature) for each data instance from our dataset. By convention, we 

assigned a category of negative pneumonia to all data instances for which we could not find at least one pneumonia 

expression mentioned in their corresponding report set. 

Although assertion classification is appealing and intuitive to use, the identification of complex phenotypes such as 

pneumonia often requires a deeper understanding of the clinical information encoded into narrative reports. 

Moreover, in many clinical reports from our dataset there are no explicit expressions that mention whether their 

corresponding patient has pneumonia or not. Therefore, to better predict pneumonia from clinical notes, we 

enhanced the feature space by extracting word and UMLS concept n-grams from the clinical reports associated with 

our data instances. Of note, before extracting the word n-grams, we filtered out the punctuation tokens. In addition, 

in order to use the most informative n-gram features for pneumonia prediction, we employed statistical feature 

selection as described in our previous work on phenotype identification.
6
 Specifically, in this study, we used the t 

statistical test in order to compute the association strength between each n-gram feature from the training set and the 

two categories for pneumonia identification (i.e., positive and negative pneumonia). This will generate an ordering 

of the features such that the most informative ones will be ranked on the top of the list whereas the noisy and 

redundant features for our task will be placed at the bottom of the list. In order to select the most relevant features 

that improve the results on pneumonia identification, we experimented with various threshold values for each 

feature type such that only the features above those threshold values will be used for classification. 

Experimental Results 

Due to the fact that a data instance in our framework is uniquely identified by a patient and timeline element, the 

total number of data instances in our dataset is equal to 800 (100 patients   8 timeline elements). From these 800 

instances, 361 are identified as positive and the remaining 439 as negative. Since our main interest is to determine 

how well we can identify a positive patient for pneumonia at a specific prediction timepoint, we considered F-

measure as the primary measure in our experiments; however, we also report results based on negative predictive 

value and specificity. To evaluate our system, we considered a 5-fold cross validation scheme. 

Figure 3 shows the performance results achieved by our system under various feature type combinations and 

parameter configurations. As baseline systems, we considered configurations of our framework that use various 

combinations of word and UMLS concept n-grams. Additionally, the F1-measure results achieved by these systems 

are reported for each possible value of the LOOKBACK PERIOD parameter along the horizontal axis. These baseline 

results are shown in the top plots of Figure 3. The notations w1, w2, and w3 are used to indicate a specific 

experiment name in these plots corresponding to word unigrams, bigrams, and trigrams, respectively. Similarly, c1, 

c2, and c3 are used to denote experiments including UMLS concept unigrams, bigrams, and trigrams, respectively. 

As can be observed in plot (a), the best combination of word n-grams is achieved by the experiment which considers 

only the word unigrams. Similarly, the results shown in plot (b) indicate that the best combination of UMLS concept 

n-grams corresponds to the experiment which includes all concept unigrams in the representation of feature vectors. 

When experimenting with word and concept n-grams in plot (c), the best combination was achieved by considering 

both word and concept unigrams (experiment w1+c1). Moreover, the system using the configuration of this 

experiment and LOOKBACK PERIOD = 1 achieved 76.46 F1-measure, which is the best performance result 

corresponding to a baseline configuration. 

In plot (d), we investigated the impact of the assert feature when used in combination with some of the best baseline 

configurations. As illustrated, all of these experiments lead to results above 80 F1-measure for small values of the 

LOOKBACK PERIOD parameter indicating a significant improvement over the baseline results. The best result of 82.23 

F1-measure was achieved when the assert feature was used in combination with word unigrams and the LOOKBACK 

PERIOD parameter was set to 1. In this plot, we also investigated how well the system performs when using only the 

assert feature. The best result of 81.36 F1-measure reached under this configuration indicates that the assert feature 

is the most salient feature used by our system. 

Table 1 Examples of assertion categories associated with the pneumonia concept. 
assertion value Example 

present Patient remains critically ill with pneumonia and bacteremia in the setting of novel H1N1 influenza. 

We put him on broad spectrum antibiotics for pneumonia and then drained his pleural effusions. 
absent Patient was improving without antibiotic treatment and no evidence on chest x-ray for pneumonia. 
possible This likely represents atelectasis; however, pneumonia cannot be excluded. 
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The experiments in the plots (a), (b), (c), and (d) from Figure 3 also investigate what is the most suitable value for 

the LOOKBACK PERIOD parameter. This is equivalent with determining the most appropriate value of recent past 

information to be used for representing each data instance. Most of our experiments reveal the fact that for the n-

gram features it is enough to look in the past up to one ICU day (LOOKBACK PERIOD = 1). These empirical studies are 

consistent with our intuition that the most recent information is relevant for predicting pneumonia better. For 

instance, we believe that the patient symptoms changing over the last period, the new laboratory test results that 

become available, or the medications recently administered to a patient are more accurate predictors for the next 

immediate clinical state of the patient. Also, the fact that a patient identified as positive on day X was in normal 

clinical condition on day X–3 does not help in predicting this patient as positive on day X. On the other hand, the 

experiment using only the assert feature in (d) recommends to explore the entire past information for assertion 

values associated with the pneumonia concept. This is also intuitive since, once a patient is assessed by a clinician as 

being positive for pneumonia, the patient will remain positive until discharged from ICU.  

In the next phase of our quest for the best combination of feature types and parameter values, we investigated how 

statistical feature selection can further improve the performance results. For this purpose, we employed a forward-

backward greedy approach to find the best threshold values corresponding to each ranked list of features. The main 

steps of this greedy approach are shown in the plots (e), (f), (g), and (h) from Figure 3. Based on the observations 

discussed previously, in the initialization, we fixed the LOOKBACK PERIOD parameter to 1 for any n-gram feature 

type and to 7 for the assert feature. Also, in this initialization step, the only feature type considered was the assert 

feature. In each forward step, the approach tries to add a new feature type to the current system configuration. 

Specifically, for each feature type that is not in the current system configuration, the algorithm automatically 

explores the possible threshold values that can improve the current performance results. As depicted in plot (e), the 

best results in the first forward step were achieved when using a threshold value of 1900 and 18500 for selecting the 

most relevant word unigrams, i.e., the systems with the assert+w1(1900) and assert+w1(1850) configurations, 

respectively. Since the total number of word unigrams extracted from our dataset is equal with 22086, this 

experiment corresponds to selecting almost the entire set of such features. In order to determine if any further 

improvements can be obtained, in each backward step, the algorithm tries to automatically remove one feature type 

which is different from the feature type added in the previous step. In our case, since removing the assert feature in 

the first backward step does not improve the best performing results, the algorithm leaves the current configuration 

unchanged and performs another backward-forward step in an iterative manner. Based on this mechanism, the 

algorithm managed to further improve the results when: (1) adding the concept unigrams, i.e., the experiment using 

 

Figure 3 System performance results under different configurations. (a), (b) and (c) show the baseline results of the 

system when considering various combinations of word and UMLS concept n-grams. (d) shows the experiments 

performed when using the assertion feature as well as combinations of this feature with word and concept unigrams. 

Finally, (e), (f), (g), and (h) illustrate the steps of a greedy algorithm for searching the most optimal threshold values 

which indicate what word and concept n-gram features to be selected in the learning framework. 
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the assert feature, the most relevant 1900 word unigrams, and concept unigrams in plot (f); (2) further adding word 

bigrams as shown in plot (g); and finally, (3) also considering word trigrams as illustrated in plot (h).  

Table 2 lists the final results corresponding to the best configuration achieved by the greedy approach we previously 

described. Specifically, these results correspond to a system configuration which includes: (1) the assert feature, (2) 

the first 1900 most significant word unigrams, (3) the first 200 most significant concept unigrams, (4) the first 1300 

most significant word bigrams, and finally, (5) the first 100 most significant word trigrams. The best result of 83.76 

F1-measure is also shown in plot (h) for the first value of the word trigram threshold, w3th=100. The first rows of 

this table list the results of the data instances associated with each timeline element. The worst results are obtained 

when evaluating the data instances of the ICU day 0 element due to the fact that these instances are constrained to 

use only the reports associated with this first element of the report timeline. For the next three elements on the 

timeline, the system shows an increasing trend in performance. We hypothesize that the main reason for this 

behavior is because more relevant data becomes available to the system, and therefore better features can be 

extracted to train the classification model. Furthermore, this performance trend conforms to the fact that most of the 

positive patients from our dataset were annotated as having community acquired pneumonia, which occurs within 

the first 48 hours since a patient is admitted to the ICU. When evaluating the data instances corresponding to the 

ICU day 7, our system achieved the best results of 87.93 F1-measure. We consider this is because ICU day 7 

represents the entire set of discharge summaries, which are special types of reports where clinicians provide the last 

conclusions about the state of the patients, may describe the diagnostic findings, and provide recommendations on 

discharge. 

Conclusion 

We presented a clinical information extraction system which is able to identify whether a patient is positive or 

negative for pneumonia at any point in time during the patient hospitalization period. The way we defined a data 

instance for solving this problem allowed us to investigate what is the most relevant clinical information encoded 

into the patient reports at prediction time. In our experiments, we found that the LOOKBACK PERIOD parameter plays 

a critical role in determining how much information to extract from reports as well as whether the information more 

recent to the prediction time is more informative than the information extracted from reports with an older 

timestamp. 
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Abstract
Adverse childhood experiences (ACEs) have been shown to have a strong association with increased

prevalence of certain adult illnesses in an HMO population. We report similar findings among 250,000 vet-
erans of the first Gulf War. ACE exposure was determined by analysis of clinical text. Illness prevalence
was extracted from clinical data. Behavioral conditions were strongly associated with ACE. Pain and func-
tional disorders showed an association of intermediate strength. Age-related illnesses and disease screening
occurrence were weakly associated with ACE.

Introduction
A 1998 landmark study by Felitti(1) showed that adverse childhood events (ACEs) were strongly as-

sociated with a range of adult diseases. ACEs consist of: physical, emotional or sexual abuse; physical
or emotional neglect; or four categories of household dysfunction: divorce, violence toward the mother or
living with a household member dealing with substance abuse, mental illness or incarceration. Subsequent
investigations have demonstrated a relationship between the number of ACEs and increased prevalence of
other adult illnesses, including some possibly related to chronic stress exposure.

Methods
The 1998 study determined ACE exposure from responses to questionnaires sent to 9,508 HMO members

(54% Female, 46% Male; 46% age 60 and above). Disease prevalence was extracted from a health status
questionnaire. In this VA study, ACE was determined using a hybrid method that combined functionalities
of the Lucene search engine and the ARC natural language feature extraction and classification system.
Clinical text and data for 250,401 veterans of the first Persian Gulf War members (14% Female, 86% Male;
90% between ages 40 and 60) were analyzed. Logistic regression adjusted for age and gender was used to
compute odds ratios for disease prevalence.

Results

Figure 1: Odds ratios for illness risk, Kaiser Health System(KHS) vs. VA Health Care System(VA).

Discussion
Despite different populations and methods for determining ACE score, the VA results are very similar

to those found by Felitti. Both studies demonstrate a significant dose-response relationship between ACE
and adult illness. Use of data extracted from clinical text enables studying large populations and affords
highly granular views. Suicide attempts and PTSD are highly relevant to the Veteran population and
strongly associated with ACE. The approach may prove useful for studying conditions of unknown etiology
hypothesized to be stress-related(2).
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Abstract 

Three-dimensional models are being extensively used in the medical area in order to improve clinical medical 

examinations and diagnosis. The Cardiology field handles with several types of image slices to compose the 

diagnosis.  MRI (Magnetic Resonance Imaging) is a non-invasive technique to detect anomalies from internal 

images of the human body that generates hundreds of images, which takes long for the specialist to analyze 

frame by frame and the diagnosis precision can be affected. Many cardiac diseases could be identified through 

shape deformation, but systems aimed to aid diagnosis usually identify shapes in two-dimensional (2D) images. 

Our aim is to apply a shape descriptor to retrieve three-dimensional cardiac models, obtained from a set of 2D 

slices, which were segmented and reconstructed from MRI images using their geometry information. 

Preliminary results show that the shape deformation in 3D models can be a good indicator to detect Congestive 

Heart Failure, a very common heart disease. 

1. Introduction 

Content-based Image Retrieval (CBIR) uses information from the content of a given image as a query to provide 

the user the most similar images contained in a database.  In Medicine, CBIR can help physicians by retrieving 

exams similar to one presented as a query. CBIR can also be useful as a training tool for medical students as 

well as for research purposes. CBIR has been broadly applied in Computer Aided Diagnosis (CAD) systems, in 

the two-dimensional (2D) context [1]. 

Three-dimensional (3D) models have been used more frequently in many areas, such as Engineering, 

Multimedia and Health. One of the factors responsible for the increase of CBIR use is the advance of technology 

which provides mechanisms to reduce costs and improve hardware and software performance.  3D models can 

yield more information as compared to 2D images, offering models with different variations in color, contrast 

and resolution [2]. Due to those characteristics, many complex medical examinations use 3D models for 

diagnosis in Medicine. Magnetic Resonance Imaging (MRI) is a medical image modality which allows experts 

to identify anomalies, such as aneurysm [3], artery coronary disease and tumors, from internal images of the 

body without invasive methods [4]. This medical examination is very accurate and the patient practically does 

not suffer any collateral damages.  Regarding cardiology specialty, MRI is very useful to detect Congestive 

Heart Failure (CHF), a heart disease which consists in the inability of the heart to pump blood commensurate 

with metabolic needs.  Currently, 2% of the United States population is being affected by this disease [5].  As a 

drawback, the exam generates hundreds of slices for each patient. These slices can be used to generate a 3D 

model, which can be used to compose a diagnosis. Therefore, techniques are necessary to information retrieval 

accurately and quickly by using these models as queries. 

There are currently two approaches to solve the access and retrieval problems regarding images: using 2D or 3D 

exam information. In the 2D approach, the system processes the slices to detect and to extract abnormalities.  

This type of imaging is related to 2D projections obtained by modalities such as radiography and ultrasound or a 

set of slices from a Computed Tomography (CT) or MRI exam.  The disadvantage of this approach is the 

number of 2D images generated by each patient, especially in MRI and CT, and consequently the time spent by 

the physician to analyze the whole set. 

One solution for this problem is to generate a 3D model from these frames and to retrieve information from it. 

This solution can be faster and more accurate than the 2D approach [6], [7], [8]. However, this approach also 

has limitations, once it requires that the volume or the surface model be available. The process to obtain this 

type of artifact is not trivial, since the frames must be segmented and a reconstruction algorithm is required. 

The use of CBIR in 3D models in the medical field is innovative, since most of the works considering CBIR are 

focused on 2D images or contemplate common models, such as simple domestic objects - lamps, chairs, tables 

and animals [8], [7], [9]. 

Many diseases, such as CHF, are diagnosed through the cardiac muscle shape deformation by observing images 

generated by medical images modalities. Thus, shape descriptors can be an interesting approach to this retrieval. 
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This paper presents the Distance Histogram technique, a shape descriptor, which measures the standard distance 

between the 3D model surface and its center. It was applied to detect cardiac diseases such as CHF, the main 

symptom of which is the volume increase in the left ventricular chamber. 

This article is organized as follows: in Section 2, the main CBIR concepts are explained. Section 3 presents 

related works which deal with computational solutions to detect CHF problem. Section 4 is about the 

methodology used. Section 5 discusses the results and Section 6 presents the conclusions. 

2. Technical Background 

 

2.1. CBIR 

CBIR systems retrieve images from large databases where the search analyzes the content of the images rather 

than metadata. Some steps are desirable in this kind of system, such as Pre-Processing, Feature Extraction, 

Similarity Function and Relevance Feedback. 

In the Pre-Processing stage, it is possible to apply algorithms to prepare images to next step, the feature 

extraction. Through pre-processing techniques, relevant features are highlighted and noise which might cause 

discrepancy in the results is discarded [10]. 

In the Feature Extraction stage, descriptors are developed, which are essential in any CBIR system developed. 

They describe low-level visual features such as color, texture and shape.  It is possible to develop more than one 

descriptor for the same image. This set of features is organized in a feature vector. Authors have studied faster 

and more robust extraction that improves the accuracy of CBIR systems [11]. 

Similarity Functions calculate the content difference between two images based on their features. One of the 

images is given as search parameter and another is stored in the database and has their features previously 

extracted. There are different ways for measuring this difference, such as metric distances and Artificial 

Intelligence techniques [12]. 

The Relevance Feedback method is an optional step to CBIR systems. It consists in applying techniques to 

decrease the semantic gap between user and computer. Through a user evaluation about the results presented, it 

is possible to refine the search and to improve the tool precision [11]. 

2.2. Model Retrieval 

CBIR in 3D environment is innovative and has different denominations, such as CBIR 3D, 3D Model Retrieval 

and Content Based 3D Model Retrieval [11]. For reference purposes, the term 3D Model Retrieval will be used 

in this paper. 

The steps to retrieve 3D models are similar to those used to recover 2D images. Some Similarity Functions and 

Evaluation Metrics for 2D CBIR are also applied in the 3D context. For descriptors, authors propose different 

taxonomies to deal with. Bustos et al. (2005) proposed the following order [13]: 

• Statistics: statistical descriptors reflect object properties such as number of vertices and polygons, 

surface area, volume, bounding volume, and statistical moments. A variety of statistical descriptors are proposed 

in the literature for 3D model retrieval. 

• Extension-based descriptors: extension-based methods build object descriptors from features sampled 

along certain spatial directions from an object center. 

• Volume-based descriptors: these methods derive object features from volumetric representations 

obtained by discretizing object surface into voxel grids. 

• Surface geometry: these descriptors focus on characteristics derived from surfaces model. 

• Image-based descriptors: use 2D projections rendered from the 3D models. 

For Similarity Functions, metric distances, such as Euclidean and Manhattan Distance, are frequently applied. 

Some researchers also implement Artificial Intelligence techniques such as Support Vector Machine (SVM) or 

Neural Network to calculate the similarity degree among 3D objects.  To evaluate the system, the Precision 

versus Recall metric is the most used [13][14]. 
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It is possible to verify that the concept of 3D is controversial, since descriptors can be applied to 3D surfaces, 

voxels or even on 2D images.  In this paper, the retrieval will consider geometric models, using its surface. 

As previously mentioned, the Model Retrieval approach is innovative and several studies have tested systems by 

using common 3D objects found in 3D models databases such as Princeton Benchmark [15]. Therefore, it is 

important to analyze the effectiveness of descriptors in a more specific environment and in order to propose 

improvements to solve real problems. 

3. Related Work 

CHF is originated mainly in the Left Ventricle (LV), where Systolic and Diastolic Dysfunction occurs, affecting 

the ventricle contractility and, consequently, blood pumping [16]. In an advanced stage, a deformation of this 

structure occurs. 

Some systems were developed to detect CHF by using medical images. The EigenHearts method seeks to 

analyze changes in the contractility of heart tissue by contour patterns obtained in Echocardiography images 

[17]. Authors calculated the average difference in circumference during systole (contraction) and diastole 

(dilatation) and applied it in new exams to identify contour variation.  

Yang et al. [18] studied the right ventricle and blood flow velocity. To achieve the goal, they made a 3D 

reconstruction of MRI volunteers’ exams and applied the Nervier-Strokes equation to simulate the bloodstream 

and the arterial pressure. Figure 2 presents the maximum and minimum points of pressure found in a structure. 

With several simulations, the heart morphology and arterial pressure conditions were observed to be good 

indicatives to detect CHF [18]. 

Considering that the Electrocardiogram can be useful to detect CHF and to provide information to the CAD 

system, Elfadil and Ibrahim [19] divided power spectral density into six regions and calculated their average.  

The results were used as input in a Neural Network. Authors stated that it was possible to identify patients with 

CHF with 90% accuracy. 

Although previous approaches can be useful, the problem of processing a large set of images remains. Thus, 3D 

model retrieval can help to decrease processing, as shown in the next section. 

 

4. Methodology 

 

4.1. The Distance Histogram 

 

The Distance Histogram Descriptor [20] was chosen because it considers 3D model surface and geometry to 

compute the characteristics of a 3D model descriptor. Khe, Feng and Ning [20] previously tested this descriptor 

by using generic models to verify its efficiency obtaining error rates lower than 20%. 

The Distance Histogram is a method which computes the distance between the center of the model and its 

surface in random points represented by vertices coordinates. The distances are normalized in relation to the 

maximum distance found and it is divided into ranges that form the histogram bins. 

In spite of its simplicity, this method has several properties desirable for similarity retrieval [20]: 

 

• Invariance:  distance histogram has transformation invariance properties. 

• Robustness: random sampling ensures that the distance histogram is robust to noise. 

• Efficiency: construction of the distance histogram for a database of 3D models is generally fast and 

efficient. 

 

Figure 1 shows the generic steps to calculate the Distance Histogram. Algorithm 1 details the 

computation used to obtain the descriptor. 
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Figure 1: Distance Histogram method: from a set of slices, the volume is extracted and reconstructed. 

Histograms are created based on the distance between model centroid and surface at random points [20]. 

 

The algorithm consists of two steps: the first one catches the surface coordinates at random points represented 

by vertices coordinates (coordinateSurface) and computes the Euclidean distance between this point and its 

centroid. Each distance is stored in a vector here named dist.  A variable maxDist  is used to store the maximum 

distance found during the process. In the second step, distances are normalized in a range [0, 1] dividing the 

vector values by the variable maxDist. From the normalized distances, the histogram is built, counting the 

number of points within a specific distance from the centroid. 

 

4.2. Materials and Procedures 

 

To test Distance Histogram in medical images, a set of MRI cardiac exams provided by Instituto do Coração 

(InCor) of University of São Paulo, one of the largest centers for treating heart diseases in Brazil, was used.  We 

tested the descriptor using 30 image sets, 53% of which presented CHF and 47% recording normal cases, 76.6% 

of the patients were over 40 years old. Figure 2 shows the percentage of male and female in the two groups with 

and without CHF. 

Each medical examination had about 45 frames of heart images obtained during diastole. Frames have 256x256 

pixels and contrast resolution of 16 bits per pixel. 
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Figure 2: Distribution of men and women patients in the two study groups. 

Figure 3 shows the Model Retrieval  system flow. In step 1, users provide a set of MRI slices from an exam 

in the axial view. In step 2, slices were segmented in order to separate the left ventricle internal edge using 

Seg3D software [21]. 

 

Figure 3: Flow of 3D Model Retrieval system. 

Frames segmented were reconstructed in step 3, by using ImageVis3D software [22]. Figure 4 shows the model 

obtained after reconstruction. It is important to highlight that a surface reconstruction was performed. 

At step 4, the Distance Histogram is applied and the bin values are stored in a feature vector and indexed in a 

database. We here used 1000 random points and 101 bins in the histogram. Figure 5 shows the distances found 

at the surface for each point selected. Note that the distances are not homogeneous. 

In step 5, Euclidean Distance was applied to each patient histogram. Each histogram bin is a feature of our 

descriptor. Thus, the feature vector of the Distance Histogram descriptor has 101 positions. The patient with 

clinical case more similar should have the Euclidean Distance value near 0. 

 

Figure 4: Left Ventricle reconstructed. 
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Figure 5: Distribution distances at the random points. 

 

In step 6, the three most similar cases are shown to the user and, finally, in step 7, the Precision versus Recall 

metric was chosen to evaluate our prototype. This metric is largely used in research both in two and three-

dimensional contexts. Equations 1 and 2 show Precision and Recall, respectively. From these two equations, the 

Precision versus Recall curve is derived, showing the evolution of precision for each recall value. 

 

          
                               

               
   (1) 

        
                               

              
     (2) 

 

5. Results and discussion 

In order to verify the Distance Histogram descriptor efficiency for detecting shape alteration of 3D models in the 

medical environment, we chose the CHF heart disease, which has as its primary symptom the alteration of the 

heart muscle, causing shape alteration of the 3D object generated from 2D images. 

For testing the prototype, we performed 20 queries. Half of the queries have used a model with CHF as query 

model and the other half have used a model without the disease.  

In this work, we chose 1000 random points to compute the distance between the 3D model centroid and its 

surface. This amount of points was defined after several empirical tests. Decreasing the amount of points could 

reduce the accuracy of the system. The same principle was applied to the set of intervals of the histogram. We 

defined 101 bins because a smaller value could cause reducing time in the processing, but accuracy may also be 

compromised. In fact, the time to perform a search in our system ranged from 3 to 5 seconds, which is a good 

result. Euclidean Distance was used to measure the difference between the query model and the model from 

database. 

Figure 6 shows the three most similar cases returned from 3D perspective, Figure 9 show their respective 

Distance Histograms. 
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Figure 6: Results of a query using a model surface of a patient with CHF. (a) exam 

with CHF and (b) the three most similar results. 

3rd 

 

Figure 7 : Distance Histograms of query and models retrieved. 

 

As seen in Figure 6 and 7, it is not trivial to identify, by observing 3D models and Histograms, which are the 

most similar. However, through the descriptor and its mathematical properties were possible retrieve relevant 

models.  

The CBIR system also produced the Precision versus Recall curve for a case with CHF and without CHF, 

shown in Figure 8. This curve shows precision greater than 70% for about 50% of recall and represents the 

precision mean obtained from the 10 queries performed for model with and without CHF. For each recall value, 

the precision corresponds to the average computed considering all the queries executed. 

An important detail regarding heart deformations is about the difference between men and women heart size. 

For example, a tall man who exercises regularly can has a larger heart than an average woman. If someday this 

woman acquires the CHF disease, her heart size and her heart weight will probably still be smaller than the heart 

of the man who has a heart without problems. This situation could produce retrieval mistakes. Because this 

factor we can notice that the Precision versus Recall curve not obtain 100% of precision.  

Considering the mentioned problem between images from men and women and aiming to test thoroughly the 

algorithm we pre-selected some models which a more significant shape deformation, based on the Distance 

Histogram values. Thus the relevant models became more defined and its retrieval was more accurate, as Figure 

9 shows. For CHF cases the precision rate increased by 25%, from 60% to 80% with an average of 70% of 

precision for larger values of recall. 

 

 

Figure 8: Precision versus Recall curve for 10 queries, with and without CHF. 
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Figure 9: Precision versus Recall curve for 10 queries with pre-selected models and presenting CHF and normal 

cases. 

This result shows that Distance Histogram does not work well when the models present subtle changes in the 

shape. This problem is caused due to generic nature of the descriptor: it analyzes general characteristics of the 

3D models, considering the whole object. A possible solution for this problem is to analyze separately different 

parts of the model that represents the heart. We intend to develop this approach as continuity of the present 

project. 

 

6. Conclusion 

 

In order to verify the Model Retrieval efficiency in a medical database to help physicians in their diagnosis, we 

developed the Distance Histogram technique and applied this descriptor to the 3D left ventricle reconstructed 

from MRI resonance. The intention was to verify the efficiency of this descriptor to retrieve models similar to 

one model provided as query considering models reconstructed from cardiac images, with and without CHF 

disease. 

More exhaustive tests are necessary in order to evaluate the system’s performance in larger databases. However, 

the initial results were very satisfactory, with precision higher than 70%. In an environment with considerable 

changes of shape it is possible obtain a precision rate about 80%, indicating that the Distance Histogram 

technique may be useful in the medical area, specifically to detect heart problems involving shape alteration. 

Therefore, our approach can be useful to aid the diagnosis of this kind of heart diseases, once the system can 

retrieval similar cases from the database, in a fast way. From the models retrieved the physician can obtain 

support to compose the diagnosis.  
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Abstract and Objective 

Personalized medicine is not a new concept, but it is only re-

cently become practical. However, for personalized medicine 

to become routine, rather than the exception, formidable in-

formation challenges must be addressed. The Institute for Per-

sonalized Cancer Therapy at MD Anderson Cancer Center is 

partnering with the UT School of Biomedical Informatics in 

Houston to develop tools and methods that enable routine 

delivery of personalized medicine. This panel will discuss: 1) 

the clinical problem, 2) processing the molecular data, 3) 

identifying clinically relevant variants from the literature and 

4) processing the clinical data and Decision Support. The 

panel includes practicing clinicians who are practicing per-

sonalized medicine and informaticians who are developing 

technologies to enable personalized practice. We will use the 

example of personalized cancer therapy, but our work is in-

tended to be generally applicable. 

Keywords: Individualized Medicine, Natural Language Pro-

cessing, Decision Support Systems, Clinical, Information 

Storage and Retrieval 

Panel description 

To practice personalized medicine, multiple informatics chal-

lenges must be reliably addressed. First, a specific patient’s 

molecular profiles must be constructed from raw data. Second, 

the clinically-significant implications of the molecular profile 

must be determined. Finally, a decision must be made regard-

ing what should be done for the patient, given the molecular 

profile and available options. Since even traditional, “un-

personalized” medicine is beyond human cognitive capabilities 

[1], clinicians will not be able to implement routine personal-

ized medicine without assistance. In other words, we cannot 

expect clinicians to adapt to a new environment. Informati-

cians must develop methods and tools to help clinicians collect 

data, transform these data into information (i.e., meaningful 

data) and use the information to generate actionable 

knowledge. This is the essence of biomedical informatics [2] 

and is an appropriate but formidable scientific challenge.  

A graphical overview of the information types that factor into 

a personalized decision are shown in the Figure. This panel 

will discuss the information challenges posed by personalized 

medicine and the solutions being implemented in our personal-

ized medicine program. 

 

Clinical Problem (Genomically-guided Therapy) 

Funda Meric-Bernstam, MD 

Molecular profiling of individual patients is now affordable 

and new targeted therapies are rapidly becoming available. 

Thus, we can finally deliver personalized therapy. However, 

even highly-specialized physicians at leading academic centers 

are not equipped to apply genomic information available in 

publically available sources to clinical-decision-making con-

cerning individual patients.  

Figure: Personalized Medicine Overview 

The current state of the art is that the clinician must manually 

review the literature and determine which, if any, aspects of 

the patient’s molecular profile are “clinically actionable.” Note 

that this information changes rapidly as associations between 

genomic aberrations and therapies are demonstrated or dis-

proven. In addition, new drugs are being introduced and tested 

in clinical trials. In summary, the clinician must manually iden-

tify targetable genomic aberrations present in a specific patient 

and then identify an effective treatment. Most often, these 

treatments are drugs or drug combinations; often available 

only in clinical trials. The therapies are often extremely expen-

sive, potentially toxic and effective only in patients with spe-

cific clinical or molecular profiles.  

Although this is a pressing need in many medical specialties, 

applications to cancer care are particularly compelling because 
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biologically-targeted therapies (e.g., B-Raf inhibitors for 

V600E Raf mutations [3]) are remarkably effective, but only 

in selected populations. We will describe the Institute for Per-

sonalized Cancer Therapy at the UT MD Anderson Cancer 

Center whose mission is to deliver personalized cancer thera-

py. We will focus on the information challenges to personal-

ized medicine using our experience in oncology. However, 

these challenges are not unique to oncology and the presenta-

tion is intended to be generally applicable. 

 

Processing the Molecular Data  

Ken Chen, PhD 

Recent advances in biotechnology promises cost-effective ge-

nomic profiling in clinical setting [4]. In particular, the 2
nd

 

generation sequencing allows routine, comprehensive, and 

nucleotide-resolution profiling of patient’s DNA and RNA 

samples in a matter of days at a cost of thousands of US dol-

lars [5]. Despite the promise, major challenges lies in 1) defin-

ing and implementing a rigorous and robust quality standard to 

ensure the fidelity of the information, 2) defining and identify-

ing what is relevant for decision-making and reporting in an 

intuitive fashion [6].  

The success of population-scale cancer genome sequencing 

projects (e.g., the tumor genome atlas) depicts a promising 

future of genomically-guided therapy. However, a wide range 

of experimental and analytic issues exists and requires in-depth 

investigation and substantial improvement to meet the standard 

of clinical decision-making. The genetic complexity of tumor 

(e.g., mutation profile, heterogeneity, copy number rearrange-

ments, etc.), the sophisticated steps in data acquisition, prepa-

ration, sequencing, analysis and integration, and the sheer 

amount of data (i.e., TeraBytes of data measured from a single 

patient) create unprecedented challenges to computational 

info-structure that is key to sensitivity, accuracy, and timely 

delivery of results [7, 8].  Identification of relevant infor-

mation (e.g., distinguishing driver and passenger mutations) 

based on genomic profile requires systematic and collaborative 

efforts. 

 

Identifying Clinically Relevant Variants from the Literature 

Hua Xu, PhD 

Determining genetic variants with potential implications for 

clinical care is the first step of genomic medicine. However, it 

is not a trivial task to identify clinically relevant variants (or 

actionable variants) from rapidly expanding literature on the 

association between molecular variation patterns and clinical 

phenotypes. National and institutional initiatives have expend-

ed enormous resources on the evaluation of assays, literature 

review, and the assessment of the underlying evidence. Table 1 

shows a list of databases that contain clinically relevant vari-

ants, which represents the major ongoing efforts in this area. 

There are other databases containing broader genetic associa-

tions that are not as clinically relevant. One example of these 

is the National Human Genome Research Institutes Catalog of 

GWAS-associated SNPs at p<1x10
-5

, which included 1467 

publications and 8123 SNPs as of 12/21/12 [9]. Another ex-

ample is the COSMIC database, which contains somatic muta-

tions of cancers, but no information regarding the clinical utili-

ty of these mutations [10]. Currently, most such efforts are 

based on manual curation. Thus, automated or semi-automated 

approaches to identify clinically important variants, such as 

literature mining methods, are highly desirable. We will dis-

cuss current research efforts on mining biomedical text re-

sources such as the published literature (MEDLINE) and clini-

cal trial documents for clinically relevant genetic variants. 

 

Processing the Clinical Data and Decision Support 

Elmer Bernstam, MD 

Personalized medicine is often defined narrowly to refer only 

to genomically-guided therapy (as in the first talk). However, 

clinicians have been “personalizing” therapy based on a multi-

tude of factors including family history (e.g., for cancer risk 

screening), exposures (e.g., asbestos exposure  higher risk of 

lung cancer and mesothelioma), habits or social history (e.g., 

smoking), personal preferences available resources and many 

other factors. The advent of “molecular medicine” does not 

eliminate these non-molecular factors. As an example, family 

history may in some cases be a better predictor of outcome 

than molecular profiling. Instead, molecular profile is simply 

another evidence type that must be factored into an already 

complex equation. 

In addition, to traditional sources of biomedical knowledge 

such as the published literature (e.g., MEDLINE) and clinical 

practice guidelines, knowledge can be derived from clinical 

data. For example, the decision between two surgical proce-

dures may be driven by the complication rates at a particular 

institution, not the complication rates reported in clinical trials 

conducted by other surgeons at other institutions.  

In this talk, we will discuss two general questions: 1) How can 

we represent clinical data for the purpose of helping clinicians 

personalize recommendations? and 2) What tools are needed 

to help physicians reliably implement personalized medicine? 

We will describe our informatics efforts to support the person-

alized therapy of cancer patients at the Institute for Personal-

ized Cancer Therapy at the UT MD Anderson Cancer Center. 

We will conclude with a research agenda that addresses the 

information challenges posed by the desire to provide routine 

personalized medicine. 

Table: Resources of clinically-relevant genetic variants.  

Name Creator URL 

ClinVar National Center for 

Biotechnology In-

formation (NCBI) 

http://www.ncbi.

nlm.nih.gov/clin

var/ 

Evaluation of Ge-

nomic Applications 

in Practice and 

Prevention 

Centers for Disease 

Control and Pre-

vention (CDC) 

http://www.cdc.g

ov/genomics/gtes

ting/EGAPP/reco

mmend/ 

Pharmacogenomic 

Biomarkers in 

Drug Labels 

US Food and Drug 

Administration 

(FDA) 

http://www.fda.g

ov/drugs/sciencer

esearch/ re-

searchareas/phar

macogenet-

ics/ucm083378.h

tm 

Very Important 

Pharmacogenes 

(VIP) 

PharmGKB http://www.phar

mgkb.org/search/

annotatedGene/ 

Clinical Pharmaco-

genetics Implemen-

tation Consortium 

(CPIC) 

Pharmacogenomics 

Research Network 

http://www.phar

mgkb.org/page/c

pic 

 

Statement of the panel organizer 

All participants have agreed to take part on the panel at the 

conclusion of the proposal.  
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The Impact of an Automated Early Warning System for Sepsis 
 

Joel Betesh MD, Christine VanZandbergen PA, MPH, Barry D. Fuchs MD, MS, Gordon 

Tait BS, Asaf Hanish MPH, Neil Fishman MD, Benjamin French PhD and Craig A. 

Umscheid MD, MS, University of Pennsylvania Health System 
 

Abstract: An Early Warning System (EWS) was developed in our electronic health record (EHR) to monitor in real 

time laboratory and vital sign (VS) data and notify providers about non-ICU inpatients with sepsis at risk for 

developing clinical deterioration.  If a patient had at least 4 predefined VS and lab abnormalities an alert was sent to 

the provider, nurse and rapid response coordinator.  Compared to a prospective control period the intervention 

resulted in a significant increase in antibiotics and IV fluids and a non-significant decrease in mortality.    
 

Introduction and background: Early recognition and timely intervention significantly reduce sepsis-related 

mortality.   The recent introduction of VS and provider data in our EHR created the opportunity to detect sepsis 

early and notify providers with the goal of reducing our higher than expected sepsis mortality. 

 

Methods:  The EWS was designed to monitor real time laboratory and VS data and trigger if patients fulfilled at 

least 4 criteria at any one time (Temp. <36°C or >38°C, HR > 90, RR >20 or PCO2 <32, WBC <4000 or >12000 or 

>10% bands, Lactate >2.2, SBP <100).  Notifications were sent to the covering physician, nurse and rapid response 

coordinator and directed them to meet at the bedside within 30 minutes to assess the patient. The EWS was initially 

activated for a “silent period” (6/6 to 9/4/2012) to validate the predictive model.  595 patients out of 15,570 

admissions triggered the alert, but no notifications were sent during this period.   In the intervention period (9/12 to 

12/11/2012) 731 patients out of 16,103 admissions triggered the alert resulting in notifications to the care team.   

Process measures included new antibiotic and fluid bolus orders within 3 hours of the trigger. Outcome measures 

included ICU transfer rates within 6 hours and in-hospital mortality.  Chi square tests compared proportions.  

Logistic regression models adjusted for age, gender, Charlson index on admission and admitting service.  

Results: In unadjusted analysis antibiotic and IV fluid boluses increased significantly.  The ICU transfer rate 

increased but not significantly. Mortality decreased and reached statistical significance at one of our 3 hospitals.  

Results remained significant after adjustment except for mortality reduction at PMC (OR 0.40, 95% CI 0.13-1.23). 

Discussion: By leveraging readily available electronic data, a predictive model identified at risk patients and auto 

generated notifications to care teams resulting in more timely sepsis care and reduced  mortality. This alert is 

scalable to other health systems.  
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Abstract 

Although first responders use a wide range of decision-support tools to identify toxic chemicals during emergencies, few 

studies have analyzed the tasks and contexts in which such tools are used. Here we discuss an in-depth analysis of semi-

structured interviews conducted with 20 first responders from two US states. In the first phase of the analysis, we identified 

three intersecting themes related to the plurality of roles played by first responders, the combination of tools used, and the 

range of triggers leading to the use of decision-support tools. In the second phase of the analysis, an additional expert first 

responder through a series of interviews interpreted the results as emanating from a complex interplay of economic factors, 

and the trade-off between personal risk versus potential harm to victims and the environment. This emergent grounded 

theory provides insights into the cultural, contextual, and cognitive differences between decision-support tools used by first 

responders versus those used by clinicians, with implications for the design of more effective tools for first responders.  

Introduction 

Identification of toxic chemicals during emergencies is a complex and stressful task that uses a wide range of decision-

support tools (e.g., WISER
1
), resulting in critical decisions related to rescue, containment, and cleanup. Unfortunately, 

while there exist numerous prescriptions and policies for conducting such operations, few studies have probed the tasks and 

contexts in which such tools are used. 

Method and Results 

Given the practical difficulties of directly observing toxic chemical incidents, we conducted semi-structured interviews with 

first responders experienced in identifying toxic chemicals during chemical emergencies. Using a snowball method, we 

recruited 20 first responders from fire departments, emergency management teams in hospitals, and chemical plants across 

two US states. The participants were asked to describe their role as first responders, and the context, tasks, and tools they 

used during a chemical incident which was potentially hazardous to humans. The interviews were audio-recorded, 

transcribed into 274 pages of text, and subsequently analyzed in two phases using the grounded theory approach.
2
 

In the first phase of the analysis we identified three intersecting themes: (1) First responders played multiple roles during 

an incident. For example, a responder played three different roles including scene response, chemical assessment, and 

hazmat training, out of a total of 11 different roles identified across all participants. (2) First responders used a 

combination of tools to identify the chemicals in an incident. For example, an incident related to identifying a suspicious 

chemical in an abandoned truck required the use of a combustible gas indicator, a pH meter, and tools in a lab to assist 

human judgment in determining the nature of the liquid. (3) First responders encounter multiple triggers to use decision-

support tools including the absence of a sample or Hazmat id, and suspected errors or absence of a reading from meters.  

In the second phase of the analysis, we conducted 3 interviews with an additional expert first responder where we presented 

the above themes with the goal of verifying and deepening our understanding of the results. These interviews revealed two 

overarching explanations for the emergent themes: (1) Hazmat teams that have smaller budgets can afford fewer 

instruments which detect and/or identify chemicals, and therefore possibly rely more heavily on decision-support tools such 

as WISER. Such teams also tend to play more roles compared to teams with larger budgets that have more specialists. (2) 

Some Hazmat teams minimize risk to their first responders by collecting substantial information from different decision-

support tools before entering a hot zone with an unknown chemical; others make calculated risks based on the potential 

harm the delay could cause to victims and the environment. The triggers for tool use are therefore contingent on the 

outcomes of such trade-offs. This emergent grounded theory therefore provides a nuanced understanding of how culture, 

context, and cognition mediate behavior during an emergency incident. The team economics, and risk trade-offs explain the 

critical dimensions by which decision-support tools for emergency response are different from those used by clinicians, and 

provide implications for the development of decision-support tools that are targeted to different types of team sizes and 

decision-making processes, with the goal of enabling more effective responses during emergencies. 

Acknowledgements. Funded by CDC/NIOSH #R21OH009441-01A2. Thanks to A. Bount, K. Murkowski, L. Hanson, & M. Massey.  
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Abstract 

The exponential growth of biomedical data related to complex diseases such as asthma and Alzheimer’s far exceeds 
our cognitive abilities to comprehend it for tasks such as biomarker discovery, pathway identification, and 
molecular-based phenotyping. Here we begin by discussing the theoretical foundations for the emerging field of 
visual analytics, with a focus on the cognitive and task-based motivations to use methods from this field to analyze 
complex biomedical data. Next, we present the state of the practice for one such approach called network 
visualization and analysis, and demonstrate through a concrete example how networks are particularly useful for 
deriving translational insights from complex molecular and phenotype information. This exposition helps to identify 
the strengths and limitations of network analysis that are critical for its practical application. The presentation is 
targeted towards members of interdisciplinary translational teams consisting of translational bioinformaticians, 
biologists, and clinicians, who wish to comprehend the interaction of molecular and phenotype information, leading 
to translational insights. The educational goals include acquiring a theoretical understanding of visual analytics, 
and the practical knowledge to begin the analysis of biomedical data using methods from visual analytics. 

Introduction 

The explosion of molecular information generated by multidimensional measurements of proteins, genes, and 
metabolites, coupled with digital access to patient clinical records has created unprecedented opportunities for a 
more comprehensive understanding of complex diseases such as asthma and Alzheimer’s disease. However, this 
explosion of information has also created a challenge for researchers, especially those in multidisciplinary 
translational science teams, to comprehend and integrate such disparate and large amounts of data. 

One approach to integrate and comprehend such complex information is through methods being developed in the 
new field of visual analytics. We begin by presenting an overview of the evolving theoretical foundations for visual 
analytics, and the cognitive and task-based motivations to use methods from this field to analyze complex 
biomedical data. Next, we focus on one form of visual analytics called networks which are particularly useful for 
analyzing complex molecular and clinical data, with the goal of identifying sub-phenotypes in the disease, and to 
infer the molecular pathways involved in those phenotypes. These analyses reveal the strengths and limitations of 
the method, which are critical for its practical use to analyze ever increasing and complex biomedical data. 

Visual Analytics: Theoretical Foundations  

Visual analytics is defined as the science of analytical reasoning, facilitated by interactive visual interfaces1. The 
primary goal of visual analytics is to augment cognitive reasoning by translating symbolic data (e.g., numbers in a 
spreadsheet) into visualizations (e.g., a scatter plot), which can be manipulated through interaction (e.g., highlight 
only some data points in the scatter plot). As discussed below, visualizations, and interaction with those 
visualizations, are powerful for helping analysts comprehend complex relationships in biomedical data because of 
the nature of human cognition, and the nature of tasks performed by analysts.  

Motivation for Visualization. Visualizations are powerful because they leverage the massively parallel architecture 
of the human visual system consisting of the eye and the visual cortex of the brain.2 This parallel cognitive 
architecture enables the rapid comprehension of multiple graphical relationships simultaneously, which often leads 
to insights about relationships in complex data such as similarities, trends, and anomalies.1 For example, the 
detection of an outlier in a scatter plot is fast because the graphical relationships between the outlier and the rest of 
the points can be processed in parallel by the visual cortex. Such parallel processing is independent of the number of 
non-outlying points and therefore scales up well to large amounts of data. In contrast, finding an outlier in a 
spreadsheet of numbers involves numerical comparisons to identify the outlier, which is dependent on the much 
slower symbolic processing areas of the human brain. Such symbolic processing is serial in nature, and therefore 
highly dependent on the number of data points, which when large can quickly overwhelm an analyst. Data 
visualizations therefore help to shift processing from the slower symbolic processing areas of the human brain, to 
the faster graphical parallel processing of the visual cortex enabling comprehension of large and complex data sets 
such as those currently available for complex diseases such as asthma and Alzheimer’s disease. 

However, not all data visualizations are effective in augmenting cognition. For example, an organizational chart of 
employee names and their locations laid out in a hierarchy based on seniority is not very useful if the task is to 
determine patterns related to the geographical distribution of the employees. Therefore visualizations need to be 
aligned with tasks3, data, and mental representations of the user4, before they can be effective for augmenting cognition. 
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Motivation for Interactivity. While static visualizations of data can be powerful if they are aligned with tasks, data, 
and mental representations, they are often not sufficient for comprehending complex data. This is because data 
analysis typically requires many different tasks performed on the same data such as discovery, inspection, 
confirmation, and explanation5, each requiring different views of the data. Furthermore, when analysis is done in 
teams consisting of different disciplines, each member often requires a different representation of the same data. For 
example, in a translational team, a molecular biologist might be interested in which cytokines are co-expressed 
across patients, whereas a clinician might be interested in the clinical characteristics of patients with similar cytokine 
profiles, and later how they integrate with the molecular information. To address these changes in task and mental 
representation, visualizations require interactivity or the ability to transform parts, or the entire visual representation. 

Theories Related to Visual Analytics. Although the field of visual analytics has drawn on theories and heuristics 
from different disciplines such as cognitive psychology, computer science, and graphic design, the development of 
theories and taxonomies for visual analytics are still in early stages of development1. For example, there are a 
number of attempts to classify visual analytical representations6,7, and interaction methods at different levels of 
granularities and tasks8. One such classification attempt categorizes visual analytical representations into (1) time 
series (e.g., line graphs showing how the expression of different cytokine change over time), (2) statistical 
distributions (e.g., box-and-whisker plots), (3) maps (e.g., pie charts showing percentages of different races at 
different city locations on the US map), (4) hierarchies (e.g., top-down tree showing the management structure of an 
organization), and networks (e.g., a social network of how friends connect to other friends such as on Facebook). 
Once these visualizations are generated, they are considered visual analytical if they enable interaction directly or 
indirectly with part, or all of the information being represented. Examples for such interactivity include transforming 
a top-down tree into a circular tree, coloring nodes in the tree based on specific properties such as gender, or 
dragging a node in the tree to swap its location with another sibling node. Each of these visual analytical methods 
can show trends through animation, or represent “big data” through different granularities of information. 

It is important to note that visual analytics has considerable overlap with the fields of scientific visualization 
(focused on modeling real-world geometric structures such as earthquakes), and information visualization (focused 
on modeling abstract data structures such as relationships). However, visual analytics places a large emphasis on 
approaches that facilitate reasoning and making sense of complex information individually and in groups1, which 
makes this approach particularly pertinent for tasks such as inferring biological pathways from molecular and 
clinical information in translational teams. 

Visual Analytics: Application to Translational Science 

As described above, there are numerous visual analytical representations that have been proposed and used. 
However, networks9 are one of the most advanced forms of visual analytics because they enable not only an 
interactive visualization of complex associations, but because they are based on a graph representation, also enable 
the quantitative analysis and validation of the patterns that become salient through the visualization. This visual and 
quantitative coupling enables comprehension and significance, both of which are critical in translational research.  

Network Visualization and Analysis. Networks have been used to analyze a wide range of molecular measurements 
related to gene regulation10, disease-gene associations11, and disease-protein associations.12 A network (also called a 
graph) consists of a set of nodes, connected in pairs by edges; nodes represent one or more types of entities (e.g., 
patients or cytokines). Edges between nodes represent a specific relationship between the entities (e.g., a patient has 
a particular cytokine expression value). Figure 1 shows a bipartite network where edges exist only between different 
types of entities9, in this case between asthma patients and 
cytokines.  

Network analysis of biomedical data typically consists of three 
steps: (1) exploratory visual analysis to identify emergent 
bipartite relationships such as between patients and cytokines; 
(2) quantitative analysis through the use of methods 
suggested by the emergent visual patterns; (3) inference of the 
biological mechanisms such as across different emergent 
phenotypes. This three-step method used across several 
studies5,13,14 has revealed complex but comprehensible visual 
patterns, each prompting the use of quantitative methods that 
make appropriate assumptions about the underlying data, 
which in turn have led to inferences about the biomarkers and 
underlying mechanisms involved.  

For example, Figure 1 shows the results of using the above 
method to analyze asthma patients and cytokine profiles.14 The 

 
Fig. 1.  Bipartite network analysis of asthma patients 
and cytokines. Three clusters of patients (encircled with 
blue shapes) have a complex but understandable 
relationship with three clusters of cytokines (colored 
nodes). The results led to the identification of molecular-
based sub-phenotypes, and their inferred pathways.14
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figure shows a bipartite network where black nodes represent asthma patients, colored nodes represent candidate 
cytokines, and the edges connecting the nodes represent normalized cytokine expression. Global patterns between 
patients and cytokines in the network were visualized and analyzed using the Kamada-Kawai layout algorithm9. 
This algorithm pulls together nodes that are strongly connected, and pushes apart nodes that are not. The result is 
that nodes with a similar pattern of connections are placed close to each other, and those that are dissimilar are 
pushed apart. Because the network analysis suggested the existence of strong clustering, the visual results were 
quantitatively verified using hierarchical clustering to identify the boundaries for the patient and cytokine clusters, 
and validated by comparing them to 1000 random networks of the same size and node distribution. The results 
revealed 3 clusters of patients (encircled by the blue shapes) that had a complex but understandable relationship with 
three clusters of cytokines (colored nodes).  

These results led to the identification of three sub-phenotypes of asthma, and their inferred biological pathways. For 
example, Patient Cluster-1 (at the bottom of the figure) had a strong association with the cytokine cluster containing 
Eotaxin and IL-4. This strong co-occurrence of cytokines within Patient Cluster-1 suggested a sub-phenotype that 
has a T-helper-2 (Th2) lymphocyte-skewed immune response. Such a response is known to result in the secretion of 
IL-4, which in turn triggers Eotaxin production by non-immune cells such as bronchial epithelial cells, fibroblasts, 
and smooth muscle cells, that precipitate downstream actions including the activation and recruitment of tissue-
resident eosinophils, an important marker of early stage asthma. The network visualization and analysis therefore 
helped to identify sub-phenotypes of asthma and their inferred biological pathways, which led to translational 
insights for therapeutics that are targeted to specific biological processes.  

Strengths and Limitations of Network Analysis. The strengths of networks include a unified representation for both 
sides of a bipartite relationship (e.g., patients and cytokines), common in data analyzed by interdisciplinary 
translational teams, in addition to the nature of each relationship through the edge weights. As demonstrated above, 
this unified representation enables the rapid comprehension of underlying biological mechanisms. Furthermore, it 
guides the use of appropriate measures to verify and quantitatively analyze the observed patterns, and therefore 
requires no a priori assumptions about the relationships. The limitations include a constraint on the number of 
variables that can be simultaneously represented through graphical properties such as color, size and shape, which 
often requires alternate or multiple visual analytical representations to conduct a comprehensive analysis of all the 
variables. 

Target Audience and Educational Goals 

This presentation is targeted towards members of interdisciplinary translational teams consisting of translational 
bioinformaticians, biologists, and clinicians, who wish to comprehend the complex interaction of molecular and 
phenotype information, leading to translational insights. The educational goals include (1) a theoretical 
understanding of visual analytics, (2) the practical knowledge to design the analysis of biomedical data using visual 
analytics, (3) motivation and concepts to use network analysis, and (4) the strengths and limitations of the method, 
which guides the appropriate use of this emerging methodology. 
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Abstract 

This poster presents on preliminary findings of a 
quasi-experimental study that investigates the effects 
of exposing undergraduate health informatics 
professional students to an electronic health record 
(EHR). The study findings revealed competencies in 
the following areas improved after students were 
exposed to an EHR: (a) information management, (b) 
clinical and health sciences, (d) management and (e) 
Canadian healthcare system knowledge. 

Introduction 

Governments are modernizing healthcare systems by 
implementing electronic health records (EHRs).  This 
rise in the number of EHRs, there has emerged a 
demand for qualified health informatics 
professionals.  In this poster presentation the authors 
report on the preliminary findings of a quasi-
experimental study that examines the effects of 
introducing health informatics students to an EHR as 
part of a course about EHRs and decision support 
systems.   

Background 

Countries are incentivizing healthcare organizations 
and physicians to adopt EHRs.  This has led to 
demands for competent health informatics 
professionals that understand how EHRs work.  In 
the research literature, there has been more of an 
interest in educating physicians and nurses about the 
technology [1].  Less emphasis has been placed on 
undergraduate health informatics professional 
education and the effects of introducing students to 
EHRs within the context of a four year, 
undergraduate health informatics program.  To date, 
few studies have reported upon the impact of EHR 
upon student development of health informatics 
professional competencies.   

Methods 

23 students took part in this quasi-experimental 
study, which took place during a mandatory 
undergraduate level course in health informatics.  
Students were asked to complete a demographic 
questionnaire and to self-rate their health informatics 

competencies two weeks after the course began (i.e. 
before introducing the EHR), and at the end of the 
course (i.e. 12 weeks later – after “hands on” 
exposure to an EHR).    

Results 

Health informatics competencies improved after 10 
weeks of classroom-based “hands on use” of an EHR.  
There were statistically significant improvements in 
10 out of the 18 (56%) health informatics 
competencies at the 0.05 level. Competencies that 
improved included those that were specific to: 
information management, the clinical and health 
sciences, management (e.g. project management and 
systems implementation), and the Canadian 
healthcare system. Although the study results are 
significant, student maturation and exposure to other 
health informatics courses may have led to health 
informatics competencies development rather than 
exposure to an EHR. 

Discussion 

This research demonstrates that providing students 
with “hands-on” exposure to an EHR within a 
classroom context can improve health informatics 
professional competencies.  Prior research has 
focused on physician or nurse health IT 
competencies.  In contrast, the work presented in this 
abstract represents a contribution to the literature as 
one of the few studies that examines the effects of 
EHR exposure in the classroom on undergraduate 
health informatics student competency development. 
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Abstract 
Peripheral nerve injuries (PNIs) are an adverse complication from surgery.  This  quality project has four 

objectives: 1)  To raise the awareness of peripheral nerve injury for operating room (OR) nurses; 2) to implement a 

decision support screen to assist in the patient assessment and offer evidence-based interventions; 3) to improve the 

nursing documentation of patient positioning; and 4) to decrease the overall incidence of PNI.   
 

Introduction 
 A PNI is defined as the interruption of electrical activity that affects either the motor, or sensory, or to both nerve 

functions.  The PNI incidence rates for upper or lower extremities range from 0.02% to 21% 1.  The causes of a PNI 

are considered multifactorial and risk factors play a significant increasing a patient’s susceptibility2, 3.   

 

Methods 
This project introduced the OR nurses to decision support with the implementation of a PNI risk assessment screen.  

Study design was quasi-experimental, involving all 44 operating rooms in an academic medical center. Primary 

outcomes included an increase in both PNI knowledge and documentation of interventions. Nurses were also 

introduced to basic decision support and reminders instructed them to document patient positioning interventions.  
       

Evaluation 
Baseline data was obtained via retrospective audit of nursing documentation on patient positioning.  PNI assessment 

screen components were validated with OR nursing experts.   Use-case document assisted with determining the 

limitations of the PNI screen an investigator developed online survey that was used as a reference point on 

measuring baseline nursing knowledge about PNI before the educational presentation.  Education on PNI and an 

introduction of the PNI assessment screen was accomplished.  PNI incidence rates were determined using ICD-9 

codes.    

 

Outcomes 
The PNI decision support screen was voluntary, with the average usage rate over 60 days was 51%.  There was an 
increase in OR chart nursing documentation of PNI interventions from 63% to 92%, which was statistically 

significant.  OR nurses agreed that decision support has the potential to improve patient outcomes. Due to the low 

frequency and the study duration it was not possible to demonstrate a decrease in the PNI incidence rates. However, 

these data will now be tracked over longer time intervals. Baseline incidence rates   of common areas of PNI injury 

are consistent with previous studies in other organizations. 

 

Conclusion 
Educational program on PNI and the decision support screen raised the OR nurses awareness, improved 

documentation, and was well accepted by the staff.  The two reminders had a positive effect on documenting patient 

care and PNI interventions.  Decision support had minimal impact in their workflow according to post-survey 

results.  Site visits were crucial for sustainability and interest in PNI screen. 
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Abstract: The functionality of a “federated query” is slightly ambiguous yet important to understand when used in 
the context of federating heterogeneous biomedical data sources.  In this poster three different types of federated 
queries are described in terms of query processing, query results, user utilization rates, and query times. 

Introduction:  Federated database systems have been around for quite sometime although mention of federated 
systems and federated queries still leave us somewhat unclear as to what the underlying capabilities are. As an 
illustration, we describe three federated query types that have been implemented using the FURTHeR framework [1, 
2] and how each impacts query processing, query results, user utilizations rates, and the query times for each type. 

Federated Query Types: FURTHeR’s web-based query front-end is a modified version of i2b2’s and currently 
supports the following objects Person, Person Location, Provider, Encounter, Diagnosis Observation, Procedure 
Observation, Lab Result Observation, Medication Order, and Specimen. The where clause of the query supports all 
of these objects whereas the select clause is restricted to Persons or Persons counts. Federated query types are 
specified by users when they are ready to “Run [the] Query.” The three federated query types are as follows: 
 

1) Person Counts – query all databases and return a count of persons from each; simplest and fastest query type. 
The query processing steps are as follows: 

a) Determine which databases have sufficient data to answer the query. 
b) For each database identified in 1a, translate the logical query into a physical query and execute. 
c) Report query results; integer counts from each database.  

2) Person Counts with Intersections and Sums – query all databases and return the sum and intersection of 
persons; a person-to-person map or common identifier must exist.  The first two query processing steps are 
identical to 1a and 1b.  After 1b, the steps are as follows: 

c) Query results from each database are Person records; translate and merge all Person records to the 
canonical model and store in an in-memory database.  

d) Query the in-memory query results for patient counts, intersections, sums, and report the results. 
e) Optionally query the in-memory database for aggregated demographic profiles and report the results. 

3) Stepwise Queries – perform a type 2 query and use the results for criterion in a new query; requires a person-
to-person map or common identifier. This is useful in the absence of database-to-database table joins. An 
example use case: one database has laboratory test results (db1) and one does not (db2); by querying for 
laboratory results in db1 and using the results as criterion for a second query issued to db2, laboratory criterion 
from db1 have been effectively joined with data from db2. 
 

Results: Over a period of 8 months researchers queried FURTHeR 692 times: 223 type 1 queries (32%; query time 
M=52 sec, SD=160 sec), 420 type 2 (62%; query time M=130 sec, SD=219 sec), and 39 type 3 (6%; query M=56 
sec, SD=80 sec).  Our original assumption was that query type 1 would overtake query type 2 because of the faster 
query time, but the features offered by type 2 queries are obviously worth the wait.  We believe the low utilization of 
type 3 queries is due to lack of education and usability issues with the query tool.  It was not originally designed to 
communicate the nuances of federated systems to its users.  
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Abstract 

A new set of standards are emerging for providing interoperable clinical decision support (CDS) services but 

transitioning from legacy systems to these new technologies is often challenging. We are finding frames to be a 

useful abstraction architecture for bridging a variety of new and existing functionality into a unified CDS service to 

support the next-generation of clinical workflow applications under development at the U.S. Department of Veterans 

Affairs (VA). 

 

Introduction 

The goal of the Health Management Platform (HMP) is to augment and enhance the VA’s aging electronic medical 

record (EMR) infrastructure with a modern, web-based, modular platform and a set of new workflow-driven and 

team-collaborative clinical applications. 

 

A core component of this platform is an engine capable of providing a full spectrum of advanced CDS services. This 

engine must be able to 1) bridge legacy VA systems that currently provide some existing CDS services, 2) be able to 

incorporate emerging CDS technologies and 3) have the flexibility to utilize a variety of knowledge representations 

and data processing models. No existing CDS systems have been found that support all these requirements. 

Methods 

Frames are simple Java classes, loosely modeled on Arden Syntax, that serve as an abstraction to programmatic 

logic or other knowledge representations.  They declare meta-data, one or more trigger conditions and optionally 

input or configuration parameters.  A Frame Registry stores and indexes all available frames. Many frames consist 

of hand-coded Java logic.  Frames may also delegate to other systems, such as invoking the JBoss Drools engine or 

utilizing remote procedure calls (RPC) to VistA to execute legacy alerts, reminders and order checks.  Frames are 

capable of user interaction if desired.  They can utilize any services or functionality available within the HMP, 

including terminology and database query services. 

A Frame Engine uses an event model that incorporates data-driven, time-driven and user-driven interactions.  Each 

event is evaluated against all the trigger conditions in the Frame Registry, producing a candidate list of frames for 

execution. Each frame, in turn, may return zero or more actions when executed. These actions can take many forms, 

including tabular data results, alerts, context-sensitive actions or order recommendations.   

Results 

The prototype Frame Engine is heavily utilized by HMP to generate clinical alerts and to contribute context-

sensitive links, actions and recommendations to users.  It also supports clinical data web-services and organizes data 

for visualizations. We have successfully wrapped legacy VistA functionality (CPRS Reminders), Infobutton 

Manager results and limited JBoss Drools functionality into frames.  We plan to explore publishing and consuming 

OpenCDS-compatible services in addition to developing additional bridging capabilities via GELLO and Arden 

Syntax interpreters. 

 

A prototype of HMP, including the Frame Engine, has been published as open-source software to OSHERA.org. 

Conclusion 

The frame abstraction approach can be quite flexible and looks promising for delivering a variety of knowledge-

driven clinical functionality.  More work will be needed to prove its flexibility and reliability before it’s ready for 

wide deployment and utilization. 
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Novel Phenotype Development Using Non-Traditional Multilevel 

Population-Based Attributes 
MK. Breitenstein, KA. Monsen 
 
Abstract: Population-based interventions aim to increase health outcomes by solving problems at 
multiple social levels (individual to population) that are not traditionally healthcare related. Public 
Health Nurses were found to administer their population-based interventions on nontraditional 
healthcare attributes and across all social levels. Current informatics solutions do not appropriately 
synthesize nontraditional multilevel attributes, prohibiting appropriate allocation of resources despite 
the strength population-based intervention frameworks.  Non-traditional multilevel patient attributes, 
as detailed in our poster, need to be accounted for in future phenotyping endeavors.  
 
Introduction:  
Population-based interventions aim to increase health outcomes by solving problems at multiple social 
levels (individual to population) that are not traditionally health related. With the recent 
implementation of reimbursement policy experiments healthcare is becoming increasingly interested in 
the broad domain of Population Health. Population-based intervention frameworks, such as the Omaha 
System (Martin 2005), enable both systematic delivery of multilevel interventions and capture attributes 
and events through corresponding terminologies. However, current informatics solutions do not 
appropriately synthesize multilevel attributes, prohibiting appropriate allocation of resources despite 
the strength of the intervention framework. Further, literature currently available has not evaluated to 
what extent population-based intervention frameworks result in multilevel intervention. 
 
Methods: Public health nurses (PHNs) from 39 county public health agencies in MN were surveyed 
based on their intervention practices across 9 common domains.  The survey instrument asked nurses to 
indicate all levels of social grouping for which they administer care for individual measures within each 
of these 9 domains.  
 
Results: A majority of PHNs administer their interventions at an individual and family level (85%) while a 
minority of those same nurses administered interventions at a community (49%) and system (36%) level. 
 
Conclusion: Since many interventions are administered beyond the individual level there is reason to 
evaluate the extent to which multilevel non-traditional health attributes impact health and can be 
characterized at an individual level. These non-traditional multilevel patient attributes need to be 
accounted for in future phenotyping endeavors. 
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Abstract 

As informatics applications grow from being data collection tools to platforms for action, the boundary 
between what constitutes informatics applications and therapeutic interventions begins to blur.  Emerging 
computer-driven technologies such as virtual reality (VR) and mHealth apps may serve as clinical interventions.  As 
part of a larger project intended to provide complements to cognitive behavioral approaches to health behavior 
change, an interactive scenario was designed to permit unstructured play inside an immersive 6-sided VR CAVE. In 
this pilot study we examined the technical and functional performance of the CAVE scenario, human tolerance of 
immersive CAVE experiences, and explored human imagination and the manner in which activity in the CAVE 
scenarios varied by an individual’s level of imagination. Nine adult volunteers participated in a pilot-and-feasibility 
study. Participants tolerated 15 minute long exposure to the scenarios, and navigated through the virtual world. 
Relationship between personal characteristics and behaviors are reported and explored. 

Introduction 

Achieving the goals of Healthy People 2020 rests not only on the effective engagement of patients and clinicians but 
innovative use of technologies to support healthy behavior.  Consumer-facing health promotion and health behavior 
change interventions have benefited from informatics innovations in consumer health informatics, including health-
related web sites1, home care applications of telemedicine strategies2, and personal health records3.  As new 
technologies emerge, including mHealth and virtual reality, the boundary between technologies that remind, 
document, and guide interventions (the traditional purview of clinical biomedical informatics) and those that 
themselves serve AS interventions is slowly dissolving, and technology increasingly serves not only as a way to 
initiate or document an intervention but also as the intervention itself. Technology-supported interventions assume 
increased importance in driving efficient ways to reach large groups, and afford not-yet-available opportunities for 
creative and innovative approaches to health promotion. 

Successfully engaging patients in adopting positive health behaviors and extinguishing negative ones may rely more 
on expanding their capacities for imagination than on the plethora of currently available cognitive behavioral 
approaches.  Imagination, the ability to conjure a visceral mental experience of something not previously sensed,  
shares key features of other complementary and alternative therapies, such as mindfulness meditation.  With proper 
training and practice, imagination may help people form a robust basis for healthy living.  Yet systematic study of 
imagination and its potential for clinical value has remained out of grasp for the over 100 years that psychologists 
have realized its importance.  Recent developments in engineering and computer technologies such as virtual reality 
now afford the chance to systematically create novel interventions that stimulate imagination, unhampered by the 
challenges faced by existing clinical- and community-delivered cognitive behavioral approaches.   
 
Determining how to devise clinical interventions delivered through emerging computer technologies, particularly 
those that afford rich visualization experiences is an important informatics challenge. The pilot study reported here 
documents the development and feasibility evaluation of an informatics intervention, delivered through immersive 
virtual reality. In a virtual reality Cave Automatic Virtual Environment (CAVE) we created two scenarios, one 
abstract and one realistic, and examined the technical and functional performance of the CAVE scenario, human 
tolerance of immersive CAVE experiences, and explored human imagination and the manner in which activity in the 
CAVE scenarios varied by an individual’s level of imagination. 

Background and Significance 

While getting people to follow clinical advice is necessary for healthy living and avoiding disease, current health 
promotion approaches are labor intensive, not scalable to large populations, and require a high level of awareness 
and motivation. Cultivating imagination, the ability to conjure a visceral mental experience of something not 
previously sensed, could stimulate people to define problems in novel, unconstrained, personally meaningful ways 
and then devise innovative responses to known health threats or develop novel responses to unexpected threats. 
Considered both a mental process and an attribute of individuals, imagination emerges in childhood, develops 
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throughout life and shapes how we view the world and its possibilities4,5.  Imagination as a general-purpose skill 
might have therapeutic potential to enable people to construct positive health states aligned with personal values, 
and act in accord in a purposeful manner to achieve those states.    

Increasingly many disciplines are realizing the importance of imagination. It appears that imagination, like 
mindfulness meditation, rests on three tenets: intention (deliberately addressing a topical area or concern); attention 
(devoting systemic effort, guided both by external forces and internal motivation), and attitudes (the gradual release 
from prior negative or restrictive world views toward embracing new, more positive and more effective ones)6.  Also 
like mindfulness meditation, imagination may operate directly through controlled mental rehearsal process, or 
indirectly, as a byproduct of spontaneous daydreaming, fantasizing and other non-cognitive mental experiences.  
However, while mindfulness meditation approaches focus on awareness and acceptance of what is7, 6, imagination is 
unbounded by neither realizable states nor personal aspirations, and permits explicit incorporation of sensory 
experiences8. 
 
Imagination may complement or supplant current strategies, such as cognitive behavioral approaches (CBA), for 
extinguishing unhealthful behaviors and promoting healthful ones. CBA, effective for some situations such as 
smoking cessation9, nonetheless suffer from being problem-focused and lack systematic mechanisms to address 
lifelong health challenges. Demonstrating that cultivating imagination leads to good health outcomes has the 
potential to develop a case for the use of imagination as a tool to significantly reduce the 50% of premature 
morbidity and mortality attributable to lifestyle choices. New understandings arising from human-computer 
interactions and brain-behavior connections can accelerate development of robust interventions. 
 
Although the clinical and scholarly value of imagination is well established, until recently science and aesthetics 
lacked the means to create systematic interventions to stimulate it. Virtual reality (VR) environments may prove 
fruitful for stimulating imagination and strengthening imaginative skill. Immersive VR, such as that delivered in 
specialized rooms known as CAVEs, surrounds a participant in a synthetic world in which they can move about. 
Experiences in such environments can be set up for positive, open-ended, engaged performance by the participant. 
The virtual experience can provide a safe space, placing participants into a space beyond their established self-
inhibitions, allowing for active exercises. Such virtual experiences have the potential to cultivate the skill of 
imagination by providing situations that enable unstructured play. By doing “imagination exercises” in the 
controlled environment of a virtual world where imagination can be expressed easily, we can give a person practice 
at employing their imagination, boosting their confidence in their use of this skill, and capacity for evoking it in a 
sustained way.   
 
Virtual reality presents individuals with visual stimuli that afford an experience of being immersed in a place remote 
from where one actually is10.  Using 3D glasses and a specialized computer interface, individuals experience sensory 
stimuli (visual, auditory, and tactile) to experience a sense of “being elsewhere”, known as a sense of presence. In 
health care, one finds three primary implementations of virtual reality: through standard desk computer interfaces 
(most often those found in computer gaming and simulated environments such as Second Life™), head-mounted 
displays (HMD), and immersion rooms called CAVEs. Standard computer VR experiences draw the viewer’s 
attention to a desktop display and do not afford total body immersion. HMDs use a helmet-type device, tethered to a 
computer, to display coordinated images on two small over-eye screens. As the screens are so close to the user’s 
eyes, the user sees only the rendered environment, thus replacing their normal view of the real world. This 
unfortunately means that the user can no longer see their body, or those around them. In immersive VR CAVEs, 
participants use active or passive stereo glasses to view 3D images projected onto screens, thereby enabling users to 
still see their own bodies and other participants in the scene. VR CAVEs are large enough to allow participants to 
make whole-body movements, thus enabling the behavioral and kinesthetic experiences likely to stimulate 
imagination.    
 
Therapeutic applications of virtual reality are growing, including mitigating chronic and acute pain through 
distraction interventions11, and managing phobias through rehearsal and visual feedback12. Several studies have 
focused on imagination and its therapeutic properties; for example, in Italy, Manzoni and Riva’s group13,14,15 used 
VR’s capacity to support imagination to explore relaxation training for “emotional eaters”. Zhen Bai16 uses an 
interactive augmented reality system to allow children living with autism to experience “pretend play”. Other health 
applications of VR include social support17; psychomotor skills training18and health professionals’ education.  
Practice with a temporal bone simulator was found to enhance skills in mastoid surgery19 Sabus and colleagues20 

136



  

created a Second Life household simulation to allow inter-professional students to assess and plan responses to 
home hazards.  To date, then, there is growth in the use of a wide range of interventions denoted as virtual reality for 
clinical education and therapeutic uses.  
  
In this pilot study we examined the technical and functional performance of the CAVE scenario, determined human 
tolerance of immersive CAVE experiences, explored human imagination and evaluated the manner in which activity 
in the CAVE scenarios varied according to an individual’s level of imagination. 

Method 

Setting and Sample 
 
After receiving human subjects’ approval, we recruited students from the general population of a Midwestern 
university through several methods, including printed flyers posted in multiple buildings around campus and an 
online post in the student job center. The pilot study took place in the C6 Virtual Reality Cave Automatic Virtual 
Environment (CAVE) in the Living Environments Laboratory at the University of Wisconsin-Madison.  

 
Equipment and Setup  
 
We created a fully-immersive CAVE, a room in which coordinated projectors create 3D realistic-appearing 
rendering on the walls, ceiling and floor. Our CAVE is a six-sided (C6), 12-channel HD CAVE type display system. 
It has four rear-projection display walls, one rear-projection solid acrylic floor and one rear projected ceiling. The 
size of each surface is 9’6” x 9’6” and displays the images from two Digital Projection Titan 1080p 3D projectors. 
The images projected are blended in the middle of each surface combining for a total of 1920 x 1920 pixels and 
maximum brightness of 4,500 lumens per projector. The floor and ceiling surfaces each utilize one 41” x 78” mirror 
per projector (four total) to achieve the correct distance from projector to surface. To generate the images projected 
onto the six-sided CAVE, 12 projectors in total are utilized, two projectors per side.  The system also has a 5.1 
surround sound audio system. 

 
Images in the CAVE are presented in 3D stereo coordinated through Intersense IS-900 VETracker Processor and 
Head Trackers (Model: 100-91003-AWHT) for full user-viewpoint-dependent stereoscopic viewing. Ultrasonic 
tracking emitters embedded into the CAVETM corners between the vertical walls and between the ceiling and walls 
provide full 6-DoF tracking of the head and wand. The head tracking units are placed on realD CE4 goggles (Model: 
100103-04) worn by the participant while the wands are used to both navigate virtually through space and interact 
with virtual objects. One wall of the CAVE can be moved aside to permit entry into the space. Individuals enter the 
CAVE wearing special goggles; they interact with object using a hand-held device, a wireless MicroTrax Wands. 
We have developed over 2-dozen representations of real and abstract virtual environments, referred to as scenarios, 
each of which can be loaded into the space in a matter of seconds. The CAVE allows all scenarios to be not only 
experienced in 3D, but also at scale, so that a participant can ‘walk through’ the virtual rendering of the real or 
imagined space. For the purpose of this project we used two of those spaces, an abstract, dimension-less space and 
the kitchen in a virtual apartment.       

 
The Imagination Scenario  
 
The Imagination Scenario environment is a soft colored abstract, non-
dimensional space. Five 8” square, pastel-colored blocks rest on a circular 
platform suspended in the space. Participants use the wand to select and lift 
blocks, place them anywhere in the space, and attach one block to another block 
to construct structures. The blocks make a chime sound when moved or touched 
with the wand adding to the auditory experience. Each time a block is selected 
and moved from the platform, a new and identical block appears in the original 
spot to replace it. Participants can also move within the scenario environment by 
walking around the space or by using the joystick on the wand to navigate 
through space. In this scenario, the laws of gravity do not apply to the blocks and 
participants are able to traverse the environment as if they are flying around the 
soft colored background.  
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The Kitchen Scenario  
 

We ‘built’ a typical one-bedroom apartment in the CAVE, with 
furnishings, wall colors, and flooring images depicting what one might 
see in a residential dwelling. Like in the Imagination Scenario, 
participants can walk around the space or navigate using a joystick. 
The kitchen served as the focus for this study. The kitchen is equipped 
with virtual representations of typical household items, including 48 
wand-movable objects (cups, pots & pans, food packages) that 
participants can interact with in this scenario. Cupboard doors can be 
opened and faucets turned on, accompanied by the expected sounds 
and image changes. Objects in the kitchen display expected physical 
properties, such as falling when dropped. 

 
Variables and Instruments   
 
In this pilot study we evaluated the stability of the two scenarios, the quality of the experience and the response of 
participants. Stability was measured by un-interrupted performance intervals, and interruptions were recorded as 
performance failures. Quality of the experience was measured as an assessment of usability (measured by System 
Usability Scale21) and presence (measured by the I Group Presence Questionnaire22).  The System Usability Scale 
(SUS) is a ten-item questionnaire that provides the overall subject’s assessment of usability. These items are answer 
using a 5-point Likert scale. The SUS has been used in the software industry since the mid 90’s. The IGroup 
Presence Questionnaire has 14-items which are rated using a five-point scale. In a study of 296 participants, this 
scale had an alpha coefficient of 0.87. The response of participants was measured through activity (number of 
objects engaged with; motion in the scenario).  Because cultivating imagination was the long-term goal of the 
project for which these scenarios were built, we also examined human imagination ability using Thompson’s two-
factor imagination scale23. Thomson's 2-Factor Imagination Scale is a 22-item questionnaire, which has two possible 
answers: "More Often True" or "Less Often True.". This instrument is one of few instruments that assess levels of 
spontaneous and controlled imagination. The research team developed a participant background and post-experiment 
questionnaires, as well as a trial note template to record observations of participant activity (event times, mood) 
during each trial.  
 
Experimental Conditions 
 
Two experimental conditions were designed to stimulate spontaneous (Imagination Scenario) or controlled (Kitchen 
Scenario) imagination. Participants experienced both scenarios. 
 
Procedure 
 
All participants followed the same procedure: initial assessment, training, 15 minute exposure to scenario 1, 10 
minute break, and 15 minute exposure to scenario 2. The order of exposure to the Kitchen scenario and the 
Imagination scenario were randomized. The entire procedure took less than 90 minutes.  Participants underwent a 10 
minute training scenario to become familiar with the equipment used to observe images and interact with objects in 
the CAVE system. Participants were given a minimum set of instructions designed to encourage exploration of both 
scenarios. Three research assistants were present during each of the study sessions: one assistant administered all the 
questionnaires and was the main point of contact with the participants, the second assistant was in charge of running 
the CAVE system and captured the data output from the system, and the third assistant took notes throughout the 
whole session using a standardized note-taking sheet and a stop watch to manage the time.   
 
Data Collection and Analysis 

 
In the initial assessment, participants completed the Thompson Two-Factor Imagination Scale and basic 
demographics and physical characteristics. At the end of each scenario exposure participants completed the usability 
and presence questionnaires. At the end of the experimental period participants completed a post-experiment survey 
and participant background questionnaire. 
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We employed several strategies to document movement and activity during the CAVE scenarios. The first-person 
perspective images visible to the participant in scenario were displayed and recorded on a computer monitor near the 
CAVE. The following information was collected from both scenarios using the CAVE tracking mechanism: distance 
traveled by foot, distance traveled with wand’s joystick, number of times participants pressed any buttons on the 
wand, number of unique objects selected, number of repeated objects selected, and total hold time of all objects. In 
the Imagination Scenario two more values were collected: number of constructions made and number of times the 
scenario was reset.  A research assistant used the note-taking sheet to document key activities performed inside the 
CAVE by viewing the displayed scenario in the computer and monitor. Any verbal comments or remarks were 
recorded in the notes. 

 
Responses to questionnaires were double-entered into an Excel spreadsheet. Computer-acquired CAVE tracking 
output was directly entered. Descriptive statistics and graphical analysis techniques were employed to evaluate the 
pilot study. Inferential statistics and cross-group comparison were not employed due to the pilot-study nature of this 
work.  

Results 

Recruitment   
 
Nine adult students (three men and six women) agreed to participate in this pilot study.  The mean age of 
participants was 21.4 years old, ranging from 18 to 36 years old.  

 
Feasibility of the Immersive CAVE Intervention 
 
We evaluated the two scenarios (Imagination, Kitchen) based on three parameters: stability of the immersive 
scenario, quality of the scenario experience, and participant response. 
 
Stability of the Immersive Experience 
 
During the session of participant Part02, the kitchen radio was not working correctly and no music played during the 
15 minutes session, before the next participant this bug was fixed. For three participants (Part02, Part03, Part04), the 
system had another software bug that made the imagination scenario respond more slowly as people added more 
blocks. During the session of Part03, the system crashed twice during the Imagination Scenario. The second time the 
system crashed was after ten minutes. Because it had already crashed and there was not a quick fix for the problem, 
the principal research assistant decided to continue with the rest of the protocol and not have the participant repeat 
the entire scenario. The video capture and data output from the Imagination Scenario for Part03 is only ten minutes 
long, and this data was included in all the analysis for this report. Also, during the first three sessions (Part02, 
Part03, and Part04) the tracking of the distance traveled by foot inside the CAVE was not recorded. Both of these 
bugs were fixed before the session of the fourth participant.   

 
Quality of the Scenario Experience 
 
We evaluated scenario experience quality by examining usability and presence. 
 

Usability: We examined usability three times: 
once after each scenario (where the referent was 
the specific scenario) and in the post-
experiment survey (whole system).  The mean 
usability score for the imagination scenario 
(72.78, 95 % CI [59.73, 85.83]) was higher than 
the mean usability score for the kitchen (67.5, 
95% CI [57.24, 77.76]). Figure 1 depicts the 
three usability scores by participant.  
 
Figure 1 Usability score for whole system, 
Imagination Scenario and Kitchen Scenario 
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Presence: The I Presence instrument provided four values for measuring this construct. The first measurement 
comes directly from Slater, Usoh & Steed24, asking people for the sense of being in the virtual scenario (Figure 2). 
Additional measures evaluate spatial presence (5 items; Figure 3), involvement in the scenario (4 items), (Figure 4) 
and finally experienced realism based on 4 items (Figure 5).  Scores by person for each scenario are reported. 
 

 
Figure 2 Sense of Being There in Imagination 
Scenario and the Kitchen Scenario 
 
 
 
 
 
 
 
 
 
 

 
Five participants reported that the Kitchen Scenario provided a greater sense of “being there”. Two participants had 
an equal sense of presence in both scenarios. Only two participants reported having a greater sense of presence in 
the Imagination Scenario. 

Figure 3 Spatial Presence in the Imagination 
Scenario and Kitchen Scenario 
 
 
 
 
 
 
 
 
 
 
All participants reported having a greater 

spatial presence in the kitchen. The soft colored background of the Imagination Scenario lacks spatial references, 
whereas the Kitchen Scenario has walls and dimensions that are similar to a real-life kitchen. 
 

 
Figure 4 Involvement in the Imagination 
Scenario and the Kitchen Scenario 
 
 
 
 
 
 
 
 
 

 
The majority of participants felt more involved in the Kitchen Scenario, except for Part06. After reviewing the 
recorded video, this participant expended a lot of time moving around the borders of both scenarios and exploring 
multiple features that no other participant found in the Imagination Scenario.  
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Figure 5 Experience Realism Both 
Scenarios 
 
 
 
 
 
 
 
 
 
 

Four participants experienced a greater sense of realism in the imagination scenario than the kitchen. This scenario 
does not resemble any environment that people had interacted with before. 
 
Participant Response   
 
We examined participant response by evaluating the ability of participants to complete the study protocol and by 
examining their activity while in the scenarios. No participant asked to be removed from the CAVE. The average 
time of completion of the whole protocol was 75 minutes. This time was calculated from the time participants 
entered and until they exited the laboratory. The maximum time for a session was 89 minutes and the shortest time 
was 67 minutes.  Two participants reported filling sick or nauseous during their sessions when answering the post-
experiment survey. Another two participants reported not experiencing sickness or nausea but commented that they 
had a mild dizziness at the beginning of the session and when the scenario axis was tilted. All participants were able 
to complete both scenarios and the majority of people asked to shorten the 10-minute break. 
 
Activity in the Scenarios   
 
Observing participants’ activities during the scenarios provided an additional perspective on participants’ responses 
in the VR scenarios.  We examined exploratory activity level (distance traveled and object interaction).  We also 
evaluated how activity level varied by imagination as assessed on the Thompson Two-Factor Imagination Scale.  
Because this is a pilot study, only descriptive statistics are reported.  
 
Thompson Two-Factor Imagination Scale   
 
The mean of the imagination scale was: 41.33, 95% CI [34.46, 48.21]. Thompson (2008) provides a heuristic to 
determine the type of imagination: a score under 45 means the individual has low spontaneous imagination, higher 
than 60 is classified as high spontaneous imagination, proportionate spontaneous or controlled imagination is 
between 46 and 59. Figure 1 shows the distribution of all the participants in this pilot.  
 

 
Figure 6 Number of participants displaying each 
type of imagination 
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Activity Level in Scenarios: Travel Distance 
 
Participants moved around within the scenarios using two different modes: walking in the CAVE or navigation via 
the wand’s joystick. The average distance travelled in both scenarios by foot was 61.5 meters and 110 meters with 
the wand.  Figure 6 and Figure 7 show the amount of traveling participants performed during each of the scenarios. 
For Part02, Part03 and Part04 the system did not record the distance travelled by foot. On the other hand, Part05 
barely traveled with the wand in the imagination scenario (1.51 meters with wand versus 123 meters by foot), and 
Part08 did not travel at all with the wand in the kitchen scenario.  These two participants did all the exploration and 
travelling with their own feet, moving themselves inside the limits of the CAVE.  
 

                           
Figure 7 Distance Travel within Imagination Scenario.             Figure 8 Distance Travel within Kitchen Scenario. 
 (Data from participants 2,3, and 4 missing)    (Data from participants 2,3, and 4 missing) 
 
We determined total distance travelled as the sum in meters of ambulation and navigation by joystick. Figure 9 
summarizes the total distance travelled in each scenario ordered in ascending order of their imagination score.  
There is no clear relationship between the imagination score and the distance participants travelled in both scenarios. 
The average total distance travelled inside the kitchen scenario was 165 meters and the average total distance 
travelled in the imagination scenario was 137 meters.    

 
Figure 9. Total distances travelled inside 
each scenario 
 
 
 
 
 
 
 
 
 
 
  

Activity Level in Scenarios: Object Interaction 
 
Figure 10 compares the imagination score with the number of unique objects selected by each participant in the in 
each of the two scenarios (Imagination and Kitchen). 

 
Figure 10. Regardless of Imagination 
Level, Participants Interact with Virtual 
Objects more in the Imagination Scenario 
than the Kitchen Scenario. 
 
We also explored whether a participant’s 
imagination score influenced the number of 
structures created in the imagination 
scenario; it did not.  
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Discussion 

Nine adult participants completed a pilot study investigating two scenarios in a virtual reality CAVE.  Initial 
problems with stability arose from the data trapping process employed to track individual behavior during the 
execution of the experiment; these problems were easily corrected.  Participants found both the abstract 
(Imagination) and realistic (Kitchen) scenarios usable. The Imagination Scenario proved usable, and capable of 
evoking a user experience in which the participant experiences a sense of presence, realism and involvement. 
Participants tolerated the experimental condition for two periods of 15 minutes each.  We noted that participants 
demonstrated different behaviors in the two scenarios (Imagination and Kitchen).  There is some evidence that these 
behaviors may be influenced by the level of imagination evident in the individual. Performance indicators of 
behavior in the CAVE could be captured in a reliable manner that can be applied in future experiments. 

This pilot study also investigated an approach to measuring imagination using a psychometrically derived 
instrument assessing the extent to which an individual engages in spontaneous or controlled imagination. 
Therapeutic benefits of imagination are perceived to arise either from the expanded capacity for imaginative thought 
engendered by daydreaming and fantasy or from the mental rehearsal for future events.  We detected evidence of 
low spontaneous and spontaneous imagination among the nine participants; no one exhibited high spontaneous 
imagination. Modulo sample size considerations, it is possible that the range of imaginative processes evident in this 
population is limited or that psychometric-derived scale does not capture the range accurately. In future work we 
will complement this measure of imagination with open-ended interviews and with other instruments, including the 
NEO PI-R openness scale fantasy scale facet25. 

We did observe variation related to a participant’s imagination score with their performance in both scenarios in the 
CAVE.  There appears to be a positive relationship between imagination score and some activity in the CAVE. 
Engagement with objects appears to be related to the score on the Two-factor Imagination Scale; walking and 
navigation with the wand does not appear to be related to the score on the Two-factor Imagination scale.  

Like others who employed virtual reality for clinical therapeutic or educational purposes, we found that the VR 
CAVE is acceptable to lay participants and has the potential for providing a satisfying engagement. To the best of 
our knowledge we provide the first attempt to use virtual reality to stimulate spontaneous imagination (in contrast to 
rehearsal approaches).  Participants experienced a sense of presence, believed by Slater and colleagues10 to be 
essential for clinical effects of virtual reality.  

Conclusions  

We have two stable and usable virtual-reality scenarios that can be experienced in an immersive CAVE.  
Participants naïve to VR tolerated 15 minutes of exposure to each scenario, and engaged in activities as expected.  
Demonstrating that experiences in the CAVE can stimulate spontaneous imagination and that therapeutic effects can 
emerge from exposure to an imagination scenario conducted in a virtual reality CAVE awaits a full randomized 
experiment.  The narrow range of scores realized on the Thompson Two-Factor Imagination Scale suggests a need 
to complement this preliminary approach with additional interpretive and quantitative strategies for the measurement 
of imagination. 
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Abstract 

A virtual electronic health record  laboratory (VEHRL) has been created in a virtual world to meet student and 

employer needs. Three free of charge EHRs were selected for implementation into the course curriculum. Students 

now have experience of working EHRs before entering the workforce. Feedback will be requested from the students 

regarding their experience. Work continues to expand the VEHRL with additional EHRs.  

Introduction 

A virtual electronic health record  laboratory (VEHRL) has been created to meet student and employer needs. 

Students are entering schools of health informatics to gain the skills and knowledge to secure employment as part of 

retraining for a next career or as a first career in a fast growing professional sector. Students expect that direct 

interaction with EHRs will be part of course curriculum. Additionally, students use the availability of EHRs as a 

criterion when selecting an academic program. Furthermore, employers expect that graduates will have direct 

experience working with one or more EHRs during their education experience.  

Meeting this expectation is less problematic in a traditional classroom equipped with desktop computers and  

installed EHR software. Students have access to the computers to use and complete course assignments during a 

dedicated laboratory time while in the classroom. Another alternative is the use of an EHR through structured 

textbook assignments.  

In today’s ubiquitous, i-education environment, educators rely on simulation to imitate real world experiences. 

Virtual worlds such as Second Life
1
 and AvayaLive Engage

2
,  have been used by educators to replicate classroom 

settings and activities. For example, it is relatively easy to install browser based EHRs in a simulated clinical 

environment embedded in a virtual world. In addition, a VEHRL is open continuously. The privacy and security of a 

VEHRL can be maintained through the use of a password.    

Methods 

A retrospective review of the Internet was conducted to select both free of charge, browser-based EHRs and a 

commercial virtual world.  

Conclusion  

Three free of charge EHRs were selected for implementation into VEHRL and the course curriculum. Students now 

have experience working with a minimum of three EHRs before entering the workforce. An example of a VEHRL 

workroom is shown in Figure 1.  

 

Figure 1. VEHRL workroom in AvayaLive. 

Feedback and reflection will be solicited from the students 

regarding their experience working in the VEHRL. Work 

continues to expand the number of EHRs 
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Abstract 

The White Blood Cell differential is the  ratio of white blood types within a sample of blood 
1
. The test is useful in 

medical diagnosis and is one of the most frequently ordered tests.  The test is increasingly performed by analytical 

instruments.  However, no true analytical standard exists for these instruments.  The standard, as near as it exists, is 

the comparison of machine results against the manual readings of slides by experienced technicians. 

Introduction 

The white blood cell (WBC) differential as part of the complete blood count (CBC) is one of the most frequently 

ordered laboratory tests. The results can help determine the presence of an infection, the type of infection and 

numerous other blood disorders. The differential adds context to the absolute numbers of white blood cells reported 

in the CBC. The WBC differential is a quantitative report of the percentages of white blood cell types per 100 WBC. 

Historically the test was performed by experienced analysts performing a visual microscopic examination of a 

stained blood smear. With increased cost cutting and increased production, more of the differentials are performed 

with automated analytical machines.   

Methods 

A search was made of the medical technology textbooks held in the author’s personal library. A search of the 

literature was conducted using the phrase “assessment of differential WBC counts” and “assessment of Differential 

of White Blood Cells” using the Internet, PubMed, and Google/Scholar using the phrase “quality control and 

differential counts”. Finally an Internet search was conducted using AllPlus, a meta – search engine, using the 

phrase”quality testing WBC differential counts competency” and using”differentiation count in diagnosis”. 

Findings 

Numerous journal articles were identified for searches using the phrase “differential count in diagnosis” indicating 

the utility of the test in medical diagnosis. Currently little work is being reported on the validity or the assessment of 

the manual WBC Differential Test. Conversely, numerous references were identified using the manual WBC 

Differential test to confirm or act as the standard for automated procedures for WBC differentiation.  

Conclusion 

The medical technology laboratory is a very quantitative environment, where most tests are run by analytical 

instruments. Unlike most areas, where a standard can be prepared for calibration of the instruments, no standards 

exist for the WBC differential count. A validity can be established by the use of a chief technologist as an expert 

followed by the averaging of the results of a group of technicians to establish inter-rater reliability. However, 

because of the random distribution of cells observed on the slide, no two observers are likely to find exactly the 

same set of 100 cells to report
2
. 

Despite the quantitative nature and the long history of the test, there exists no quantitative standard for the test.  

There is no way to weigh out one type of white blood cell and combine with some weigh of  another type of white 

blood cell to make up the usual type of analytical standard. The standard as it exists is the comparison of machine 

results against the manual readings of slides by experienced technicians. 
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CASE STUDY 
 
Introduction 

Hospitals provide a multitude of clinical information resources that can overwhelm clinicians and 
nurses looking for quick answers at the bedside.  

Objective 

To embed commercial library products with homegrown hospital resources into a clinical information 
system created with a user-centered design to quickly find or search provider initiated information for 
patient care. 

Methods and Tools 

Expanding upon a prior Stanford model, the NIH Library (NIHL) utilized our previously developed 
federated search engine that searches across several databases and displays the number of results 
from each target. NIHL developed a working prototype. Department of Clinical Research Informatics 
(DCRI) and NIHL initially chose a list of bedside tools from hospital resources (e.g., Formulary) and 
NIHL resources (e.g., UpToDate, etc.). Some of the targets were not searchable (e.g., Occurrence 
Reporting System). Utilizing a hybrid method of usability, we ran focus groups and user interviews 
with various individuals in clinical departments to test possible search targets, links, and functionality  

Results 

This new tool provides point-of-care information based on provider generated searches across 
commercial library products and hospital resources. NIHL and DCRI worked together with users to 
develop categories for the diverse targets. Categories included Drugs, Evidence-Based Medicine, 
Labs, Nursing, Biomedical Information, etc. Since some of the resources were not searchable. The 
solution was to create two groups (searchable and non-searchable) with subcategories. NIHL and 
DCRI created a tool with a search engine that could search across 20 targets (e.g. Formulary, 
UpToDate), and with links to 20 more resources and tools (e.g. patient education handouts and 
consent forms. We embedded the Clinical Search tool as an icon in the clinical information system.  
The statistics show the number of searched terms has grown 650% in the last three years and 170% 
over the previous year. 

Conclusion 

The resulting end-product demonstrates that two separate NIH departments can work together to 
solve a problem and to create a bedside tool for hospital staff which incorporates both library and 
hospital tools in a user-centered product.  
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Abstract: Surveys and Computer Assisted Self-Interviews (CASI) play a fundamental role in biomedical research -
especially in the area of HIV treatment- and their instrumentation directly impact data collection, analysis, and results. 
Specific Aims: 1) To develop an ontology for HIV biomedical S&CASI instrumentation, and 2) to evaluate the 
ontology’s semantic knowledge representation. Methods: A list of entities was obtained, and relationships between 
entities were determined, by reviewing relevant literature in the HIV domain. These methods served to develop an HIV 
biomedical ontology based on guidelines and benchmark standard for use in S&CASI instrumentation. Four methods 
were used to evaluate the ontology: OntoClean an ontology analysis tool, human expert evaluation, as well as two 
comparative analyses with a knowledge-base and a gold standard HIV survey tool.(1,2) Results: The ontology currently 
consists of 104 unique entities: 31 classes; 64 individuals; 9 properties. Conclusion: The ontology contains adequate 
information to meet the needs of pre-established competency questions in the HIV biomedical survey domain. Future 
work will incorporate a greater breath of HIV research data entities and will leverage existing ontologies.  

  
Introduction: The growing literature on applications of S&CASI technology in 
biomedical research indicates the desire for innovative S&CASI development tools, 
accurate behavioral reporting, and improvements to adherence metrics. The biggest 
challenge in S&CASI development is in designing tools that effectively assist 
participants to express complex information ideal for statistical analysis and inference. 
Common mistakes in S&CASI instrumentation include content, context, question type, 
answer options, and survey structure, which may skew the data’s meaning, 
computability, reliability, and validity. However, structured and clear representation of 
S&CASI instrumentation knowledge has the potential to mitigate these issues.  
 
Development/Evaluation: To determine the scope of the ontology we outlined several 
competency questions, which act as general measures performance and fitness. Domain 
specific knowledge and entities were gathered from the HIV biomedical protocol 
literature. Relationships between entities were determined by systematically reviewing 
peer-reviewed databases for relevant literature. Protégé OWL was used to build the 
ontology (Fig. 1). To evaluate the entities in the ontology we employed OntoClean, an 
ontology analysis method based on formal and domain-independent properties of 
classes. We also employed evaluation by domain experts, comparison of a standardize 
data source (Research Methods Knowledge-Base), and comparison to a gold standard, 
the PMAQ. 
 

Results: The ontology consists of 31 classes; 64 individuals; 9 unique properties; and has a depth of 4. The ontology 
correctly represents entities in the HIV biomedical survey domain. 
 
Conclusion: The ontology contains enough information to meet the needs of pre-established competency questions. 
This project and the resulting HIV Biomedical Protocol Survey Ontology provides structure and semantic understanding 
to the HIV biomedical protocol survey domain. Further development is still needed. Future work will incorporate a 
greater breath of entities from the natural evolution of HIV biomedical protocol surveillance. 
 
1.  Rubin DL, Shah NH, Noy NF. Biomedical ontologies: a functional perspective. Briefings in Bioinformatics. 2007 

Oct 23;9(1):75–90.  

2.  Szumlanski S, Gomez F. Evaluating a semantic network automatically constructed from lexical co-occurrence on a 
word sense disambiguation task. Proceedings of the Fifteenth Conference on Computational Natural Language 
Learning [Internet]. 2011 [cited 2012 Oct 4]. p. 190–9. Available from: http://dl.acm.org/citation.cfm?id=2018958 

 

Figure 1:  
HIV Biomedical 
Survey Ontology 
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Abstract: Computerized provider order entry-based alert systems advise health care providers when prescribing 

medications to patients. This tool is especially helpful when ordering medications for cancer patients, due to their 

intensified risk of experiencing drug interactions with cancer therapies. The purpose of the study was to describe 

alerts for contraindicated medications of cancer patients in order to understand reasons for alert overrides and to 

provide additional information for further study in improving clinical support systems. 

Introduction 

Cancer patients are frequently prescribed a multitude of medications, including those for supportive care and 

comorbid illnesses. Due to their increased susceptibility to drug interactions that may affect toxicity and potency, 

cancer patients must be cautious with the medications they take in conjunction with cancer therapies. The 

implementation of computerized provider order entry-based alert systems is a useful way for identifying medication 

contraindications. However, it has been recognized that medication contraindication alerts have often been ignored 

and overridden by health care providers, potentially resulting in decreased patient safety.  

Methods 

We evaluated clinical decision support alerts at UT Physicians practice in Houston, TX, where clinicians use 

Allscripts Enterprise EHR for e-prescribing. This system provided a pop-up window as an alert when a medication 

contraindication was identified. Each alert was described, allowing the health care provider to accept or override the 

alert. Data describing alerts for cancer patients were compiled using Microsoft Excel and used to identify 

characteristics of alert overrides.   

Results  

A total of 214 alerts for contraindicated medications were identified for 117 cancer patients. Of the alerts, 93.0% 

were overridden. On average, each patient experienced 1.7 overridden alerts. The maximum number of overridden 

alerts experienced by a single cancer patient was 10. It was observed that 83.2% of alerts were overridden and given 

no explanation by the health care provider. Contraindication caution and potential contraindication alerts were 

overridden more than absolute contraindication alerts. Nurses and physicians overrode all presented alerts. Health 

care providers in Obstetrics/Gynecology and Endocrinology overrode the majority of alerts. Specialists in 

Otolaryngology experienced non-overrides the most. Plastic surgery specialists did not override any medication 

contraindication alerts. Varying throughout the year, most alert overrides were experienced in September and the 

least in June. Most non-overridden alerts took place in March. Overridden and non-overridden alerts followed 

similar patterns throughout the day, peaking the greatest at 1:00 pm, followed by 9:00 am. 

Discussion and Conclusion 

The vast majority of medication contraindication alerts are overridden. By analyzing alert descriptions, it was 

possible to identify characteristics that were indicative of alert overrides. The abundance of overridden alerts may be 

attributed to a variety of factors, including inadequate knowledge and training by health professionals in alert 

systems, as well as limited time availability in the health care setting. Future efforts may be directed toward utilizing 

tiered alerting systems, learning from clinicians with lower override rates, and ensuring that alerts are presented at 

appropriate times, as to not interfere with workflow. Developing improvements for clinical support systems through 

informatics-based studies are essential for increasing cancer patient safety. 
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Abstract 

Current Clinical Decision Support solutions are 

unable to support all the complex decisions required 

for personalized treatment of cancer patients and 

become quickly obsolete due to the high rate of 

change in therapeutic options and knowledge. Our 
CDS framework enables the development of decision 

support tools that flexibly integrate a large variety of 

multiscale models, both literature-based (e.g. the St. 

Gallen stratification for breast cancer) and derived 

by mining comprehensive datasets from clinical trials 

and care. This will also constitute a platform for 

continuous validation of existing models on new data. 

Introduction 

p-Medicine (www.p-medicine.eu) [1] brings together 

leaders in their fields to create an infrastructure that 

supports the transition from current practice towards 
personalized medicine. p-Medicine will enable 

efficient secure sharing of comprehensive data sets 

used for the development of demanding Virtual 

Physiological Human (VPH) multiscale tools and 

models. The p-Medicine clinical decision support 

framework aims to efficiently bring this new 

knowledge to the bedside. 

A CDS system assists clinical users in making 

clinical decisions relevant for a patient case. Current 

CDS solutions are faced with significant challenges 

[2]. Knowledge and information maintenance are key 

for the effectiveness of CDS: As medical knowledge, 
especially in a complex genetic disease such as 

oncology, is changing and growing at an 

unprecedented rate, keeping the CDS 

recommendations up to date is a major task.   

 

The Clinical Decision Support framework 

Figure 1 depicts a simplified architecture of our CDS 

framework. The models management approach is at 

the core of this solution: Next to the model repository 

we provide services enabling users to inspect the 

available models and execution engines, to run 
models on their datasets, and to add, remove and 

update models via an administration service. Models 

can be represented in a variety of languages, current 

implementation enabling the execution of Jess (a 

rules-based language), R and Java.  A CDS client can 

query the available models and execute them making 

use of the applicable engine. Deployed on the p-

Medicine platform, this solution will also enable the 

validation of models on new datasets and their 

remote update, without being disruptive for the CDS 

clinical end-user.  Models description using semantic 
annotations based on widely-adopted ontologies will 

facilitate the use of our framework by model 

developers and tool builders outside the p-Medicine 

user community. 

 

Figure 1 Architecture overview of the models-based CDS 

framework 

Conclusion 

We propose a flexible, models-based CDS 

framework that enables decision support applications 

to cope with the high rate of growth of medical 

knowledge. The framework facilitates easy 

integration of new models and their continuous 

validation by making use of the comprehensive 

clinical trials datasets available on the p-Medicine 
platform. This approach may also lead to higher 

acceptance of the CDS tool and of the underlying 

clinical models by the clinical users.   
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Abstract 

Submission of a query using the FURTHeR framework currently requires a researcher to select from a 
hierarchy of terms representing various clinical concepts. Selections and search patterns are dependent on 
a researcher’s domain experience and may refer to similar concepts differently. These differences create a 
layer of ambiguity when selecting appropriate search criteria. In order to minimize ambiguity and semantic 
variability of similar concepts, it is necessary to have a clear understanding of the associated artifacts of 
the desired concept. Using the ontological relationships of SNOMED-CT, it is possible to resolve to the 
desired term by building initial term search criteria using the primitive roles1 of the concept.  

Introduction 

The Federated Utah Research and Translational Health electronic Repository (FURTHeR)2 is currently 
used to submit clinical research queries to disparate data sources. In order to achieve semantic 
interoperability, the FURTHeR framework has leveraged Apelon’s Distributed Terminology System 
(DTS)3 to store a vast amount of content. Enhancements to the current concept selection user interface can 
leverage the breadth and depth of SNOMED-CT contained in the instance of DTS to assist researchers in 
selecting the criteria relevant to their study.  

Methods 

A researcher begins building their desired search concept utilizing key primitive relationships of    
SNOMED-CT concepts. Some key primitive types include: Finding Site and Associated Morphology. 
Using the primitive types transforms the search space to only the concepts that contain those known 
primitive types. Searching SNOMED-CT in DTS for the term “Intestinal Lymphoma” will result in 0 
matches. If the search term is just “Lymphoma”, there is 61 matching terms. Searching for primitive roles 
for associated morphology of “malignant lymphoma” and finding site of “intestinal structure” results in a 
single concept of “Lymphoma of intestine (disorder)”.  A search for “Mesothelioma” results in 36 terms, 
searching for the primitives associated morphology and finding site narrows the resulting terms to a single 
concept for “Mesothelioma (malignant, clinical disorder) (disorder)”. 

Conclusion 

Searching the primitives in SNOMED-CT allows the researcher to essentially build the desired search term 
from simpler terms. This narrows the candidate list significantly as seen in the aforementioned examples 
and ensures validity of those terms because they contain the key primitive roles. 
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Abstract: Personal health records (PHRs) are important for improving patient care. An important 
prerequisite to realize benefits of PHR use is patient recruitment. To understand clinic barriers to 
adoption, we used Rogers’ Diffusion of Innovations theory to frame an examination of clinic staff 
perceptions of a new PHR and perceptions of likely patient portal users. Clinic staff reported many 
relative advantages and observable benefits of the PHR but also some distinct problems.  Attributions 
about potential patient users included demographic, computer use, and personality characteristics staff 
expected in likely users.  Analysis of patient survey data of early adopters compared to non-users 
revealed discrepancies between clinic staff expectations and early adopters’ self-reports.  Implications 
for improving adoption of PHRs include ensuring compatibility with existing systems and avoiding 
recruitment biases.   
 
Introduction: Personal health records (PHRs) are important resources for improving patient care, 
fostering patient engagement in healthcare, and informing clinical decision making [1].  To optimize 
these benefits, an important prerequisite is that patients are informed about the PHR and recruited to 
use it.   Many patient-related barriers have been identified to initial use including poor patient 
knowledge of PHR functionality [2]. A patients’ initial recruitment and enrollment to participate in a PHR 
is often by clinic staff at a clinic which they routinely attend.  This characteristic of implementation 
makes clinic level barriers to PHR adoption important to understand to promote meaningful use. In this 
study, we examined clinic staff perceptions of a newly introduced PHR with a patient portal in two rural 
health clinics.  In addition, we identified clinic staff’s perceived characteristics of patients whom they 
thought would be likely (or unlikely) users of the patient portal.  We wanted to understand why some 
patients were recruited whereas others might never have been approached for recruitment. Within both 
clinics, a relatively small proportion of patients comprised a cohort of “early adopters” who were 
interested in and actively using the patient portal component of the PHR.   To test the accuracy of the 
attributions we used patient survey data to examine whether early adopting users who completed the 
survey and non-users responded to questions in ways consistent with clinic staff characterizations of 
likely users or non-users. Understanding clinic staff perceptions of the PHR, attributions about likely 
users, and the accuracy of these attributions reveals factors associated with clinic level adoption of a 
PHR and efforts to recruit patients for the patient portal component.  These results inform future 
implementation efforts for PHRs, particularly in rural health clinics. 
 
Background: The PHR used in this study was designed as a component of a larger study.[3]  The 
PHR emphasized integration of information and included a clinic-facing electronic personal health 
record and a patient portal. The larger research team worked with a health information technology 
company (CaduRX) to design the system.    The PHR was demonstrated and adopted by two primary 
care clinics in rural areas.  At the two clinics at which the Health Record had been adopted, there was a 
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slower than anticipated patient recruitment rate. Clinic barriers to patient enrollment in a patient portal 
include physicians who are poorly informed about PHR functionality.[4]  Clinic staff may also have 
negative experiences with a PHR or have drawn conclusions about patients that make them unlikely to 
approach patients for recruitment.  To enhance use of a PHR it is important to understand clinic level 
barriers that may make patients less likely to be recruited for use.  

The current study had the following aims: 

1) Characterize clinic staff perceptions of a newly introduced PHR. 
2) Categorize staff perceptions with criteria theoretically linked to likelihood of adoption. 
3) Understand staff perceptions about the “kind of patient” they predict to be likely to use the PHR 

patient portal to reveal barriers to recruitment. 
4) Test whether staff predictions about likely patient portal users are similar to the self-reported 

characteristics of early adopting users of the patient portal. 

Understanding incorporation of a new system into an existing structure is a challenging yet predictable 
process. In this study, we were focused on the adoption phase- understanding how the adoption of the 
PHR might be helped or hindered within the specified clinics.  Rogers’ Theory of the Diffusion of 
Innovations provides a framework for understanding what innovations will be adopted within a 
setting.[7]  Rogers predicts adopted innovations are (1) relatively advantageous over existing systems, 
(2) compatible with existing systems, (3) have observable benefits (4) trialable (able to be modified), 
and (5) low in complexity, or, easy to understand and use.  Innovations that fit such a profile are likely 
to be adopted and incorporated into the existing system.[7] In the current study, the diffusion of 
innovations frame contributes to understanding early use patterns of the PHR in the test clinics.   

Rogers also identifies the importance of agents of change – individuals who drive change by influencing 
those around them to uptake the innovation.  Change agents have personal characteristics and 
communication skills that contribute to their ability to exert social influence. For a new technology, such 
as the PHR implemented by these clinics, change agents might value technology, recognize it as 
useful, and encourage colleagues and patients to identify useful functions through direct exhortations or 
indirectly by modeling use.  Change agents are likely to exert influence on those who they believe to be 
likely adopters and potentially change agents may influence others with their views about likely 
adopters. Within a clinic, change agents might promote recruitment or suppress recruitment based on 
opinions about the PHR and attributions about potential users thus it is important to understand 
individual clinic staff members’ perceptions of the PHR and to understand which patients staff might 
approach for recruitment as the perceptions of some staff members may influence the likelihood of 
adoption more than others. 

Understanding what characteristics clinic personnel ascribe to potential patient users provides a 
roadmap for understanding which patients the clinic personnel are likely to encourage to use the patient 
portal.  Attributions about the “kind of person” who would engage in a particular behavior are influenced 
by lay theories of personality and judgments about the desirability of engaging in a behavior.[8, 9] The 
current study provides insights into the attributions of clinic personnel about patients willing to use the 
patient portal and about patients expected to be disinterested in or to decline to use the patient portal. 
This study uncovers reasons why clinic personnel might choose to recruit specific patients to use a 
PHR -providing valuable information for other groups interested in implementing a PHR for patient care 
or research purposes.   

Methods: Primary care clinics in two distinct rural communities of Utah were enrolled in the PHR during 
the study period. The rural communities served by these study clinics range in population size from 
about 6,500 to 22,500 individuals. All study procedures were approved by the Institutional Review 
Board at the University of Utah. 

Interview Methods: A semi-structured interview guide was developed to allow the interviewers to 
identify experiences with the PHR, features enjoyed, and experiences recruiting participants.  The 
methods for interview construction were consistent with recommendations by Patton.[10]  The interview 
was designed to understand features of adoption and reveal clinic staff members lay theories about 
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potential users. The guide was tested on research staff and all interviews were conducted using 
uniform procedures with the interview flow guided by the participants.  The interview questions related 
to features of the PHR and characteristics of potential patient users.  The interviews were conducted by 
two research team members at the clinics during a time convenient for the interviewees. Clinic staff 
participants included physicians, providers, office managers, medical assistants, and receptionists.  A 
total of 9 in-depth interviews were completed. Interviews were conducted two-on-one (two research 
team members and one clinic staff member) so that clinic personnel could feel free to express their 
ideas without the possible pressure of having other clinic staff present to avoid the potential impact of 
problems relating to underlying group dynamics or relationships. Interviews were recorded and 
transcribed. All identifiable information was left out of the recordings and the recordings were stored on 
a secure drive. 

Survey Methods: A telephone survey of patients from participating clinics was conducted to understand 
characteristics of the clinic patient populations potentially predictive of patient portal adoption.  
Specifically, patients were queried about experiences within the clinic (e.g., wait time and frequency of 
visits), patient satisfaction with communication with their doctor, patient technology use (email at 
home), and patient activation and health history. Eligible patients first received a letter from their clinic 
explaining the purpose of the survey.  Letters were followed by a phone call that further explained the 
survey and recruited the patient to participate.  Patients could refuse participation at any time.  Patients 
who had been diagnosed with a chronic illness (specifically, diabetes, congestive heart failure (CHF), 
chronic obstructive pulmonary disease (COPD), high cholesterol, and hypertension) were recruited 3:1 
for every patient who had not been diagnosed with a chronic illness.  Patients with chronic illness were 
oversampled because these patients were believed by the study team to be more likely to benefit from 
using the PHR given their health management and clinic access needs. In addition, participants were 
asked several questions about their access to and use of technology in general and for managing their 
health.  The survey was composed of pre-existing, validated survey tools (e.g. Patient Activation 
Measure; PAM[11]) as well as questions developed by the researchers to collect specific project related 
items of interest. Data were stored on a secure drive.   

Interview Analysis Methods: The interview transcriptions were initially iteratively reviewed by members 
of the research coding team who included a health psychologist, an informaticist, and a data 
scientist/epidemiologist.  Using an analysis approach consistent with recommendations by Patton,[10] a 
coding guide was developed using Roger’s Theory of Innovations [7] for coding comments related to 
the PHR. Patient user attributes were coded consistent with patient user characteristics and clinic staff 
attributions.  Direct quotes within the text that reflected topics of interest were marked a process Patton 
calls “pre-coding”.[10] Then, the research team coded one interview together to reach consensus about 
which specific quotes would be assigned to which categories.  Other transcripts were coded by one 
coder and then reviewed by a second coder.  Any disagreements were discussed by the full coding 
team.  PHR related quotes were categorized as endorsing or negating dimensions of Roger’s Diffusion 
of Innovations Theory.  For example, the quote, “”I like CaduRX…it’s really… user friendly.”  was coded 
“low in complexity” whereas a quote about one function of the health record, “It just has a whole lot of 
steps, I’ve seen it done easier” was coded “high in complexity”. Patient related quotes were coded as 
referencing potential patient users (and non-users) computer use, health maintenance, attributions 
about personality, and patients’ need for convenience to reveal what staff expected in likely patient 
adopters of the patient portal. 

Survey Analysis Methods: The survey data were exported into the SPSS statistical analysis software 
package.[12]  Early adopting users were identified by use patterns that tracked patient portal use and a 
variable was created categorizing survey respondents as “early adopters” or not.  Early adopters used 
the patient portal at least one time on a different day from their initial recruitment log in during the first 9 
months in which the patient portal was available within the clinics.  Comparisons between the survey 
responses of early adopters and non-users were conducted using t-tests.   

Results: Clinic staff characterized the PHR in both positive and negative ways.  The PHR was 
considered advantageous, thought sometimes incompatible with existing systems. Benefits were often 
observed, but some reporters indicated a lack of observable benefits.  The PHR was reported low in 
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complexity and easy to use.  There were few mentions of trialability although some participants asked 
interviewers for improvements and referenced hopes for imminent changes suggesting that the system 
was generally viewed as modifiable.  Clinic personnel interviews related positive experiences with the 
PHR within the clinics as well as a number of difficulties.  Additional themes emerged in the analysis 
indicating factors that clinic staff found positive about the system (e.g., features identified as relatively 
advantageous) (see table 1 for summary) and factors  they found to be relatively negative (e.g., , 
problems with compatibility with existing systems) (see Table 2 for summary).  

Relatively Advantageous:  Interview Results Relating Positively to Adoption 

The clinic facing component of the PHR was regarded as having advantages over previous systems.  
Particularly valued components were clinic notes systems and prescription ordering features.  One 
participant indicated, “it’s nice to be able to see, if we wrote a note, who wrote the note, scheduled the 
patient. I do like that part of it…”.  Ordering electronic prescriptions was discussed extremely positively 
in 8 of 9 interviews, “They (patients) know (the prescription) is going right to me and it’s even going to 
go to me if I’m at home. So they really like that and it does cut down on the delays (in filling 
prescriptions)”, indicating that this advantage was perceived to help the clinic and individual patients.   
Prevention of fraudulent prescriptions was considered of particular value. One interviewee noted that 
the PHR eliminated the need for prescription pads and reported a related anecdote about a stolen pad 
resulting in multiple fraudulent prescriptions tied to the clinic, “(the) patient stole the pad he had us 
going to five different pharmacies every day of the week Monday, Tuesday, Wednesday, Thursday, and 
Friday to a different pharmacy in (nearby town)….and getting Loratab and getting 30 a week but five 
times.” Interviewees noted that filling prescriptions by telephone was particularly prone to fraud, making 
the electronic request feature a particular benefit, “…even Loratab can be called in over the phone. All 
those narcotics like that….I mean people know my name but unless they know my voice, most of the 
time you will get a voice activated answer machine that says this is (staff) from Dr. (’s) office refill John 
Does prescription of Loratab # 30, and that’s the end of it”.  One staff member reported being “called on 
the carpet” by clinic supervisors for issuing a narcotics prescription on her day off, which was revealed 
to have been fraud. The direct, secure connection from clinic to the pharmacy was seen as protective 
for the clinic, for staff members themselves, and clearly advantageous to the previous system featuring 
a prescription pad and/or telephone access.   

Table 1. Interview Themes related to Likelihood of Adoption Based on Rogers’ Theory of Diffusion of 
Innovations 

Adoption Theme Category Interview Theme 
 

Relatively Advantageous Convenience of medication prescribing and clinic notes 
system 

 Fraud prevention (no prescription pad, direct secure 
communication with pharmacy, patient information such as 
drug dependency easily accessible) 

Compatible with Existing 
Systems 

Seamless integration with pharmacy system (in one clinic) 

 Integration with dictation for support claims 

Observable Benefits Necessary procedures for diagnosis or problem available 
to patient care team at start of appointment 

 Fewer patient calls 

 Improved patient tracking (frequency of visits, screening 
test intervals) 

 Once information is entered, saves time at appointments 

Triable (modifiable) Expectation that enrollment glitches would be fixed 

 Recording desired features to report to PHR development 
team 

Low in Complexity Intuitive for users 
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 Access needed information from any computer (e.g., notes, 
prescription information, patient reported allergy history) 

 

Many observable benefits of the PHR were related to workflow including improvements in tracking the 
frequency of patient visits.  Clinic personnel reported that patient tracking prior to the introduction of the 
PHR was difficult, particularly given the rural nature of the community, “that was very helpful because 
sometimes doctors will just repeatedly oh we see so and so and especially in a small community 
everybody knows everybody so if you’re not paying attention we’ve just seen him, well no it’s been two 
and a half years since we’ve seen him”. Clinic personnel reported that visits in the clinic were more 
efficient and better coordinated across the patient care team when the PHR was used.  As one 
physician reported, “there isn’t a patient that walks in that I don’t look at (the problem) list and of course 
I’ve created that from my own practice so I’ve created that list. But it pretty much tells me and my (staff) 
what to do next. My nurse will look at the list that’s printed from the last visit and if there’s something 
she can do before hand like an EKG or a chest x-ray, she knows it’s time on someone, it’s that yearly, 
she’ll just do it before I even see the patient. That’s really helped with the flow…. I don’t even have to 
think real hard (be)cause it does it for me.”   The physician cited the PHR tools as contributing to 
workflow and to reducing cognitive burden of routine patient care, ostensibly freeing her to focus on 
more complex patient care issues. 

The remaining categories theoretically related to greater likelihood of adoption, (compatibility with 
existing systems, trialability and low complexity) were mentioned less pervasively in interviews. The 
prescribing system was indicated by one participant to be seamlessly integrated with prior systems, “I 
didn’t notice it any different from if the patient requested it or if we just put it in from the fax from the 
pharmacy”. There were minimal mentions of the PHR as trialable.  Multiple participants did indicate that 
they expected technical issues to be resolved as one participant mentioned, “things that can be fixed if 
they have the time” and another indicated writing down desired features to provide to the PHR 
development team. There were several indications that the system was perceived to be low in 
complexity with participants describing the PHR as easy to use, “user friendly” and as operating very 
smoothly, “It is very slick.  It is very nice”. The PHR system was regarded as modestly compatible and 
trialable but quite easy to use. 

Not Advantageous With a Lack of Observable Benefits:  Interview Results Relating to Clinic Level 
Barriers to Adoption 

Incorporating the EHR was not viewed as a uniformly positive experience.  Ways in which the system 
was described as not advantageous over existing systems included time costs particularly on high 
volume patient days, “you know when you’re seeing 25 patients in a day, you sit down and record those 
things that becomes a time issue.  So it’s been done erratically.”.  In one clinic, one physician was 
described as “hating to log in all the time” indicating that even fairly basic system use requirements 
were considered burdensome by some individuals at some times.  One clinic had a particularly slow 
internet connection which blunted the potential sense of advantage.  The system was also described as 
potentially contributing to errors, “the other problem is when the girls in the front put the information in 
the computer, because they’re not nurses and they’re not doctors, a lot of times they’ll mess up the 
information that they put in the computer and then the pharmacy will call us and say are you sure you 
want to, you know, double this or whatever”.  There were no participants who described the system as 
entirely without advantage over previous systems but there were also no participants who did not report 
some challenges with the system. 

Several problems of compatibility with existing systems were reported.  Billing was a particular 
headache with the insured person (who might be a patient spouse or other relative) forced to be 
entered as the “patient” even when they were not.  The PHR could not be used to retrieve lab results 
because those were stored in another system not yet integrated with the PHR.  Medical assistants 
reported difficulties with permissions, including printing patient medication lists.  One clinic had a 
problem relating to integration with a particular pharmacy with the pharmacy frequently indicating they 
had not received the medication order.  This lack of compatibility emerged more strongly in data 
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analysis than demonstrations of compatibility, suggesting that these may have been particularly 
important barriers to adoption. 

Table 2. Interview Themes Related to Barriers to Adoption Based on Rogers’ Theory of Diffusion of 
Innovations 

Problem Type Problem Description 
 

Not Relatively Advantageous Time required to log in, enter data and populate health 
maintenance tools is frustrating 

 Speed of internet connection in clinic impacts functionality  

 Office staff can allow prescriptions, errors happen when 
MD just authorizes without double checking information 
(e.g., dose) 

Not Compatible with Existing 
Systems 

Billing problems – (e.g., must enter insured as patient even 
if they are not) 

 Patient labs are not integrated in system 

 Glitch getting information (e.g., SSN) to appear in patient 
record 

 Clinic Role impacts entry permissions – sometimes medical 
assistant cannot print or enter needed information 

 Integration with pharmacy systems differs by pharmacy 

Lack of Observable Benefits Patient entered data in health history too lengthy and 
detailed for MD use 

 Many features not used by clinic staff 

Not trialable (not modifiable) Unclear and slow process for reporting and resolving 
technical glitches- like repeated patient password problems 
on enrollment 

 Changes occur in negative ways e.g., familiar settings are 
changed to unfamiliar 

High in Complexitiy System features difficult to understand 

 

A lack of observable benefits of the PHR was reported by some participants.  These concerns included 
lack of usefulness of data entered by the patient into the PHR and viewable by clinic staff, “I don’t find it 
super useful. When they come they’ve got a lot more things than I ever wanted to know. And they have 
more things than I want on that list. Like I had the measles at age 4.5 you know those things I just 
erase because they just clutter up my list.” Conversely, another staff member found the patient-entered 
history to be useful and encouraged patients to enter the information in detail, “If you had tonsillitis, you 
had your tonsils out, you know, we don’t know you don’t have your tonsils out. Put the date down. They 
go, oh, I didn’t think about that” suggesting that at times clinic staff may have been at cross-purposes in 
encouraging use.  Another way in which lack of benefits was revealed was by participant statements 
that they had never used particular features including information entered by patients in the portal and 
health maintenance tools, “I haven’t used (health maintenance tools). I’m not sure why I haven’t.”   

For the remaining categories, trialability and complexity, participants rarely reported that the system 
was difficult to use.  A few indicated that they had trouble with very basic functions (entering 
passwords) suggesting a general lack of familiarity with computer-based systems.  Some participants 
reported negative changes, “sometimes, when we’ve wanted (the PHR development team) to change 
something and they’ve said they would change something then it might change for a couple of days 
and then it suddenly changes back….like for example (we) wanted the prescriptions to say when they 
were denied and for what reason they were denied”.  Thus, by some participants the system was 
viewed as changeable but as likely to be “changed back” as initially modified.   

Clinic Staff Descriptions of Patient PHR Users 

157



Clinic personnel were asked about the kinds of patients they thought were interested in using the 
patient portal.  In response, participants reported expectations related to users and, conversely, 
characteristics of non-users.  The descriptions of such patients were diverse, but consistent themes 
emerged related to computer use, health and health management, demographics, attributions about 
personality, and factors related to patient convenience. 

Potential patient portal users were described as technical capable, “computer literate”,  “computer 
savvy”, and enjoying computer use, e.g. as patients who “like to play on the computer”.  Patient users 
were also characterized as meeting specific health or health management related criteria.  Clinic 
personnel described users as chronically ill “They have problems that keep ‘em coming back like 
diabetes or cholesterol or something that keeps ‘em coming back on a regular basis”.  One interviewee 
described patient users as “people who really, truly care about their health are the ones who are using 
it the most”.  Potential portal users were often described as desiring the convenience of portal use, 
“people who work difficult hours” and “get controlled substances regularly” as these patients were seen 
as particularly benefitting from the access to the patient portal from any internet accessible computer.   

The demographic characteristics of potential patient portal users were described as “younger” though 
not “very young”, and also as typically “over 50” with this age estimate described as due to the 
likelihood of patients over 50 having a chronic illness. Over 50 is relatively young for the patient 
population in the clinic.  Attributions about users often centered on personality characteristics.  Patient 
users were described as “the aggravating patients”, patients who frequently called the clinic, and having 
organized personalities, “really anal about liking to know every detail of their stuff. People who tend to 
be extremely organized at home are the same people that like this”. Thus, the general picture of users 
according to clinic personnel was relatively young, chronically ill, motivated to care for their health, and 
focused on healthcare resources. 

Table 3.  Descriptions of Patient Users by Health Care Providers, Clinic Staff 

Patient User Categories Description 
 

Computer Use Computer literate/computer savvy 

 Frequent computer users 

Health/Health Management 
 

Chronic health problems (e.g., cholesterol, diabetes) 

 Patients who regularly take controlled substances 

 Patients who are adherent to medical regimens 

Patient convenience Patients who like to handle things at home 

 Those who work difficult hours 

 Frequent travelers 

 Patients who don’t like to call the clinic office 

 People who value free time 

Attributions about 
user/potential user 
personality/Demographics 

Patients who care about their health 

 Older people with kids to help them use the computer 

 Patients 50 and above 

 Highly organized patients 

 Patients demanding of clinic resources  

 Proactive patients 

 

Clinic Staff Descriptions of Patient non-Users of PHR 

When describing patient users and potential users, attributions about non-users emerged.  Non-users 
were characterized as computer illiterate or completely inexperienced “don’t have a computer, don’t 
understand those things”.  Older non-users were contrasted with users on social support dimensions 
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related to computer use, “there have been some people….they’re older who have kids that are, you 
know, computer literate and they help them do that. But the ones who never, who don’t have kids and 
stuff like that, they’re interested but they don’t have a computer, they have no clue how to, you know 
what I mean, I’ve never used a computer”  Some clinic personnel believed non-users to be “non-
compliant” with medical regimens.  Non-users were frequently characterized as fearful, “afraid of 
computers” and “don’t trust their information is going to be safe”. Non-users were also described as 
younger, very young, and not chronically ill. 

Table 3.  Descriptions of Patient Refusers by Health Care Providers, Clinic Staff 

Patient User Categories Description 
 

Computer Use Patients without computers 

 Patients not computer literate 

Health/Health Management Very young patients 

 Patients free of chronic illness 

 Non-compliant patients 

Attributions about non-user 
personality/Demographics 

Patients who don’t trust computer 
 

 Patients who don’t trust information will be safe 

 Patients afraid of computer 

 

Patient Survey Results Characterizing Early Adopting Users: Patient survey data was used to examine 
characteristics of patient portal users.  A group of 39 patients who completed the survey were identified 
as users of the patient portal. Because the survey was conducted early in the course of adoption, these 
39 patient users might be characterized as early adopters of the PHR. Of the 39 early adopters, 22 
were between age 45 and 64.  An additional 14 were 65 or older and 3 were under 44.  The gender 
breakdown was fairly even, with 21 female early adopters and 18 male.  Most of the early adopters had 
a computer at home (35 of the 39).  In addition, 32 had a personal email account and 35 had internet 
access at home.  The mean frequency of email contact was 4.53 falling in between “several times a 
week” and “at least once daily” on a 5 point likert scale.  In addition, comfort with the internet was high 
for these early adopters, with the mean comfort level of 3.32 indicating that the average early adopter 
was “comfortable” or “very comfortable” using the internet.  The early adopters seemed to report 
relatively positive experiences with their healthcare clinic.  Mean early adopter ratings of providers 
listening carefully, explaining information in a way that was easy to understand, and spending enough 
time with the patients were between 5 and 6 on a likert scale indicating that these early adopters 
thought that their providers behaved this way nearly an average of almost always to always.  In 
addition, the early adopters were extremely satisfied with their providers with a mean satisfaction rating 
of 9.13 on a 10-point scale.  A perfect ten represented “the best possible provider”. 

  Early adopting patient PHR users were compared to the 365 non-user survey respondents within the 
clinics in which the PHR was implemented who completed the survey. When possible, self-reports of 
early adopter patient users were compared to non-users in conceptual domains mentioned by clinic 
personnel as potentially related to “the kind of person” who would be interested in using the patient 
portal.  Comparisons included age, access to computers, health management, and experience with the 
clinic. The early adopters were not different from non-users in age, gender, having a chronic illness, 
reports that the provider explained or listened carefully, spent enough time with them, or satisfaction 
with the provider.  This group of early adopting users were significantly different from their non-user 
counterparts on a single dimension related to computer use, comfort with internet use (t (391) =  -2.74 
(p< .01)).  On a 5-point scale item of comfort with internet use, with higher numbers indicating greater 
comfort, users early adopting users reported a mean of 3.32 whereas their non-users counterparts 
reported a mean of 2.81.  Notably, early adopters were marginally more likely (p-values less than .10) 
to have access to a computer at home, have an email account for personal use, and to report access 
the internet regularly.  Potentially, a larger sample of adopters would allow these dimensions to reach 
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statistical significance.  As is, the data suggest a trend toward greater access to, and regular 
experience with, computers and the internet. 

Discussion: The in-depth clinic interviews revealed that the clinic experience with the PHR was 
positive. The PHR was considered easy to use and providing important advantages and observable 
benefits.  In particular, the clinic staff related vivid examples relating to the pitfalls in prescribing 
controlled substances that could be avoided by using the PHR.  The salience of the relayed anecdotes 
suggest that this was a particular concern for the staff and a close-held benefit.  A number of barriers 
may have truncated adoption of the PHR within the clinic.  Though most concerns were minor and 
could be modified in the future (e.g., integration of labs), the failures of compatible and difficulty making 
changes may have impaired adoption rates.  Research and care teams promoting clinic level adoption 
might consider implementing systems highly compatible with existing systems.  When this is not 
possible, teams should demonstrate trialability by creating specific, transparent procedures for 
communicating modification requests and tracking modifications made.  In addition, some participants 
may have been agents for change in the positive – but others were fairly negative about the system.  
Teams should use the tendency for groups to self-organize around agents to change to encourage 
PHR champions within the clinic.   

Potential users of the patient portal were viewed extremely positively – they were seen as technically 
capable, invested in their own health maintenance (e.g. “people who really, truly care about their 
health”) and organized.  In contrast, non-users were seen primarily as fearful, old, and having less 
social support.   Potentially, clinic personnel viewed potential patient portal users positively because 
they viewed the PHR positively and thus proscribed positive attributes to PHR users.  Even pejorative 
terms attributed to PHR users (e.g. “anal” or “aggravating”) were couched in positive explanations of 
the patient users as active managers of their health.  Negative views about non-users may have been 
influenced by bias against older people.[13, 14]  In contrast to the generally positive descriptions 
attributed to portal users older users were characterized somewhat negatively, one interviewee stated 
that older users did not use all the aspects of the PHR, such as requesting refills using the system, “It’s 
hard to break old habits and (they) have been used to calling on the telephone when they want 
something and to change that, that’s the old dog new trick…” Thus, users were considered active, 
informed patients unless they were old.   

Examining self-reports of patient early adopting users compared to non-users indicated that clinic 
personnel opinions bore little validity.  Early adopting users were more comfortable with internet use but 
other computer related access points were only marginally related.  Consistent with the confused 
description of the age of potential portal users (e.g., older, younger, not very young) the patient users 
were not different in age from the non-users.  No differences were found across health management 
domains.  There was little indication that early adopting users were more aggravating, though this was 
not directly measured but by proxy, early adopters were as satisfied with their care as non-users and 
equally satisfied with time spent with providers.   

Clinic personnel were invested in drawing in additional patient users.  This enthusiasm of these agents 
of change may have occasionally been detrimental for other clinic personnel as in the case the medical 
assistant encouraging entry of a detailed patient history, the same type of history reported as of very 
limited use by a physician user.  During early adoption a flexible dynamic is expected.  Eventually, new 
norms will be established by the user group.  Based on Rogers’ work, it would be anticipated that the 
PHR would continue to expand across clinic patients but the hitches in compatibility must be 
addressed. 

It is important to note that the patient survey data was not designed to answer personality related 
questions about “the kind of patient” who was interested in using the patient portal, but many of the 
domains were adequately represented.  Much of the information reported did address concepts cited by 
the interviewees. Implications of the current work suggest that when using clinic staff to promote use of 
a PHR it is important to consider attributions, biases, and opinions of these agents.  For example, 
agents of change with a strong age bias may have been less likely to invite older patients to enroll in 
the PHR due to the perception that such patients would be uninterested.  Promotion strategies should 
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focus on inclusiveness and overcoming biased opinions to allow broad groups of patients to benefit 
from PHR use. Given the survey evidence, many of the biases may be unwarranted.  Further research 
is needed to assess attributions formed that may influence PHR patient recruitment rates.  Finally, 
results suggest that prevention of fraud and workflow improvements are highly valued benefits in rural 
health clinics and can be influenced by incorporating a PHR. 
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Abstract 

The evaluation domains used to evaluate the Virtual Lifetime Electronic Record (VLER) Health project represent 
advanced Health Information Exchange (HIE) frameworks and measures, and can inform future HIE project 
evaluation. The domains and measures used supported a comprehensive evaluation that addressed implementation, 
adoption, use, experience, and impacts of the VLER Health program. 

VLER Health Information Exchange 

VLER Health leverages eHealth Exchange (“Exchange”)  technical standards, policies, data use, and Federally-
developed CONNECT software to enable secure data exchange between the Department of Veterans Affairs (VA), 
the Department of Defense (DoD), and private health care providers. The intended benefits of VLER Health include 
facilitated continuity of care; enhanced quality of care and patient safety; reduced redundancy; and improved 
efficiency of care and administrative processes. 
 
VLER Health Evaluation 

VA recognized that a robust formative program evaluation would be necessary to understand and learn from 
opportunities and challenges encountered during adoption and implementation of VLER Health. The primary goals 
of the VLER Health evaluation were to: determine the impact of VLER Health on clinical care, specifically clinical 
workflow, utilization, and quality of care; better understand the clinical provider, staff  and Veteran experiences and 
satisfaction with VLER Health; synthesize the common themes, lessons learned, and recommendations from the 
pilot project that can be applied to national HIE implementation; produce measures of success as specified jointly by 
VA and DoD to inform decision-making around expansion of VLER Health; and inform and improve the VLER 
Health program’s administration and effectiveness. 

Evaluation Framework and Domain 

The authors identified several existing HIE evaluation adoption frameworks(1-3) and tailored them to match the goals 
of the VLER Health project, the joint VA-DoD objectives, and the Exchange environment. The evaluation 
framework was organized across eight evaluation domain areas that included technical, procedural, organizational, 
and user level constructs: 1) Veteran Outreach, Education, and Authorization of Exchange (Participation); 2) 
Technical Capabilities to Support Exchange; 3) System Performance; 4) Administrative  Costs; 5) VLER Health 
Support and Usage; 6) Provider Experience and Satisfaction; 7) Veteran Experience and Satisfaction; and 8) 
Outcomes – utilization, quality, and related costs. The information captured in these domains was inter-related, and 
each helped to provide a more complete picture of the VLER Health program.  

Conclusion 

The framework used for the VLER Health program evaluation can serve as a guide for future comprehensive HIE 
evaluation projects and for  monitoring of HIE use, system performance, acceptance, barriers, facilitators, outcomes, 
and impacts.  
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Abstract 
Race and ethnicity data are critical demographic information, especially for determining health disparities, but may 
not be consistently documented in the EHR. The Primary Care Information Project, a bureau of the New York City 
Department of Health and Mental Hygiene, queried 185 practices via a flexible query system. Documentation levels 
from 2010 through 2012, with monthly data from January 2012 to January 2013, are presented here with 
implications for Meaningful Use objectives and thresholds.  
 
Background 
The Primary Care Information Project, a bureau of the New York City Department of Health and Mental Hygiene, is 
the home of the New York City Regional Extension Center, NYC REACH. Through an innovative partnership 
program with an EHR vendor, PCIP works closely with over 600 small practices and community health centers 
located in New York City. A distributed ad hoc query system obtains aggregate practice level data from these 
practices, allowing broad insight into practice characteristics and documentation habits. Race and ethnicity are 
critical components of demographic data, with implications for individual health and for health disparities research.  
 
Race and Ethnicity Data 
Retrospective data on census-standard race and/or ethnicity data were collected for each year from 2010 to 2012; 
monthly data, representing a snapshot of documentation levels, were collected from Jan 2012 to Jan 2013. Analysis 
was limited to 185 independent small practices and community health centers that were live and returned data in 
2010, and saw at least 50 patients per year from 2010-2012.  
 
Between 2010 and 2012, the average percent of patients with documentation increased from 40.5% to 50.5% for 
race and from 60.5% to 75.6% for ethnicity (Fig 1, p<0.01 for both changes, Wilcoxon signed-rank test). From 
January 2012 to January 2013, these 185 practices saw over 80,000 patients per month. Practice documentation 
behavior varied substantially, ranging from 0% to 100% for each month for both race and ethnicity (see Fig 2 for Jan 
2013). For Jan 2013, the practice average for race was 55.6%; the lower quartile documented race on 5% of patients 
or less while the upper quartile documented race for over 95%. Documentation for race is consistently much lower 
than for ethnicity over the period observed.  
 
These results include ‘unknown’ and ‘other’ values for race, and therefore over-represent the proportion of patients 
with a specific race designated. The Meaningful Use EHR Incentive Program has set the documentation threshold 
for demographic information at 50% for Stage 1 of Meaningful Use. In Stage 2, the threshold will be raised to 80%. 
This snapshot of provider documentation habits indicates that documentation of ethnicity has achieved the Stage 2 
threshold. However, documentation of race lags significantly, with implications for using EHR data for health 
disparities research. 

 Figure 1: Average proportion documented, 2010-2012 Figure 2: Distribution of Jan 2013 race documentation 
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Abstract 

Applying the principles of literature-based discovery (LBD), we elucidate the paradox that obesity is beneficial in 
critical care despite contributing to disease generally. Our approach enhances a previous extension to LBD, called 
“discovery browsing,” and is implemented using Semantic MEDLINE, which summarizes the results of a PubMed 
search into an interactive graph of semantic predications. The methodology allows a user to construct 
argumentation underpinning an answer to a biomedical question by engaging the user in an iterative process 
between system output and user knowledge. Components of the Semantic MEDLINE output graph identified as 
“interesting” by the user both contribute to subsequent searches and are constructed into a logical chain of 
relationships constituting an explanatory network in answer to the initial question. Based on this methodology we 
suggest that phthalates leached from plastic in critical care interventions activate PPAR gamma, which is anti-
inflammatory and abundant in obese patients. 

Introduction 

Our goal is to use literature-based discovery (LBD) to elucidate the paradox that obesity has a beneficial effect in 
critical care, although it contributes to disease generally. The methodology enhances our previous work1 on 
“discovery browsing,” which is an extension to LBD that concentrates on elucidating poorly understood areas of 
biomedicine, rather than necessarily making new discoveries.  A key component of “discovery browsing” is 
“cooperative reciprocity” between human and machine in order to iteratively focus system output to meet the needs 
of the user. This method of discovery browsing uses Semantic MEDLINE as a framework in which the user exploits 
semantic predications generated by SemRep2, summarized with topic-relevant schemas3, and visualized as a network 
of concepts (predication arguments) connected by their relationships (predicates).  

Semantic MEDLINE facilitates a novel method, the goal of which is to construct argumentation underpinning an 
answer to a biomedical question. This argumentation consists of a series of key concepts and their relationships 
integrated into an overall explanatory network. The method begins with a graphical summary of the citations 
retrieved from an initial query to Semantic MEDLINE. In “cooperative reciprocity” with these results, the user 
decides which concepts in the graph should be pursued in the subsequent query to Semantic MEDLINE. This 
iterative process is continued until the question has been effectively answered.  

We illustrate this methodology with results that provide an explanatory mechanism for the obesity paradox. In 
summary, peroxisome proliferator-activated receptor (PPAR) gamma is most greatly expressed in adipose tissue, 
activation of PPAR gamma is anti-inflammatory, diethylhexyl phthalate (DEHP) activates PPAR gamma, and 
DEHP is leached from lines and bags at therapeutic doses in standard interventions in intensive care unit (ICU) 
patients. 

Background 

SemRep 

SemRep extracts semantic predications from the biomedical research literature2. A predication is a formal 
representation of textual content that consists of a subject, predicate, and object. Subject and object arguments are 
concepts from the Unified Medical Language System Metathesaurus4 (UMLS) as accessed through MetaMap5.  The 
predicate is from the Semantic Network6. These predications provide a normalized representation of part of the 
meaning of the source text in a computable format. As an example, SemRep extracts the predication “phthalate 
STIMULATES PPAR gamma” from the following sentence: 

 “We thus performed structural and functional analyses that demonstrate how monoethyl-hexyl-
phthalate (MEHP) directly activates PPARgamma and promotes adipogenesis…” (PMID 17468099)  
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Semantic MEDLINE  

Semantic MEDLINE7 is a web-based system that visualizes SemRep-generated semantic predications extracted 
from MEDLINE citations stored in SemMedDB8. SemMedDB is a database containing the predications extracted by 
SemRep from the titles and abstracts of citations in the MEDLINE database8. As of January 31st, 2013, SemMedDB 
contained 62,776,964 semantic predications from 21,987,674 citations published between January 1st, 1900 and 
December 31 2012. Predications from retrieved citations are summarized based either on clustered cliques9 or a 
user-selected schema3. The resulting summary is represented as an interactive graph (Figure 1) with nodes 
representing arguments and edges representing predicates. Nodes are color-coded by UMLS semantic type and 
edges are color-coded for individual predicates. Clicking on an edge provides the citation, including the source 
sentence and PMID, for the represented predication. 

 

Figure 1. A representative graph produced by Semantic MEDLINE for the search “PPAR gamma and phthalate,” 
providing specific information for the relationship “phthalate STIMULATES PPAR gamma.” 

Literature-based discovery 

Literature-based discovery10 is a method of detecting previously unnoticed relationships in the published research 
literature to provide insight into a poorly understood phenomenon. There are two LBD paradigms. In the first, open 
discovery, concepts A, B, and C are known and the relationship between A and B and B and C are known, but the 
relationship between A and C has not been identified. The goal is to discover that relationship. The second 
paradigm, closed discovery11, is used to explicate an observed phenomenon.  A relationship between A and C is 
assumed but undefined. Relationships between A and B and B and C are identified such that B is provided as a 
mechanistic link between A and C. Early approaches to automated LBD systems utilized concept co-
occurrence12,13,14. Semantic predications were first used for LBD by Hristovski et al15, and more recent work has 
extended this approach16,17,18,19,20. We have previously used semantic predications in LBD to propose “that cortisol is 
a mechanistic link connecting declining testosterone levels to age-related alterations in sleep behavior in men.” 21   

This work develops the notion of “discovery browsing”1, which extends LBD in that it does not necessarily make a 
discovery, but elucidates poorly understood phenomena. A key component of discovery browsing is “cooperative 
reciprocity” between human and machine, in which some formal mechanism provides results from which the user 
selects the most “interesting/useful.” In the earlier work, the emphasis was on the results generated by a formal 
mechanism (graph theory)1 while the current proposal focuses on human input. 

165



Serendipitous knowledge discovery 

In previous research on using serendipitous knowledge discovery (SKD) for LBD21 we exploited four themes: an 
iteration of searches, change or clarification of search parameters progressively through the iterations, a seeker’s 
prior knowledge to provide meaning and relevance to information in search results, and the role of information 
organization and presentation. In the methodology presented here, information presentation is handled by Semantic 
MEDLINE, as is the organization of relationships into argument networks.  In contrast, SDK addresses “exploring 
without a specific question.”  

The obesity paradox 

Although it is well-established that obesity increases morbidity and mortality22, increased obesity has been found to 
be a predictor of decreased mortality and morbidity in several, principally critical, conditions, including acute 
coronary syndrome23, heart failure24, stroke25, and respiratory emergencies26, as well as a general ICU 
phenomenon27. Although explanations range from inaccuracies due to analysis, sampling, or BMI as a measure of 
obesity28,29,30 to obesity as an inverse of cachexia or COPD31,32, few mechanistic explanations have been posited but 
include adipose secretion of leptin33 or adiponectin34 causing anti-inflammatory effects and lipophilic sequestration 
of environmental pollutants35. To date, no mechanistic explanation thoroughly differentiates between the benefits of 
obesity in acute survival and its detriment over the longer course. 

Since we observed that inflammation has unique characteristics in obesity and plays a significant role in the critical 
conditions demonstrating an obesity paradox, an explanation for the obesity paradox may be gleaned from a 
combination of knowledge from literature relevant to inflammation and obesity in addition to field-specific journals 
that describe conditions demonstrating an obesity paradox. In other words, a mechanism might already exist in the 
literature, although fragmented into different fields.  

Methods 

Overview 

In the cooperative reciprocity that underpins our methodology, Semantic MEDLINE provides system output which 
the user exploits with domain knowledge to determine the answer to a biomedical question. The process begins with 
a query (A) to Semantic MEDLINE, based on the question. “Interesting” concepts (B) are identified by hand in the 
resulting graph and used iteratively36,37 to formulate subsequent queries to the system. Interim results are continually 
focused and redirected towards answering the initial question. 

Search1 = A providing Result1 = A → B1, 

Search2 = A + B1 providing Result2 = B1 → B2, 

Search3 = A + B1 + B2 providing Result3 = B2 → B3, 

⋯ 

Searchn = A1 + B1 + B2 + B3 + … + Bn providing Resultn = Bn-1 → Bn, 

A search need not contain all potential search terms but may be a subset of all terms so that Searchn  {A1, B1, B2, 
B3, ⋯ , Bn}. However a search must contain at least one term so Searchn  . 

In this paradigm, the B-terms are part of a logical chain of relationships which can be linked together, producing a 
chain such that A1 → B1 → B2 → B3 → ⋯ → Bn-1 → Bn. The chain contains a perpetual series of relationships and 
the terminal relationship is represented by Bn-1 → Bn in place of the standard B → C.  Although concepts and 
relationships can be gathered directly from the predications visualized in the graph, they can also be garnered from 
reading the source abstracts that the graph links to. As the methodology penetrates iteratively toward a focused 
resolution of the underlying question of the search these relationships are integrated into an overall explanatory 
network. 

Selecting interestingness concepts 

We use several criteria for determining interestingness: 1) uncommon, 2) apparently unrelated, and 3) unfamiliar 
within the given context. All three depend on prior knowledge of the user and are therefore specific to each 
individual user. An additional criterion that becomes increasingly important in later iterations of the discovery 
browsing process is whether a presented relationship connects to a previous B-term or can become the new A-term 
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for the entire argument network. Specific selection of interesting concepts depends on iteration. Uncommon, 
seemingly unrelated, or unfamiliar concepts are favored in earlier iterations, but as the process continues, 
relationships with concepts that can connect to arguments already within the chain take precedence.  

 
Figure 2. Overview of discovery browsing methodology. A general concept relevant to a specific research question 
is used as an initial search term to enter into Semantic MEDLINE. Interesting concepts are determined in the graph 
and included in subsequent searches. As iterations continue, interesting relationships are identified which eventually 
find a position in the logical chain that provides a solution to the initial research question. When this chain is 
represented in graphical form, it becomes the argument network. 

Using the method to address the obesity paradox 

Goal: Discover molecular mechanism contributing to the obesity paradox. Motivation: Approached by clinical 
researchers after discovering existence of obesity paradox in ICU survival. User: First author. Relevant training: 
medicine, biochemistry. Status: Clinical researcher with non-expert understanding of endocrinology or PPAR-
gamma’s role in metabolism and inflammation. 

Iteration 1 

Initial search: As shown in Figure 2, the user selects an initial search term that is of a general nature and broadly 
relevant to the specific research question seeking to be answered. In our example, the initial query to Semantic 
MEDLINE is “obesity,” resulting in 20,000 citations and 118,325 predications. This search and all subsequent 
searches were performed on February 4, 2013, limited to publication between January 1, 1900 and December 31, 
2012, and limited to a maximum of 20,000 citations.  

Selection of interesting results: Semantic MEDLINE produced a summary graph containing fewer than 50 concepts, 
most of which were well known regarding obesity (e.g., Adipocytes, Diabetes) or non-specific (e.g., Body tissue, 
Physical activity). PPAR gamma (a receptor significant in obesity) was one of a small number of concepts that were 
candidates for further iterative searching. A provided citation (PMID: 21488194) noted PPAR gamma’s role in 
regulation of inflammatory response, and inflammation was known to be significant for all of the conditions 
exhibiting an obesity paradox. 

Iteration 2 

Composite search: The interesting concept “PPAR gamma” was combined with the initial query to become “obesity 
and PPAR gamma.” This search returned 1346 citations and 13,224 predications, yielding 6733 predications after 
summarization. 

Selection of interesting results: Results from the second search include the predications “Adipose tissue 
LOCATION_OF PPAR gamma” (PMID 8647948), which is a well-known relationship and therefore less interesting 
but included within our logical chain for its connectivity within the logical chain. An additional predication of note 
was found within the graph: “phthalate STIMULATES PPAR gamma” (PMID 22017230).  The concept “phthalate” 
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was deemed interesting because it was uncommon, apparently unrelated, and unfamiliar to the user in this or any 
other context.  

Iterations 3  

Composite search: The interesting concept from Iteration 2, “phthalate,” is combined with the previous interesting 
concept “PPAR gamma” from Iteration 1 to attempt to expand the discourse on the role of phthalates with this 
receptor known to be centrally positioned in obesity. The search becomes “PPAR gamma and phthalate.” This 
search returns 32 citations and 368 predications which are reduced to 135 predications after summarization. 

Selection of interesting results: This graph produced contains “phthalates INTERACTS_WITH PPAR gamma” 
(PMID 17468099) again and this abstract specifies that MEHP activates PPAR gamma, which we include as 
“MEHP STIMULATES PPAR gamma.” The source abstract from a second, similar predication, “Mono(2-
ethylhexyl) phthalate STIMULATES Peroxisome Proliferator-Activated Receptors” (PMID 16326050) provided the 
relationship “DEHP METABOLIZES_TO MEHP.” 

Iterations 4  

Composite search: To explore the significance of MEHP in the critical care population it is combined with concepts 
that include this group including the productive query “mono-(2-ethylhexyl) phthalate and intensive care unit.” 7 
citations with 51 predications were returned which were summarized to 6 predications by Semantic MEDLINE. 

Selection of interesting results: This iteration provides the enticing predication “Blood LOCATION_OF 
Diethylhexyl Phthalate” (PMID 14594632) with additional information in the abstract that Diethylhexyl Phthalate 
(DEHP) is the most common plasticizer (i.e., used for flexibility and clarity) in polyvinylchloride and present in 
blood due to environmental exposure. We summarize these relationships as “PVC CONTAINS DEHP” and “ICU 
interventions INCREASE PVC exposure,” knowing the common use of PVC in bags and lines in a medical setting. 

Iterations 5 

Composite search: To further investigate the possibility of PPAR gamma’s role in inflammation being of 
significance in the conditions displaying an obesity paradox the receptor was also combined with “intensive care 
unit” analogous to Iteration 4: “PPAR gamma and intensive care unit.” The 150 predications from the 12 citations 
returned were reduced to 28 predications after summarization. 

Selection of interesting results: This search produced a graph containing “PPAR gamma ASSOCIATED_WITH 
Injury” (PMID 17101152), and the abstract clarified the association by demonstrating that down regulation of 
PPARG is followed by a proinflammatory response subsequent to sepsis, which is one of the conditions exhibiting 
the obesity paradox. The proinflammatory effect of down regulation of PPAR gamma suggests that PPAR gamma 
has an anti-inflammatory role, which we summarized in the relationship “PPAR gamma DECREASES 
Inflammation.” 

Linking relationships 

The relationships garnered from the searches in the 5 iterations outlined where combined into a logical chain.  This 
includes relationships directly provided in the graphs as semantic predications as well as relationships provided in 
the source abstracts, using more specificity for the concepts and/or their relationship. For example, in Iteration 2 the 
predication “phthalate STIMULATES PPAR gamma” was further specified in the abstract by defining the phthalate 
specifically as MEHP (PMID 22017230). 

Results 

Individual relationships 

As listed below, seven individual relationships were selected and included in the final logical chain in response to 
the initial search question. Italicized relationships indicate inclusion of information from abstracts, bold text 
represents commonly known relationships, whereas those that are neither italicized or bold were predications 
provided in Semantic MEDLINE graphs. 

1) DEHP METABOLIZES_TO MEHP 

2) MEHP STIMULATES PPAR gamma 

3) PPAR gamma DECREASES inflammation 
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4) Inflammation INCREASES mortality and morbidity 

5) ICU interventions INCREASE PVC exposure  

6) PVC CONTAINS DEHP 

7) Obesity INCREASES Adipose tissue  

8) Adipose tissue LOCATION_OF PPAR gamma 

 

Logical chain and argument network 

Our argument network is composed of the three logical chains listed below.  The main logical chain (1) provides a 
link from DEHP exposure to decreased morbidity and mortality mediated through PPAR gamma. One auxiliary 
chain (2) describes an increase of exposure to PVC and therefore MEHP with ICU interventions and the other (3) 
suggests an increase in PPAR gamma activity in the obese due to an increase in adipose tissue. 

1) DEHP METABOLIZED_TO MEHP STIMULATES PPAR gamma DECREASES inflammation 
INCREASES mortality/morbidity 

2) ICU interventions INCREASE PVC LOCATION_OF DEHP  

3) Obesity INCREASES Adipose tissue LOCATION_OF PPAR gamma  

 
Figure 3. Argument network for the obesity paradox. The main logical chain (vertical) describes the role of 
DEHP in reducing mortality and morbidity and context is provided by the auxiliary chains detailing the increase of 
DEHP exposure in the ICU and an increase in PPAR gamma in obesity. 

Discussion 

To investigate whether this discovery was novel we submitted a series of PubMed searches to ascertain whether a 
link between DEHP and the obesity paradox had ever been suggested. A search for “(phthalate OR DEHP OR 
MEHP) AND obesity” returned 28 citations. The citations were almost all concerned with phthalates inducing 
obesity with prolonged environmental exposure with a few focused more narrowly on exposure levels within this 
context and a single citation focused on food safety so also concerned with phthalate toxicity. Searching for 
“(phthalate OR DEHP OR MEHP) AND obesity paradox” returned no results, suggesting that within MEDLINE no 
articles linked the concept of phthalates with the obesity paradox. It is worth noting that the obesity paradox is not a 
large topic of conversation within the biomedical literature as the query “obesity paradox” produced only 220 
articles. 
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Revisiting the A – B – C paradigm 

This discovery browsing methodology extends the traditional A-B-C paradigm of LBD by arranging sets of 
relationships into logical chains and facilitates arranging the logical chains into an argument network. It is worth 
revisiting the three logical chains included in our argument network in the context of the traditional A-B-C 
approach, to see how the individual branches are represented in this traditional notation. The longest chain can be 
summarized as the role of DEHP in mortality and morbidity. As can be seen in Table 1, this chain consists of a 
series of A – B and B – C components being combined into A – C relationships, requiring three rounds to move 
through four original relationships. Each line results in a combined (A – C) relationship which is ported to the A – B 
relationship of the next line. Ultimately, this first logical chain is summarized as “DEHP DECREASES mortality 
and morbidity.” The second logical chain describes the specificity of the initial logical chain to the obesity paradox 
or “ICU” conditions.  Since there are only two component relationships, they are combined in one round to “ICU 
interventions INCREASE DEHP exposure.” The third chain describing the specificity of the main chain to obese 
patients is also completed in a single round, yielding “obesity INCREASES PPAR gamma.” 

Table 1. A–B, B–C, and resulting A–C relationships for each logical chain. 

A – B B – C A – C 

Role of DEHP in mortality and morbidity 

DEHP METABOLIZES_TO MEHP MEHP STIMULATES PPAR gamma DEHP STIMULATES PPAR gamma

DEHP STIMULATES PPAR gamma 
PPAR gamma DECREASES 

inflammation 
DEHP DECREASES Inflammation 

DEHP DECREASES Inflammation 
Inflammation INCREASES mortality 

and morbidity 
DEHP DECREASES mortality and 

morbidity 
Specificity to ICU 

ICU interventions INCREASE PVC 
exposure 

PVC LOCATION_OF DEHP 
ICU interventions INCREASE DEHP 

exposure 
Specificity to obese patients 

Obesity INCREASES Adipose tissue 
Adipose tissue LOCATION_OF 

PPAR gamma 
obesity INCREASES PPAR gamma

PPAR gamma’s anti-inflammatory role 

Although initially studied for its role in adipogenesis, a more recent study of PPAR gamma has alluded to its 
significant anti-inflammatory activity (Szanto, 2008). An abundance of studies have outlined anti-inflammatory 
effects of PPAR gamma activation in animal models and cell culture, which include reduction of inflammatory 
effects in macrophages, dendritic cells, and macrophages, reduction of airway inflammation related to asthma and 
COPD, neural and cardiac autoimmunity, colitis, arthritis, and dermatitis among others38. These studies have 
provided sufficient evidence to warrant trials of PPAR gamma agonists in high inflammatory states, including 
cardiovascular diseases such as myocardial infarction, acute coronary syndrome, stroke, and carotid plaque 
formation39,40,41, chronic kidney disease42, ulcerative colitis43, and malaria44.  Of these, all but the final two have 
demonstrated an obesity paradox. 

DEHP exposure in obesity paradox interventions 

Although the historical focus of the bioactivity of DEHP has been on possible carcinogenesis45 and disturbance of 
male reproductive tract development46, the mechanism provided by discovery browsing with Semantic MEDLINE 
suggests it may have a positive effect on obese patients undergoing critical care interventions. However, due to the 
concern of DEHP having potential toxic effects through PVC exposure, the FDA conducted a study detailing the 
exposure ranges for various interventions, determining that the exposure levels did not put adults at reasonable risk 
for toxic effects47. They do, however, provide support for the idea that many procedures common in obesity paradox 
conditions provide a dosage that is likely to elucidate the anti-inflammatory effects of PPAR gamma agonism.  For 
instance, blood transfusion, TPN administration, coronary artery bypass graft, hemodialysis, enteral nutrition, and 
certain IV infusion conditions provide doses that may be significant.  These doses are exponentially lower than the 
cancer studies45, but much closer to those demonstrating similar agonistic activity of DEHP to commonly prescribed 
PPAR gamma agonists48.  

Obesity increases PPAR gamma activity  
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Our argument network suggests that because PPAR gamma is expressed most in adipose tissue, and obesity equates 
with a significant increase in adiposity, there should be a corresponding increase in PPAR gamma.  Although rodent 
studies have demonstrated an increase of PPAR gamma expression in adipose and diaphragm49, bone marrow and 
splenocytes50, and lung51; only one study has found increased expression of PPAR-gamma in humans, specifically in 
the liver of obese patients with non-alcoholic fatty liver52. This lack of evidence for an increase in gene expression is 
coupled with a complete lack of protein-level data, so there is no direct evidence for a general increase of PPAR 
gamma abundance in obesity. However, a recent study demonstrates the same effect in a mouse model of acute 
pancreatitis, showing that obese mice treated with the PPAR gamma agonist rosiglitazone have decreased disease 
severity and decreased lethality compared to non-obese mice after induced pancreatitis, which is unexpected since 
obesity usually increases pancreatitis complications53.  

Advantage of Semantic MEDLINE over standard information retrieval  

Semantic MEDLINE provides a summary of search results that reduces the burden of information processing on the 
user.  An equivalent search for “obesity” using PubMed returned 173,875 citations. The first mention of PPAR 
gamma is in the 20th citation but includes no mention of inflammation. The 99th citation is the first to mention both 
concepts, but PPAR gamma is mentioned in the context of a marker for obesity and not directly connected to 
inflammation. Finally, citation 517 postulates that the PPAR gamma agonist, rosiglitazone, may decrease 
inflammation. 

Conclusion 

We utilized the principles of literature-based discovery (LBD) to elucidate the paradox that obesity has a beneficial 
effect in critical care, although it is well-known to contribute to disease generally. This approach enhances our 
previous work on “discovery browsing,” which is an extension to LBD and relies on semantic predications extracted 
by SemRep from all of MEDLINE. It is implemented with the Semantic MEDLINE web application, which 
summarizes predications extracted from the results of PubMed searches and presents results in interactive graphs. 
The methodology allows a user to construct argumentation underpinning an answer to a biomedical question. In 
response to a biomedical question, a user engages in an iterative process of cooperative agreement between 
Semantic MEDLINE output and the user’s own background knowledge. Components of the Semantic MEDLINE 
output graph identified as “interesting” by the user both contribute to subsequent searches and are constructed into a 
logical chain of relationships constituting an explanatory network in answer to the initial question. Based on this 
methodology we suggest that phthalates leached from plastic in the intensive care unit activate PPAR gamma, which 
is anti-inflammatory and is abundant in obese patients. 
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Introduction: Accurate data on known 
adverse drug events (ADEs) are critical for 
prediction of unknown ADEs. 
Unfortunately, there are no reliable “gold 
standard” data on ADEs. It is thus 
imperative to assess the degree of 
concordance between various existing ADE 
data sets and to validate ADE prediction 
models against multiple reference standards. 
In this study, we compared two ADE data 
sets: Lexicomp and SIDER. We also 
performed a comparative validation of the 
Predictive Pharmacosafety Networks (PPN) 
model using both SIDER and Lexicomp 
data. 

Methods and Results: Recently, we 
mapped more than 10,000 ADE names 
contained in a dataset provided by Lexicomp 
to the Medical Dictionary for Regulatory 
Activities (MedDRA) standard [1]. 
Following ADE name standardization, we 
used a 2005 snapshot of Lexicomp data – 
Lexicomp 2005 – to develop a predictive 
model of drug-ADE associations, called 
Predictive Pharmacosafety Networks (PPN) 
[1]. The PPN model was validated using a 
2010 snapshot of Lexicomp data – 
Lexicomp 2010. In 2012, a new MedDRA-
coded version of the SIDER data was 
published [2] (ftp://sideeffects.embl.de/ 
SIDER/2012-10-17).  Here, we compare the 
Lexicomp 2010 and SIDER 2012 ADE data 
sets and conduct further validation of the 
PPN model. To align SIDER data with the 
data used in [1], we standardized the 
Lexicomp and SIDER drug names using the 
NPC resource [3] and mapped the ADE 
names in SIDER from the Preferred Terms 
(PT) level to the High Level Terms (HLT) 
level of MedDRA. Out of 809 drugs used in 
[1], 695 (86%) were also included in SIDER 
2012; out of 852 HLTs used in [1], 765 

(90%) were also included in SIDER 2012. 
Next, we compared the drug-ADE 
associations reported in the Lexicomp 2010 
and SIDER 2012 data sets between these 
SIDER 695 drugs and 765 HLTs. The 
Spearman correlation between the counts of 
ADEs (drugs) in the Lexicomp 2010 and 
SIDER 2012 data sets was 0.84 (0.92). 
Relative to Lexicomp 2005 data snapshot, 
SIDER 2012 introduces new drug-ADE 
associations at a higher mean annual rate 
than Lexicomp 2010: 4810 vs. 1973 new 
associations per year, respectively. 
However, nearly half of SIDER-only 
associations with available frequency data 
were labeled as “postmarketing”. Finally, 
we found a very small change in the area 
under the Receiver Operating Characteristic 
curve (AUROC) of the PPN model when 
SIDER 2012 data were used as a reference 
standard instead of Lexicomp 2010 data: 
0.84 vs. 0.85, respectively.  

Discussion and Conclusions: We found 
that ADE and drug counts in the Lexicomp 
2010 and SIDER 2012 datasets were highly 
correlated and that the AUROC of the PPN 
model changed very little (approximately 
1.1 %) when SIDER data were used for 
validation instead of Lexicomp data. 
Although relative to Lexicomp 2005, SIDER 
2012 grows at a higher rate than Lexicomp 
2010, the residual growth in SIDER appears 
to be mainly due to the inclusion of a large 
number of postmarketing associations.  
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Abstract 

Care transitions from one facility to another threaten patient safety due to the potential loss of critical clinical 
information.  Electronic clinical data exchange may address the problem.  Approaches to exchange range from 
manual directed exchange, or sending point-to-point messages, to automated query-based health information 
exchange (HIE), or aggregating data from multiple sources.  In this study, we measured the extent to which 
automated query-based HIE supported patient encounters and care transitions in one community.  During the 23-
month study period, 41% (n=33,219) of affirmatively consented patients had at least one encounter supported by 
automated query-based HIE.  Of these patients, 41% (n=13,685) visited two or more facilities and accounted for 
68% of total encounters.  Of total encounters, 28% (n=40,828) were care transitions from one facility to another.  
Findings suggest that automated query-based HIE may support care transitions with efficient information sharing 
and assist United States providers in achieving stage two of meaningful use. 

Introduction 

When patients transition from one care facility to another, they are at risk for errors and inefficiencies caused by 
caregivers and patients failing to share critical clinical information [1–3]. During care transitions, workflow, 
situational priorities, differences in clinician training and culture, and human cognitive issues can interfere with the 
effective transfer of patient information [2].  The resulting lack of test results, medication histories, treatment plans, 
and other critical data points threatens patient safety and continuity of care [3].  To address the problems posed by 
care transitions, numerous investigators have identified electronic clinical data transfer across facilities as a potential 
solution [1–5].   

In the United States, stage two of the federal meaningful use program for electronic health records (EHRs) [6] 
requires eligible healthcare organizations to electronically transmit a summary of care document when transitioning 
a patient to a new facility [7].  To accomplish this objective, healthcare organizations can employ a variety of 
technological approaches including directed exchange, or secure point-to-point messaging, and query-based health 
information exchange (HIE), or aggregation of data from multiple healthcare institutions [7,8].  Directed and query-
based exchange can be configured for use in both manual and automated fashions [8], and data transmitted through 
exchange can be displayed through numerous modalities including web portals [9], electronic whiteboards [10], and 
EHRs [11].  However, optimal approaches for clinical data exchange are unknown.  

Existing quantitative studies of query-based HIE have focused on manual approaches that require users to login to a 
web portal system to search for individual patients [9,12] as well as automated approaches that integrate HIE data 
with other electronic systems [10].  In these studies, clinicians and staff accessed manual query-based HIE data for 
2.3% to 21.1% of patient encounters and automated query-based HIE for 6.8% of patient encounters [9,10,12]. 
However, these investigations addressed usage only in emergency department and safety-net clinic settings rather 
than broadly across multiple community-wide settings and patient populations.  Additionally, the studies focused on 
access of data reports (e.g. laboratory report, radiology report) and aggregated data views as opposed to individual 
summary of care documents containing multiple types of clinical data, which are required under meaningful use to 
support care transitions [7].   
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Compared to query-based HIE for data reports and aggregated views, less is known about approaches for 
transmitting summary of care documents comprised of patient data from multiple sources.  In South Korea, 
researchers have described an automated query-based HIE system that transmitted care summaries for patients 
transitioning among clinics and a hospital [13].  However, evaluation of the system measured patient perceptions 
rather than utilization of automated query-based HIE.  Quantitative measures of HIE activity are critical for 
understanding the breadth and depth of system adoption, implementation, and resistance in communities [14] prior 
to assessing effects of HIE on clinical and economic outcomes [15,16].  The objective of this study was to describe 
the extent to which an automated query-based HIE system that transmitted summary of care documents to healthcare 
facilities in one community supported patient encounters and care transitions. 

Background 

New York State has provided substantial financial support for EHR and HIE implementation through the Healthcare 
Efficiency and Affordability Law for New Yorkers (HEAL NY) [17].  A central goal of HEAL NY is the 
development of the Statewide Health Information Network for New York (SHIN-NY) to facilitate clinical data 
exchange.  The SHIN-NY, overseen by the New York State Department of Health and the New York eHealth 
Collaborative public-private partnership, aims to connect multiple community-wide HIE efforts in order to securely 
share patient data across the state.  In New York State, patients must opt in and provide affirmative consent to 
participate in HIE that aggregates data from multiple healthcare institutions [18]. 

One of the eleven non-profit regional health information organizations (RHIOs) recognized by New York State to 
advance the SHIN-NY, Southern Tier HealthLink (STHL) serves a population of 470,000 residents and 
approximately 800 physicians across five counties in central New York near the city of Binghamton.  STHL’s 
stakeholders include United Health Services and Lourdes Hospital, two major healthcare organizations in the region.  
Operational since 2005, STHL has received $11.3 million in grant funding through HEAL NY.  More than 90% of 
patients approached have provided affirmative consent to participate in HIE through STHL. 

Methods 

We performed a cross-sectional study of automated query-based HIE activity for patients who provided affirmative 
consent to participate in HIE through STHL.  The Weill Cornell Medical College Institutional Review Board 
approved this study. 

HIE system description 

STHL used the Lawson Cloverleaf HIE (Alpharetta, GA) platform to provide a centralized data repository with a 
master patient index.  Five hospitals, one freestanding imaging center, and thirty ambulatory care practices affiliated 
with a single integrated delivery network healthcare system contributed a variety of patient data reports (e.g. 
admission-discharge-transfer, allergy, medication, problem list, diagnosis, procedure, immunization, laboratory, 
radiology, transcribed notes) to the centralized repository in real time.  Providers (e.g. MD, DO, NP, PA), nurses, 
other clinicians (e.g. physical therapist, registered dietician), and staff had access to data in the centralized repository 
for patients in their care only if patients provided affirmative consent for the healthcare facility to do so. 

Two forms of automated query-based HIE enabled clinicians and staff to obtain summary of care documents from 
the centralized data repository.  Thirty ambulatory care practices, referred to as “clinics” in this manuscript, 
implemented an EHR system from NextGen Healthcare (Horsham, PA) that automatically queried STHL the 
evening prior to a patient’s appointment and retrieved a continuity of care record (CCR) [19] consisting of data 
available in the centralized repository for that patient. Automated CCR transmission to clinics became available in 
the first month of the study period. 

Additionally, two hospitals implemented a locally developed system that automatically queried STHL for every 
patient emergency department visit, inpatient admission, and inpatient unit transfer at the time the encounters were 
entered into the electronic patient registration system, and retrieved a continuity of care document (CCD) [20]. A 
CCD consisted of data from the centralized repository for a patient.  The system stored the CCDs it retrieved in a 
secure network database, and clinicians accessed the CCDs on approved devices using a custom iOS app called 
iCare, which mainly provided access to data from local hospital information systems [21].  Automated CCD 
transmission to hospitals became available during the seventeenth month of the study period.  

Finally, clinicians and staff could also manually obtain patient data from the centralized repository by logging into a 
secure web portal, searching for a patient, and viewing a patient’s individual data reports (e.g. laboratory report, 
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transcribed note).  However, users accessed the web portal almost exclusively for administrative purposes (e.g. 
updating patient consent status) and seldom for clinical purposes. 

Data collection 

The study time period spanned the first 23 months of automated query-based HIE operations, which started in 2010.  
For patients 18 years of age and older who provided affirmative consent for HIE participation, STHL provided us 
with system log files detailing automated query-based HIE transmissions as well as basic demographic 
characteristics of patients, providers, and facilities where providers practiced.  Patients, providers, facilities, and 
dates were obfuscated to de-identify the data while preserving semantics across records through research identifiers. 

For each CCR transmitted to a clinic, system log files contained a document identifier (ID), timestamp, patient ID, 
provider ID with whom the patient had an appointment, and practice site ID of the provider.  EHR usage data 
required to determine whether CCRs were viewed in EHRs and by whom were not available to STHL or the 
research team.   

Because the two hospitals shared ownership, medical staff, clinical information systems, and the same city, they 
functioned as one hospital.  For each CCD transmitted to the hospital, system log files contained a unique document 
ID, timestamp, patient ID, and provider ID of the attending provider designated in the registration system for the 
encounter.  System log files also recorded which CCD transmissions to the hospital were viewed and by whom via 
iCare.  However, for each CCD transmission to the hospital, system log files did not contain the type of hospital 
encounter (e.g. emergency department visit, inpatient admission, inpatient unit transfer) or in which of the two 
physical facilities the encounter occurred.  Additionally, CCD transmissions to the hospital did not indicate when a 
patient was discharged from the hospital. 

Definition of care transition 

We defined a care transition as a patient encounter (n) in one facility (facility A) that was followed immediately by 
an encounter (n+1) in a different facility (facility B).  Of two successive encounters in different facilities, we 
attributed the care transition to the first encounter, not the second encounter, because the first encounter resulted in 
the care transition to the different facility.  This care transition definition is consistent with stage two of meaningful 
use, which requires a healthcare provider to send a summary of care document for a patient when the provider 
transitions the patient to a different healthcare facility [7].  The meaningful use definition’s focus on a subsequent 
encounter (n+1) having a change in facility rather than a change in provider excludes care transitions between 
providers in the same facility who share an EHR system and do not need to send summary care records [7].   

Data analysis 

To assure quality of analysis, we first excluded transmissions that lacked provider IDs and facility IDs.  Next we 
identified duplicate transmissions—those sent within 24 hours of another for the same patient to the same provider 
in the same facility—and removed them from the data set so that each transmission represented a unique patient 
encounter in the hospital or one of the clinics. With the final data set, we calculated descriptive statistics to 
characterize patient encounters and care transitions.   

For patient encounters, we calculated total encounters per patient and total unique facilities visited per patient [22].  
For care transitions, we calculated the number of each type of transition (e.g. clinic-to-clinic, clinic-to-hospital, 
hospital-to-clinic, clinic no transition, hospital no transition).  For transitions from clinics to other clinics and the 
hospital, we also calculated encounters, transitions, and transition percentage for individual providers grouped by 
specialty.  Transition percentage is the percentage of a provider’s total encounters with patients that resulted in a 
care transition to another facility [23].  For transitions from the hospital, we identified providers in ambulatory 
clinics on the receiving end of the transition and calculated the number of transitions received for individual 
providers grouped by specialty.  For providers practicing in the hospital, we did not examine individual hospital-
based encounters and transitions because hospital encounters involved multiple clinicians and care settings [23].   

We summarized normally distributed continuous variables using mean (±SD) and non-normally distributed 
continuous variables using median (interquartile range (IQR)).  To query and manage data, we used Oracle MySQL 
5.5.28 and Microsoft Excel 2011. 

Results 

We obtained a data set of 202,365 automated query-based HIE transmission records comprised of 109,991 (54%) 
transmissions to the hospital and 92,374 (46%) transmissions to clinics.  Of these records, we excluded 30,386 
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(15%) transmissions to the hospital due to lack of a known provider and 16,805 (8%) transmissions to clinics due to 
lack of a specified facility.  We then removed 5,961 (3%) duplicate transmissions to the hospital and 3,545 (2%) 
duplicate transmissions to clinics.  The final data set contained transmissions representing 145,668 unique patient 
encounters.  

Patient encounters 

Of the 81,687 unique patients who provided affirmative consent for query-based HIE participation during the study 
period, 41% (n=33,219) had at least one encounter supported by automated query-based HIE (Table 1). 

Table 1. Characteristics of patients who affirmatively consented for query-based HIE participation. 

 
Affirmatively Consented 

Patients 
N=81,687 

Affirmatively Consented 
Patients with Encounters 

(n=33,219; 41%) 

Affirmatively Consented Patients 
without Encounters 
(n=48,468; 59%) 

Gender    
Female 48,314 (59) 20,905 (63) 27,409 (56) 
Male 33,373 (41) 12,314 (37) 21,059 (44) 

Age    
18-40 21,622 (26) 8,099 (24) 13,523 (28) 
40-64 34,937 (43) 14,440 (44) 20,497 (42) 
>64 25,128 (31) 10,680 (32) 14,448 (30) 

Race or ethnic group    
White 72,270 (88) 29,332 (88) 42,938 (88) 
African-American 2,023 (3) 1,020 (3) 1,003 (2) 
Hispanic 361 (<1) 187 (<1) 174 (<1) 
Asian/Pacific Islander 403 (<1) 189 (<1) 214 (<1) 
Other/Unknown 6,630 (8) 2,491 (8) 4,139 (9) 
 
52% (n=76,158) of encounters occurred in the hospital and 48% (n=69,510) occurred in clinics.  Figure 1 shows 
unique encounters by affirmatively consented patients increased over time as the number of consented patients 
increased.  

 
Figure 1. Unique encounters and affirmatively consented patients supported by query-based HIE.   
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As the number of participating clinics increased from 1 to 30, the number of clinic encounters supported by 
automated query-based HIE increased from 10 in month 1 to more than 5,000 per month beginning in month 15.  Of 
note, in month 10, the query-based HIE experienced a service interruption. 

For the 33,219 patients with at least one encounter, the median (IQR) number of total encounters was 3 (1-6).  As 
shown in Figure 2, 98% (n=32,842) of patients had between 1 and 20 total encounters, and 71% (n=23,723) of 
patients had two or more encounters.  Of note, 530 patients had more than 20 total encounters, and one patient had 
80 total encounters (not shown in figure). 
 

 
Figure 2. Distribution of patients stratified by total encounters. Not shown: 530 patients with >20 encounters. 
 
Of patients with at least one encounter, the median (IQR) number of unique facilities visited was 1 (1-2).  81% of 
patients (n=26,839) visited the hospital at least once, including 70% (n=13,630) of patients who visited only one 
facility.  Additionally, 59% (n=19,589) of patients visited a clinic at least once.  As shown in Figure 3, 41% 
(n=13,685) of patients visited two or more unique facilities, making them eligible for care transitions.  

 

 
Figure 3. Distribution of patients stratified by number of total unique facilities visited. 
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Care transitions 

Of 145,668 unique patient encounters, 28% (n=40,828) resulted in care transitions from one facility to another 
facility (Table 2).  The majority of care transitions involved patients visiting a clinic followed by the hospital (53%, 
n=21,771) or the hospital followed by a clinic (36%, n=14,531) rather than a clinic followed by another clinic (11%, 
n=4,526). 

Table 2. Encounters by type of transition. 

Transition Type Encounters 
(N=145,668) 

No transition 104,850 (72%) 
Hospital only 61,627 (42%) 
Clinic only 43,213 (30%) 

Transition 40,818 (28%) 
Clinic-to-hospital  21,771 (15%) 
Hospital-to-clinic  14,531 (10%) 
Clinic-to-clinic  4,526 (3%) 

 
For 152 providers in 30 clinics, 38% (n=26,297) of total encounters resulted in care transitions to the hospital or 
another clinic (Table 3). The majority of encounters and transitions occurred with primary care providers as 
compared to specialty care providers.  About a third of encounters resulted in care transitions for primary care 
providers while nearly two thirds of encounters resulted in care transitions for specialty care providers. 

Table 3. Transitions from clinics to other facilities by provider specialty. 

Provider Specialty 
Clinic 

Encounters 
(N=69,510) 

Transitions to 
Other Facilities 

(N=26,297) 

Providers 
(N=152) 

Provider Transition 
Percentage, mean (±SD) 

Primary care, n (%) 60,109 (86%) 20,766 (79%) 121 (80%) 33 (18) 
Family practice 48,292 (69%) 16,588 (63%) 107 (70%) 33 (19) 
Internal medicine 11,713 (17%) 4,146 (16%) 7 (5%) 36 (6) 
Pediatrics 104 (<1%) 32 (<1%) 7 (5%) 33 (8) 

Specialty care 9,401 (14%) 5,531 (21%) 31 (20%) 64 (18) 
Medical specialties 8,576 (12%) 4,999 (19%) 14 (9%) 71 (20) 
Other 767 (1%) 513 (2%) 15 (10%) 62 (11) 
Obstetrics/gynecology 58 (<1%) 19 (<1%) 2 (1%) 33 

 
Of the 21,771 clinic-to-hospital transitions supported by automated query-based HIE, providers viewed 132 (0.61%) 
transmissions via iCare during the first seven months of system availability. 

For the hospital, 19% (n=14,531) of total encounters resulted in care transitions to 118 providers in 23 clinics. As 
shown in Table 4, primary care providers in clinics received 84% (n=12,189) of care transitions from the hospital. 

Table 4. Transitions from the hospital to providers in clinics by provider specialty.  

Provider Specialty 
Transitions 

from Hospital 
(N=14,531) 

Providers 
(N=118) 

Clinics 
(N=23) 

Primary care, n (%) 12,190 (84%) 93 (80%) 17 (74%) 
Family practice 9,511 (65%) 81 (68%) 15 (65%) 
Internal medicine 2,667 (18%) 7 (6%) 3 (13%) 
Pediatrics 12 (<1%) 5 (4%) 1 (4%) 

Specialty care 2,341 (16%) 31 (20%) 8 (35%) 
Medical specialties 2,130 (15%) 14 (8%) 4 (17%) 
Other 208 (1%) 15 (12%) 3 (13%) 
Obstetrics/gynecology 3 (<1%) 2 (<1%) 1 (4%) 
Percentages of clinics do not sum to 100% due to multispecialty clinics. 

Figure 4 shows encounters by transition type over time.  Although an encounter may have occurred at one facility in 
a particular month, a subsequent encounter at a different facility may have occurred in a future month; the 
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subsequent encounter defined the initial encounter as being a care transition.  Although automated query-based HIE 
transmissions to the hospital were not available until the final week of month 17, clinic-to-hospital transitions 
increased over time with notable volume at least five months before transmissions started.  

 
Figure 4. Unique encounters over time by transition type. 

In addition to clinic-to-hospital transitions, clinic-to-clinic transitions increased during this time period.  However, in 
the first full month of hospital-to-clinic transition availability (month 18), clinic-to-clinic transitions began to 
decrease.  With the addition of hospital transmissions, the automated query-based HIE system began to capture 
hospital encounters that occurred between clinic encounters and thus all encounters in the community. 

Discussion 

To our knowledge, this investigation is among the first to quantify automated query-based HIE transmissions of 
summary of care documents to support patient encounters and care transitions.  In this study, 41% of affirmatively 
consented patients in one community had encounters supported by an automated query-based HIE system that 
transmitted care summary records comprised of data from multiple institutions to clinics and a hospital. Of these 
patients, 71% had two or more encounters and 41% visited two or more facilities.  Patients who visited multiple 
facilities accounted for 68% of total encounters.  Of total encounters, 28% resulted in care transitions.  Automated 
query-based HIE enabled 152 providers in 30 clinics to transition patients to other facilities as well as one hospital to 
transition 19% of its total encounters to 23 ambulatory clinics.  Automated query-based HIE transmissions increased 
over time, especially with addition of a hospital to existing participating clinics, showing the importance of sharing 
data between hospital and ambulatory clinic settings [24].  

These findings provide some insight to the relative advantages of the role of automation in HIE activity. First, the 
fact that a quarter of all encounters resulted in a care transition has significant impact on workflow and staffing in 
healthcare organizations.  It is difficult to imagine an efficient or sustainable workflow that relies solely on manually 
creating and sending summary records given the frequency of transitions and existing documentation demands.  
Second, automated delivery is a better fit for the work of health professionals.  The number of patient encounters 
and the large number of patients visiting multiple facilities indicates automatic delivery of information is more 
efficient. Finally, automated transmissions avoid many of the potential workflow, healthcare practice, and human 
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errors involved in data transmission. In manual directed exchange, providers must remember to initiate a 
transmission, and in manual query-based systems, providers must deliberately seek information. Automated query-
based HIE frees clinicians and staff from remembering to send or search for patient data from other facilities. 

As noted in the methods, the use of a manual query-based HIE web portal was not common in the community.  
Clearly, this functionality can serve specific purposes and cannot be dismissed, as directed exchange and query-
based exchange serve complementary patient data purposes [25].  In a previous study, we found that physicians in 
two communities with access to automated directed exchange of laboratory results and manual query-based HIE of a 
variety of data types reported more frequent usage of and greater satisfaction with automated directed exchange 
compared to manual query-based exchange [26].  However, physicians who used both automated directed and 
manual query-based exchange more frequently reported having improved access to accurate information as 
compared to those physicians who used only one form of exchange [26].  The automated query-based HIE 
transmissions described in this study may combine the most useful features of the previously studied forms of data 
exchange, as providers received data from multiple sources without taking deliberate action. 

This study also emphasizes the importance of automated query-based HIE in addressing the fragmented nature of 
care across hospitals and clinics.  Information sharing and care coordination following hospital discharge [3,24] and 
emergency department visits [27,28] are fraught with difficulty and may contribute to error.  During the final six 
months of the study when all HIE systems were available, the majority of care transitions occurred from hospitals to 
clinics. The high frequency of these types of transitions shows the potential value of HIE participation.  Ensuring the 
effective transfer of information from hospitals to clinics is critical for patient safety and prevention of unnecessary 
hospital readmissions. 

Query-based exchange can be made available via stand-alone web portals [9] as well as through systems that may be 
more closely integrated into clinical workflow, such as electronic whiteboards [10] and EHRs [11]. Although 
integration of query-based exchange data into clinical workflow may seem intuitive for increasing HIE usage, 
researchers have noted that not all users accessed query-based exchange available with an EHR because they did not 
realize it was available [11].  In this study, low viewing rates of automated query-based HIE transmissions to the 
hospital, although during a pilot period, raise questions about how and why providers use or do not use query-based 
HIE data.  Additionally, analysis of clinic transmission viewing was limited by not having EHR log data indicating 
which users viewed which automated query-based HIE transmissions to clinics.  Qualitative research is needed to 
understand how to best integrate query-based exchange data into clinical workflow, and future studies should also 
incorporate EHR usage data describing viewing behavior of transmissions to provide a more complete 
understanding of how clinicians and staff use HIE-based care summaries. 

This investigation may be overly conservative in measuring automated query-based HIE support of patient care 
transitions.  Patients may have visited facilities that contributed data to the centralized data repository but did not 
receive care summary transmissions during the study period. For example, although we identified consecutive 
hospital encounters as “hospital no transition,” patients may have had encounters at clinics or other hospitals that did 
not receive transmissions in between these hospital encounters.  Consolidating hospital encounters based on average 
length of stay or other time-based estimates was not feasible in this analysis due to unknown hospital encounter 
types (e.g. emergency department visit, inpatient admission, inpatient unit transfer) and discharge dates.  Software 
developers and researchers should collaborate to improve logging of automated query-based HIE transmissions in 
order to strengthen process improvement and scientific efforts. 

At a time when RHIOs face the challenge of sustaining HIE operations [29] and policy changes are promoting HIE 
through directed exchange and private networks [30], at least two RHIOs have demonstrated cost savings through 
usage of the query-based HIE they provide [31,32].  RHIOs bring together multiple stakeholders to build rapport and 
address community-specific needs for clinical data exchange to occur, a critical function that is not well described in 
policy for directed exchange such as the Direct Project [30].  The automated query-based HIE provided by the RHIO 
studied may enable eligible providers to meet the stage two meaningful use objective for sending a summary of care 
document for each patient transition.  Furthermore, the RHIO studied has expanded automated query-based HIE 
transmissions to a total of 122 clinics that are variously affiliated and not affiliated with health systems, broadening 
its ability to support patient encounters and care transitions in the community.  Other HIE services offered by 
RHIOs, such as providers subscribing to notifications of patients in their care being hospitalized [33], may 
complement automated sending of care summaries to new facilities.  Policymakers and researchers should continue 
to evaluate overall national HIE strategy with consideration of the costs as well as clinical and economic benefits of 
RHIOs for facilitating query-based exchange and HIE overall. 
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Abstract: EHR data is increasingly seen as a valuable, efficient resource for research.. Currently, most 
multi-institutional consortia that utilize clinical EHR data consist primarily of academic medical centers, 
and industry’s access to EHR data is mainly limited to commercially-available datasets. Building on an 
earlier pilot’s success, MEDIC (Multi-site Electronic Data Infectious Disease Consortium), is an example 
of an industry-health care delivery organization collaboration  leveraging EHR data for research. 
Sponsored by Pfizer, the consortium involves four health systems (Baylor, Henry Ford, University of 
Maryland, Washington University) that represent geographic, practice environment, and patient 
population diversity. A centralized, de-identified database will be constructed, to which all participants 
will contribute, that can be used to answer research questions determined by the consortium steering 
committee. This panel will address issues involved in both creation and function of the consortium from 
industry and delivery organization viewpoints. Panel learning objectives include: 

• Understand policy, privacy, and logistical issues in creating industry-delivery organization 
partnerships in the area of clinical research informatics; 

• Identify technical strategies and informatics capabilities necessary to create a functioning multi-
site database suited for application in clinical research; 

• Demonstrate the value of data sharing between industry and delivery organizations in accelerating 
clinical research.  

 
 
Background:  
 
Among other health care stakeholders, the pharmaceutical industry is becoming increasingly aware that 
observational data from EHR systems is a valuable research tool1, 2. While pharmacovigilance and clinical 
trial recruitment are seen as the major uses for EHR data, outcomes research and “virtual phase 4 trials” 
were also noted as potential uses in a comprehensive survey of the industry1. Multiple efforts are 
underway, both in the U.S. and abroad, to build the infrastructure to enable data-sharing among EHR 
systems and to facilitate the use of EHR data for a variety of research goals3-5. Building EHR systems 
with research uses in mind, and taking advantage of existing efforts that promote interoperability, would 
greatly facilitate advances for the overall research enterprise.; However, since most EHR systems are 
transactional in nature and (understandably) developed to promote clinical care, with research as a 
secondary goal, using the data from EHR systems for research requires considerable investment, both in 
infrastructure and informatics expertise6. 
 
To demonstrate the usefulness of EHR data in observational research, Pfizer sponsored the PEER (Pfizer 
Electronically Enabled Research) project in cooperation with researchers from Washington University 
Medical Center, using data from its EHR system to evaluate the real-world use and effectiveness of 
andiulafungin (Eraxis)7-9.  Based on the success of PEER, Pfizer has expanded the model to MEDIC, a 
multi-site collaboration with four health care delivery organizations, focusing on  objectives regarding the 
pharmacoepidemiology and effectiveness  -of its anti-bacterial products. Research questions in MEDIC 
are determined by a steering committee consisting of clinical researchers from each of the participating 
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organizations, Pfizer medical affairs and Pfizer informatics colleagues. Rather than a  “research for hire” 
model, PEER and MEDIC are truly collaborative endeavors.. 
 
MEDIC is also a unique undertaking because it involves de-identified EHR clinical data extracted directly 
from the partners’ systems after individual IRB approval, rather than data that has passed through 
commercial entities. This panel will discuss the technical, policy, and clinical informatics issues involved 
in bringing together health care delivery organization  and commercial entities for this unique research 
collaboration. These aspects  are highly relevant to the informatics community for many reasons. 
Developing a framework for this type of collaboration, from governance to contracting to study protocol 
formulation and IRB management, is important as data-sharing networks for research grow and include 
more diverse participants. The collaboration also involves data extraction from different institutions 
across four states with varying EHR systems, creating   interoperability issues. - . The challenges of 
developing a research consortium  based on a shared platform of EHR clinical data can be generalized, 
and the panel’s experience in dealing with these barriers (and solutions applied) will provide key lessons 
for future work. 
 
Panel proposal: The panel will explore MEDIC and its implications on clinical research informatics from 
both the industry and health care delivery organization viewpoints. Dr. Cantor will give a brief history of 
MEDIC development at Pfizer, and address the policy, cultural, and informatics issues involved, while 
Dr. Masica will address similar issues from the perspectives of the clinical provider and health care 
delivery organization  partner. Mr. Thomas will discuss the technical issues involved in developing a 
multi-institutional database that accepts data from multiple, non-interoperable systems, as well as the data 
governance issues from the sponsor point of view. Mr. Thomas is the lead solutions engineer for the 
‘Pfizer Analytics Lab’, a platform that supports agile, high data volume, cpu intense compute needs 
across Pfizer, such as the MEDIC project. The Analytics lab is the core platform behind Pfizer’s Real 
World Data and Analytics initiative. Ms. Kouznetsova will discuss the challenges (as well as how these 
issues were addressed) involved in extracting, transforming and supplying operational health care data to 
the consortium’s research databasefrom the standpoint of the health system.. 
 
 
All participants have agreed to participate in the panel. 
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Abstract:  Personal Health Records (PHRs) are increasingly common tools.  Patients, caregivers, 
and healthcare providers are all potential users of PHRs.  While each of these groups’ responses 
to PHRs have been studied, all three groups have not been studied using the same PHR. The 
subjects were videotaped in scenario-based testing with follow-up questioning.  Videotapes 
were analyzed using grounded theory affinity analysis. All valued the PHR, but there were 
differences based on their role of uses and concerns. 
 
Research Question:  Personal Health Records (PHRs) are useful for communication, information 
exchange, and disease self-management. With the appropriate access architecture, a PHR could 
be used by patients, caregivers, and healthcare providers.  As each group’s role in care is 
different, their perception of the functions and usefulness of a PHR might also vary.  In this 
qualitative study, we explored each group’s perception of a single colorectal cancer (CRC) PHR 
prototype. While studies of each group’s perceptions of PHRs can be found in the literature, we 
were unable to find a study that evaluated all three groups’ perceptions of the same PHR.  Do 
they all value it and what does each group perceive as the benefits and risks of its use? 
 
Methods: Participants completed scenario-based testing across eight use-cases, and semi-
structured follow-up interviews after each scenario.  Videotapes were collected in the setting of 
a Human-Computer Interaction laboratory.  Veteran CRC cancer patients (n=6), their caregivers 
(n=6), and VHA providers (n=7) were enrolled.    Discrete observations were transcribed and 
underwent grounded theory affinity analysis to identify themes.  
 
Results:  All groups agreed with the added value of tethering the PHR to an electronic health 
record; usefulness of tracking treatment and follow-up testing; and the most appropriate uses 
of secure messaging.  Patients and caregivers valued the journal as a memory aid, tool for 
reflection, and vehicle for non-verbal communication.  Healthcare providers were concerned 
about accuracy of patient-entered data and time burden for both the journal and secure 
messages.   
 
Conclusion:  While perceptions differed by role, all groups found significant value in the PHR. 
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Introduction: Phenome wide association studies (PheWAS) have been used to replicate known genetic associations 

and discover new phenotype associations for genetic variants.  Recently, PheWAS methods have also been used to 

discovery phenotypes associated with autoantibody formation (e.g., antinuclear antibodies) and white blood cell 

counts. Methods are currently available for generating cases and controls for ~800 non-hierarchical PheWAS code 

groups (i.e., “phenotypes”) via a Perl program. 

Methods: Data Management: Data input includes ICD-9 codes, demographic data, genotype data, and/or other 

clinical data. ICD-9 codes can be mapped to PheWAS codes, which have been expanded to ~1600 hierarchical 

phenotypes. Since requiring multiple codes for a given diagnosis improves phenotype precision, users can specify 

count thresholds required to establish a patient as a “case” for a given phenotype. Each PheWAS code also includes 

a set of exclusion phenotypes for similar diagnoses. Missing data can be used as exclusions or as a presence versus 

absence test (e.g., was the individual given a particular medication).  

Statistical Analysis: Users can choose among different analysis types, including adjusted and unadjusted models. 

Chi-square and t-tests can provide rapid testing for unadjusted models. Users can also perform adjusted analyses 

using linear or logistic regression. P-values and odds ratios (or betas) are reported. Statistically significant results 

can be selected using a p-value threshold, Bonferroni correction, false discovery rate, or an adaptation of the 

SimpleM method. Parallelization is available with the snowfall package. 

Plotting Methods: PheWAS Manhattan plots can be created with many options for customization, including 

horizontal vs. vertical plots, labeling points, defining ordering and grouping, and color maps. Users can additionally 

generate chromosome ideogram plots. Integration with the R Shiny package allows for direct plot manipulation. 

Evaluation: We evaluated four previously studied SNPs with known associations: multiple sclerosis, Crohn’s 

disease, rheumatoid arthritis, and coronary artery disease using the R package.  We also performed a PheWAS for 

peak creatinine as demonstration of a clinical study of a continuous trait.   

Results:   

 
Figure 1 shows a manhattan plot of a PheWAS for rs3135388 near HLA-DRB, known to be associated with multiple 

sclerosis. In our original PheWAS with this same dataset, multiple sclerosis was associated with this SNP at 

p=2.77x10
-6

, odds ratio=2.24; in this analysis, it is associated with p=1.32x10
-6

, OR=2.60.  Results for the three 

other analyzed SNPs also were similar to prior studies. The top associations for peak creatinine were acute and 

chronic renal failure; anemia; disorders of fluid, electrolyte, and acid-base balance; type 2 diabetic nephropathy, all 

p< 1x10
-87

. The package can be found at https://knowledgemap.mc.vanderbilt.edu/research/content/phewas-r-package 

Discussion: This R package will allow more researchers to apply and graph validated PheWAS methods using their 

EHR data sets. With the growing availability of EHR data for clinical and genomic research, generic and generally 

accessible, validated methods are needed to accelerate the pace of EHR-based research. 
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Abstract 
A patient’s family health history (FHH) can be a valuable guide to identifying inherited factors, assessing disease 
risk, and enhancing patient care through support of clinical decisions. This study examines and characterizes the 
information collected in patient-driven FHH tools identified through literature and web-based searches. Analysis of 
these tools revealed additional data elements and gaps as compared to existing FHH models, which contributes to 
our further understanding of the content collected with FHH tools. 
 

Introduction 
Patient FHH tools have been developed by a variety of private and public entities for different purposes and 
conditions, resulting in significant diversity. Prior efforts to study the content of these tools, particularly with respect 
to the American Health Information Community’s (AHIC) FHH core data set, highlight the inconsistency in 
approaches to data collection among various tools 1. The present study builds upon these efforts to further understand 
the information collected in current patient-driven FHH tools. A broader understanding of this content may 
potentially contribute to the standardization of data collection in FHH tools, thereby exploiting the full potential of 
FHH information.	  
 

Methods 
Based on literature and web-based searches, an array of FHH tools were identified including those focused on 
pediatric patients and the general public, as well as specific diseases like heart disease and diabetes. Ten of these 
tools were selected for further analysis based on the following criteria: adult-oriented, general health or cancer-
specific, and available as an interactive web-based tool or in a web-accessible paper-based format. Each tool was 
analyzed for its inclusiveness of FHH data to identify a set of data elements and their corresponding values. A 
comparison of data elements across the tools was then performed. 
 

Results 
The ten FHH tools included the Surgeon General’s My Family Health Portrait, the American Medical Association’s 
Adult Family History Form, and Cleveland Clinic’s Colon Cancer Risk Assessment. Cumulatively, these tools 
included a total of 30 data elements collected for family members. A majority of tools collect information about 
specific diseases or conditions (100%), side of family and family member (90%), and ethnicity and observed age 
(70%). Half of the tools consider the name of relative and disease or condition certainty. Elements such as place of 
birth, present health, cause of death, and stillbirth of sibling appear in only 10% of the tools. In addition, a few tools 
collect data about social history for family members (e.g., smoking, nutrition, and alcohol intake) that contribute to 
the formulation of risk assessment conclusions. Based on a preliminary analysis of values for data elements, there is 
broad variation in content as well as format among the tools as observed in one tool which includes over 80 diseases 
encoded with SNOMED-CT, while other tools consider fewer diseases and accommodate free-text only.  
 

Conclusion 
The initial set of tools examined in this study represent a range of data contents and formats, and include additional 
data elements compared to existing FHH models such as those based on AHIC and HL72,3. Next steps include 
analyzing additional FHH tools and investigating values of each data element in more depth to further characterize 
the information content collected about health history of both family members and patients using these tools. 
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Abstract  

The determination of Health Informatics System (HIS) quality and evolutional state is not a trivial task. Many 

complications came from the diverse range of standards, functional and non-functional requirements (FR, NFR) 

adherence pertaining each software development. The use of valued attractors terms used to define HIS applying 

textual linguistic study through data-mining is focus of this research. The main objective is allow for system evolution 

and maturity comparison including from a non-technical perspective by leveraging expert opinions to formulate 

referential objects.  

Introduction  

Identify if a system is sufficient adherent to a specific standard set or even if it has the most advanced characteristics 

(maturity) available is not a trivial task. Considering the hospital and health care units administrator’s non IT-related 

profile1 this is even more challenging. To allow system comparison, useful in acquisition decision making for instance, 

we´re studying and developing an evolutionary scale based on worldwide available standards textual terms and 

requesting expert interpretation and evaluation via surveys. The resulted analysis will produce valuated (weighted) 

common terms lists so called attractors later used for maturity scale positioning. 

Methods 

This study will perform textual analysis on relational database containing HIS applicable requirements internationally 

found each describing security, operational and/or functional (SOF) system characteristics2. Representative terms will 

be extracted using summarization techniques3 grouped by topic and relationships via clustering and later handed to 

experts for importance and maturity (evolutionary characteristics) metrics assignment using web forms. All the 

information gathered is backend into our database qualifying the extracted corpus. The evaluated terms will be used 

for reference object construction according to received grades thus allowing production of an evolution-based divided 

scale. This scale and reference objects are base for a system evaluation tool production that meant to provide for 

positioning a given system into the formulated scale by presenting a list of SOF components for user selection based 

on under-analysis system behavior perceived or related documentation found. 

Ongoing project 

The ongoing project received ethical authorization by the UNIFESP's Research Ethics Committee # 215.170 in mid 

March/2013 and it’s actually within standards collection and analysis phase. The next stage includes attractor terms 

valuing using experts’ engagement via web-page survey portal under construction. 

Conclusion 

This poster describes the actual project state and main objectives. The international standards and guidelines database 

collection is under construction so as the web-based questionnaire that will collect expert opinions and valuated 

attractor terms for later reference objects construction. 
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Abstract 

Advancements in the health information technology that brought personal health records to individuals have opened 

the door to new insights concerning the cues people use to monitor health in their everyday lives. In order to 

evaluate the impact of capturing, storing, and integrating these observations of daily living (ODLs) into the clinical 

care process, Project HealthDesign selected five teams to create and analyze mobile health applications with ODLs 

in mind. These teams targeted underserved, minority populations with at least two chronic conditions. Using third-

party platforms for storage, the teams were expected to bring the ODLs into the clinical workflow through the EHR. 

ODLs were successfully captured, interpreted and displayed; however technical and policy barriers challenge their 

integration outside of the mobile application. This paper serves as a preliminary, program-level report distinct from 

the publication of evaluation results from individual teams. 

Introduction 

The changing health care environment is accompanied by a growing recognition of the importance of patient 

engagement in everyday health through inclusion of patient perspective in health, health care and in clinical decision 

making. Active participation of patients in their own care and in the health care process is key to achieving the 

vision of the current health reform initiatives.  Patient engagement provides the foundation for active participation of 

patients, and engenders a new vision of health services, one grounded in a two-way exchange of information 

between patients and clinicians.   Patient engagement involves a broad set of beliefs, attitudes, and actions 

undertaken by clinicians and patients, in which the patient enters into a partnership with the clinician. In this 

partnership information, preferences, knowledge and responsibility are shared to achieve the outcomes of their 

health efforts. Full engagement by a patient requires comprehending one’s own health state, interpreting it, and 

knowing what actions to take and when to take them1.  

 

Sharing these individual observations and insights with clinicians brings the everyday life of the person into the 

clinical encounter, and constructs a more robust understanding of the patient and their health challenges. Project 

HealthDesign (PHD), a national program of the Robert Wood Johnson Foundation, sought to accelerate progress 

towards patient engagement through building better information tools to support patients’ awareness and their ability 

to take action in everyday living.   In this paper we describe the information technologies and novel data types that 

expand the idea of patient engagement from a one-way process of integrating patients into clinical care to a two-way 

process of using data and technology to enable clinicians to better understand a patient’s every day health concerns 

and practices and to equip patients with the tools to help them identify, capture, interpret and act on health 

observations and health practices in everyday life.   

 

We introduce the idea of observations of daily living (ODLs) as a valid data type with the potential 1) to foster 

patient engagement as a bi-directional process, 2) to illustrate how commercial technologies, properly deployed, can 

better engage patients in their own health on a-day-to-day basis, and 3) bring the everyday experience of patients 

into the health care encounter.   Enriching the concept of patient engagement through better understanding of 

patients’ health in everyday living stands to enhance the efficiency of the clinical encounter and the effectiveness of 

health services, and accelerate progress towards the benefits promised by contemporary health reform initiatives. 

 

Background: Project HealthDesign 

At the inception of Project HealthDesign (www.projecthealthdesign.org), personal health records (PHRs) served 

primarily as windows into the electronic health record (EHR), provided by hospitals and clinics as a way to give 

patients a more complete understanding of their health and health care. Other PHRs had been developed as 

freestanding web-based repositories of patient-entered information or as product offerings from pharmacies or health 

plans, providing users with a glimpse of the data collected about them.  

 

192



  

Project HealthDesign: Rethinking the Power and Potential of Personal Health Records is a $10-million national 

program funded through the Robert Wood Johnson Foundation’s (RWJF) Pioneer Portfolio.  It conceptualized PHRs 

as systems of interlocking components that had the capacity to capture, store and make accessible information 

relevant to an individual’s health. These envisioned interoperable PHR systems could include information from a 

variety of sources, including a patient’s clinical records as well as his or her own observations about day-to-day 

health experiences and feelings. PHRs needed to function not just to capture and store data but also include 

specialized tools to help people visualize, interpret and manage this information. A new architecture was required, 

one in which various PHR applications can draw data from different sources for decision support or care 

coordination. The idea of what constitutes the purpose and function of a PHR continues to evolve. PHR platform 

services (third-party platforms), such as Microsoft HealthVault and The Carrot.com, provide places to store health 

data independent of where or how they are collected. Home-based sensors and everyday devices such as smart 

phones provide on-the-spot monitors of important dimensions of health in everyday living 

The first round of funding of Project HealthDesign (PHD) aimed to stimulate innovations in the development of 

personal health record systems by transforming the concept of PHRs as data collection tools to PHRs as platforms 

for action. This round of funding was grounded in three key ideas: 1) design PHRs to address the personal health 

information challenges faced by people in their everyday lives; 2) deliberately separate the data from the 

applications; and 3) collaboratively develop a common infrastructure and employ shared design approaches. Nine 

teams participated and created a broad range of tools that addressed specific and complex self-management tasks2.   

A key insight gleaned during this initial round of Project HealthDesign was the importance of the subtle but 

systematic cues that people attend to as they monitor their health state. People often relied on information taken 

from these Observations of Daily Living (ODLs) to gauge how they were progressing, guide them in their choices of 

health actions and determine if the actions they have taken were producing the desired effect. Examples of ODLs ran 

the gamut from the moods teens experienced in their everyday lives, to fluctuations in work- or home-related stress 

or to exercise/eating patterns exhibited by a person with observations. These observations could also be useful to 

clinicians, for whom a richer picture of a patient’s experience could yield insights that lead to better treatment 

regimens and better outcomes. Both patients and clinicians benefit from PHRs that enable clinicians to keep in touch 

with their patients between office visits. 

Examples of the potential benefits of capturing and interpreting ODLs include: monitoring sleep-rest patterns and 

exploring the relationship to depression; noting how daily food choices contribute to fluctuations in blood pressure; 

or examining the impact of family stress on eating patterns of persons with diabetes.  In the second round of 

funding, Project HealthDesign’s primary aim was to test whether and how information about patterns of everyday 

living (ODLs) could be collected and interpreted such that patients could take action and clinicians could integrate 

new insights into clinical care processes. 

Building upon PHD phase 1 and with it, the emergence of ODLs, the second phase of Project HealthDesign 

supported multidisciplinary teams to work with a target patient population to demonstrate the impact of the capture, 

storage and integration of ODLs into both self-management and clinical care processes.  Specifically, each selected 

team worked with patients with chronic illness and their health care providers to identify ODLs that were 

meaningful to each.  They were charged with analyzing, interpreting and creating separate visualizations of the ODL 

data in ways that were meaningful to each group. In a 6-month or longer time period, grantees conducted evaluation 

studies to appraise the impact of ODLs on patient outcomes as well as clinical workflows. 

Key expectations of the grantee teams included: 

 Recruit patients who are minority, underserved and/or not typically included in such technology research 

AND recruit their health care providers 

 Identify ODLs of  patients with at least two chronic conditions who would experience a clinical encounter  

 Use third party platform for storage and sharing of ODL data 

 Integrate ODL data into clinical workflows through the electronic health record (EHR). 

 

Brief descriptions of the funded projects follow: 

BreathEasy – RTI International and Virginia Commonwealth University 

Led by Barbara Massoudi, PhD and Steve Rothemich, MD, The BreathEasy team designed a mobile application 

built on the latest clinical guidelines for treatment and self-monitoring for patients with asthma. Patients used the 

application on smartphones to capture and record ODLs including the use of asthma control and rescue medications, 
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symptom levels, quality of life and smoking. Using a web-based dashboard with simple analysis and visualization 

tools, clinic nurses viewed the patients’ data weekly, evaluated their health status, and continued or modified 

treatment according to clinic protocols.  

 

Chronology.MD – University of California-Berkeley, Healthy Communities Foundation, and University of 

California-San Francisco 

The Chronology.MD team led by Deryk Van Brunt, PhD and Linda Neuhauser, PhD created two mobile 

applications to help young adults with Crohn’s disease to track and create visually aided narratives of their health 

state and responses to treatments. Using iPads and other mobile devices, the project enabled patients to self-track 

ODLs such as food tolerance, pain and energy levels alongside clinical symptoms or measurements such as Vitamin 

B12 levels. Chronology.MD allowed patients to more accurately communicate with their clinicians about their 

health status.  

 

dwellSense – Carnegie Mellon University 

The dwellSense team, led by Anind Dey, PhD and Matthew Lee, PhD developed new sensor technologies to 

monitor specified behaviors of elders who were at risk for cognitive decline. In-home sensors monitored routine 

tasks, including taking medications, making and receiving phone calls and preparing coffee, and provided 

trustworthy data for longitudinal assessment of cognitive and functional performance. This sensor data could be 

used by the participants, caregivers, or clinicians, to evaluate performance, detect changes and modify behavior as 

warranted.  Early detection of cognitive decline provided the opportunity to monitor deterioration and prevent an 

unsafe living situation requiring transition to long-term care. 

 

Estrellita – University of California, Irvine 

Gillian Hayes, PhD’s Estrellita team created a mobile application to collect and record data from newly discharged 

high-risk infants and their primary caregiver. Caregivers used the Estrellita application to record ODLs like the 

baby’s fussiness, diapering and weight as well as caregiver’s stress and risk for post-partum depression. This 

application allowed the caregivers to more easily interface with the Early Development Assessment Center and 

specialists to improve care and communication. The app also displayed clinical appointments and encouraged the 

caregiver to review the ODL data and ask questions during appointments. 

 

iN Touch – San Francisco State University 

 Katherine Kim, PhDc’s iN Touch team examined how collecting ODLs using a mobile application on an iPod 

Touch impacted low-income teens and young adults who were managing obesity and stress. The project utilized 

applications and other emerging technologies that are popular among young people to make monitoring ODLs such 

as physical activity, food intake, socialization and mood more convenient and meaningful. In addition, the 

technology allowed participants to easily share the data with their lay health coaches and clinical care teams in order 

to help set health goals, track their progress and improve their health. 

 

Methods 

Grantee Selection 

Project HealthDesign solicited participants through a competitive grant process. Critical selection criteria included a 

clear focus on a target population; the potential for positively impacting on health; willingness to participate in a 

collaborative design process; the strength of the interdisciplinary design team and strong plan for patient and 

clinician engagement. From approximately 170 applicants, five teams were selected to receive funding for two 

years. 

Collaborative Design Process 

We employed a structured design process to stimulate individual and collaborative project development.  range of 

PHR applications (PHAs). Teams met for intensive, two-day collaborative workshops five times over the two-year 

period. The general design process had three phases:  

 refine/design phase – teams revised and refined their proposals after meeting as a group to share proposals, 

identify common approaches and strategies for capturing and interpreting ODLs; 

 implementation phase – teams worked with their target population to validate ODLs and the strategies used 

to capture and interpret them. They finalized plans for sharing data with their clinical partners and 

approaches to integrating ODLs into the clinical workflow; and  
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 evaluation phase – the impact of capturing, displaying and sharing ODLs on patient outcomes and clinical 

workflow was appraised.  

 

Devices used to Collect and Share ODLs 

The PHD projects provided the mobile devices required by patient participants for collecting, viewing and sharing 

ODLs. Devices employed by the teams included smartphones, iPhones, iPod Touches and iPads.  Most participants 

owned cellphones, but teams quickly discovered incompatibilities between the operating systems and the ODL 

applications.  Sharing phones among family members and friends also prohibited dedicated use for the purpose of 

data collection and sharing. 

Regulatory and Assurance Consultancy 

In recognition of the rapid advances occurring in the technology space and related policy arena, we believed it 

would be crucial to have rapid information available to teams as they developed and implemented their applications. 

We engaged a regulatory and assurance consultant to advise the individual grantee teams and the national program 

office (NPO) on certification requirements, emerging legislation, applicable regulations and case law precedent that 

may alter the consequences of data-sharing between patients and clinicians.  The dual-focus of Project 

HealthDesign, on interpretation and integration of patient-generated data, raised important needs for ensuring 

compliance with state and federal guidelines regarding data transfer and storage.   This consultant created a 

summary of the state-level and national regulations and laws to which our grantees adhered. In addition, blogs 

written by Robert Belfort, JD and Deven McGraw, JD addressing many of the policy issues faced or anticipated 

during the conduct of the projects can be found in the Project HealthDesign blog. 

Technical Consultancy: 

Grantee teams had access to the services of Sujansky and Associates for technical consultation. Their work was 

particularly important for designing and providing documentation of the technical architecture, and for advice on 

implementation of a third party platform.  In addition, Sujansky and Associates provided periodic reports on the 

status of the industry and the uptake of the products of Project HealthDesign, also available on the program’s 

website.    

Results 

Because this is a program-level report, we present here both observations and interpretation of them in this space.  

Recruitment of Minority/Underserved Patient Participants 

A total of 160 patients (69%) of the 233 who were invited to participate were enrolled in the projects. The response 

rate ranged from 42% to 94%.  The number of patient participants varied by project with one recruiting as few as 14 

and another as many as 49. Patient participants in Project HealthDesign represent ages across the lifespan.  Project 

teams targeted minority and underserved participants and were successful in recruiting and retaining them.  

Table 1 below summarizes patient participant demographics. The number of respondents varies across variables due 

to differences in questions or categorization by individual teams, e.g. some teams did not ask about race or ethnicity; 

others used different education categories.  

In general, PHD teams were successful both in recruitment and retention of minority and underserved participants, 

but it is likely that providing the mobile device influenced these rates3.   
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Table 1. Patient participant demographics across teams 

Age 

N=137 

≤ 20 years 

21-54 years 

≥55 years 

29% 

61% 

10% 

Race 

N=98 

Black / African American 

White 

Other 

52% 

35% 

13% 

Ethnicity 

N=99 

Non-Hispanic or Latino 

Hispanic 

69% 

31% 

Education 

N=119 

High School or less 

Some college/post-secondary 

Completed college 

64% 

21% 

15% 

Time in intervention 

N=130 

≤4 months 

5 months 

≥ 6 months 

 

11% 

9% 

80 % 

 

Provider Recruitment 

Fifty providers were invited to participate and 41 consented (82%); acceptance rates ranged from 47% to 100%.   

Projects invited as few as four physician providers and as many as 21.  Provider refusals were more likely to occur 

in the practices that did not have a direct role in the project. Two different workflow processes for clinical 

integration of ODL data were utilized: a triage model and a direct model.  In the triage model ODL data were 

reviewed by nurses, a lay health coach or a caregiver; if an emergent issue was identified the information was passed 

to the appropriate clinician. Most of the projects employed an intermediary staff person to triage the data.  In the 

direct model, patients brought collected ODL data to routinely scheduled appointments.    

 

Observations of Daily Living (ODLs)  

 

The work of the PHD grantees revealed that, in addition to the well-recognized signs, symptoms and clinical 

findings, a complementary set of observations and activities that are centered in the patient’s worldview exist.  We 

discerned that patients identify and attend to subtle cues, we termed Observations of Daily Living (ODLs). These 

cues serve as indicators of the need to take health actions (e.g. contact a clinician, alter a meal plan). These ODL 

data are defined uniquely, sometimes by the patient alone and sometimes in consultation with a clinician; they 

complement the more familiar signs and symptoms and fostering engagement by providing a patient-centered 

perspective on health in everyday living. 

 

A total of 36 ODLs were identified for tracking by patient and clinician participants across the five teams. The 

number of ODLs per team ranged from four to ten. Because of the unique and idiosyncratic nature of ODLs, there 

was little overlap in ODLs across teams.  After gaining experience with tracking ODLs during the evaluation phase 

of the project, several additional ODLs were identified by participants in several of the teams. ODLs are displayed 

in Table 2 below. 

 

The collection and tracking of ODLs was not described as burdensome for patients. However, a commonly noted 

patient workflow challenge was being too "ill", "overwhelmed", or "busy" for data collection. Life events—

hospitalizations, moving, etc.—also sometimes halted data collection at a time when it may have been most 

important.   

 

Two projects reported that theft or loss of device challenge patient’s ODL collection in two instances.  Additional 

challenges faced included:  maintaining contact with the participants was difficult when they didn’t use email, 

participants sharing cell phones with others, lack of an iTunes account, and insufficient or lack of a phone plan.  

Some participants reported that they rarely looked at their data, partly because they didn't have access to computers 

to use for viewing the reports. Only one project team reported facing a challenge with patients who were unfamiliar 

with technology or having a difficult time learning how to use the application.   
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Table 2. ODLs collected by patient participants 

Peak flow rates 

Controller med use 

Use of rescue meds 

Reason for rescue 

med use 

Asthma trigger 

Type of physical 

activity 

Activity Limitations 

Subjective level of 

symptoms 

Sleep pattern 

Smoking 

Weight 

Abdominal pain 

Activity: miles/day  

Medications 

Test results 

Energy level 

Stress level 

Sleep 

Journal 

Trigger foods 

Medication taking  

Make phone call 

Receive phone call 

Make coffee 

 

Weight 

Parent /Caregiver 

mood 

Parent/Caregiver 

stress 

Post-partum 

depression 

Fussiness 

Diaper changes – 

frequency 

Bonding activities 

Appointments 

Food entry 

Mood 

Socializing 

Physical activity 

 

Third Party Platform Use 

 

Two of the five teams used a third party platform; those used were TheCarrot.com and Amazon Cloud.  The 

remaining teams reported that it was more time-efficient to use a local server for storage and sharing of data with 

clinical entities. Sample technical architectures are depicted in Figures 1and 2 below. 

 

Figure 1.  Did not use a third party platform 
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Figure 2.  Used a third party platform (The Carrot)  

 
 

Although a goal of Project HealthDesign was to incorporate the use of a third-party platform for data sharing and 

storage, this did not occur in three of five cases. Third party platforms that were used were TheCarrot.com and 

Amazon Cloud.  Reasons reported for not using a third party platform included: the third party platform required 

more customization for individual ODLs than originally anticipated, thus programming for the platform proved to be 

burdensome and not an effective use of investigator’s time. Some reported that it was easier to build their own tools. 

In addition, some teams stated that their participants would not be able to access the data when the project was 

completed, which negated the benefit of using the third party platform. 

 

Integration of ODL data into electronic health record (EHR) 

 

Due to constraints on the clinical side, direct entry of ODLs into a dedicated space in the EHR did not occur. 

Examples of such constraints included: institutions were in the process of implementing a new system or were 

limited by capacity of a legacy system; insufficient IT staff to enable integration; or concerns about clinician and 

institutional liability for ODL data. Two projects were able to insert a link to the ODL data from the EHR.   

 

Discussion  

Engaging patients and their clinicians more robustly in everyday health is key to achieving positive health outcomes. 

Continuing advances in health information technology provide innovative tools to support this engagement. Policies 

are shifting and must continue to shift to support patient-clinician engagement. An example of this shift are the  

DHHS Meaningful Use Stage 3 proposed core and/or menu recommendations supporting patient engagement – 

including the ability to upload or report patient generated data such as ODLs or health goals into a chosen primary 

place, for example a shared EHR, Portal, or PHR4. 

The Project HealthDesign program demonstrated that emerging computer and telecommunications technologies 

support patient engagement in two ways: 1) by providing easy to use and interesting tools for the collection, display 

and sharing of health-relevant data, and 2) by serving as a mechanism to present guidance for health action at the 

point of everyday living.  Enriching the concept of patient engagement through better understanding of patients’ 

health in everyday living stands to enhance the efficiency of the clinical encounter and the effectiveness of health 

services, and accelerate progress towards the benefits promised by contemporary health reform initiatives. 

 

We learned that patients will use information technologies that are built to fit into their everyday lives and help them 

to capture, interpret and share health-related signals that are important to them with their health care professionals.   

We also learned a lot about integrating patient generated data into clinical care. We observed five very different 

approaches to engaging patients and clinicians in the review and interpretation of ODLs.  These grantee teams 
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illustrated how between-visit services could be structured to keep the patient engaged and to make the best use of the 

data.   

 

Raising awareness of patient-defined, patient-generated data such as ODLs and is a necessary starting point for 

fostering patient engagement through healthy action.  Necessary too are resolving uncertainties regarding the 

application of health privacy and security laws, and on the ability for clinicians to act on patient generated data.    

The technological infrastructure necessary for capturing, interpreting, displaying and storing patient generated data 

must be developed and made available during the health encounter and in the patients’ everyday life. 

   

Key to adoption of such models of health care based on bi-directional exchange of relevant information is a legal 

and policy climate that encourages (or at least does not discourage) patients and health care providers from 

implementing clinical workflow models similar to those explored by Project HealthDesign.  In many cases, 

customary laws protecting health data do not apply to technology used by patients to collect, store and share health 

data.  In cases where legal guidance exists, they often do not provide clear guidance on how to comply in 

circumstances where data is being shared routinely by patients.  

 

Significant technology, policy and practice workflow challenges remain; strategies to address and resolve these will 

be illuminated in the reports of the individual Project HealthDesign teams. 
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Abstract 

As part of a large survey conducted for the Washington Heights Inwood Informatics Infrastructure for Comparative 

Effectiveness Research, a convenience sample (n=788) completed the Problem-Solving Decision-Making Scale 

(PSDMS) via an interview in ambulatory clinics for predominantly underserved populations in the New York City 

Metropolitan area. PSDMS score was14.2 indicating that the majority of respondents preferred to hand over 

decision making to the clinician.  

Introduction 

The past fifteen years has seen a vigorous movement toward patient centered care in the medical community
1
.  A 

key component of this approach is Shared Decision Making (SDM). Shared decision making occurs when the 

patient and the clinician share information from their respective positions to come to a consensus on preferred 

treatment options
2
. Research has indicated that to achieve optimal SDM, cultural preferences for participating in 

clinical decisions must be taken into account
1,3

. The purpose of this study was to describe patients’ self-reported 

desire to participate in SDM.  

Methods  

As part of a large survey conducted for the Washington Heights Inwood Informatics Infrastructure for Comparative 

Effectiveness Research, the convenience sample completed the survey item via an interview in ambulatory clinics 

for predominantly underserved populations in the New York City Metropolitan area. The self-reported desire to 

participate in Shared Decision Making was measure by the Problem-Solving Decision-Making Scale (PSDMS)
4
. 

PSDMS score <18 = decision made mostly by clinician; 18 = share decision making with clinician; >18 retain 

control of clinical decision making. Data were analyzed using descriptive statistics.   

Results 

Most respondents (n=788) were Female (646, 82.3%) and Hispanic (n=529, 67.1%). Participant age ranged from 18 

to 91 years, with a mean of 49.79(14.24 SD). Mean PSDMS score was14.2 (2.62 SD). 

Conclusion 

In keeping with previous research
1,3

, PSDMS scores indicate that participants would rather have decisions made by 

the ‘clinician alone’ or ‘mostly by the clinician’.  To better understand our findings, further studies should be 

conducted to examine predictors for desire to participate in shared decision making within this population. 
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Abstract 

The Home Automated Telemanagement (HAT) system was developed as a tool to assist veterans with multiple 
sclerosis (MS) with more effective MS self-management. No systematic data available on factors contributing to 
acceptance of such a system by veterans with MS. This study investigated the factors affecting successful acceptance 
of telemanagement by veterans with MS. 

Introduction 

Modern telehealth technologies may be instrumental in overcoming the barriers of optimal care delivery for patients 
with multiple sclerosis (MS). To ensure successful implementation of telemedicine technologies at patient homes, 
particular attention should be given to patient, needs, preferences and expectations regarding telemedicine 
intervention. The goal of this project was to explore MS patient attitudes towards home telemanagement and to 
identify predictors of patient acceptance of a home telecare system aimed at providing comprehensive patient-
centered support for MS self-care. 
 
Methods 

In this study, MS HAT (Home Automated Telemanagement) was developed to support patients at home in following 
their individualized self-care plans. MS HAT features include patient self-care plan, tailored education and 
counseling, individualized exercise plans, patient-provider communication and multidisciplinary care coordination. 
A total of 20 consecutive patients with MS were recruited from Washington DC VA Medical Center to evaluate the 
feasibility and acceptance of MS HAT system. A training session was provided to the patients and showed them 
how to access MS HAT from their home computer. The link to the website, user ID and password was given to each 
patient. During the home visit, a set of questionnaires was administered to collect information about demographics 
and self-care strategies. Then the patients were asked to use the MS HAT for at least one month preferably on a 
daily basis. The data was transferred via secure internet network to a care management web site. MS HAT 
acceptance was ascertained using a semi-structured qualitative patient interviews and attitudinal surveys at the end 
of the study. A regression model with acceptance score as a primary outcome was used to identify factors affecting 
acceptance of MS HAT. The model included age, race, years of education, years of having MS, English proficiency, 
Expanded Disability Scale Score (EDSS) and frequency of computer use at home. Statistical analyses were 
performed using SAS version 9.0. 
 
Results 

The mean age of participants was 54 years old (53.9±10.0), 70% were men, and 60% were African Americans. The 
average length of having MS was 15 years (14.5±8.3). 85% of the participants reported that they use computer at 
home, and 80% use the internet on a daily basis. The initial training session lasted on average 26.6±8.9 minutes. The 
mean EDSS score was 5.3±2.3 ranging from 1.0 to 8.0; 15% of participants had Primary Progressive MS, 30% - 
Relapsing Remitting, and 55% - Secondary Progressive MS. Based on the linear regression model, less years of 
having MS, computer use at home once a week or less, and better English proficiency were significant predictors of 
MS HAT acceptance. Age, race, years of education and sgender did not show statistically significant association 
with the acceptance score. Semi-structured qualitative interviews demonstrated high acceptance of the MS HAT 
system. Telemanagement was perceived as a useful enhancement of regular care. As one of the participants stated, 
“My symptoms may disappear by the time I meet my doctor. If I don’t record it, I will forget to tell my doctor. It 
[MS HAT] keeps you mindful and aware of your condition.” 
 
Conclusion 

MS HAT facilitates patient engagement and empowerment by providing comprehensive MS self-care support. 
Tailoring this technology to patient needs and preferences may improve its acceptance by veterans with MS.  
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Abstract 

Cognitive decline in multiple sclerosis (MS) includes short-term memory deficits, attention difficulties and slower 
speech of information processing. The gaming software, ‘Brain Spa’ was used to assess the feasibility of cognitive 
exercise in patients with MS. Twenty patients were invited to play the game and provide their feedback. All 
participants expressed interest in using serious games for improving cognitive function.   

Introduction 

Patients with Multiple Sclerosis (MS) are likely to be affected by cognitive function decline including memory, 
concentration, information processing, visuospatial and verbal fluency functions. Studies are ongoing to identify 
ways to stabilize or improve cognitive dysfunction. However a few studies have examined feasibility of gaming as a 
tool for cognitive rehabilitation in MS patients. This study investigated the feasibility and predictors of acceptance 
for Interactive Gaming Platform, ‘Brain Spa’ targeting patients with MS. It was developed as a tool to improve 
cognitive skills.  
 
Methods 

The gaming software ‘Brain Spa’ was used to evaluate the cognitive level and provide cognitive exercises. The 
game is designed that by helping the ‘townsfolk of Brainville’ the players can maximize the memory, improve 
perception abilities, power up the language aptitude, and fine-tune the logical thinking skills. The players can collect 
keys to the city to unlock additional bonus quizzes. As the players become more skillful, they get to watch the town 
expand and flourish. Dynamic leveling system allows the game to customize the difficulty based on the user’s skill. 
A total of 20 consecutive patients with MS were recruited from University of Maryland Center for Multiple 
Sclerosis. The participants were invited to the MS clinic and the research staff provided a training session on how to 
play the game. Each patient completed a set of baseline surveys, played the game for 10-15 minutes, and then 
provided feedback regarding the gaming software. A regression model was performed to predict the acceptance of 
‘Brain Spa’. The model included age, race, years of education, Kurtzke Expanded Disability Scale Scores (EDSS) 
and frequency of computer use at home. Statistical analyses were performed using SAS version 9.0. 

Results 

The mean age was 41 years old and 90% were women. The average EDSS was 3.2 indicating mild disability in 3-4 
functional system scores. In average, patients took 2.8, 2.9, 3.5, and 1.6 minutes to complete language, logic, 
memory and perception sections; 70% reported that the rules of the games were not complicated at all; 100% 
responded that playing games may have a significant effect on their brain power; 80% thought it was very important 
to have their doctors to review the results from the brain training. During the semi-structured qualitative interview, 
patients mentioned: “I had a good experience with the games and I like that they could help me maintain my 
cognitive functions.”, and “I have noticed that I am not as sharp as I used to be and these games could help me 
improve my memory with repeated use.” The linear regression model demonstrated that less years of education, 
computer use at home once a week or less, and being African American were significant factors for gaming 
acceptance. Age and EDSS did not show statistically significance influence on the acceptance score.  
 
Conclusion 

The MS patients enthusiastically embraced the concept of serious games, and expressed their eagerness to utilize 
such games to maintain their cognitive function. Years of education, computer use at home, and race were factors 
that influenced the acceptance of using games of cognitive rehabilitation in patients with MS. 
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AMIA 2013 Symposium: Panel - Applications of Informatics - Developing/using clinical 
decision support (other than diagnostic) and guideline systems 

Panel Organizer: Kevin Chaney, MGS, Agency for Healthcare Research and Quality, 
Rockville, Maryland 
 
Moderator:  
 
Kevin Chaney, MGS, Agency for Healthcare Research and Quality, Rockville, Maryland  

Panel Members: 
 
Blackford Middleton, MD, MPH, M.Sc., Vanderbilt University Medical Center, The 
Informatics Center, Nashville, Tennessee 

Richard Shiffman, MD, M.C.I.S., Yale University School of Medicine, Center for Medical 
Informatics, New Haven, Connecticut 

P. Jon White, MD, Agency for Healthcare Research and Quality, Health IT Portfolio, 
Rockville, Maryland 
 
Jacob Reider, MD, Office of the National Coordinator for Health IT, Office of the Chief 
Medical Officer, Washington , DC for Healthcare Research and Quality, Rockville, 
Maryland 
 

TITLE:  Findings from a Five-Year Clinical Decision Support Demonstration 
Project and the Road Ahead 

ABSTRACT:  Prior to the HITECH Act and Meaningful Use, the Agency for Healthcare 
Research and Quality (AHRQ) awarded two large demonstrations 
(Clinical Decision Support Consortium (CDSC) and Guidelines Into 
DEcision Support (GLIDES)) in 2008 to apply varying approaches to 
develop, implement and evaluate clinical decision support (CDS) to 
enhance care delivery.  The CDSC project centers on a services-oriented 
approach for managing clinical knowledge and delivering CDS across 
care providers and EHR systems, while the GLIDES project focuses on a 
broad-based model addressing knowledge synthesis, formalization, and 
implementation.  Both approaches showcase routes to develop, deliver 
and evaluate CDS. This panel will highlight key findings and lessons 
learned from both projects and approaches for how to generate and 
synthesize knowledge from practice based-guidelines, transform 
knowledge into an executable format, and evaluate the effectiveness of 
the implementation in the midst of changing technologies and standards, 
and Meaningful Use criteria. After looking at various approaches 
demonstrated by the projects, AHRQ and the Office of the National 
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Coordinator for Health IT will review future initiatives for improving the 
quality and safety of patient care through the implementation of end-to-
end quality improvement programs that include both CDS and quality 
measurement. 

A general description of the panel and the issue(s) that will be examined and a brief 
description of each panelist's presentation: 

 
• In 2008, the Agency for Healthcare Research and Quality (AHRQ) awarded two 

large demonstrations to Brigham and Women’s Hospital and Yale University 
School of Medicine to demonstrate the development, implementation and 
evaluation of quality clinical decision support (CDS) across multiple 
organizations and EHRs.  This work concludes in July 2013, and the 
demonstration projects will present findings and lessons learned. AHRQ and 
ONC will then offer reflections on the project and then discuss future initiatives 
for improving quality and patient safety via CDS, quality measurement and 
quality improvement programs.   
 

 
• Drs. Middleton and Shiffman will reflect on their experience and present 

findings, lessons learned and findings from each project.  Drs. Middleton and 
Shiffman served as the Project Directors for the demonstration projects and 
have a wealth of knowledge of developing, implementing and evaluating CDS. 

 

• Dr. White, Health IT Portfolio Director at AHRQ, will reflect on the project’s 
growth and discuss AHRQ’s future efforts of research and development as it 
relates to CDS, patient safety and quality improvement.  

 

• Dr. Reider, Chief Medical Officer, Office of the National Coordinator for Health 
IT, will discuss ONC’s 5-year roadmap for efforts related to CDS, patient safety 
and quality improvement.  

 
• Mr. Chaney, Program Manager at AHRQ and project officer of the CDS projects 

and Federal CDS Collaborative member will serve as the moderator.   
 

 

A statement from the panel organizer that all participants have agreed to take part on 
the panel: 
 
Kevin Chaney, AHRQ: I can verify  All panel speakers and/or government officials have 
agreed to speak on the issues listed under the panel discussion and contributed to this 
panel submission.  
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Abstract 

While biomedical text mining shows a promising future as a knowledge acquisition method, the data extracted still 
need verification and curation by domain experts. In this study, we show our work in designing a web application 
for the curators to verify the results produced by text mining precise protein expression data essential for pathologic 
diagnosis. In addition, protein expression heat map visualization is presented for easy comparison across abstracts. 

Introduction 

This web application provides a customized curation tool for a specific text mining application crafted to identify 
precise protein expression patterns in human tissue samples. Pathologists make diagnoses by evaluating slides of 
surgical biopsy specimens to classify tumors in order to determine proper treatment and thereby increase the 
survival rate of patients. Knowledge of the pattern of protein expression by specific tumors comprises a large 
element of the expertise required for performing this process. The curation of information extracted from the 
literature ensures that the diagnostic knowledge employed is both accurate and readily available. 

Background 

The text mining algorithm is designed to extract percent of protein expression in tumors from PubMed abstracts in 
the form of tuples containing tumor, protein and expression level information (Tumor, Protein, Expression Level). 
For instance, the sentence “Eighty-three percent (83%) of anaplastic large cell lymphomas (ALCL) express ALK” 
should be presented as (ALCL, ALK, 83%). 

Methods 

Numbers implying expression level are the most objective textual entity and can be detected almost error-free. Our 
strategy is to list every possible number occurrence, render the possible expression tuple and show the context 
around the tuple. When the curator scans through the extracted tuples, the sentence where the tuple is located is 
featured in the abstract. In addition, entities of interest in protein expression are highlighted to help the curator 
identify the real tuple. Sources of automated entity annotation include UniProt, NCI thesaurus, etc. For every 
extracted tuple, the domain expert checks the tuple as "True" (correct disease with the correct gene/protein name), 
"False" (both incorrect disease and gene/protein or numerical expression), "Partially Correct (Missing 
Protein/Disease)", or "Not Related to Expression”. Any tuple that captures information other than expression is 
classified as "Not Related to Expression". When missing tuples are spotted, the curator can add it to the feedback 
section manually. 

Results 

Efficient visualization methods are considered to give the users a flexible digest to locate 
information of interest when navigating search results. Our domain-specific visualization allows the 
users to select results based on the specific tumor of interest. For example, the results from 
searching for the specific diseases, SP-MZL (Splenic Marginal Zone Lymphoma), NK/TCL 
(Extranodal Natural Killer/T-cell Lymphoma, Nasal Type) and FL (Follicular lymphoma) is shown 
in figure 1. Therefore, the pathologist can create differential diagnoses based on the heat map of 
protein expression. The text mining achieves 69.91% precision and 57.25 recall. 

Discussion 

We describe the process of converting automated text mining results to curated data in the specific 
domain of protein expression data by using a web application. The curation process is intended to 
mitigate this tedious work by presenting the text mining results in a convenient format for 
evaluation and editing. In the future, modeling background information from context may be 
used to enrich the expression tuples and help choose the preferred expression statistics based 
on the user’s needs. 

Figure 1. Protein 
expression in 3 PubMed 
abstracts. Numbers in 
parentheses are PubMed 
IDs.  
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Developing the Medical Instant Messaging (MIM) 2.0 Support System in 

Taiwan Emergency Department 

I-Hsuan Chao, MS, Chiao-Ling Hsu, RN, MS 
Department of Information Technology, National Taiwan University Hospital, Taipei, Taiwan; 

Abstract 

Real-time information and alert can improve efficiency and patient safety in the Emergency Department in the 

hospital.  We developed a Medical Instant Messaging (MIM) 2.0 Support System embedded in emergency hospital 

information system, which can assist health providers exchange information directly and instantly. 

Introduction 

The Joint Commission on Accreditation of Healthcare Organizations (JCAHO) reported communication failure 

is one of the most common reasons for patient safety events that result in medical error
1
.  Furthermore, the 

emergency department (ED) is a complex and urgent environment.  Communications between health providers 

become more difficult.  The National Taiwan University Hospital emergency room in Taiwan has received an 

average of 300 patients per day.  In this busy situation, we try to develop a Medical Instant Messaging (MIM) 2.0 

Supporting System to assist health providers in the practice of emergency medicine. 

The Communication Platform Structure and Design 

The develop environment is Visual Studio in ASP.NET C#.  We embedded this MSM 2.0 into emergency hospital 

information system, and developed based on a patient center communication structure (Figure1).  All the health 

providers can send and receive messages by their own patient or by combined care patient.  Four major modules are 

developed in this system: (1).Set up my own patients: according to physicians’ and nurses’ schedule, system can 

automatically set up patient list, (2).Sent messages: health providers can sent text messages about patient situation, 

(3).Notifications: when someone sent message, system can sends alerts automatically and shows on the patient list. 

All the other health providers can check on messages real-time. (4). Tracking: when health providers hand off, the 

patient will switch to the next provider’s patient list automatically, combined care professions can choose to keep on 

tracking this patient situation or not. 

                

Figure 1. The communication processes structure of Medical 
Instant Messaging (MIM) 2.0 Support System. 

Figure 2. The screen of Medical Instant Messaging (MIM) 2.0 
Support System embedded in emergency hospital information 

system and dialog box. 

Figure 2 shows the notifications on the patient list. The notifications mark is showed in special background color 

and new messages’ counts.  When the notification mark is clicked, the text message dialog box shows on the right 

screen corner.  The other health providers can catch the messages real-time, even the providers locate at another 

place.  Also, all the health providers can quickly check on their patients’ status through the MIM 2.0. The outcome 

evaluation of this project is ongoing. 

Conclusion 

The MIM 2.0 Support System can exchange information rapidly.  It can reduce the time of looking for other health 

providers, and enhance the communication between the medical team members in emergency department.   
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Abstract 

Patient-Reported Outcomes (PROs) serve as an important indicator of quality of care from the patient’s point of 

view. Making PROs available to medical professionals can greatly enhance their understanding of patients’ 

perspectives and improve clinical management. Utilizing user-centered design techniques through webinars, 

surveys, and interviews we are designing a dashboard to make PRO data easily accessible and meaningfully 

presentable to medical professionals. We report on our stakeholder engagement in this design effort.  

Introduction 

Incorporating PROs into practice is a growing approach for helping medical professionals to better understand how 

patients perceive their functional status and quality of life. Yet, there is no standard way to deliver this data back to 

medical professionals to guide practice. Through its “PROs in Practice” initiative, the Comparative Effectiveness 

Research Translation Network (CERTAIN) is collaborating with clinical sites in Washington State to collect PROs 

at baseline, 30 days, 1 year, and 2 years following spine surgery using measures including the Oswestry Disability 

Index1 and the Neck Disability Index2 for lumbar and cervical procedures. This data set provides an opportunity to 

engage medical professionals in the design of dashboard displays that will meaningfully support their work.  

User-centered Design 

We are designing and pilot testing an interactive PRO dashboard through iterative activities that directly engage 

medical professionals. In the preliminary stages, we focus on low fidelity paper prototypes and wireframes, and later 

move on to more detailed, interactive dashboard designs. We are working with various medical professionals, 

including providers and practice managers in the spine surgery setting to better understand their information needs 

and design preferences for PRO dashboards. Through a series of webinars, surveys, interviews, and usability tests, 

we encourage ongoing stakeholder involvement. We conduct webinars to present evolving design concepts for 

feedback and administer follow-up surveys. As our designs progress, individual interviews and usability testing with 

participants will help to ensure dashboard feasibility and usefulness in medical professionals’ practice workflow.   

Results 

Fifteen medical professionals attended our initial webinar. Interest in PRO dashboards was high and needs pointed 

to facilitating the understanding of functional outcomes of spine surgery, promoting shared decision making with 

patients, and visualizing PRO trends over time. Survey respondents were most interested in comparing individual 

patients’ PROs with other patients at their institution (83%) and immediate use of PROs to assess quality of care 

(67%) compared to later implementations that support patient counseling and shared decision-making. When asked 

what interests them most about using PROs one respondent stated “to assure that [the] patient voice is heard.” 

Conclusion 

Medical professionals have valuable input to guide the incorporation of PROs into practice. We illustrate user-

centered approaches to engage these stakeholders in the iterative design of innovative dashboards that leverage our 

growing repository of PROs. Whereas previous research focuses on tools to capture PROs from patients, our work 

provides additional insights into the value and utilization of PROs in supporting the work of medical professionals. 

Acknowledgement: This research is supported by Life Science Discovery Fund SCOAP CERTN Grant 4593311 

and National Library of Medicine Biomedical and Health Informatics Training Grant 2T15LM007442-1.

References 

1. Fairbank JC, Couper J, Davies JB, O'Brien JP. The Oswestry low back pain disability questionnaire. Physiotherapy. 1980; 

66(8): 271-3. 
2. Vernon H, Mior S. The Neck Disability Index: a study of reliability and validity. J Manipulative Physiol Ther. 1991; 14(7): 409-15. 

207



  

Mining Progress Notes for Prediction of Activities of Daily Living 

Talha OZ, MS, Che G. Ngufor, MS, Janusz Wojtusiak, PhD 
Center for Discovery Science and Health Informatics, George Mason University, Fairfax, VA 

Abstract 

The goal of this study is to develop and employ text mining algorithms to predict Activities of Daily Living (ADLs) of patients 

from their progress notes. Such an application may potentially reduce the data collection burden, and also allow for 

calculating patients’ status for populations for which it is not routinely assessed. Our initial work explored several 

approaches based on likelihood ratios of n-grams. This has led to observation of limitations related to size of the used 

dataset. To increase prediction accuracy, our current work focuses on discovering clinical mentions and their ontological 

relation by exploiting WordNet and UMLS meta-thesaurus. 

Introduction 

Measuring activities of daily living (ADLs) is done repeatedly in chronic disease hospitals to monitor the improvement of 

patients and is also a requirement for nursing homes. However, collection of functional status of patients is time consuming 

and in some cases accurate evaluations by clinicians might be difficult. Moreover, functional assessments are not available in 

many settings in which they are not mandated. 

Research Question & Data  

Our research question is learning a model from progress notes (training dataset) and their Barthel index values for a particular 

ADL (classes) to accurately predict ADL status of patients. 

We used 1045 labeled progress notes and 10-fold cross validation technique to asses our model. We work on a single ADL at 

a time, i.e. learn models for every ADL separately. For Bladder Control ADL, about 776 of the training cases were negative 

and 164 of them were positive while the remaining 105 notes were used for validation.  

System Design 

Our system is fed by training progress notes and their correct classes of a particular ADL. For every note, system first 

preprocesses it and then dynamically updates the likelihood ratio of n-grams that appear both in the training case at hand and 

in the test case. Once all the notes processed, it eventually decides on the test class based on the most informative n-grams 

which are identified by normalized likelihood ratios of subcomponents of the n-gram. We also employed Fisher's exact test 

since our sample size was small. 

In preprocessing phase we implement sentence breaking (using Stanford Core NLP Library [1]), replacement and removal 

filtering (with help of subject-matter experts), contiguous word n-gram generation and normalization for numeric values. We 

calculate the likelihood ratios of the n-grams in the dataset only if they appear in the test case. 

Initial Results 

We classified test cases by identifying n-grams with high predictive power as measured by likelihood ratios, statistical 

significances and their expected values. Illustration of our classifier’s receiver operating characteristic (ROC curve) is on the 

right. And, several informative n-grams for Bladder Control ADL 

are presented below. To improve our initial results, current work 

focuses on discovering clinical mentions and their ontological 

relation by exploiting WordNet [2] and UMLS’ SNOMED CT [3]. 

References  
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kinesiotherapy progress standard kinesiotherapy ms 14.195 

impairment group 2SD0 brain dysfunction 14.195 

eud attached bsd draining yellow 9.4634 

possible interventions va local gi 9.4634 
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Abstract 

Gene regulatory networks (GRNs) describe the molecular regulation of cell mechanisms. We recently proposed a system that 
can automatically infer such networks from the existing literature and microarray data. In this abstract, we focus on 
extending the base network inferred from the literature by classifying genes in the microarray data. This method illustrates a 
way of overcoming the limitations of our literature-based approach. 

Introduction 

Gene regulatory networks (GRNs) are crucial in systems biology; their elucidation supports the discovery of disease 
mechanisms, which can be exploited for the discovery and development of drugs and diagnostic tools. Microarray data is 
often used to infer such networks; however, due to low or nonexistent replication and too few time points, such data is 
generally unreliable. Our work aims to overcome the limitations of such data by integrating knowledge from the literature1. 

We use SemRep2 to extract knowledge (in the form of subject-relation-object triples) from the literature to derive the base 
network. Subject and object are official gene symbols referenced from HUGO. The final GRNs are generated by quantifying 
interactions with weights trained on microarray data using a genetic algorithm. The extracted knowledge is limited by the 
recall of SemRep and the requirement of gene interactions existing in MEDLINE. To overcome these limitations, we propose 
to expand the literature-derived GRN by adding genes into the GRN through classification of experimental microarray data. 

Methods and Results 

We use literature-derived GRNs that were generated for the 13 pathways included in the KEGG Pathways of Cancer map: 
Adherens Junction, Apoptosis, Cell Cycle, ErbB, Focal Adhesion, Jak-STAT, MAPK, mTOR, P53, PPAR, TGF-beta, VEGF, 
Wnt. The microarray dataset, generated from the addition of estrogen to breast ductile carcinoma, was downloaded from GEO 
and contains 17,738 genes over 7 timepoints with 6 replicates. 

We use a linear support vector machine (SVM) to classify genes based on their expression pattern over all timepoints and 
across all replicates. The SVM classifier uses a sequential minimal optimization algorithm and dot product similarity measure 
and performs binary classification, i.e., each individual pathway is defined as the positive class in turn with the collection of 
all other pathways defined as the negative class. We divide the negative class into sections approximating the size of positive 
class to mitigate the effect of the much larger negative class. Each negative class subset was paired independently with the 
positive class for training, and the final decision is by vote from each section result for each gene. 

 

Figure 1. Gene regulatory network for Apoptosis.  

The number of genes added varied from 0 for Cell Cycle, 
MAPK, and Focal Adhesion to 261 for VEGF.  The number 
of genes added for the rest of the pathways were as 
follows: Adherens Junction (36), Apoptosis (12), ErbB 
(19), Jak-STAT (33), mTOR (44), P53 (140), PPAR (3), 
TGF-beta (178), Wnt (58). Figure 1 illustrates the 
expansion of the literature-derived GRN for Apoptosis. The 
red nodes indicate original genes and blue nodes represent 
genes added through SVM classification. 

Conclusion 

Gene classification based on microarray data mitigates the 
shortcomings of the literature-based approach to 
inferencing gene regulatory networks. 
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Abstract 

In the last five years, there has been increasing emphasis on the importance of family health history (FHH) and the 
need for improved collection and use of this information. One continued challenge is the lack of a comprehensive 
standardized representation for FHH to support meaningful and accurate exchange of information between systems. 
Here, we describe our efforts to contribute to the development of a comprehensive information model for FHH. 

Introduction 

In the context of family health history (FHH), there have been limited efforts to standardize the capture of this 
information for enabling interoperability across electronic health record (EHR) and personal health record systems1. 
Our approach for contributing to these standardization efforts has involved analyzing FHH in multiple sources 
including HL7 standards, clinical texts from different EHR systems, and patient-driven FHH tools.  

Methods & Results 

An iterative and incremental process is being used to develop a comprehensive information model for FHH. The 
initial version was based on merging and evaluating existing standards (HL7 Clinical Genomics Family History 
Model and HL7 Clinical Statement Model) and 150 clinical notes (containing 369 FHH sentences) from University 
of Minnesota affiliated Fairview Health Services2. The resulting model incorporated data elements represented in the 
HL7 models and also allowed for representation of side of family, adopted, general statements (e.g., unknown), and 
non-specific ages (e.g., elderly). This model was subsequently validated with free-text family history comments 
from the EHR at Fletcher Allen Health Care (FAHC), the tertiary care center affiliated with the University of 
Vermont. Analysis of 500 cancer-related comments further supported the need for better representation of age 
information (e.g., 50-60, 70s, and @~75) related to current age, diagnosis age, and deceased age3. The latest 
version of the model is being informed by: (1) Web-based FHH tools for patients, (2) consult notes from 
MTSamples.com, a public repository of transcribed reports (n=491; 561 sentences), (3) clinical notes from the 
University of Pittsburgh Medical Center NLP Repository (n=200; 198 sentences), and (4) legacy clinical notes from 
FAHC (n=200; 304 sentences). The analysis of ten FHH tools has introduced elements such as degree of 
relationship and sibling stillbirths4. FHH information in the three sets of clinical notes is further contributing to 
subsequent validation and enhancement of the model.  

Conclusion 

Through examination of existing standards, clinical texts in multiple EHR systems, and Web-based FHH tools, we 
have identified a representative set of data elements for capturing FHH. Next steps include focusing on the values 
associated with each of these elements and aligning this evolving FHH model with standardized terminologies. 

Acknowledgments: This work was funded by National Institutes of Health grant R01LM011364. 
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Introduction: Clinical named entity recognition (NER) is an important task for building clinical natural language 

processing (NLP) systems. Recent studies [1, 2] have shown that machine learning (ML) based approaches can 

achieve good performance in the sequence labeling task. However, ML-based approaches often require large 

amounts of annotated corpora, which are time-consuming and expensive to build, due to the requirement of domain 

knowledge. Active learning (AL), a sample selection approach that often integrates with supervised ML algorithms, 

aims to minimize the annotation cost while maximizing the performance of ML-based models by wisely selecting 

samples during the AL process. In this study, our goal was to implement, develop, and evaluate existing and new AL 

methods for a clinical NER task. Using the data set from the 2010 i2b2 NLP challenge, we developed efficient AL 

strategies to extract medical problems, treatments, and tests from hospital discharge summaries [1].  

Methods: We used the annotated training corpus from 2010 i2b2/VA NLP challenge that contained 349 discharge 

summaries with 30,673 sentences with annotated entities of medical problems, tests, and treatments. Active learning 

was integrated with a Conditional Random Field (CRF) classifier to select the most informative samples from the 

unlabeled set and actively grow the labeled set. We developed and evaluated two categories of querying methods for 

AL, and compared them with the random sampling method: 

(1) Uncertainty-based active learning algorithm: The assumption is that sentences whose labels were highly 

uncertain in the ML classifier would contain high information when labeled by a reviewer and included in the 

model. We implemented two methods to calculate the uncertainty of a sentence: Method Entropy1 took the entropy 

over N-best state sequences predicted by the CRF model. Method Entropy2 took the summation of entropy of 

individual words given the probability over all possible labels. 

(2) Diversity-based active learning algorithm: Intuitively, sentences that are similar to those already annotated may 

contain less new information. We applied a vector space model to calculate pair-wise cosine similarity of any two 

sentences in the dataset. We used complete-linkage (max similarity) to determine the similarity between an 

unlabeled sentence and an annotated set of sentences. We developed a method Word which used normalized 

frequency of words with TFIDF weighting as features for building vectors and calculating similarities.  

Results: To achieve the F-measure of 0.75, two uncertainty-based algorithms: Entropy1 and Entropy2, used 972 and 

955 annotated sentences, respectively, while random sampling method (Random) needed 3655 (a 74% reduction 

using AL). The diversity-based algorithm, Word, needed 3232 to obtain the same performance (a 12% reduction 

from random). Using 1024 annotated sentences, the F-measure performances of Entropy1, Entropy2, Word, and 

Random are 0.7538, 0.7549, 0.6885, and 0.6814, respectively. 

Discussion: The results demonstrated that the two uncertainty-based algorithms and the one diversity-based 

algorithm outperformed random sampling. Uncertainty-based algorithms also significantly outperformed the 

diversity-based algorithm. However, uncertainty-based algorithms required much more computational time, thus not 

efficient in the real-time system. Diversity-based methods are much faster, since they can be pre-processed but 

performance gain is not optimal. In the future, we will improve the diversity-based algorithm by considering both 

semantic (e.g. concept) and syntactic (e.g. dependency) features. We will also attempt the combination of both types 

of active learning algorithms. Moreover, annotation cost for each sentence varies depending on the length and 

context of sentence and different reviewers. Cost-sensitive active learning in real annotation system is an interesting 

study for clinical NER tasks.  
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Abstract Systematic studies of disease phenotype networks have been used to link diseases to their causing genes. 
Clinical manifestation is an important aspect of phenotype data and can be used to predict disease causes. We 
propose to create a disease manifestation network (DMN) using the highly accurate and structured manifestation 
data from multiple biomedical ontologies. We found significant correlations between manifestation similarities and 
genetic associations. Network comparisons demonstrated that DMN not only reflects genetic mechanisms of 
diseases, but also contains novel information to complement the existing phenotype network. When combined with 
other phenotype data, DMN has great potential to facilitate deeper understandings of disease etiology. 
Introduction and Background Linking complex diseases to their causing genes is a challenging task. Current 
approaches prioritize candidate genes that are functionally similar to known disease genes. These approaches depend 
on genomic data, thus is biased towards well-studied genes. To increase the prediction power, recent studies 
incorporated disease phenotype similarities and assume that similar phenotypes reflect overlapping molecular causes. 
However, the disease phenotype networks remain largely incomplete. Clinical manifestation is an important aspect 
of disease phenotype and can be used to predict disease causes. In this study, we create a disease manifestation 
network (DMN), using the highly accurate and structured clinical manifestation data from over 160 manually 
curated ontologies in the UMLS. To our best knowledge, we are the first to explore this data and construct a disease 
phenotype network. 
Methods We obtained 56,474 disease-manifestation pairs from UMLS files containing the “has-manifestation” 
relationship. For each disease, all corresponding manifestation concepts form a feature vector. Then we computed 
the similarity of a disease pair as the cosines of their feature vectors’ angles. We analyzed the correlations between 
the manifestation similarity ranks and two measures of genetic associations: the probability that a disease pair shares 
genes and the average number of the shared genes. We also compared DMN with two other disease networks: GDN, 
which connects diseases if they share associated genes, and mimMiner, which is built on the phenotype similarity 
matrix obtained from OMIM text mining1. We counted the edge overlaps and calculated the bi-directional Wallace 
Indices2 to evaluate community structure similarity between two networks. We also constructed randomized 
networks and created a background distribution to test the significance of the observed network similarities. 
Results The DMN contains 2312 nodes and 408,029 edges. Diseases with high manifestation similarities tend to 
share more genes. The Pearson correlation is −0.603 (p<<e-8) between the manifestation similarity rank and 
probability of a disease pair sharing genes, and −0.647 (p<<e-8) between the manifestation similarity rank and 
average number of shared genes. Network comparisons show that DMN not only reflects genetic associations, but 
also contains unique information to complement mimMiner. The DMN shares 283 edges (significantly higher than 
the random background signals) with GDN (Table 1), among which 27% edges do not appear in mimMiner. The 

community structure correlation between the 
phenotype networks and GDN is directional. 
Yet, the community similarities in both 
directions are significantly higher than the 
background signals generated by randomized 
networks (Table 1). Overall, 80% of the edges 
in DMN are unique comparing with 

mimMiner. Their community structures are only partly correlated. A case study shows that literature supported 
disease relationships, such as Marfan Syndrome and Lujan Fryns Syndrome, are in DMN but not in mimMiner.  
Discussion and Conclusion We have constructed a phenotype network DMN using the high-quality clinical 
manifestation data from biomedical ontologies, and demonstrated the correlation between the manifestation-based 
phenotype relationships and gene-based genetic associations between diseases. We have also compared DMN with a 
phenotype network that has been widely used in candidate gene selection. Results show that the two phenotype 
networks are largely complementary. In the future, we will integrate DMN with multiple other data sources, and 
incorporate the comprehensive phenotype network in candidate disease gene selection algorithms. 
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Abstract 

Boxed warnings (BXW) appear in the drug labels of more than one-third of all FDA-approved human 

prescription drugs, and the numbers of drugs with BXWs are increasing.
1
 BXWs alert providers to potentially serious, 

life-threatening adverse reactions and may outline specific patient management to prevent or mitigate risk.
2
  Due to the 

serious nature of adverse events described, institutional surveillance of drugs with BXWs has become a regulatory 

requirement in some states.
3  

 However, BXWs content can be highly heterogenous and challenging for institutions to 

address.  

We designed a module to summarize, categorize and stratify BXW information according to nature of risk(s), 

action(s) to be taken, and clinician role in the medication use process.  The purpose of the module is to distill BXW 

information down to succinct, relevant, actionable BXW information that can be directed to a specific clinician at the 

point of care (figure 1)..
4
  To allow for maximum flexibility in viewing BXW information, the BXW is represented in 

several forms, including a full text version, a summary, and a collection of clinical concepts.  A URL link to a 

representative drug label is also provided for reference.  Maintenance of BXW information is supported by rigorous 

surveillance of safety communications and drug labeling changes.  We envision that integration of this module into 

decision support systems will help safeguard against inappropriate use of drugs with BXWs in different practice 

settings.   

 

Figure 1: Example of boxed warning action items for nilotinib 
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Abstract 

Published reports about searching medical literature do not refer to leveraging the query context, as expressed by 
previous queries in a session.  We aimed to assess novel strategies for context-aware searching, hypothesizing that 
this would be better than baseline. Building upon methods using term frequency-inverse document frequency, we 
added extensions such as a function incorporating search results and terms of previous queries, with higher weights 
for more recent queries. Among 60 medical students generating queries against the TREC 9 benchmark dataset, we 
assessed recall and mean average precision. For difficult queries, we achieved improvement (27%) in average 
precision over baseline.  Improvements in recall were also seen.  Our methods outperformed baseline by 4% to 14% 
on average.  Furthermore, the effectiveness of context-aware search was greater for longer query sessions, which 
are typically more challenging.  In conclusion, leveraging the previous queries in a session improved overall search 
quality with this biomedical database. 

 

Introduction 

Millions of queries are issued each day on the PubMed system1. Due to the importance of searching PubMed, a large 

number of Web-based applications have been deployed for this2. The Text Retrieval Conference (TREC) has 

included tracks for this domain of data, e.g., the TREC Genomics Tracks in 2006 and 20073,4. An ideal query session 

would contain only a single query, which would always generate the most relevant results. Much work has proposed 

methods to improve searching of PubMed5,6,7: term frequency-inverse document frequency (TF-IDF) ranking, which 

reflects differences in the frequency of search terms among documents in a corpus of documents, has been shown to 

outperform binary search, which simply returns all documents that match all search terms5. Further, citation data 

have been used to increase the score of highly-cited publications, similarly to Google’s PageRank algorithm6, which 

has been successful in Web Search, for searching PubMed7. More recently, a semantic network was constructed 

using domain concepts in a document to improve the PubMed data searching8. Despite enhancements from these 

methods, many users must generate more than one query to yield desired results. Improving the methods for 

searching medical databases may increase the chance that relevant documents will be seen, and may decrease the 

time required to conduct a search. 

We propose a new approach to improve searching of biomedical literature, by identifying the context of a query, 

which is orthogonal to these previous solutions, and hence could complement them. With a search topic in mind, 

users start a query session by submitting a query to the search engine (e.g., PubMed) to find relevant documents. 

While trying to satisfy their information need on the search topic, at each step they either browse more of the 

returned results (e.g., viewing the next page of results), or they choose to modify (reformulate) their query to convey 

their search topic more effectively, given the results they have seen so far. To the best of our knowledge, there has 

not been any study on how to leverage the query session to improve the ranking of results in biomedical literature. 

That is, the state-of-the-art biomedical search engines handle each query in a query session independently, i.e., a 

query does not affect the results of any subsequent query. 

We believe this is an important direction, as research on other domains in Information Retrieval (IR), like general 

Web searches by consumers, has shown that the past queries in a query session can help understand the user’s search 

topic9; hence, a search engine can compute the ranking not only based on the current query, but also considering the 

past queries in the same query session. This idea is the basis of the session track, created by TREC in 201010, which 

attracted many competitors to study various methods to improve query effectiveness with query session data on Web 
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search. The session track taught us that using previous queries and results in the same session can improve the 

ranking quality11. For instance, 13 groups in session track 2011 submitted their results on an approximately 25TB 

web page dataset. It is shown in these submissions that by utilizing query session data they can achieve over 10% 

improvement on the ranking quality of top-10 results even for the strongest baseline11. However, to the best of our 

knowledge, sessions have not been used in the ranking of biomedical data searches. We propose novel methods to 

perform context-aware search in biomedical data. We postulate that PubMed is an ideal setting for this research, 

since PubMed users reformulate their queries 4.44 times, on average, in a query session1. 

Objective: In this paper, we study the context-aware searching of PubMed data. Our hypothesis is that a user’s query 

session can be used to define the query context for the current query, and this context can be used to improve the 

ranking of the returned results in PubMed data.  

 

Methods 

For the purpose of this work, we assume that the user progressively submits related queries, based on the top results 

of the previous queries. The context-aware ranking principle indicates that for two associated (in the same query 

session) consecutive queries Qk-1 and Qk, the user is likely to prefer the search results related to both queries, and 

thus such results should be promoted for Qk
9
.  That is, if two results of Qk have about the same score with respect to 

Qk, the user likely prefers the result that is also relevant to Qk-1, since Qk-1 is also related to the user’s search topic. 
We incorporate this principle in our model.  

We propose context-aware search strategies that build upon the two most popular ranking techniques in IR: TF-IDF-

based BM25 and Language Models, which are described below. Note that our methods assume that we know when a 

query session starts and ends, that is, when the user switches to an entirely different search (i.e., different topic). 

Detecting the start and end of a query session is outside the scope of this paper.  To handle this, we can use existing 

query-session detection techniques12,13. 

Incorporate context-aware search in TF-IDF ranking 

We built our ranking strategy on top of the Lucene14 system, which is a popular, open-source, high-performance 

text-based search engine. The ranking function of Lucene is based on the well-accepted Okapi BM25 ranking 

formula15, which is a state-of-the-art TF-IDF retrieval function and is widely used in both academia and industry. 

Lucene supports weighted queries, i.e. each query term can be assigned a different importance weight. 

BaselineBM25: The baseline TF-IDF search method applies the Lucene ranking function and treats each user query 

independently of the previous queries in the query session. We denote this ranking as BaselineBM25. 

M1: We used previous research in IR to represent the query context based on the past queries16,17. We adopted the 

following ranking function, which incorporates the terms of all past queries in the query session. In particular, the 

probability of query term w appearing in the current query, given query sequence Q1, Q2, …,Qn (Qn  is the current 

query) is: 

�(�|��, ��, …	��) = �
� � �(�,��)

|��|
�(1 − �)����

���
   (1) 

where,	�(�, ��) is the number of occurrences of term w in query Qi, and |Qi| is the number of terms in Qi. In this 

work we do not consider phrases as terms, but only single words, excluding stopwords. � is the decay factor to 

reflect that older queries in the query session are less important; we set �=0.6 in our experiments (we found no 

considerable difference in the results for values of � around 0.5). We build a context-aware query �′ that includes all 

terms in the query session Q1, Q2, …,Qn. Each term is assigned an importance weight equal to its probability as 

computed in Equation 1. We refer to this context-aware ranking method as M1.  We submit 	�′ to Lucene, which 

supports term weighing as mentioned above. 

Incorporate context aware-search in Language Model ranking 

A popular alternative to TF-IDF ranking is Language Model (LM)-based ranking18, where the score of a document is 

the probability that the document will generate the query. In particular, a document R is viewed as a bag of words, 

and the probability of each word is its frequency in the document over the total number of words in the document. 

Then, the score Score(R, Q) of a result R for query Q is the probability Prob(Q | R) that a generative model, which at 
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each step picks a term from R according to its frequency-based probability, will generate Q. More details are 

available in the paper of Song and Croft18. 

BaselineLM: The baseline is to consider each query separately and use the LM ranking formula18.  

Let L1, L2, …, Ln be the ranked results lists for Q1, Q2, …, Qn (Qn is the current query) respectively. According to the 

context-aware ranking principle mentioned above, if two ranked lists Li and Lj from the same query session are 

similar to each other, the results that appear in both Li and Lj have a higher chance of being relevant to the user’s 

search topic. 

Based on the key principle of LM-based ranking18, for each result R we compute a context-aware score according to 

the likelihood of generating the query session Q1, Q2, …, Qn given R. Making the assumption that queries are 

independent of each other, which is common in IR, the context-aware score of R can be computed using Equation 2, 

which expresses a standard method to combine independent pieces of evidence using a weighted average 

combination19. 

�(��, ��, …	��	|	�) 	= 	���(��	|	�) 	+ 	���(��	|	�) 	+ 	… . +	���(��	|	�)	  (2) 

where αi is the weight (importance) of Qi. We can compute each of the P(Qi | Rn,j) terms using the well-studied LM 

ranking formula18. Thus, the key challenge is how to estimate weights αi, 1 ≤ i ≤ n, based on the context-aware 

ranking principle. We propose to calculate αi as follows: 

										�� = �
�� !� ∙ 	

� #�$%&�,	&'(
)
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���    (3)                

Where Sim(Li, Lj) measures the similarity between two ranked results lists Li and Lj. The first factor in Equation 3 

assigns higher weight to more recent queries.  

Several standard measurements can compute the similarity of ranked results lists20. We consider three strategies to 

compute Sim(Li, Lj), which correspond to three proposed context-aware ranking strategies: 

• M2: Sim(Li, Lj) is the Jaccard similarity21, that is, -./(0�, 01) 	= |&�	∩	&'|
|&�	∪	&'|

 . 

• M3: Sim(Li, Lj) is one minus the normalized Spearman’s Footrule22 between the ranked results lists. 

Spearman’s Footrule measures the ranking disarray. Two identical lists have Spearman’s Footrule equal to 

0, and two lists ranked inversely from each other have Spearman’s Footrule 1. To compute the Spearman 

Footrule on two partial lists, where not all elements from the one list appear in the other, we used the 

formula by Fagin et al.20 In this variant, two lists have Spearman’s Footrule 1 if they have no common items. 

• M4: We measured the difference between the term distributions of the concatenation of title, abstract, and 

MeSH terms of the top results of the two lists. For that, we use the Kullback-Leibler distance23, which is a 

standard measure for this purpose. Kullback-Leibler distance is non-negative and unbounded. To normalize 

it, we used 45	��	60 = 7�89 where kl is the original Kullback-Leibler distance, such that 45:/60is 

bounded to (0, 1]. When two term distributions are identical, kl is 0, thus 45:/60 is set to 1. If the kl is 

large, then 45:/60 is close to 0. 

In all methods, we use the top-K results from each list in our experiments to measure the lists’ similarity, with 

K=100. 

Evaluation Measures: We measured the search quality of these strategies using Precision, Recall, Average 
Precision, and Normalized Discounted Cumulative Gain (NDCG)24. Average Precision and NDCG take into 

consideration the ranking positions of the returned relevant results. The Average Precision for the top-K results is 

calculated as follows: 

;<7�@6 = 	 ∑ %?(.) × :7A(.)(B���
4C/D7:	5E	:7A7<F4G	H5�C/74GI 

where p(i) is the precision at cut-off i in the ranking list, and rel(i) is 1 if the item at rank i is a relevant document, 

and 0 otherwise. Mean Average Precision (MAP) is used to measure the average value of Average Precision for a set 

of queries.  NDCG is a normalization of Discounted Cumulative Gain (DCG) in the range [0, 1] and is calculated as: 
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JKLM@6 = 	 KLM@6
NKLM@6 

where IDCG@K is the ideal DCG@K, i.e., the maximum possible DCG value up to the ranking position K. 

DCG@K is calculated as: 

KLM@6 = :7A(1) +	� :7A(.)
log� .

B

���
 

Note that our main goal is not to compare BM25 to LM (although this is a side product of our study), but to evaluate 

the context-aware search strategies for BM25 and LM against the corresponding baseline, that is, compare M1 

against BaselineBM25, and M2 - M4 against BaselineLM. We choose the Wilcoxon signed-rank test, a non-

parametric statistical hypothesis test, to test for differences among the search strategies. Difference with p-value ≤ 

0.05 can be considered as statistically significant. 

Related Work: Some ranking models consider the result clicks of the user9,16,17,25. Our approach, however, assumes 

that this information is not available, and only the sequence of user queries is available. For instance, user clicks 

may be difficult to collect given the query interface, or perhaps the result snippets provide enough information so 

that the user will not click on results. Further, reports of result clicks have not targeted biomedical data. 

Related to how we extend TF-IDF ranking for context search, previous work has been proposed to apply query 

expansion in biomedical data search. Among them, some work uses domain knowledge to support the expansion26,27, 

using domain knowledge source such as Unified Medical Language System (UMLS)28. Relevance feedback has also 

been used for this purpose8,29. However, this needs the user to explicitly rate the relevance of top ranked results 

which could be inconvenient for the users. These works complement our approach. 

 

Experimental Setting 

Data Set: We used a standard benchmark dataset, TREC 9 filtering data30, in our experiments. TREC 9 filtering 

contains a set of 348,566 references from MEDLINE consisting of titles and abstracts from 270 medical journals30. 

The original dataset is split into test and training sets. We used the training data set which is from year 1988 to 1991, 

and contains 293,856 files. Examples of documents are shown in Figure 1. The training set contains 63 search topics 

where, for each search topic, the set of relevant documents is provided. Each search topic comes with a title and 

description. For example, a search topic is shown in Figure 1. 

 

Figure 1. User survey interface. Given the title and description of the search topic, users enter keyword queries to 

identify relevant documents in the corpus. Each page contains at most 10 search results. At most 50 unique results 

will be shown to the user for a search topic. 
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Given the high cost of recruiting domain experts to evaluate our methods, we limited the number of search topics. 

We want to avoid “easy” topics, where it is straightforward to formulate a keyword query that will retrieve many 

relevant results, and also avoid topics with a relatively low number of relevant results. We used the following 

selection criteria: for each topic, we created three keyword queries, the title, the description and the concatenation of 

title and description, and submitted these queries to Lucene to get the top-50 results. We selected a search topic if all 

three of the queries return fewer than 21 relevant results among the top-50 results. Further, we required that the total 

number of relevant results for each selected search topic is over 40 in the whole collection. The parameters 21 and 

40 were manually selected by progressively changing them until we keep 20-25 search topics. This led to a subset of 

22 search topics. 

User Study Setting:  For each search topic, we display to the user the description of the topic and an empty search 

textbox, and ask the user to enter a keyword query (see Figure 1). We then display the top-10 results. We then ask 

the user to modify the query if the results do not look relevant enough. This process continues until 5 pages of 

results in total are displayed for one search topic; that is, each user can submit at most 5 different queries for a 

search task. We do not ask users to mark the relevant results, since we already have this information from the TREC 

benchmark. Given the limited number of experts that we can recruit for this user study, we do not display duplicate 

results across queries of a query session. We believe that this leads to a higher quality of responses, since the users 

will not be overwhelmed by too many duplicate results from different queries in the same session. The key output of 

the user study is a set of query sessions (sequences of queries) for each search topic. 

We recruited medical students from the Indiana University School of Medicine, after receiving approval from the 

Indiana University Institutional Review Board. We divided the 22 search topics into 4 groups of 5 or 6 topics per 

group, such that each group of search topics can be finished in about 20 minutes, which is a reasonable workload. 

Each user was asked to complete one set of queries, and received a $15 gift card as a reward. Sixty participants 

(users) completed the survey. The study generated 323 search tasks, i.e. topic-user pairs. That is, each search topic 

was completed by about 15 users (323 / 22 = 14.7). 

 

Results 

In 86 of the search tasks, the user did not modify her initial query until the first 30 (top-30) results (3 pages of 10 

results each) have been shown to her, and in 58 the user did not modify the initial query at all to finish a search topic 

until 50 results (top-50) have been shown (5 pages of 10 results each). On average, in the 323 search tasks, 2 queries 

(i.e., the query session has 2.36 queries on average) are used for top 30 results, and 3 queries (query session has 3.47 

on average) are used for top-50 results. Out of the 323 tasks, Figure 2 shows the distribution of query session length 

(the number of queries used in a query session) for top-50 (30) results. 

 

      (a) Top-50                                                                 (b) Top-30 

Figure 2.  Distribution of query session lengths to get (a) top-50 results and (b) top-30 results.  

Table 1 shows the quality measures for each strategy, averaged over all 22 search topics. We study the ranking 

quality of top-30 in addition to top-50 results to evaluate the performance of context-aware search in shorter query 

sessions, where less context information can be leveraged. As shown in Table 1, we observe a 4% to 14% 
improvement over the BaselineBM25 on different measurements for M1, e.g., M1 has MAP 0.08 on top-30 results 

while BaselineBM25 has 0.07, that is, the improvement is (0.08 – 0.07) / 0.07 = 14%. We observe up to 5% 
improvement on different measurements for M1, M2 and M3 over BaselineLM.  

We found that the user survey results (Average Precision, NDCG, Precision, and Recall results from the 323 search 

tasks) do not follow a normal distribution. Thus Wilcoxon signed-rank test is preferable to other parametric 

statistical hypothesis tests. 
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For the rest of this paper, we will present results for M1 and M2, since M3 and M4 strategies perform very similarly 

to M2. 

Figures 3 and 4 show the average improvement over their corresponding baselines for M1 and M2 with respect to 

the number of query modifications for a search topic (distribution of query session lengths is shown in Figure 2). 

Note that here we do not first average for each search topic, but each search task is treated independently, since the 

same search topic may have tasks with different numbers of modifications (by different users). 

 

Table 1. Search results quality for top-30 and top-50, using baseline and context-aware strategies on the 323 search 

tasks completed in the user survey. The results are averaged over all 22 search topics (MAP: Mean Average 

Precision; NDCG: Normalized Discounted Cumulative Gain; M1: Context-aware BM25 extension; M2-M4: 

Context-aware Language Model Extensions). * indicates the improvement over baseline (shown in previous row) is 

with p-value < 0.05, and ** indicates the improvement is with p-value < 0.01. 

 Top-30 Top-50 

 MAP NDCG Precision Recall MAP NDCG Precision Recall 

BaselineBM25 0.07 0.26 0.26 0.14 0.09 0.26 0.22 0.20 

M1 0.08
**

 0.28
**

 0.29
**

 0.16
**

 0.10
** 

0.27
**

 0.24
**

 0.22
**

 

BaselineLM 0.08 0.27 0.28 0.15 0.10 0.26 0.24 0.21 

M2 & M3 & M4 0.08 0.27 0.28 0.15 0.10 0.27
*
 0.25

*
 0.22

*
 

 

 

(a) M1 vs. BaselineBM25 on top-50 results 

 

(b) M2 vs. BaselineLM on top-50 results 

Figure 3. Search quality improvement on top-50 results over baseline for (a) M1 and (b) M2 with respect to the 

number of query modifications for a search task. For each search task, the improvement over corresponding baseline 

method on each measurement is calculated, and the improvement is then averaged over all search tasks with same 

query session length. The improvements of M1 over BaselineBM25 are with p-value < 0.01 on groups where query 

session length > 2, and p-value < 0.05 on the group with session length = 2. The improvements of M2 over 

BaselineLM are with p-value < 0.01 on groups where query session length > 3. 

 

In Figure 3 and 4, we observe that the improvement over the baseline is increasing for longer query sessions, as 

more context information can be leveraged. 

Next, we study how the effectiveness of context-aware ranking varies with the difficulty of the search topic. We 

split the 22 search topics into three categories: “easy”, “medium” and “difficult”. We use Precision@30 
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(Precision@50) of baseline as the splitting criterion: the 7 topics with highest Precision@30 (Precision@50) are 

defined as “easy” topics, the 7 topics with lowest Precision@30 (Precision@50) are defined as “difficult” topics, 

and the remaining 8 topics are “medium”. Figures 5 and 6 show the improvement of the context-aware methods for 

the three search topic categories, for top-30 (top-50) results respectively. 

 

(a) M1 vs. BaselineBM25 on top-30 results 

 

(b) M2 vs. BaselineLM on top-30 results 

Figure 4. Search quality improvement on top-30 results over baseline for (a) M1 and (b) M2 with respect to the 

number of query modifications for a search task. For each search task, the improvement over the corresponding 

baseline method on each measurement is calculated, and the improvement is then averaged over all search tasks with 

same query session length. The improvements of M1 over BaselineBM25 are all with p-value < 0.01. 

 

(a) M1 vs. BaselineBM25 on top-50 results 

  

(b) M2 vs. BaselineLM on top-50 results 

Figure 5. Search quality improvement on top-50 results over baseline for (a) M1 and (b) M2 on the three categories 

of search topics. For each search task, the improvement of M1 (M2) over BaselineBM25 (BaselineLM) is calculated, 

and the improvement is then averaged across each category. The improvements of M2 over BaselineLM on 

“medium” and “difficult” queries are with p-value < 0.01 and M1 over BaselineBM25 are all with p-value < 0.01. 

In Figures 5 and 6, we observe that the improvement of context-aware search (M1 & M2) over baselines is generally 

larger for more difficult search topics. Thus, context-aware search is more useful for more difficult search topics. An 

exception is M2 for top-30 results (Figure 6(b)), where we see a larger improvement for “medium” search topics and 
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even a decrease in performance for some “easy” search topics. This shows that the BaselineLM ranking is more 

effective when we examine only the top- 30 results as opposed to examining the top-50 results (Figure 5(b)). 

  

(a) M1 over BaselineBM25 on top-30 results 

 

(b) M2 over BaselineLM on top-30 results 

Figure 6. Search quality improvement on top-30 results over baseline for (a) M1 and (b) M2 on the three categories 

of search topics. For each search task, improvement of M1 (M2) over BaselineBM25 (BaselineLM) on each 

measurement is calculated, and the improvement is then averaged across each category. The improvements of M1 

over BaselineBM25 are all with p-value < 0.01 and M2 over BaselineLM are all with p-value < 0.01. 

 

Figure 7. Recall@50 for all 22 search topics. Recall of each search topic is averaged over all search tasks for that 

topic. 

 

Figure 8. AvgP@50 for all 22 search topics. Average Precision of each search topic is averaged over all search 

tasks for that topic. 

Figure 7 presents the Recall@50 and Figure 8 depicts the AvgP@50 for the 22 search topics from BaselineBM25, 

M1, BaselineLM and M2. The results averaged on the 22 search topics are shown in Table 1. In Figure 7, we 

observe that for 21 out of the 22 topics M1 performs better than BaselineBM25 and for 18 M2 performs better than 

BaselineLM. In Figure 8, we observe that for 21 out of the 22 topics, M1 outperforms BaselineBM25, and for 17, 

M2 outperforms BaselineLM. 
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Discussion 

Motivated by recent research in the IR community, in this paper we propose and evaluate the first context-aware 

ranking strategies in biomedical literature, by leveraging the user query session. Our methods leverage both the 

search results of the queries in a query session and the terms in the queries, as evidence of a user’s search context. 

We tested multiple strategies to incorporate the context information into state-of-the-art ranking algorithms. The 

experimental results confirm our hypothesis. We observe that the context-aware ranking strategies improve the 

quality of PubMed data search by 4% to 14% over the BM25 baseline. Our context-aware search strategies for LM-

based search also outperform the baseline. 

A key finding is that the improvement over the baseline methods is much higher for more difficult queries, a finding 

that increases the impact of our results. In particular, for more difficult queries, we achieve 27% improvement in 

Average Precision over the BM25 ranking baseline. Our context-aware search methods have a smaller improvement 

for LM-based ranking, where we observe 8% to 19% improvement for difficult queries for top-50 results. A possible 

explanation is that for easier topics the users often generate accurate queries to convey the search topic from the 

beginning, thus the evidence inferred from past queries will not help as much as with difficult topics to remove the 

disambiguation of the current query. We also found that the effectiveness of context-aware search is greater for 

longer query sessions, which are typically more challenging, since users modify their query when they do not like 

the returned results. 

A limitation of our experimental method is that we do not ask users to generate separate query sessions for each of 

the six evaluated ranking methods, but use the same query sessions to evaluate all methods. The reason is that 

otherwise this would require a six-fold increase in the number of subjects, which are difficult and expensive to 

recruit. In particular, to record the query sessions we use a TF-IDF ranking for half and an LM ranking for the other 

half search topics. Another limitation is that the used benchmark TREC 9 filtering dataset is relatively old, but there 

is no newer dataset that has the user relevance judgments needed in this project.  

Further, we did not study whether and how the quality (e.g., accuracy) of user queries changes during a session; later 

queries would be expected to have higher quality. We would expect this trend among all of the ranking algorithms 

studied, since they share the same query sessions. We did not statistically account for the relationship between users 

and query results; that is, we did not treat users differently according to their success with the queries. 

Our methods can be readily incorporated into existing search systems. To apply our methods, such a system would 

need to cache a short history of user queries. To define the query session, a simple but possibly cumbersome (for the 

user) solution is to let the user define or mark explicitly when a new query session begins. Alternatively, the system 

could automatically detect the start of a query session12,13. In summary, based on our results, leveraging the previous 

queries in a query session comes closer to the ideal of one query per session, thereby improving the search quality in 

a biomedical search engine. 
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Abstract 

The United States, indeed the world, struggles with a serious obesity epidemic. The costs of this epidemic in terms of 
healthcare dollar expenditures and human morbidity/mortality are staggering. Surprisingly, clinicians are ill-
equipped in general to advise patients on effective, longitudinal weight loss strategies. We argue that one factor 
hindering clinicians and patients in effective shared decision-making about weight loss is the absence of a metric 
that can be reasoned about and monitored over time, as clinicians do routinely with, say, serum lipid levels or 
HgA1C. We propose that a dietary quality measure championed by the USDA and NCI, the HEI-2005/2010, is an 
ideal metric for this purpose. We describe a new tool, the quality Dietary Information Extraction Tool (qDIET), which 
is a step toward an automated, self-sustaining process that can link retail grocery purchase data to the appropriate 
USDA databases to permit the calculation of the HEI-2005/2010. 

Introduction 

The United States is in the grip of a serious obesity epidemic.1,2 While there are some recent data suggesting that 
obesity rates are leveling off,1 the number of people with a body mass index (BMI) in the range of ‘overweight’ or 
‘obese’ is at an alarming, all-time high. This is true of children as well as adults. This problem is not limited to the 
US: most developed, and several developing, countries are experiencing the same epidemic.3 Since weight-related 
morbidity and mortality comprise a significant burden on the nation’s healthcare system, it makes sense to improve 
nutrition and weight counseling at the point of care. We argue here that healthcare practitioners need a metric in the 
electronic health record that reliably reflects dietary quality, especially over time. Such a metric could become as 
routine in shared decision-making with overweight patients as serum cholesterol is with hyperlipidemic patients, or as 
Hemoglobin A1C is with diabetic patients. We describe a tool, qDIET, that is a step in this direction. It addresses the 
chief informatics challenge with integrating dietary quality metrics into the EHR, namely the efficient and bias-free 
collection of household-level nutrition data. 

Background 

The Morbidity and Mortality of Obesity 

Over the past 20 years there has been a dramatic shift in obesity incidence in the 
US. The US Centers for Disease Control and Prevention (CDC) uses the measure 
“body mass index” (BMI), a number calculated from a person's weight and height, 
as a reliable measure of overall body adiposity. The weight status categories for 
different values of the BMI are shown in Table 1 on the right. In 1990, the CDC 
reported that there were no states in the US where the percentage of the obese 
population was greater than 15%. By 2010, in contrast, there was no state where 
the percentage of the obese population was less than 20%. See Figure 1 for the 
state-by-state details. According to the most recent data from the CDC, 35.7% of 
adults in the US are estimated to be obese. 

In both children and adults, obesity brings with it important health consequences. 
Obese children are more likely to have  hypertension  and  hyperlipidemia;4 to  
manifest  joint  problems and  musculoskeletal  discomfort;5 to  show increased 
risk of impaired glucose tolerance, increased insulin resistance, and type 2 
diabetes;6 and to suffer from social stigmatization and depression.6  Adults manifest a similar profile of weight-related 
morbidity. Finkelstein et al. estimated that in 2008 adult obesity cost the healthcare system $147 billion.  On a per-
patient basis, it cost $1,429 more per year to provide healthcare to obese adults than to normal-weight adults.7 

 

Table 1. The definitions of 
BMI  

weight status categories 

BMI Weight Status 

Below 18.5 Underweight 

18.5 – 24.9 Normal 

25.0 – 29.9 Overweight 

30.0 and Above Obese 
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Figure 1. The distribution of adult obesity incidence by state, 1990 compared to 2010. (source: CDC1) 
 

Lack of a Dietary Metric And Poor Clinician Training In Diet Counseling 

The National Institutes of Health (NIH) provide clinical guidelines to aid healthcare practitioners in advising their 
patients on weight loss.8  As a group, however, physicians perform poorly when trying to provide effective advice on 
weight.  Studying  the  late  1990s, Jackson  et  al.  concluded  “There is a need for mechanisms that allow health 
care professionals to devote sufficient attention to weight control and to link with evidence-based weight loss 
interventions, especially those that target groups most at risk for obesity.”9   In a  2008 study, Smith et al. found 
that less than 50% of a nationally representative sample of primary care providers reported always providing specific 
guidance on diet, physical activity, or weight control when it was  indicated.10   On the positive side, Appel et al. 
found that obese patients with cardiovascular risk factors could successfully lose weight and  keep  that  weight  off  
both  with  intense  person-to-person  interventions  and   with  remotely  delivered interventions.11 

We believe that an important reason clinicians, as a group, perform poorly with weight counseling is that they lack a 
dietary metric that comports to their standard clinical reasoning model. For example, a physician can fine tune the 
therapy for a diabetic patient presenting with an elevated Hemoglobin A1C and track that value over time. We are 
proposing a dietary quality metric that also can be monitored over time, one that can form the basis of informed diet 
shared decision making that can lead to weight loss. The long-term goal of our work is to validate the hypothesis that a 
dietary quality metric can lead to improved weight outcomes if it can be presented to clinicians and patients in a 
simple and intuitive way. 

A Dietary Quality Metric Suitable for the EHR: the argument for the healthy eating index 

A publicly available framework for much contemporary dietary assessment research in the United States has been 
developed by the US Department of Agriculture (USDA), in conjunction with the National Cancer Institute (NCI). Of 
particular significance here, the Food and Nutrition Database for Dietary Studies (FNDDS),12 the MyPyramid 
Equivalents Database (MPED),13 and the Healthy Eating Index (HEI-2005)14 are widely recognized as established 
reference standards.  The HEI-2005 was designed to provide a measure of overall dietary quality in accordance with 
the Dietary Guidelines for Americans (2005). This metric has been applied primarily in the context of population- 
based studies and was initially designed to analyze the dietary recall components in the What We Eat In America 
(WWEIA) sections of the biennial National Health and Nutrition Examination  Survey (NHANES), conducted 
jointly by the USDA Agricultural Research Service (USDA-ARS) and the National Center for Health Statistics 
(NCHS) at the Centers for Disease Control and  Preven t ion(CDC). 

The food codes in the FNDDS database represent the complete range of foods reported in the corresponding 
WWEIA/NHANES dietary recalls. Along with a text-based food description that is often quite detailed, the FNDDS 
contains the nutrient values and caloric energy (kcal) for “typical” portion weights or serving sizes of that food. 
The MPED references the same set of food codes as the FNDDS, but represents the nutrient information in a 
standard (100 gram) portion size and disaggregates mixed foods or recipes proportionally into their MyPyramid 
components and food groups for dietary analysis. This information is used to calculate the HEI-2005 scores for any 
food that can be represented by an 8-digit USDA food code. The mapping techniques being developed in the qDIET 
framework should permit the dietary quality of grocery food items to be evaluated with the HEI-2005, leveraging the 
well-validated methods developed by the CDC, USDA, and NCI. 

A total HEI-2005 score (range: 0-100) is derived from the sum of twelve component scores and their discrete 
contributions to total energy (kcal), using a ‘nutrient density’ approach that is robust and independent of individual 
fluctuations in intake levels. Nine of the twelve HEI-2005 component scores assess nutritional adequacy, such that 
higher intakes (e.g., from whole grains, fruits, and vegetables) as a proportion of total energy result in higher scores, 
while the remaining three components reflect guidelines for moderation (e.g., to reduce the amounts of sodium or 
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‘empty calories’ from added sugars). Overall, higher HEI-2005 scores indicate closer conformance to the USDA’s 
dietary guidance. A newly released version of the Healthy Eating Index,15 based on the USDA’s 2010  Dietary 
Guidelines for Americans, redefines or adjusts several of the components, but our current work is focused on the 
HEI-2005 since it is the better studied metric. Transitioning to the HEI-2010 will be straightforward, since both are 
based on FNDDS food codes. 

We argue here that the HEI is extremely well-suited for the EHR. First, it reliably implements the USDA Dietary 
Guidelines for Americans. Second, it is robust and, because it is based on a nutrient-density approach, it scales well 
across different populations (e.g., from households to provider panels to healthcare networks). In the words of its 
developers, “The HEI is a scoring metric that can be applied to any defined set of foods, such as previously-collected 
dietary data, a defined menu, or a market basket.” Using the qDIET tool described below, we intend to employ the 
HEI component scores as a highly scalable dietary metric to estimate the overall healthfulness of the food 
environment at the patient-household level. In sum, we believe that these informatics solutions will facilitate the 
inclusion of grocery sales data as covariates in dietary studies in ways that are readily generalizable. 

The State-of-the-Art in Dietary Data Collection 

In order to assess a person’s dietary quality, using the HEI or any other metric, one needs detailed nutritional 
information about the foods that the person is consuming. In the NHANES studies described above, a trained 
interviewer conducts an hours-long interview, probing which foods were consumed over the last one or two days. This 
is very resource intensive and it places a significant respondent burden on the interviewee. A less resource- intensive 
approach is to use a food frequency questionnaire (FFQ) that is filled out by the subject. Respondent burden is 
still quite high, however, and such a tool is vulnerable to respondent bias and faulty recall. 16,17 An example FFQ is 
shown in Figure 2 (note that in this case respondents were recalling food frequencies over an entire year). 

 
Figure 2. Sample of a food frequency questionnaire. 

Food item UPC data for nutritional analysis 

In our work to find better ways to measure food intakes, we have been focusing on point-of-sale grocery data. 
Virtually all grocery stores use barcode scanners to identify items purchased. Many large grocery chains link these 
purchases to a shopping card that, in turn, associates households with their purchase history. Food retailers use that 
purchase history to predict future customer interests and tailor advertising accordingly. As a means to track food 
purchases by households, Universal Product Code (UPC) shopping data offer a very attractive alternative to FFQs and 
food diaries: 

• The data are collected passively, so respondent burden is eliminated, with no opportunity for reporting bias; 
• Both the grocer and the customer have strong incentives to use the shopping card consistently; 
• Food purchases are tracked continuously, rather than in snapshots like the FFQ; 
• Acquiring the data requires minimal resources, since the data are virtually free, being collected as a part of 

normal operations by the grocery retailer. 
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UPC data have limitations as well, and we detail those in the Discussion section. We are not the only group who are 
exploring the utility of easily scanned codes for nutritional informatics research. Lambert et al. used a smart 
“swipe” card to study the eating habits of students in a large boys school cafeteria.18 Those items were manually 
mapped to a UK database, the McCance and Widdowson’s Composition of Foods dataset, containing about 3,400 food 
items. Ni Mhurchu and her team asked shoppers in New Zealand to scan foods purchased over the course of 12 
weeks in one supermarket using a handheld UPC scanner. They manually merged scan data with the New 
Zealand Food Composition Database that contains about 2,700 food items. 

In our work, we have teamed with a large national grocery retailer who provides UPC purchase data that can span a 
year or more of transactions for any given household. That retailer tracks over 120,000 food and beverage UPC 
codes. Since our dietary quality metric of interest is the HEI, we are exploring ways to automate linking UPCs to 
the food codes of the USDA’s FNDDS and MPED databases. The USDA data cover nearly 8,000 food items. Given the 
sizes of these datasets, manual mapping is not practical. The retail food market is also quite dynamic, with new foods 
being introduced and older foods being retired all the time. For example, five years ago there were very few “energy 
drink” or “Greek yogurt” products on the market, whereas today there are scores of these products. Our goal is to 
build a self-maintaining knowledge base with our qDIET tool to facilitate linking point-of-sale grocery items to 
nutritional content. 

Methods 

Despite the fact that all packaged foods in the US contain a UPC label and a FDA-mandated nutrition facts panel, 
there is no open-source database that links the two. There are commercial sources for UPC-linked nutrition data19 but 
they are cost prohibitive on a large scale and their use is restricted by  non- disclosure agreements that make 
sharing difficult. We described a method for manually mapping grocery retail data to a USDA database called the 
Standard Reference (SR)20  in a previous paper.21  We were able to show, as a proof of principle, that we could map 
70% of 26,854 unique UPCs to the SR. Since the USDA FNDDS and MPED are integral to calculating the HEI, they 
are mapping targets for our current work. 
 

The Food Item Dataset 

One of the main aims of our research has been to collect data longitudinally in order to analyze consumer market 
baskets and describe food purchasing patterns with the aid of data mining and statistical tools. To this end, we obtained 
complete sets of grocery transaction data for a sample of 50 consented households, representing their food-shopping 
activity over a period of 12 months, with dates ranging from February 2007 to April 2008. IRB approval was obtained 
under University of Utah IRB #18830 (exempt). 
 
Participants enrolled in the study met the following inclusion criteria: 

• Participants were members of the loyalty card program at our grocery retail partner’s stores, with at least 12 
months of retrospective purchases linked to their card. Having a complete year’s worth of data has been 
suggested for nutritional studies to account for seasonal changes in dietary intake or purchasing behavior; 

• Participants were classified by our grocery retail partner as one of their “top tier shoppers,” ensuring that 
the participant household shopped at this specific supermarket chain frequently; 

• Participants resided in the Salt Lake Valley, Utah, at the time of the pilot study in 2007-08. 

Data Collection Procedure 

Our grocery retailer partner contacted their Frequent Shopper Card customers through a recruitment letter.  Interested 
participants who met the inclusion criteria were to voluntarily contact the University of Utah research team by phone 
for further information and enrollment. For this pilot we planned on recruiting 50 households. After mailing the 
recruitment letters, we received an overwhelming response and stopped taking information from potential participants 
after 100 households had contacted us. Households contacting us after the end of our enrollment period were routed to 
a voice message letting them know that their interest was appreciated, but that due to the great response, enrollment in 
the study was closed. 
 
Data Cleaning 

We received the transaction data from the supermarket chain in a single flat file, in a pipe-delimited (‘|’) text format, 
which was initially loaded into Microsoft Access for the pilot study.21  The USDA databases of interest, the USDA 
SR, the FNDDS, and the MPED, were also downloaded in the Microsoft Access format. In order to create a more 
unified and standardized workspace, we migrated all MS Access tables to MySQL, using the ODBC database 
connectors provided by the MySQL development community. The flat grocery transaction data were cleaned and 
converted to a normalized relational database schema. We retained the retail supermarket partner’s product 
classification categories in our data model, in which food items are organized into four hierarchical levels 
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(Department, Commodity, Sub-commodity, Food-item) as shown in Figure 3. The data reside in a HIPAA-compliant, 
high-performance compute cluster at the University of Utah’s Center for High Performance Computing. 

 
Figure 3. The product hierarchy of our supermarket partner, using a milk example (this type of 

schema is common across grocery retailers). 
We received the following product-specific information for every food item in the transaction data set: customer ID, 
the UPC, short text item description (for printing on a register receipt), timestamp, price, quantity, size, weight (if 
the item was sold by weight, e.g., fresh produce, deli products, fresh meats, bakery goods, etc.), and the 
corresponding grocer item hierarchy. A sample record is shown in Figure 4. 

 

Figure 4. Record format from the retail food item database. 
The qDIET tool 

We are developing a tool, the quality Dietary Information Extraction Tool (qDIET), to link computationally records of 
point-of-sale food items at the UPC or item descriptor level to the corresponding nutritional information in the 
USDA’s FNDDS tables, and then to use the USDA’s standard 8-digit food code for information retrieval from the 
MPED for dietary analysis. Figure 5 shows the Entity-Relationship diagram for some of the key tables in our 
MySQL relational database. On the left side of the diagram are the normalized supermarket tables, and on the right are 
the USDA’s databases (the FNDDS, SR Links, and MPED), represented here schematically with one table each. As 
indicated in this ER diagram, our goal is to create an automated data crosswalk, i.e., the pink table in the center, 
linking the grocery UPCs on the left to the USDA database information on the right. Given size limitations, we present 
a high level ER Model here, to give a qualitative sense of the data relationships and the major relational groups. 

The problem space: A significant drawback with these sales log data is that no full descriptors are available for the 
items. Remarkably, even at the national level, this grocery store chain does not maintain a full-length description of 
items. Rather they rely on the short ‘sales-tape’ description such as in the example discussed below. 
 

Like most other food retailers, our supermarket data-sharing partner had their own idiosyncratic way of naming food 
items, abbreviating their descriptions to fewer than 40 characters in order to accommodate the narrow dimensions on a 
point-of-sale itemized sales receipt. Consider this example: the product name “Kelloggs Raisin Bran Cereal”  is 
displayed as “KELL RAISIN BRAN CEREL.” Presumably, the retailer does not require complete product names in 
order to track sales in their point-of-sale systems. 

228



 

However, a complete food item descriptor is a vital piece of information for our research. Our first pass at matching 
records will exploit fuzzy string matching and related natural language processing techniques to match the UPC 
textual descriptions to the USDA item textual descriptions. Our preliminary work suggests these techniques will 
work better with full-text descriptors than they will with the short-form sales descriptors. In addition, a full product 
description  from  the  Web  (see  next  section)  will  almost  always  include  the  net  quantity,  size,  and  weight 
information along with the name of the food item or product brand. Those data are crucial in estimating food intakes at 
the household level. 

Web Crawling: We have developed an object-oriented framework in Java that leverages several data integration 
resources and the Web to obtain complete product item descriptors along with packaging information (size, weight, 
quantity) of the food items in the retail supermarket database tables. It is possible to build on existing application 
programming interfaces (APIs) that combine data from more than one Web source. These ‘data mashups’ allow 
developers to connect to data resources programmatically and thus support the process of automated online 
information retrieval. 

Two such mashups that we have made best use of are: Google’s Search API for Shopping and Factual.com. Google 
provides access to retail product information that has been voluntarily uploaded to Google’s servers by participating 
merchants and resellers. Factual is a typical ‘data aggregator,’ a platform that provides access to well-curated global 
data. These APIs are cost-free, although Google imposes a maximum of 2,500 API queries per day and Factual imposes 
a maximum of 500 API queries per day. Unlike many other mashups that rely solely on crowd sourcing models or 
volunteer contributions, information in the Google shopping API comes from retailers and resellers who use the UPC 
information as part of their business model, making it trustworthy. Likewise, the Factual.com platform provides a 
dedicated channel for highly curated data that has been cleaned, standardized, and linked to canonical, global labels 
(called GTINS) for accuracy.  

The process flow for Web crawling is shown in Figure 6. 

 

Figure 5. The Entity-Relationship diagram of the MySQL database that underpins qDIET. 
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Figure 6. The process flow for the Web crawling process. 

 

Google’s Search API for Shopping 

We used three different kinds of raw data as input to extract product descriptors for as many grocery food items as 
possible and to match the food items with the FNDDS descriptors. For the first iteration, we crawled the Web with the 
FNDDS descriptors as our input search string. In the second iteration, we crawled using the supermarket 
partner’s “sub-commodity” as input. In the third and final iteration, we crawled directly by the UPC code itself. 

For  each query,  we  requested  that  the  Google  API  retrieve  a  maximum  of  1,000  products,  rank-ordered  by 
relevance. The results were returned in JavaScript Object Notation (JSON) format, which was then parsed to extract 
individual product attributes like the UPC, the Product Name, Product Description, and Brand name. The result set of 
1,000 UPCs was then compared with the UPC codes in the grocery database tables. If a match was found, qDIET 
marked it as a ‘hit’ and stored the product attributes in the Web-crawling results database.  

First Iteration: Each FNDDS descriptor has a unique 8-digit food code associated with it. The food code is assigned by 
the USDA according to a data scheme that allocates the first three or four digits of the code with various food groups 
and subgroups. The first digit in the food code can represent and identify one of nine major food groups: 1 = milk and 
milk products; 2 = meat, poultry, fish, and mixtures; 3 = eggs;  4 = legumes, nuts, and seeds; 5 = grain products;  6 = 
fruits;  7 = vegetables; 8 = fats, oils, and salad dressings; and 9 = sugars, sweets, and beverages. The second, third, and 
sometimes fourth digits of a food code specify increasingly more precise subgroups within these nine major food 
groups. The remaining digits are used for identification of particular foods within a subgroup and its numerical 
sequence. 

After a careful review of the various food descriptions in FNDDS, it was decided that we could truncate the FNDDS 
descriptions to six digits and use the resulting string as a more generic query parameter. We hypothesized that 
crawling the Web with a more generalized description would enable the extraction of as many full descriptors for 
the grocery items as possible. At the 8-digit level, the FNDDS food descriptors were often too specific, and 
subsequent entries resulted in a redundant result set, for the most part. We found 6 digits to be the optimal level where 
the FNDDS descriptors were substantially different and distinct from one another. Table 2 illustrates the rules we 
applied with an example. Since all of the FNDDS food descriptors share the same first 6 digits in this example (the  
yellow highlighted  digits),  we  select  the  first  record  of  the  subgroup,  which  in  most  cases  is  the  most 
generalized description, and exclude all the other records with a matching code prefix. That first descriptor is then 
analyzed with rule-based regular expressions in Java. For example, one of these rules deletes all words after a “with” 
clause, until a comma or end of line is encountered. So in this case the final query parameter would read “steak 
submarine sandwich.”  

Second Iteration: For the second iteration, we used our supermarket retail partner’s sub-commodity descriptions as the 
input query parameters. These sub-commodity descriptions were well formed, with complete words and few 
abbreviations. In a sense they represented a more generalized search term for all of the grocery food items that fell 
under that particular food category. 

 

230



 
Third Iteration: For the third 
iteration, we used our retail 
supermarket partner’s set of item 
UPCs as the input query 
parameters. 

The Factual Platform 

We accessed Factual Product 
data with UPC-based queries. 
Factual offers nutrition 
information for more than 
150,000 food and beverage 
products and ingredient lists for more than 350,000 packaged goods. Some of the key attributes that the API returns 
include UPC, EAN-13, Product Name, Manufacturer, Brand, Size, Category and many more. In a significant number of 
cases, Factual will also provide the Nutrition Facts Panel information for the product UPC, such as energy (kcal) per 
serving and key macronutrients (protein, carbohydrates, total fat, etc.) as a percentage of the recommended Daily 
Values per serving. These attributes may facilitate dietary analysis in future work.  
 
Results 

The 50-Family Year Long Dataset 

There were a total of 6,610 shopping transactions logged by the 50 families over their one year of purchasing. 
Collectively, they purchased a total of 98,066 items, of which 12,332 were unique. Starting at the top tier of the 
supermarket hierarchy (see Figure 3): there were 35 unique Departments; 194 unique Commodities; and 949 unique 
Sub-commodities. As a proof of concept, we manually mapped a subset of the grocery food item UPCs for one week of 
shopping activity to the corresponding FNDDS food codes (n=42 households). Using the HEI-2005 scoring method 
developed in SAS by the USDA, we were able to estimate the household HEI for each of these weekly market baskets. 
The distribution of Total HEI scores ranged from a minimum of 23 to a maximum of 79 (out of 100), with a mean score 
of 51.4, and showing a slightly bimodal curve overall. Higher densities of HEI scores in the 35-45 and in the 55-65 
ranges compared to the expected midpoint values indicated a ‘less healthy’ and a ‘more healthy’ clustering of 
households, but the sub-sample of 42 households for the week in question was too small for this observation to be 
considered conclusive at this time.  

Owing to its robustness across many kinds of statistical distributions, we ran the non-parametric Kolmogorov-Smirnov 
empirical distribution function two-sample test (SAS PROC NPAR1WAY) to compare the Total HEI scores for these 
households based on our grocery data with the Total HEI scores for NHANES 2007-08 respondents who had reported 
over 75% daily intakes from retail food stores (DR1FS=1). The results showed no significant differences between the 
two distributions (p > 0.10, where p> 0.05 means no difference). Again, the small sample size in the case of our 
grocery households may have been a factor, though this outcome remained the same when we randomly selected the 
same (small) number of respondent records (n=42) from the NHANES data sets for the K-S test statistic, and the shapes 
of the distribution curves appeared similar. 
 
Web Crawling Results 

 Before starting the Web-crawling 
process, we had to account for the 
food items in our sample grocery 
transaction set that were sold as store 
brands. Store brands (also known as 
own brand, house brands, or private 
label brands) are unique to a 
particular retailer. While Google 
shopping server did not have 
information about these house 
brands or private-label brands, 
Factual’s real-time data had 
information on several house 
brands including our data partners’. 
QDIET’s success rates are shown in 
Table 3. 

Table 2. Sample food codes and their corresponding descriptions in FNDDS. 

Food_code FNDDS_Main_food_description 

27515000 Steak submarine sandwich with lettuce and tomato 

27515010 Steak sandwich, plain, on roll 

27515020 Steak & cheese submarine sandwich, with lettuce & tomato 

27515030 Steak and cheese sandwich, plain, on roll 

27515040 Steak and cheese submarine sandwich, plain, on roll 

27515080 Steak sandwich, plain, on biscuit 

Table 3. Summary of matching results using the Google API, detailing the 
gain provided by different matching iterations 

Matching results Count 
Total number of distinct UPCs purchased by the 50 households 

in 12 months 
 

12,332 

Total Number of full descriptors extracted with Google’s 
Search API for Shopping  

 

3,790 

Recall rate with Google  API 
 

30.7% 

Total Number of full descriptors extracted with Factual API  
 

8,822 

Recall rate with Factual  API 71.5% 
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Discussion and Conclusion 

We argue in this article that the nation, indeed the world, is facing a serious epidemic of obesity. That epidemic is 
extremely costly, both in terms of healthcare dollars as well as in human morbidity and mortality. The literature 
makes it clear that clinicians are often ill prepared to discuss meaningful ways to reduce weight with their patients. 
We believe that, in a shared decision-making model, having a metric in the EHR that both the patient and the 
physician can monitor and discuss over time is a first step in realizing the potential benefit of nutritional informatics. 
Traditional forms of collecting dietary data are cumbersome, expensive, and prone to bias and error. Since grocery 
stores collect food sales data for marketing purposes, we hypothesize that those same data could be used to build a 
longitudinal record of dietary quality, one suitable for inclusion in the EHR in the form of HEI-2005/2010 scores. In 
addition to helping calculate the HEI score, those same data could provide the raw data for a recommendation 
system that provides clinical decision support. For example, if the HEI component score for “Dark green and orange 
vegetables and legumes” is lower than recommended, the food purchase history shows exactly which of these food 
items that a household actually does prefer to purchase, and these would be a clear basis for a recommendation. 
 

Limitations 

This is early work, and there are several significant technical challenges to be addressed by the qDIET tool. First, in 
our 50-family longitudinal study, 2,359 (23.8%) of the UPCs represent store brands. This is not unique to our grocery 
chain; most food retailers maintain store brands.22  Factual has product information for some of the store brands that 
our grocery partner sells, but not for all. As a first pass to address this, we will attempt to expand systematically the 
short food descriptor into a fuller description that we can compare to FNDDS food descriptors. Second, it is evident 
that people eat food away from home. A recent study conducted by Todd et al. at the USDA-ERS indicates that on 
average Americans eat 0.67 meals away from home per day.23  That means that we eat 77.7% of our meals at home, 
on average. The Todd study attributes the overall energy burden from foods eaten away from home to be only 134 
Kcal, so our hypothesis is that the dietary signal in grocery data, though incomplete, is still a useful surrogate indicator 
of overall dietary quality. Lastly, we assume that we can eventually convince grocery retailers to share data with 
healthcare providers. Our work to-date with a national food retailer gives reason for optimism on this point. 
 

Future Work 

This exploratory study has provided evidence that leveraging these product APIs provides us with a much more 
complete set of full product descriptions/packaging information than the grocery sales transaction record alone. There 
are several other promising APIs for online product search that can be loosely coupled to qDIET for a more extensive 
retrieval of full product descriptions and for a more robust search solution that does not rely on any single Web 
services provider for data. Much work remains to be done to develop qDIET into an automated, easily maintained 
mapping tool to accurately and reliably link any given grocery UPC with its matching FNDDS food code(s). 
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Abstract 

Increased demand of integrated genomic information in nursing practices heightened the necessity of developing a 
computerized genomic information system. Identifying essential components of a possible computerized system is a 
required step. Essential components were identified and a conceptual class diagram, which is useful for actual 
software programming, was depicted based on the components successfully.  

Introduction 

Since genetic and genomic knowledge are influenced in health care, demand for integrated genomic information to 
nursing practices has increased. In response to this demand, many genomic nursing scholars and experts have been 
established and implemented essential nursing competencies and curricula guidelines for genomics.  

Many studies indicated that the potential to improve care outcomes increases once nurses are empowered with 
genomic information. However, integrating complicated genomic information efficiently for nurses’ use has been a 
challenge. One possible resolution is developing a computerized system, which is also identified as one of the 
specific research themes1 by the Genomic Nursing State of Science Advisory Panel.   

The purpose of this pilot study is to identify essential components and model components using a standardized 
modeling tool, the Unified Modeling Language (UML) for a possible computerized genomic information system.      

Method and Results 

Essential areas of genomic information2 in nursing clinical practice identified by the Consensus Panel on 
Genetic/Genomic Nursing Competencies were used to identify essential components for a computerized system. 
Each area of genomic information was parsed and categorized for a conceptual class diagram (see Figure 1). 

Screening and Diagnosis

Newborn screening

Preconception and Prenatal testing

parsed

parsed

Diagnosis

Screening

Prenatal testing

Preconception

parsed

parsed

Screening

Newborn screening

Preconception

categorization Genomics

Screening

Newborn Screening

Preconception

Areas of genetic 
information

Class diagram

 

Figure 1. Example of parsing, categorization and a partial view of conceptual class diagram 

Conclusion 

This study illustrated the process of modeling a conceptual class diagram using identified essential components for a 
possible computerized genomic information. When a computerized system is developed based on this model, it will 
be able to effectively provide necessary genomic information to a nurse.   
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Title: After-visit Clinical Summaries: What is Meaningful to Patients? 
 
Abstract: Providing clinical summaries to patients is a Meaningful Use core measure, but little is known 
about how patients use them. We conducted a pilot study in an academic primary care clinic to examine 
patient perceptions about the accuracy and usefulness of the clinical summary, including whether it 
helped them better understand their plan of care. We also elicited patient preferences regarding 
information in the summary and what would improve it.  
 
Objective: To examine patient opinions and preferences about receiving clinical summaries (a core 
Meaningful Use measure) and improvements they suggest for making the summary more useful to them. 
 
Methods/Evaluation: We conducted a questionnaire in a convenience sample of patients who were seen 
in a large, internal medicine clinic at our academic medical center. All patients who were seen by a 
provider at the clinic on the days the questionnaire was administered were eligible. Patients with lab-only 
visits were not included. Clinical summaries generated from our EHR include problem list, medication 
list, allergies, and an optional area for physicians to include additional annotations about plan of care or 
workup.    

Patients were asked about the delivery method for the summary (given by doctor/staff or being 
emailed), whether the information was reviewed with the patient, whether the summary was 
understandable and helpful, about the accuracy of the problem list and medication list, whether he/she 
understood the plan of care better because of the summary, and whether they planned to share their 
summary with others. Patients were also asked open-ended questions about what he/she planned to do 
with their summary, whether there were mistakes or missing elements, what he/she liked and did not like 
about receiving the summary, what other information he/she would include in the summary, and what 
would improve the experience of receiving the summary. Descriptive statistics were examined for the 
sample and qualitative comments were reviewed. 
 
Results: In our sample (n=53), 74% patients reported being given summaries during their visit by their 
providers and 15% by staff. Three respondents did not indicate delivery method. 96% reported having the 
summary discussed with them.  Most patients agreed that having a review of the summary was helpful 
(93%) and agreed that he/she understood the information presented in the summary (93%). 96% agreed 
that their problem list was correct on the summary and 93% agreed that medications were correct. 74% of 
participants agreed that overall he/she understood the plan of care better due to the summary. 62% 
indicated they would save their copy of the summary and/or share it with family members or other 
providers. Comments about the summary were overall positive. Recommendations for improving the 
summaries focused on inclusion of additional information, such as vital signs and dates/times of future 
appointments. 
 
Conclusions: Clinical summaries provided after visits were generally viewed positively by patients and 
had correct information. The majority of patients felt the summary improved their understanding of the 
plan of care. This pilot study shows promising results that clinical summaries are providing a meaningful 
benefit to patients.  Further study is planned in a larger population to determine whether the delivery 
method of clinical summaries (e.g., by provider vs. clinical staff) influences its usefulness to patients, 
how patients use the information in the summary after the visit, and what can be done to improve the 
summary’s usefulness, including elements that will improve patient-centered care. 
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Abstract 

Context-aware links between electronic health records (EHRs) and online knowledge resources, commonly called 
“infobuttons” are being used increasingly as part of EHR “meaningful use” requirements. While an HL7 standard 
exists for specifying how the links should be constructed, there is no guidance on what links to construct.  
Collectively, the authors manage four infobutton systems that serve 16 institutions.  The purpose of this paper is to 
publish our experience with linking various resources and specifying particular criteria that can be used by 
infobutton managers to select resources that are most relevant for a given situation.  This experience can be used 
directly by those wishing to customize their own EHRs, for example by using the OpenInfobutton infobutton 
manager and its configuration tool, the Librarian Infobutton Tailoring Environment. 

Introduction 

The term “clinical decision support” has long been synonymous with automated alerts and reminders generated by 
electronic health records (EHRs) in response to events such the entry of a clinician’s orders or the arrival of a 
diagnostic test result.  Recently, there has been increased interest in user-initiated context-sensitive links to relevant 
online knowledge sources, commonly known as infobuttons.[1]  In the US, for example, the federal government 
considers use of infobuttons by clinicians to represent evidence of “meaningful use” of EHRs and requires their 
implementation to satisfy EHR certification requirements.[2]   Incorporating context-aware links from EHRs to 
knowledge resources is becoming relatively straightforward, thanks in part to the need for EHR vendors to provide 
such capability, in part to the willingness of knowledge resource vendors to configure their products to respond to 
context-specific information requests, and in part to the development of an HL7 standard for passing contextual 
information from EHRs to knowledge resources.[3]  As a result, creating “hard-wired” links between some 
component of an EHR user interface and a particular, predetermined resource is readily achievable today. 

However, many studies have shown that, when it comes to knowledge resources, there is rarely a one-size-fits-all 
solution for any given clinical situation.  So, for example, a clinician reviewing the result of laboratory test 
measuring the concentration of an antibiotic in a patient’s blood might need information from a laboratory manual, 
an infectious disease review article, or a toxicology textbook.  The need for a more dynamic approach to resource 
selection can be achieved using an infobutton manager (IM) or similar system that uses aspects of the user’s clinical 
context to choose from a set of resources and customize them based on parameters describing the patient, the user, 
and the anticipated information need.  We have previously described one such IM, called OpenInfobutton, that is 
HL7-compliant and freely available.[4]  Institutions that choose to integrate their EHRs with OpenInfobutton can 
make use of the Librarian Infobutton Tailoring Environment (LITE) to construct the OpenInfobutton knowledge 
base in order to specify which resources should be made available to their users in which situations.[4] 

While, several publications describe the mechanisms for addressing issues related to configuring an IM,[4] 
implementing the HL7 standard,[5] and coping with the terminology issues [5,6], they do not describe what 
resources to specify for a given clinical situation.  Many studies do describe resource selection by clinicians,[7-11] 
including those using infobuttons,[12-15] but they do not describe how to specify the context-specific attributes that 
are needed for selecting resources that clinicians want in the settings where they are most wanted. 
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The purpose of this paper is to summarize the experience of several IM implementations from disparate institutions 
to enumerate the specific resources that the maintainers of these systems have found to be valuable for their users, to 
identify the HL7 context parameters that have actually been brought to bear on the resource selection used by 
existing IMs, and to examine the actual usage statistics that support their choices.  We believe that institution 
personnel (medical librarians or those acting in that role) will find this experience useful for integrating knowledge 
resources into their own EHRs as well as provide a guide for future IM developers. 

Background 

Customizing an Infobutton Manager 

The person (whom we will refer to as the librarian) charged with specifying how an infobutton manager will 
respond when an EHR user selects an infobutton link must make two kinds of decision (see Figure 1).  First, the 
librarian must decide what resources are likely to be needed in a given situation.  Implicit in this decision, is an 
understanding of the actual information needs.  For example, if a user is choosing a therapy, will that user want the 
latest evidence related to disease management?  In that case, a resource such as PubMed or the Cochrane Collection 
might be appropriate.  Or perhaps the user has chosen a particular medication but has a question about drug dosing.  
In that case, perhaps a commercial drug knowledge resource, to which the institution subscribes, will be useful. 

Once a resource is selected as being generally relevant to a clinical task, the librarian may wish to further narrow the 
resources selected to be those that best fit some details of the clinical context.  Is the patient a child?   Then pediatric 
resources may be the best choice.  Is the patient a female of child-bearing age?  If so, then perhaps resources that can 
provide information about pregnancy risk and breast-feeding will be useful.  What if the patient is also the system 
user?  In that case, the IM might choose to offer the consumer-oriented MedlinePlus Connect instead of the more 
technical PubMed. 

The HL7 standard provides parameters for all of these aspects of the clinical context, and more.  It is up to the 
librarian to take advantage of these to winnow down, from all the possible resources that can be offered to the user, 
those that will be most relevant. 

 
Figure 1:  Knowledge specifications for an Infobutton Manager.  The librarian first decides which resources 
are generally appropriate for a given clinical task (solid arrows) and then further refines the selection criteria 
based on specific values of the HL7 context parameters (boxes with dashed lines).  Three parameters (in 
addition to “Task”) are shown; the standard specification includes many others as well. 
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Existing Infobutton Managers 

We included four IMs (integrated into over 16 EHRS) in our survey of resources used and context-specific selection 
criteria.  The Columbia University IM evolved into its current form in 2002,[16] with a user interface redesign in 
2007.[17]  It has been integrated with two EHRs at New York-Presbyterian Hospital (WebCIS and Eclipsys Sunrise 
Clinical Manager), the New York State Psychiatric Institute, and the Regenstrief Medical Records System (although 
only data from the first of these four systems is used in the current study). Log file transaction data from 2008 to 
2012 were selected for this study.  

Partners Healthcare’s IM, called KnowledgeLink, was first developed in 2003 and is now embeded within 10 
different clinical workflow applications across the enterprise (an outpatient EHR, two inpatient OE systems, two 
pharmacy apps, a results viewer [which itself is embedded in many other apps], a medication reconciliation 
application, a search engine, and two library portals).  Log file transaction data from February 2013 for all ten EHRs 
were analyzed for this study.[18] 

Intermountain Healthcare's IM has been in place since the early 2000's and has been used in three clinical 
information systems that span inpatient and outpatient care.[19]  The primary domains of use for infobuttons at 
Intermountain include medication review and ordering, problem list review, lab results review, and microbiology 
data.  Intermountain is in the process of transitioning its IM to be based off the OpenInfobutton project.  Data for 
this project were taken from monitoring logs for the past five years (February 2008 - February 2013). 

OpenInfobutton evolved from an earlier IM at the Intermountain Healthcare[19] into an open source, HL7-compliant 
IM  with funding from the Veterans Health Administration (VHA). It is currently maintained by a group of 
collaborating institutions led by investigators at the University of Utah. The source code is available through VHA’s 
Open Source EHR Agent (OSEHRA) framework under APACHE 2.0 license; however, the University of Utah 
installation is freely available for use by other institutions. OpenInfobutton has been integrated with EHR systems at 
several health care organizations, such as the VHA, the University of Utah, Intermountain Healthcare, and Duke 
University. Implementation at other collaborating institutions is underway. For example, the University of 
Washington (UW), also included in this study, has utilized the OpenInfobutton IM in a pilot study exploring the 
delivery of pharmacogenomics (PGx) knowledge to support drug therapy individualization.[20] 

Methods 

We obtained three sets of data from each IM: 

1. A list of resources provided to the EHR users, including whether the resource is called using the HL7 
standard, and any specific parameter values that are passed to the resource to convey the user’s context or 
information need 

2. The set of context parameter values that are specified in the IM knowledge base to indicate when a resource 
should be selected for presentation to the user; together, the context parameter values and the particular 
resource are referred to as context-specific links (CSLs) 

3. Usage statistics indicating the number of times that any user chose a particular resource in a particular 
context; for this analysis we considered only those resources that accounted for at least 0.5% of the usage 
data to be significant 

Each IM organizes its knowledge differently, in ways that reflect their origins prior to the availability of the HL7 
standard.  For example, the Columbia IM uses the Medical Entities Dictionary[21] to expand the “Main Search 
Criteria” (typically, the concept in the EHR display with which an infobutton icon is associated) to include concepts 
that are semantically related (e.g., “serum albumin test” is expanded to include “albumin” and “hypoalbuminemia”).  
IMs also may include institution-specific values for HL7 parameters (such as “neonatal cardiac care unit” as a care 
setting, or “informationist” as a user type) that are not covered by the HL7 standard.  Nevertheless, we attempted to 
convert all non-HL7 parameter values into their nearest equivalent to facilitate inter-institutional comparisons and to 
make the listing as relevant as possible for readers interested in adopting them for use in their own institution. 

Results 

Each site reported data for a period during which IM parameters had remained relatively stable, ranging from one 
month (Partners Healthcare; 105,306 instances) to five years (Columbia; 19,703 instances).  The number of 
significant resources (at least 0.5% of usage at the respective institution) ranged from five (VHA) to 14 (Columbia), 
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with a total of 60 instances of 44 unique resources.  Table 1 shows the names and Uniform Resource Locators 
(URLs) for these resources and indicates which institutions are linking to them. 

The CSLs were related to ten clinical tasks, including laboratory results review (LABRREV), laboratory test order 
entry (LABOE), medication list review (MLREV), medication orders (MEDOE), microbiology results review 
(MICRORREV), radiology report review (RADREPREV), pathology report review (PATREPREV), diagnosis list 
entry (DIAGLISTE), cardiology report review (no HL7 equivalent), and microorganism antibiotic sensitivity results 
review (no HL7 equivalent).  Table 2 shows the frequency with which users selected various resources during two 
types of clinical tasks, LABRREV and MLREV/MEDOE (combined due to substantial overlap in these clinical 
tasks at most of the institutions).  The full table is shown in the Appendix at 
http://www.dbmi.columbia.edu/~ciminoj/amia13/Appendix.xls. 

In addition to the clinical task, IMs allow customization of CSLs to restrict resource selection based on the user role, 
the intended recipient (provider or patient), the encounter setting (inpatient, outpatient, emergency department, etc.) 
and the age and gender of the patient (see HL7 specification for full list of parameters and allowed values[3]).  Table 
3 shows the degree to which each institution customized their CSLs to make use of these parameters. 

CSLs can also be selected by matching the clinical concept related to the infobutton call (sometimes referred to as 
the “concept of interest”; formally, the “mainSearchCriteria” or MSC) to some “domain of interest”.  In most cases, 
the domain of interest was one that generally corresponded to the clinical task (e.g., laboratory tests for LABRREV, 
medications for MEDOE, diseases for DIAGLISTE, etc.).  In some cases, the institution chose to restrict the domain 
of interest related to specific terms or classes of terms.  For example, the University of Utah created a CSL to select 
the Genetics Home Reference for the clinical task DIAGLISTE, but restricted the MSC to be one of the genetic 
conditions covered by that resource.  The Columbia IM supports a “semantic expansion” process whereby the initial 
MSC can generate the inclusion of additional concepts that can be used to match CSLs.  For example, when the 
MSC is “serum calcium test”, the IM can add “calcium” and “hypercalcemia” to the list of terms.  Information about 
the use of MSC to match specific domains is included in the online appendix. 

Finally, a CSL can include a specification for a “subtopic”.  This parameter is not used for resource selection but 
rather is included as a value to be passed to a resource if a user chooses that resource.  For example, Intermountain 
provides links to the Cochrane Collection that are specific for therapy and diagnosis.  The use of subtopics by the 
different IMs is shown in Table 3. 

Discussion 

This paper summarizes the experience of the institutions that have been the main developers of infobutton managers.  
The methods used to decide on which resources to include and how to customize their selection has been a 
combination of expert informationist and informatician opinion, empirical observational studies, log file transaction 
analysis and years of trial and error.  While a review of all this work is beyond the scope of this paper, the results of 
all their experience is manifested by the actual CSLs that have been created, and the usage data that reflects actual 
user preferences.  While the information needs and available resources will vary from institution to institution (in 
part, no doubt, because of inter-institutional variations in subscriptions and licenses), the degree of overlap among 
the institutions included in this paper suggests that the resources and CSL parameter settings shown in the tables and 
appendix can be a good starting point for those seeking to create CSLs for use with infobuttons in their own 
institutions. 

Each institution will make its own decision about whether to integrate into their EHR links to single resources or 
links to an IM.  If an IM is chosen, no matter which one it is, those charged with its configuration (the librarians) 
will be faced with the kinds of choices shown in Figure 1.  While this might be accomplished with third-party IMs in 
a variety of ways, we can illustrate the process with one IM that is freely available to those institutions that choose 
to use it: OpenInfobutton (OI), which can be customized through the Librarian Infobutton Tailoring Environment 
(LITE). 

The first task of the librarian is to select a clinical task that corresponds to a particular EHR function in which an 
information need is likely to arise.  Once a task is selected, the librarian must select a resource.  LITE provides users 
with a library of resource links that have already been represented for use with OI, so the selection process is simple.  
It is at this point that the librarian can refer to our Table 2 (or the online appendix) for suggestions about the 
resource or resources that others have used successfully in a similar situation. 
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Once the resource is selected, LITE then guides the librarian through the process of selecting CSL parameters such 
as user role, patient age, etc.  The librarian can use the examples in the online appendix to select parameter values, 
as shown in Figure 2. 

There are many additional steps required for successful integration of infobuttons into EHRs.  Some are technical, 
such as the creation of the actual HL7-compliant links between the systems, which can be carried out by information 
systems personnel.  However, the decisions about which resources to link to in which situation must be made by 
those who have an understanding of the institution’s users and their information needs.  The combined experience 
accumulated through our years of work, boiled down to these tables and the online appendix, should serve as a 
reasonable “starter set” for institutions that are just beginning this process and will be valuable for those seeking to 
meet current EHR “meaningful use” requirements. 

Conclusions 
The availability of OpenInfobutton puts compliance with infobutton-related meaningful use requirements within 
reach of all EHRs, while the HL7 standard simplifies the technical requirements.  However, neither the regulations 
nor the standard provide guidance on what resources to make available in a given clinical situation.  While the 
information needs of clinicians and their patients will almost certainly vary somewhat from institution to institution, 
our experience with this customization should have at least some relevance and could be especially helpful to those 
institutions that do not have sufficient resources to carry out their own information-needs studies. 
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Figure 2:  Creating a Context-Specific Link in LITE.  The user is using LITE to configure OpenInfobutton for a 
fictitious EHR at the American Medical Informatics Association.  The user has chosen to link the resource 
MedlinePlus Connect to the clinical task “diagnosis list entry”.  By clicking on “Sex Information”, “Age 
Information” or “Information recipient language information”, the user can limit the selection criteria for this 
resource. In the screen shot, the user has indicated that MedlinePlus Connect should be selected when the EHR 
user is entering a diagnosis on a problem list and the patient is an adolescent, English-speaking female. 
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 Table 1: Names and URLs of resources accessed by infobutton managers by the institutions in this study. 
R es o ur c e U R L HL 7 C U P H IH U U D U V HA UW

A C P$J ournal$C lub http://acpjc.acponline.org /g sa9search/index.fcg i? s ite=A C P_ J ournal_C lub&q=<M S C > No x

A R UP http://www.aruplab.com/g uides/ug /tests/<M S C > .jsp No x x

A R UP$C onsult http://search.arupconsult.com/search/? IW_F IE LD_WEB _S TY LE=<M S C > &IW_DA TA B A S E=A C LI&IW_META _B OOS T=10&x=0&y=0&u=C PMC &s_cid=A C LI No x

BWH$D rug $A dminis tration$Guidelineshttp://www.bwhpikenotes .org /policies/pharmacy/D rug _A dminis tration/default.aspx? errchk_queryText=<M S C > &errchk_ log Id=# log Id# No x

BWH$D rug $IV $D ilution$Guidelineshttp://www.bwhpikenotes .org /policies/Pharmacy/D rug _A dminis tration/DAG/IV D iluteGuide.htm? errchk_queryText=<M S C > &errchk_ log Id=# log Id# No x

BWH$D rug $IV $Push$Guidelineshttp://www.bwhpikenotes .org /policies/Pharmacy/D rug _ IV _Push/default.aspx? errchk_queryText=<M S C > &errchk_ log Id=# log Id# No x

C DC $S ummaries $of$EGA PP$R ecommendation$S tatements $http://www.cdc.g ov/g enomics/g testing /EGA PP/recommend/<M S C > No x

C lineg uide http://clineg uide.ovid.com/hl7? taskC ontext.c.c=PR OB LIS TR EV &informationR ecipient=provider&ass ig nedEntity.name.r= [ name] &ass ig nedEntity.certificateText.r=re
search&mainS earchC riteria.c.c=<M S C , c o d e> &mainS earchC riteria.c.cs=<M S C >

Y es x

C linical$Pharmacog enetics $Implementation$C onsortium$Guidelines $http://www.pharmg kb.org /pag e/cpicGeneDrug Pairs No x

C linical$Pharmacolog y http://clinicalpharmacolog y9ip.com/F orms/search.aspx? s=<M S C > No x

C ochrane$reviews
http://onlinelibrary.wiley.com/o/cochrane/mainS earch?mode=startsearch&products=all&opt1=OR &Query2=&zones2=article9
title&opt2=AND&Query3=&zones3=author&opt3=AND&Query4=&zones4=abstract&opt4=AND&Query5=&zones5=tables&zones1=(article9
title,abstract,keywords)&Query1=<M S C >

No x x

C PMC $A ntib iotic$g uidelineshttp://www.cumc.columbia.edu/dept/id/clinical_ references .html No x

C PMC $LabManual http://cpmclabinfo.cpmc.columbia.edu/<M S C > No x

DailyMed http://dailymed.nlm.nih.g ov/dailymed/rxcui.cfm? <M S C ( R xN o rmc o d e) > No x

Dxplain dxplain.cg i? search_name=<M S C > No x

Dynamed

http://hldemo.ebscohost.com/HL72EHOS T /trans late.jsp? user=< ins t i t ut i o n, us e r name> &password=< ins t i t ut i o n,
p as s wo rd > &performer=PR OV&product=Dynamed&EHOS T=true&taskC ontext.c.c=PR OB LIS TR EV &ag eGroup.v.c=<ag e , g r o up ,
c o d e> &patientPerson.adminis trativeGenderC ode.c=<p at i ent , g end e r , c o d e> &mainS earchC riteria.v.c=<M S C ,
c o d e> &mainS earchC riteria.v.cs=2 .16 .840 .1.113883 .6 .103&mainS earchC riteria.v.dn=<M S C , d i s p lay , name> &subTopic.v.c=<s ub t o p i c , o f , i nt e r e s t ,
c o d e> &subTopic.v.cs=2 .16 .840 .1.113883 .6 .177&subTopic.v.dn=<s ub t o p i c , o f , i nt e r e s t , d i s p lay , name>

Y es x x

EB S C O$Medline http://hldemo.ebscohost.com/IHC HL7/Medline.hl7? informationR ecipient=provider&taskC ontext.c.c=PR OB LIS TR EV &mainS earchC riteria.c.dn= <M S C > &subTopic.c.c
=<M S C , c o d e> &subTopic.c.cs=<M S C , s ub t o p i c >

No x

eMedicine:$Genomic$Medicine$A rticles $http://emedicine.medscape.com/article/<M S C > No x

ePKg ene http://www.drug interactioninfo.org /applications/pharmacog enetics 9database No x

Gene$R eviews http://www.ncbi.nlm.nih.g ov/books/bv.fcg i? rid=<M S C > No x

Genetics $Home$R eference http://www.g oog le.com/search? btnI=Im+F eeling +Lucky&q=<M S C > +s ite:http://g hr.nlm.nih.g ov/ No x x

Geriatric$D rug $Monog raphshttp://kr.ihc.com/kr/Dcmnt?NC ID=<M S C > &vrsn=<M S C > &trfm=default x

Goog le http://www.g oog le.com/search? q=<M S C > No x

Harrisons http://www.accessmedicine.com/search/searchAM .aspx? searchS tr=<M S C > No x

Healthwise

https ://ixbapi.healthwise.net/metadata? hw.key=<Institution$access $key>&ag eGroup.v.c=<p at i ent , ag e , g r o up ,
c o d e> &patientPerson.adminis trativeGenderC ode.c=<p at i ent , g end e r , c o d e> &informationR ecipient.lang uag eC ode.c=<p at i ent , l ang uag e ,
c o d e> &informationR ecipient=PA T&mainS earchC riteria.v.c=<M S C ( c o d e ) > &mainS earchC riteria.v.cs=<M S C ( c o d e ,
s y s t em) > &mainS earchC riteria.v.dn=<M S C ( d i s p lay , name ) >

Y es x

IC D9 $S earch http://icd9cm.chrisendres .com/index.php? srchtype=<MSC >&S ubmit=S earch&action=search&srchtext=<M S C > No x

IHC $C are$Process $Models https ://kr.ihc.com/kr/advancedS earch.do? dcmntS tatusNcid=1024&hits=10&tfrm=520068645&dcmntC ateg oryNcid=50554288&searchPhrase=C PM&searchPhrase= <
M S C >

No x

Lab$Tests $Online http://search.atomz.com/search/? sp9q=<MS C >&sp9a=sp1001878c No x x

Lexicomp http://www.uptodate.com/online/content/search.do? searchType=HL7& Y es x

LexiC omp$PatientInfo http://www.uptodate.com/online/content/search.do? searchType=HL7& Y es x

Mayo$C linic$ http://www.g oog le.com/search? hl=en&btnI=Im+F eeling +Lucky&q=<M S C > +s ite:www.mayoclinic.com/health/ No x x x

MDC onsult https ://home.mdconsult.com/start_ sess ion? autolog in=true&user=<us e r ,
name> &password=<p as s wo rd > &log in_chang e=false&subs_chang e=false&targ eturl=/public/search%3Fmdcquery=<M S C > &thesaurus=on

No x x x  

242



Table 1 (continued): 
R es o ur c e U R L HL 7 C U P H IH U U D U V HA UW

MedicineOnTheNet,Def http://search.medicinenet.com/search/search_results/default.aspx? S earchwhat=1&query=<M S C > &I1=S earch No x

MedlineEP lus http://apps .nlm.nih.g ov/medlineplus/services/mpconnect.cfm Y es x x x x x x

MerckEManual

https ://www.merck,manual,infobutton.com/mminfbtn/search.do? ass ig nedEntity.name.r=<institutionEuserE
name>&ass ig nedEntity.certificateText.r=<institutionE
password>&taskC ontext.c.c=PR OB LIS TR EV&mainS earchC riteria.v.c=<MSC (IC D9code)>&mainS earchC riteria.v.c
s=2 .16 .840 .1.113883 .6 .103&mainS earchC riteria.v.dn=<MSC EdisplayEname> Y es x x x

MerriamWebster,Def http://www2.merriam,webster.com/cg i,bin/mwmednlm? book=Medical&va=<M S C > No x

M icromedex http://www.thomsonhc.com/infobutton/librarian/access Y es x x x

Mosby's Eskills
http://www.els infobutton.com/info/1030? taskC ontext.c.c=PR OB LIS TR EV&mainS earchC riteria.v.c=<MSC (code)
>&mainS earchC riteria.v.cs=<MSC (codeEsystem)>&mainS earchC riteria.v.dn=<MSC (displayEname)> Y es x

NationalEGuidelines EC learing house http://www.g uideline.g ov/search/search.aspx? term=<M S C > No x

Nurs ing EC onsult http://www.nurs ing consult.com/nurs ing /search/query? parentpag e=search&userType=MNC &=&keyword=<MSC > No x

Partners EHandbook http://handbook.partners .org /search.aspx? st=0&qt=# queryText# No x

PharmGKB E,EPathways E http://www.pharmg kb.org /do/serve? objC ls=Pathway&objId=<M S C > Y es x

PharmGKB E,EC linicalEPGxE http://www.pharmg kb.org /clinical/<MSC >.jsp Y es x

PharmGKB EGeneEDetails E http://www.pharmg kb.org /g ene/<MSC >? tabType=tabV ip Y es x
PLoS EC urrents :EE videnceEonEGenomicE
Tests E http://currents .plos .org /g enomictests/article/<M at c hT erm> No x

Pubmed
http://www.ncbi.nlm.nih.g ov/pubmed? db=pubmed&cmd=S earch&term=<M S C > [MeSH+Terms]+AND+<S T > [
MeSH+S ubheading ] No x x x x

PubmedES ystematicER eviews http://www.ncbi.nlm.nih.g ov/pubmed? term=<M S C > EA ND E(systematic[sb]) No x x x

S tedmans EMedicalED ictionary http://handbook.partners .org /Knowledg eLink/eMedicine.htm? q=# queryText# &db=dictionary No

UpToDate http://www.utdol.com/online/content/search.do? search=<M S C > Y es x x x x x x

UWEOnlineELaboratoryETestEGuide http://menu.labmed.washing ton.edu/search/ No x

V isualDx

http://www.visualdx.com/visualdx/visualdx6/infobutton.do? taskC ontext.c.c=PR OB LIS TR EV&ageGroup.v.c=<pa
tientEag eEg roupE
code>&patientPerson.administrativeGenderC ode.c=<PatientGenderC ode>&mainS earchC riteria.v.c=<MSC (code)>
&mainS earchC riteria.v.cs=<MSC (codeEsystem)>&mainS earchC riteria.v.dn=<MSC (displayEname)> Y es x x x  

Notes:  HL7=Health Level 7, CU= Columbia University, PH=Partners Healthcare, UU=University of Utah, DU=Duke University, 
VHA=Veterans Health Administration, UW=University of Washington. 
Full table is available at: http://www.dbmi.columbia.edu/~ciminoj/amia13/Appendix.xls 
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Table 2: Frequency of resources selected by users at four institutions, by clinical task 
(LABREV=Laboratory Results Review; MEDOE=Medication Order Entry/Medication List 
Review) 

Task%Context Resource
Columbia%%%
(N=5833)

Partners%
(N=7511)

Intermountain%
(N=148842)

U%Wash%
(N=98) U%Utah Duke VHA

LABREV ARUP 1.18%

LABREV ARUP-Consult/Lexi 9Comp 7.68% 12.88%

LABREV Cl ineguide 44.79%

LABREV CPMC-Lab-Manual 20.97%

LABREV Dxpla in 4.82%

LABREV ePKgene 58.16%

LABREV Google 5.58%

LABREV Harrisons 5.90%

LABREV Lab-Tests -Onl ine 14.02%

LABREV Lab-Tests -Onl ine 2.08%

LABREV Mayo-Cl inic 0.67%

LABREV MDConsult 3.38% 35.15%

LABREV MedLinePlus 3.40% 1.21%

LABREV Micromedex-LabAdvisor 13.75% 27.56%

LABREV National -Guidel ines 15.12%

LABREV Partners -Handbook 16.72%

LABREV PharmGKB-Gene-Deta i l s - 36.73%

LABREV PubMed 5.35% 3.21%

LABREV Stedmans -Medica l -Dictionary 21.21%

LABREV Up-to-Date 11.21% 22.15%

LABREV UW-Onl ine-Laboratory-Test-Guide 5.10%
MEDOE ARUP 2.33%
MEDOE ARUP-Consult/-Lexi 9Comp 27.46% 2.12%
MEDOE BWH-Drug-Guidel ines 8.38%
MEDOE CDC-Summaries 1.35%
MEDOE Cl inica l -Pharmacology 9.30%
MEDOE Cochrane-reviews
MEDOE Dynamed X X
MEDOE eMedicine 9.46%
MEDOE ePKgene 14.86%
MEDOE Geriatric-Drug-Monographs 0.05%
MEDOE Google 0.42%
MEDOE Harrisons 2.84%
MEDOE Healthwise X
MEDOE Mayo-Cl inic 0.16%
MEDOE MDConsult 0.26% 8.55%
MEDOE Medl inePlus 0.26% 0.29% X X X
MEDOE Micromedex 58.41% 84.01% 84.37%
MEDOE National -Guidel ines 2.84%
MEDOE Partners -Handbook 1.27%
MEDOE PLoS-Currents 48.65%
MEDOE Pubmed X X X 25.68%
MEDOE Stedmans -Medica l -Dictionary 1.61%
MEDOE UpToDate 6.12% 1.68% X X X
MEDOE VisualDx 6.58% X

 
Notes: Full table is available at: 
http://www.dbmi.columbia.edu/~ciminoj/amia13/Appendix.xls 
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Table 3:  HL7 Infobutton Parameters Used by Infobutton Managers from Institutions in this Study 
C o nt ex t ' p a r amet er s C o lumb ia ' P a r t ner s Int e rmo unt a in U 'U t ah D uke V HA U 'W as h

taskC ontext

D IA GLIS TE 2diag nos is 2lis t2entry
MEDOE 2medication2order2entry
MLR EV 2medication2lis t2review
LA B R R EV 2laboratory2results 2review
LA B OE 2laboratory2test2order2entry
M IC R OR R EV 2microbiolog y2results 2review
PA TR EPE 2patholog y22report2review
R ADR EPE 2radiolog y2report2review

LA B R R EV 2laboratory2results 2
reivew22222222222MEDOE 2
medication2order2entry
MLR EV 2medication2lis t2review
PR OB LIS TR EV 2problem2lis t2
review
PR OB LIS TE 2problem2lis t2entry

MEDOE 2medication2order2entry
MLR EV 2medication2lis t2review
PR OB LIS TR EV 2problem2lis t2review
PR OB LIS TE 2problem2lis t2entry
LA B R R EV 2laboratory2results 2review
LA B OE 2laboratory2test2order2entry
M IC R OR R EV 2microbiolog y2results 2
review

MEDOE 2medication2order2
entry
MLR EV 2medication2lis t2
review
PR OB LIS TR EV 2problem2
lis t2review
PR OB LIS TE 2problem2lis t2
entry

MEDOE 2medication2
order2entry
MLR EV 2medication2lis t2
review
PR OB LIS TR EV 2problem2
lis t2review
PR OB LIS TE 2problem2lis t2
entry

MEDOE 2medication2
order2entry
MLR EV 2medication2
lis t2review
PR OB LIS TR EV 2
problem2lis t2review
PR OB LIS TE 2problem2
lis t2entry

MEDOE 2medication2order2
entry
LA B R R EV 2laboratory2
results 2review

mainS earchC riteria

407314008 2Enzyme2inhibitor
29303009 2E lectrocardiog ram
404684003 2C linical2finding
1082520072Laboratory2procedure
363787002 2Observable2entity
410607006 2Org anism
3738730052Pharmaceutical2/2b iolog ic2product

S ome2criterionTspecific2rules 2
for2matching 2to2particular2
resources

C apecitabine,2C arvedilo l,2
C lopidog rel,2C Y P2C 19 ,2
C Y P2C 9 ,2C Y P2D6,2DPY D ,2
Irinotecan,2Metoprolol,2
Propafenone,2T amoxifen,2
Thiog uanine,2T PMT ,2
UGT1A 1,2Warfarin

subTopic

D0043472drug 2interaction
Q000008 2adminis tration2&2dosag e
Q000009 2adverse2effects
Q0001752diag nos is
Q0006272therapeutic2use
Q000628 2therapy
Q000744 2contraindications 38 2subTopics

informationR ecipient provider
patient Provider

Health2care2provider
Patient
R eg is tered2Nurse

Health2care2provider
Patient
R eg is tered2Nurse

Health2care2provider
Patient any

InstitutionID

BWH
MGH
any UW

C areS etting 2(same2as 2encounter? )

IMP2Inpatient2encounter
AMB 2Amulatory,2EMER 2Emerg ency,2F LD 2F ield,2HH2
Home2health,2V R 2virtual
any any any any any any any

UserR ole MD 2Medical2Doctor
any

nurse
pharmacis t
phys ician,2any MD

Health2care2provider
R eg is tered2Nurse

Health2care2provider
R eg is tered2Nurse Health2care2provider any

A g eGroup

D007223 2Infant;212to223 2months
D0072312infant,2newborn;2b irth2to212month
D0026752child ,2preschool;22 2to252years
D002648 2child;26 2to212 2years
D000293 2adolescent;213 T18 2years
D0558152young 2adult;219 T24 2years
D000328 2adult;219 T44 2years
D0088752middle2ag ed;245T64 2years
D000368 2ag ed;256 T79 2years 2
D000369 2ag ed,280 2and2older;2a2person280 2years 2of2
ag e2and2older any

D000368 2ag ed;256 T79 2years
D000369 2ag ed,280 2and2older;2a2person2
80 2years 2of2ag e2and2older
any

D007223 2Infant;212to223 2
months
D0072312infant,2newborn;2
b irth2to212month
D0026752child ,2
preschool;22 2to252years
D002648 2child;26 2to212 2
years
D000293 2adolescent;213 T
18 2years
any any any any

Gender M ,2F any any any any any any

Notes: Full table available at: http://www.dbmi.columbia.edu/~ciminoj/amia13/Appendix.xls 
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I. Purpose of The System 

The interactive voice response system is used to interact with 
patients participating in an alcohol and sex risk reduction 
intervention. The system communicates with patients by 
generating tailoredautomated phone calls and text messages. The 
IVR phone calls allow the patients to go through a series of 
questions to evaluate how well they followed their plans to reduce 
risks of unsafe drinking and sex and to help them set and achieve 
new goals for the upcoming weeks. The IVR text messages are 
used to givepatients individualized counseling, to get their 
feedback, and to remind them about the importance of meeting 
their safe drinking and sex goals. 

II. System Design and Functionality 

The VoicentPlatform is an integrated set of technologies that 
provide meansto create or enable applications with interactive 
voice, text message, and email capabilities. This system is solely 
based on voice over internet protocol.This platform supports APIs 
(Application programming Interfaces) such as W3C's HTTP, 
SMTP, and VoiceXML protocol [1]. 

 
Figure 1.   Voicent IVR Platform Architecture 

The patientsattend their baseline, three, six, and 12 month hospital 
visits. Two weeks after the visit, each patient will receive the IVR 
callwhich willtalk them through a series of questions and 
information related to unsafe drinking and sex and will suggest 
ways to avoid the risks.The figure below shows an overview of 
the intervention. 
 

 
Figure 2. InterventionDiagram 

 

III.        Functionality from the IT Manager Prospective 

The IT Managertakes advantage of the reliability of voice over 
internet protocol service provider  such as Vonage to eliminate the 
need of additional telephony hardware  and to generate calls in a 
more cost-effective manner. The text messages are sent through a 
GSM modem using a SIM card from any mobile phone service 
provider. The managerutilizes the Voicent IVR studio to 
designlogical applications flow diagram for phone calls or text 
messages based on a given script or algorithm. The Microsoft 
SQL database is used to store patients' information such as last 
SSN and phone numbers. The database is also used for saving 
patients' answers while they are interacting with the system.All 
the operations and communication are handled within the Voicent 
gateway. The server relies on standard HTTP/web interface, 
which makes it possible to rapidly customize calls and text 
messagesapplications by using any programming languages to 
interact with the server. Applications can also be made available 
from a web portal [2]. 
 

IV. Functionality from the User Prospective 

The patientschoose thetime that is convenient for them to 
receivecalls and text messages from the IVR system. The IVR 
system calls the patients who will need to go through a series of 
questions that would help them assess if they are adopting a safe 
drinking and sex life. After answering all the questions, the 
patientsupdateindividualized goals to address their risky alcohol 
and sex habits for the next two weeks. In case a patient misses a 
call for any reasons, she can always call back the system and 
complete the program prior to the next day.Also, three times a 
week (Monday or Tuesday, Thursday, and Saturday), the patients 
receive friendly text messages that attempt to cheer them upand to 
remind them of the importance of adopting safer drinking and sex 
lifestyles. This gives them an opportunity to reply to these 
messages and share their thoughts or feelings on a particular day. 
One example ofthe text messages sent is: “Hey! It’s a new day 
and time 2 think about goals u set 4 a safer healthier u. How do u 
plan 2 take care of you 2day?" 

 
V.        Conclusion 

The IVR applications allow patients to have better ways to 
evaluate the risks associated with alcohol drinking and sex and to 
take the appropriate actions to reduce those risks [3].The text 
messages are very efficient communication channels to reach out 
to patients and get their feedbacks [4]. 
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Abstract 

A key objective of the INTEGRATE project (www.fp7-

integrate.eu) is to provide cancer researchers with a 

cohort-selection tool that allows efficient filtering of large 

sets of clinical datasets according to medical 

characteristics. Core to this application is the formalization 

of the medical queries and their execution. Here we present 

a novel pragmatic approach, introducing a Domain 

Specific Language (DSL) and an execution engine able to 

handle complex (e.g. nesting, time-relations) medical 

queries.  

Introduction 

Querying medical data is a complex matter; problem areas 

include formalization of medical query statements, 

execution of complex queries (such as time-related queries) 

and capturing of medical information semantics. This work 

presents a patient cohort selection application [1], focusing 

on query representation and execution engine. 

Groovy Cohort Selection DSL 

Patient cohorts are specified by queries filtering available 

data based on medical characteristics. We have designed a 

Domain Specific Language (DSL) for the creation of these 

queries by end-users.  DSL query authoring allows end-

users to rely only on domain knowledge. It does not require 

technical knowledge (e.g. query languages such as SQL, 

SPARQL) or awareness of the underlying data models. 

Modern dynamic programming languages facilitate DSL 

design, avoiding the need to build complex interpreters. 

This work is based on the Groovy programming language 

[2], which exhibits the following DSL-facilitating features: 

 Operator overloading 

 Named parameters support through argument maps  

 Closures (allow creation of custom control structures)  

 Extensive metaprogramming support (Groovy MOP) 

 

Using Groovy, we have created a DSL with a uniform 

syntax that is human readable, while capable to handle 

complex cohort definitions. An example query is shown 

below: 

// Looking for adult female breast cancer 

// patients for whom a mammography is  

// available taken at most 1 week before  

// diagnosis 

def pats = procedure of:’mamo’ occurred 

within: 1.weeks, before: { diagnosis 

of:’breastcancer’ } 

result = patient gender: ‘female’, agegteq: 

18.years and { var{pats} } 

 

Patient Cohort Selection Application 

A high level overview of the patient cohort selection 

application is provided by the figure below: 

 

A web application provides a front-end for creating and 

managing query scripts (defining cohorts), saving result 

sets (patient lists), etc. Query scripts are executed by the 

DSL Query Engine. This engine relies on the “SPARQL 

Template Service” which provides for each base medical 

concept (in the DSL) a corresponding SPARQL query 

template. These SPARQL templates are used to query the 

clinical data through a semantic reasoning service, detailed 

in [3]. 

Conclusion 

A novel approach to building a medical query engine is 

presented. The created query DSL and engine support 

complex functionality such as nesting, time related 

functions, dynamic loading of end-user-written extensions, 

etc. They form a core component of a patient cohort 

selection application built in the context of the 

INTEGRATE project, which will be used by breast cancer 

researchers to easily query large volumes of data. 

Future work includes further elaboration of the engine 

function library and the construction of a GUI builder for 

the query DSL. This engine will also be used as core query 

engine for other applications such as e.g. patient 

recruitment and protocol study feasibility. 
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Abstract 

With the increase in the adoption of electronic health records (EHR) across the US, physicians are experiencing 

information overload, which may lead to users making poor decisions based on low quality information contained in 

the EHR.  To understand the physician information needs, we interviewed 15 primary care physicians to inform a 

model of a configurable EHR display of physician documentation, aimed at completing their tasks. Assessment and 

Plan were the most important parts of the note and Review of Systems was the least important. This work can assist 

physicians by presenting clinically relevant information in a prioritized manner. 

Introduction 

The purpose of this study was to identify physician information needs to inform a model for EHR displays aimed at 

satisfying the information needs of primary care physicians.  

Method 

Two family physicians created typical acute and chronic visit note. Two internal medicine and thirteen family 

medicine physicians were interviewed and observed at the University of Missouri health clinics. Physicians 

highlighted an acute illness and chronic disease patient visit note to identify important sections based on a given 

task. Task 1 asked physicians to highlight information that was important based on three scenario variables Scenario 

1 – You were seeing your partner’s patient after your partner saw them. Scenario 2 - You were seeing your own 

patient after your partner saw them. Scenario 3 - You were seeing your patient for a follow-up and you are 

reviewing your last note.. Task 2 was to highlight information that was extraneous information and Task 3 was to 

identify information included for adherence to regulatory guidelines. 

Results 

Table 1. Frequency of physician participants who highlighted each section found in an acute illness and chronic disease progress 

note. (Chief Complaint (CC), History of Present Illness (HPI), Past Medical History (PMH), Review of Systems (ROS), Physical 

Exam (PE), Significant Lab Data (SLD), Assessment, and Plan.)  

Note 

Section 

Task 1:Scenario 1 Task 1:Scenario 2 Task 1:Scenario 3 Task 2 Task 3 

Acute Chronic Acute Chronic Acute Chronic Acute Chronic Acute Chronic 

 CC 8% 20% 15% 0% 0% 7% 0% 0%  46% 27% 

 HPI 77% 80% 62% 60% 62% 47% 38% 33%  69% 40% 

 PMH 23% 0% 8% 7% 0% 7% 38% 0% 23% 13% 

 ROS 8% 7% 8% 0% 0% 0% 54% 60%  69% 67% 

 PE 8% 7% 8% 0% 0% 0% 23% 13%  46% 40% 

 Assess 92% 80% 92% 67% 69% 67% 8% 20% 69%  40% 

 Plan 92% 87% 92% 80% 77% 80% 23% 40%  77% 47%  

 

Physicians review less of the note when it is their own patient (Scenario 3) than when it is not their patient (Scenario 

1), in both acute and chronic notes. Assessment, PMH, HPI, and CC were identified more frequently in Scenario 1 

than Scenario 2 for both acute and chronic visits.  PMH was identified more often as important for a chronic note vs. 

an acute note, and in contrast Assessment was identified as being important more often for an acute note than a 

chronic note.  The Plan was consistently selected as important regardless of the patient type or Scenario. Cochran’s 

Q test implies that there is a difference in physician highlighting between the seven major sections of the progress 

note in acute (p=0.00) and chronic (p=0.00) progress notes. 

Conclusion 

The study demonstrates promising results in identifying targeted information needs for physician users of EHRs.  

However, because these initial interviews were focused on primary care physicians, results may not be generalizable 

to specialty physicians. Future studies should include research on how moving the Assessment and Plan closer to the 

top of progress notes will affect workflow since physicians are used to Assessment and Plan being at the bottom of 

the page. In addition, further research should revisit the value of the ROS based on the strong negative feeling 

physicians have towards this section of the progress note. 
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Abstract:  
Late in life, patients routinely receive care at multiple clinical sites. It is important that information about care 

preferences also move between the associated clinical information systems. The first step toward achieving this 

inter-enterprise interoperability of patient preferences is defining the scope and the flow of preference information 

within the healthcare system. The process model proposed here defines this flow and demonstrates the importance of 

standards in the process of making patient preferences interoperable.  

Problem: 
If patients remained in the same clinical setting for the entirety of their care, there would be no need for 

interoperability. However, patients do move between clinical settings, often leaving a trail of fragmented medical 

information across multiple health information systems. As a result, much work has been done to improve 

interoperability between health systems. The current level of interoperability for laboratory, medication, and clinical 

data, has been achieved largely due to development of standards for representation and transmission of this data. As 

patient preferences have not received the same attention, similar standards have not been developed and the ability 

to transmit preference information between systems remains quite limited. This results in two negative 

consequences. First, without access to previously documented preferences, providers may render care that is 

incongruent with patient wishes. Second, tools for preference elicitation and decision support based on preferences 

will remain locked in the institution where they are developed, dependent on that institution’s proprietary data 

structure and unusable to other institutions or systems. 

Proposed system: 
At an abstract level, the proposed process model describes information flow between three entities – the Patient, the 

Clinical Setting, and the Health Information System (Health IS). The first step in the process, formation of medical 

preferences, occurs when patients apply their personal values and beliefs to medical contexts. The next step is the 

transmission of this information to the healthcare system which can occur in conversation with a provider, or via a 

preference elicitation tool. This information is then passed to the Health IS, often via an EHR interface, and stored 

within the Health IS. When preference information is needed in a clinical environment, stored preference 

information is transformed to a standard form and then transmitted from the storage site to that clinical setting where 

it can be incorporated into decisions regarding patient care. The goal is that healthcare providers can access and use 

prior preference information, regardless of where the patient has previously received care. This enables providers to 

render care consistent with previously established patient preferences and to resume the conversation regarding 

preferences where prior providers left off. It also ultimately allows development of decision support applications 

which can make use of preference information elicited by other systems, effectively bridging the gap between 

preference elicitation tools and decisions support applications. 

Work Needed: 
Although there is ongoing research and 

development related to most processes 

represented in the Patient and Clinical 

Setting swimlanes of the model, 

standard methods for representation 

and transmission of preference 

information are lacking. As illustrated, 

these standards form the crucial link 

necessary for flow of preference 

information between different clinical 

settings. The next step in development 

of standards for interoperable patient 

preferences will be development of an 

information model capable of 

representing the wide variety of 

preference information used in clinical 

care. 
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Abstract

Terminology in psychiatry is important for registering structured information in a standardized way. Ontologies can  
be used as source vocabulary and information retrieval  due to its increased expression power in comparison to  
standard relational databases.

Introduction

With the advancement in the use of information technology in healthcare area,  an unprecedented opportunity is  
being created for data mining for research purposes. The extensive use of unstructured information in electronic 
medical record systems hinders the possibility of data reutilization. The purpose of this study was to develop an 
ontology to serve as a source vocabulary source for registering the autistic patient evaluation.

Methods

Concepts were drawn from a literature review of articles and books of the psychiatry area . The evaluation of the 
completeness of the taxonomy was made by the comparison with mental status evaluation of 54 autistic patients . 
The ontology was created using the methodology proposed by Noy and McGuinness  (Noy & Mcguinness, 2000). 
The  Protégé  ontology editor  was  used  to  develop  the  ontology in  Web Ontology Language  (OWL)  (Stanford 
Medical Informatics, 2013).

Results and discussion

We found  by  means  of  literature  review  134 concepts  to  describe  the  mental  state  of  the  patient,  associated 
comorbidities and signs identified on physical examination.  A partial representation of this ontology is depicted in  
Figure 1. There are ontologies that have concepts related to the psychiatry domain, but the one presented in this this  
work is specific to the autism field (Robinson et al., 2008, Haghighi, Koeda, Takai, & Tanaka, 2009). Next steps in 
our  research  include  the  use  of  this  ontology for  extracting  implicit  knowledge  of  electronic  medical  records  
database.
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Abstract 

Introduction and Background:  The purpose of this research was to ascertain nursing faculty’s 
opinion on (1) the relevance of selection criteria for Academic Electronic Health Record 
(AEHR) systems, and (2) obstacles to adopting AEHR systems.  Despite substantial evidence 
supporting the need for nursing graduates to be skilled users of Electronic Health Record (EHR) 
systems, schools of nursing have been slow to incorporate this content.  Few schools have access 
to an EHR or AEHR system in the instructional environment.  Methods: A national online 
survey was sent to Deans/Directors of 570 AACN-accredited baccalaureate programs, asking for 
a faculty member with experience or interest in instructional and healthcare technology to (1) 
rate 110 AEHR selection criteria (features and functions) from “not relevant” to “very relevant,” 
and (2) give their opinions about obstacles to AEHR system adoption.  Results: 125 faculty 
responded, 96% were female, 4% male, average age was 53 and 27% listed their rank as 
Associate Professor.  These respondents ranked 95 of the 110 (86%) system selection criteria 
items as highly relevant.  Items ranked most relevant to be included in an AEHR were nursing 
orders, summary discharge plans, teaching and care plans, medication administration functions, 
allergy alerts, medical history, orders, ancillary results, and case scenarios.  Unexpectedly, and 
on a positive note, the results did not support the literature which identified faculty’s lack of 
experience and skills using EHR systems as the most significant barrier to adoption of AEHR 
systems.  On the contrary, 63% of the respondents said they had used an EHR and rated their 
experience and skill level using an EHR as high to extensive.  Respondents identified lack of 
funding, and the high costs of these systems, their heavy workload and lack of educational 
support as the greatest barriers to adoption.  Discussions: Include (1) correct faculty’s 
misconceptions concerning AEHR systems costs and funding models, (2) provide nursing faculty 
instructional support and work relief time to integrate AEHR systems into their curriculum, and 
(3) develop a structured tool checklist that faculty can use to evaluate AEHR systems based on 
the selection criteria identified as the most relevant.  Conclusions:  Adopting these 
recommendations can accelerate the implementation of AEHR systems in nursing curricula to 
better prepare nursing graduates to practice in a highly technological, informatics-rich healthcare 
work environment.  
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The Electronic In-patient Progress Note:  Less is More 
Lacey Colligan MD MSc, Cameron Coleman, Lauren Dobry, Sara James, Kevin McVey, Stephen 

Borowitz MD, University of Virginia 
 

I. SPECIFIC CHALLENGE DEFINED:  SUPPORT INFORMATION-SEEKING AND IMPROVE 
CAPTURE OF MEDICAL DECISION MAKING ACROSS DIVERGENT USERS. 

In response to the challenge of achieving “meaningful use” as defined by the Centers for Medicare & Medicaid Services 
[1], many US hospital systems have purchased and implemented vendor-built electronic health records (“EHRs”).  Early 
research indicates that these systems have led to minimal or no improvement in the quality of care [2,3].  We studied 
electronic progress notes (“PNs”), or notes written to document the daily progress of in-patients.  Electronic PNs 
combine elements from the traditional paper chart (without the affordances of paper), functionalities of word processors 
(that may lead to redundancies and inaccuracies from “cut and paste”) along with ready access to digitized data 
(potentially leading to information overload).  Our research team studied electronic PNs across three academic Neonatal 
Intensive Care Units (“NICUs”) using two different vendor systems. Our study revealed that as compared to traditional 
paper PNs, electronic PNs are cluttered leading to an increase in the cognitive workload of information seeking and 
erosion of the communication of critical thought processes - medical decision-making (“MDM”) [4]. Consequently, the 
usability and communicative intent of the PN appears to have been lost.  (Addenda I: de-identified current PN). 
 
Mixed-methodology research directly informed the proposed design of a modified NICU PN that streamlines 
information retrieval and promotes documentation of patient status, assessment/ MDM and plan of care. New features 
promote collaboration across the healthcare team.  Building on research proving the feasibility and advantages of 
temporal display [5], we add an integrated source of overview information: a patient Timeline.  The Timeline also links 
to an innovative Aggregate View of data.  The proposal leverages the desirable aspects of the traditional PN, while 
using computer functionality appropriately to support users who benefit from time-oriented, source-oriented and 
concept-oriented views of data. This proposal addresses the timeless challenge:  “Where can we use computers?” and 
“Where must we use human beings?” [6] 

Scope and Setting.  We limited the scope of our proposal to electronic NICU PNs.  Providers caring for in-patients 
(MD or Nurse Practitioner: “NP”) write PNs daily from the time of admission to the time of discharge (“authors”). A 
wide variety of users start their daily work with the PN:  “prospective” readers require updates on the patient’s course 
and plan of care so that their clinical work is well-informed and coordinated with other team members (clinical 
caregivers); “retrospective” readers read PNs to understand events or care delivered (e.g., clinicians, coders, and legal 
players).  Thus, the PN is a common information space supporting divergent forms of work [7]. 
 
Methodology.  A mixed-methods approach informed user requirements for NICU PNs.  First, ethnographic 
observations of medical staff using PNs on Rounds indicated workflow constraints and requirements.  Next, 45 
prospective and retrospective readers of PNs (“Participants”) were enrolled across three academic medical center 
NICUs (Addenda II). Semi-structured interviews focused on Participants’ requirements of PNs and included a compare 
and contrast exercise with two de-identified NICU PNs from different vendors (Epic and Cerner).  Interviews were 
recorded and transcribed.  Grounded theory was used to identify themes.  Identification of salient and necessary content 
was developed from analysis of Participants’ specific comments and markups of de-identified printed notes.   
Additionally, 30 case-matched paper and electronic PNs for two pediatric diagnoses (asthma and inflammatory bowel 
disease) were analyzed to develop a content taxonomy and identify trends across the implementation of electronic 
documentation (albeit limited to pediatrics in a single center).   
 
Results.  The traditional format of paper PNs is maintained in current electronic PNs (sometimes with templates), but 
objective data and word count has increased dramatically as authors import information into their narrative.  Significant 
increases in word count and data create a “scavenger hunt” for prospective and retrospective readers who scan and 
scroll for the specific information they need to perform their work.  When readers do find information, they often 
mistrust its origin, adding a further task to verify both authorship and accuracy.  Most importantly, Participants 
consistently were clear on their objective information needs but reported difficulty understanding what the author, or 
team, was “thinking” about the patient due to insufficient documentation of MDM. 
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II. DESCRIPTION OF THE PROPOSED SOLUTION.   
We propose a revised PN that leverages a traditional format with innovative application of feasible computer-based 
features: a Timeline and Aggregate View. 
 
A. Resurrection of the Concise and Trustworthy SOAP Note (Addenda III, IV). 
Interviews and comparisons of PNs indicate that Participants recognize and prefer the traditional “SOAP” data entry 
and presentation format because it is represents daily clinical progress and supports important heuristics. 
 S ubjective information from the patient’s (parent’s or nurse’s) point of view; 
 O bjective data acquired via physical examination, laboratory or radiologic tests; 
 A ssessment of the problem, including MDM (can be organized by diagnosis or system); 
 P lan, including further diagnostic workup or therapy (coupled with Assessment). 
 
1.  Make use of copy and paste function transparent.  Overuse of the copy paste function (CPF) has been well described 
in the informatics literature and has been associated with propagation of errors as users place inaccurate information 
into serial notes . [8,9,10] Participants corroborated these findings, citing increased work of information retrieval in PNs 
due to CPF and mistrust of authorship and accuracy.   Consequently, copy/paste information in the proposed PN appears 
in a standard italicized font, with links to timestamp, source and CPF author.  This provides a quick visual cue to 
information that was imported via CPF (and when it originated). Transparency of authorship and source should 
engender the reader’s trust and hold the author accountable for appropriate use of this functionality (that is, it will 
discourage overuse of CPF).   
 
2.  Highlight Interim events.  Our proposal includes a box located centrally on the PN screen that concisely displays 
interim events as recorded by a clinician (MD or NP).  Participants identified this content among the most useful of all 
information in the de-identified PNs because it provides the most relevant and up-to-date “snapshot” of the patient’s 
progress.  
 
3. Streamline the “O” in the SOAP note by replacing CPF data with icons.  Participants were decisive about the 
specific objective data they seek to perform their focused work (e.g. lab or x-ray image).  Interviews and observations 
indicated user preference for interaction with objective data directly, via sources such as “Labs” or “Radiology” tabs.  
Individual icons linked to original source data leverage this preference with the EHR’s advantage of immediate access 
to electronic data.   
 
4.  Promote Assessment by encouraging documentation of synthetic, context-rich MDM. A “prompt” feature is proposed 
that incorporates language processing tools (utilized in prior studies) [11] to recognize key words typical of MDM (e.g. 
“assess,” “consider,” “evaluate,” “consult”). If a user does not incorporate key words while documenting the 
Assessment and Plan, the system issues a prompt in real time (e.g. “consider documenting MDM”).  Although 
automated prompts can be ignored or “worked-around”, similar support features by email providers (e.g. prompts to 
upload an attachment based on key words in the body of the email) may be considered valuable (e.g. avoid 
embarrassment, reduce future additional work, or defensively support clinical activities).   
 
B. Introduction of Innovative Multi-Disciplinary Team Tableau (Addenda III, IV). 
Optimal patient care requires coordination of asynchronous care by divergent providers. The computer-supported 
collaborative work (“CSCW”) community has noted that collaboration improves when members of a team maintain 
‘awareness’: a shared understanding of the activities of others that provides a context for one’s own work [7].  
Interviews indicated that Participants are not sure who is involved in a patient’s care unless they scroll through all notes.  
To save time, they often review only the PNs written within their own "silo", thus undermining the collaborative goal of 
in-patient treatment. 
  
To improve collaborative awareness, a Team Tableau is presented. Each service (e.g. Cardiology, Speech Therapy) is 
represented by an icon and colored numbers indicate the number of ‘updates’ entered by each service since a user’s last 
log-in. Icons provide information-rich visual cues and their effectiveness features are well documented [12]. Intuitive 
icons constantly represent the team configuration and also function as interactive routes to information (click of the icon 
links the most recent note).  An icon, and route for communication to the team, is provided for Patients (or Parents) and 
is also linked to the Patient’s Portal (e.g. MyChart, Microsoft HealthVault). Enabling parent communication directly to 
the team, as they are often the most knowledgeable about the patient, may improve patient safety.   Additionally, the 
Team Tableau provides an instant visual cue to the patient’s complexity (greater number of icons), new issues (greater 
number of updates), and family participation (presence of family icon and activity).  
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C.   Introduction of Innovative Patient Timeline with Physiologic  “System” Orientation  (Addenda V).   
The proposed SOAP note/ Team Tableau supports prospective use.  Readers also require retrospective and overview 
information.  Participants overwhelmingly disliked dense text descriptions of patient courses in de-identified notes. 
 
A timeline presents varied-source chronologic data into a single representation that supports retrospection and may 
improve clinical pattern recognition of the patient’s history and trajectory.  Timelines have been shown to be technically 
feasible and well suited to representation of medical histories [5]. The proposed Timeline presents objective discrete or 
continuous data, care that is delivered (not considered), and is organized by physiologic System (diagnoses can be tied 
by ICD to a System).  The solution is feasible within vendor EHRs because most input derives from standard EHR 
features and leverages extant codes (Table 1). Navigation by System and event allows users to select details relevant to 
their task and minimizes data overload. Timeline interactivity is built on the usability mantra "overview, zoom, filter, 
details" [13]. A high level view is provided but the user can focus only on their System of interest and click to explore 
details. At its most granular level, the Timeline provides a “data dump” of events by time, providing an aggregate view 
[14] not otherwise available, and critical to coding and billing tasks.  
 
Table 1.  Proposed sources of data for input to Timeline. 
Example of Source  Code available Recognizes location  
Procedures, Problems, Diagnoses ICD-9 and soon 10 ICD codes link to Systems 
CPOE, Med Admin Rec (MAR) Formularies e.g. “ampicillin” is antibiotic is Infectious 

Disease System 
Ventilator data Need to develop code for data imported from medical 

device or input by user 
e.g. “HFOV” is hi freq osc vent is Respiratory 
System 

Physical exam Template formats already exist  e.g. “Lungs  clear“ is Respiratory System  
 
The Timeline brings additional benefits to the user and team.   Provision of an integrated representation of the patient’s 
course may support recognition of slips and lapses and improve patient safety.  The overview visually cues the acuity of 
patient (# events), complexity of patient (# systems active) and chronicity of issues (duration of events).  The Timeline 
can be used for Parent engagement (representing their baby’s “journey”) and Discharge Summarization.   Timelines can 
be filtered and assembled to support workflow tasks.  For example, a Respiratory Therapist can aggregate all NICU 
Respiratory Summaries, gain a “snapshot” of the unit’s acuity, find ventilator-dependent patients and anticipate shift 
work demands.  Such filter/aggregation supports system-wide research [5].  
 

III. ALTERNATIVES CONSIDERED. 
A complete redesign of the PN was considered. However, the PN has been “tried and true” since the 1960’s [15], 
supports user heuristics and is embedded in current workflows. Medical workflows are a complex combination of 
routine and exceptions and changing workflows is a huge task requiring extensive resources [7].  This proposal 
leverages yet simplifies the PN aiming to minimize training required and unforeseen consequences on workflow. 
 
Team icons are proposed to enhance awareness while avoiding the pitfalls of “message threads” and “wiki” documents. 
“Message threads”, whereby team members leave short updates, were considered to promote collaborative awareness.  
Several disadvantages are apparent:  i) information overload from additional text fields; ii) potential devolution to 
“chatty” vernacular unsuitable to an official patient record [10]; and, iii) creation of two communication channels 
requiring extra coordination.  Collaborative tools like “wiki’s" were considered but rejected due legalities of 
authorship/dating as well as users need to communicate both across the “team” and within the “silo” (e.g. nurses to 
nurses, physical therapists to physical therapists, etc.). 
 
Family interaction with the PN was carefully considered.  Although Patient real-time access to the EHR offers many 
advantages, the cultural, workflow, and legal issues were deemed insurmountable at this time.  We opted to allow 
patients to post messages through the PN to the care team.  We envision these messages, and the responses, would link 
to the Patient Portal available with most vendor EHRs.  Validating the patient and family voice in the care process will 
promote patient engagement and activation and should improve safety.  
 

IV. STRENGTHS AND WEAKNESSES.       
Our proposal addresses some of the problems with PNs given current workflow but is limited by user heuristics, current 
vendor EHR technology, and the specific setting of the NICU (see Table 2). Successful redesigns force trade-offs 
between innovation and feasibility (cost, training, disruption to workflow). The PN seeks to minimize manual and CPF 
data entry, and rather, redirects and supports the user and team to focus on the more complex cognitive tasks of 
abstraction, synthesis and summation- the real communicative intent of clinical documentation.  The Timeline reduces 
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the cognitive and manual burden of updating patient histories and provides an integrated view of course and trajectory 
supporting pattern recognition. The Aggregate View, accessed through the Timeline, supports a range of Reader tasks, 
particularly attestation, coding and billing. The proposed PN is generalizable to other in-patient settings and timelines 
have been shown useful in out-patient settings [5].  Handheld electronic devices and tablets may play a larger role in the 
future but adaptation of our redesign to this technology is beyond the scope of this proposal.      
                              
    Table 2.  Summary of strengths, weaknesses and future research.  
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V. PROPOSED IMPLEMENTATION AND DISSEMINATION PLAN.    
Dissemination and implementation of any innovation to vendor EHRs will depend on user and regulator demand.  
Given the financial commitments American health systems have made to vendor EHRs, it is unlikely that entirely new 
EHRs will be accepted; this proposal addresses this reality.  Streamlining extant documentation and incorporating 
proven information visualization techniques into existing systems aim to increase acceptance and feasibility. The 
proposed design is simple, straightforward and supports collaborative care explicitly, thus engaging users to adopt (and 
demand) the features [7].  Evaluation and iterative improvement of the proposed PN would be performed so that the 
final product demonstrated superiority over existing PNs (see below).   
 

VI. PROPOSED EVALUATION PLAN. 
The proposed PN and Timeline must be evaluated and the design iteratively improved.  The cognitive burden of 
information retrieval can be tested across versions of PNs in simulation.  The NASA-TLX instrument (validated and 
used before in healthcare) [16,17,18] can measure intra-user cognitive load. Additional usability data can be obtained 
with commercial products that count keystrokes, etc. such as TechMorae [19].  
 
Quality of documentation using the proposed PN must also be evaluated.  PNs based on the proposal can be evaluated 
with the mixed-methodology presented here as well as previously developed quality evaluation tools [20].  
Development of key words for MDM invites collaborative involvement of non-clinical PN users (e.g. coders and 
attorneys) and can build on previous work [4] and include testing with a variety of users of differing levels of expertise.  
PNs written by trainees could be studied for evolution of MDM and ACGME milestones [21]. 
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Abstract 

Care coordination can improve patient outcomes by establishing common ground through interpersonal 

communication and prevention of information loss between members of the care team across the care spectrum.  

Electronic health records (EHR) can aid in establishing a closed loop of communication by clinicians across 

settings, domains, disciplines, and time.  One particular area for improvement is around goals of care, both 

documenting and tracking progress toward those goals. Goals of care are common to all clinical disciplines but 

remain siloed in EHRs. This interdisciplinary panel will present four specific use cases to demonstrate how linkages 

within computer-based documentation workflow can facilitate a closed-loop system for the delivery of coordinated 

care.   Each use case will describe a clinical scenario that demonstrates the need for one or more critical linkages 

and present the current state, barriers, facilitators, and potential solutions for coordinated closed loop computer-

based documentation to support that use case. The learning objectives of this panel are: 1) to highlight common 

care coordination concepts between disciplines, 2) to promote a common understanding of linkages needed to 

support closed loop care coordination, and 3) to identify incremental steps toward that vision grounded in clinical 

use cases. 

Introduction 

Care coordination can improve patient outcomes and decrease inefficiency by establishing common ground and 

preventing information loss between care providers. Clinical documentation within an electronic health record 

(EHR) is a tool that can aid in establishing common ground and preventing information loss. Underlying 

assumptions for care coordination within clinical documentation are that it is a team-based and patient-centered 

process.  We argue that there are four types of critical linkages across the spectrum of care that are in need of 

enhancements to increase the effectiveness of clinical documentation as a tool to coordinate care.  The four types of 

critical linkages within documentation occur: 1) across settings, 2) across domains/specialties (e.g., cardiology, 

oncology), 3) across disciplines/professions (e.g., nursing, medicine), 4) across time.  The critical patient data 

common among these four types of linkages for a closed loop process of care coordination includes recording goals 

of care, establishing plans to achieve those goals, and tracking progress toward those goals. The nursing profession 

typically refers to this process as care planning which is documented in a plan of care, inclusive of a list of nursing 

diagnoses/problems and interventions. The medical profession typically manages care planning in a problem-

oriented manner, often referred to - and recorded in - the assessment and plan of their clinical notes. The assessment 

and plan may consist of a list of medical diagnoses/problems and/or a list of tasks to be accomplished in temporal 

order. 

To achieve a coordinated state of care much work needs to be done and the efforts employed to coordinate care 

within the electronic health record should be coordinated themselves.  Therefore, the learning objectives of this 

panel are: 1) to highlight the fact that care coordination concepts that are shared, but typically referred to differently 

between nurses and physicians, 2) to promote a common understanding of the types of linkages needed for care 

coordination in order to align visions for next generation clinical documentation with closed loop care coordination 

processes, and 3) to identify incremental steps toward that vision by grounding the discussion with specific clinical 

use cases in the context of the current state of clinical documentation. 
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This panel will be presented by Drs. Collins, Dykes, Samal, and Stetson and will be moderated by Dr. Rocha. To 

demonstrate these common concepts, the need for these critical linkages, and the barriers and facilitators to potential 

solutions we will discuss four clinical use cases: 1) Interdisciplinary Care Planning in the hospital setting (Collins), 

2) Exchange of Plan of Care data and information across settings (Dykes), 3) Interdisciplinary processes for 

establishing accountability, communicating, and facilitating transitions (Samal),  and 4) Provider to Provider EHR 

communication, particularly for referral management, consultations and joint decision-making (Stetson).  As 

moderator and knowledge management expert, Dr. Rocha will offer expertise on the short and long-term 

infrastructure and terminology requirements for sharing and linking plan of care concepts across settings, domains, 

disciplines, and time for closed loop care coordination.  We believe this discussion will be valuable to engage 

critical stakeholders working toward care coordination solutions. 

Interdisciplinary care planning in the hospital setting  

Integrated interdisciplinary team-based approaches to care are associated with better patient outcomes and require 

care plans that align interdisciplinary care goals and knowledge sharing between disciplines to evaluate goals 

overtime.
1–4

  However, the current state of clinical documentation is comprised of silos of care planning concepts 

that are not linked across disciplines and difficult to track overtime. Of much concern, many EHR interdisciplinary 

care planning tools exclude physicians. Care planning is a term used largely within nursing; however it is a generic 

model based on the scientific process that describes the cyclical steps all clinician perform during care delivery: 1) 

assess, 2) diagnose, 3) plan, 4) intervene, 5) evaluate. A plan of care is a sophisticated platform for care planning 

documentation to share goals, contextual data that informs goal development, plans to achieve goals, and evaluation 

of progress toward goals.  Care planning includes the intradisciplinary work of each discipline and interdisciplinary 

work to share knowledge concepts to establish common ground about patient goals and the plan to achieve those 

goals between clinicians at the point of decision making.
5–8

  Care coordination tools that fail to explicitly link these 

interdisciplinary care planning concepts – goals and plans - will propagate misaligned work, inefficiencies and 

redundancies, and poor outcomes.
2
 Current EHR infrastructure and information models are insufficient to support 

interdisciplinary care planning. A clinical use case of a congestive heart failure admission will be used to 

demonstrate the ontological infrastructure and terminology requirements necessary for closed loop linkages of 

shared care planning concepts (e.g., signs/symptoms, problems, goals, interventions, outcomes) between nurses and 

physicians delivering care overtime in the acute and critical care hospital setting. 

Exchange of Plan of Care data and information across settings  

A longitudinal plan of care (LPOC) is defined as a single, integrated plan that is comprehensive, patient-centered 

and reflects patient’s values and preferences. All team members, including the patient and family caregivers, are 

actively involved in formulating and updating the care plan and the associated self-management goals. 
9
 The 

longitudinal care plan supports achievement of patient goals along the continuum of care, including chronic, acute, 

and episodic care, home health, ongoing self-management, and supports cohesive transitions in care.  A LPOC that 

is comprised of structured data could provide a platform to measure coordination activities and the effect of these 

activities on patient self-management goals.
10

 To facilitate seamless communication across the continuum, 

standardization of a core set of patient-centric plan of care data elements and electronic messaging tools are needed. 

Proposed Meaningful Use requirements provide a most basic set of plan of care data elements: problems, goals, 

patient instructions, and responsible clinicians.
11

 This presentation will provide examples of current state plan of 

care standards and communication tools found to be in place across settings in six regions of the United States (US).  

The gap between the current state plan of care standards, practices and tools and the future vision for the LPOC will 

be explored. 

Interdisciplinary processes for establishing accountability, communicating, and facilitating transitions 

through teamwork 

In order to support interdisciplinary care transitions, EHRs must facilitate numerous coordination activities. The first 

two speakers presented opportunities for linkage within the hospital setting and elements that are necessary for an 

interdisciplinary, multi-site LPOC.  In addition to the data that must be transferred across settings, processes must be 

developed for establishing accountability, communicating, and facilitating transitions through teamwork. Due to the 

siloed nature of nursing and medical documentation the transfer of information usually occurs in parallel, as does the 

transfer of responsibility. It would be preferable for all members of both the sending and receiving care team to 

work together. This presentation will present further examples from six regions of the US to reveal gaps and 

opportunities. Representative quotes will be presented to highlight the importance of interpersonal communication 

and the fact that clinicians tend to communicate with counterparts within their discipline, rather than working as an 
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interdisciplinary team across transitions. Examples of poor processes for gathering missing information will be 

presented. Also, the predominance of dedicated nurse case managers for transitions from hospitals to post-acute care 

will be discussed. 

Provider to Provider EHR Communication 

Providers communicate frequently with each other to get consultative advice and develop plans of care. This is 

critically important in patients with complex chronic diseases – the very patients that are likely to be high-utilizers 

of clinical services and thus will be targets for interventions under the current health care reform initiatives.  

Typically this kind of communication happens outside of the record, and often in insecure ways. However, much of 

this communication is pertinent to the care of the patient, should be done securely, and recording it in the record 

may be beneficial to care management and off-setting liability risk. Sometimes this needs to be done asynchronously 

(e.g. leaving a message) as it may not be urgent, or the sender just needs to get the conversation started before they 

forget to follow up later. Ambulatory workflows may be even more challenging in this regard, as they are often less 

“synchronous” than in the hospital. In addition, providers may be on periods of cross-coverage or out-of-office, 

necessitating solutions that route messages to appropriate team members. Finally, some communication needs to go 

to the full team, not just between two physicians. As it stands today, many EHR solutions silo these various 

functions, or don’t support them at all – especially identification of who is on the team. Gaps in current solutions 

that support asynchronous provider-to-provider communication in conjunction with robust team identification within 

EHRs will be discussed. 

Summary 

This panel presentation will explore the coordination of patient goals and plans across the continuum of care and 

between disciplines. The panel will bring the audience through the continuum of care – beginning with 

interdisciplinary care planning in the acute/critical care setting, transitioning to post-acute care coordination of 

longitudinal and interdisciplinary plans of care, and concluding with ambulatory-based coordination of referrals, 

consultations, and joint decisions. Each panelist will highlight the care coordination concepts and required linkages 

within computer-based documentation workflow necessary to facilitate a closed-loop system for the delivery of 

coordinated care within their use case. A summary discussion will overview the identified shared care coordination 

concepts, the types of linkages needed for closed loop care coordination, and the overlapping and distinct barriers 

and facilitators to implementing these linkages within existing EHR infrastructures in each of the four presented use 

cases.  This panel will result in increased awareness of the shared concepts for care coordination between nurses and 

physicians and the identification of incremental steps to move toward computer-based workflows that facilitate 

closed loop care coordination. 
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Abstract 

A vast amount of scientific information is encoded in natural language, but the tools to process it typically do not 

work well together. BioC is a family of simple XML formats to share text documents and annotations, accompanying 

classes to hold the data and code to read and write it. This minimalist approach allows a large number of different 

biomedical annotations to be represented and encourages development of more powerful natural language 

processing systems.  

 

Introduction 

The BioC initiative aims to facilitate exchange of prepared biomedical corpora and any accompanying annotations 

between different research groups and software platforms . BioC aims to increase cooperation and community efforts 

to create more powerful and capable information extraction systems via a common data interchange format and code 

for BioC XML document processing. This code, currently available in C++ and Java, relieves a BioC user of the 

burden of dealing with processing data in multiple formats. Details, data and source code are listed at the project 

webpage (http://www.ncbi.nlm.nih.gov/CBBresearch/Dogan/BioC/). 

As a framework, the BioC environment encourages a variety of applications. For example:  

 Creating corpora of annotated data in BioC format; 

 Taking open-source data that is available and converting it to BioC format; 

 Developing a tool to map a common data format to BioC format and vice-versa; 

 Designing a BioC-compliant annotation tool, that lets the user create an annotation output in BioC format;  

 Taking an existing NLP or Bio-NLP tool and converting it to a BioC-compliant tool;  

 Creating a new BioC-compliant NLP or bio-NLP tool.  

The BioC initiative encourages improvement and further development of text mining tools for better access and 

understanding of the biological literature. The BioC interoperability track in BioCreative IV 

(http://www.biocreative.org/tasks/biocreative-iv/track-1-interoperability/), a foundation for other BioCreative IV 

tasks, provided insights in real-world applications and further identified functional requirements and community 

needs for future development.  

The ultimate goal is to create a common platform to facilitate data exchange and data and tool reuse. With the se 

efforts, we believe that the applicability of text-mining tools will broaden, their performance will improve, and the 

use and re-use of biomedical corpora will increase.     
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Abstract 

Underserved patients with chronic diseases may 

benefit from innovative web-based health 

information technology. In response, the New York 

City Department of Health and Mental Hygiene 

(DOHMH) offers a tablet-based personal health 

record (PHR) kiosk platform to primary care medical 

practices serving vulnerable populations. This PHR 

kiosk platform enables patients to become engaged in 

their healthcare using an interactive tablet with access 

to health information
1. 

Introduction 

There have been an increasing number of chronic 

illnesses, these is a greater demand to use engaging, 

web-based health information technologies to target 

patients
2-3

. 

Our tablet-based kiosk program offers a unique 

opportunity to provide access to PHRs and health 

education content for patients. The program 

objectives are the following:1) Demonstrate that a 

tablet kiosk platform for patients can enhance the use 

of web-based health information, using an interactive 

interface and; 2) Engage more patients to use their 

PHR by providing access in the context of an 

ambulatory care practice waiting or exam room. 

Medical Practice Selection Methods  

Three practices were initially selected for this pilot 

based upon their Patient-Centered Medical Home 

level 3 certification, serving high-risk patients, and 

enrollment of patients to access their PHR. A needs 

assessment was conducted to explore the practice’s 

PHR utilization and to identify useful educational 

resources tailored to the practice. 

Results 

The three practices have been live on an EHR an 

average of 47 months. Overall 45% (n=13,538) of 

patients had their PHR activated (i.e. patient portal is 

activated by the practice for that particular patient), 

suggesting that a tablet-based kiosk platform could 

provide a unique approach to engage patients and 

caregivers in their health care. Practices identified 

educational websites of interest including  

 

 

 

 

MedlinePlus and DOHMH health-related content for 

chronic disease management/prevention. As of 

February 2013, all three sites have two kiosks each in 

use. Google Analytics logs show some initial PHR 

portal usage and have identified new health topics of 

interest such as Teen Health. 

 

Table 1. Practice Characteristics 

Characteristics    Overall 

PHR Enabled patients  n (%)     13, 538 (45%) 

Months Live  (Mean)   47 

 

Conclusion 

Lessons from the pilot continue to inform how 

DOHMH will deploy the rest of its PHR kiosks to 

100+ practices.  
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Abstract 
In this paper, we use citation analysis to investigate three questions related to the coverage of ethical issues in the 
biomedical informatics literature: (1) the prevalence of ethics publications in biomedical informatics journals, (2) 
the prevalence of direct citations between biomedical informatics ethics papers and the bioethics literature, and (3) 
co-citation patterns between biomedical informatics and bioethics journals.    
Introduction 
Of the seven biomedical informatics publication venues analyzed in this study, four explicitly invite submissions on 
ethical issues.  In this paper, we examine the prevalence of ethics related biomedical informatics publications 
between 2005 and 2012.  A further goal of our  study is to investigate the extent to which biomedical informatics 
draws on relevant work from the bioethics research community in addressing ethically-relevant biomedical 
informatics research problems.  
Methods 
Prevalence of ethics publications in biomedical informatics journals:  In consultation with a biomedical librarian, we 
used Medline to search seven biomedical informatics journals from 2005-2012 for publications assigned the MeSH 
term Ethics (including all terms beneath Ethics in the MeSH hierarchy).  The journals were J Med Internet Res, J 
Am Med Inform Assoc, Int J Med Inform, J Biomed Inform, Methods of Inf in Med, BMC Med Inform Dec Mak, and 
AMIA Annu Symp Proc.  
Prevalence of direct citations between biomedical informatics ethics papers and bioethics journals:  For each 
biomedical informatics ethics paper, we manually counted citations to bioethics journals. 
Co-citation patterns between biomedical informatics and bioethics journals:  Using Web of Science, we identified all 
papers published by six biomedical informatics journals (listed above, excluding AMIA Annu Symp Proc) and  six 
bioethics journals (Am J Bioethics, J Med Ethics, Nursing Ethics, Bioethics, Hastings Center Rep, J Med & Phil) 
from 2008 to 2012, resulting in 3023 biomedical informatics references and 4053 bioethics references.  We then 
performed journal co-citation similarity analysis1 – i.e. the frequency with which two journals are cited together – in 
order to determine journal similarity using the VOSviewer (www.vosviewer.com) citation analysis tool.  
Results & Conclusion 
Between 2005 and 2012, 33 papers with the MeSH term Ethics were published in the 7 biomedical informatics 
journals listed above (see Figure 1).  Of these 33 ethics papers, only four cited papers from bioethics journals (e.g. 
Nursing Ethics, Kennedy Institute of Ethics Journal).  Figure 2 shows the results of our journal co-citation analysis.  
Font size indicates frequency of citation (e.g. JAMIA is most frequently cited), while co-citation similarity is 
indicated by distance between journal names.  The distance between the bioethics cluster and the biomedical 
informatics cluster indicates a low frequency of co-citation.   

 
Figure 1:  Informatics journals with “Ethics” MeSH term              Figure 2:  Informatics & bioethics journal co-citation map 
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Abstract 

Enormous investment has gone toward encouraging health IT adoption, but many healthcare professionals remain 
ambivalent. To assess their needs, researchers at Georgia Tech conducted interviews, an online survey, and a 
literature review. Providers, clinicians, office managers and hospital CIOs were included in the study. We share our 
findings, which were supported by the Georgia Department of Community Health (DCH) Office of Health 
Information Technology to inform and support meaningful use and health information exchange initiatives. 

Introduction and Methods 

In the spring and summer of 2012, the Georgia Department of Community Health (DCH) partnered with Georgia 
Tech’s Institute for People and Technology to conduct research and gather community input on the goals, 
motivations, and concerns of Georgia healthcare professionals regarding health information technology, with a focus 
on meaningful use and health information exchange. Research consisted of three complimentary efforts: interviews, 
an online survey, and a literature review. Semi-structured interviews were conducted in person and by phone with 
over 40 providers, clinicians, office managers and hospital CIOs representing a variety of demographics (e.g., age, 
practice/hospital size, geographic location, community size). The online survey of Georgia physicians received 123 
responses; questions gathered data on demographics, usage, satisfaction, evaluation criteria, and perceived benefits 
of health information technology (IT). The literature review identified best practices in health IT and ways that 
lessons learned from the banking, tax, and travel industries can be applied to healthcare from 88 peer-reviewed 
papers and industry articles. All research was conducted in compliance with Georgia Tech’s Institutional Review 
Board (IRB) protocol; interviews and survey responses were anonymous. 

Findings 

The online survey found that fewer years of experience, larger organizations, and higher levels of technology 
adoption correlate to more positive views on health IT. Inversely, more years of experience, smaller organizations, 
and lower levels of technology adoption correlate to more negative views on health IT.  

Both the survey and the interviews reflected a Kano model of customer satisfaction, which identifies three types of 
product attributes: basic attributes, which are taken for granted; performance attributes, which have a direct 
correlation between quality and customer satisfaction; and delight attributes, which are not expected but provide 
satisfaction when achieved fully. In the context of electronic health records, basic attributes include privacy, 
security, reliability, open standards, and support for Meaningful Use attestation; performance attributes include 
workflow, ease of use, cost, and integration with other care settings; and delight attributes include ubiquitous access 
and unexpected time-saves such as smart filters and short codes. 

Interviews were synthesized into Personas – detailed portraits of fictional characters representing the real viewpoints 
expressed by participants. Six personas were developed: Devoted Diane, a tech-tolerant primary care physician at a 
three-physician independent practice; Efficient Eric, a tech-savvy pediatrician at a large multi-specialty clinic; 
Hands-on Henry, an operations-driven CIO of a small rural hospital, Strategic Steve, a future-oriented CIO of a 
large urban hospital; Practical Paula, a systematic office manager at a small practice considering adopting an EHR, 
and Caring Kendra, a service-oriented nurse at a health-system-owned urgent care center. The activities and attitudes 
of Georgia healthcare providers documented in the Personas help readers put themselves “in the shoes” of research 
participants, which in turn facilitates better collaboration and decision-making.  

Conclusion and Acknowledgements 

Many obstacles remain between the promise of health information technology and the realities of today. This 
research provides an opportunity for Georgia DCH to overcome those obstacles through policy, investment, and 
engagement by incorporating the “voice of the customer.” The Georgia Department of Community Health sponsored 
this work with funds provided by the Office of the National Coordinator for Health Information Technology. 
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Background: 
Web-based patient portals offer patients a view of their medical record and the opportunity for secure 
messaging with physicians. Asynchronous communication such as secure messaging outside of visits may 
be more preferable and efficient to phone calls, and is a component of Meaningful Use. Few data are 
available as to whether these messages are actually read by the recipient. We sought to examine unread 
messages in a mature patient portal to understand their prevalence and factors associated with having 
unread messages. 
 
Methods 
After allowing for a four-year equilibration period, we analyzed messages between attending physicians 
and patients between 2005 and 2010. Messages from patients that were automatically forwarded within a 
practice were considered read once opened by any staff member. For 2010, we developed logistic 
regression models after clustering by patient to predict a message being unread by a patient after adjusting 
for race, age, sex, time of day the message was sent, socioeconomic status, sender’s department, and 
enrollment year. Income was imputed from census block level data.  
 
Results 
In 2010, 8.6% of patient messages were unread by the recipient physician, and 15.5% of physician 
messages were unread by the recipient patient. Thirty percent of patients who received a message from 
their doctor in 2010 had at least one unread message. In regression, men had a lower odds of having 
unread messages (OR 0.87, 95%CI 0.81-0.93, p <0.01). Black patients were less likely to have unread 
messages compared to white patients (OR 0.76, 0.59-0.99, 
p=0.04), and Hispanic patients had the same trend (OR 
0.75, 0.55-1.02, p=0.07). Lower income correlated with 
fewer unread messages across all comparisons (lowest 
quartile to highest quartile OR 0.62; 0.56-0.69, p<0.01). 
Messages sent during regular business hours were less 
likely to be read (OR 0.78, 0.76-0.79 p<0.01). Physicians 
were less likely to read messages sent by patients outside of 
business hours (relative risk 1.11 95%CI 1.07-1.16), and 
differences were seen across departments.  

 
Conclusion 
In a mature patient portal, unread messages are alarmingly prevalent.  These data suggest that physicians 
and patients should discuss their communication preferences before engaging in messaging, and that 
messages should be built into routine workflow for clinicians. After adjustment, minority status and lower 
income were associated with having fewer unread messages. This analysis suggests that of those patients 
who enroll in a patient portal, secure messaging may be able to reach more historically underserved 
patients. Further work to characterize the unread messages and reasons for lack of follow-up may shed 
light on this important communication failure. 
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Introduction and Background 

Next generation sequencing (NGS) technologies provide the potential for developing high-

throughput and low-cost platforms for clinical diagnostics.  A primary limiting factor to clinical 

applications of genomic NGS is downstream bioinformatics analysis.  Furthermore, most 

systems do not connect genomic variants to disease and protein specific information during the 

initial filtering and selection of relevant variants. A robust bioinformatics methodology for 

downstream analysis and functional annotation of variants is being constructed, leveraging the 

Protein Information Resources (PIR) and other publicly available resources.  Our downstream 

annotation and analysis of variants will provide clinicians with a user-friendly approach for 

analyzing genomic variants as they relate to the diseased phenotype.    

Methods 

Robust bioinformatics pipelines were implemented for trimming, genome alignment, and SNP or 

INDEL detection of whole genome or exon-capture sequencing data from Illumina.  Quality 

control metrics were analyzed at each step of the pipeline to ensure data integrity for clinical 

applications.  We further annotate the variants with statistics regarding the diseased population 

and variant impact.  Custom algorithms were developed to analyze the variant data by filtering 

variants based upon criteria such as quality of variant, inheritance pattern (e.g. dominant, 

recessive, X-linked), and impact of variant.  The resulting variants and their associated genes are 

linked to UCSC Genome Browser in a genome context, and to the PIR iProXpress system for 

rich protein and disease information.  The web-based iProXpress provides tools for functional 

profiling, such as pathway and GO enrichment analysis, and allows for custom display of 

selected fields from more than 150 underlying databases, such as OMIM disease information. 

Results 

Our recent analysis of inherited variants from a specific diseased population resulted in more 

than 600,000 variants, of these ~10% were classified as altering protein coding genes (excluding 

synonymous changes).  By applying our system of annotations, prioritizations, inheritance filters, 

and functional profiling and analysis, we have created a unique methodology for further filtering 

of disease relevant variants that impact protein coding genes.  After applying filters for high 

impact variants, or dominant variants inherited from parents, we obtained a more focused list, 

containing less than 100 variants.  To analyze larger variant lists (e.g. high and moderate impact) 

the pathway/GO enrichment tools were utilized for a systems biology analysis.  Taken together, 

the integrative approach allows better selection of disease relevant genomic variants by using 

both genomic and disease/protein centric information.                     

Discussion and Conclusion 

Whole genome sequencing generates massive amounts of data that even when processed can be 

difficult for clinicians and biomedical scientists to analyze and apply appropriately in the 

medical health field.  Rigorous bioinformatics methodologies are required to analyze the data 

with appropriate statistical methods that will ultimately link the genetic data to the diseased 

phenotype.  Our innovated annotation of variants allows a thorough analysis of clinical variants 

and their relationship to the diseased phenotype.  This type of clustering approach can help end-

users better understand the association of variants to the disease phenotype, enabling application 

to personalized medicine approaches.        
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Abstract 

We utilized a semantic natural language processing approach to extract adverse drug event information from FDA 

black box warnings. Overall performance was 90% precision, 51% recall, and 0.65 F-Score. Information extracted 

can be stored in a structured format and may be useful to support clinical decision support systems. 

Introduction 

Each year, there are two million injuries, hospitalizations, and deaths from adverse drug events (ADE.) FDA 

package insert labels (in particular black box warnings) provide valuable drug information on ADEs such as drug 

indication, drug reactions, susceptible population, and conditions at risk. However, their free-text format presents a 

challenge to automated access. Studies have attempted to extract ADE information from package-insert labels using 

both statistical data mining techniques and natural language processing [1, 2]. The scope of these studies is limited 

in that the focus is only on extraction of the actual drug reaction, but not other valuable ADE information. 

In this paper, we test the feasibility of using SemRep [3] as a general method to extract ADE information from FDA 

black box warnings labels, to include drug reactions, conditions at risk, and susceptible populations. 

Methods 

We randomly selected 2,000 Package Insert Labels from the DailyMed Web site, 900 of which had black box 

warnings. Rules were developed and applied to the output of SemRep (semantic relations) to extract drug reactions, 

conditions (diseases) at risk, and susceptible populations. Rules were applied as follows: 

To identify drug reactions, we use objects of SemRep predicates “CAUSES” or “PREDISPOSES”. For example, in 

“Lactic acidosis is a metabolic complication due to metformin,” the predication extracted is “Metformin CAUSES 

Acidosis, Lactic.” “Acidosis, Lactic” is retained as a drug reaction. To identify conditions at risk, we use subjects of 

PROCESS_OF. For example, in “Patients with cardiovascular disease may be at greater risk of thrombotic events” 

the predication extracted was “Cardiovascular Disease PROCESS_OF Patients.” “Cardiovascular Disease” is 

retained as the condition at risk. To identify susceptible populations, we use the object of PROCESS_OF. For 

example, the predication “Acidosis, Lactic PROCESS_OF Pregnant Women” was extracted from the sentence 

“Fatal lactic acidosis has been reported in pregnant women.” “Pregnant Women” is retained as susceptible 

population. 100 labels were manually annotated (AC) to create a gold standard. SemRep output followed by the 

rules was compared to the gold standard. Precision, recall, and F-Score were calculated. 

Results 

Preliminary results showed that for drug reactions (N= 317), precision was 94%, with 52% recall, and 0.67 F-Score. 

For condition at risk (N=84), precision was 80%, with recall of 53%, and 0.64 F-Score. For susceptible populations 

(N=83), precision was 95%, with recall 44%, and 0.61 F-Score. 

Conclusion 

We used SemRep as a novel tool to extract ADE information from black box warnings. Preliminary results were 

promising. The low recall was mostly due to anaphora and inferencing. With some enhancement SemRep can be 

used to create a structured resource of drug information that could support clinical decision support systems. 
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Abstract 
 
We used a standard automated dictionary look-up system to map the National Poison Data System (NPDS) data 
elements to the LOINC (Logical Observation Identifiers Names and Codes) terms listed in the UMLS (Unified 
Medical Language System) Metathesaurus, 2012ab release. After manual validation, fewer than half of the NPDS 
variables (40%) mapped to a LOINC code with associated UMLS concept. To achieve semantic interoperability for 
supporting continuity of individual patient care, U.S. poison control centers may need to adopt standardized clinical 
terminologies. 
 
Introduction 
 
All U.S. poison control centers submit data describing reported human poison exposures to a nationwide 
surveillance system, the National Poison Data System (NPDS). 1 Intended for surveillance, the data is also 
potentially useful in communicating with health care providers about individual patients. The purpose of this study 
was to conduct an automated mapping of NPDS data elements to the LOINC terms listed in the UMLS 
Metathesaurus, in order to determine the extent to which NPDS data elements can be mapped, or translated, to this 
widely used standardized clinical terminology. 2 
 
Methods 
We used a standard automated dictionary look-up tool to match the National Poison Data System (NPDS) data 
elements to the UMLS (Unified Medical Language System) Metathesaurus. We manually extracted the names of the 
47 NPDS variables and their possible values from a .pdf coding manual. Each of the terms was queried against the 
UMLS 2012ab metathesaurus, with the source attribution restricted to LOINC. This means the term appears in the 
LOINC vocabulary. Each query returned the “concept unique identifier” (CUI) for the matched term, the string 
associated with the CUI, whether that is the preferred name, its LOINC code and its semantic type. Lists were 
returned for full and partial matches. No disambiguation was done so terms could match to more than one concept. 
Partial matches could match any word in the term and were restricted to only the first 10 matches, to limit the 
burden of review. The research team validated the mapping at the variable level by manually reviewing results. 
 
Results 
Automated mapping of terms resulted in 252 full, 6083 partial, and 2 unmatched terms. Upon manual validation, 
40% of NPDS attributes (19/47) mapped to a LOINC code and associated UMLS concept.  Manual validation of 
attribute-values is in progress, but necessary to identify invalid full and partial matches. 
 
Discussion/Conclusions These results are preliminary, pending validation by domain experts. NPDS variables 
represent concepts highly specific to poison control operations and surveillance and appear to be pre-coordinated in 
a way that complicates mapping from NPDS to LOINC. For example, a single NPDS code indicates that a treatment 
was both recommended by the poison control center and administered by a health care provider in an emergency 
department. However, it may be feasible to construct NPDS data elements from clinical data structured using more 
atomic clinical terminologies. To achieve semantic interoperability for supporting continuity of individual patient 
care, U.S. poison control centers may need to adopt standardized terminologies optimized for clinical settings.   
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Abstract:  As part of national initiatives to translate genome-tailored care to clinical practice, many academic 
medical centers and integrated health systems are establishing pharmacogenomic programs. Evaluating the success 
of these implementations is challenged by time-dependent changes to the program, including iterative changes to the 
underlying clinical information systems, external regulatory and market events, and rapid changes to the evidence 
base. We present an automated method to assemble genomic and clinical data in order to visualize the impact of the 
Vanderbilt pharmacogenomics implementation on clinical care. Our method uses an advanced set of rules applied to 
electronic health record (EHR) data collected over a two and a half year period for two classes of drugs, using a 
commercial graphing package. We anticipate our method will offer timely feedback regarding the clinical response to 
new pharmacogenomic interventions to the technical and clinical leadership and staff.  
 
Background:  The breadth and complexity of genetic data require automated methods to rapidly identify changing 
patterns of care in response to the release of genomic data in electronic health records. We present a visualization tool 
for the clinical response surrounding the implementation of the Pharmacogenomic Resource for Enhanced Decisions 
in Care and Treatment (PREDICT) program for two classes of medications: clopidogrel and simvastatin.  
Methods:  We created a graphical dashboard to display the impact of genetic information on prescribing practices for 
patients with genetic variants for the CYP2C19 and SLCO1B1 genes exposed to clopidogrel and simvastatin 
respectively. For the graphical component we used a commercial package with capabilities to integrate real-time data 
and publish to the web. The underlying clinical data consists of genotype (11,817 patients tested as of March 2013), 
administrative diagnostic and procedure codes, and coded medication mentions from multiple sources (outpatient 
prescription writer, preadmission medication list, patient summary services, and inpatient orders). The two classes of 
medications shown are grouped by the intended indication: antiplatelet therapy used following placement of a 
coronary stent, and statin selection used to treat hyperlipidemia and vascular disease. For the clopidogrel view, which 
is entirely post-implementation, the dashboard compares clopidogrel with alternative thienopyridine medication 
orders (prasugrel and ticagrelor).  The simvastatin view encompasses time periods pre and post the January 2012 
implementation with data being stratified into five categories in order of ascending myopathy risk within the 
SLCO1B1 variant population: alternative statin, simvastatin <40 mg, simvastatin >=40 mg, simvastatin 80 mg.)  

 
Results: The dashboard suggests an increase in the use of clopidogrel alternatives despite by the small volume of 
CYP2C19 variants. A decrease in simvastatin 80 mg is observed in response to the June 2011 FDA notice recommending 
against use of this dose, with further reductions in the 40 mg and 80 mg doses in response to the January 2012 release of 
the genetic risk information in the EHR. Overall, prescriptions within these drug classes trend towards use of safer 
alternative medications, although these trends are not statistically analyzed as part of the visualization tool. 
Conclusion:  A visualization tool to track the clinical response to release of drug-gene interactions(DGI) in the electronic 
health record is a promising approach to rapidly assessing the success of a translational pharmacogenomics program. 
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Abstract 

Patient registries remove barriers to performing research by assembling patient cohorts and data in a systematic, 
efficient, and proactive manner. Consequently, registries are a valuable strategy for facilitating research and 
scientific discovery. Registries for rare diseases are arguably even more valuable since there is difficulty in 
assembling cohorts of adequate size for study. Recently, the NIH Office of Rare Diseases Research created a rare 
disease registry Standard to facilitate research across multiple registries. We implemented the Standard for the 
Oculopharyngeal Muscular Dystrophy patient registry created at the University of New Mexico Health Sciences 
Center. We performed a data element analysis for each Common Data Element defined in the Standard. Problems 
included the use of previous HL7 versions, non-structured data types, and a recent update to the Standard. Overall, 
the Standard is an excellent first step toward standardizing patient registries to facilitate work on broader questions 
and promote novel interdisciplinary collaborations. 

Introduction 

A rare disease is defined as one that afflicts less than 200,000 people in the United States at any given time.1  

Individually rare diseases do not affect a large proportion of the overall population, however collectively they afflict 

millions of Americans. The total number of people with a rare disease (25-30 million) is equivalent to the number of 

people diagnosed with asthma.
2
 The geographic dispersion of a relatively small number of patients with rare 

diseases leads to many unique and complicated issues that are exclusive to these groups.  This includes the 

difficulties in finding providers with the appropriate knowledge of the disease, safe and effective treatments, as well 

as funding to conduct investigations into the natural history, genetics and pharmacological treatments.
1, 3, 4

 Even 

though a rare disease affects no more than 200,000 individuals many of them share similar symptoms and 

treatments. Therefore, a critical component of advancing rare disease research centers on the establishment of 

disease registries and associated data.  

The creation of patient registries is a tried and true research methodology for studying patients with a common 

illness or set of characteristics. Registries collect data on cohorts of patients with a disease, illness, procedure or 

exposure.
5, 6

 As such, they contain information on the participants, their disease, treatments and willingness to 

participate in future research. Registries can be used to determine the natural history of disease, effectiveness of 

treatments, monitor safety, improve quality and provide cohorts for future research.6-8 This is of extreme importance 

for diseases or conditions that are rare and therefore have afflicted individuals spread out over large regions at low 

density. Registries perform the time intensive aspect of forming a cohort of subjects and organizing the associated 

data. This proactively reduces the overall burden for each new research endeavor. The work of assembling the 

cohort is conducted in a centralized and systematic way that leverages economies of scale to make the cohort’s data 

available to many investigators in perpetuity.   Registries for rare diseases are even more valuable as the burden of 

amassing a cohort for rare disease research is significant.  As such, a registry of registries, composed of the 

aggregated registries of all rare diseases would increase future cohort sizes and allow research not yet before 

possible.
3, 9, 10

 

Registries usually contain information detailing a patient’s demographic information, medical history, family 

history, willingness to participate in research and disease specific information.  Patient disease registries help to 

elucidate patients for future trials, provide quality assessments and improve care for patients.
3, 7

 Standards within 

and between registries would allow aggregation of data as well as possible association with information contained in 

Electronic Health Records.
11

 Standards include the data elements and the terminology standards to encode them. 
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Multiple terminology standards have been applied to registries, such as those from the International Standards 

Organizations (ISO), SNOMED-CT, LOINC, RxNORM, and the Office of Management and Budget (OMB) for 

race and ethnicity.
7, 12, 13

 A key issue with registries is a lack of, or continually changing, standards for data 

collection; hence some organizations have focused primarily on collecting contact information to facilitate 

recruitment for future research trials.
8
 

In response to the particular challenges of studying rare diseases, the NIH established the Office of Rare Diseases 

Research (ORDR) in 2002. The ORDR serves to fund and encourage research involving rare diseases, establish 

natural histories, and create a Standard of common elements to facilitate data gathering and sharing
1
. The Global 

Rare Diseases Patient Registry and Data Repository (GRDR) was launched by the ORDR to enable research over 

multiple sites and increase participation in clinical trials. The GRDR’s goal is to help investigators, patients, and 

advocacy groups by creating a Standard for a data repository of de-identified aggregate data from all rare diseases 

registries. The data repository will be available, after completion of a pilot study, to investigators for further research 

and provide a standardized repository housed at the ORDR. 

In 2010, the ORDR convened a workshop, “Advancing Rare Disease Research,” for the institutes and agencies 

participating in the pilot project to compare notes and make recommendations to the developing Standard.   The 

attendees noted that having a standard for the entry of registry data would assist, and in some cases enable, 

organizations to take part in the process of aggregating rare disease data. Additional recommendations included:  

• Standardizing registry questions 

• Finding common ground across registries 

• Developing a minimum common registry model 

• Creating a common repository 

• Developing a method for sharing information between registries and the data repository.
14

 

A Common Data Elements Steering Committee was created to define the Common Data Elements (CDEs) of the 

Standard to capture the minimum amount of information needed to best support clinical research on rare diseases. 

The committee subdivided the information into 10 categories (see Table 1), and within each category, elements were 

further subdivided into required or optional categories.
15

 

Table 1. Categories for the Standard’s Common Data Elements. 

 

 

The GRDR developed 10 steps for the eventual deposition of de-identified aggregate data into the master repository. 

Through this process they aim to populate the master repository from all rare disease registries that conform to the 

Standard: 

1. GRDR determine and publish the Standard’s CDEs along with the referenced standards used to define each 

data element. 

2. Registry owners will map their registry’s data elements to the Standard’s CDEs and determine equivalence 

or modifications that are needed. 

3. Registry owners will submit their data element mapping to the GRDR. 

Categories 

• Current contact information 

• Socio-demographic 

• Diagnosis 

• Family history 

• Birth and reproductive history 

• Anthropometrics 

• Patient reported outcome 

• Medication and devices 

• Clinical research and participation 

• Contact/communication preferences 
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4. The GRDR review and approve the suggested mapping or provide feedback to help the registry fix 

mapping issues. 

5. The registry owners will write any transformation code that is needed to make all of the registry’s data into 

the form defined by the Standard’s CDEs. 

6. The data from the registry is extracted and transformed. 

7. The GRDR loads the registry’s data into their holding system. 

8. The GRDR assesses the quality of the data. 

9. The GRDR determines if the registry’s data will be accepted or work with the registry’s organization to fix 

problems identified. 

10. The GRDR transfers the data to the repository in perpetuity.
15

 

The pilot study began in 2012, with the selection of 24 rare disease organizations -- 12 with existing registries and 

12 without. The organizations without a registry are being funded to create their registries using the registry 

Standard.   Organizations with existing registries containing their existing and proprietary data standards will 

determine how well their existing data maps to the new Standard and specifically how the proprietary data elements 

map to the Standard’s CDEs. The ORDR will use the results of this pilot program to improve the design of the 

Standard.
4
  

To date there have been two versions of the Standard’s CDEs released. The second and most recent version released 

on December 30, 2012, included changes to the number of data elements and to other external data standards 

referenced in many of the CDEs’ definitions. An example of an optional Common Data Element in version 2 is 

‘Nationality.’ This data element documents the country in which a person or their family was previously resident. 

The response is defined using the external terminology standard ISO (International Organization for Standardization 

3166-1-alpha-2 code). The first version of the Standard’s CDEs is heavily weighted toward use of HL7 v2.3.1, and 

the second version includes the use of other terminology standards, such as SNOMED and LOINC.
15

 

Background 

Oculopharyngeal muscular dystrophy (OPMD) is a late-onset, progressive, hereditary muscle disease that leads to 

severe inability to swallow, weakness of the eyelid muscles, and limb muscle weakness
16

. There is currently no cure 

for OPMD; symptom management consists of surgical procedures on the eyelids and pharyngeal muscles to correct 

ptosis and reduce swallowing difficulties, respectively. While OPMD is a rare disease worldwide, the highest 

prevalence of OPMD in the Unites States occurs among Hispanic New Mexicans due to a founder effect.
17

  Since 

the year 2000, nearly two hundred Hispanic New Mexicans with OPMD have been seen in the dedicated OPMD 

clinic at the University of New Mexico. OPMD typically comes to medical attention in the fifth decade of life. 

Previous studies have determined the point prevalence of signs and symptoms of OPMD in small cross-sectional 

samples.
18-20

 There is a dearth of prospective, longitudinal data on disease progression. Thus, the detailed natural 

history of OPMD needs elucidation.  

Two of the authors (SY, PK) received pilot funding in 2012 to create an OPMD registry. The project was approved 

by the University of New Mexico’s Human Research Protections Office (Protocol number: 12-245). Participants are 

recruited through the OPMD clinic, word of mouth, and a new website about the registry 

(http://som.unm.edu/programs/opmd/index.html). Individuals must have OPMD or be related to someone with 

OPMD, provide consent, and complete a questionnaire to be included in the registry. Participants agree to be 

contacted yearly to update their contact and health information. Currently the questionnaire consists of 57 questions 

and 190 recorded elements. The selected elements are from multiple validated and/or field-tested sources (see Table 

2).  To date, 49 participants with OPMD have enrolled in the registry. 
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Table 2. Data Elements included in the OPMD registry 

Source of data element  Number of data elements  

• NIH Office of Rare Diseases Research Standard’s CDEs  • V.1: 47,   V.2: 42 

• Swallowing Quality of Life outcomes tool
21

  • 45 

• Neuro-QOL Lower Extremity Function Item Bank  • 8 

• PROMIS Physical Function Item Bank  • 3 

• International Statistical Classification of Diseases codes  • 6 

• Current Procedural Terminology codes  • 6 

• U. of Rochester Myotonic Dystrophy and FSHD Registry  • 5 

• Rare Diseases Clinical Research Network Contact Registry  • 1 

• Sydney Swallow Questionnaire
22

  • 1 

 

Methods 

Versions 1 and 2 of the Standard’s CDEs reference Health Level 7 (HL7) v2.3.1 unless v2.5 was specifically 

noted.
15

 A list of the 47 OPMD registry fields mapped to version 1 of the Standard’s CDEs, and 42 mapped to 

version 2. An itemized list of differences between the versions was created by matching data element to data 

element of the Standard’s CDEs. 

One author (SD) performed a systematic and detailed data element analysis on both versions of the Standard’s CDEs 

and their referenced terminology standards. Each element used within the OPMD registry was mapped to the 

Standard’s CDEs and their referenced terminology standards. Any issues related to the mapping of the OPMD 

registry’s data elements or with the referenced terminology standard were recorded in detail. This process resulted in 

a list of the OPMD registry field, the Standard’s Common Data Element number, the terminology standard 

referenced and the issues identified as being relevant to the mapping/association. 

Results 

To differing degrees, both versions of the Standard’s CDEs reference Health Level 7 (HL7) v2.3.1. In version 1 of 

the Standard’s CDEs, 37 of the 77 elements reference HL7 (with 2 representing HL7 v2.5). In version 2, only 11 of 

the 75 elements use HL7 v.2.3.1. With the update of the Standard’s CDEs there is also an inclusion of LOINC and 

SNOMED-CT terminology standards as well as the removal of most HL7 data types and tables. Another change is 

the alteration of certain elements. For example, date of birth was recorded in version 1 but in version 2, only year of 

birth is recorded. A distinct and important change between the versions is both the elimination of some and the 

addition of new CDEs to the Standard. See Table 3 for a complete and detailed summary of the changes between the 

two versions. 

Table 3. Summary of the differences between the Standard’s CDEs and their referenced terminology standards, 

Versions 1 and 2 

CDEs Version 1 CDEs Version 2 

• 35/77 elements reference HL7 v2.3.1 • 11/75 elements reference HL7 v2.3.1 

• 2/77 elements reference HL7 v2.5 • 0 elements reference HL7 v2.5 

• 5 HL7 data types used • 3 HL7 data types used 

• HL7 tables referenced • 1 HL7 table referenced for 1 CDE 

• LOINC not referenced • LOINC referenced 

• SNOMED-CT not referenced • SNOMED-CT referenced 

• Date of birth  • Year of birth  

• Date of death  • Year of death  

• 5 digit zip code • First 3 digits of zip code 

  

272



Table 3. Continued  

CDEs Version 1 CDEs Version 2 

• Contact person  is required •  Contact person  not included 

• Specific date of diagnosis and 1
st
 symptom are 

required  

• Specific date of diagnosis and 1
st
  symptom are not 

included 

• Sex is includes genetic and social sex, both required • Sex is a single element, required 

• HL7 table 0163 for yes/no relationships • LOINC yes/no/refused/don’t know or LOINC yes/no 

• HL7 table 0063 for relationships • LOINC relationships 

• OMB race categories • LOINC extended race 

• OMB ethnicity categories • LOINC ethnicity 

• AHRQ-modified for insurance type element • LOINC insurance 

• ACS Questionnaire and US Census for educational 

attainment element >18 

• LOINC level of education 

• ACS Questionnaire and US Census for educational 

attainment element <18 

• Unreferenced list 

• US Census for family income element • Not referenced, but identical income groupings 

• Age at onset and 1
st
 symptom uses HL7 TQ1 

segment 

• Age at onset has age in years with specified categories 

• Rare disease diagnosis ORDR controlled vocabulary • SNOMED-CT 
 
 

Depending on the version implemented, the number of the ORDR Standard’s CDEs used in the OPMD registry 

varies. Forty-seven of the 190 elements in the OPMD registry elements mapped to the Standard’s CDEs in version 

1. Seven of these mapped elements required modifications of the referenced terminology standards responses. In 

version 2, the total number of the data elements in the OPMD registry that mapped to the Standard decreased from 

47 to 42.  Ten of these mapped data elements required modified for the OPMD registry. The most important results 

of the data element analysis for version 1 are listed in Table 4 and a more detailed list of issues for version 2 in 

Table 5.  A full detailed list for version 2 is available online at http://hdl.handle.net/1928/22765. 

Table 4. A Short list of the Standard’s Common Data Element analysis for Version 1 

Common Data Element  Terminology Standard Comments 

• Full name of patient and contact 

(first, middle initial, last) 

• HL7 ST data type (one for 

each) 

• HL7 data type for name exists: 

XPN 

• Telephone number • HL7 TN data type • Data type has been deprecated, 

current data type:  XTN 

• Street address, city of patient and 

contact 

• HL7 ST data type (one for 

each) 

• HL7 data type for address exists: 

XAD 

• Sex 

 

• Biological: ISCN 2009 

Societal: HL7table 0001 

• Individuals will most likely not 

know their chromosomal sex 

 

Table 5. A Subset of the Standard’s Common Data Element analysis for Version 2 

Common Data Element Terminology Standard Comments 

• Full name of patient and 

contact (first, middle 

initial, last) 

• HL7 ST data type (one for 

each) 

• HL7 data type for name exists: XPN 

• Telephone number • HL7 TN data type • Data type has been deprecated, current data type:  

XTN 

• Street address, city of 

patient and contact 

• HL7 ST data type (one for 

each) 

• HL7 data type for address exists: XAD 

• Sex • LOINC/NAACCR 

extended sex 

• Corrected previous version by combining into one 

element 
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Table 5. Continued   

Common Data Element Terminology Standard Comments 

• Race • LOINC Extended Race • Most studies continue to use the OMB categories 

from the US Census 

• Categories include general race categories and a 

further break down of categories within those 

• Ethnicity • LOINC Ethnicity • Most studies continue to use the OMB categories 

from the US Census 

• Referenced responses include general ethnicity 

categories and a further break down of categories 

within those 

• Contact • Previously HL7 data 

types 

• Removed in Version 2, data collected by many 

registries 

• Consent • LOINC  • Reference links to the LOINC code 67791-4, which 

refers to the specific question “Does the patient take 

any medications” 

• Trial code, may change 

• Registrar • LOINC • Reference links to the LOINC code 67791-4, which 

refers to the specific question “Does the patient take 

any medications?” 

• Trial code, may change 

• Record of Self 

Completion 

• LOINC • Reference links to the LOINC code 63513-6, which 

refers to the specific question “Are you covered by 

health insurance or some other kind of health care 

plan?” 

• Trial code, may change 

• Vital Status • LOINC • Reference links to the LOINC code 63513-6, which 

refers to the specific question “Are you covered by 

health insurance or some other kind of health care 

plan?” 

• Trial code, may change 

• Nationality • ISO 3166 1alpha-2 code • Link within the Standard’s CDEs links to ISO 3166 

3-code 

• Version not noted. Terminology Standard update 2-

5 times a year  

• Educational Attainment • LOINC level of education • Trial code, may change 

• Modifies terminology standard to omit response 

option 

• Patient Reported 

Outcome Section 

• PROMIS • PROMIS referenced in LOINC using different 

response categories 

 

Discussion 

The OPMD registry housed at the University of New Mexico implemented the ORDR’s Standard. We aim to 

include data from the OPMD registry in the GRDR de-identified aggregate data from all rare disease registries. To 

achieve this aim, the authors originally created the OPMD registry questionnaire to conform to the Standard version 

1. In doing so, we determined that there were modifications needed, issues with terminology standards, and use of 

deprecated HL7 data types to our original registry design.  

Using version 1 of the Standard, the OPMD registry modified 7 of the 47 CDE terminology standard responses to 

better conform with the requirements specific to the OPMD domain.  The reasons for modifications varied 
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depending on the Standard CDE. For example, the element ‘sex’ was divided into two required fields: ‘biological 

sex’ and ‘societal sex.’ We felt that the participants would be confused by the inclusion of genotypes under 

biological sex. Therefore, we deleted the biological sex CDE and only used the societal sex element. Furthermore, 

due to the age and background of the participants, the investigators chose to include only male and female with the 

option of writing in an answer under ‘other.’ Another notable modification was to the CDE of ‘Age when first 

symptom observed.’ The field was broken down into 4 specific diagnostic symptoms, each with a section for 

recording age. This was decided because patients may not know which symptoms were related to the OPMD 

diagnosis. 

In version 2, the OPMD registry required modification of 10 of the 42 CDEs and referenced terminology standards 

to better align with the requirements specific to the OPMD domain.  The increased number of modified OPMD data 

elements from version 2 of the Standard is partly due to the creation of the OPMD questionnaire from version 1’s 

CDEs and referenced terminology standards. The OPMD questionnaire will soon be updated to reflect the changes 

that occurred with version 2. The changes between version 1 and 2 were significant, requiring modifications to much 

of the data stored in the OPMD registry.  Most importantly, there are dramatic changes in the terminology standards 

referenced in the CDEs and therefore the responses possible on the OPMD registry questionnaire. In other words, 

there are significant changes to the data gathering process with the implementation of version 2. For example, all but 

one of the referenced HL7 tables used in version 1 was eliminated and most were replaced by LOINC vocabulary. 

Date fields relating to birth and death were altered to record only the year rather than the specific date. Zip codes 

were also altered to store only the first three digits rather than the full number. The date and zip code changes can 

easily be transformed when OPMD data is uploaded into the ORDR’s data repository of rare disease registries. 

However, the change in terminology standards in elements such as race and ethnicity will require changes to the 

OPMD registry database. For instance, most investigators record a participant’s ethnicity using the Office of 

Management Budget (OMB) standard which only includes “Hispanic” or “Not Hispanic.” The use of the LOINC 

ethnicity standard specifies 9 categories, most of which are usually subsumed into ‘Hispanic’ in the OMB standard. 

As a result, if an investigator is only recording ‘Hispanic’ in a database, there is no way to map it correctly to the 

subdivided 9 LOINC categories. This may create a problem with the global registry mapping.  

Another significant issue for database designers is the use of LOINC codes only for standardizing question 

responses (i.e., ‘yes/no’ and ‘yes/no/refused/don’t know.’)  The LOINC code referenced for ‘yes/no’ responses 

refers to LOINC code 67791-4 which actually is the ‘yes/no’ response to the specific question: “Does the patient 

take any medications?”   Likewise, the LOINC code referenced for ‘yes/no/refused/don’t know’ refers to LOINC 

code 63513-6 which actually is the response for the question: “Are you covered by health insurance or some other 

kind of health care plan?” Although these LOINC codes are defined for specific questions and responses, version 2 

of the Standard uses them only to indicate the form of the response and not the questions themselves.   This violates 

the LOINC standard given that the definitions of these codes are very specific to defined questions and the 

acceptable form of the answers. According to LOINC version 2.42 these referenced codes are “trial codes” and may 

change in time.
23

 

Other issues specific to version 2 include the use of the ISO 3166-1 alpha 2-code (two letter country codes) as a 

terminology standard. The link within the CDEs spreadsheet provided by the Global Rare Disease Patient Registry 

and Data Repository is to ISO 3166-1 alpha 3-code. More troublesome is that no version of the ISO standard is 

mentioned. The ISO 3166-1 alpha 2-code is updated multiple times per year, so future problems will be created if 

the version is not specified. For example, in 2010 V1-8 of ISO 3166-1 alpha 2 code announced the deletion of ‘NL,’ 

which was the 2-code abbreviation for the Netherland Antilles and the replacement terms for the three new countries 

that were formed (CW, BQ, SX) as well as the three territories added to the Netherlands (NL).
24

 As such, when 

merging databases, without versioning, there may be difficulties when former countries are subdivided. 

There are also overarching issues with both version 1 and 2. Both versions reference HL7 v.2.3.1, and use data types 

that have since been deprecated. With the switch to version 2, the number CDEs that referenced HL7 data types 

have been significantly reduced, leaving only the string (ST), telephone (TN), and text (TX) data types. However, 

the data type TN has been deprecated in HL7 being replaced by XTN (extended telephone number). The 

participant’s name is also referenced as an ST data type. It is unclear why the use of the current XPN data type 

(extended person name) is not used instead. As an example, using XPN would be extremely beneficial for the 
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OPMD study where many individuals have similar or identical first and last names. As a result, we record Maiden 

Name, which is not listed as a Standard Common Data Element. In the most up-to-date HL7 standard, the XPN data 

type includes an optional field for Maiden Name that would support this practice. 

Although we have identified several issues with conforming to the Standard and its first revision, we applaud the 

efforts of the ORDR and anxiously await publication of the results from its pilot project. However, this Standard 

will be like all data and terminology standards in that they are never completed but rather require constant updating, 

expansion, and re-release. Registries that want to conform to the Standard need to take this into account when they 

design their work flow process.  As with the OPMD registry’s experience, several changes had to be made to 

accommodate the revisions included in going from version 1 to version 2.  In addition, many projects, such as the 

OPMD Patient Registry, cannot wait for the “perfect” version of the standard to be released.  Accordingly, we 

believe it would be helpful if the ORDR would provide more frequent communication or transparency into the 

process of the Standard as it is developing.  This would be of special benefit for the projects such as the OPMD 

registry that are not included in their pilot project. 

Despite the difficulties and limitations we outlined in this paper, there are potential benefits for implementation of 

the Standard across multiple patient registries. An aggregated registry of all rare disease registries will facilitate 

research on rare diseases that has not yet been possible.  This will allow investigation of broader questions including 

studies of characteristics and treatments common to two or more rare diseases.  For example, OPMD patients suffer 

from dysphagia. Individuals with myotonic dystrophy and inclusion body myositis, two other rare diseases, may also 

develop dysphagia.  Due to lack of adequate sample sizes for statistical power, research questions related to novel 

dysphagia treatments cannot be easily answered by sampling from one of these patient populations alone. By 

recruiting participants from all three of these rare disease populations—through the use of a global rare disease 

registry—sufficient sample sizes could be achieved to conduct a well-powered clinical trial. Research on rare 

diseases may also lead to treatments for more common diseases
3
.  For example, the forerunner of today’s widely –

used cholesterol-lowering statin medications, a drug called compactin, was first tested in individuals with the rare 

disease homozygous familial hypercholestrerolemia.
25

  This work went on to benefit much larger groups of patients 

(e.g., coronary artery disease, renal failure).  

Conclusion 

The creation of the ORDR’s registry Standard holds great potential to be a significant facilitator of research on rare 

diseases despite some limitations and unresolved issues. The aggregation of rare disease registries may lead to cures 

that benefit not only patients with a rare disease but also patients with more common diseases.  No standard is 

perfect but adoption of the Standard by as many disease registries as possible is the crucial first step toward enabling 

these exciting possibilities.  As Voltaire wrote in his poem La Bégueule, “In his writings, a wise Italian says that the 

best is the enemy of the good.” 
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Abstract 

Self-service database portals may improve access to institutional data resources for clinical research or quality 

improvement, but questions remain about the validity of this approach. We tested the accuracy of data extracted 

from a clinical data repository using a self-service portal by comparing three approaches to measuring medication 

use among patients with coronary disease: (1) automated extraction using a portal, (2) extraction by an experienced 

data architect, and (3) manual chart abstraction. Outcomes included medications and diagnoses (e.g., myocardial 

infarction, heart failure). Charts were manually reviewed for 200 patients. Using matched criteria, self-service query 

identified 7327 of 7358 patients identified by the data analyst. For patients in both cohorts, agreement rates ranged 

from 0.99 for demographic data to 0.94 for laboratory data. Based on chart review, the self-service portal and the 

analyst had similar sensitivities and specificities for comorbid diagnoses and statin use.    

 

Background 

Over the last decade, electronic health record systems and their associated data repositories at large medical centers 

have evolved to meet institutional requirements for public reporting and quality improvement (QI). The secondary 

use of data captured electronically during routine clinical care has produced substantial benefits in efficiency1, 2. 

Furthermore, strong interest exists to capitalize on clinical data repositories for translational research and trial 

recruitment. As these data resources have matured, demand for access from clinicians has increased dramatically 

and in many cases has outstripped the availability of data analysts to fill requests. Self-service access has emerged as 

a solution to this bottleneck: according to a 2010 survey of Clinical and Translational Science Award informatics 

directors, the number of organizations providing self-service access to their integrated data repository (IDR) doubled 

between 2008 and 2010, and providing self-service access was a top priority for future enhancements3. 

 

Previously, for data extraction from the IDR at our institution, clinicians with research questions or QI personnel 

submitted data requests to analysts with data modeling expertise. These technical experts wrote custom structured 

query language (SQL) queries according to clinical specifications for each request. Recently, the Duke University 

Health System developed a self-service research portal, the Duke Enterprise Data Unified Content Explorer 

(DEDUCE), that enables clinicians and QI personnel to query the IDR directly with institutional review board 

approval4.   

 

This self-service tool and others like it add a layer to data extraction that has yet to be validated. Although self-

service portals hold promise, secondary use of clinical data for research, reporting, or QI is predicated on the data 

corresponding to an accepted reference standard—in other words, their accuracy.  

 

To assess the validity of our self-service portal, DEDUCE, we defined a cohort using the portal and matched them to 

a cohort defined by custom SQL query; target outcomes were then extracted from the data repository using 

DEDUCE and SQL query, and these were compared to manual chart review. We hypothesized that if use of a self-

service portal were equivalent to SQL query by a data analyst, data exported from DEDUCE would be identical to 

data exported by SQL query, and both sets of data would reflect data abstracted from manual chart reviews.  
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Methods 

Data sources  

The data source for electronic extraction was the Duke Medicine enterprise data warehouse (EDW), which contains 

the records of all 4 million Duke University Health System patients, with more than 20 million encounters per year 

from three hospitals and 116 ambulatory clinics. The EDW is a dimensionally modeled, standards-based store of 

structured data organized into high-level subject areas managed by a central data governance committee. Available 

data include demographics, encounters, clinical orders, lab results, medications, diagnoses, and procedures. A 

formal extract, transform, and load procedure integrates data from source systems on a nightly basis to ensure 

consistency and quality and to minimize redundancy. 

 

Access to the EDW is possible through SQL query or the DEDUCE portal. Analysts execute SQL queries using a 

variety of commercial and freeware SQL clients, as well as the SAS software package (SAS Institute, Inc., Cary, 

NC). DEDUCE directly accesses the EDW, and cohorts are built using a web-based ASP.NET and C# application 

that provides a graphical interface for querying a subset of subject areas.  Details and screenshots of this portal have 

been published previously4. 

 

Study population 

The content area for this study was lipid management in an ambulatory setting by cardiology specialists. We 

included in the analysis any patient 18 years of age or older with coronary artery disease who had at least two visits 

with a Duke Cardiology provider during the 13-month period from 6/1/2009 to 6/30/2010. We defined patients with 

coronary artery disease using the International Classification of Diseases, Ninth Edition, Clinical Modification 

(ICD-9-CM) codes 410-412 (any suffix), 414 (any suffix), V45.81, or V45.82 coded at any encounter prior to the 

start of the study period or in the first 6 months of the study period (through 12/1/2009). Outcome variables included 

date of birth, gender, race, low-density lipoprotein cholesterol (LDL-C) measurement, statin use, and comorbid 

diagnoses of previous myocardial infarction (MI), hyperlipidemia, diabetes mellitus, heart failure, chronic kidney 

disease, end-stage renal disease, cerebrovascular disease, and liver disease. Comorbid diagnoses were defined by the 

ICD-9-CM codes listed in Table 1. 

 

Table 1. Comorbid diagnoses by ICD-9-CM classification. 

Comorbidity ICD-9-CM Code 

Previous Myocardial Infarction 410.xx 

Hyperlipidemia 272.xx 

Diabetes Mellitus 250.xx, V58.67 

Heart Failure 398.91, 402.x1, 404.x1, 404.x3, 428.xx  

Chronic Kidney Disease 403.xx, 404.xx, 585.xx 

End-Stage Renal Disease 585.6 

Cerebrovascular Disease 430.xx-438.xx 

Liver Disease 570.xx-573.xx 

 

Self-service portal versus custom SQL query 

Patient cohorts were identified and target outcomes extracted from the EDW in two ways: by study personnel using 

DEDUCE and by a data analyst using SQL code.  All DEDUCE queries were executed by one of the clinical 

authors, who had undergone 3 hours of training required of all new users of the data portal, as well as about 1 year 

of experience using DEDUCE.  Data elements extracted were EDW-specific patient identifiers; date of ambulatory 

cardiology encounters; dates and results of LDL-C, high-density lipoprotein cholesterol (HDL-C), and total 

cholesterol measurements; medication data associated with all encounters during the study period; and ICD-9-CM 

diagnoses corresponding to targeted comorbidities. The SQL queries were executed by a data analyst with over 10 

years of experience with DUHS data resources.  Inclusion criteria for the patient cohorts were developed in 

collaboration between the authors and data analyst before all queries were made. 

 

We used patient identifiers to compare outcome variables between datasets on a patient-by-patient level. For each 

patient in each dataset, statin use was a binary variable defined as positive if a statin medication was associated with 

any ambulatory encounter during the study period. Each comorbid condition was a binary variable defined as 
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positive if the patient had ever had an encounter coded with one of the ICD-9-CM codes listed in Table 1. LDL-C, 

HDL-C, and total cholesterol were defined by the lowest value of each laboratory test if any value was available. A 

second variable was defined as positive if the patient’s lowest LDL-C measurement during the study period was < 

100 mg/dL. 

 

Manual chart abstraction 

To evaluate provider handling of lipids in the outpatient setting, charts were reviewed for a randomly selected, 

stratified subset of patients defined by the custom SQL query. A total of 200 patients were randomly selected for 

review: 100 patients identified in the SQL dataset as not taking a statin, 50 patients taking a statin with a 

documented statin allergy, and 50 patients taking a statin with no statin allergy. All charts were reviewed by the first 

author, who abstracted cardiology notes during the study period, documenting comorbidities and statin prescription 

based on the problem list, medication list, and plan. All variables were defined using a data dictionary developed 

before review.  For three of the comorbid diagnosis variables—diabetes mellitus, chronic kidney disease, and 

hyperlipidemia—further review was performed, and variables were classified as positive if patients met laboratory-

defined criteria for disease (hemoglobin A1c > 6.5%, estimated glomerular filtration rate < 60 mL/min/1.73 m2, or 

LDL-C > 100 mg/dL, respectively) regardless of whether the condition was documented in a provider note.  

 

The first author was blinded to the results of DEDUCE and SQL queries at the time of chart abstraction.  Charts 

were reviewed using a web application that was the primary clinical information system for providers at the time of 

this study. This application provided views into a repository of discharge summaries, physician documentation, 

orders, allergies, procedure histories, laboratory results, and radiology reports as well as scanned notes from other 

information systems not yet integrated.  

 

Statistical analysis 

For patients with coronary artery disease identified in both cohorts, agreement between DEDUCE and SQL query 

were measured using simple proportion agreement and Cohen’s kappa for binary variables to account for chance 

agreement. Two-by-two tables were constructed to assess agreement between both SQL and DEDUCE data and 

manual chart review for the subset of 200 charts. All statistical analyses were carried out using JMP 10.0 (SAS 

Institute, Inc., Cary, NC). Ethical approval was obtained from the Duke University Institutional Review Board 

(PRO27093). 

 

Results 

Sample description 

The DEDUCE query portal defined a cohort of 7327 patients who met the study criteria. SQL query identified 7324 

of the 7327 individuals identified by the DEDUCE query portal as well as 34 additional patients. The additional 

patients identified by SQL query were all attributed to a provider who has a dual appointment in Cardiology and 

Pulmonary-Critical Care (see Discussion below). Patient characteristics of both cohorts are defined in Table 2. 

 

Table 2. Characteristics of cohort. 

Characteristic  DEDUCE Access SQL Access 

Mean Age, y  67.2 (95% CI, 66.9-67.5) 66.9 (95% CI, 66.6-67.2) 

Female, n   2637 (36%; 95% CI, 35%-37%) 2656 (36%; 95% CI, 35%-37%) 

Race, n    

White  5522 (75%; 95% CI, 74%-76%) 5541 (75%; 95% CI, 74%-76%) 

Black  1388 (19%; 95% CI, 18%-20%) 1398 (19%; 95% CI, 18%-20%) 

American Indian  236 (3.2%; 95% CI, 2.8%-3.7%) 236 (3.2%; 95% CI, 2.8%-3.7%) 

Asian  75 (1.0%; 95% CI, 0.8%-1.3%) 77 (1.1%; 95% CI, 0.8%-1.3%) 

Other  106 (1.5%; 95% CI, 1.2%-1.8%) 106 (1.4%; 95% CI, 1.2%-1.8%) 

Mean LDL-C, mg/dL 81.5 (95% CI, 80.8-82.2) 85.3 (95% CI, 84.5-86.1) 

Total, n 7327 7358 

Agreement between DEDUCE and SQL query 

For patients identified in both cohorts, the proportion of agreement between DEDUCE and SQL query was highest 

for gender, race, and date of birth (Table 3). Rates of agreement for all variables were 0.94 or greater, with lowest 
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agreement for date and value of the lowest LDL-C measurement. Rates of agreement on whether the patient was at 

goal with respect to LDL-C and had received statin therapy during the study period were 0.99 and 0.98, respectively.   

 

Table 3. Agreement between DEDUCE and SQL query. 

Outcome Variable Kappa Proportion  

Agreement  

Date of Birth  0.999 

Gender  0.999 

Race  0.999 

Previous Myocardial Infarction 0.97 0.99 

Hyperlipidemia 0.88 0.97 

Diabetes Mellitus 0.96 0.98 

Heart Failure 0.94 0.97 

Chronic Kidney Disease 0.91 0.97 

Cerebrovascular Disease 0.94 0.98 

End-Stage Renal Disease 0.93 0.99 

Liver Disease 0.94 0.99 

Low LDL-C   0.94 

Low HDL-C  0.94 

Low Total Cholesterol  0.94 

Statin Use 0.93 0.98 

LDL-C < 100 mg/dL 0.98 0.99 

            Kappa was calculated for agreement between binary variables only. 

 

Comparison with chart abstraction 

A total of 254 charts were reviewed. If the patient did not have coronary artery disease by chart review, the chart 

was not reviewed further, with the result that 200 charts underwent structured abstraction. DEDUCE and SQL query 

had similar sensitivity and specificity with respect to chart review (Table 4). Classification accuracy was greatest for 

statin prescription, diabetes, and end-stage renal disease. Ability to detect disease with ICD-9-CM codes either by 

DEDUCE or by the data analyst was lowest for previous MI, chronic kidney disease, and liver disease, with 

sensitivities of 0.59, 0.59, and 0.50, respectively. Specificities were lowest for hyperlipidemia and heart failure with 

0.53 and 0.58, respectively.  

 

Table 4. Sensitivity and specificity of different access modes. 

 DEDUCE SQL Query 

Variable 
Sensitivity 

(95%CI) 

Specificity 

(95%CI) 
Kappa 

Sensitivity 

(95%CI) 

Specificity 

(95%CI) 
Kappa 

Previous Myocardial 

Infarction 

0.59 (0.46-0.71) 0.87(0.80-0.92) 0.47 0.62 (0.49-0.74) 0.87 (0.80-0.92) 0.50 

Hyperlipidemia 0.93 (0.88-0.96) 0.53 (0.29-0.75) 0.42 0.95 (0.90-0.98) 0.47 (0.25-0.71) 0.43 

Diabetes Mellitus 0.86 (0.77-0.91) 0.94 (0.86-0.97) 0.79 0.89 (0.81-0.94) 0.94 (0.86-0.97) 0.83 

Heart Failure 0.88 (0.78-0.94) 0.58 (0.48-0.66) 0.42 0.91 (0.82-0.96) 0.55 (0.46-0.64) 0.41 

Chronic Kidney 

Disease 

0.59 (0.48-0.69) 0.93 (0.87-0.97) 0.52 0.60 (0.50-0.70) 0.90 (0.82-0.95) 0.51 

Cerebrovascular 

Disease 

0.74 (0.55-0.87) 0.73 (0.65-0.79) 0.31 0.74 (0.55-0.87) 0.71 (0.63-0.78) 0.29 

End-Stage Renal 

Disease 

1.00 (0.52-1.00) 0.98 (0.94-0.99) 0.79 1.00 (0.52-1.00) 0.98 (0.94-0.99) 0.75 

Liver Disease 0.50 (0.26-0.74) 0.97 (0.93-0.99) 0.50 0.50 (0.26-0.74) 0.96 (0.92-0.98) 0.46 

Statin Use 0.98 (0.92-1.00) 1.00 (0.95-1.00) 0.98 0.87 (0.79-0.93) 1.00 (0.95-1.00) 0.85 

Discussion 

The purpose of this study was to assess the validity of a self-service portal for secondary use of electronic health 

data. We hypothesized that if our self-service data portal was equivalent to current methods of data extraction, then 

data exported from the EDW with DEDUCE would match data exported by a data analyst using SQL query, and 
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both would have similar sensitivity and specificity with respect to manual chart review. Furthermore, we suspected 

that certain claims-based definitions of disease were more accurate than others.  

 

Self-service portal versus custom SQL query 

Comparisons of data extracted from the EDW using DEDUCE versus SQL query showed a high rate of agreement 

at a patient level. Static data elements such as date of birth, gender, and race were most similar between the two 

methods of data access. Comorbid diagnoses were defined by exporting ICD-9-CM codes using both access methods 

and then classifying patients in a binary way. Although levels of agreement were lower than for demographic data, 

these results showed high levels of agreement. The lowest levels of agreement were for individual LDL-C 

measurements, but even these variables achieved greater than 90% agreement. Overall, these results suggest that 

static variables are most accurate, individual data elements have greater than 90% accuracy, and composite outcome 

variables improve their accuracy. 

 

Differences between the self-service and SQL datasets could have several different causes. Although we sought to 

match selection criteria used in the DEDUCE and SQL queries as much as possible, interpretation of criteria is 

subjective, and search strategies could differ. As an example, DEDUCE used a table listing “senior provider 

specialty” to define visits with a cardiologist, while the data analyst used a local fact table of cardiology providers 

that the analyst could reference in constructing SQL queries. This table included one provider with a dual 

appointment in Cardiology and Pulmonary-Critical Care medicine, resulting in inclusion of a small number of extra 

patients in the SQL cohort. Other discrepancies between DEDUCE and SQL query results could be because 

DEDUCE queries a subset of the EDW; in certain cases, such as for patients with no entered date of birth, the SQL 

query could access those patients while DEDUCE could not. Lastly, the SQL and DEDUCE queries were made at 

different times, and so some discrepancies between the SQL and DEDUCE queries could be due to updates to the 

EDW between each query. 

 

Self-service portal and SQL query versus manual chart review 

The DEDUCE and SQL queries had similar sensitivity and specificity with respect to manual chart review. Among 

the comorbidities that we assessed, classification accuracy of our ICD-9-CM map varied by condition; several had 

both high sensitivity and specificity (e.g., diabetes and end-stage renal disease). On the other hand, some of our 

ICD-9-CM definitions of comorbidity had high sensitivity but low specificity, meaning that a history of ICD-9-CM 

code was good for detecting cases of the disease but also included many individuals who did not truly have the 

condition. Low specificity is consistent with inclusion of too many individual ICD codes in our definition, caused by 

coding conditions for an encounter when in fact they were ruled out or chronic conditions that wax and wane (e.g., 

heart failure in a cohort of patients with known coronary artery disease).  

 

Other claims-based definitions of disease had high specificity but low sensitivity, reflecting poorer case detection 

but better distinction between healthy and sick individuals. Low sensitivity could be due to an overly inclusive 

definition of disease on chart review, an overly narrow selection of ICD-9-CM codes for definition of the disease, or 

a condition that was often noted in the problem list or plan but not coded (e.g., history of MI). In our case, our 

definition of liver disease on chart review included patients with a history of elevated transaminases, although our 

ICD-9-CM definition of disease did not include code 790.4, “Nonspecific elevation of levels of transaminase or 

lactic acid dehydrogenase [LDH].” Also, our chart review definition of chronic kidney disease included all patients 

who had had an estimated glomerular filtration rate of <60 mL/min/1.73 m2 for more than 3 months not in the 

setting of an acute rise in creatinine. Based on the low sensitivity of this diagnosis, it would appear that physicians 

do not always recognize this as chronic kidney disease or at least do not code it as such. 

 

The differences between the manual chart review and electronic data highlight the fact that many current clinical 

workflows are not optimized to collect electronic health data in a way that can be reused for QI or research. 

Consequently, data are often not entered in coded format by the clinician, clinicians sometimes fail to use the 

information systems that feed the clinical data repository, coding errors arise from misunderstandings of codes by 

clinicians or coders, or data are available to the clinician that are not part of the clinical data repository. 

 

Defining disease states with administrative data 
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Regardless of access modality, it remains difficult to judge the classification accuracy of claims-based definitions of 

disease on natural populations of patients. Without a reference set, manual review is the only way to distinguish 

cases from non-cases, which limits accurate estimation of specificity, and there is no way to define true positives a 

priori, which limits estimation of sensitivity. Resources are needed to better define standard electronic definitions of 

disease. Recently, the emergence of IDRs has made this research much easier, but problems remain, and these can 

often be subtle5, 6. Also, text analytic methods are on the horizon, which could obviate the need for coded data, but 

these methods face the challenge of balancing between accuracy and computation times when scaled up for 

enterprise-wide data warehouses7, 8.  

 

Limitations 

Limitations of this study include a small sample size for chart review and the use of a single reviewer. Errors in 

coding arise when codes are applied incorrectly, conditions are suspected initially and then ruled out, or when some 

codes represent etiologies of disease rather than sequelae. Also, the results of this study are system-specific and not 

generalizable to other systems. Lastly, our study used only a single SQL query and a single DEDUCE query.  

 

Conclusion 

Measuring the accuracy of electronically captured data is a crucial first step in secondary use of the data for QI or 

clinical research. We know of no other studies to date comparing self-service data access by clinicians versus SQL 

query by data analysts. Our findings suggest that self-service portals provide a valid form of access to IDRs. Data 

extracted using the DEDUCE portal showed high agreement with data extracted by SQL query, and datasets 

produced using both access methods showed similar sensitivity and specificity with respect to manual chart review. 

Our findings also confirm that difficulties surround the use of ICD-9-CM codes for definition of disease states, 

regardless of the means used to access an IDR. Further research is needed to define standards for defining disease 

states using clinical variables and linked encounters available in IDRs. 
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Are Oxygen Saturations Recorded by NICU Nurses as accurate as Real-Time 
Monitor Values? 

Anirudha Das, MD; Amy Teleron-Khorshad, MD; Marc Collin MD 
MetroHealth Medical Center, Cleveland, Ohio 

Background: Maximum and minimum pulse-oximetry values are used daily by clinicians in the NICU 
to determine the oxygenation of patients in the previous 24 hours. These values are populated from the 
saturation values validated by nursing in the previous 24 hours and not from the original values from the 
pulse-oximetry monitors. 
Objective: Determine the difference between the maximum and minimum pulse –oximetry values 
acquired from the nursing data input (nursing input group) vs real time minute by minute data (real time 
group) received directly from the monitor. 
Design/ Methods: 18 preterm infants were included in the study. Averaged saturation by pulse oximetry 
were obtained every minute daily throughout the duration that the baby required significant oxygen, 
with a target of 1440 data points every 24 hours from an EPIC software interface. The readings were 
obtained during their NICU stay where strict order was in place to keep saturation between 88-93%. 
Real-time maximum and minimum saturation values were then determined for each 24 hours (real time 
group). Similarly, maximum and minimum saturation values were acquired from the nursing input for 
the same 24 hrs (nursing input group) and compared. 
Results: 605 days of maximum and minimum oxygen saturation data was collected both from the 
nursing input and real time groups. In the maximum saturation category, 60% of the values were similar 
between the 2 groups. The maximum value was 100% in 60% of the nursing input group compared to 
96% of the real time group. Significant differences (> 5%) between the nursing input group and real 
time group were noted in 8% of the values. In the daily minimum saturation category, only 4% values 
were similar between the groups. The nursing input values were higher than the real time values 80% of 
the time. Significant differences (>5%) between the groups were observed in 74% of the values, with 
nursing inputs being higher in 98% of those with significant differences.  
Conclusions:  Nursing input values were significantly different in the daily minimum category (74%) 
and mostly higher (80%), which means that the clinician is missing a significant number of 
desaturations, this may be due to an inherent nursing bias against recording lower values. Collecting 
daily maximum and minimum values from the monitor itself by this novel technique is more accurate 
than recorded nursing values. 
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Predicting the Dengue Incidence in Singapore using Univariate Time Series 

Models 

Pankaj Dayama and S. Kameshwaran
 

IBM Research – India, Bangalore 

Abstract 

Dengue is endemic in Singapore with year-around transmission. Prediction of dengue incidence is important for 

effective use of limited resources for vector-control and contingency measures. In the work, we develop a set of time 

series models based on the observed weekly dengue incidence since 2000. The dengue incidence data of Singapore 

from 2000 – 2011 is used to develop and fit the predictive models. For testing and validation, we use the 2012 data 

at two levels: A) real versus predicted incidence and B) real versus predicted outbreak severity. The statistical 

measures of validation show that the models predict both the dengue incidence and the outbreak severity level with 

acceptable level of accuracy. 

Introduction 

Dengue fever (DF) is endemic in more than hundred countries in Africa, Latin America, and Asia. WHO estimates 

that over 40% of the world’s population is at risk from dengue, with around 50 - 100 million cases of infections 

annually1. There are four distinct, but closely related, serotypes of the virus that cause dengue (DENV-1, DENV-2, 
DENV-3 and DENV-4). Recovery from infection by one provides lifelong immunity against that particular serotype. 

However, cross-immunity to the other serotypes after recovery is only partial and temporary. Subsequent infections 

by other serotypes increase the risk of developing dengue hemorrhage fever (DHF) and dengue shock syndrome 

(DSS)2. 

Dengue viruses are spread by female Aedes mosquitoes. The virus is transmitted to humans through the bites of the 

infected mosquitoes. The infected humans in turn become the main carriers and multipliers of the virus, and act as 

source of virus for uninfected mosquitoes. There is no specific treatment for dengue fever and no vaccines are 

available for immunization. Prevention of disease through control measures and containment of transmission 

through appropriate response mechanisms are the strategies adopted by public health institutions. The prediction of 

dengue cases thus becomes an important problem for deployment of successful control measures and effective 

utilization of limited resources. 

Several studies on the prediction of dengue cases have been reported in the literature. Broadly, they can be 

categorized based on: A) methodology used (time series; regression), B) time unit of forecast (weekly; monthly), C) 

look-ahead period of forecast (two weeks; two months), and D) number and type of predictors (temperature; 

rainfall). In this work, we develop time series models for dengue incidence prediction for weekly and monthly 

predictions, with a look-ahead of two units of time in future. All the models are univariate, considering only the past 

and present cases of dengue incidence to predict the future cases. 

The prediction models are specifically developed for forecasting of dengue incidence in Singapore. Dengue is 

endemic in Singapore with all four serotypes of dengue viruses. It was reported in the Singapore in the early 1960s3, 

but was curbed through effective vector surveillance and control programs, public education, and law enforcement 

since 1970s4. Since 1980, Singapore is experiencing an upsurge of dengue incidence with a 4-6 year cyclical 

epidemic pattern. In this paper, we use the data of weekly dengue incidence in Singapore from 2000 to 2011 to 

develop the predictive time series models, and validate the accuracy of predictions against the data of 2012.  

Related Literature 

In this section, we briefly review the related literature in prediction of dengue incidence. Hii et al. developed a time 

series Poisson multivariate regression model for forecasting dengue incidence in Singapore5. Mean temperature and 

cumulative rainfall are used as predictors in addition to dengue incidence cases (modeled as trend and seasonality). 

The model construction and training used data of weekly dengue incidence in Singapore from 2000 – 2010 and the 

validation of prediction is done for data from 2011 and 2012.  

Halide et al. developed an early warning system for outbreak of DHF epidemics in Makassar, Indonesia6. The 

system uses a predictive regression model with observed DHF cases and meteorological observations as inputs to 

predict future DHF cases. The regression model uses relative humidity and temperature as the climatic predictors in 
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addition to the observed DHF cases7. The economic value of the prediction is investigated at the level of domestic 

decision making and it is shown that the prediction model is economical for protecting the households from 

epidemics8.  

Both the above models are multivariate that consider more than one predictors. A univariate time series model for 
prediction of dengue cases in Brazil is developed by Martinez and Silva9. The seasonal autoregressive integrated 

moving average (SARIMA) time series model fitted based on the monthly observed cases from 2000 to 2008 is 

tested on the notified cases in 2009. In this paper, we develop five univariate time series models – four SARIMA 

models and a multiplicative seasonal model – for weekly and monthly forecasts of dengue incidence in Singapore. 

Dengue Incidence in Singapore 

Singapore is a high urbanized and densely populated island nation with a land size of about 700 sq km. We briefly 

outline here the dengue epidemics in Singapore. For more details, refer to Koh et al.
10 and references therein. All 

four serotype dengue viruses are endemic in Singapore with cases of DF and DHF reported year round. Since 1960, 

large epidemics occurred almost annually from 1961 to 1964 and 1966 to 1968. Nationwide implementation of  

Aedes control programme was initiated in 1969 focusing on intensive source reduction, health education, and law 

enforcement. Following the programme, the disease incidence rate decreased from 42.2 per 100,000 in 1969 to 

between 3 and 10 per 100,000 for the period 1969 to 1972.  

The source control mechanism resulted in sustained suppression of the Aedes mosquitoes as reflected by the 

premises index (percentage of premises found breeding Aedes mosquitoes) which decreased from over 50% to less 

than 1%. However, successive epidemics occurred in 1986, 1989, 1992, 1998 and 2004 with the dengue incidence 

increasing more than 10 fold from 16.7 per 100,000 in 1987 to 223.1 per 100,000 in 2004. One of the possible 

reasons for sustained epidemics is the lowering of herd immunity (among the humans)11. Figure 1 shows the weekly 

dengue incidence notified since 2000. The data were obtained from the weekly infectious diseases bulletins of 

Communicable Diseases Division, Ministry of Health (MOH), Singapore12. In the remainder of this paper, we will 

use the above DI data to develop forecasting models.  

 

 

 
Figure 1. Weekly notified dengue incidence (DI) in Singapore. 
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Exploratory Analysis 

Firstly, we start with the exploratory analysis of the DI. The autocorrelation function (ACF) is a set of correlation 

coefficients between the series and lags of itself over time. The ACF plot of DI shown in Figure 2 shows that the 

series is non-stationary, serially dependent, and correlated in time. Dengue incidence in Singapore is widely known 
to possess annual seasonality with peak during the mid-year and also there is an increasing trend in the incidence 

pattern over the years. Decomposition technique is a descriptive tool which helps view main components of a time 

series before a detailed statistical analysis.  The decomposition essentially describes the observed time series Yt as a 

function of trend component Tt, seasonal component St, and the residual error εt. For the dengue incidence, we 

assume taht the seasonal effect increases as the trend increases. Hence, a multiplicative decomposition model is 

appropriate in this setting, given by, 

 

 
 

Figure 2. ACF plot of DI series 

 
Figure 3. Multiplicative decomposition of log(DI). 
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Yt = St×Tt+ εt 

Figure 3 shows the multiplicative decomposition of the DI after the log transformation. Given the weekly resolution 

of the incidence data, 52 is used as the period for annual seasonality. The seasonal component shows an increase 

starting week 20 and ending around week 40, which typically defines the peak dengue season in Singapore. The 

trend subplot shows an increasing trend till 2005, followed by a dip in 2006. There is no significant change in the 

trend from 2006 onwards. The residual subplot clearly indicates that it is not white noise and hence contains 
unexplained patterns in the data even after the removal of trend and seasonality. Hence the dengue incidence cannot 

be predicted with sufficient accuracy only with trend and seasonality. 

Predicting the Dengue Incidence 

Time series methodologies have been proved successful in statistically defining and predicting infectious diseases13. 

We focus on predicting dengue cases at two levels: A) incidence counts and B) outbreak severity. Outbreak severity 

is generally used by public health institutions. Each severity level has different action plans, with increasing 

complexity over the levels, so that the limited resources can be effectively used. For this work, we define four 

severity levels as shown in Table 1. 

Table 1. Outbreak severity levels for weekly incidence 

Incidence Count Outbreak Severity Level 

< 100 Low 

100 – 150 Moderate 

150 – 200 High 

> 200 Very High 

 

We develop of set of models to test and compare the predictions. The trend component in Figure 2 shows the 

marked change of trend after the 2005 outbreak. The trend since 2006 is more or less steady. It is reasonable to 
assume that a predictive model based on more recent data from 2006 could out-perform the data from 2000. Hence, 

we use two datasets to fit the predictive models: A) 2000 – 2011 and B) 2006 – 2012. 

The exploratory analysis of DI series showed that the data is non-stationary and serially correlated, with trend and 

seasonality. We use two different methodologies from time series analysis14, 15: A) SARIMA models and B) Holt-

Winters exponential smoothing models. While SARIMA models are best suited for correlated non-stationary time 

series with seasonality, Holt-Winters smoothing models are suited for data with trend and seasonality. 

Using the Box-Jenkins modeling approach, we select the best fit SARIMA model. For each of the two datasets, 

SARIMA models are selected based on lowest Akaike’s Information Criterion (AIC) or Bayesian Information 

Criterion (BIC). The details of the fitted models are given in Table 2. 

Table 2. Best fitted SARIMA models depending on the dataset and selection criteria 

 Models Dataset Transformation Criteria  SARIMA 

Model-1 2000-2011 Log AIC (2,1,2)(2,0,1) 

Model-2 2000-2011 Log BIC (2,1,2)(2,0,0) 

Model-3 2006-2011 Log AIC (2,0,2)(2,0,0) 

Model-4 2006-2011 Log BIC (1,0,2) 

  

Figure 4 shows the diagnostic plots for Model-1 (SARIMA (2, 1, 2) (2, 0, 1)). It gives standardized residuals, their 

ACF plot and p-values for the Ljung-Box statistic.  The ACF of the residuals suggest close to zero autocorrelation. 
The high p-values associated with Ljung-Box statistic suggest independence in residual series. Thus the model fits 

the data well. Similar examination is done for the other three models.  The fifth model, Model-5, is Holt-Winters 

multiplicative exponential smoothing model, fitted for dataset 2000 – 2011.  
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Validation and Results 

The five predictive models are used for one-week and two-week ahead prediction for 2012.  The results are 

validated with actual dengue incidence data of Singapore for 2012.  The plots of predicted versus reported dengue 

cases for all the fitted models is shown in Figure 5 and 6.   

We compare the prediction capability of the fitted models using the following three measures: 

(1) Root Mean Square Error (RMSE) 

(2) Mean Absolute Error (MAE) 

(3) Nash-Sutcliffe Efficiency (NSE): It is normalized statistic that measures relative magnitude of the residual 

variance compared to the data variance. NSE ranges from -∞ to 1.  Perfectly fitted model will have NSE 

value of 1.  

The results of the fitted models measured in terms of the above three performance metrics are shown in Table 3 and 

4. The predictions of SARIMA models clearly outperform the Holt-Winters model.  Further, Model 2 and Model 1 

perform slightly better than the other models for one-week ahead and two-week ahead predictions, respectively. 

Thus the 2006-2011 dataset did not perform better than 2000-2011 even though there was change in the trend. Table 

5 shows the prediction accuracy of the models with respect to the outbreak severity level. In this case, Model-4 that 

is fitted for 2006-2011 had highest accuracy for both one-week and two-week ahead predictions. 

 

 

 

 
 

Figure 4. Diagnostic plot for Model-1 SARIMA(2, 1, 2)(2, 0, 1) 
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Figure 5. Comparison of actual incidence in 2012 and out-of-sample one-week ahead predictions 

 

 

 

Figure 6. Comparison of actual incidence in 2012 and out-of-sample two-week ahead predictions 
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Table 3.  Prediction performance of the models for one-week ahead prediction. 

Models RMSE NSE MAE 

Model-1 17.23 0.52 14.77 

Model-2 17.20 0.52 14.59 

Model-3 17.44 0.51 14.71 

Model-4 17.32 0.51 14.66 

Model-5 20.28 0.33 16.86 

 

Table 4.  Prediction performance of the models for two-week ahead prediction. 

Models RMSE NSE MAE 

Model-1 21.04 0.27 17.88 

Model-2 21.29 0.25 18.09 

Model-3 21.67 0.23 18.49 

Model-4 21.06 0.27 18.00 

Model-5 25.07 -0.03 20.92 

 

Table 5. Model accuracy for predicting the severity level. 

Forecast  Period Model-1 Model-2 Model-3 Model-4 Model-5 

One-Week 0.72 0.74 0.72 0.76 0.7 

Two-Week 0.74 0.76 0.7 0.76 0.7 

Monthly Forecasts 

The DI data is given at epi-week periodicity. We developed monthly forecast models to test the accuracy at longer 

forecast horizon. Four epi-weeks incidence are aggregated to get monthly data, with suitable adjustments to years 
with 53 epi-weeks. Table 6 shows the details of the SARIMA models for monthly incidence. Model-8 is the Holt-

Winters multiplicative forecasting model. Table 7 and 8 shows the performance of models for one-month and two-

month ahead forecasts, respectively. The predictive capabilities degrade with longer forecast horizons. 

Table 6. Best fitted SARIMA models for monthly incidence 

 Models Datasets Transformation SARIMA 

Model-6 2000-2011 No (1,1,2) 

Model-7 2006-2011 No (2,0,0) 

 

Table 7. Prediction performance of one-month ahead forecast 

 Models RMSE NSE MAE 

Model6 75.01 0.30 58.17 

Model7 75.00 0.30 60.34 

Model8 76.36 0.27 57.63 
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Table 8. Prediction performance of two-month ahead forecast 

 Models RMSE NSE MAE 

Model6 92.34 -0.13 81.89 

Model7 97.59 -0.27 84.02 

Model8 90.12 -0.08 77.01 

 

Conclusions 

In this paper we developed univariate time series models to predict dengue incidence in Singapore at weekly 

resolution. The short term two-week ahead predictions are tested against actual incidence in 2012. The performance 

measures show that the models predict with high level of accuracy for incidence count as well as the outbreak 

severity level. However, the predictions are poor beyond monthly predictions. Currently, we are developing 
multivariate prediction models using temperature, rainfall, and relative humidity as predictors to improve the 

accuracy of predictions for longer time horizons. 
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A CDMS for Tuberculosis with GIS and mHealth Functionalities 

Romulo de Castro Jr., PhD1, Sukrit Mukherjee, MS, MSE1, Omolola Ogunyemi, PhD1, 
Paul Robinson, PhD1, Sebastien Delta1, Raquel Ecarma, MD2, John McDonough3, Preciosa 

Coloma, MD, PhD4 
1Charles R. Drew University of Medicine and Science (CDU), Los Angeles, CA; 2National 

Kidney and Transplant Institute, Quezon City, Philippines; 3Shorthand Mobile, San Diego, 
CA; 4Erasmus MC University Medical Center, Rotterdam, The Netherlands 

Abstract 

With input from clinicians and utilizing the CDU Electronic Disease Registry to Improve Chronic Care (CEDRIC) 
frame, we developed a chronic disease management system (CDMS) for tuberculosis (TB) with special features. As 
with CEDRIC, we incorporated Geographic Information Systems (GIS) functionality, but here it is intended for 
visualization of cases over time for local area disease surveillance. The mHealth feature facilitates patient 
education and Directly Observed Treatment – Short Course (DOTS).  

Introduction 

TB is a major global health concern with high rates of infection in low- and middle-income countries. In the United 
States, even though the overall incidence of TB is decreasing, it is still prevalent in minority and immigrant 
populations.  Much work remains to be done in controlling TB and efforts in the US must support global initiatives. 

CEDRIC was originally rolled-out to assist Los Angeles urban safety net clinics in the management of diabetes 
patients1 though it is intended for chronic disease care in general. TB care is highly complex requiring prolonged and 
supervised medication, regular follow-up, imaging and frequent laboratory testing if drug resistance is involved. 
Thus, it can benefit from electronic tools accessible to providers and patients at the point of care. We retooled 
CEDRIC for TB realizing that the functions recently added to CEDRIC (GIS2 and mHealth3) are powerful 
instruments that can assist in collectively managing cases in local areas served by clinics and allow patients (and 
patient supporters) to participate in disease management. 

TB-CEDRIC: A CDMS for Tuberculosis with GIS and mHealth functionalities 

TB-CEDRIC can be rolled out in a clinic or a group of clinics that operate under the generic workflow defined by 
the clinicians we consulted. Otherwise, customization to match a specific clinical workflow can be performed. In 
clinics that already utilize an electronic medical record (EMR) system, TB patient data is automatically scraped from 
the EMR and loaded into TB-CEDRIC. In the absence of an EMR, patient data can also be entered manually by the 
clinic staff. To fulfill reporting/recording requirements, data can be exported from TB-CEDRIC into a national TB 
program (NTP) data warehouse. If there is no NTP, large scale surveillance can still be performed by aggregating 
data from clinics that use TB-CEDRIC.  

The GIS feature locates cases on a map of the area served by a clinic. Cases resulting from contacts are expected to 
cluster over small geographic areas illustrating TB communicability. Cases are also longitudinally followed on the 
same map with patient disposition information (TB suspected, newly diagnosed, under treatment, treatment 
incomplete/lost to follow-up, asymptomatic/resolved disease, relapsed, deceased, etc) to provide additional context 
on the control or spread of TB. In the latter, public health workers may be notified to enact preventative measures.  

It is well known that patients educated about TB are more likely to complete treatment. mHealth is performed via 
short message service (sms) to facilitate patient education and DOTS. TB-CEDRIC is also a repository of curated 
knowledge on TB biology, etiology, diagnosis and treatment that can be automatically and periodically pushed via 
sms to patients who elect to receive them on their mobile phones. Treatment adherence reported by a patient 
supporter is recorded in TB-CEDRIC using a cell phone app (sms-platform) developed by Shorthand Mobile.

                                                             
1 Ogunyemi et al. Stud Health Technol Inform. 2010;160(Pt 1):208-12. 
2 Robinson et al. Manuscript in preparation. 
3 Mukherjee et al. Abstract submitted, AMIA 2013 Annual Symposium. 
Supported in part by National Institutes of Health (NIH) - NIMHD grant number U54 MD007598 (formerly U54 RR026138). 
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Abstract 

Active patient engagement in decisions related to their health care is one of the main components of health care 
reform. In the United States, the “Meaningful Use” incentive program is promoting the wide adoption and use of 
electronic health record (EHR) systems to improve health care quality and reduce costs. The incentive program 
includes criteria for the adoption of measures to enable patients to increasingly engage in their health care 
decisions. One of these measures is the requirement for EHR systems and health care providers to deliver consumer 
health information in the context of EHR use. EHR developers are required to implement this capability in a 
standards-based manner, compliant with the Health Level Seven (HL7) Infobutton Standard. Speakers in this panel 
will provide their perspectives in health IT standards, patient engagement advocacy, consumer health information, 
and EHR systems. After the panel, attendees are expected to: 1) understand the HL7 Infobutton Standard and 
examples of how it has been used for delivering context-specific consumer health information; 2) describe how 
consumer health information resources can be leveraged for patient engagement; and 3) describe future 
applications of the Infobutton Standard for patient engagement. 
 

Introduction 

One of the pillars of health care reform is to actively engage patients in the decisions related to their care [1]. To 
be partners in the decision-making process, patients need to be well-informed about their health and health care 
options. However, limited consumer health literacy, which affects nearly half of the adult population in the United 
States, has been a significant barrier to patient engagement and the overall quality of care, leading to poor outcomes 
such as higher morbidity, increased hospitalizations, and medication non-adherence [2].  

The Health Information Technology for Economic and Clinical Health Act (HITECH) in its Meaningful Use 
Regulation for Electronic Health Records (EHR) includes measures to address health literacy and stimulate patient 
engagement. One of these measures consists of requiring clinicians to provide patient-tailored consumer health 
information in the context of care and integrated with the clinicians’ EHR [3]. To comply with Meaningful Use 
certification criteria, EHR systems must be able to support this capability through a standards-based approach, 
compliant with the HL7 Context-Aware Knowledge Retrieval Standard, also known as the Infobutton Standard [4].  

The Hl7 Infobutton Standard  

The Infobutton Standard consists of 1) an information model that represents dimensions of a clinical context; 2) a 
specification of a standard format for communicating context-aware knowledge requests in a URL format; and 3) a 
specification of a standard XML format for knowledge resources’ response. The clinical context is represented 
according to five dimensions: the patient (e.g., gender, age), the provider (e.g., nurse, physician, care manager), the 
EHR task (e.g., problem list review, medication order entry, laboratory results review), the care setting (e.g., 
inpatient, outpatient), and a clinical concept of interest (e.g., a medication, a diagnosis). In a standard infobutton 
interaction, EHR systems capture and communicate the clinical context to knowledge resources in a URL. 
Knowledge resources then respond with content that is relevant to the context specified in the request. Optionally, 
these interactions may be mediated by a broker known as infobutton manager [5].  

Although most of the initial research on infobuttons have focused on meeting the information needs of health care 
providers [5] the HL7 Infobutton Standard was designed to support both provider and consumer information. In fact, 
consumer health information providers were among the core drivers and early implementers of the Infobutton 
Standard [4]. In this panel, we aim at providing background information, tools, and examples to help attendees 
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understand how to leverage the HL7 Infobutton Standard and HL7-compliant resources to provide patient education 
information in the context of care. To meet these goals, we bring a group of panelists that combine expertise in 
consumer health information resources, EHR/PHR implementation, and the development and implementation of the 
HL7 Infobutton Standard.  

Panel topics and structure  

The panelists will provide perspectives that cover the objectives described above. First, we will list the 
Meaningful Use criteria that relate to patient engagement. Second, we will explain how the HL7 Infobutton Standard 
can be used to deliver tailored consumer health information into EHR and PHR systems. Third, we will provide 
examples of mature implementations of HL7-compliant consumer health information components, including a PHR, 
an infobutton manager, and two consumer health information resources. Last, we will discuss future applications of 
the HL7 Infobutton Standard, such as integration of patient preferences into the care flow, preference sensitive 
context for preference sensitive care, treatment, tests identification, decision aides, and eligibility for clinical trials.  

Topic 1: The HL7 Infobutton Standard and open-source infobutton manager (Del Fiol). Dr. Del Fiol is a co-
chair of the HL7 International Clinical Decision Support (CDS) Work Group and the lead author of the HL7 
Context-Aware Knowledge Retrieval (Infobutton) Standard. Dr. Del Fiol is also the lead architect of 
OpenInfobutton,[6] an open-source infobutton manager that serves as a reference implementation of the HL7 
Infobutton Standard. OpenInfobutton is available through the Veterans Health Administration (VHA) Open Source 
Electronic Health Record Agent (OSEHRA; www.osehra.org) under Apache 2.0 license. 

Dr. Del Fiol will discuss the Meaningful Use requirements for consumer health information; provide an overview 
of the HL7 Infobutton Standard and how it can be used for retrieving consumer health information into EHR and 
PHR systems; and provide a demonstration of OpenInfobutton. 

Topic 2: MedlinePlus Connect (Dennis). Stephanie Dennis, MLS, manages the MedlinePlus.gov team as the 
Head of the Health Information Products Unit, Public Services Division at the National Library of Medicine, part of 
the National Institutes of Health. She has lead the launch and development of MedlinePlus Connect 
(http://medlineplus.gov/connect), which allows EHRs and other health IT systems to return consumer health 
information targeted to a patient’s specific diagnosis, medication, or laboratory test.  

Ms. Dennis will demonstrate MedlinePlus Connect as an example of a successful service following the HL7 
Infobutton Standard to deliver tailored consumer health information in an EHR, PHR, or other health IT system. Ms. 
Dennis will discuss how MedlinePlus Connect works and how it is used. 

Topic 3: Patient education integration in personal health records (Borbolla). Dr. Damian Borbolla is the 
CMIO (Chief Medical Informatics Officer) at “Hospital Italiano de Buenos Aires (HIBA)” in Argentina. HIBA is 
one of the most renowned health care organizations in Latin America. It consists of a health care delivery network 
that covers a population of over 500,000 people, and an insurance plan that covers over 155,000 members. HIBA 
has a home grown Health Information System with a fully implemented EHR and a PHR. The PHR is being used by 
almost half of the patients who are covered by HIBA´s health insurance plan.  

Dr. Borbolla will present the implementation of the Infobutton Standard within the PHR at HIBA. Specifically, he 
will demonstrate how the system retrieves context-specific information in Spanish from MedlinePlus to help patients 
understand their laboratory results. He will also discuss the use of MedlinePlus Connect Web Services to 
automatically “push” content to the PHR home page based on the patient’s problem list.   

Topic 4: Future uses of the HL7 Infobutton Standard for patient engagement (Hall). Ms. Hall is Senior Vice 
President at Healthwise, a not-for-profit, patient engagement organization based in Boise, Idaho. She has 20 years of 
healthcare administration experience, including former positions as a health system Chief Information Officer and 
Marketing executive. She was also one of the leaders in forming the Idaho health information exchange (HIE). More 
recently, Ms. Hall has been appointed by the Department of Health and Human Services (HHS) Secretary Sebelious 
to serve in national policy efforts as a consumer HIT advocate. 

Ms. Hall will discuss how the Infobutton Standard can be used to support future patient engagement efforts, 
including those that support the National e-Health Collaborative Patient Engagement Framework 
(http://www.nationalehealth.org/patient-engagement-framework), EHR Meaningful Use Stage 3, and emerging uses 
from the Clinical Data Interchange Standards Consortium (CDISC) for clinical trials and research enrollment, as 
well as advance directive applications.  
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Abstract  

The Learning Healthcare System (LHCS) refers to the close coupling of practice of clinical medicine with both the conduct of research 
and the translation of research into practice. 

This panel presents an outline of the TRANSFoRm project (www.transformproject.eu), a large EU FP7 Integrated Project to develop a 
digital infrastructure for the LHCS in European Primary Care, and discussion contrasts this with similar work in the USA, considering 
the opportunities for international collaboration. Four presentations will cover: 

• The aims, requirements, and informatics approach of the TRANSFoRm project. 

• The method adopted to access clinical data using a common clinical data information model  

• The techniques developed to capture the provenance of the research process  in conjunction with generated data. 

• An ontology for Clinical Prediction Rules to provide integrated Decision Support for diagnosis using chest pain, abdominal pain 
and shortness of breath as exemplars. 

• A discussion will provide an overview of work on the LHCS in the USA, with opportunities for collaboration and international 
standards development. 

Decision Support, Randomised Controlled Trials, Translational Research 

Panel description 

The Learning Healthcare System (LHCS) refers to the close coupling of practice of clinical medicine with both the conduct of research 
and the translation of research into practice. The widespread adoption of electronic medical records and better understanding of the infor-
matics requirements of both clinical research and transactional knowledge provide an opportunity to accelerate adoption of the LHCS, via 
a digital infrastructure. This panel presents three core components of this infrastructure, as developed for the EU FP7 Project TRANS-
FoRm, alongside a discussion relating this work to international perspectives, particularly in the US.  

 
Prof Brendan Delaney BM BCh, MD  
King’s College London, London, UK 
Overview: The FP7 TRANSFoRm project and the Learning Healthcare System In Europe. 
The EU FP7 TRANSFoRm project aims to enhance the safety and evidence base of clinical practice in European Primary Care, by devel-
oping elements of an informatics infrastructure to support a learning healthcare system in the EU. These are linked to three use cases, cov-
ering the requirements of phenotype-genotype studies, randomized controlled trials and knowledge translation in the form of decision 
support for diagnosis. The outputs of the project include:  

• Models and ontologies to represent research data and processes, clinical data and diagnostic information. 
• User-facing tools to enable management of provenance, subject identification and selection, data extraction and linkage, case re-

port forms embedded within the EHR, event-driven collection of patient related outcome measures (PROMS) via mobile devices 
and clinical prediction rules for diagnosis available as a web-service. 

• A distributed infrastructure to support both data integration and workflow, with appropriate management of security, access con-
trol and provenance tracking. 

• Demonstrations and evaluations in real-world settings. 

TRANSFoRm adopts a model-based philosophy to its overall technology design, with software artifacts based on a careful representation 
of the requirements from the three use cases, mentioned above.  Rather than an Extract, Transform, Load approach into defined data ware-
houses, TRANSFoRm adopts an approach of using dynamic data manipulations from source data, managing both semantic and structural 
heterogeneity via an ontological approach. A common infrastructure manages integration and provenance for both knowledge creation and 
knowledge exploitation. This panel will present and demonstrate work from year 2 of the project, consisting of the eligibility criteria and 
recruitment workbench, its underlying infrastructure and distributed searches, models and ontologies that underpin this work, as well as 
the ontology of clinical prediction rules. 
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Dr Jean-François Ethier, MD. 
University of Rennes, France 
The Clinical Data Information Model as a core aspect of interoperability in TRANSFoRm. 
 
Biomedical research increasingly relies on the integration of information from multiple heterogeneous data sources. Despite the fact that 
structural and terminological aspects of interoperability are interdependent and rely on a common set of requirements, current efforts typi-
cally address them in isolation. We developed a unified ontology-based knowledge framework to facilitate interoperability between heter-
ogeneous sources based on the LexEVS terminology server, as an implementation method. 
 
The framework is based on an ontology, the General Information Model (GIM), to unify the structural models and terminologies, together 
with the relevant mapping sets. The framework was deployed for the TRANSFoRm project and the GIM was successfully instantiated as 
the TRANSFoRm clinical data integration model (CDIM) and necessary mappings were created. 
 
Systems using this architecture can rely solely on the general information model that abstracts over both the structure and coding. Infor-
mation models, terminologies and mappings are all stored in LexEVS and can be accessed in a uniform manner (implementing the HL7 
CTS2 SFM).Physicians and patients play complementary roles in the research world as researchers and subjects. A lot of information is 
captured in clinical care that can have significant impact on the conduct of research, especially to identify suitable research participants 
and through follow-up. Similarly, a lot of information is captured during research operations and it can have a significant impact on pa-
tient care. The framework facilitates unified, effective and safe flow of information to fulfill these activities.  
 
The framework has demonstrated its ability to contribute to these activities through exemplar studies and tools. Through a retrospective 
observational study focusing on diabetes, it combined both clinical and genetic research patient data. eCRFs based on our framework can 
also bring together patient care and research. The resulting information can then be transmitted back to both research and clinical reposito-
ries in order to inform patient care. The decision support tool lives in the clinical care zone but requires similar data operations. The 
framework permits it to pre-populate its interface with information already present in the eHR. It also allows new captured information to 
be fed back in the eHR. 
 
Vasa Curcin, PhD 
Imperial College London, UK 
Provenance of health research in a heterogeneous software landscape 
 
The provenance of electronic data, particularly in the healthcare domain, is seen as increasingly important for the users’ confidence in the 
data, establishing a trusted trail of the process that led to its production. Provenance is a key concept describing the origin and quality of 
data, from the point of data recording to the analysis by the researcher. These concepts inform the suitability of systems to collect, aggre-
gate and process routine clinical data for research. 

An inherent problem in the design of clinical trials is the process through which the final study eligibility criteria are constructed. There-
fore, there is a requirement to capture the provenance not only of the data produced in the study, but of the research task itself. To that 
goal, we have introduced a novel concept of research provenance that creates model-based audit trails using a common graph syntax de-
rived from the Open Provenance Model (OPM) standard, and maps to the overall information model used in the research task. 

Provenance introduces a novel mechanism for model-based auditing of the research task. The captured provenance data is semantically 
aware and thus allows meaningful querying using the concepts from the information model. The investigation can be performed interac-
tively, by manually navigating the records, or through a set of parameterized pre-defined queries implemented through a web portal. Since 
a single provenance store can be used across all the tools sharing the same information model (even if their implementations are separate), 
this approach facilitates uniform auditability across the research software ecosystem. In the case of TRANSFoRm, provenance infrastruc-
ture links the clinical trial data collection, study management and diagnostic support tools implemented in the project. 
 
Derek Corrigan MSc 
Royal College of Surgeons of Ireland, Dublin Ireland. 
Decision support for diagnosis and the Learning Healthcare System.  
 
A knowledge gap exists between the generation of clinical evidence and the dissemination of that evidence into primary care practice. The 
development of decision support tools based on data derived from analysis of electronic sources of primary care data is one way of bridg-
ing that gap. A prerequisite for this is the development of formal models of actionable knowledge to represent clinical knowledge derived 
from electronic sources of primary care data. The TRANSFoRm project has developed formal ontological models deployed as part of an 
application infrastructure to represent clinical knowledge as a basis for future development of diagnostic decision support tools. The two 
models described with clinical examples of how they may be used for decision support are:  
- A general model of diagnostic clinical evidence  
- A model of evidence utilising computable representations of clinical prediction rules 
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Three primary care patient safety use cases are being used to test and validate the final CDSS to be developed by TRANSFoRm: chest 
pain, abdominal pain and dyspnoea. They were chosen for the cognitive challenge they present in primary care with potential for diagnos-
tic error. Reviews of evidence based sources identified Clinical Prediction Rules (CPR) supporting selected diagnoses for the patient safe-
ty use cases  
 
A CPR “is a clinical tool that quantifies the individual contributions that various components of the history, physical examination, and 
basic laboratory results make toward the diagnosis, prognosis, or likely response to treatment in a patient”. Reviews highlighted the im-
portance of capturing the demographic context of the study population. Score performance often varies in different populations depending 
on gender and age and this should be reflected in any model design.  
 
An ontology was chosen as the basis for the CPR model to support dissemination of CPRs using open standards. Many methodologies 
have been proposed for design and development of ontologies. An application focused design was selected to define the ontology based on 
the functional requirements of the CDSS. This ontology is implemented using ontology language/resource description framework 
(OWL/RDF) and Protégé 4.1. It is hosted using a Sesame triple store for query formulation, testing and future dynamic programmatic up-
date of ontology content. The Sesame triple store provides a suitable platform for development of a web based CPR service. This will pro-
vide a defined query interface to wrap multiple SPARQL queries as part of defined diagnostic workups. It will also provide an update in-
terface for dynamic update of ontology content via data mining tools to support rule derivation from electronic sources of primary care 
patient data. A crucial requirement will be the integration of the TRANSFoRm Integrated Vocabulary Service. This adds semantic mean-
ing to the ontology through binding of ontology instances to Unified Medical Language System (UMLS) terms. Mappings are available to 
other classifications/ terminologies including ICD, ICPC2 and SNOMED. This can drive rule execution based on cues extracted from pa-
tient EHRs. 
 
Professor Charles Friedman PhD 
University of Michigan, USA 
Discussion: The Learning Healthcare System in the USA. 
 
Within the U.S., there is a movement to achieve a national-scale Learning Health System (LHS).  This need for an LHS has been ex-
pressed in many reports from the Institute of Medicine, several influential articles in prominent journals, and the nation's 2011 Health IT 
Strategic Plan.  In May of 2012, a national Learning Health System Summit convened 80 representatives across all health stakeholders, 
leading to a consensus set of Core Values that will underlie an LHS.  In recognition of the importance of the LHS, the National Science 
Foundation is convening a workshop on the scientific challenges underlying a national-scale LHS; and the Robert Wood Johnson Founda-
tion is supporting a workshop on the role of public health in the LHS. 
 
A self-organizing Learning Health Community, situated outside the government but with significant government participation, is growing 
out of the 2012 Summit--and several specific initiatives to develop components of the LHS are originating from this Community.  The 
first of these initiatives, coordinated through the Clinical Data Interchange Standards Consortium (CDISC), will seek to identify and de-
velop consensus around a minimum set of standards to support a national LHS. 
 
The Learning Health Community recognizes that a global Learning Health System is the ultimate goal.  This vision is harmonious with the 
spirit of the Memorandum of Understanding on Health Information Technology between the EU and US that was signed in December of 
2010.  As such, all efforts originating within the US will anticipate an eventual harmonization of national efforts to realize learning on a 
global scale. 
 
This discussion will describe in further detail the US efforts to achieve an LHS, summarize the progress of the standards initiative and 
other initiatives, identify specific points of convergence and contrast with TRANSFoRm, and begin to explore how the international coop-
eration can minimize redundancy of efforts and accelerate global progress. 

All participants have agreed to take part in the panel. 

This project is partially funded by the European Commission under the 7th Framework Programme, Grant Agreement Number 247787, 
Translational Research and Patient Safety in Europe (TRANSFoRm). 

299



  

Mining MEDLINE for problems associated with vitamin D 

Dina Demner-Fushman, MD, PhD, James G. Mork, MSc, Alan R. Aronson, PhD,  
Lister Hill National Center for Biomedical Communications, U.S. National Library of 

Medicine, National Institutes of Health, DHHS, Bethesda, MD

Abstract 

This paper presents a two-step approach to generating comprehensive abstractive overviews for biomedical topics. 
It starts with a sensitivity-maximizing search of MEDLINE/PubMed and MeSH-based filtering of the results that are 
then processed using NLP methods to extract relations between entities of interest. We evaluate this approach in a 
case study based on the IOM report on the role of vitamin D in human health. The report defines disorders that 
serve as health indicators for the role of vitamin D. We evaluate the abstractive overviews generated using MeSH 
indexing and the extracted relations using the disorders listed in the IOM report as reference standard. We conclude 
that MeSH-based aggregation and filtering of the results is a useful and easy step in the generation of abstractive 
overviews. Although our relation extraction achieved 83.6% recall and 92.8% precision, only half of the disorders 
of interest participated in these relations.  

Introduction 

Establishing the state of the current knowledge on the topic of interest is an essential and time-consuming step in 
biomedical research and authoring of guidelines and systematic reviews. This step traditionally starts with 
sensitivity-maximizing searches for topically relevant publications followed by a thorough manual review of the 
abstracts and selection of the full text publications for an in-depth review. The sensitivity-maximizing searches for 
MEDLINE® usually retrieve broad ranges of potentially relevant citations through combining fairly long lists of 
search terms in Boolean OR queries1. Whereas search engines find potentially relevant publications, creating an 
overview of retrieved articles largely remains a manual task. Efforts to reduce the burden of a full review of the 
results of high sensitivity searchers follow two major directions: reducing the workload using statistical methods and 
creating overviews of the retrieval results2,3. Approaches to automatic generation of the overviews in the form of 
abstractive and multi-document summarization have been explored in the past. These approaches included automatic 
Unified Medical Language System® (UMLS®)-based hierarchical agglomerative clustering with semantic distance 
as the link function, in which potential treatments for a given disease were extracted from the abstracts and assigned 
each to its own cluster, which were then iteratively merged into larger clusters whose interventions shared a 
common UMLS hypernym4. Each cluster was represented by the highest ranking sentence containing “bottom-line” 
advice extracted from the highest ranking abstract in the cluster. In an evaluation of a similar final representation of 
the overviews generated using a summarizer in the semantic abstraction paradigm and SemRep, the knowledge 
based summarizer modestly outperformed a baseline which extracted all frequently occurring drugs in retrieved 
documents5. Clustering of extracted named entities and sentences containing the entities was also used to summarize 
information about gene studies in microarray experiments6,7 and breast cancer8.  

In addition to titles and abstracts, MEDLINE provides abstractive summaries of the articles in the form of MeSH 
(Medical Subject Headings) indexing. MeSH indexing is widely used in the analysis of biomedical literature. For 
example, it was used in the original literature-based discovery experiments9 and later in MeSHmap, an application 
for interactive exploration of PubMed® search results10. In MeSHmap, the summary of the retrieval results is 
provided in the form of agglomerated separate lists of headings and subheadings along with the frequencies of their 
occurrences in the result set.  We extend the MeSHmap approach by automatically utilizing the relational 
information encoded in subheadings and focusing on the main (“starred”) headings. We further explore if the 
relations inferred based on the subheadings are supported by extraction of relations explicitly stated in the titles and 
abstracts. To that end, we use a previously developed approach to extraction of clinical events11.  The goal of this 
study is to evaluate a two-step approach to generating comprehensive abstractive overviews for topics of interest.  
Our proposed approach first agglomerates and filters retrieval results using the inferred relations between MeSH 
terms and then extracts relations between entities of interest from the text of MEDLINE citations comprising the 
reduced document set. To test our approach, we focus on disorders associated with vitamin D, taking disorders listed 
in the 2010 Institute of Medicine (IOM) report12 as the reference set.  
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Background 

For many adults (including the authors of this study), a routine checkup has revealed a vitamin D deficiency 
followed by the doctor’s recommendation to take a vitamin D supplement. It is not surprising therefore that the 
benefits and dangers of the long term use of vitamin D supplements are of broad interest to the public. Given the 
growing interest in vitamin D, the U.S. and Canadian governments asked the IOM to conduct a review of current 
scientific evidence pertaining to roles of calcium and vitamin D in human health and to update the Dietary 
Reference Intakes (DRI) for vitamin D and calcium. The IOM established an ad hoc consensus committee of 14 
scientists who conducted a review of existing data, and developed a report12 that serves as the reference standard for 
our study. The committee has identified a comprehensive set of potential indicators for establishing DRIs shown in 
Table 1. The committee concluded that with the exception of measures related to bone health, the potential 
indicators were not supported by evidence. The outcomes related to other indicators were often conflicting and could 
not be linked to vitamin D intake. The report describes the role of vitamin D related to falls and physical 
performance, cardiovascular disease, autoimmune disorders, and immune functioning as hypotheses of emerging 
interest. Our study uses this information to a) establish if information about the indicators could have been 
summarized for the committee using MeSH headings, b) if the relations extracted from the abstracts suggest the 
conclusions about the bone health outcomes and the other indicators, and if c) our methods are able to identify 
diseases presented as associated with high levels of vitamin D in the report (see Table 2). The side effects of the 
high doses of vitamin D are of particular concern to those who take vitamin D supplements.  

Table 1. Potential indicators of health outcomes for nutrient adequacy for calcium and vitamin D and their mapping 
to MeSH. 

IOM Report MeSH MeSH Tree Specificity 
Total cancer Neoplasms C04 General 

 Prostate cancer Prostatic Neoplasms C04, C12  
 Colorectal cancer/adenoma Colorectal Neoplasms C04, C06  
 Breast cancer Breast Neoplasms C04, C17  

 Pancreatic cancer Pancreatic Neoplasms C04, C06, C19  
Immune function clinical outcomes    

 Autoimmune disease Autoimmune Diseases C20  
 Diabetes (type 1) Diabetes Mellitus, Type 1 C18, C19, C20  

Crohn’s disease / Inflammatory 
bowel disease 

Crohn Disease C06  

Multiple sclerosis Multiple sclerosis C10, C20  
Rheumatoid arthritis Arthritis, Rheumatoid C05, C17, C20  

 Infectious diseases Communicable Diseases C01  

Preeclampsia Pre-Eclampsia C13  
pregnancy outcomes Pregnancy Outcome F01, G08 General 
All-cause mortality Disease*/mortality  General 
Cardiovascular diseases Cardiovascular Abnormalities C14, C16 General 
Hypertension Hypertension C14  
Obesity/ metabolic syndrome Obesity C18, C23, C01, 

G07 
 

Growth Growth Disorders C23 General 
Bone health clinical outcomes Bone Diseases C05 General 
Fracture risk  Fractures, Bone C26 General 
Rickets Rickets C05, C18  
osteomalacia Osteomalacia C05, C18  
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Table 2. Disorders mentioned in association with high levels of Vitamin D and their mapping to MeSH. 

IOM Report MeSH MeSH Tree Specificity 
hypercalcemia Hypercalcemia  C18  
Hypercalciuria/ Calcium phosphate 
crystals in urine 

Hypercalciuria C23  

retarded growth Growth Disorders 
Bone Diseases, Developmental  

C23 
C05 

General 

All cause mortality Disease*/mortality  General 
cancer Neoplasms C04 General 
cardiovascular risk/damage Cardiovascular Abnormalities C14, C16 General 
falls  Accidental Falls N06 General 
fractures Fractures, Bone C26 General 
soft tissue calcification/ ligamentous 
calcification 

Calcinosis C18 General 

renal damage Kidney Diseases  C12, C13 General 
kidney stones Kidney Calculi C12, C13, C23  

nephrocalcinosis Nephrocalcinosis C12, C13, C18  

renal failure Renal Insufficiency C12, C13  

Renal colic Renal Colic C23  

polyuria  Polyuria C12, C13  
Albuminuria Albuminuria C12, C13, C23  
fibrotic changes in vascular tissue/ arterial 
calcification 

Vascular calcification C18  

corneal calcification Corneal Diseases C11 General 
Conjunctivitis Conjunctivitis C11  
Edema Edema C23 General 
Anorexia Anorexia C23  
weight loss Weight Loss C23  

Asthenia/ weakness/ Fatigue/ 
tiredness/muscular weakness 

Asthenia C23  

Anemia Anemia C15  
Vomiting Vomiting C23  
Nausea Nausea C23  
Fever Fever C23  
Chills Chills C23  
Lethargy Lethargy C10  
Extreme thirst/ polydipsia Polydipsia C23  
Dehydration Dehydration C18,C23  

Leg pain Pain C10 general 
back pain Back Pain C10, C23  
Constipation Constipation C23  
Colic Colic C23  
Diarrhea Diarrhea C23  
persistent hypertension  Hypertension C14  
Coma Coma C10, C23  
Headache Headache C10, C23  
Confusion Confusion C10, C23, F01  
memory loss/ forgetfulness Memory Disorders C10, C23, F01  

psychotic symptoms Mental Disorders F03  
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Methods 

To answer our questions about the coverage of the IOM indicators by MeSH indexing we generated high sensitivity 
PubMed searches that resulted in a set of 44,961 MEDLINE citations and analyzed the aggregated MeSH indexing 
as described below. We then used MeSH indexing to identify a subset of citations that could potentially answer our 
questions about toxicity of the high doses of vitamin D and analyzed these citations using the Stanford dependency 
parser13 and extracting causal, treatment and association relations between vitamin D and disorders.  
 

High sensitivity search for publications concerning vitamin D  

Using the search terms found in the IOM Table E-1 Sample Search History for Literature Published after AHRQ-
Tufts, we identified a list of MeSH terms to search via PubMed/Entrez and a list of trigger words to search the 2013 
MEDLINE Baseline. 
 
We were able to identify the following MeSH terms from the IOM list of search terms: Ergocalciferols, 25-
Hydroxyvitamin D 2, Cholecalciferol, Calcifediol, Vitamin D.  We then expanded this list to include Calcitriol 
(physiologically active form of vitamin D), Dihydrotachysterol (product of vitamin D2), and 
Hydroxycholecalciferols (previous indexing for Calcifediol) providing us with the PubMed query found in Figure 1.  
In the query, we use “[mh:noexp]” to make sure PubMed/Entrez does not expand the query beyond our targeted list 
of MeSH Headings. 
 

"Ergocalciferols" [mh:noexp] OR "25-Hydroxyvitamin D 2" [mh:noexp] OR "Cholecalciferol" 
[mh:noexp] OR "Calcifediol" [mh:noexp] OR "Vitamin D" [mh:noexp] OR "Calcitriol" 
[mh:noexp] OR "Dihydrotachysterol" [mh:noexp] OR "Hydroxycholecalciferols" [mh:noexp] 

Figure 1: PubMed Query 1 
 
We also noticed that the MeSH Heading Dehydrocholesterols was used to index citations discussing 
Cholecalciferols in 1966, so we created another PubMed query found in Figure 2.  Since Dehydrocholesterols was 
used to index multiple terms over the years, we also limited the search to citations where the precursor 7-
dehydrocholesterol was found somewhere in the title or abstract.  The citations from this query were added to our 
dataset. 
 

Dehydrocholesterols [mh:noexp] AND "7-dehydrocholesterol" [tiab] 
Figure 2: PubMed Query 2 

 
We noticed that we had coverage of vitamins D1 through 4, but, not vitamin D5, so to add some coverage of vitamin 
D5, we used the precursor 7-dehydrositosterol (required in the title or abstract) and the MeSH Heading Sitosterols 
(Heading Mapped To for 7-dehydrositosterol) in the PubMed query found in Figure 3.  The citations from this query 
were also added to our dataset. 
 

Sitosterols [mh:noexp] AND "7-dehydrositosterol" [tiab] 
Figure 3: PubMed Query 3 

 
We filtered out citations from our dataset that were not indexed yet, were duplicate PMIDs from the three queries, 
had no indexing applied, or were identified as PubMed-not-MEDLINE leaving us with 36,078 citations. 
 
To further expand our coverage of potentially relevant citations, we used the list of trigger words developed from the 
IOM table, the MeSH terms, and the associated Entry Terms from each of the MeSH descriptors.  We performed a 
string search through the 21,508,439 citations in the 2013 MEDLINE Baseline using this list of trigger words.  The 
search identified 8,883 additional citations for a total of 44,961 citations. 
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MeSH-based abstractive summarization  

Once we created the dataset of relevant vitamin D citations, we could then identify articles of interest using the 
MeSH indexing.  We tracked all of the cases where one or more of our ten vitamin D related MeSH terms was 
determined by the indexer to be a main topic of an article (indicated by a star “*”) and where one or more Disease 
related MeSH terms from the C MeSH tree (that contains almost all disorders in Tables 1 and 2) were also identified 
as a main topic of the article.  We kept track of this co-occurrence of MeSH terms and also tracked the MeSH 
qualifiers (subheadings) assigned to the MeSH descriptors. This data set consisting of 12,271 citations allowed us to 
summarize the results and try to identify possible patterns in the data. 
 

Extraction of associations between diseases and vitamin D  

From the above summarized data, we picked Ergocalciferols as an appropriate vitamin D MeSH term (MH) for a 
more detailed analysis of side effects.  We created a subset of our dataset where Ergocalciferols was a main topic in 
the citation and where any Disease was also a main topic in the citation.  We further filtered the citations by 
requiring that either Ergocalciferols be assigned the qualifier adverse effects, poisoning, or toxicity; or one of the 
starred Disease terms was assigned the adverse effects, poisoning, toxicity, or complications qualifier.  This created a 
dataset with 211 citations that we could review for any causal, treatment or association relationships between the 
Vitamin D MH and the Disease MH. These citations were also used to automatically extract relations between 
vitamin D and diseases from the title and abstract. To extract the relations, we used the Stanford parser to identify 
causal, treatment, and association dependencies between all surface representations of vitamin D and all concepts in 
the Semantic group Disorders identified using MetaMap14.  
 

PMID- 4162109 
TI  - Effect of condensed phosphates on vitamin D-induced aortic calcification in rats. 
 
MH - Aortic Diseases/*pathology 
MH  - Calcinosis/*chemically induced 
MH  - Ergocalciferols/*toxicity 

Figure 4: PMID: 4162109 with title and partial MeSH Indexing 
 
The example in Figure 4 shows the title and some of the MeSH indexing for one of the 211 citations in this dataset.  
Because Ergocalciferols and Aortic Diseases are identified as main topics in the article and the Ergocalciferols MH 
is combined with the qualifier toxicity, the citation was automatically included in our dataset of 211 citations for 
further evaluation.  

Evaluation 

We manually intersected disorders listed in Tables 1 and 2 with the starred diseases extracted from the MeSH 
indexing and with the relations extracted from the text. For the latter, the relation type had to be correct for the 
extracted disease to count as true positive. For example, relation (causes: vitamin D, aortic calcification) had to be 
extracted from the title in Figure 4. In our manual analysis of 211 citations, we extracted all causal, treatment and 
association relations involving vitamin D and explicitly stated in one sentence. If either the vitamin D term or the 
disease term was represented by an anaphor (see Figure 5), the relation was included in the gold standard, although 
our current extraction tool cannot resolve anaphora or coreference. 

PMID- 21786580  
AB  - Calcitriol is important in nephroprotective strategy in chronic disease of the kidneys (CDK). 
However, its long-term use often results in hypercalciemia with metastatic calcification. 
Relation – Calcitriol CAUSES  hypercalciemia 

Figure 5: PMID: 21786580, a snippet of the abstract showing the anaphor its referring to calcitriol and the relation 
included in the reference standard  

Results 

Using the main (starred) MeSH descriptors, we were able to identify all 22 indicators listed in Table 1 with 
frequencies shown in Table 3. The 211 citations dataset contained 10 of 22 potential indicators. The relations 
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extracted from the abstracts also contained 10 potential indicators, nine of which are the same as extracted using 
MeSH indexing. 

Table 3. Potential indicators of health outcomes for nutrient adequacy for calcium and vitamin D. Frequency of 
occurrence in MeSH descriptors (third column) and in relations extracted from the text of 211 citations (fourth 
column). 

IOM Report MeSH 
Star MeSH 
Frequency Frequency in text 

Starred 211 

Total cancer Neoplasms 2,706 20 
2 

(ovarian, prostatic) 
 Prostate cancer Prostatic Neoplasms 306 4 1 
 Colorectal cancer/adenoma Colorectal Neoplasms 110 0  
 Breast cancer Breast Neoplasms 323 0  

 Pancreatic cancer Pancreatic Neoplasms 38 0  
Immune function clinical outcomes     

 Autoimmune disease Autoimmune Diseases 62 0  
 Diabetes (type 1) Diabetes Mellitus, Type 1 102 0 2 

Crohn’s disease / 
Inflammatory bowel 
disease 

Crohn Disease 41 0  

Multiple sclerosis Multiple Sclerosis 110 1  
Rheumatoid arthritis Arthritis, Rheumatoid 79 0  

 Infectious diseases Communicable Diseases 6 0  
Preeclampsia Pre-Eclampsia 2   
pregnancy outcomes Pregnancy Outcome 3 0  
All-cause mortality Disease*/mortality 274 14  

Cardiovascular diseases 
Cardiovascular 
Abnormalities 

718 18 7 

Hypertension Hypertension 142 1 1 
Obesity/ metabolic syndrome Obesity 132 0  
Growth Growth Disorders 18 0 1 
Bone health clinical outcomes Bone Diseases 285 8 12 
Fracture risk  Fractures, Bone 414 6 1 
Rickets Rickets 669 12 4 
osteomalacia Osteomalacia 284 9 7 

 

Our manual analysis of the 211 citations dataset revealed that 40 citations had no abstracts, and their titles contained 
no explicitly stated relations, another 39 abstracts contained relations that could not be extracted without inference 
and understanding of complex linguistic phenomena. For example, readers could potentially infer that paricalcitol 
has caused hypercalcemia in some patients looking at the snippet in Figure 6, but the two statements are too 
complex for the existing bioNLP tools: Extracting this relation would require associating the increase in serum 
calcium levels with hypercalcemia and resolving ellipses to associate hypercalcemia and patients involved in the 
trial presented in the paper.  The remaining 132 citations contained 171 relations that needed to be extracted (71 
causal, 64 treatment, and 36 associated_with), of which our extraction method has correctly identified 143 
(achieving 83.6% recall) , missed 28, and generated 11 false positive relations (achieving precision 92.8%).  

 
PMID- 11576883 
AB  - … paricalcitol increased serum calcium levels and decreased PTH and bone alkaline 
phosphatase levels (all P < 0.05). However, hypercalcemia was infrequent. 

Figure 6: PMID: 11576883, a snippet of the abstract 
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Most frequently extracted causal relations were with hypercalcemia,  hyperphosphatemia, nephrocalcinosis, vascular 
calcification and arteriosclerosis, Most frequently extracted treatment relations were with secondary 
hyperparathyroidism, hypovitaminosis D, rickets, and osteomalacia. The remaining relations were primarily 
extracted once. Of the disorders associated with high levels of vitamin D (listed in Table 2), the following 21 were 
extracted correctly: hypercalcemia, hypercalciuria, growth retardation, cardiovascular damage, cancer, risk of falls, 
fractures, calcinosis, kidney damage, nephrocalcinosis, renal failure, albuminuria, vascular calcification, edema, 
weight loss, vomiting, nausea, fever, chills, constipation, hypertension. Whereas the following 20 were not 
extracted: kidney stones, renal colic, polyuria, corneal calcification, conjunctivitis, anorexia, asthenia, anemia, 
lethargy, polydipsia, dehydration, leg pain, back pain, colic, diarrhea, coma, headache, confusion, memory loss, and 
psychotic symptoms. Some of the additional correctly extracted disorders are close to the ones listed in the IOM 
report, for example, musculoskeletal pain, band keratopathy, and impaired mobility. Some (shown in Table 4) were 
not discussed in the IOM report.  
 
MeSH indexing of the starred set covered all but three disorders associated with high levels of vitamin D. The 
missing disorders were: renal colic, chills, and polydipsia. The frequencies of the starred headings associated with 
high doses of vitamin D range from 1 to triple digits. The MeSH indexing in the 211 citations dataset contained 20 
disorders associated with high doses of vitamin D, and missed 21.  
 
Table 4. Side effects of vitamin D extracted from the text of MEDLINE citations in addition to side effects listed in 
the IOM report 

Disorder Example Sentences 
Hearing loss/ deafness Deafness due to hypervitaminosis D [PMID: 87663] 
palpitations Adverse events associated with paricalcitol use included, among others, chills, 

feeling unwell, fever, sepsis, palpitations, dry mouth, gastrointestinal bleeding, 
nausea, vomiting, edema, light-headedness, and pneumonia. [PMID: 10321413] 

dry mouth 
gastrointestinal bleeding 
sepsis 
pneumonia 

 

Discussion 

Agglomerating potential indicators of health outcomes associated with vitamin D using MeSH indexing has perfect 
recall of the indicators studied in the IOM report, but using these results will require reviewing more indicators, as 
can be seen in Table 5. Restricting the set of citations to those with vitamin D and at least one disease as main topic 
has reduced the set of publications from 44,961 to 12,271 without losing the perfect recall for the IOM indicators. 
The workload of reviewing all potential indicators could be reduced by establishing frequency thresholds; however, 
as can be seen in Table 3, higher thresholds will eliminate some of the indicators of interest, such as preeclampsia 
and growth disorders.  

Filtering of the retrieved set by specific subheadings indicative of side effects reduced the set to manageable size; 
however, it also demonstrated a traditional recall-precision tradeoff, reducing the number of found disorders to 20 
out of 41 disorders associated with high doses of vitamin D in the MeSH indexing and to 21 disorders extracted 
from relations with vitamin D. The remaining 20 disorders were missed for several reasons: 1) due to errors in the 
extraction (for example, myopathy was missed in PMID: 11715587 due to coreference); 2) because they were not 
mentioned in the abstract (for example, headache); 3) because their relation with vitamin D was not stated explicitly 
(see Figure 6), or 4) because no causal relation between vitamin D and the disease was discussed in the abstract. For 
example, citation PMID: 22422535 discussed safety of vitamin D in patients with kidney stones and vitamin D 
deficiency. The disorders found and missing in the MeSH indexing are somewhat different compared to those 
extracted from the relations stated in the text: hypercalciuria, risk of falls, edema, fever, chills, and constipation were 
found in the text but not in the MeSH indexing; whereas, kidney stones, asthenia, anemia, pain, and back pain were 
found in the MeSH indexing but not in the text. These differences could potentially be used to increase recall by 
using the union of the results. Alternatively, the intersection of the results will generate a smaller set of diseases with 
higher confidence.  

Despite our focus on the subheadings indicative of adverse reactions, the set of 211 citations contained almost equal 
amounts of causal and treatment relations involving vitamin D. A substantial number of association relations and 
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extraction of both causal and treatment relations for the same diseases (see Figure 7) reproduces the IOMs 
conclusions about controversial and inconclusive results for some disorders.  

PMID- 18393917 
AB  - …It was demonstrated that paricalcitol prevents vascular calcification in experimental 
models of renal failure… 
 
PMID- 4162109 
TI  - Effect of condensed phosphates on vitamin D-induced aortic calcification in rats. 
 

Figure 7: Controversial conclusions about the role of vitamin D in vascular calcification 
 

Table 5. Overall and distinct frequencies of MeSH terms pertaining to Disorders in 12,271 starred citations and  
44,961 containing information about vitamin D 

Disease MeSH Tree MeSH 
Tree 

Frequency Distinct Disorders 

Full set Starred Full set  Starred 
Bacterial Infections and Mycoses C01 774 234 138 64 
Virus Diseases C02 414 144 65 35 
Parasitic Diseases C03 56 16 26 10 
Neoplasms C04 7,963 2,706 331 180 
Musculoskeletal Diseases C05 14,984 3,296 183 89 
Digestive System Diseases C06 2,832 801 148 75 
Stomatognathic Diseases C07 505 82 100 35 
Respiratory Tract Diseases C08 1,020 356 102 49 
Otorhinolaryngologic Diseases C09 182 39 42 19 
Nervous System Diseases C10 2,599 617 273 119 
Eye Diseases C11 302 76 67 23 
Male Urogenital Diseases C12 7,907 2,375 118 73 
Female Urogenital Diseases and Pregnancy Complications C13 8,093 2,327 174 98 
Cardiovascular Diseases C14 2,574 712 144 68 
Hemic and Lymphatic Diseases C15 1,362 352 132 62 
Congenital, Hereditary, and Neonatal Diseases and 
Abnormalities 

C16 2,990 693 240 90 

Skin and Connective Tissue Diseases C17 3,681 1,526 188 116 
Nutritional and Metabolic Diseases C18 20,978 5,906 179 111 
Endocrine System Diseases C19 7,053 1,843 105 62 
Immune System Diseases C20 2,470 846 114 72 
Disorders of Environmental Origin C21 0 0 0 0 
Animal Diseases C22 1,295 298 39 21 
Pathological Conditions, Signs and Symptoms C23 8,090 840 352 147 
Occupational Diseases C24 22 5 9 3 
Substance-Related Disorders C25 413 84 39 21 
Wounds and Injuries C26 2,856 486 69 36 

Although the recall and precision in extraction of relations  containing diseases seem relatively high, these results 
are due to frequent occurrences of a small set  of well-known relations such as (treats: ergocalciferol, vitamin D 
insufficiency) or (causes: vitamin D insufficiency, rickets).  This approach demonstrates a typical trade-off between 
using associations and NLP approaches: we gain confidence due to the explicit statements, compared to relations 
inferred using MeSH indexing, but at a cost of losing almost half of the diseases of interest.  

Conclusion 

This paper presents a MeSH indexing-based approach to generation of abstractive overviews of broad topics in 
biomedical domain. We tested the feasibility of the approach in a case study based on the IOM report on current 
scientific evidence pertaining to roles of calcium and vitamin D in human health. To determine if MeSH based 
agglomerated summaries cover all potential health indicators studied in the IOM report, we first retrieved over 
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44,000 MEDLINE citations using a sensitivity oriented search, then reduced the set by filtering out citations that did 
not have vitamin D and at least one disease as main topics (indicated by starred MeSH terms), and finally focused on 
potential adverse events related to vitamin D by filtering out citations that did not have specific subheadings 
associated with the main headings of interest to our study. Filtering out non-starred citations proved to be useful in 
preserving the perfect recall of the sensitive search and reducing the set of document to slightly over 12,000 
citations. The subheading-based filtering and extraction of the relations between the diseases and vitamin D lost 
almost half of the diseases associated with side effects of vitamin D. Future work will determine if the relations 
could be extracted from the full text of the articles or if a less restrictive filtering will provide abstracts with 
explicitly stated relations with more diseases. Overall, we can recommend broad searches focused on main headings 
as a useful and easy step in generation of abstractive overviews of the current state of knowledge for a topic of 
interest.   

Data sets described in this paper are available at: 

   http://ii.nlm.nih.gov/TestCollections/index.shtml#2013_VITD 
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ELECTRONIC HEALTH RECORD LINKAGES FOR TRANSLATIONAL 
CARDIOVASCULAR RESEARCH IN NEARLY 2 MILLION PEOPLE 

Clinical disease research using Linked Bespoke studies and Electronic Records 
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Background: In many cases, electronic health record (EHR) linkage is the most 
efficient and cost-effective way of obtaining high-‐resolution clinical research data 
for a specific disease.  However, the vast amounts of clinical data currently collected 
at a national scale across UK primary, secondary and tertiary health care are often 
stored in disparate information systems, differ in resolution and are collected for 
different purposes. The CALIBER programme facilitates access to these data for 
research via novel data linkages and transparent, reproducible methods for combining 
and phenotyping clinical information from multiple linked EHR sources.  This 
enables researchers to explore the aetiology and prognosis of a disease that would 
otherwise remain hindered by the lack of longitudinal phenotype data and cross-
domain exposure information. CALIBER is led from the Farr Institute of Health 
Informatics Research at UCL Partners in collaboration with University College 
London, the London School of Hygiene and Tropical Medicine, Queen Mary 
University and Public Health England.  
Methods: The CALIBER research platform is composed of linkages between several 
national clinical datasets: a longitudinal primary care database, a hospital admission 
database, an acute coronary syndrome disease registry and the national register of 
deaths. The core CALIBER dataset contains six billion rows of data from nearly two 
million patients amounting to over five million person years of follow-up. We have 
developed an informatics framework for transforming raw clinical data into research-
ready variables, by manual and automatic (Natural Language Processing) curation. 
Medical diagnostic codes and associated algorithms used for phenotype definitions 
are independently reviewed by clinical and non-clinical researchers in a clear and 
reproducible manner, documented using established metadata formats and published 
on the CALIBER Data Portal for external validation. All research studies are 
registered with clinicaltrials.gov prior to receipt of data. Initial CALIBER research 
studies are focused on cardiovascular disease as an exemplar, but we are expanding 
the approach to other clinical domains.  
Results: CALIBER facilitates efficient sharing of both research data and metadata 
and is a reusable resource for clinical and epidemiological researchers. In addition to a 
description of CALIBER, results from CALIBER projects seeking to disentangle the 
broad aggregate of “coronary heart disease” into specific clinical aggregates will be 
presented. CALIBER projects cover several causal domains such as environmental 
factors (e.g. air pollution), psychosocial factors, infection and inflammation and 
biomarkers. 
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The Team Science System (TSS), developed by the UCLA Clinical and Translational Science Institute (CTSI), is a 
web-based, open source system that coordinates and tracks research facilitation efforts and scientific collaborations 
from the earliest stages of exploration through to the ultimate outcomes, such as funded projects and published 
manuscripts. More specifically, the TSS is a workflow-driven application that collects program evaluation data, 
generates reports required for annual progress statements, and equips CTSI service providers with tools to manage 
their efforts in support of team science. 

In the most common use case, interaction with the system begins with an initial service request submitted on the 
CTSI Virtual Home website. The request is delivered to the virtual workspace of a CTSI Office of Investigator 
Services (OIS) staff member who then reviews the request and directs the request to appropriate CTSI service 
provider groups (e.g., Biostatistics and Computational Biology Program). Doing so generates service-provider-
specific “tickets” that can be linked back to the general request. Each service provider group has a virtual workspace 
in the system where their tickets are listed and managed.  To conduct the work required for each ticket, a leader from 
a service provider group can optionally create and assign tasks to group members. Each task has attributes, like 
estimated and actual effort. Team members use the system to log and categorize their efforts on tasks assigned to 
them, and these data are available to team leaders as reports and downloadable CSV files. When tickets are 
completed, an evaluation request of the service is automatically triggered and emailed to the person who requested 
support. In addition, when all of the tickets for a service request are closed, an evaluation of the OIS triage function 
and the services overall is triggered. Finally, the ultimate success of the scientific efforts receiving support 
(especially submission of manuscripts, publication of papers, submission of grant proposals and funding of grant 
proposals) is assessed through a follow-up survey that is scheduled by an OIS staff person to take place at an 
appropriate time interval after completion of the service request.  

The UCLA CTSI Virtual Home and many of the web applications that comprise this suite have been developed 
using the open source framework called OpenACS. OpenACS is a community developed and maintained descendent 
of the Arsdigita Community System.1 It is an advanced toolkit for building scalable, community-oriented web 
applications and services. OpenACS runs on the OpenNSD/AOLserver, an open source multi-threaded and fast 
HTTP application server.  

The Team Science System is not a de novo software development effort but rather a tailored implementation of the 
pTracker package of the OpenACS. pTracker was developed and is maintained by the Computing Technologies 
Research Lab at the UCLA David Geffen School of Medicine. PTracker combines a workflow engine, an object 
manager, and a flexible question engine.2 Using the workflow engine, we have modeled the business logic needed 
for tracking requests for service as well as the ticket life cycle. Internally, these workflows are implemented with a 
finite state machine. Forms generated with the pTracker question engine collect details of each request as well as 
evaluation and outcomes data. The object manager handles the movement of a request between investigator, service 
providers, and OIS staff. In addition, the progress of each ticket is tracked with a separate workflow.  

The system is currently in its fourth release. Development has followed an agile process with a new release every 
three months. There are 198 registered users of the system. Between 11/15/12 and 7/15/13, 179 requests were 
submitted, spawning 238 tickets. There are currently eighteen active service provider groups defined in the system. 
Our poster will present the architecture and operations of the system as well as updated usage statistics as evidence 
of the multifaceted value.  
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Abstract: Stable health insurance coverage facilitates access to health care. As the 2009 Patient Protection and 

Affordable Care Act (ACA) is implemented, many patients will have more coverage options. These expansions in 

coverage options are happening concurrently with increasing adoption and utilization of electronic health records 

(EHRs).EHRs have the potential to facilitate providers’ efforts to assist patients with health insurance enrollment 

and retention. In many health care settings, information on a patient’s eligibility for and enrollment in health 

insurance programs is manually entered or automatically imported into EHRs, and used to validate coverage and 

facilitate billing. EHR-based tools could be used to harness these data and enable providers to help patients 

overcome common barriers to accessing public coverage. We discuss how EHR-based tools and processes could be 

developed to enable public health insurance eligibility information to be synthesized, organized, and communicated 

to patients and their families. 

 

Introduction: With full implementation of the ACA, many adults will join children in having expanded health 

insurance coverage options. (1) Simply expanding options, however, does not always lead to insurance coverage 

stability. When public health insurance options were expanded for children, many remained uninsured due to parents 

not knowing that a child was eligible, missing re-enrollment deadlines, or being uncertain about a child’s coverage 

status. (2,3) Adults may encounter similar barriers to obtaining and maintaining coverage. 

 

The need to help patients of all ages overcome barriers to gaining stable health insurance coverage could increase 

with ACA implementation. Most current efforts to enroll and retain eligible patients in public coverage programs 

occur outside primary care settings and do not take advantage of health information technology (HIT) such as EHRs. 

HIT tools that support panel management have been shown to effectively enable identifying patients with specific 

needs, thus improving rates of guideline-based chronic disease care.(4) For example, EHR-based mechanisms 

proven effective in supporting chronic disease management include: automated point-of-care reminders, tools that 

support decision-making, personal health records, expanded communication modalities, and panel management 

tools that enable identifying patients with specific gaps in care. It is likely that EHR-based tools similar to those 

used for disease management could be adapted to support enrollment and retention of patients in public health 

insurance programs. Thus, we propose that EHRs and other HIT capabilities are an untapped resource for addressing 

gaps and instability in public coverage for both children and adults.  

 

Methods: To support enrollment and retention activities during clinic visits (“inreach”), EHR-based alerts could 

“pop up” at check-in, check-out, or at other times during the visit to prompt staff to talk with the family about health 

insurance and direct them to appropriate resources. Customized messages with relevant information about the 

patient’s public health insurance eligibility or enrollment expiration dates could be included with a patient’s after 

visit summary printout. To support “outreach” activities, aggregated data could be organized into registries of 

patients who are uninsured or nearing insurance expiration / re-enrollment dates, and used to support communication 

with patients.  

 

Discussion: Harnessing EHR data to support health insurance enrollment and retention efforts is timely and relevant 

to current policy initiatives, and has the potential to both reduce clinics’ administrative burden, and improve patient 

care quality and population health outcomes. Preliminary results of our pilot efforts to develop EHR-based tools to 

support public insurance enrollment will be presented.     
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Abstract  

Asthma, one of the most common chronic pediatric diseases, accounts for 1.8 million annual emergency department visits. 
Due to the complexity of asthma management, a workflow-embedded system was implemented. Even though the development 
utilized a best-case workflow for system design, the actual use varied considerably from the original design and intention. We 
discuss the issues related to real-world use of an integrated decision support system through the framework of “awareness,” 
as characterized in the Computer Supported Cooperative Work literature. 

Introduction 
Asthma is one of the most common pediatric conditions leading to an estimated 1.8 million emergency department (ED) 
visits annually. Asthma care in the ED is temporal and involves timely identification of patients, evaluation, and adjustment 
of treatments. We developed a guideline-complaint, workflow-embedded computerized decision support asthma management 
system to help improve care for patients presenting to the pediatric ED with an asthma exacerbation described previously1.  
At triage, the asthma management system automatically identified eligible patients. The triage nurse performed a severity 
classification score that displayed on the electronic tracking board and a page was sent to the respiratory therapist. The board 
served as a focal point for communication and awareness. Every concomitant asthma score by either a respiratory therapist or 
physician updated the displayed score. Color-coded reminders alerted providers to score and evaluate the patient. Additional 
functionality included severity-based order sets for the clinician after scoring the patient.  
The system was designed to guide asthma care through a multi-disciplinary, coordinated approach, which was inherent in the 
objective approach. However, a preliminary evaluation revealed that actual use was not concordant with envisioned use.  

End User Engagement in Design 
Prior to informatics design and development, we engaged in observation, informal interviews, and attended meetings to better 
understand the context of the ED environment. ED leadership provided guidance as to the accuracy of the workflow fit, the 
design itself, and the conception of ideas. For example, when developing the severity-based order sets, we began with an 
existing paper protocol. The design team then engaged ED staff and leaders in the design and implementation of the 
reminders, order sets, and support, to achieve a workflow-embedded, intuitive management system over a period of 5 
months. Despite these efforts, unanticipated issues arose when the system was put into practice.  
Post Implementation Observations 
We conducted 20 hours of observation and informal interviews of respiratory therapists, nurses and physicians to explore 
how the system was being used in practice. Observations occurred at 8 and 21 months after implementation and were 
accompanied by a brief questionnaire. 
We characterize our results using the framework of awareness2, and consider attributes of the asthma management system 
that contributed to changes in ED work practices, specifically as a result of the alerts, reminders and order sets.  
Providing workflow alerts and reminders through the informatics system from triage to patient’s disposition created a 
confusion of role task awareness but enhanced continuity across roles. Also, collaboration around orders created more work 
for the respiratory therapists to modify the order sets.  

Conclusion 
The process of implementing evidence-based guidelines and what happens when this meets practice is not always as 
anticipated. End-users are not using the system the way it was originally envisioned; however, this does not mean the system 
implementation was unsuccessful. 
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Introduction and Background 

Mobility, which is the ability to safely walk or get around in a wheel chair, is a serious 
problem for older adults receiving home care services or living in the community.  In 2010, 
4.9 million Americans living in the community required another person in order to 
complete activities of daily life (ADLs) such as walking, transferring, toileting, bathing, and 
eating and 9.1 million Americans were unable to complete instrumental activities of daily 
living (IADLs) that are requisite for independent living in the community, such as shopping, 
doing housework, and meal preparation. The purpose of this study is to determine the 
predictors for mobility outcomes of older home care patients.     
Methods 

This study used a retrospective cohort design involving secondary analysis OASIS data 
extracted from electronic health records (EHRs) from 270,634 served by 581 Medicare-
certified home healthcare agencies. All data were converted to binary variables and five 
groups of patients created based on their mobility status at admission (ranging from 1 – 
limited problem to 5 – bedbound).  Pattern mining and hierarchical clustering and based 

approaches were used for finding patterns, i.e., groups of variables that show coherent behavior 

within a subgroup of patients. 

Results The variables associated with mobility outcomes were similar across all mobility 
groups; however, the strength and direction of association varied. The results from both 
clustering and pattern mining are consistent and resulted in similar clusters or patterns. 
The patterns associated with mobility improvement represent 1) healthier physiological 
and psychosocial elderly, and 2) older adults with no problems in grooming and dressing.  
The four patterns for no improvement in mobility groups represent patients with 1) paid 
help, 2) cognitive deficits and behavioral problems, 3) functional deficits and pain, and 4) 
help needed with financial and legal matters.  Four of the six patterns have either 2 or 3 
variables with the largest odds ratios (range from 2.0 to 4.0).  Two patterns are very 
heterogeneous with 16 variables in each pattern.   
Discussion and Conclusion 

At admission, homecare clinicians need to identify groups of patients based on the combination 

of risk factors for outcomes so they can tailor interventions to improve mobility of older adults in 

home care. While there are many similarities in predictors across groups of patients, examining 

both improvement and no improvement demonstrated unique patterns and different odds for 

predicting mobility outcomes.  Finding healthy patients improve and those with more functional 

disability and pain are not likely to improve makes sense.  What is interesting is the association 

of paid help and no improvement indicating a feeble population likely to end up in a nursing 

home. Another new insight was the association of just two functional status variable (dressing 

and grooming) with improvement.  While data mining was conducted for purpose of knowledge 

discovery, the comparison of two data mining approaches increased confidence in the findings.  
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Abstract 

In this paper, we discuss our ongoing research in the domain of text and ontology driven clinical decision support 

system. The proposed framework uses text analytics to extract clinical entities from electronic health records and 

semantic web analytics to generate a domain specific knowledge base (KB) of patients’ clinical facts. Clinical Rules 

expressed in the Semantic Web Language OWL are used to reason over the KB to infer additional facts about the 

patient. The KB is then queried to provide clinically relevant information to the physicians. 

Introduction 

Vast amounts of information are present in unstructured format in physicians’ notes. Text processing techniques and 

medical thesauri such as Unified Medical Language System (UMLS)
1
 can be used to extract clinically relevant 

entities from such data. The extracted entities can then be mapped to concepts from medical ontologies to generate a 

structured KB of patient facts. Clinical Rules written over this KB could then be used to develop systems that can 

help with a variety of clinical tasks such as detecting adverse events , decision support alerts in diagnostic process, 

summarizing patient’s medical history, identifying patients with high risk for certain events.  

We propose a generic text and ontology driven information extraction framework which will be useful in clinical 

decision support systems. In the first phase, standard preprocessing techniques such as section tagging, dependency 

parsing, gazetteer lists are used filter clinical terms from the raw data. In the second phase, a domain specific 

medical ontology is used to establish relation between the extracted clinical terms. The output of this phase is a 

Resource Description Framework (RDF http://www.w3.org/RDF/) KB that stores all possible medical facts about 

the patient. In the final phase, an OWL reasoner and clinical rules are used to infer additional facts about patient and 

generate a richer KB. This KB can then be queried for a variety of clinical tasks.  For instance, each physician or 

group could establish their own queries to encode the common reasoning used by them  help in the differential 

diagnosis process.  In effect, we are creating an automated “Dr. House” that can read information about the patient 

from prior physicians’ notes and test results and make suggestions about possible diagnoses to the physician.  

To demonstrate a proof of concept of this framework, we have used discharge summaries from the cardio- vascular 

domain. In the text processing phase, the clinical records are parsed using the Clinical Text Analysis and Knowledge 

Extraction System (http://incubator.apache.org/ctakes/) annotators, to extract demographic information, prior 

medical history, medications, observations, tests taken, laboratory results, surgeries and coronary risk factors. For 

every concept we consider its polarity, section in which the concept occurs, the associated numerical value, its 

UMLS synonyms, and the lookup window for the concept. In the knowledge generation phase, we use heart failure 

ontology
2
 to assert cardiovascular related facts about patients. The KB has all the information present in the 

discharge summaries expressed as RDF triples which correlate the patient, the medical term and a property from the 

ontology. The KB is then queried to determine the TIMI Risk Score and San Francisco Syncope score for a patient. 

These are evidence-based guidelines used to categorize the risk of death and ischemic events in patients 

experiencing unstable angina and to evaluate the risk of adverse outcomes after a syncopal event, respectively. 

The goal of this research is to combine factual knowledge about patients, procedural knowledge (clinical rules), and 

structured knowledge (medical ontologies) to develop a clinical decision support system 
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Abstract 

To improve patient engagement, EHR data needs to be organized and presented in a coherent summary 
understandable to the patient. Focusing on inpatient hospital stays, we are developing a system combining physician 
discharge notes and nurse plans of care into a comprehensive narrative using patient accessible language. 

Introduction 

Every year, 7.9% of the US population is hospitalized, and up to two thirds of hospitalizations are due to an 
exacerbation of chronic health conditions. The acute inpatient stay is an opportunity to engage the patients in their 
care, which in turn requires them to understand what happened in the hospital. Access to the physician discharge 
notes in the Electronic Health Record (EHR) is not sufficient. Discharge notes only capture physician assessment 
and care. Nurses provide continuity of care during a hospitalization, which is described in nurses’ plans of care. To 
provide the patient with a full understanding of their hospitalization, both sources of information are necessary. 

Methods 

Our goal is to generate a lay-language, patient-centric summary of a hospital stay that integrates events described in 
the discharge notes and the nursing notes. Discharge notes are available as free text, and we process them through 
MedLEE1, a medical information extraction system, to produce a semi-structured collection of Concept Unique 
Identifiers (CUIs) from the Unified Medical Language System (UMLS2) metathesaurus. The nursing notes come 
from HANDS3, an application for managing nurses' plans of care, organized by diagnoses with related interventions 
and outcomes. Each code is tagged with the appropriate nursing terminology source (NANDA, NIC, NOC). Since 
these sources are part of the UMLS metathesaurus, nursing codes are mapped to UMLS CUIs. The concept relation 
network in UMLS is used to identify connections between the concepts between physicians and nurses. 

Results and Conclusions 

In the exploratory phase of the project, we have processed information for a small number of hospital stays.  

Pt Doctor Nurse Overlap Dist. 1 Dist. 2 Pt Doctor Nurse Overlap Dist. 1 Dist. 2

1 65 19 0 0 2 3 50 21 0 3 15

2 152 22 0 6 37 4 168 19 0 4 25

The table shows the number of concepts occurring in the doctor and nurse notes, the number of concepts in 
common, and the number of doctor concepts that find a corresponding nurse concept at distance 1 or 2 in the UMLS 
concept relation graph. We found that there is limited overlap between the physician and nursing documentation, 
which confirms our hypothesis that both are required to produce a comprehensive summary. Moving into the next 
phase, a number of challenges arise: selecting the right concepts to include in the summary, organizing them into a 
logical sequence, and generating a coherent narration. Our goal will require us to advance Natural Language 
Generation technologies4 as applied in the field of medical informatics, with validation with clinicians and patients.  
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Abstract 

High override rates of drug-drug interaction alerts are well-established
1
. These studies often only look at total 

response rate. Here, we explore differences in override behaviors to isolated alerts and chains of repeated 

notifications. Implications of alert presentation effects, including increases to overrides later in alert chains, may 

inform display design to reduce alert fatigue and improve appropriate use of such systems.  

Introduction 

Clinical decision support (CDS) has the potential to prevent medical errors when implemented appropriately within 

an electronic health record (EHR)
2
. Drug-drug interaction (DDI) alerts are a type of CDS that aim to avert hazardous 

medication prescribing. However, DDI alerts are routinely overridden because of their low specificity and factor 

related issues such as alert fatigue
1,3,4

. We hypothesize that there is a statistically significant difference between 

overriding rates when the user is presented with a group of alerts, or an alert chain, compared to isolated alerts. 

Using audit trail data, here we identify patterns of user behaviors when rapidly presented with sequential alerts. We 

also consider the likelihood of dismissing alerts based on an individual alert’s position in an alert string.  

Materials and methods 

We used a combination of data mining and data cleaning methods for the extraction of the data from an EHR 

production database (6-11-2011 to 10-13-2012) from an outpatient facility in a major metropolitan area. Microsoft 

SQL Server 2008 Management Studio was used to access the data servers. Standard SQL queries were used to 

access, extract and clean usage data. SAS 9.2 was employed for statistical analyses. Only medication alerts were 

included and dosage alerts were excluded due to systematic issues (e.g. notification of no dosage range). Here, alert 

chains were operationally defined as consecutive presentation of alerts with less than a 60 second gap between 

notifications for the same user. Each alert’s position (first, second or final third) within a chain was identified.  

 

Results 

444,638 alert records were included in these analyses. 97.18% of which were overridden. We attribute this higher 

rate of override to the strict alert inclusion criteria applied to our dataset. Considering isolated alerts (42.84% of the 

sample) a slightly lower override rate is found (96.96%) A statistically significant difference was found between 

individual and chained alerts (χ
2
=56.60, p<.0001). Next, alert chains were classified into three groups based on 

length (2-5, 6-10, 10+). 98.17%‚ 96.62% and 94.71% were the respective override rates (p<.0001). Finally, if the 

location of a specific alert is considered within a chain, we found an increased override rate along with the shift in 

position (94.40%, 96.93% and 98.60%, p<.0001) for the first, second and last third of the chain.  

 

Conclusion 

These findings demonstrate that frequent alerts, in particular chained alerts, increase the tendency to override. To 

avoid the described effects, DDI alert display designs must consider presentation effects and provide support for 

grouped notifications.  
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Abstract 

We formed a collaborative to spread effective MRSA prevention strategies. We conducted a two-phase, multisite, 
quasi-experimental study of seven hospital systems (11 hospitals) in IN, MT, ME and Ontario, Canada over six 
years. Patients with prior MRSA were identified at admission using regional health information exchange data. We 
developed a system to return an alert message indicating a prior history of MRSA, directed to infection 
preventionists and admissions. Alerts indicated the prior anatomic site, and the originating institution.   The 
combined approach of training and coaching, implementation of MRSA registries, notifying hospitals on admission 
of previously infected or colonized patients, and change strategies was effective in reducing MRSA infections over 
80%. Further research and development of electronic surveillance tools is needed to better integrate the varied data 
source and support preventing MRSA infections. Our study supports the importance of hospitals collaborating to 
share data and implement effective strategies to prevent MRSA.  

Introduction 

Methicillin-resistant S. aureus (MRSA) is an important cause of healthcare-associated infections, both in hospitals 
and in the community.1 Furthermore, effective strategies to prevent MRSA have been implemented and shown to be 
effective.2 

To support efforts to reduce MRSA infections, we organized a MRSA Prevention Collaborative to identify barriers, 
develop common definitions and procedures, and share successful strategies among participating hospitals. We also 
implemented a social-change staff training program consisting of evidence-based infection prevention precautions in 
hospitals. Using Lean and Positive Deviance (PD) training, we supported the implementation of MRSA prevention 
practices by hospital staff teams, with professional coaches from the Plexus Institute, which helps people apply 
concepts from complexity science. 3 

Intervention 

An overall goal of the project was to foster spread of the MRSA Intervention Bundle to other hospital units and 
additional hospitals.  The MRSA Intervention Bundle, based on published literature, experience with other MRSA 
reduction collaboratives, and our previous work of MRSA reduction, consisted of (1) active surveillance cultures for 
all patients admitted to study units, (2) pre-emptive barrier isolation of those identified as either infected or 
colonized with MRSA, and (3) institution of strict hand-hygiene before and after each patient contact.2,4 The 
implementation of these MRSA prevention practices by hospital staff teams was supported by Lean and PD training, 
professional coaching, and participation in a MRSA Reduction Collaborative. The aims of this collaborative were 
setting goals, identifying barriers to using infection control practices, and sharing successful strategies for increasing 
successful infection control practices.5-10 

A second overall goal was to evaluate the effectiveness of the implementation strategies, foster learning among the 
participants by applying technology and multi-method approaches to enable automated collection, sharing, analysis 
and reporting of data, and identify institutional factors predicting success.  We conducted a quasi-experimental 
study in a sample of hospitals to assess changes in MRSA infection rates over time and to relate differences in rates 
to implementation processes, adherence to MRSA bundle components, context, use of social networks, and 
technology use. Implementation included developing local goals and making changes to infection control practices. 
The implementation was evaluated through the application of information technology to enable consistent 
collection, sharing, and reporting of data related to MRSA intervention implementation, such as baseline and follow-
up MRSA rates of colonization and clinical incidence.9-15 The data collected included both quantitative and 
qualitative data. 
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A third overall goal was to build a growing network of people and organizations devoted to MRSA prevention as a 
means to foster learning, disseminate findings, and stimulate new action.  Our Dissemination and Outreach Plan 
sought to disseminate findings and provide recommendations for other individuals, systems, organizations and 
programs interested in implementing MRSA reduction programs. Through our work, we developed a mechanism for 
key organizations with an interest in MRSA prevention, and other regional safety and quality collaboratives, to learn 
from the work of this initiative. We worked closely with our AHRQ project officer and CDC liaisons, the Plexus 
Institute, the RWJ Foundation, the Indianapolis Patient Safety Coalition, IN Patient Safety Center, and other MRSA 
collaboratives to foster dialogue, active teamwork and partnership in the active transfer of “common knowledge” in 
what works.   

Hospital Selection 

In 2009, a committee of individuals (operations, coaches and investigators) organized a competitive request for 
proposal process, to invite potentially interested hospitals to submit applications to participate in this study. The 
committee reviewed and discussed each application, selecting seven hospital systems that were committed to 
reducing MRSA in their organizations.  Our on-site facilitators (one each in Lean and in PD) were assigned to work 
with interested staff teams at each facility to engage leadership, conduct discovery and action dialogues, select target 
units and team members, and drive implementation-and-spread activities. These activities included training hospital 
staff in facilitation, developing implementation plans, creating and implementing strategies to broaden staff 
engagement, planning rapid process change cycles, implementing solutions for locally identified barriers to using 
MRSA bundle practices, and assessing impact using feedback tools.  

The seven hospital systems selected to participate in this project were: Clarian Health (now IU Health), Indianapolis, 
IN; Community Health Network, Community North, Indianapolis, IN; Maine Health, Maine Medical Center, 
Portland, ME; St. Patrick Hospital, Missoula, MT; St. Francis Hospital and Health, Indianapolis, IN; St. Vincent 
Health, St. Vincent Hospital, Indianapolis, IN; University Health Network, Toronto, Ontario; Dialysis Units, Maine. 

Informatics Infrastructure 

The Indianapolis health care systems utilize, and are connected by, the Indiana Network Patient for Patient Care 
(INPC) interface called Careweb, which was developed by the Regenstrief Institute. Careweb is a secure web-based 
application built upon the INPC’s extensive network of real-time electronic interfaces to the hospital information 
systems.  

For the purposes of this project, we developed electronic alerts of positive MRSA cases between hospitals and 
hospital systems. Our RHIO generates an Admission-Discharge Transfer (ADT) message indicating that a patient is 
being admitted to any of the Indianapolis hospitals. We developed a program which examines that patient's health 
information exchange (HIE) record to check if there is evidence of prior MRSA infection (e.g. a diagnosis or culture 
result in the HIE record from every microbiology lab in Indiana). If evidence of prior MRSA is found, then asecure 
email message is sent back to the registrar and infection preventionists at the admitting institution indicating the 
patient’s prior history of MRSA and site of infection and including a link to login to Careweb for additional details.   

As part of this study, we designed and implemented a database system to take advantage of existing electronic data 
sharing with Regenstrief Institute, Inc., to facilitate collection, measurement, and reporting of MRSA clinical 
incidence. We validated this approach and linked measurement of clinical incidence with near real time process 
measures relevant to the prevention of MRSA infections.  

Data Measures 

Standard measures for MRSA colonization and infection rates were collected at the participating hospitals over time. 
The primary measure was the rate of the number of nosocomial blood stream infections caused by MRSA per 1,000 
patient days collected over time before (pre-implementation period of 2 years before implementation) and after 
(post-implementation period of 1 year after implementation) the intervention program.  Secondary measures 
included central line associated bloodstream infections (CLABSI - laboratory confirmed bloodstream infection in 
patient with a central line at the time of [or within 48-hours prior to] the onset of symptoms, and infection is not 
related to an infection from another site) and hospital-acquired infections (HAI – laboratory confirmed infection 
occurring greater than 48 hours after hospital admission) with MRSA, although data on these infections was not 
uniformly available at all hospitals. 
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Data Strategies 

Adherence to bundle components was collected on a monthly basis by project staff, in order to support the 
implementation process. These measures included an observation estimating the percent appropriate hand hygiene 
practice by health care workers, percent of indicated cases placed in contact precautions at admission, and screening 
at admission for MRSA colonization per 1,000 admissions. These measures were collected over time before and 
after the intervention program.  

Microbiologic and infection control data from 14 hospitals around the Indianapolis metro area are collected and 
stored in the INPC (Indianapolis Network for Patient Care) system an extensive network of real-time electronic 
interfaces with hospital information systems, and are reflected in Careweb, a secure web-based application. We 
integrated local data from the Indianapolis hospitals on patients previously colonized or infected with MRSA into a 
MRSA Case Registry.  We developed an electronic data collection tool for use at individual hospitals to track 
compliance rates with the intervention implementation and to share data on MRSA cases with our MRSA registry.   

In certain hospital systems, this initiative depended upon implementation of the CDC’s WHO-NET software to 
capture the clinical incidence measure from each hospital’s data stream. Dr. John Stelling adapted the automated 
download of MRSA clinical incidence data and the CDC MRSA Prevention Initiative to use the lab database to 
build a clinical incidence measure of new MRSA at the participating hospitals. WHO-NET software, a flexible, 
user-friendly tool for the management and analysis of microbiology test results, was offered to participating 
hospitals.  

We coordinated with hospitals to develop a common data infrastructure that allow data sharing, including common 
process based and outcomes measures as required.  This infrastructure development necessitated refining current 
data collection tools and developing common strategies for application of the tools within the intervention. These 
efforts were leveraged by the existing INPC machinery, including the Master Patient Index function, to ensure 
unique linkage of records across disparate sites.  By uniquely identifying patients across institutions, we created a 
longitudinal history of a patient’s record of infection and prevented redundant entry of cases. Where possible, we 
integrated with existing hospital data sources (e.g. ADT, microbiology) to minimize administrative burden. During 
phase I, data from all Indianapolis hospitals was manually entered into a database when the data was available from 
the hospitals. As much as possible, we automated this process by working with the IT staff at each of these hospitals 
to determine which data could be provided in a predetermined format to import the data into the database and 
reduce/eliminate data transcription errors.  

Implementation Activities  

Qualitative data was collected to 1) understand the implementation activities associated with the spread of MRSA 
prevention and control practices and 2) assess lessons learned during the implementation. Qualitative data was 
collected using a two-tiered series of semi-structured interviews (the implementation plan interview with the project 
leader at each system, and later, key informant interviews with other project members and leadership to discover 
lessons learned). We collected information about implementation activities and lessons learned from a total of 33 
key informants (team leaders, implementation team members, coaches, and project leadership).  These key 
informants were identified by the project team leads at each of the participating hospital system and included a 
diverse group representing infection control providers, nurses, physicians, ward clerks, transportation personnel, 
respiratory therapy, lab directors, unit leaders, VPs of nursing, chief medical officers, dietary personnel, 
environmental services, and administration assistants. The majority of the study units were intensive care units.   

For the first round of interviews aimed at understanding the implementation activities, team leaders from each 
hospital or hospital system participated. Implementation Activities interviews were conducted between June, 2011 
and August, 2011. The implementation plan interview guide was developed based on the goals of identifying 
successes, challenges and key lessons learned in implementing MRSA reduction efforts. This interview guide 
included questions to assess characteristics of the participating hospitals, the degree of involvement of frontline staff 
and physicians in MRSA reduction efforts, descriptions of the specific MRSA reduction efforts implemented (i.e., 
activities and timelines), characteristics of the teams implementing these interventions (i.e., personnel involved), 
assessments of the projects (methods, outcomes), challenges encountered, solutions for the challenges, and lessons 
learned. The interview followed a semi-structured format with the option for the interviewer to ask follow-up 
questions as appropriate to understand the implementation activities associated with the MRSA reduction effort. 
Based on these interviews, our measures of implementation activities included assessments of the resources 
available to the team, team meeting frequency, types of educational sessions held and their target audience, and data 
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feedback mechanisms to support process adherence measurement.  Our approach to evaluating the implementation 
was also shaped by the interviews. 

For the second round of interviews, questions included: “What were the 2 or 3 most important activities or tasks that 
were implemented as part of the MRSA project?”; “What are your 3 key learnings?” 

Barriers to Fostering Change:  

Using the qualitative data from the interviews to assess lessons learned, we identified barriers to and strategies for 
implementing MRSA reduction practices. The primary barriers to fostering change were time constraints, resistance 
to change, poor communication, and resident turnover. Respondents consistently mentioned that finding time to 
participate in the MRSA project was a barrier. Logistically, attendance at meetings can be difficult for employees 
whose primary responsibility is direct patient care. Moreover, finding coverage for units so that a large number of 
employees can attend the same meeting is complicated.  Resistance to change and how to overcome that resistance 
was a focus of the interview.  Many different occupational groups were mentioned as non-compliant with the MRSA 
reduction practices. The most commonly mentioned group was physicians (which includes both resident and staff 
physicians).  Poor communication took many different forms for this project. Communication about MRSA status 
across units was one example. In other cases, communication between project personnel and leadership was poor. 
The communication with the leadership required more structured time that was face-to-face (compared with e-mail 
updates about the MRSA project).  

Strategies for Implementing MRSA Reduction Practices:  

Strategies participants consistently identified that worked to overcome barriers to change included the following: 
accountability, awareness, engagement, reinforcement, tailored intervention, teamwork, support, and resources.  

Accountability. Accountability refers to the instances in which healthcare workers were held responsible for 
complying with the MRSA reduction practices. Two types of accountability were used to enforce compliance. One 
type relied on managers or other superiors talking one-on-one with staff, residents, or other physicians who were not 
following isolation procedures or hand hygiene protocols.  For example, a key informant said that "I took names and 
I would send it on to Infection Control and they took care of it." Another type of accountability involved co-workers 
speaking to one another or to other providers who were not following isolation and hand hygiene protocols.   

Awareness. Awareness of MRSA reduction practices and of the rate, severity, and impact on patients and staff of 
MRSA infections was raised in various ways as part of the implementation activities. Some of the activities reported 
as raising awareness were hand hygiene campaigns, kickoff meetings, individual stories, and active surveillance.  

Engagement. The members of the local MRSA project team fostered engagement. Respondents indicated that 
having frontline staff as part of the project team was critical. Another project member characterized it as “it works 
better and things are adopted better if it’s their idea; then they don’t just come you know with an edict down from 
infection control.” Also, credible clinicians were important because they gained attention for the MRSA reduction 
project. The inclusion of a physician champion was noted as important for engaging other physicians in the MRSA 
reduction effort.  

Reinforcement. One reportedly effective strategy was providing feedback to frontline staff. Seeing decreases in 
MRSA rates provided tangible evidence that the new practices were effective. A resilient attitude and sense of 
empowerment by team and staff were also identified as reinforcing change and keeping the project moving forward. 
Examples of a resilient attitude include "when it was frustrating" "and I felt like throwing in the towel" another 
project member "encouraged me to stay on and told me I couldn't leave the project;" and "failure wasn't an option." 

Tailoring the intervention. Tailoring the intervention to local systems, whether it be a unit, floor, or hospital system, 
proved to be important for successful implementation. While the MRSA Bundle was identical in each participating 
system and the implementation plans similar, the flexibility and willingness to let front line staff help design and 
adapt the local implementation was viewed as highly beneficial.  

Teamwork. Many respondents mentioned teamwork and team members as a key predictor of success. The 
involvement of different levels of staff, leadership, and especially multiple departments was often cited as key. A 
team that included frontline nursing staff, environmental services, unit leaders, dietary personnel, physicians, 
transport staff, and leadership was a common model used. This approach is consistent with the increasing literature 
regarding multi-team systems. 
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Support and Resources. Support and resources included adding staff, providing financial support to the project, 
participating in an inter-hospital collaborative, having adequate IT support, and leadership support.  

Dissemination Strategies 

Our dissemination strategy included the incorporation of effective facilitated dissemination, spread, and marketing 
using a conceptual framework incorporating principles of social and network marketing, diffusion of innovations, 
positive deviance drawn from complexity science, and knowledge management.  

To foster learning and disseminate findings we used several concurrent approaches, including: 

A. An electronic environment for communication and sharing for all interested parties at our partner institution. We 
instituted an online communication and sharing system using BASECAMP with over 150 registered users from 
multiple different national hospital systems, four different research systems, and our AHRQ and CDC 
representatives. This provided a regular and open means of communication of ideas, documents, schedules, and 
results.  

B. In months 6, 12, and 18, hospital leaders, infection control practitioners, and the research team attended a one-day 
MRSA summit to discuss grant progress, issues, and next steps. We had three (two hosted by the Indianapolis 
research team and one hosted by our University Health Network partner in Toronto, Ontario, Canada) 1-1.5 day 
MRSA summits at these time points. Each meeting provided our network with the opportunity to review progress, 
identify barriers, and share stories of success. Notes from these well-attended meetings were shared with the entire 
group electronically in BASECAMP. At two of our meetings we facilitated tours of participating study units open to 
attendees. This allowed our network members to see “first hand” how implementation and change happen in the 
field.  

C. We created and disseminated case studies for this project. Our case studies illustrated how hospital systems were 
able to implement the intervention bundle, as well as how they were able to overcome common pitfalls/barriers. 
Here we provided an overall summary of the case studies of all participating hospital systems, in which specific 
hospital results will not be identified.  In addition, we have developed and shared a more detailed version for each of 
the participating systems summarizing and sharing their specific results. 

D. We sent outcomes of the research results and subsequent intervention assessments to interested stakeholders, 
relevant professional organizations, research centers, and regional and national meetings. Members of our research 
team and hospital partners gave presentations at multiple national meetings.  

E. We employed information technology and media communications solutions to foster ongoing dialogue and 
conversation about collaboration and dissemination. These included videoconferencing to conduct interviews, 
training, and gather feedback on the various interventions being deployed. We also used collaborative and project 
management software to improve communications and outcomes dissemination. This allowed for capabilities such 
as real-time document sharing, editing, presentations, scheduled meetings, invitations, etc.   

F. We also used standards-based products and technologies to deliver information and improve communications 
with the appropriate audiences. These included list managers, threaded discussion groups, web-based topical forums, 
web & podcasts, CBT delivery and archives, document sharing, delivery, and archival software. We developed a 
FIGHT MRSA Blog with posting and editing capabilities taught and given to our network members to share news 
from their respective health systems. Additionally, our Plexus partners developed a similar blog that is used to 
communicate with their network of interested partners. 
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G. We disseminated information from the project in presentations at regional and national meetings, as well as 
through publications in peer-reviewed scientific journals. We are currently developing and further refining several 
other manuscripts for submission. 

Impact of the Intervention 

Handwashing compliance and admission and discharge screening increased during phase I and remained high in 
phase II for hospitals that participated in both phases.  Analysis of MRSA rates (per 1000 bed days) by hospital 
system revealed a significant decrease in daily rate of CLABSI during post implementation compared to baseline 
period. For example, MRSA CLABSI decreased during the post-implementation period. Similarly, in phase II, 
MRSA BSI incident rate ratios decreased 85% in the implementation period, compared to baseline (p=0.012). Rates 
in the 1 year post-implementation period remained 32% lower. MRSA CLABSI reduced 84% during the post-
implementation period (p=0.046). The details on the effectiveness of the intervention will be reported separately. 

Informatics and Data Challenges 

The data collection, integration, and analysis process was complex and multifaceted. One of the realities of this 
project was that each hospital system had its unique IT departmental structure, as well as unique data systems. 
Notably, some hospitals have robust IT structure/systems with dedicated data analysts, while other hospitals are 
manually tracking data using workbooks (e.g., Microsoft Excel™) and have a single data analyst for the entire 
hospital. Regardless of the size of the IT support team, essentially every hospital had an understaffed IT group, 
given current demand for operational priorities. 

We examined the key informant interviews of team members to better understand the implementation efforts, 
looking specifically for reports of challenges with data, reporting or informatics (Table 1).  Communication 
challenges were relatively common, in terms of scope and type of data required as well as data preparation 
requirements prior to data transfer.   

Table 1. Identified data and informatics barriers or challenges and suggested solutions. 

Data Challenges Solutions 
Communication challenges Developing regular written updates of progress, action items, 

timelines and project management tools 
Lack of sufficient IT support (insufficient 
IT staff, competing demands [e.g., switch 
in EHR vendors, or other hospital 
priorities] 

Project team may need to discuss alternate strategies, such as 
negotiating more limited IT support from the hospital, 
suggesting alternate data capture strategies, or the 
collaborative providing data management support on-site  

Limited data availability Project team working with IT departments and team leaders, 
automating data entry, leveraging existing informatics 
structure, availability of data from other sources 

Commercial entities (e.g., microbiologic 
labs, commercial surveillance tools, 
commercial dialysis units, etc,)  may not 
consider data sharing a priority 

Discussion with both hospital and commercial entities about 
expected return on investment 

Incomplete/slow communication of 
MRSA infection status 

Automated alerts of prior infection status, use of PCR tests 
for quicker results 

Data silos (e.g., microbiology, infection 
surveillance, ADT) may not be integrated 

Develop plans for integration of data with representatives of 
all units, focusing on value of a shared data architecture 

Inability to see regular progress reports Develop unit-level reporting at regular (weekly or monthly) 
intervals to support engagement of staff and sustain efforts. 

 

We found multiple barriers to data sharing and management including: 1) hospitals with significantly reduced and 
backlogged IT staff; 2) “mid-stream” switch in IT vendor systems at two hospitals requiring full effort of key 
resources; 3) unanticipated competition for IT staff with both industry and stimulus‐funded projects at participating 
hospitals; 4) loss of lead data analysts/ personnel who were directly supporting our project.  We also found 
challenges in applying the WHOnet approach to data sharing, with multiple competing demands in the area of public 
health informatics within the health systems (or state initiatives), the Regenstrief Institute, and supporting CDC 
initiatives. Furthermore, externally‐owned entities, such as laboratories that manage microbiology data may not 
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necessarily be on board with the need for data sharing with a “research organization”. We also found differing 
experiences among and interpretations by key staff at several facilities with regard to Institutional Review Board 
(IRB) issues, data sharing, and HIPAA rules significantly impacted the ability of key staff at a participating hospital 
to share data. 

Solutions 

To address these challenges, we partnered with critical staff from information systems, infection prevention, 
administration and microbiology within each health system, in order to continue to work together to resolve 
problems.  We also developed detailed documentation of the data architecture and data management plans, and 
dynamically re‐adjusted approaches as needed to accommodate the multiple information systems and sources, as 
well as the shifting organizational priorities within hospitals. This process included developing a detailed data 
requirement document that had been thoroughly vetted by our data team and investigators for each of the hospitals. 
This document included the set of study measures, required data elements, date ranges, likely source systems, 
alternative approaches, standards/definitions and reporting methodology. We reviewed the standards with each 
hospital data team to ensure that future information was provided in a compatible format.  

Hospital staff and leadership voiced a strong interest in being able to see data on the impact of interventions, provide 
rapid feedback on progress and support further implementation and spread of techniques to reduce MRSA.  The 
measurement of these data was identified as a significant need to support the spread of adoption of evidence-based 
practices to reduce MRSA infection. As a result, we developed the ability to generate ad hoc reports to meet the 
needs of the MRSA teams. These tools were designed in concert with the users, reviewed and piloted by them, and 
then made available to participating hospitals for internal quality control and research purposes.  

Data availability and ability to readily generate reports were both highly valued by participants, but very challenging 
to obtain in most hospital infection prevention programs.  

To facilitate data collection, we reviewed the standards with each hospital data team to ensure that future 
data/information was provided in a compatible format. To meet the needs of each hospital system, we advanced in 
parallel tracks with each of the sites. For the Indianapolis hospitals, we were able to collect some required data 
elements from the Indiana Network for Patient Care (INPC) to validate the data provided from the hospitals where 
available. Notably, some INPC MRSA data is insufficiently structured and had to be supplemented with 
well‐structured and coded data from the hospitals, their vendors, or WHOnet. 

Because of the challenges in obtaining adequately structured microbiologic and infection prevention data in 
hospitals, CDC has been supporting the efforts of Harvard’s WHO Collaborating Centre for Surveillance of 
Antimicrobial Resistance, and its WHONet. Commercial packages, such as MedMined ™ are available at a few 
larger, well-funded hospitals, but the costs are prohibitive for many hospitals. Further research and development is 
needed to create user-friendly tools, which can capture and make available for analysis such data to hospitals and 
other staff.   

We witnessed many competing demands on the infection preventionists, quality improvement personnel and IT 
specialists. In light of the many competing demands for data management and IT support at certain hospitals, we 
feel it is important for funding agencies to consider the need for providing support to participating hospitals for the 
data management needs for participation.   

It should also be noted that many of our intervention hospitals had already implemented the MRSA Bundle in our 
Phase 1 project, thus their rates of MRSA were already very low. To achieve a significant reduction from this 
baseline is even more remarkable. 

Conclusions 

The significance of this project lies in its innovative strategies to foster organizational change, data sharing, system 
redesign and sustainability.  The size of the reduction in MRSA infections over time is considerable and sustained. 
Multiple organizations that have embraced these strategies have found them transformative in how they address 
quality and performance issues in general. A Chief Nursing Officer noted that this project has permanently 
transformed their organization for the better, through demonstrating how to implement and sustain change.  

The data and informatics challenges in fostering multihospital intervention studies are considerable. Effective data 
sharing and registry development require partnering with multiple hospital data systems stewards, developing 
detailed documentation of the data architecture and data management plans, and dynamically re‐adjusting 
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approaches as needed to accommodate multiple information systems and the shifting organizational priorities within 
hospitals. Regular review of data standards with each data team is important to ensure that future information is 
provided in a compatible format.  

In any intervention study, it is critical to provide rapid feedback on progress in order to support further 
implementation and sustainability.  The ability to generate ad hoc reports to meet the needs of the implementation 
teams is important for ongoing engagement of the hospital staff and for evaluation purposes. Further research and 
development are needed to create user-friendly tools, which can capture and make available such data for analysis.   

We are currently applying these strategies to other hospital-acquired infections, and are using tools such as natural 
language processing, to develop better electronic surveillance systems. All hospitals with multidrug resistant 
infections such as MRSA should actively investigate strategies for effective prevention. In our experience, these are 
likely to include surveillance, staff training and engagement, and system redesign approaches.  Further investments 
in research and development are needed to foster development of software and data standards to create user-friendly 
tools which can capture and make available for analysis infection prevention and quality improvement data to 
hospitals and other staff, in order to support organizational change efforts.  
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Abstract 

The disciplines of public health and global health informatics are rapidly expanding within the field of biomedical 
informatics. Increased attention and activity by the Centers for Disease Control and Prevention in the U.S. as well 
as health ministries, the World Health Organization, and non-governmental organizations are generating new 
knowledge and lessons regarding the development, implementation, and use of information systems in health care 
delivery around the globe. Thus a growing body of literature now contains important informatics science and 
methods from international informatics activities, stimulating the need to synthesize the knowledge for the field. In 
this panel, a review of recent literature in the areas of public health and global health informatics will be presented. 
Key articles revealing trends, knowledge, methods, and lessons will be summarized to bring attendees up-to-date on 
the use of informatics in resource-constrained settings. 

Introduction 

Since 2006, Dr. Daniel Masys of the University of Washington has presented an annual “Year in Review” at the 
AMIA Annual Symposium (http://faculty.washington.edu/dmasys/YearInReview/index.html). Dr. Masys facilitates 
an entertaining and informative session outlining seminal work over the past year in the following areas of 
biomedical informatics: bioinformatics, clinical decision support, telemedicine and the practice of informatics (e.g., 
new methods, reviews). These sessions are well-received and enable AMIA attendees to get a concise bibliography 
of important papers from a wide range of journals/conferences that represent advances in the field. 

While Dr. Masys does an outstanding job, recent discussions within the AMIA working groups dedicated to Public 
Health Informatics (PHI) and Global Health Informatics (GHI) highlighted that the existing sessions do not have the 
time nor the scope to include significant publications in the areas of public and global health informatics. For 
example, Dr. Masys limits his selection of the literature to include clinical trials (RCTs) with more than 100 patients. 
Most public health research does not use a randomized trial design, and there are significant barriers to doing 
randomized trials in low income counties. So while an occasional PHI or GHI article is included in Dr. Masys’ 
review, there remain a number of significant papers that fall well outside the parameters used in the existing session 
at AMIA. Therefore we propose a panel to highlight significant literature in the areas of public and global health 
informatics for AMIA attendees. Our goal is to provide a concise overview of landmark papers for the year prior to 
the 2013 symposium using similar methods created by Dr. Masys. We have been in contact with Dr. Masys, and he 
has provided his support for the proposed session. 
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Overview 

The fields of public and global health informatics are expanding. In 2012, the PHI Fellowship Program administered 
by the U.S. Centers for Disease Control and Prevention (CDC) became a Department of Labor Registered 
Apprenticeship. PHI was also one of the six sub-disciplines of informatics specified in the ONC certificate programs 
funded between 2010 and 2013. As a result, publications in PHI have dramatically increased. This is evidenced by 
an increase in Journal of the American Medical Informatics Association (JAMIA) PHI articles, as well as the 
emergence of a journal dedicated completed to the study and practice of PHI, the Online Journal of Public Health 
Informatics (www.ojphi.org). Similar increases in programs and publications have been observed in the field of 
Global Health Informatics. For example, Fogerty International fellowships now bring low income county scholars to 
the U.S. for training and study in biomedical informatics. The CDC also fosters a Global Public Health Informatics 
Program (http://www.cdc.gov/globalhealth/dphswd/gphip/what/objectives.htm). The impact factor and quality of 
publications in the International Journal of Medical Informatics (IJMI) has also increased, leading to a significantly 
larger number of important papers published by non-U.S. scholars in informatics (1). 

Given the advances in PHI and GHI over the past decade, we feel the time is right to present an annual review of 
landmark publications in these sub-disciplines within the field of biomedical informatics. Following a brief 
introduction of the panel by Dr. Kharrazi, two panelists will each present a concise bibliography of recent landmark 
publications in either PHI or GHI. The session will be divided equally between PHI and GHI. Time will be reserved 
at the end for discussion, question, and comments with the audience. 

Methods 

The methods used to select the literature in each part of the session are adapted from the work of Dr. Masys. Drs. 
Dixon and Turner have created a search methodology to identify potentially high impact literature in PHI and GHI 
as outlined below. The methods will be executed using MEDLINE and selected resources not currently indexed such 
as the Online Journal of Public Health Informatics (which is on NLM’s list to index during 2013 but may not be 
completed by the symposium) and the conference proceedings of the International Society for Disease Surveillance 
(which is also scheduled to be indexed but may not be completed until 2014). Recommendations will also be 
solicited from the AMIA PHI and GHI working group membership. 

Candidate articles will be reviewed by Dr. Turner’s students in PHI as well as a committee of experts in PHI and 
GHI, including Drs. Dixon and Turner, Hadi Kharrazi of the Bloomberg School of Public Health at John’s Hopkins 
University, Jamie Pina of RTI International, Janice Richards of the CDC, and other members of the AMIA PHI and 
GHI working groups. Selected articles from the list of candidates will be determined through consensus discussions 
on conference calls among the joint committee members. Final lists of selected articles will be made available online 
for reference following the symposium. 

Public Health Informatics (Dixon) 

To identify articles in PHI, we will use the following query (customized for MEDLINE):  

“Public Health Informatics”[mh] OR (“exp Public Health”[mh] and “exp Informatics”[mh]) OR (“public 
health”[mp] and “informatics”[mp]) 

This query, when limited to publications between 11/1/2011 and 10/31/2012 in MEDLINE, returned 297 results. 
This is a reasonable set for the committee to review and discuss within a short timeframe. 

In the presentation, Dr. Dixon will present the final selection of papers from the set of PHI candidate papers. Papers 
may be further categorized into themes, such as disease surveillance, population health, public health decision 
support, or chronic disease management depending on the list of candidate papers and the perspectives of the review 
committee. When reviewing the papers, Dr. Dixon will briefly describe their aim, methods, and key findings. Paper 
results will also be discussed in the context of larger PHI developments, such as the release (or study) of a specific 
system (e.g., Biosense 2.0) or change in public health infrastructure (e.g., re-organization of the CDC’s division 
responsible for PHI). Context will help audience members connect specific study findings with larger trends within 
the biomedical informatics field of study and practice. 
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Global Health Informatics (Pina) 

To identify articles in GHI, we will use the following query (customized for MEDLINE): 

(“exp Informatics”[mh] OR “exp Telemedicine”[mh] OR “information system”[mp]) AND (“Developing 
Countries”[mh] OR global OR ministry OR “low resource” or “resource-limited”[mp]) 

This query, when limited to publications between 1/1/2011 and 12/31/2012 in MEDLINE, returned 263 results. This 
is a reasonable set for the committee to review and discuss within a short timeframe. 

In the presentation, Dr. Pina will present the final selection of papers from the set of GHI candidate papers. Papers 
may be further categorized into themes, such as mHealth, infrastructure, governance, standards, and others 
depending on the list of candidate papers and the perspectives of the review committee. When reviewing the papers, 
Dr. Pina will briefly describe their aim, methods, and key findings. Paper results will also be discussed in the context 
of larger GHI developments, including as the work of special interest groups and governing organizations. Context 
will help audience members connect specific study findings with larger trends within the field of biomedical 
informatics study and practice. 

The session will end with discussion. We believe these related but unique sub-fields within biomedical informatics 
will generate many interesting questions and comments from the audience. 
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Abstract 

Many nations seek to leverage “Big Data” repositories of clinical data to support improvements in health outcomes, 
drug safety, health surveillance, and care delivery processes. An unsupported assumption is that electronic health 
care data are of sufficient quality to enable the varied use cases envisioned by health ministries. The reality is that 
many electronic health data sources are of suboptimal quality and unfit for particular uses. To define, characterize 
and improve electronic health data quality, we propose a novel framework for health data stewardship. The 
framework is adapted from prior data quality research outside of biomedical informatics, but it has been tailored to 
apply a systems approach to data quality with an emphasis on health outcomes. We envision using the framework to 
build and implement tools to improve electronic health data quality for operational and research purposes. 

Introduction 

Given the increasing availability of health information systems, many countries are developing strategies to integrate 
and analyze large-scale electronic data (e.g., “Big Data”) for a variety of uses including but not limited to 
biosurveillance, quality reporting, comparative effectiveness research, and translational research. For example, 
initiatives such as the Learning Health System advanced by the U.S. Institute of Medicine aim to use large-scale 
clinical and administrative data sets to develop, implement, and evaluate new interventions aimed at improving 
health outcomes, enhancing care-delivery efficiencies, and reducing health disparities. However, leveraging ”Big 
Data” assumes that the data are of sufficient quality to enable valid, generalizable conclusions about health 
outcomes, drug safety, emerging health threats, and efficiency of care-delivery. 

Methods 

Data quality (DQ) measures characterize how fit data are for use by data consumers. In other words, data are of high 
quality if they are fit for their intended uses in operations, decision-making, and planning. Poor data quality is 
common and affects all industries and organizations that employ information systems. Examples of typical DQ 
challenges encountered include inaccurate data, inconsistencies across data sources, and incomplete (or unavailable) 
data necessary for operations or decisions. A body of DQ research outside of health has examined the challenge of 
data stewardship. We reviewed previous frameworks and methods. 

Results 

While DQ measurement and assessment frameworks outside the health domain provide models for defining and 
measuring DQ, these models largely focus on IT processes and fail to explicitly relate external outcomes (e.g., 
improved health) to organizational processes. In health care, information system processes (e.g., ordering a 
medication) are intrinsically linked to care processes and outcomes. Therefore we have developed a framework that 
uses a systems approach to link data quality processes and measures to patient and population health outcomes. 

Conclusion 

In the Health Data Stewardship (HDS) framework, four phases iteratively advance the ability to define, characterize, 
measure, and improve DQ. The framework focuses on several dimensions of DQ, including technical (e.g., network 
outage prevents HL7 message from being received), human (e.g., lab technician failed to set abnormal flag), and 
organizational (e.g., policy does not authorize transmission of mental health consults), applying a systems approach 
to understanding factors that lead to improved DQ. By emphasizing systems and outcomes in addition to data, the 
model embodies stewardship, an ethos of responsibility for managing resources to ensure sustainability. The model 
seeks to improve DQ to enable fit-for-purpose across the spectrum of uses envisioned for electronic health data. 
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Abstract 
Meaningful use criteria are driving the adoption and use of routine electronic laboratory reporting (ELR) to 
electronic health record (EHR) systems as well as public health agencies. While certified EHR systems and 
components enable provider organizations to manually route ELR cases reportable under state laws, none have the 
capacity to automatically detect and route positive cases of notifiable disease. In this demonstration, a novel 
operational system developed at Regenstrief to detect positive cases of notifiable disease using routine ELR message 
content will be presented. System developers and researchers will highlight how others can use the open source 
system to improve public health reporting within their own organizations. 

Introduction 
In its final rule for the second stage of the meaningful use (MU) incentive program, the Centers for Medicaid and 
Medicare Services (CMS) required eligible hospitals to electronically transmit reportable laboratory results to a 
public health agency. While certified electronic health record (EHR) systems and components have enabled health 
professionals to manually press a button to electronically forward lab information to public health, none have the 
capability to automatically detect notifiable disease cases and route them. In fact, few health information exchange 
(HIE) organizations have this capability. Such functionality could, if widely implemented, significantly improve 
reporting while minimizing burden on front line clinical staff responsible for identifying and routing disease case 
information to public health agencies. 

System Overview 
Investigators at the Regenstrief Institute have spent over a decade building and optimizing an operational system to 
detect cases of notifiable disease using routinely collected laboratory data. The Notifiable Condition Detector (NCD) 
identifies reportable conditions and automatically transmits them to both local and state health departments. Data 
sources (hospital labs, public health labs, and referral labs) transmit routine laboratory results (ELR messages for 
observations including CBCs, HIV tests, and bacterial cultures) to the Indiana Network for Patient Care, an 
operational HIE. The NCD uses LOINC codes, ICD9 diagnoses, and natural language processing to determine if a 
result is potentially reportable. The NCD uses the CDC reportable condition mapping table to verify reportable 
conditions. Final results are shared with health agencies in a variety of formats including Health Level 7 (HL7) and 
comma delimited files (CSV) based on the jurisdiction’s technical capacity. Regenstrief has made the NCD freely 
available as a component of the Open Medical Record System (OpenMRS) platform (www.openmrs.org), which 
enables implementation by health care providers in over 40 nations around the world. 

Demonstration 
We will present an overview of the NCD, describing how the system inspects incoming ELR messages within the 
HIE, detects those that are positive for a notifiable disease, and then transmits the message to a public health agency. 
We will describe the architecture that enables integration with incoming lab system interfaces and the HIE core 
infrastructure. The NCD uses a variety of ‘critics’ or intelligent agents to examine incoming ELR data using NLP 
and standard business rules. We will demonstrate how critics function, their performance characteristics, and how 
they are configured using administrative tools available in OpenMRS. We will further highlight how we are 
currently using the NCD to enhance incoming ELR messages using matched patient demographic information, 
provider location data, and clinical EHR data to improve public health reporting processes in Indiana. By 
demonstrating our novel, innovative system to automatically detecting notifiable disease cases using routine ELR 
message data, we will describe how others can implement the NCD and use lessons learned from this system to 
develop equivalent capability to support improved public health reporting across the nation, as well as the globe. 
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Abstract: We present our work on automatic extraction of body site and severity modifiers from clinical texts. We
cast the problem of body site and severity modifier extraction as a relation extraction task. We approach the relation
extraction task in the context of a supervised machine learning framework. We utilize rich linguistic and tree-kernel
features for representing relation instances and train Support Vector Machine (SVM) models that determine whether
the candidate instances contain a relation of interest. We describe our open-source system and its evaluation. We
demonstrate that our system performance is comparable to that of human annotators.
Introduction and Background: Body site and severity modifiers are two of the attributes associated with health-
care representation models such as Consolidated Clinical Document Architecture (CCDA)1, Clinical Element Model
(CEM)2, and College of American Pathologists (CAP)3. These modifiers are usually attached to disease/disorder,
sign/symptom or procedure mentions. Consider a sentence from a clinical record of a rheumatoid arthritis (RA) pa-
tient: He still is not able to work because of severe pain involving his wrists. In this sentence we would like to discover
two facts: (1) that the body site of pain is the patient’s wrists, and (2) that the severity level of pain is severe. These
facts are essentially binary relations over Unified Medical Language System (UMLS) entities. In our sample sen-
tence, the entities pain and wrists are the participants of the LocationOf relation and can be succinctly captured as
LocationOf(wrists, pain). The relationship between the entity pain and the modifier severe can be expressed as De-
greeOf(pain, severe). The first argument of the LocationOf relation is an anatomical site, while the second argument is
a sign/symptom, disease/disorder, or procedure. The first argument of the DegreeOf relation is either a sign/symptom
or a procedure, while the second argument is a modifier (e.g. significant, severe, marked).
Methods: We cast the task of discovering body site and severity modifiers as a relation extraction problem in the con-
text of a supervised machine learning framework. We use UMLS definitions to type the relations and their arguments.
We utilize rich linguistic features and tree-kernel features to represent the pairs of relation arguments and delegate the
decision about the nature of the relationship between them to a Support Vector Machine (SVM) model. We evaluate
our models using two corpora that annotate a total of 7,215 LocationOf and 1,431 DegreeOf relation instances. We
compare the model performance to a number of rule-based baselines. We also conduct cross-domain portability exper-
iments. In addition, we carry out feature ablation experiments to determine the contribution of various feature groups.
Finally, we perform error analysis and report the sources of errors.
Results: The performance of our method for discovering body site modifiers achieves F1 of 0.740 to 0.908 and our
method for discovering severity modifiers achieves F1 of 0.905-0.929. The inter-annotator agreement for the corpora
we use in our evaluation is in the same range. Our system outperforms the rule-based baselines. The most salient
features are token and named entity features, although syntactic dependency features also contribute to the overall
performance. The dominant sources of errors are infrequent patterns in the data and inability of the system to discern
deeper semantic structures.
Discussion: Our results indicate that both methods perform well on both in-domain and out-domain data, approaching
the performance of human annotators. Our system is released open source as part of Apache Clinical Text Analysis
and Knowledge Extraction System (cTAKES).

1http://www.hl7.org/implement/standards/product_brief.cfm?product_id=258
2http://www.clinicalelement.com/
3http://www.cap.org
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Abstract: We developed a new system for tagging and categorizing phenotype variables from NCBI’s database of 
Genotypes and Phenotypes (dbGaP) based on natural language processing (NLP). The system contains two 
components: 1) a tagger, which maps the terms in variable descriptions to a Unified Medical Language System 
(UMLS)’s Concept Unique Identifier (CUI) and then tags the CUIs with “topic” and “subject of information”, and 
2) a categorizer, which groups tagged phenotype variables into predefined semantic classes. Evaluation of 500 
phenotype variables showed that the system achieved 69.0% accuracy in semantic tagging and 83.28% in 
categorizing among the correctly tagged variables. This system will be integrated into PhenDisco (Phenotype 
Discoverer) – an information retrieval system for dbGaP, which is being developed in the Division of Biomedical 
Informatics at UC San Diego.  

Introduction and Background  
The database of Genotypes and Phenotypes (dbGaP) developed by the National Center for Biotechnology 
Information (NCBI) is an important resource that contains information on various Genome Wide Association 
Studies (GWAS). Idiosyncrasies in phenotype data representation hinder reusing the data for new knowledge 
exploration or cross study validation. As of August 1st, 2013, the number of phenotype variables in dbGaP exceeded 
138,000 and is still increasing due to the addition of new studies. Therefore, an automatic process is needed to 
standardize the large volume of phenotype variables. 

Methods  
The standardization process is comprised of two main components: the tagger and the categorizer. The tagger does 
the following tasks: 1) pre-processing that removes irrelevant information in phenotype variable descriptions such as 
numbers and hyphens, 2) integrating MetaMap to map pre-processed text into UMLS concepts, and 3) post-
processing that uses a set of rules to assign the mapped concepts into a “topic” or “subject of information” class. The 
“topic” is the main theme of phenotype variables while the “subject of information” is the experiencer of the 
variable. For example, the phenotype variable “father diagnosed with lung cancer” has subject of information 
“father” and topic “lung cancer”. Two domain experts developed the rule set used in (3) by analyzing the MetaMap 
outputs (i.e., task #2) of randomly selected 300 variables from dbGaP.  
The categorizer consists of a set of rules that categorize phenotype variables into semantic groups. Two domain 
experts reviewed, identified, and created 16 categories to classify the variables processed by the tagger. A few 
examples of the categories are “Demographics”, “Lab Test”, “Medical History”, and “Smoking History”. The rule 
set of both tagger and categorizer are in the form “IF … THEN …  ELSE”. There are three main rule sets for 
tagging variables as “demographics”, “topic” and “subject of information” and 16 rules corresponding to each 
category for the categorizer. 

Results and Discussion 
After pre-processing of over 130,000 phenotype variables in dbGaP, we identified approximately 60,000 unique 
phenotype variables. We randomly selected 500 of the unique variables and processed them with the tagger and the 
categorizer. We found 345 variables were correctly mapped and tagged with the tagger showing 69.0% accuracy. 
Among the 345 correctly tagged variables, we removed 22 due to lack of a proper category to assign, which reduced 
the variables for the categorizer process to 323.  Among 323 variables, 269 were correctly assigned to proper 
categories showing accuracy of 82.83%. Further classification of variables in each category by “topic” and “subject 
of information” showed promising results, though it still needs a systematic evaluation. 
We developed a rule-based system for phenotype tagging and categorizing of variables in dbGaP. Preliminary 
evaluations showed promising results in tagging and categorizing phenotype variables, suggesting that a rule-based 
approach is a simple yet efficient way to standardize phenotype variables in dbGaP.  
Acknowledgment: This project was supported in part by the grants UH2HL108785 and U54HL108460 (NIH/NHLBI). 
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Abstract 

Mappings established between Knowledge Organization Systems (KOS) increase semantic interoperability between 

biomedical information systems. However, biomedical knowledge is highly dynamic and changes affecting KOS 

entities can potentially invalidate part or the totality of existing mappings. Understanding how mappings evolve and 

what the impacts of KOS evolution on mappings are is therefore crucial for the definition of an automatic approach 

to maintain mappings valid and up-to-date over time. In this article, we study variations of a specific KOS complex 

change (split) for two biomedical KOS (SNOMED CT and ICD-9-CM) through a rigorous method of investigation 

for identifying and refining complex changes, and for selecting representative cases. We empirically analyze and 

explain their influence on the evolution of associated mappings. Results point out the importance of considering 

various dimensions of the information described in KOS, like the semantic structure of concepts, the set of relevant 

information used to define the mappings and the change operations interfering with this set of information.  

Introduction 

The misunderstanding of shared biomedical information caused by “terminological problems” is a well-known 

problem that has a great impact on the work of healthcare professionals
1
. Dictionaries have been proposed since 

years to cope with this problem. However, due to the advances of Informatics, terminological problems are also 

observed between biomedical information systems, which reduces semantic interoperability between them. Different 

schemas have been proposed to structure biomedical knowledge and to make it interpretable by computer systems. 

Classifications, taxonomies, thesauri and ontologies, as part of Knowledge Organization Systems (KOS), are 

examples of widely employed models that describe biomedical knowledge. Several KOS, such as Gene Ontology 

(GO), NCI Thesaurus (NCIt), Systematized Nomenclature of Medicine – Clinical Terms (SNOMED CT®) and 

International Classification of Diseases (ICD), play an important role in the improvement of the semantic 

interoperability between biomedical systems. 

Due to the overwhelming available data generated in the biomedical domain, KOS have become cornerstones for 

enabling adequate understanding, management, exploration and integration of these data
2
. Nevertheless, new 

challenges have been derived from the utilization of KOS, for instance, versioning and mapping maintenance. The 

former expresses the consequence of the evolution of KOS’s content reflecting the dynamics of the biomedical 

domain. The later challenge, closely linked to versioning issues, is related to the consequence of the evolution of 

KOS on existing semantic correspondences between them. Since KOS play a critical part in biomedical software 

applications, it is important to evaluate and characterize the impact of KOS evolution on mappings in order to react, 

with regard to the occurring KOS changes, in the case of a (partial) invalidation of mappings.  

Issues raised by KOS evolution have already been the source of many research efforts in the biomedical domain but 

also in the Semantic Web community, where ontology evolution is still under investigation. In that sense, the work 

conducted by Noy & Klein
3
 proposes a first categorization of changes that can affect ontologies. This first attempt, 

aiming at supporting ontology versioning, defines two main categories of changes: atomic and complex changes. 

The first refers to the changes of only a single specific feature of the ontology model (e.g., concepts, attributes or 

relationships) while the second denotes changes that are composed of multiple atomic ones. Although promising, 

and while this work allows the characterization of the ontology evolution, its impact has not been further studied and 

applied in the context of mappings.  

Existing work in mapping maintenance attempts to fully or partially (based on concepts affected by changes) re-

calculate the set of mappings
4
 or to adapt them after KOS evolution

5,6
. Using KOS changes for maintaining 

mappings seems to be favorable, and it has been explored mainly for schema changes in the adaptation of database 

and XML schema mappings
7
. Nevertheless, the influence of KOS evolution on mappings is still not completely 

understood, and thus how to correlate the way mappings must be adapted according to different complex change 
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behaviors is a real research challenge. Only few recent work in literature
8,9

 has investigated this problem and we 

have proposed mapping adaptation actions to support automatic mapping maintenance
10

. However, existing studies 

have analyzed mappings evolution mainly considering changes affecting source concepts of mappings in an isolated 

way. In order to adequately propagate KOS changes on mappings, and thus to provide the appropriate use of 

changes for maintaining them, it is essential to better precise KOS evolution impact on how mappings change. 

Therefore, KOS complex changes need to be further investigated, observing in detail which information changes and 

how to correlate that with the adaptation of the associated mappings. 

This article addresses how KOS changes influence the adaptation of mappings by means of different KOS evolution 

cases analysis. More precisely, we analyze and explain the impact of specific complex changes occurring in a KOS 

on associated mappings. This investigation is based on the analysis of the evolution of SNOMED CT (SCT) and 

ICD–9–CM (ICD) over a period of four years. We use various versions of official releases of SCT and ICD with 

their associated validated mappings in which the cases studied were observed. Previous work conducted on the 

quantitative analysis of KOS and mappings evolution
11

 shows that split is a recurring complex change appearing in 

biomedical KOS. Consequently, the impact of this particular type of change on mappings deserves a closer attention 

due to the difficulties involved. For instance, when a concept is split into several ones, it is complicated to correctly 

adapt the early associated mappings, since there are many ways to change these mappings considering the concepts 

resulting from the split. This is why we focus on these particular complex changes in this article. Results highlight 

mainly that considering complex scenarios of change is important to drive how mappings need to be adapted in that 

context. This study enables a better understanding of mappings evolution in the context of KOS complex changes. 

This will be the basis of an approach to a (semi-) automatic mapping adaptation mechanism.  

The remainder of this article is structured as follows: First, we describe the materials used and the procedure 

conducted. Afterwards, we present the results analyzing them. The discussion section provides the lessons learned 

we achieved from the results. Final remarks and future work conclude the article. 

Method 

In this investigation we aim at identifying and analysing cases of split change operations impacting mappings, in 

order to study how these impacted mappings are adapted. We considered SCT and ICD, since several versions of 

these KOS as well as the official mappings between them are available. We used six different KOS versions 

published between 2009 and 2011: four different versions of SCT and two different versions of ICD. We also 

selected four official versions of mappings (provided by IHTSDO): between the SCT releases of Jan/2010, Jul/2010 

and the ICD release of 2009; and between the SCT releases of Jan/2011 and Jul/2011 and the ICD release of 2010. 

We consider a mapping as a triple (s, t, r) where s is the “source concept” and denotes a concept belonging to the 

source KOS, t is the “target concept” and denotes a concept from the target KOS different from the source, and r is a 

relation symbol which represents the type of semantic relation between s and t. The types of semantic relations 

considered in this study are based on the ones proposed by IHTSDO: Unmappable (⊥) which means that a source 

concept cannot be linked to a specific target concept; Equivalent (=) such that the two concepts are identical or the 

source concept is listed as an inclusion within the target concept; Narrow-to-broad (≤) when the source concept is 

semantically more specific than the target concept; Broad-to-narrow (≥) which is the opposite proposition of 

narrow-to-broad; and Partial Overlap (≈) when there is a relation between the concepts but it is not one of the 

previous defined relations.  

ICD and SCT rely on different knowledge representation models. SCT considers three main entities: Concept, 

Description and Relationship. Concepts are identified by a unique identifier and have attributes such as name and 

status. Descriptions are independent entities related to concepts and are composed of sets of terms that textually 

describe the concepts. Their type denotes either a preferred term or a synonym. Relationships connect two different 

concepts. The ICD model is composed of a pre-defined hierarchical structure including Chapters, Blocks and Codes. 

Chapters are the most general level of organization. Blocks always belong to a Chapter, and Codes are identified by 

a unique numerical identifier and belong to a unique Block and Chapter. Codes also contain attributes such as title, 

notes, includes and excludes. There are no explicit relationships between concepts in ICD, and mappings are always 

interrelated to the Codes level. We use SCT as source and ICD as target one, and thus in the adopted definition of 

mapping, the source concept is a concept in SCT while the target concept belongs to ICD. 

Based on this material we conducted the following four-step procedure for both SCT and ICD in order to investigate 

cases of split changes impacting on mappings: (1) Automatic identification of complex changes; (2) Refinement of 
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the complex changes previously identified; (3) Selection of representative cases impacting associated mappings and 

(4) Detailed analysis case-by-case of complex changes correlated to mappings adaptation.  

1. Automatic identification of complex changes 

This is usually referred as the diff calculation problem
12,13

. In this study, we have not used developed tools since they 

usually require input files in OWL or OBO formats. Since SCT and ICD are not available in these formats we had to 

identify the split complex changes by implementing a particular process.  

We first need to define what is assumed to be a split in this work. Considering that the KOSv1 is a new version 

released of a KOSv0 and that the concept c1’KOSv1 has the same identifier but at least one attribute changed (i.e., 

was added, deleted or the value was modified), compared with c1KOSv0 (first situation), or c1’∉KOSv1 (second 

situation). Thus, the split of c1 into a non-empty subset of concepts in KOSv1 (hKOSv1, h≠) is identified when for 

each element ph, the following conditions are satisfied according to the situation.  

For the first situation: 

1. There is at least one common super-concept between p and c1’, or c1’ is the super-concept of p; 

2. There is a semantic similarity between p and c1, greater than a threshold σ.  

For the second situation: 

1. In the case where p is a modified concept there must exist at least one common super-concept between p 

and c1, or c1 is the super-concept of p, otherwise this condition is not considered; 

2. There is a semantic similarity between p and c1, greater than a threshold σ.  

The result of the split is given by h⋃c1’. 

Based on this definition we describe the split identification procedure to recognize split change operations between 

two different versions of a KOS:  

 First, we identify all concepts that were affected by the KOS evolution and we group them in the set K. We 

calculate a simple diff between all concepts of KOSv0 and KOSv1. To this end, we compare the concepts’ 

identifier to determine whether a concept is added or removed. For instance, if the identifier exists in 

KOSv0 and not in KOSv1 then we consider that the concept was removed, and the opposite for added 

concepts. For modified concepts, we compare the content of concepts that exist in both versions. In the set 

K each concept is associated to one type of change (add, remove, modify). 

 Second, we filter the set K in order to keep only concepts that are related to the existing mappings. Since 

we are looking for correlations between KOS changes and mappings evolution, we limit the investigation 

to concepts that are associated to mappings. In other words, we verify whether each concept from the set K 

is the source concept of the mapping (if analyzing SCT) or the target one (for ICD). Concepts that are not 

related to mappings are excluded from K.  

 Afterwards we use the given definition of split to identify concepts belonging to K that can be involved in a 

split change operation. We consider each concept from the set K and we start by verifying the first 

condition (super-concepts or siblings). When two concepts from K fulfill the first condition (i.e., we find 

one added or modified concept from K that is sub-concept or sibling of another modified or removed 

concept of K), then we verify the second condition (similarity). If the second condition is fulfilled, we 

group both concepts into a “pair”. For example, in ICD the concept codes 560.39 and 560.32 (Figure 1) 

belong to K since the former has been modified and the latter is a new added concept. In this case both 

conditions are fulfilled as these are sibling concepts and there is a similarity between them. We follow this 

order of verification of the conditions because it is more likely that neighbor concepts are involved in a 

split than the others, and because this is important for optimization, decreasing the quantity of similarity to 

be calculated between concepts. The details about the semantic similarity measures are explained later in 

this section.  

 Finally, we analyze the set of pairs found in order to identify those concepts from KOSv0 that were split into 

more than one concept in KOSv1. For this purpose, we group all pairs of similar concepts that share a 

common concept. In this case, the concept in KOSv0 is similar to one or more concept(s) in KOSv1 and we 

certify that the content of this concept has modified or the concept was removed from one version to 

another. These pairs are associated to one split operation. 

The semantic similarity between concepts can be calculated using different techniques
14,15

. In general, the result 

expresses a weight of how much both concepts are semantically similar. We utilize a hybrid method considering 

syntactic and semantic information. Let c1_v0, c2_v1 be two different concepts in two distinct versions of a KOS. The 

syntactic part of the method compares values of attributes of both c1_v0 and c2_v1 as strings using the well-known 
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Levenshtein distance measure. Concerning semantics, we used MetaMAP. If concepts share the same semantic type 

in UMLS, then c1_v0 and c2_v1 are considered as similar ones. 

Elements used for calculating the similarity are different according to the considered KOS model. ICD and SCT are 

based on different knowledge models and they do not provide the same type of KOS elements. Concepts in the ICD, 

for instance, provide textual information such as values of titles and of attributes such as notes, includes and 

excludes. By contrast, we can explore further descriptions and structural information in SCT. Therefore, we define 

slightly different strategies to calculate the similarity in ICD and SCT based on the proposed hybrid method.  

We calculate the similarity between c1_v0 and c2_v1 in ICD as follows: 

 c1_v0 and c2_v1 in ICD are considered similar if they have their title attribute considered syntactically or 

semantically similar, or if they have at least one similar phrase in notes, includes and excludes.  

 We compare the values of the title of c1_v0 and c2_v1 using both syntactic and semantic methods. If 

a negative result is found then we try to compare information contained in notes, includes and 

excludes attributes in both c1_v0 and c2_v1. For instance, a negative result is found comparing the 

value of the title of the concepts 560.39 (“other”) and 560.32 (“fecal impaction”), but when 

comparing one of the notes of the former with the value of the title of the latter, an exact match is 

found. 

 We compute the cartesian product between these attributes. In this sense, we compare all notes of 

c1_v0 with all notes of c2_v1. A similar approach is applied for includes and excludes. The value of 

these attributes is composed of a set of distinct phrases, and each phrase is composed of a set of 

words. Observing if at least one phrase of c1_v0 is similar to a phrase in c2_v1 is made using the 

syntactic method. We compare all sets of phrases from c1_v0 to all set of phrases of c2_v1 for each 

type of attributes, searching for a “true” similarity.  

We calculate the similarity between c1_v0 and c2_v1 in SCT as follows: 

 In order to consider that c1_v0 and c2_v1 are two similar concepts in SCT, one of the conditions must be 

fulfilled in the following order: (1) Syntactic comparison of the name; (2) Semantic comparison of the 

name; (3) Syntactic comparison of the descriptions; (4) Sematic comparison of the descriptions; and (5) 

Sharing of same relationships. 

 Given two sets of descriptions, one belonging to c1_v0 and the other to c2_v1 we use the cartesian product 

between both sets in order to compare them based on the syntactic and semantic parts of the method. 

 We also consider a similarity between c1_v0 and c2_v1 based on the relationships associated to these two 

concepts. For this purpose, the quantity of equal relationships shared between c1_v0 and c2_v1 is taken into 

account. Therefore, if the quantity of equal relationships shared between c1_v0 and c2_v1 is bigger than the 

half of the total of relationships associated to c2_v1 then they are considered similar. 

2. Refinement of the previously identified complex changes  

We manually refine the identified groups of concepts involved in the split operations. This step is important due to 

the possible inaccuracy of similarities, and to improve results in a re-organization of splits. In this analysis we might 

merge groups of concepts that appeared to belong to the same split operation. We might identify false positives 

groups and remove them. For instance, the case of ICD presented in Figure 3 had been firstly automatically 

identified as different split cases, and by the manual refinement it was realized they concerned the same split 

operation. We enrich the information about possible concepts involved in a split in adding, for instance, a new 

sibling concept that should be involved in a split operation and which was not assigned in the automatic step. For 

example, the concepts 752.45, 752.46 and 752.47 of ICD in Figure 2 were manually added since it was observed 

they shared a similarity with the concept 752.49. This step provides several cases of split to be further analysed. 

3. Selection of representative cases impacting associated mappings 

We associate all mappings with the concepts belonging to cases of split of the latter step. Note that the splits that do 

not contain associated mappings are not further considered. This reduces the quantity of cases having to be taken 

into account in this study. In this third step, we analyse the adaptation of mappings in the context of split operations. 

That is, we observe the type of changes occurred in mappings. For instance, we analyse mappings that are adapted to 

the resulting concepts of the split, those that are removed or with a modification in the type of their semantic 

relation. Based on this initial analysis we select the most representative cases for a detailed analysis (next step). For 

instance, we consider only one case among those containing repeated behaviours. We thus depict the behaviour 
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illustrating a scenario before and after evolution of the selected cases which shows concepts of the splits, and the 

changes affecting the associated mappings.  

 

4. Detailed analysis case-by-case of complex changes correlated to mappings adaptation  

We analyse the final selected cases of ICD and SCT. This consists of observing the types of atomic changes 

affecting the split concepts. For instance, we observe the value of the attributes shared between the concepts of the 

splits. We explain the behaviour of the mappings correlating them to the (types of) change(s) affecting the concepts 

of the split. For instance, we try to understand the modifications of the semantic relations occurred in the mappings. 

Also, we search for the reasons that led mappings to be adapted toward one or the other concept resulting from the 

split. We compare the different cases, searching for contrasts between them and how we characterize all that. We 

also relate differences between the cases of SCT and ICD. The utmost goal in this step is to learn lessons from the 

selected and analysed cases to have adequate knowledge for designing an automatic mapping adaptation mechanism 

later. 

Results 

This protocol allowed the identification of 

interesting variations of the split change 

involved in the evolution of mappings. As the 

split of concepts represents one of the most 

frequent and also the most complex case of 

KOS changes, we focus on this particular 

complex change operation. The significant 

number of split cases occurring in biomedical 

KOS is due to the dynamics of this domain. As 

new knowledge is permanently defined, the 

domain becomes more precise, forcing general 

concepts to be refined and consequently split 

into more fine-grained ones. Existing work on 

the biomedical KOS evolution provides tools 

for the identification of complex changes like 

split or merge of concepts
12

, but the present 

investigation shows the necessity to further 

refine the definition of these operations in 

order to better exploit them for the 

maintenance of mappings. The conducted 

experiment mainly underlined eight assorted 

cases of concept splits , of which four affecting 

ICD and four occurring in SCT, having a 

different impact on the way mappings evolved 

over time. As ICD’s model is structured 

according to a single hierarchy and concepts 

are described using pre-defined attributes, 

identifying a split of concepts was easier than 

for SCT. We selected the most representative 

cases of split from each KOS in order to 

thoroughly analyze them. 

We depict the cases in Figures throughout this section, showing a scenario with concepts and associated mappings 

before evolution (left part of the figure) and the scenario after evolution with the updated status of concepts and 

mappings (right part of the figure). Concepts in ICD are represented as circles while those in SCT are represented as 

squares. Light blue concepts are modified concepts and green concepts (with larger borders) denote new concepts. 

Mappings are represented as orange arrow lines connecting the concepts between SCT and ICD. Note that the 

direction of the mappings is always from SCT to ICD. Therefore, a mapping of narrow-to-broad (≤) type means that 

the SCT concept is more semantically specific than the ICD concept. Blue arrow lines represent a similarity that was 

found between concepts before and after evolution. Analyzing the four different split cases affecting ICD (see 

 

Figure 1:  First case of split complex change in ICD  

 

Figure 2: Second case of split complex change in ICD  
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Figure 1, Figure 2, Figure 3 and Figure 4) and the four ones affecting SCT (see Figure 5, Figure 6, Figure 7 and 

Figure 8), we observed that no concepts are removed. More generally, the concrete removal of concepts rarely 

occurs in ICD and never occurs in SCT. Addition of concepts is the most frequent operation since it is more usual 

and natural that new knowledge is aggregated into the biomedical KOS over the time. 

The first case (Figure 1) highlights the split of 

the concept 560.39. In this case, the most 

interesting part is the attribute notes. 

Actually, before evolution, it contained three 

different values “Concretion of intestine”, 

“Enterolith” and “Fecal impaction”. After 

evolution, the latter mentioned value was 

deleted from the notes of the concept 560.39 

and became the title of the new concept 

560.32. A closer look at the five mappings 

linking the SCT concepts to the ICD concept 

560.39 before evolution reveals that two of 

them have as SCT concept names “Fecal 

impaction (disorder)” and “Fecal impaction 

of colon (disorder)”. After KOS evolution, 

these two mappings are directly moved 

(without modification of the type of the 

semantic relation) to the newly created ICD 

concept 560.32 that has “fecal impaction” as 

title. This operation means that the mapping 

has its source or target element changed. This 

particular case underlines the importance of 

considering the value of attributes for 

maintaining mappings valid over time, since 

mappings follow the flow of information they 

were attached to. Besides, the three mappings 

that remain unchanged involved “Enterolith 

(disorder)”, “Typhlolithiasis (disorder)” and 

“Concretion of intestine (disorder)” of SCT 

are three names of concept that correspond to 

unmodified values of concepts attributes in 

ICD. 

The second case (Figure 2) represents a generalization of the split change described in the first case. Note that 

instead of one new concept in the split there are many of them. We observed that part of the information contained 

in the notes attribute of the initial concept in ICD (i.e., 752.49 before evolution) is distributed over five newly 

created concepts. After the evolution, the initial concept becomes semantically more general and the created 

concepts are semantically more specific. More precisely, information about “Absence of cervix” describing the 

initial concept has been split into two new concepts: 752.43 “Cervical agenesis” and 752.44 “Cervical duplication”. 

These modifications caused the move of two of the existing mappings combined with an adaptation of the type of 

their semantic relation from (≤) to (=) since the two new concepts are more specific than the initial one. Observe that 

three new concepts remain without associated mappings after evolution, and n mappings associated with 752.49 

before evolution remain unchanged. We noticed that these n mappings are associated with elements of the concept 

752.49 that did not change. Consequently, in a situation where one of such content was deleted the adaptation of 

mappings could consider the removal of directly affected mappings. Therefore, in the context of a split change, 

mappings can either remain unchanged, or are moved towards a resulted split concept or are removed. Based on 

these observations, these strategies of adaptation could be automatically decided according to the content that 

mappings are associated with, and the flow of information over the concepts belonging to the complex change 

operation. 

 

Figure 3: Third case of split complex change in ICD 

 

Figure 4: Fourth case of split complex change in ICD 
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The third case (Figure 3) is different from the 

two previous ones since move of mappings 

may be combined with a change of semantic 

relation. In the first case we have studied, any 

moved mappings changed the type of their 

semantic relation while in the second one, all 

moved mappings changed their semantic 

relation. In the third case, there is a mix of 

them. A potential explanation is that the split 

change generated new sibling concepts with 

more semantically specific titles more similar 

to some (but not all) concepts from SCT, 

causing the change in the relations. For 

instance, ICD concept V13.69 had the title 

changed from “Other congenital 

malformations” to “Personal history of other 

(corrected) congenital malformations”. After 

evolution, the concept V13.69 was split into 

eight concepts. Associated with this split 

change, we found the new concept V13.68 

whose title “Personal history of (corrected) 

congenital malformations of integument, 

limbs, and musculoskeletal systems” is 

mapped, after evolution, to the SCT concept 

“History of - congenital dislocation – hip” (a 

similarity between “hip” and the words 

“limbs” and “musculoskeletal” is found). In 

this case, the SCT concept is still more 

semantically specific than the ICD, and the 

relation between them did not change. 

However, the new concept V13.64 (also 

associated with the same split change 

operation) with the title “Personal history of 

(corrected) congenital malformations of eye, 

ear, face and neck” is mapped after evolution to the SCT concept “History of - cleft lip (situation)” (a better 

similarity between “lip” and the word “face” is found). Consequently, the type of the semantic relation in the 

adapted mapping needs to reflect this improvement of the similarity, thus the change from narrow-to-broad (≤) to 

equivalent (=) in the semantic relation. According to the given definition this third case corresponds to a split, but it 

could also be considered as a specialization of the super-concept V13.6. A closer look at this concrete example 

raises doubts about the border between a split and a specialization. Analyzing this case, we do not find an explicit 

transfer of information from one concept to the others belonging to the split, which could better characterize a split. 

A transfer of information explicitly denotes a content that was deleted from one concept and added into another. 

Moreover, the super-concept V13.6 also had some lexical modifications in its title (from “Congenital 

malformations” to “Congenital (corrected) malformations”), but this change does not really affect the semantics of 

this concept. In other words, the new sub-concepts could be considered as a specialization of this super-concept 

instead of a split of the concept V13.69. This highlights the intrinsic difficulties in the identification of complex 

changes and the crucial role played by semantic similarity measures.   

The last case in ICD (Figure 4) describes a structural variant of the split change. Unlike in the previously presented 

cases, the KOS evolution leads to the creation of new sub-concepts that describe a refinement of the initial super-

concept. Actually, the description of the super-concept 752.3 has been made more general from the semantic point 

of view, and new sub-concepts were created based on the information that has been removed from this initial 

concept. This reinforces the idea of a split since there is an explicit transfer of information from one concept to 

another. In fact, the title of the new sub-concepts is defined based on the content removed from the notes attribute of 

the concept 752.3. This has impacted the associated mappings by adapting the type of their semantic relations 

accordingly. In this case, mappings, associated with the super-concept before evolution, are duplicated to the new 

 

Figure 5: First case of split complex change in SCT 

 

Figure 6: Second case of split complex change in SCT 
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sub-concepts after evolution (i.e., each new sub-concept has a copy of a sub-set of mappings from the super-

concept). Observe that transfer and duplication of mappings are different since in the latter the original mappings are 

not deleted. Moreover, some of the duplicated mappings are also affected by a change in the type of their semantic 

relation from a narrow-to-broad (≤) to equivalent (=). However, it is logically inconsistent to have two different 

concepts from ICD (connected through an “is_a” relationship) associated with a mapping of (=) equivalent type with 

the same concept (in SCT).  

The analysis of split cases occurring in ICD allows the identification of very interesting aspects for maintaining 

mappings valid over time. This study is enriched with the analysis of four cases of concept splitting that often occur 

in SCT according to our experiments. As the SCT model is richer than ICD, more possibilities regarding the 

behavior of the KOS evolution and mappings from the semantic and structural point of views are offered. 

The first and second cases of split we 

observed are depicted at the Figure 5 and 

Figure 6. The first case consists in a transfer 

of information contained in the name and 

description of the concept “Ventricular 

septal defect, spontaneous closure 

(disorder)” (123714004) to newly created 

concepts, in which some of them are sub-

concepts and others are siblings. We 

observe a duplication of the existing 

mappings to these new concepts without 

any modification of their semantic relation 

(i.e., the relation narrow-to-broad is 

maintained). From the semantic point of 

view, it is consistent that new more specific 

concepts have a duplication of a mapping of 

(≤) narrow-to-broad type which is not true 

for other types of semantic mappings. Since 

the super-concept is more specific than the 

target concept of the mappings (in ICD), 

sub-concepts are naturally even more 

specific than the target concept in ICD. The 

second case (Figure 6) represents a variant 

of the first case in the sense that the newly 

created concepts, siblings of the initial 

concept, do not all have the same super-

concept. However, the adaptation of the 

affected mappings has the same behaviour 

as in the first case. A similar observation 

can be made for the third case (Figure 7), 

except that new sub-concepts, resulting 

from the split, can be linked through an 

“is_a” relationship with other concepts 

resulting from the split (i.e., one concept 

can be the super-concept of the other one). 

Also in this case, new mappings involving concepts in ICD that were not mapped before evolution appear. Since in 

all three cases mapping adaptation behaves similarly, despite some minor differences in the split of each case, it 

raises an interesting fact that some aspects of the split cannot deeply affect the evolution of associated mappings, 

while others are determinant. For instance, new concepts belonging to the split having relationships to distinct super-

concepts do not seem to be a determinant factor in the adaptation of mappings. 

The last case of split in SCT (Figure 8) shows that information contained in several initial concepts of the split can 

be assembled into new sibling concepts (i.e., new and initial concepts have the same level of generalization). This 

can occur without altering existing mappings, but by linking the newly created concepts with the ones already linked 

with the initial concepts of the split. In this case, the types of the semantic relation are also not modified. We 

 

Figure 7: Third case of split complex change in SCT 

 

Figure 8: Fourth case of split complex change in SCT 
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observed that the studied cases in the SCT do not normally impact the modification of the semantic relation of the 

mappings because SCT is a much more specialized KOS than ICD, i.e., there is a highly difference of granularity 

between both KOS.  

Discussion 

The results obtained through the analysis of the identified complex change cases in ICD and SCT, according to the 

proposed method of investigation, put the stress on various very important aspects for tackling the mapping 

maintenance problem: 

1. Although mappings are established between KOS concepts to put them in correspondence in their entirety, 

all investigated cases reveal that mappings are defined based on information described partially within the 

concepts (e.g., concept attributes). Moreover, the way mappings are adapted after the evolution of a KOS is 

strongly dependent on the modifications affecting this piece of information. For example, if a mapping is 

established based on a specific attribute of a concept that remains unchanged while other attributes evolve, 

there is no need to adapt such mapping. 

2. It is really important to know which information serves to define semantic correspondences between KOS 

concepts, and to consider it as an additional (meta-) data of the mappings. To this end, the adopted 

definition of mappings in this article, but also the well accepted definition of ontology mappings provided 

by Euzenat & Shvaiko
16

, could be enriched. This definition says that a mapping is defined as 5-tuple (id, e1, 

e2, n, r), where: id is a unique identifier of the given correspondence; e1 and e2 are elements of two different 

ontologies; n is a confidence measure holding for the correspondence between e1 and e2; r is the type of 

semantic relation holding between e1 and e2. Considering the obtained results to cope with the mapping 

maintenance problem, it should be interesting extending this definition adding information on elements that 

was useful to establish mappings between dynamic KOS. 

3. The expressivity of the knowledge representation model of biomedical KOS such as the structural 

properties of KOS are also important regarding the evolution of KOS and its impact on mappings. Actually, 

our investigation shows that the re-construction of the KOS at evolution time (e.g., creation of new 

concepts that can be either siblings, sub-concepts or both) causes different mappings adaptations, such as 

move or duplication of mappings depending on the type of structural modification affecting the KOS. The 

modification of the type of the semantic relation is also influenced by this kind of information. This 

highlights that when adapting mappings according to complex change operations, it is necessary to take 

into account the structural organization of the involved concepts in the change.  

4. Changes interfering in a KOS can modify the semantics of its concepts leading either to a generalization or 

a specialization of the domain. It forces the re-definition of the semantic relations of mappings, which 

semantically interrelates concepts of different KOS. Most of the time, the values of concepts’ names or 

attributes are suffering lexical changes. For instance, in Figure 1 the value of the notes attribute “Agenesis 

of cervix” of the concept 752.49 is transformed into a synonym “Cervical agenesis” which does not really 

impact the associated mapping. On the contrary, part of the information contained in a concept can be 

transferred to another concept involved in the complex change. It can make the initial concept semantically 

more general and, in consequence, mappings that have an equivalent type of semantic relation must change 

to broad-to-narrow, for instance. These remarks put the stress on the importance of the similarity shared 

between concepts involved in complex change operations that need to be further studied. 

The conducted investigation with the obtained results shows the importance of considering various dimensions like 

the KOS structure, organizing the underlying concepts involved in complex changes, the semantic of the elements 

after KOS evolution, and the similarity between resulting concepts of complex changes. As a result, it could be 

important to consider the notion of change patterns, defined explicitly based on these dimensions, which makes it 

possible to characterize and formalize complex changes (e.g., all variations of split or merge of concepts). 

Considering changes as such patterns will be the cornerstone of an approach to (semi-) automatically maintain 

mappings valid at KOS evolution time, especially for those complex scenarios of KOS changes for which a further 

understanding of the underlined changes is necessary in order to adequately adapt existing mappings. 

Conclusion 

Mapping maintenance is a very important research challenge, since KOS have been extensively implemented in a 

combined way in biomedical software applications. It is thus essential to keep the semantic validity of mappings, as 
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these applications rely on them. Although ontology evolution has been under investigation for a long time, there are 

no approaches explicitly exploiting information learned from KOS evolution combined with information from 

existing mappings to tackle the mapping maintenance problem. In this article, we have shown that understanding 

and characterizing KOS evolution and especially the complex changes affecting KOS elements, taking different 

aspects of the underlined changes and existing mappings into account, is of utmost importance and shall be explored 

to adapt the associated mappings. The case of split of concepts, addressed in this investigation, has particularly 

highlighted that a fine-grained definition of complex changes as possible change patterns can be valuable to support 

the update of mappings according to KOS evolution. The further definition of change patterns, combined with the 

definition of heuristics that might drive the adaptation of mappings, will be the source for the development of a 

(semi-) automatic mechanism for adapting semantic mappings impacted by KOS evolution, which is subject of 

future research. 
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ABSTRACT  

Hospital acquired pressure ulcers are a significant concern because of their direct impact on patient health and the 

cost of care.  BJC has made progress in reducing the number of HA-PrU events, but continues to look for new 

intervention opportunities. To help improve surveillance, an automated algorithm was developed that uses pressure 

ulcer assessments extracted from the nursing documentation system. 

 
INTRODUCTION 

Hospital acquired pressure ulcers (HA-PrU) are an important source of preventable harm due to their impact on both 

patient outcomes and hospital reimbursement
1
. Between 2010 and 2012, BJC HealthCare, a hospital system serving 

Missouri and Illinois, was able to reduce the system wide HA-PrU event rate by 60% through a targeted intervention 

bundle, and prevention efforts continue to be a priority.  An important part of the intervention program has been 

surveillance, but previous measures have been limited to either quarterly point prevalence calculated from 

observations of the entire BJC patient population on a specific day, or estimated incidence based on a small sample 

of the BJC patient population.  To improve the surveillance of hospital acquired pressure ulcers and further 

strengthen prevention efforts, an algorithm was developed using a combination of real-time HL7 Admission 

Discharge Transfer (ADT) data and nightly extracts from two separate nursing documentation systems.   

 

METHODS 

The Healthcare Informatics group within the Center for Clinical Excellence maintains a large clinical data 

repository.  The repository is populated by a combination of real-time HL7v2 interfaces and batch extracts from 

applications across the enterprise.  A SQL query was written that uses data from the real-time ADT interface and 

pressure ulcer assessments documented by nursing.  This allows for timely reporting at the nursing unit level across 

the enterprise using a consistent definition.  The performance of the algorithm was compared to the results of a prior 

manual review of 1374 inpatient electronic medical records from January 2012 to August 2012.  This manual review 

was performed as part of a separate project, but provided an existing benchmark to measure against. 

 

RESULTS 

Of the 1374 charts reviewed, 47 were confirmed as having an HA-PrU by both the algorithm and the chart review.  

1274 were confirmed as not having an HA-PrU by both.  9 visits with an HA-PrU identified through chart review 

were not identified by the algorithm, while 16 with an HA-PrU found by the algorithm were not confirmed by the 

chart review.  This resulted in a sensitivity of 83.9% and a specificity of 98.7%, with a PPV of 74.6% and a NPV of 

99.3%.  A detailed review of the discrepancies showed that most were due to documentation error.   

 

CONCLUSIONS 

The algorithm performs reasonably well and captures the vast majority of true HA-PrU events.  It also correctly 

identifies the majority of visits without an HA-PrU.  Because most discrepancies were due to documentation errors, 

training and education of staff nurses should improve the algorithm performance.  Given the limitations and resource 

requirements for surveillance methods requiring manual assessment and abstraction, the automated algorithm 

provides a cheap and effective alternative for monitoring the rates of HA-PrU events across the enterprise.     
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Abstract: Ontology development for Information Extraction is a time-consuming task, requiring literature review, 

chart review and expert collaboration. We developed a semi-automated (SEAM) system that uses term extraction 

techniques and TFxIDF methodologies to identify topic groups and compare them across biomedical and clinical 

corpora. The identified overlapping groups are presented to reviewers to allow them to collect important terms and 

synonyms. The resulting set of terms is used to filter the relationships extracted from the biomedical corpus. Finally, 

the proposed relationships are reviewed for inclusion in the ontology. We are now in the process of evaluating the 

system. Ontology scope is controlled by the choice of biomedical texts that dictate the terms and relationships found. 

Introduction: Biomedical text contains formal language and explicit definitional sentences. Clinical texts contain 

the terms of interest for clinical decision support tasks. Combining NLP approaches maximizes the identification of 

all the relevant information in both types of documents. Our ontology development system, SEAM, leverages 

current practices in information and relationship extraction to streamline the process. The main innovations of 

SEAM are the combinations of different text types with information and relationship extraction techniques.  

Method: The SEAM architecture is depicted in Figure 1. The text pre-processing includes tokenization, part-of-

speech tagging 

and chunking 

using the 

OpenNLP toolkit. 

Next, we employ 

a dictionary look-

up using Apache 

Lucene indices of 

the UMLS 2009aa 

Metathesaurus 

restricted by clinical sources and semantic types. We identify term topic groupings using TFxIDF vectors and 

correlate them across the corpora. Human reviewers identify important terms and synonyms. These groups will 

include matched clinical and biomedical terms. SEAM uses those terms to identify additional synonymy (both texts) 

and relationships (biomedical texts only) using lexico-syntactic patterns (LSPs)[1] and hierarchical agglomerative 

clustering[2]. Finally, relationships are refined using hierarchical clustering[3]. Users are given the option of 

defining LSP for other relationships. A second human review occurs before export of the final OWL ontology.  

Results: To test the Clinical IE component, we used the 2010 i2b2 NLP challenge corpus annotated with treatments, 

tests and problems. SEAM reached a recall 

of 0.98 across the corpus; as expected 

precision was low 0.49 leading to an F1-

measure of 0.67. This is lower than the state-

of-the-art for information extraction (0.85). 

For the topic groups and relationship 

extraction components, we follow the lead 

of [1] and calculated percentage accepted vs. 

recommended across 3 reviewers (table 1).  

Discussion: The current SEAM results are good. Part_of and other relationship extraction evaluations are ongoing. 

Alternatives to LSPs for extracting new relationships are being explored. 

[1] K. Liu, W. W. Chapman, G. Savova, C. G. Chute, N. Sioutos, and R. S. Crowley, “Effectiveness of Lexico-syntactic Pattern 

Matching for Ontology Enrichment with Clinical Documents,” Methods Inf Med, vol. 50, no. 5, pp. 397–407, 2011. 

[2] P. Cimiano, A. Hotho, and S. Staab, “Learning Concept Hierarchies from Text Corpora using Formal Concept Analysis,” 

arXiv.org, vol. cs.AI. 09-Sep-2011. 
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Abstract: 

As a patient's end-of-life approaches, it is typical for the disease to be the focus of treatment instead of the dying 

patient.  There is limited congruence between the care preferred by patients and the treatment actually delivered to 

patients during their end-of-life. The Physician Orders for Life-Sustaining Treatment Paradigm has been endorsed 

or is in development in all but three states and the District of Columbia in an effort to ensure that patients are 

provided with adequate opportunities to specify their end-of-life care preferences. However, most states are using 

paper forms to document these preferences which may be inaccessible when needed. We have developed an 

electronic end-of-life care registry that allows authorized users to store and retrieve information pertaining to 

patients' end-of-life care preferences. In this paper, we describe (a) the requirements identified for the registry from 

the users' perspective and (b) the design and development of the electronic registry. 

Background: 

Advances in medical science and public health have resulted in a shift in the age demographics and an increase in 

life expectancy for men and women in the United States. By 2050, it is estimated that one in every five persons in 

the US will be older than 65 years of age [1] and the life expectancy is estimated to increase to 79.4 and 83 years for 

men and women respectively [2]. Over the last few decades, the causes of death have transitioned from infectious 

diseases to chronic conditions such as heart disease and cancer [3].  One of the consequences of these changes is the 

increase in demand for palliative care and end-of-life (EOL) care services. However, it has been demonstrated that 

very few healthcare providers are adequately trained to meet the EOL care needs of the aging population [4].  As a 

result, the care administered to patients during their EOL is often not the type of care patients would have preferred. 

As the end-of-life approaches, it is the disease that becomes the focus of treatment instead of the patient who is 

dying [5].  Findings from the SUPPORT study demonstrated that many patients expired without any relief in pain or 

symptoms and patients’ EOL care preferences were rarely understood by their healthcare providers [6]. Studies have 

also found that a vast majority of people prefer to die at home but most of them spend their final days in a healthcare 

facility [7, 8]. 

There have been several endeavors to ensure that patients are provided with adequate opportunities to specify their 

EOL care wishes. The Patient Self-Determination Act of 1990 mandated that healthcare facilities being reimbursed 

by Medicare and Medicaid enable patients to participate and direct treatment decisions [9]. It was expected that the 

use of Advance Directives or the “Living Will” would improve the congruence between the treatment provided to 

patients during their EOL and the treatment elicited by them [10]. However, Advance Directives are not medical 

orders and may not be endorsed by a healthcare provider. Research studies have found that they have not been 

effective in communicating patients’ EOL care wishes and do not meet the objective of the Patient Self-

Determination Act [11, 12, 13, 14].   

To address the limitations of the Advance Directives, the state of Oregon proposed the Physician Orders for Life-

Sustaining Treatment (POLST) [15, 16]. The POLST is a legally binding document that translates patient 

preferences into medical orders that are to be carried out when the need arises [17]. It is not considered to be a legal 

medical order unless authorized by a healthcare provider which makes it more effective than Advance Directives. As 

of March 2013, a template of the POLST form has been endorsed by 15 states in the US and 32 states are in the 

process of developing a POLST program [18]. The POLST includes patients’ preferences regarding specific 

treatment options such as resuscitation efforts, use of feeding tubes or intravenous fluids, etc. A study conducted to 
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evaluate POLST use by emergency medical technicians (EMTs) found that when present, the POLST form changed 

the medical treatment administered in 45% of the cases [19]. However, most states using the POLST template to 

document patients’ EOL care wishes are using paper-based POLST forms. The disadvantages of using paper POLST 

forms are several: (a) they may not be accessible in a timely manner during emergency medical situations, (b) they 

cannot be accessible by multiple users associated with different departments (for e.g., EMTs, emergency department 

(ED) providers, palliative care providers, etc.), (c) it is difficult to incorporate systematic processes for version 

control, and (d) paper forms can get lost. 

To improve the accessibility of the POLST forms at the time of need, a few states are developing electronic 

registries [20, 21, 22]. However, either they require an initial paper process for healthcare providers to obtain an 

account, or the paper POLST forms need to be faxed and the patient’s EOL care wishes are manually entered in the 

registry, or the registry is not in full use. As part of the Utah Improving Care through Connectivity and 

Collaboration (IC
3
) Beacon Cooperative agreement between HealthInsight and the Office of the National 

Coordinator for Health Information Technology (ONC), the Utah Department of Health (UDOH), as a sub-awardee 

of the Beacon agreement, has developed an electronic POLST (ePOLST) registry. The registry allows authorized 

users to store and retrieve information pertaining to patients’ EOL care preferences. The objectives of the research 

described in this paper were to: (1) understand and identify the requirements for an electronic POLST registry from 

the users’ perspective and (2) design and develop an electronic registry that meets the users’ needs. 

Methods: 

Engagement of Subject Matter Experts and Contextual Interviews:  

 

In 2010, we formed an ePOLST Advisory Board that included representatives from the Office of Vital Records and 

Statistics (OVRS) and Bureau of Emergency Medical Services (BEMS) at UDOH, Utah’s Commission on Aging, 

physicians specialized in emergency care, palliative care, hospice care, and geriatrics, and HealthInsight (a 

community-based organization). The ePOLST Advisory Board began to meet in May, 2010 and continues to meet 

twice a month.  One of the early initiatives of the Advisory Board was to identify two broad Use Cases for the 

ePOLST around which our subsequent discussions centered. The two Use Cases were: 1) ePOLST management- 

this included creating, updating, replacing, and deleting an ePOLST for a patient; and 2) ePOLST search- this 

included the functionality to search the registry for an existing ePOLST record. We determined that the primary user 

group for the ePOLST management Use Case would include physicians, social workers, medical office staff, and 

others involved in the actual task of counseling patients or the administrative tasks of managing medical records in 

various healthcare settings. While all potential users of the ePOLST can be considered actors in the ePOLST search 

Use Case, we focused on EMS providers and their need for a facile, useable, and accurate search interface. 

 

Using methods based on contextual design [23], we conducted structured interviews between March, 2011 and June, 

2011 with potential users of the ePOLST management and ePOLST search Use Cases. The main objective of these 

interviews was to develop requirements in the specific contexts in which the system would be used. To better 

understand the needs of users for the ePOLST management Use Case, we interviewed four physicians, one social 

worker, and one administrator on location at a nursing home, hospice practice, palliative care unit in an academic 

hospital, and a children's hospital. To understand the users’ needs for the ePOLST search Use Case, we interviewed 

an ED physician in an ED and an EMT in a fire station. During these interviews we focused on how current paper 

POLST forms were created and managed and how such a process could integrate with an electronic registry.  The 

use of contextual interviews in the actual workplaces of the various users allowed us to observe how the work 

environment might promote or inhibit use of an electronic POLST registry. 

 

Design and Development of the Utah ePOLST Registry: 

 

In concurrence with the contextual interviews, we began creating iterative prototype versions of the potential 

ePOLST registry. These prototypes were used to test ideas and obtain feedback during the contextual interviews to 

ensure that the design met the users’ requirements. We used an agile, iterative project management approach that 

allowed us to incorporate feedback in successive versions of the software and to leverage work on the prototype into 

our final software solution.  
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We developed and deployed the ePOLST using open source components in a LAMP (Linux-Apache-Mysql-PHP) 

environment. The development team at the OVRS had previously developed a web-based Electronic Death Entry 

Network (EDEN) in 2006 using the LAMP environment. EDEN has been used by physicians and funeral directors 

to complete death certificates. Based on our experience with EDEN, we found that the open-source LAMP 

environment is sophisticated enough to support security, confidentiality, and the entire range of system requirements 

at significant cost savings.  

 

Results: 

Engagement of Subject Matter Experts and Contextual Interviews:  

 

During the interviews and discussions, we found that the work processes involved in the POLST management and 

search were quite disparate with respect to the availability of information technology. Hospice practices and EMS 

providers rely on mobile technology as many patients and families are seen in the home or outside the purview of 

typical healthcare settings. The nursing home we observed has a relative paucity of computer technology, with 

nursing and administrative staff sharing desktop computers. By contrast the emergency room we observed was a rich 

technological environment that included wide-spread use and access to a range of high-technology devices. 

Accommodating these disparities in the availability of technology became an important aspect in the design and 

development of the ePOLST registry.  

 

The team determined that the ePOLST registry would capture the same data elements already documented by the 

paper POLST form that was first endorsed by the State of Utah in 2009. The interviews and discussions helped us 

model the design of the ePOLST registry that was based on the paper form but adapted to a system accessible using 

the Web. The data documented includes (a) patient identifiers such as patient name and date of birth, (b) physician 

identifiers such as physician name and physician phone number, and (c) Treatment options such as preferences on 

resuscitation and administration of antibiotics. The current paper POLST form for Utah can be found at 

http://health.utah.gov/hflcra/forms/POLST/POLSTForm2010.pdf. The ePOLST registry captures all these data 

elements and additional data elements needed to support the electronic process. Examples of these additional data 

elements are illustrated in the requirements described in the next section.  

 

Design and Development of the Utah ePOLST Registry: 

 

The requirements we identified focuses on the two primary Use Cases—ePOLST management and ePOLST search 

that were identified by the Advisory Board.  While, we do not present an exhaustive list of all requirements 

identified, we describe a few of the important requirements and provide a description of how we addressed these 

requirements in the design of the ePOLST registry. 

 

(a) Integration with Utah’s Electronic Death Entry Network (EDEN): Very early in the process, we found that 

to improve accessibility and adoption of the ePOLST, it would be optimal to integrate it with EDEN. 

Closely coupling ePOLST with EDEN would allow the existing user community of EDEN to have single 

sign-on access to ePOLST using their EDEN credentials.  Integration with EDEN also enables the use of 

information from the death certificates to deactivate the POLST records of deceased patients from the 

ePOLST registry. The ability to frequently and accurately purge records in the ePOLST registry is seen as 

critical for improving the speed and accuracy of registry searches.  Figure 1 provides a high-level 

description of the ePOLST registry including its interaction with other components. 

(b) User Authentication: Due to the sensitive information present in a patient’s POLST, it was crucial that the 

ePOLST registry include a robust system to authenticate users.  The ePOLST registry was developed using 

open-source components with the goal of engaging a large number of physicians and associated staff 

already enrolled in EDEN.  User authentication and access to all administrative functions of ePOLST is 

accomplished using EDEN’s user tables and associated roles.  EMS providers are granted read-only access 

to the registry using the State of Utah’s single sign-on web access management system that verifies an 

individual’s EMS license with queries to an EMS licensing database prior to granting authorization. Figure 

2 provides an example of the web interface utilized by the users to login to the ePOLST registry. 

(c) Cardinality of POLST document: Contextual interviews with providers identified the not uncommon 

scenario of patients changing their EOL care preferences and the corresponding options in the POLST.  
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With paper POLST forms, this change is accomplished by shredding an existing POLST and generating a 

new one with updated preferences.  The ePOLST Advisory Board decided to use an analogous procedure in 

the ePOLST registry so that when a patient decides to make changes, the entire ePOLST record is 

deactivated and a new one is created. Thus a patient in the ePOLST registry may have any number of 

inactive POLST records but only 0 or 1 POLST record may by active at any given time. An example of the 

display listing the various POLST records available for a patient, including the current status, can be seen 

in Figure 3. 

 

 
Figure 1: High-level depiction of the ePOLST registry 

 
 

 
Figure 2: Web-interface for users to login to the ePOLST registry 

 

(d) Identification of Duplicate Patient Records: We identified the possibility that individual patients might 

have duplicate entries in the system and that such duplication could lead to conflicting versions of POLST 

documents. Therefore, a critical requirement identified for the ePOLST registry is that the system must 

search for an existing POLST record when a user attempts to add a new POLST record for a patient. 
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Figure 3:  Patient with multiple ePOLST records 

 

(e) Accessibility: One of the main purposes of creating an electronic registry for the POLST is to ensure that 

patients’ EOL care wishes are accessible at the time of need by the appropriate users. Our contextual 

interviews documented a need for rapidly and accurately searching the registry under difficult and often 

chaotic circumstances. In this context, EMS providers are the primary users of the ePOLST search 

function.  Instead of hosting a 24/7 call center to obtain information from the registry, we decided to 

include functionality for EMS providers that would allow them to search the registry from mobile devices, 

including laptop computers, tablet computers, and smart phones at the time of need and from any location. 

This requirement led to two additional innovations to improve the search process:  continuous predictive 

searching and the use of Quick Response (QR) codes.   

 

i. Predictive Searching: Continuous predictive searching is designed so that a new registry search is 

performed as the user types a character in the search box, and search results are displayed beneath 

the search box.   This style of searching, similar to what a user experiences on a search engine 

such as Google, operates in the background using AJAX techniques [24] to refresh query results 

without reloading the web page.  In combination with predictive searching the database is indexed 

in such a way that the order in which the names are entered in the search box (e.g., first name and 

last name or last name and first name) has no effect on search results.  Figure 4 shows an example 

of predictive searching. 

ii. QR Codes: The second search innovation was the use of QR code technology to encode an 

individual’s ePOLST locator. Each individual patient in the ePOLST registry has a QR code 

printed on a POLST form that is printed from the ePOLST registry.  In addition the code can be 

printed on refrigerator magnets, stickers, wallet cards, or other media that may be available at the 

scene of an emergency.  EMS providers will be able to scan QR codes with smart phones and 

upon successful authentication using their ePOLST login and password they will be directed to the 

individual’s most current active ePOLST record. Figure 5 shows an example of a POLST form 

with a QR code. 

(f) Patient Management Queue: During the contextual interviews, the researchers were informed that it would 

be useful if each provider and affiliated user could obtain a list of patients in the registry indexed by 

physician license number and sortable on any field.  This functionality would allow physicians to easily 

manage all patients associated with their practice. 
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Figure 4: Example of Predictive Searching 

 

 

 
Figure 5: Example of Patient-Specific QR code 

 
 

(g) Patient and Physician Signatures: As a physician order a POLST is unique because it must be signed by 

the physician, patient, and guardians or surrogates in the event the patient is a child or incapacitated.  Utah 

has a law supporting electronic signatures and that law has been used successfully to allow physicians to 

electronically sign death certificates in the state’s EDEN system using a login name, password, and unique 

personal identification number.  Developing a simple solution for patients to electronically sign POLST 

documents was not as straightforward, especially when considering that POLST counseling can take place 

in a variety of locations, including a patient’s home and often surrogates will participate via telephone. 

After much discussion within the ePOLST Advisory Board, it was decided that an ePOLST record would 

be printed to obtain original signatures from the physician, the patient, and the surrogate (if needed) and 

stored in a patient’s medical record.  A previously signed paper POLST form may also be entered into the 
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ePOLST registry where it must be electronically signed by a physician in order for the electronic POLST to 

be valid.  

Discussion: 

The documentation of EOL care wishes is necessary to ensure that patients’ EOL care preferences are met. The 

research described in this paper aims to overcome the main disadvantage of the paper-based EOL care 

documentation process currently used by most states in the US. We have designed and developed an ePOLST 

registry that enables authenticated users to access patients’ POLST information via a web-based user interface. The 

ePOLST is developed using open-source components based on requirements gathered from several key subject 

matter experts.  

The ePOLST registry has several strengths. First, the ePOLST registry is accessible in real-time and from any 

location by authenticated users. Second, the data is stored electronically and overcomes the disadvantages of missing 

or incomplete paper POLST forms. Third, the use of QR codes to enable searching from mobile devices improves 

accessibility and could potentially save time when every second counts. Fourth, the ePOLST links to Utah’s EDEN 

system and potentially to other public health data resources, thus facilitating in statistical and research analyses. 

Fifth, we believe that the experience of the OVRS in engaging physicians in electronic death registration was an 

advantage since the physicians who certify the majority of death certificates specialize in the EOL care needs of 

patients and would be more likely to complete POLST documents. 

The primary limitation of the ePOLST registry as it currently exists is that it creates another data repository and is 

currently not integrated with electronic health records (EHRs) or health information exchanges (HIEs).  Given the 

limited funding and short timeline of development, interoperability was considered in system requirements and a 

decision was made to focus on developing the concept, policy, and user community. To overcome this limitation, 

our future work will explore opportunities to create an HL7 v3 clinical document architecture (CDA) POLST 

document that can be generated by the ePOLST registry and consumed by the state-wide clinical Health Information 

Exchange (cHIE) or EHRs of individual healthcare facilities. These efforts will directly relate to the ePOLST search 

Use Case. To improve accessibility for the ePOLST management Use Case, we are exploring the use of the HL7 

infobutton standard that will allow users to access the ePOLST registry within the cHIE or EHRs. 

The second limitation arises from the fact that ePOLST was developed with grant funding and no long-term 

governance or sustainability model is in place.  There are ongoing discussions within the Advisory Board to obtain 

solutions for long-term funding of a centralized ePOLST registry.  The opinion of the Board was that relying on 

payment from patients or providers would present a significant obstacle to the success of the registry, while asking 

for payment from healthcare payers presents operational and ethical concerns.  It is clear more research needs to be 

done on a sustainability model for ePOLST registries. Efforts are underway to address the sustainability of the 

ePOLST registry beyond the IC
3
 Beacon agreement in the form of a Leaving Well Coalition. The Leaving Well 

Coalition is a community-based effort led by HealthInsight and will pursue funding opportunities in the near future.  

The third limitation relates to the use of QR codes to find an ePOLST record. We realize that analogous to the 

possibility of paper POLST forms being misplaced or inaccessible at the time of need, our expectation that a QR 

code would always be accessible via magnets, wristbands, or a print-out of the POLST may be unreasonable. 

However it was felt that in the event the QR code is available, it may expedite the accurate searching of the registry. 

When the QR code is unavailable, patients’ EOL care preferences may be accessed by name, address, date of birth, 

and social security number. 

The ePOLST system is currently being pilot-tested in extended care facilities and hospice agencies in the Salt Lake 

Metropolitan area. The primary focus of the pilot studies is to test the usability of the web-based interface with 

emphasis on the data entry and data search aspects of the electronic registry. For each pilot site, an ePOLST team 

trains the users and helps the healthcare staff identify work-processes that are appropriate to the existing site-specific 

workflow. It has been our experience so far that workflows with respect to POLST and EOL documentation are 

unique in each healthcare setting. As part of the pilot-tests, EMTs in the Salt Lake Metropolitan area are being 

trained to use the ePOLST registry. The team has created an ePOLST user-guide that is being used during the 

training and will be accessible to users within the ePOLST system. As part of our evaluation in pilot testing, we will 

contact users for both the management and search Use Cases identified from system logs to collect feedback on 

system usability.  We also plan to link ePOLST search data with BEMS emergency response data and EDEN death 

351



certificate data to analyze metrics such as search frequency, search accuracy, and overall effectiveness of ePOLST 

toward influencing treatment decisions in EOL situations. The testing and evaluation is scheduled to be completed in 

the summer of 2013 and plans are underway to disseminate the ePOLST to the entire state of Utah.  Currently, a 

total of 107 patients from three pilot sites have their EOL care wishes documented in the ePOLST registry.  

In conclusion, the POLST form is a vital part of a patient’s EOL care planning. Paper POLST forms are subject to 

loss or inaccessibility at the time of need. The ePOLST offers ease of entry of patient orders, permanent archiving, 

and secure and unlimited access to palliative and emergency care providers. In addition, as an electronic repository, 

the ePOLST allows for eventual integration with other data systems, as well as future use for EOL care research. 
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Teaching and Learning with Mobile Devices in Nursing Education 

Glynda J. Doyle, RN, MSN  
British Columbia Institute of Technology, BC, Canada   

Abstract 

The incorporation of mobile computing devices has become a growing trend in nursing practice. Mobile devices have 
significant potential to support nursing students’ decision making and patient care planning as they can quickly bring 
relevant and evidence-based resources to the point of care. The British Columbia Institute of Technology (BCIT) BSN 
and Specialty Nursing programs (ICU, Emergency, perinatal, etc) have recently integrated the use of mobile devices 
laden with healthcare resources into the classroom and clinical settings as a strategy to enhance teaching and learning. 

Summary 

Retrieving information off the internet has been likened to drinking water from a fire hydrant1, and students are 
typically overwhelmed by the amount of ‘hits’ retrieved with healthcare information searches through search engines 
such as Google2. Studies show that two-thirds of questions that arise in clinical practice are never answered, and 
medical errors in the US cost $19.5 billion during 20083. The complexity and acuity of patient health issues is also 
intensifying1, and nurses are facing the challenge of effectively managing an increasing amount of clinical information 
while also managing technological advances4,5,6. 

Nursing programs at BCIT have invested in a site license to Unbound Medicine so as to provide students with peer-
reviewed, up-to-date, and succinct healthcare information on their smartphones and tablet computers. Students and 
faculty are using these resources at the point of care, in simulation labs, and classroom/online learning environments to 
support and enhance student decision-making and care-planning. The integration of the use of mobile devices proved 
somewhat challenging at the outset, but at the end of 3 years, approximately 75% of faculty use mobile devices to 
support teaching, policies are in place for mobile device and social media use, and approximately 85% of students use 
mobile devices to access information resources in the classroom and clinical settings. 

Evaluative surveys and needs analyses of faculty and students showed support for the continued use of Unbound 
Medicine’s uCentral application in the classroom and clinical environments and the nursing programs have recently 
expanded to other mobile applications, guidelines, and evaluative and research studies to explore the effectiveness of 
mobile teaching and learning. We are collaborating with other nursing schools to explore best practices and determine 
strategies to support students and faculty with mobile teaching and learning. The potential to improve patient safety and 
decrease student’s medical errors is being determined and analyzed. These mobile applications have also led us to 
explore the impact of social media, social networks, and e-portfolios on nursing education and nursing practice.  

 Conclusion 

This poster will describe the process of mobile device integration, outcomes of research studies currently in process, 
perceived benefits and challenges of mobile learning and teaching, and plans for the future of mobility, social networks 
and e-portfolios to enhance nursing education and ultimately improve the quality and safety of patient care.  
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Abstract 

A nine month study collected data on adherence to best practice in the clinical context. After introduction of newly 

designed equipment, adherence increased significantly.  

Introduction 

Adverse clinical events occur when barriers prevent healthcare practitioners from adhering to best practices
1
. 

Adherence engineering (AE) can address obstacles, such as procedural complexity to improve clinical performance 

and subsequently patient safety.
2,3

 

A nine month, observational study of nursing adherence to best practices for central line maintenance procedures 

was conducted at the Salt Lake City Veteran Affairs Medical Center. Trained research nurses observed central line 

maintenance procedures with a custom software observation tool to document adherence to selected clinical 

performance measures.  

During the pre-intervention phase, nurses used existing equipment to perform central line maintenance. An 

Adherence Engineering
3
 based custom kit was developed to improve adherence to best practices. The kit, combined 

with training of its use, was introduced in the hospital as clinical intervention. 

Methods 

Process measurements of adherence to central line maintenance best practices 

were collected as procedure step completion (e.g. hand sanitization, catheter 

hub disinfection), as well as how the overall procedure was performed (item 

omission, sterility violations, subjective mental and physical demands.) 

Outcome infection rates of central line associated bloodstream infections per 

1,000 central line days were determined.  

Results 

CLABSI rate was significantly reduced after implementation of the Adherence 

Engineering based maintenance kit. Overall the adherence to best practices 

increased significantly when comparing pre- and post intervention data. 

Finally, the number of item omissions and human error was reduced as a result 

of the kit implementation.  

Adherence to best practices for central line maintenance was significantly improved by equipment that promoted 

optimal performance and adherence. The approach of adherence engineering has potential applications in other areas 

of healthcare to improve clinical care and patient safety.  

Conclusion 

Adherence Engineering provides a theoretical framework that by guiding the development of equipment can 

significantly improve clinical care and patient safety. Current equipment used for central line maintenance is 

suboptimal. AE guided improvement of this equipment can improve the quality of care.  
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Regenstrief Institute’s Gopher Order Entry System: 
Advances in Provider Collaboration and Clinical Decision Support 
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Abstract 

The Regenstrief Institute, a pioneer in physician order entry and clinical decision support systems, has 
recently deployed the next generation of its CPOE and EMR platform known as the Medical Gopher.  
This system is now in production use at Wishard/Eskenazi Health System in Indianapolis.  The first 
focus of this demonstration will be novel approaches to provider collaboration, including shared 
annotation of the chart data, patient timelines, and group chat functionality.  The second area of focus 
will be clinical decision support, including pre-emptive alerts, ambient notifications, user-friendly 
warnings, and an advanced rule-authoring tool for customizing the CDS experience.   We will also be 
discussing the timeline for open-source release of the Gopher system. 

System Description and Areas of Innovation 

Since 1984, the Regenstrief Institute’s Medical Gopher system has generated much of the seminal data 
on computerized physician order entry and clinical decision support systems1,2.   In 2012, Regenstrief 
deployed a fully rebuilt Gopher system now in the outpatient, inpatient, and emergency department 
settings of Wishard / Eskenazi Health Services in Indianapolis.  This new system, built using open-
source tools and itself slated for open-source release, includes order entry, electronic prescribing, 
clinical documentation, chart review, and decision support capabilities.   In addition to its clinical 
functions, the new Gopher is designed to serve as a platform for advanced research in CDS, usability 
design, physician workflow, and patient safety.  As one of the few “homegrown” systems remaining, 
Gopher highlights many of the opportunities and challenges of developing a system within an academic 
center in the current environment. 

In the proposed demonstration, we will be focusing on tools to improve communication and 
collaboration amongst providers as well as recent advances in Gopher’s decision support capabilities. 

Provider collaboration is a central component of the new Gopher platform. We will be demonstrating 
Gopher’s group chat functionality as well as the ability to share annotations of data elements within the 
patient chart.  Such annotations can be used to summarize events or elucidate results for others as well 
as to pose questions and stimulate discussion amongst providers.  We will also be demonstrating a 
collaborative timeline for tracking patient care goals and other clinical data.   

Our second focus is clinical decision support.  We have sought to make CDS less reactive and more pre-
emptive, with a focus on guiding the physician down the correct path while firing fewer alerts.  One 
example is to display potential allergic reactions pre-emptively in the medication search results, rather 
than waiting for a drug to be selected and only then delivering a warning. Another alternative to 
traditional alerts is utilizing ‘ambient’ stimuli, such as subtly altering the screen background color, when 
ordering a drug with a potential safety risk.  We are also evaluating warnings featuring more user-
friendly language, with a goal of collaborating around drug safety rather than enforcing it.  Finally, we 
will be presenting updates on our advanced rule-authoring tool for personalizing the CDS experience in 
Gopher. 

While our system is slated for open-source release, we hope our demonstration of these new features 
will promote ongoing innovation in vendor systems and will ultimately lead to improvements in EMR 
usability, patient safety, and collaborative care. 
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Background  

The goal of the Utah Statewide Master Person Index (sMPI) project, a collaboration between the University of Utah 

(UU), Intermountain Healthcare, and Utah Department of Health (UDOH), and the Utah Health Information 

Network (UHIN), is to uniquely identify all individuals in Utah who receive healthcare or public health services, to 

facilitate identification across care setting, and to provide a means to extract integrated data for research. The sMPI 

will link enterprise MPI data from the UU, Intermountain Healthcare, and UDOH. The sMPI has a diverse set of 

policy requirements because it must support both operations and research and is a collaboration between disparate, 

autonomous entities such as healthcare providers and public health agencies. User roles and use cases unique to 

public health, healthcare providers or health information exchanges necessitate a standardized, automated and 

dynamic framework for policy enforcement. 

The KAoS (Knowledgeable Agent-oriented System) policy management framework has been developed to manage 

policy enforcement in a variety of environments, including grid computing and web services. (1)  KAoS is a 

semantic framework that makes use of a policy ontology to support reasoning, analysis, conflict identification, and 

policy enforcement.  The policy ontology has been adopted in numerous industries but has never been implemented 

to support HIPAA-regulated activities, including healthcare operations and research. 

Objectives  

The primary objective of this project was to analyze the suitability of the KAoS Policy Ontologies (KPOs) to 

accurately and completely describe the domain of healthcare policy and use for enforcing the HIPAA Privacy Rule 

and the Common Rule for research. 

Methods 

We developed a list containing 46 domain concepts and 16 distinct relationships identified in the HIPAA Privacy 

Rule, Security Rule, and the Common Rule for research. Using Protégé and a KPO, we encoded these healthcare 

privacy and security policy concepts and documented specific limitations of KPOs with respect to describing 

healthcare policy under HIPAA and the Common Rule. 

Results 

KAoS policies are represented in Web Ontology Language (OWL), a W3C standard. A KPO can describe all of the 

concepts and relationships in the healthcare privacy and security domain including actions, actors, groups, places, 

policies, and can differentiate between authorization and obligation policies.  KPO can be extended with additional 

classes and rules for a given application. One drawback is that KAoS is not currently aligned with a foundation or 

upper ontology. 

Conclusions 

A KPO needs to be minimally extended to accurately encode healthcare domain privacy and security knowledge.  

While KAoS provides a starting point, modifications so it conforms to an upper ontology such as the Basic Formal 

Ontology (BFO) to promote future growth and interoperability in the healthcare domain.  
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Clinical Decision Support for initial dosing of warfarin and promotion of 

pharmacogenetic testing. 
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Introduction 

Warfarin is the most commonly prescribed oral anticoagulant for the treatment and prevention of thromboembolism. 

Its narrow therapeutic index and wide ranging dose requirements make it a problematic drug to manage, and an ideal 

candidate for CDS interventions. Warfarin ranks as a leading drug-related cause of serious adverse events and 

hospitalizations in the United States. As such, appropriate initial dosing is important. Therapeutic dosage varies 20-

fold and is affected both by genetics and clinical factors. The most important clinical factors are age, body size and 

interacting medications. However there are several genotypes within the genes encoding the warfarin drug 

metabolizing enzyme, CYP2C9, and the drug target, VKORC1, which account for roughly 30 percent of the 

variation. Current genotyping technology permits turnaround times of less than 6 hours, thus it would be useful to 

integrate this information into an EMR and provide CDS for the initial dose when genotype results are not yet 

available as well as for when the genotype results are available.  We implemented CDS for patients newly started on 

warfarin in order to promote evidence based initial dosing; early pharmacogenetic testing and pharmacogenomics 

service consults.  The aims of our analysis are to determine 1) if the CDS improved the initial dosing of warfarin 2) 

if the CDS suggested initial dose varied significantly from what a clinical pharmacist would recommend using 

warfarindosing.org, and 3) what factors affect the variation between doses prescribed vs. CDS suggested dose. 

Methods 

A warfarin order in a warfarin-naive patient triggers an order for genotyping, a consult with the pharmacogenomics 

service, and a recommended initial dose when sufficient data is available in the EMR. The suggested initial dose 

uses a simplified algorithm including clinical, but not genetic, information. The dose is a function of the age, BSA, 

race, smoking status and amiodarone use.   We intend to compare dosing after the intervention to a gold standard of 

a clinical pharmacist as well as a historical cohort. In cases of non-compliance with the dosing recommendation, an 

overdose and under dose alert were developed. We will measure the compliance with these alerts. 

Results 

The CDS was developed and implemented successfully. Complete quantitative analysis is pending, but some 

preliminary findings are as following; #1) Lack of medication reconciliation at the time of patient admission 

produce alerts and consults on some patients who are not warfarin naïve. #2) The CDS can produce rapid genetic 

test orders and notifies the lab of impending studies which is able to produce genetic testing based dosing 

recommendations in time to inform the second dose of warfarin.   Among a sample of 80 patients 77% of genotypes 

were available prior to the second dose of warfarin.    

Discussion 

The CDS as well as genetic testing and consultations for assistance with warfarin dosing were well accepted by the 

housestaff.  A number of dosing reccomendations and consults were deemed inappropriate due to patients being 

restarted on warfarin who were previously on a therapeutic dose without documentation of warfarin use during 

medication reconciliation. The primary outcome of initial dosing changes is being determined.   

Conclusion 

The implementation of CDS for initial dosing of warfarin and promotion of pharmacogenetic testing is promising 

due to the significant morbidity and mortality associated with the use of warfarin. CDS was developed and 

implemented at our medical center. We are collecting data to help measure the impact of CDS on initial dosing, 

warfarin pharmacogenetic testing and warfarin dosing team consultations while working to minimize the problem 

associated with some instances of poor data quality when medication reconciliation does not occur.     
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The Importance of Interoperability and Generalist-Specialist
Communication to Patients
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BACKGROUND: The nation is making large investments in tools for interoperability and 
communications in referrals between generalists and specialists as part of the meaningful use 
program. Prior work on patient preferences for choice of physicians in referrals has identified the 
importance of access, travel distance and other factors; however, the importance of interoperability 
has not been examined.
OBJECTIVE: Compare the relative importance of interoperability and communications in patients’ 
choice of a specialist for consultative care to other factors. 
METHODS: We recruited a national sample designed to roughly parallel US population demographics 
using a national Internet survey vendor. We recruited adults who reported having a visit to a 
healthcare provider in the past year to complete a web based adaptive conjoint analysis (ACA) survey.
The ACA method asks subjects to choose between two potential specialist represented by a varying 
combination of attributes. The survey adapts and forces the participant to trade off among attributes, 
better reflecting real life decisions.  Results were screened for data quality by excluding participants 
that did not spend an adequate time on each page or who consistently selected one response were 
excluded from analysis (click through). Participants were compensated for survey completion. Survey 
data collection was completed with SSIWeb (Sawtooth Software). 
RESULTS: 706 patients completed the survey. Of these 530 had adequate data quality as defined by 
time on page for responses and variability in response items. Subject demographics paralleled those 
of the US population (53.5% female, 31.1% minority, 9.4% Latino) but were better educated (82.5% 
with some college or higher). Their health was somewhat lower than typical of the population (17.6% 
reported poor to fair health). Not surprisingly, the most important factor in patients’ choice of a 
specialist was cost of out of pocket cost (insurance coverage). However, among the non financial 
factors, EHR interoperability and communication between specialist and generalist had greater weight 
in decision making than travel time to the specialist, delay in getting an appointment, previous patients’
rating of the specialist, specialist expertise, the specialists decision making style, and the cost 
effectiveness of the practice. (P< 0.001 for differences, see figure).
CONCLUSIONS: Interoperability and communication with the primary care provider is highly valued 
by patients when considering the choice of a specialist for a referral. Recent efforts to foster better 
coordination of care through electronic transmission of consultation requests and results through 
meaningful use may enhance the patient centeredness and efficiency of care.
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Abstract 

As health care systems and providers move towards meaningful use of electronic health records, interdisciplinary, patient-centric, 
longitudinal plans of care may provide a means to improve communication across care transitions. Our objective with this qualitative 
study was to explore communication of plan of care data and information across settings and levels of care. We conducted interviews 
in six regions in the United States (US) and included participants from emergency department, acute care hospital, skilled nursing 
facility, and home health agency settings. We found few exemplars of interdisciplinary, patient-centric longitudinal plans of care 
shared within or across settings. Moreover, we found wide variation in the types and formats of plan of care information that is 
communicated as patients are transitioned. Paper and fax were found to be the most common format even when plan of care 
information was communicated within the same healthcare system. The findings have implications for data reuse, interoperability, 
and achieving widespread adoption of longitudinal, interdisciplinary, patient-centric plans of care. 

Keywords: plan of care, electronic health record, meaningful use. 

Introduction/Background  

A longitudinal plan of care (LPOC) is defined as a single, integrated plan that is patient-centered, reflects patient’s values and 

preferences[1].  Interdisciplinary, patient-centric, longitudinal plans of care may provide a means to improve communication across 

care transitions. However, barriers exist to widespread adoption and use of a LPOC. For example, plan of care standards are 

poorly defined. While some plan of care data elements are included in the Stage 2[2] and proposed for the Stage 3[3] 

Meaningful Use (MU), the requirements focus on acute and primary care settings and many of the requirements that could truly 

improve communication across transitions are currently proposed for a future stage of MU. The purpose of this presentation is 

to review the results of an environmental analysis conducted in six US regions and 24 sites to identify the current state related 

to communication of patient-centered plans of care.   

Methods 

We used focus style group interviews to explore communication of plan of care data and information across settings and levels of 

care. Twenty-four sites within six geographic regions were selected representing a diverse range of electronic capabilities. 

Informants were identified within each region from four different types of healthcare facilities: emergency department (ED), 

acute care hospital (ACH), skilled nursing facility (SNF), and home health agency (HHA). Based on the work of the 

IMPACT*project[4] we focused on two specific unidirectional patient care transitions: SNF to ED and ACH to HHA.  We used 

the limited Stage 2 Meaningful Use plan of care data element requirements (e.g., problems, goals, patient instructions, 

responsible clinicians) to identify elementary readiness for communication of the plan of care while exploring more 

sophisticated approaches. Basic content analysis methods were used to interpret descriptive data from 6 focus groups with 

interdisciplinary providers (n = 29). A 2-person consensus approach was used for analysis.  

Results 

No examples of patient-centered LPOC were in use outside of research settings. We found mixed readiness for automated 

communication of the plan of care.  Most of the ACHs reported the capability to send information about patient problems 

electronically and several the capability of sending patient instructions electronically. Only one ACH reported the capability to 

send information about patient goals electronically. While all ACHs could send some plan of care information electronically, 

the inability of SNFs and HHAs to receive data electronically is a limiting factor. According to participants, sending facsimile 

or paper documents are the most common ways that plan of care information is communicated to the patient or to the next level 

of care. Little or no plan of care information is available when patients are transferred to the ED from SNF. No evidence 

suggests that plans of care are updated or that patient problems or goals are reconciled across settings. 

Discussion/Conclusion 

While ACHs have adopted some standards to support communication of the plan of care, lack of adoption of these same standards in 

SNF and HHA settings prevents electronic transfer of plan of care data elements. The findings have implications for data reuse, 

interoperability, and for achieving widespread adoption of longitudinal, interdisciplinary, patient-centric plans of care. 
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4. Framework, S.I. Long Term Care Post Acute Care. 2013  [cited 2013 March 4]; Available from: 

http://wiki.siframework.org/LCC+Long-Term+Post-Acute+Care+(LTPAC)+Transition+SWG. 
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Abstract and Objectives 

There are a number of standard nursing and healthcare terminologies in use across the world. There are also many im-

plementations of these terminologies within EHR systems. Even within a particular implementation, several different 

healthcare terminologies may be required, and these may be positioned within a range of different record structures. There 

is a practical imperative to harmonize content from the multiple terminologies. Harmonization of content from different 

terminologies into common structures will ensure interoperability between systems and will facilitate data capture to sup-

port building an evidence base from and for nursing practice.   

The purpose of this panel is to explore, through four case studies, the practical use of nursing terminologies in EHRs. The 

case studies will cover a) the value of terminologies in clinical practice; b) use of standards to support care planning and 

event reporting; and c) harmonization of different terminologies to promote interoperability. The aim is to stimulate think-

ing, to build and consolidate understanding and to provoke discussion about the use and the value of nursing terminolo-

gies in EHRs. During the panel attendees will be encouraged to share their own experiences of implementation.  

Following the panel attendees will be able a) to describe key challenges and facilitators around the implementation of ter-

minologies in EHRs; b) formulate a range of strategies to support implementation; and c) describe the value of integrating 

nursing terminologies in EHRs and in harmonizing nursing terminologies with meaningful use standards. 

Keywords: 

Terminology, Nursing, Electronic Health Records, meaningful use, harmonization, interoperability. 

Panel description 

Initiatives are underway in a number of countries related to meaningful use of electronic health record (EHR) systems. These 

encourage the adoption of standards by healthcare organizations to support clinical documentation and data reuse for decision 

support, quality reporting, and research. However, the recommended standards may not fully represent the depth and breadth of 

the domain of nursing care. Strategies are needed to harmonize meaningful use standards with existing nursing terminologies. 

Moreover, practical examples of adoption and use of nursing terminologies within EHR systems are needed to promote uptake 

and widespread adoption. 

This panel comprises four interrelated presentations, preceded by a brief introduction to contextualize the presentations and 

followed by an interactive discussion among attendees and panellists to share experiences and to build and consolidate 

understanding. Drs. Dykes and Hardiker will act as moderators for the panel, opening and closing the session, introducing 

each of the panelists and facilitating the post-panel discussion. 

The value of terminologies in clinical practice 

Dr. Ariosto will discuss how the strategic adoption of a terminology framework helped standardize and simplify nursing 

documentation, integrate nursing diagnosis within the team plan of care, and visualize individualized patient care out-

comes. In 2010, Vanderbilt University Medical Center (VUMC) adopted the Clinical Care Classification (CCC) as a part 

of its strategic framework[1].  Current and proposed internal change requests related to nursing documentation are matched 

to structured CCC Nursing Diagnoses.  This focuses interventions on solving nursing ‘problems’ and avoids introducing 

similar but different terms that confound efforts to re-use data and support evidence based practice. 

The model has been successfully applied across VUMC’s diverse populations in pediatrics, adult, acute, intensive and pal-

liative care as well in as obstetrics and psychiatry.  VUMC also built a patient education and engagement record that uses 

the CCC coded concepts of Knowledge Deficit, Self-Care and Health Behavior that is used and analyzed by pharmacists, 

dietitians, and nurses. Structured data simplifies the display of nursing concepts in both text based and graphical views. At 

VUMC, dashboards are used to quickly visualize priority CCC problems by patient, nurse assignment, or for an entire unit. 

Numerous improvements in professional practice, regulatory reporting, resource allocation and research will be presented. 
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Evidence-Based Clinical Documentation 

Dr. Englebright will describe the design and implementation of a comprehensive clinical documentation system[1] using 

the CCC.  This interdisciplinary approach to care planning and clinical documentation has been in use at the pilot hospital 

since October 2011.  Dr. Englebright will describe the design, build and implementation, highlighting the key decisions 

that allowed the system to achieve the goals of advancing evidence-based care, reducing documentation time, and provid-

ing meaningful clinical information for individual patients and for patient populations.  

Bi-directional transformation between different terminologies  

Dr. Kim will discuss a bi-directional pathway to transform EHR data coded with standardized terminologies using the Uni-

fied Medical Language System (UMLS) released by the U.S. National Library of Medicine[2]. 

Interoperability of clinical data between disparate EHR systems using different terminologies is required to ensure cohe-

rent communication and exchange of health information. Furthermore, moving from one terminology to another within the 

EHR system calls for a systematic approach to safely migrate all legacy data to a new platform. 

The UMLS with more than 130 healthcare terminologies has been actively utilized in the biomedical informatics commu-

nity for natural language processing and information retrieval. All standardized nursing terminologies and classifications 

are also available in UMLS and most of them are dated periodically by a formal committee or organization. While each 

concept preserves its original code in UMLS, semantically identical concepts are assigned to the same unique identifier 

regardless of its source terminology[2]. This semantic mapping could be used to facilitate data exchange or migration be-

tween two different terminologies followed by expert validation[3]. Besides formal cross-mappings between SNOMED CT 

and International Classification for Nursing Practice (ICNP) obtainable in UMLS can become a powerful resource to leve-

rage harmonization efforts among nursing terminologies.  

This presentation will give a brief overview of the UMLS in relation to standardized nursing terminologies. Example data 

exchange between Clinical Care Classification (CCC) and ICNP[4-11] will be also presented. Advantages of using UMLS 

for nursing data exchange or migration will be discussed along with challenges inherent in this knowledge resource. Use of 

standards in nursing documentation  

The Effects Nursing Documentation Structures Have on Health Care Inputs, Processes and Outcomes 

Dr. Saranto will present the impacts of standards in nursing documentation based on a systematic literature review. Stan-

dardized nursing language (SNL) has been the target of various development activities for decades.  The nursing process 

model by the World Health Organization (WHO) has been in active use in nursing records and care plans since 1970 how-

ever, its use has not been systematic. The model is used with three to seven phases depending on the documentation model. 

Classifications such as Nanda I, Nursing Intervention Classification (NIC) and Nursing Outcomes Classification (NOC) 

describe each one of the phase of the nursing process. In turn Clinical Care Classification (CCC), Omaha system and Inter-

national Classification of Nursing Practice (ICNP) describe several phases of the process. These classifications are used 

internationally and they have also been translated and validated for the use in non-English speaking countries.  

Dr. Saranto will describe the method used in the literature review.  She shall specify the search process and present the 

framework used in the analysis of previous studies. She will summarize the results based on the effects nursing documenta-

tion structures have on health care inputs, processes and outcomes. This information will give evidence especially for the tran-

sition for structuring electronic nursing records for data reuse.  

Panel organizer and participants 

Patricia C. Dykes: Moderator 

Dr. Dykes is a nurse scientist and program director of research in the Center for Patient Safety Research and Practice and 

the Center for Nursing Excellence at Brigham and Women’s Hospital and an Assistant Professor at Harvard Medical 

School in the USA. Her program of research relates to informatics and patient safety. 

Nicholas R. Hardiker RN PhD: Co-moderator 

Dr. Hardiker has 20 years of experience of research regarding nursing and healthcare terminologies and has presented and 

published widely on the topic. Dr Hardiker is currently Director of the eHealth Programme at the International Council of 

Nurses in Geneva, Switzerland and is Professor at the University of Salford School of Nursing, Midwifery & Social Work 

in the UK. 

Deborah A. Ariosto PhD MSN RN 

Dr. Ariosto has more than 25 years of experience developing, planning and operationalizing hospital-based clinical infor-

mation systems. As Director of Patient Care Informatics she serves as the executive nursing informatics leader at Vander-

bilt University Medical Center and is a Clinical Assistant Professor at the Vanderbilt University School of Nursing in 

Nashville, TN, USA. 
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Dr. Jane Englebright, PhD, RN 

Dr. Englebright is the Chief Nursing Officer, Patient Safety Officer and Vice President for HCA.  Based in Nashville, TN, 

where she provides leadership for nursing practice within 173 hospitals and 110 surgical centers of the HCA system. Dr. 

Englebright has used technology to drive significant improvements in patient safety and professional practice.  She was an 

early advocate for the use of barcode technologies in healthcare. By 2013, she had successfully implemented barcode-

enabled medication administration in 173 HCA hospitals.  Dr. Englebright has also been a longtime advocate for standar-

dizing data.  She has built documentation systems using CCC and event reporting systems using NCCMERP standards. 

KaijaSaranto PhD, RNT, RN 

Dr. Saranto is a full professor in Health and Human Services Informatics, in the Department of Health and Social Man-

agement, University of Eastern Finland. She has more than 20 years of experience in various development activities focus-

ing on nursing documentation. Her current research focuses on terminology developments as well as patient safety initia-

tives. Dr. Saranto is co-director of the Finnish Centre for Evidence-Based Health Care: An Affiliated Centre of the Joanna 

Briggs Institute.  Currently, she is also the vice chair for working groups of the IMIA-NI/SIG. 

Tae Youn Kim PhD RN 

Dr. Tae Youn Kim is an Associate Professor at the University of California Davis Betty Irene Moore School of Nursing in 

the USA. With support from the International Council of Nurses’ eHealthProgramme, Dr. Kim collaborates with national 

and international terminology developers and researchers to harmonize ICNP with other health terminologies such as CCC 

and SNOMED CT. 
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Abstract 

While nursing activities represent a significant proportion of inpatient care, there are no reliable methods for 

determining nursing costs based on the actual services provided by the nursing staff.  Capture of data to support 

accurate measurement and reporting on the cost of nursing services is fundamental to effective resource utilization. 

Adopting standard terminologies that support tracking both the quality and the cost of care could reduce the data 

entry burden on direct care providers. This pilot study evaluated the feasibility of using a standardized nursing 

terminology, the Clinical Care Classification System (CCC), for developing a reliable costing method for nursing 

services. Two different approaches are explored; the Relative Value Unit RVU and the simple cost-to-time methods. 

We found that the simple cost-to-time method was more accurate and more transparent in its derivation than the 

RVU method and may support a more consistent and reliable approach for costing nursing services.     

 

Keywords: Clinical Care Classification System, CCC, nursing services, cost, electronic health record, terminology standards. 

Background and Significance 

Annual health care spending in the United States is approximately $2.7 trillion dollars, representing 17.9% of the 
Gross Domestic Product.[1] Acute care hospitals consume the largest proportion of health  care spending and they 
are experiencing a steady increase in patient care costs.[2] Over 40% of direct costs in hospitals are related to 
nursing care.[3] While quality nursing care can prevent adverse patient outcomes, ineffective and insufficient 
nursing care may cause harm.[4] In October 2008, the Centers for Medicare and Medicaid Services (CMS) stopped 
paying for costs associated with preventable patient conditions for which nurses have a major care responsibility 
(e.g., injuries from patient falls, pressure ulcers, and hospital acquired infections).[5] This climate demands access to 
coded data that can be reused for both administrative (e.g., costing of services, clinical documentation) and quality 
of care (e.g., decision support, reporting, research) purposes.  
 
Traditionally, hospital nursing departments have calculated nursing services and resources or personnel costs as part 
of the facility rate per patient room using the nurse-to-patient ratio in lieu of calculating the real-time cost for 
individualized nurse-patient services.[6] Nursing departments have not generally functioned as revenue generating 
centers therefore have not collected or coded the specifics of nursing services using the reimbursement model of 
other hospital departments such as radiology, pharmacy, laboratory, respiratory, physical, and speech therapy. 
Today, patient care data represents one of the largest gaps of data required by CMS for inpatient care which includes 
nursing services data, complexity of patient conditions, and the time, depth, and costs of services performed by 
professional nurses. According to Welton, Zone-Smith, and Fischer “Hospital nursing care is invisible at the policy 
and payment levels of the health care system as no independent nursing data exist in the billing or cost report data 
sets” (2006, p.1).  An early study on nursing costs [7] demonstrated wide variation between per patient stay and 
patient -days within specific diagnostic-related groups (DRGs) based on the International Classification of Diseases 
(ICD)-9 codes. The variation reflected a difference in how nursing practice was calculated. The authors 
recommended that nursing cost studies use comparable measures and costing methodologies to obtain valid 
comparisons. According to Stone and colleagues (2004, p. 107), “the name of the nursing intervention alone is not 
sufficient for its use in economic analyses; some method of estimating the resources associated with the intervention 
is necessary because time alone is an inadequate measure”. To date, nursing has conducted separate research studies 
to evaluate quality of care, patient outcomes and the cost of nursing services using different variables and methods 
without a standardized terminology. The result is different findings in separate silos that cannot be compared. If a 
standardized nursing terminology were used to address nursing care cost, then follow-on studies could compare 
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findings across population groups and settings to identify nursing interventions and actions that most contribute to 
patient health and optimal care outcomes.   
 
The idea of using of nursing terminologies as a means to evaluate the cost of care is not a new phenomenon.[8] 
Preliminary studies to develop a methodology for standardization and benchmarking of nursing resource utilization 
have been conducted by Moss,[9] Saba,[10, 11] and Washburn.[12, 13] However, capture of coded data at the point 
of care to ensure an effective and efficient process remains a challenge. Careful weighing out of the value of the 
end-product of data reuse with data collection implications for bedside providers is clearly needed. Adopting 
standardized terminologies that support tracking of both administrative and quality outcomes could better support 
the workflow of direct care providers as data entered for clinical documentation are reused for both administrative 
and quality of care purposes. Standardized terminologies are available to represent both granular clinical concepts 
and higher level administrative concepts. The International Classification for Nursing Practice (ICNP) and the 
Systematized Nomenclature of Medcine (SNOMED) are both reference terminologies and can be used to support 
clinical documentation by nurses and other caregivers.[14] The Clinical Care Classification (CCC) is a nursing 
terminology standard that was developed to predict nursing resource utilization and to measure patient outcomes at a 
course level of granularity.[10] One possible approach is to  link the CCC with SNOMED CT or ICNP concepts to 
leverage the hierarchy of a reference terminology for aggregation purposes while ensuring that the appropriate level 
of granularity is available to support both detailed clinical documentation and higher level cost and administrative 
reporting.[15-17] 
 
The Clinical Care Classification (CCC) System. The CCC System is a standardized coded nursing terminology 
framework designed specifically to electronically document nursing practice. The CCC consists of two interrelated 
terminologies: the CCC of Nursing Diagnoses and Outcomes and the CCC of Nursing Interventions and Actions 
both of which are classified by 21 Care Components. It was developed from a research study conducted by Saba and 
a research team at Georgetown University from 1988 to 1991 (published in 1991) and funded through a contract 
with the Health Care Financing  Administration (now CMS).The stated goal of the project was to develop a 
methodology for assessing and classifying Medicare patients in order to predict nursing resource requirements as 
well as evaluate outcomes[10, 11] The CCC research and development process was based on national patient data 
derived from clinical documentation of 40,381 patient problems / nursing diagnoses, 80,282 services, treatments, 
interventions, and actions by nurses and allied health professionals n more than 8,900 patient records from 
approximately 700 healthcare facilities including Puerto Rico and the District of Columbia.  The CCC System 
consists of a four level structure which allows data to be aggregated upward as well as parsed downward to atomic 

level concepts (see Figure 1). The first level consists of the four 
healthcare patterns ---- physiological, functional, psychological, and 
health behavioral.  The next level consists of 21 Care Components 
which represent a cluster of data elements that depict the four 
healthcare patterns and represent a holistic approach to patient care. 
The Care Components provide the framework to facilitate the 
electronic processing of nursing plans of care following the six steps 
of the nursing process and are used to classify the diagnosis and 
intervention terminologies found at the third level. The third level of 
the CCC System consists of two terminologies: 176 diagnoses and 
201 core interventions; and the fourth level, is used to code the 3 
expected and the 3 actual outcomes to make 528 outcomes or the 
four Action Types for the 804 intervention actions.   

  

Relative Value Units. Relative Value Units were originally developed in 1980 by Relative Value Studies 
Incorporated (RVSI) by grouping ABC codes [18] by Action Types.[19]The values for these Action Types were 
then averaged to determine the relative values.  Each value that was used was developed by a survey of providers 
where respondents provided a value based on five factors: time, skill, risk to the patient, risk to the provider, and 
severity of illness. The RVUs provide a value system for physician and other healthcare practitioners and are kept 
current by annual updates. RVSI also developed a methodology for Conversion Factor (CF) for calculation of costs 
which is determined by taking prevailing area rates, overhead costs, including malpractice insurance, rent, salaries 
and cost of living to produce a dollar value unit for a specific service value to a patient. They statistically normalized 
the values to the Unit values to provide a baseline unit value for the reimbursement for procedures performed by 
physicians primarily for „pay for performance‟ for services to Medicaid patients in commercial and state government 

Figure 1: CCC framework 
structure 
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applications.  The costing method using RVUs was examined by Stone, Nam-Lee, and Bakken where they used 
standardized intervention terms with its associated RBRVS unit values for a specific diagnosis with outcomes to 
determine the cost-effectiveness of various nursing strategies.[8] The ABC costing method has been approved by 
CMS on a trial basis for reimbursement of claims for services provided by non-physician providers who are eligible 
for physician payments. Even though the CCC as well as other nursing services and interventions are included in the 
ABC Codes, CMS does not provide direct reimbursement for nursing interventions. However, the CMS 
methodology is in place and costs for professional nursing services could potentially be determined using the same 
method.  

Simple cost-to-time method. The simple cost-to-time method involved multiplying the hospital financial SW costs 
(hourly rate, see Table 4) allocated for the inpatient nursing staff during the observation period by the amount of 
time spent for each CCC intervention activity.  These CCC Interventions were rolled up into each Action Type to 
derive the total cost by action type. 

The purpose of this pilot study was to evaluate the feasibility of using a standardized nursing terminology, the 
Clinical Care Classification System (CCC), for developing a reliable method for determining the costs of nursing 
services. This project tested whether the Relative Value Units RVUs for the 4 CCC Action Types (see Table 1) and 
the simple cost-to-time methods are valid for estimating costs of nursing services. This study received expedited 
approval from the Partners HealthCare Human Subjects Committee. 

Research Methods 

The following specific aims are addressed below. 

1. To test and validate four relative value units (RVUs) determined by RVSI for the 4 CCC Action Types: Assess, 
Perform, Teach, and Manage. 

2. To determine a unique cost for each of the 4 CCC Action Types (assess, care, teach, and manage) RVUs based 
on their aggregated sample data. 

3. To compare the aggregated RVU s and simple cost-to-time costs for the 4 CCC Action Types with hospital 
financial salary and wage (SW) costs allocated for the inpatient nursing staff. 

4. To complete a power analysis to determine the number of observations required to adequately test the RVU and 
simple cost-to-time methods across all Action Types. 
 

Code CCC Action Type Definition 

1 Assess/Monitor/Evaluate/Observe Action evaluating the patient condition 

2 Care/Perform/Provide/Assist Action performing actual patient care 

3 Teach/Educate/Instruct/Supervise Action educating patient or caregiver 

4 Manage/Refer/Contact/Notify Action managing the care on-behalf of the 
patient or caregiver. 

 Table 1: CCC Action Types and Definitions 

 
For this pilot study, we used the methods described by Moss and Saba[9]. Using Moss‟s MS Access-based 
(Microsoft, Redmond, WA) data collection tool. As a starting point, we conducted preliminary observations on two 
medical units at Brigham and Women‟s Hospital (BWH) in Boston, MA and observed nurses performing nursing 
interventions in the context of routine patient care. The tool was first adjusted to allow for recording multiple 
simultaneous interventions. For example a nurse may provide a pain control intervention (e.g., pain medication) but 
at same time provide education about that intervention.  In addition, we added some additional interventions 
frequently observed during the preliminary observation period (see shaded interventions in Table 2) and removed 
others that were not frequently observed on the study units including; dialysis care, enteral feeding, pressure ulcer 
care, and tracheostomy care. Based on the preliminary observations, we selected 28 commonly executed CCC 
intervention codes for inclusion in the data collection tool that could be combined with one of the four Action Types 
to describe up to 112 nursing interventions (see Table 2).  
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Figure 1: Formula for Calculating Relative Value Units 

1. Record actual time for each Action Type with a Core 
Nursing Intervention performed by a nurse.  

2. Divide actual time by 10 minute intervals.  

3. Multiply the calculated time for each Action Type Modifier by 
the following values (i.e., the ‘Score’):  

Assess = 2.4; Perform = 4.9, Teach = 3.1, and Manage = 2.8 

 
 
 

Once the data collection tool was refined, two nurses with expertise with the CCC system recorded the same 
observations separately during a 2-hour observation period. A Kappa of 1 (perfect agreement) was achieved for 
interventions and .72 (substantial agreement) was achieved for the Action Types. Observations were then completed 
independently over eight separate observation days (18 total hours of observation) using the electronic data 
collection tool.  The observation tool linked the interventions with appropriate Action Types and recorded the time 
duration for each intervention-Action Type. The durations were used to calculate costs for each Action Type and for 
the specific Intervention-Action Types using the RVU formula (see Figure 1) and the simple cost-to-time method.  
 
Before performing calculations for Action Types, the observed nursing interventions were rolled up into the 
appropriate Action Type. Data were analyzed using  SAS statistical software to assess the adequacy of the sample 
for  the RVU and simple cost calculations.  
 
RVU Calculation. To arrive at the 
estimated costs, the average hourly 
cost of the nurse resources 
(including indirect (fringe) benefits 
and differentials) on the BWH 
medical units ($99) was divided by 
6 to obtain the conversion factor 
(CF) (as per RVSI).  The CF (16.5) 
was then multiplied by the total 
RVUs for the each of the four CCC 
Action Types to obtain a cost for 
each Action Type.  
 
Simple cost-to-time calculation. To calculate the simple cost-to-time equation, we first derived more granular costs 
based on the CCC intervention codes. Simple salary and wage expense allocation to time spent per intervention-
action  was used where the time in minutes are the weights associated with the human activity. Therefore, larger 
time duration received a larger cost allocation.  Time spent per CCC intervention per patient was recorded in 
seconds and these were converted to minutes by dividing by 60.  The minutes were then converted to hours by 
dividing the minutes by 60. The total hour increments by code were summed by CCC Action Type for costing. 
Therefore, the hourly rate, $99.04 (see Table 4) expense was allocated to each CCC Intervention term based on the 
time in hours to estimate the cost per CCC Intervention-activity unit.   
     
The RVU and simple cost-to-time costs were then compared to the actual costs based on nursing SW provided by 
the hospital. Finally, we completed a power analysis to determine the number of observations required to adequately 
test the RVU formula across all Action Types. 
 
Results  

 

Over 18.4 hours of observation, 261nursing activities were classified into 13 Clinical Care Classification (CCC) 
Care Components (62% of the 21 Care Components), 25 CCC Nursing Interventions, and 56 unique intervention-
actions. The five most frequent CCC Interventions observed were (see definitions in Table 1) Medication Care 
(19.5%), Nursing Care Coordination (17.1%), Universal precautions (9.9%), Physician contact (7.6 %) and Transfer 
care (5%). The most frequent Action Type was Manage (42.8%) followed by Care (34.1%), Assess (18.6%), and 
Teach (4.5 percent). When two separate Action Types were observed simultaneously, the Teach intervention-action 
was the most frequent second action. The total number of hours, total number of RVUs, the estimated costs (RVU 
and simple cost-to-time costs), cost difference, and Ratio of RVU to simple costs for the four Action Types are 
displayed in Table 2. The Calculated Nursing Care Cost per Observation Day based on SW (provided by the 
hospital) are included in Table 4. 
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Table 2: CCC Core Interventions* 

 Core CCC  Concept Code Definition 

1. Activities of Daily Living O43.1 Personal activities to maintain oneself. 

2. Bedbound Care A61 Actions performed to support an individual confined to bed. 

3. Bowel Care B06.0 Actions performed to control& restore the functioning of the bowel. 

4. Care Coordination G19.2 Actions performed to synthesize all plans of care 

5. Compliance Care G18.0 Actions performed to encourage adherence in care regimen 

6. Coping Support E12.1 Actions performed to sustain a person dealing with responsibilities, problems, or difficulties. 

7. Emotional Support E13.0 Actions performed to sustain a positive affective states 

8. Infection Control K30 Actions performed to contain a communicable illness. 

9. Infusion Care F16 Actions performed to support solutions given via vein. 

10. Injection Administration H23.1 Actions performed to administer a hypodermic of insulin. 

11. Intake/Output F15.2 Actions performed to measure the amount of fluid intake & urine output. 

12. Intravenous Care F79.1 Actions performed to support the use of infusion equipment. 

13. Medication Care H24 Actions performed to direct the dispensing of prescribed drugs. 

14. Medical Regimen Orders G21.1 Actions performed to support the physician’s/provider’s plan of treatment. 

15. Nutrition Care J29 Actions performed to support the intake of food and nutrients. 

16. Oxygen Therapy L35 Actions performed to support the administration of oxygen treatment. 

17. Pain Control Q47 Actions performed to support responses to injury or damage. 

18. Acute Pain Control Q47.1 Actions performed to control physical suffering, hurting, or distress 

19. Physical Exam K31.3 Actions performed to observe somatic events. 

20. Physician Contact G20 Actions performed to communicate with a physician. 

21. Positioning Therapy A61.1  Process to support changes in body positioning. 

22. Pulmonary Care L36.0 Actions performed to support pulmonary hygiene 

23. Safety Precaution N42 Actions performed to advance measures to avoid danger or harm. 

24. Skin Breakdown Control R54.1 Actions performed to support integument/skin problems 

25. Transfer Care A03.3 Actions performed to assist in moving from one place to another. 

26. Universal Precautions K30.1 Practice to prevent the spread of infections & infectious diseases. 

27. Urinary Catheter Care T60 Actions performed to control the use of a urinary catheter. 

28. Vital Signs K33 Actions performed to measure temperature, pulse, respiration, & blood pressure. 
* Shaded interventions were added to Moss‟s data collection tool 
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CCC Action Type Total 
hours 

Total Simple 
Cost estimate 
from cost to 

time allocation 
at $99.03/hour 

RVU Method 
total costs 

Difference in 
RVU costs 

minus Simple 
Costs 

Ratio of         
RVU to simple 

costs 

Assess/Monitor/Evaluate/Observe 2.594 $256.93 $373.60 $116.67 1.45 

Care/Perform/Provide/Assist 6.51 $644.80 $1914.27 $1,269.47 2.97 

Teach/Educate/Instruct/Supervise 1.87 $184.99 $347.46 $162.47 1.88 

Manage/Refer/Contact/Notify 7.44 $736.65 $1249.69 $513.04 1.70 

TOTAL 18.44 $1823.37 $3885.02 $2,061.65 2.13 

Table 3: Cost Calculations by Action Type 

 

The actual cost of care on the days that the observations were completed based on local SW information  was 
secured from the BWH Department of Patient Care Services (Table 2). The average cost of nursing care during the 
observation period was $2,376.87 per day (24 hours) and $1,823.65 for 18.4 hours of care. The simple cost-to-time 
allocation was equivalent to the hospital financial SW costs allocated for the inpatient nursing staff.  RVU costs 
were found to be 2.13 times higher than the actual costs that were allocated back to each CCC activity based on time 
for each activity (see Table 4).   
 

 
Average Hourly 
Rate 

Average 
Differentials (per 
hour) 

Fringe Benefits 
(32%) Total Hourly Cost/Day 

Day 1 $37.14 $50.00  $11.88  $99.02  $2,376.60  
Day 2 $34.77 $50.00  $11.13  $95.90  $2,301.51  
Day 3 $36.35 $50.00  $11.63  $97.98  $2,351.57  
Day 4 $37.15 $50.00  $11.89  $99.04  $2,376.91  
Day 5 $39.02 $50.00  $12.49  $101.51  $2,436.15  
Day 6 $36.09 $50.00  $11.55  $97.64  $2,343.33  
Day 7 $37.75 $50.00  $12.08  $99.83  $2,395.92  
Day 8 $38.92 $50.00  $12.45  $101.37  $2,432.99  

Average $37.14875 $50.00  $11.89 $99.04 $2,376.87 
BWH Cost for 18.414 hours of Care based on Salary + fringe $1,823.65 

Table 4: Calculated Nursing Care Cost per Observation Day.  

 

 
Power analysis. We completed a power analysis to determine the number of observations required to adequately test 
the RVU formula across all Action Types. The main goal of a future study will be to obtain an estimate and 
confidence interval for the correlation coefficient between the actual cost and the estimated cost. With a total of 640 
patient observations (for each Action Type), using a generalized estimating equations z-test[20], we will have 80 
percent power (with a two-sided .05 level of significance) of detecting a correlation coefficient between actual cost 
and the estimated cost (using (the RVU formula for cost in section (B.3.2.4.) of at least 0.12. The sample size 
calculation takes into account the possible association among observations from the same nurse by increasing the 
sample sizes by 15 percent over a study in which all observations are independent. A stratified sampling technique is 
needed to assure that a minimum number of observations for each of the 4 Action Types with each of the 28 Core 
Interventions (Table 1) are obtained. 
 

 Discussion 

In this pilot study we evaluated the feasibility of using a standardized nursing terminology, the CCC, for developing 
a reliable method for determining the costs of nursing services. Specifically, this project tested whether the RVUs 
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for the 4 CCC Action Types and the simple cost-to-time methods are valid for estimating costs of nursing services. 
We found that the simple cost-to-time method was an accurate and straightforward way of calculating nursing cost. 
Total costs calculated using this method reconciled (within $.30) with the SW costs provided by the institution (see 
Tables 3-4). The RVU costs were less accurate in that the cost of nursing care was consistently over-estimated using 
this calculation method. However, based on our power calculation, a sample size of 660 CCC Interventions per 
Action Type is required to have adequate power to test the RVU costing method, so a larger sample size may have 
determined a different result. The simple cost-to-time method  can be used reliably even with relatively small 
sample size as long as a structured coded terminology is in place and local SW cost data are available. 
 
In this pilot study, based on a limited sample of observations, the estimated cost of care based on the RVU formula 
is on average 2.13 times higher than the simple cost-to-time calculated cost with RVU costs, but there was a 
consistent relationship; the RVU estimated cost was higher for all four Action Types ranging from 1.45 times higher 
for the Assess Action Type to 2.97 times higher for the Care Action Type. The ratio of RVU cost to simple cost for 
each CCC Action Type category and for each individual action CCC Intervention category were consistently higher; 
Assess 1.45 times higher, Care 2.97 times higher, Teach 1.88 times higher, and Manage 1.70 times higher. These 
findings suggest that the RVU formula may need adjustment before RVUs can be used for automating cost of care. 
As noted in the power calculation, a larger number of observations are needed to support accurate RVU adjustment.   
 
Moss and Saba used observation data to demonstrate the feasibility of observing nurses perform interventions and 
applying the RVU costing method to develop costs of routinely executed nursing interventions.[9] However, a 
limitation of this study was that the RVU calculated costs were not compared to actual costs based on hospital SW 
data so it is unclear how accurate they are. In this pilot study, we built on the Moss and Saba methods by comparing 
the costs calculated using the RVU method with the simple cost-to-time method and found that at least for small 
samples, the RVU method is less accurate and that the simple cost-to-time method.  
 
As noted above, data capture for tracking administrative and quality outcomes should ultimately be a by-product of 
clinical documentation. Efficiency of bedside data capture is needed to ensure a transparent measure of nursing 
costs. However, the types of data needed for administrative reporting (e.g., resource utilization, nursing workload 
and cost of care) often lack the level of detail necessary to represent clinical care without loss of context.[21] 
Clinical documentation systems that support the use of multiple terminologies as part of an enterprise terminology 
service may be an option that will support both administrative and clinical use cases. In previous work, Dykes 
harmonized detailed SNOMED CT[17] and ICNP[16] concepts to major CCC concepts to support high level 
reporting using the CCC concepts and representation of more granular concepts using SNOMED CT and ICNP. 
Others[15] have proposed leveraging the hierarchy of SNOMED CT for aggregation purposes to ensure that the 
appropriate level of granularity is available to support both detailed clinical documentation and reporting. Perfecting 
these types of methods will provide a foundation for capturing nursing costs as a by-product of clinical documentation. 
 
There are several limitations associated with this work. First, while the RVU development methods are described in 
a general way on the RVSI website, calculation intricacies and lack of transparency are inherent limitations as there 
is a “black box” component to the RVU cost calculation.  Second,  because the tool allows for recording of multiple 
simultaneous CCC nursing Intervention-Actions, the  time values separately identify double observations for 15.7% 
(n=41) of the observations in this study. The pilot observation times were initially assigned to a single Action Type 
(e.g., the initial action observed). A second action was attributed to the time value of the initial Action Type. When 
the second Action Type is different from the first Action Type, the time value of each action, the RUV assignment, 
and the subsequent estimated cost could be skewed. Third, there was a lot of time variation for some CCC 
Intervention-Action Types within a single code. A larger sample is needed to more accurately estimate the mean and 
median time required to complete these Intervention-Action Types. Finally, the RVU calculations by definition must 
use time increments of 10 minutes or longer. Only 27% (n=27) of the nursing actions met this criteria. A larger 
number of observations would support an accurate RVU adjustment that identifies the appropriate fixed time to 
resource nursing care.  
 
Conclusion 

As we move from paper to electronic documentation systems, a mechanism is needed to make nursing care visible, 
to measure contributions to patient care, and to supply a scientific foundation for nursing practice[8]. A costing 
method based on CCC, a standardized nursing terminology, and linked to local SW data can close the knowledge 
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gap that currently exists related to nursing care costs and will provide the data needed to address quality of care 
outcomes. We found that the simple cost-to-time method was more accurate and more transparent in its derivation 
than the RVU method and may support a more consistent and reliable approach for costing nursing services.     
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Abstract 

Lack of interoperability between health information systems is a major obstacle in implementing Clinical decision 
supports systems (CDSS) and their widespread disseminations. Virtual Medical Record (vMR) proposed by HL7 is a 
common data model for representing clinical information Inputs and outputs that can be used by CDSS and local 
clinical systems. A CDSS called ASTI used a similar model to represent clinical data and therapeutic history of 
patient. In order to evaluate the compatibility of ASTI with vMR, we started to map the ASTI model of representing 
patient’s therapeutic data to vMR. We compared the data elements and associated terminologies used in ASTI and 
vMR and we evaluated the semantic fidelity between the models. Only one data element the qualitative description 
of drug dosage, did not match the vMR model. However, it can be calculated in the execution engine. The semantic 
fidelity was satisfactorily preserved in 12 of 17 elements mapped between the models. This model of ASTI seems 
compatible to vMR. Further work is necessary to evaluate the compatibility of clinical data model of ASTI to vMR 
and the use of vMR in implementing practice guidelines. 

Introduction 

The use of clinical practice guidelines can help improve the quality of health care1,2, reduce inter-practice variations3 

and save costs. They improve the clinician’s behavior when they are integrated in decision support systems (CDSS) 

and provide the clinician with person-specific recommendations automatically delivered within the routine clinical 

workflow4. Economic evaluations of patient care justify and encourage this change in the clinician’s behavior5,6. 

However, the published literature shows that various clinical decision support systems are developed but their use is 

not yet widespread and the gap between the clinician’s real practice and the recommended evidence-based practice 

persist7,8. It is well known that the major obstacle in implementing CDSS that limits their widespread disseminations 

is the lack of interoperability between health centers. A system developed for a medical unit using a specific data 

model cannot be easily implemented in other environments with different local database structures and using 

different terminologies9. The solution adopted by many CDSS developers was to map the guideline concepts to an 

intermediate data model which can be later mapped to several other locally-specific data models. In 2001, this 

strategy was successfully used in ASTI project that implemented two French guidelines for hypertension and 

diabetes10. Since then, we enhanced the intermediate data model of ASTI as we required implementing other 

guidelines and using other electronic medical records. The obtained model improved our ability to encode high-level 

abstractions used in the guidelines and to map them into local data primitive concepts11,12. This led to a new version 

of ASTI with two modes of interaction (reminder-based and on-demand) that covered six common pathologies. It 

was offered to general practitioners in 2009 for experimentation13. Meanwhile, similar approaches based on common 

data models were reported by other CDSS developers14. Sujansky15 pointed out that similar data are represented in 

different databases and proposed a single virtual query model. He wrote “the task of heterogeneous database 

integration is to create a single virtual query model that encapsulates the query models of constituent databases and 

allows users and programs to access data from the databases using this virtual model”. Boxwala et al.16 proposed 

medical concept model, a framework for describing entities or concepts in the medical domain. Peleg et al. added a 

third layer to GLIF3 called Medical Knowledge Layer14. But the best adopted solution was that of OEN, PRODIGY, 

SAGE and GELLO which is called Virtual Medical Record (vMR). It is a common data model for representing 

clinical information Inputs and Outputs that can be used by CDSS execution engines and by local clinical 

information systems. vMR is derived from the HL7 Reference Information Model (RIM) and is consistent with the 

European standards for communicating between electronic medical records (EMR). The HL7 CDS Work Group 

initiated the vMR project in 2007 and it seems now be recognized by the CDSS community9. The work group 

analyzed in 2010, the data needs of 20 CDSS from 22 institutions to identify and integrate a representative set of 
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data elements used by the systems9. Since then, the vMR model is published17 but little evidence exists about its 

implementation in CDSS and its ability to provide the expected results. 

During ASTI project (Aide à la Stratégie Thérapeutique Informatique) that aimed to create a CDSS in France, we 

developed a generic representation of therapeutic history applicable to various therapeutic domains and presented an 

object-oriented model to facilitate sharing and representation of data concerning drug and non drug treatments8. In 

this paper we study the feasibility of mapping treatment-related data elements between our model and the latest 

version of vMR proposed by HL7 group. The successful mapping to HL7 vMR classes will confirm that this part of 

ASTI model is compatible to vMR and will help ASTI get ready to adopt this international standard. 

Methods 

Objective 

The objective of this analysis is to identify the data elements that ASTI decision support system uses to represent 

therapeutic data in its inputs or outputs and to compare them with vMR data elements to check if it would be 

possible to represent them using the vMR model. 

ASTI model of representing patient’s therapeutic data  

The model used in ASTI to represent the patient therapeutic history is shown in Figure 1. According to this model, a 

treatment is composed of drug or non-drug components. The model represents information relating the components 

but also the treatment. One important attribute for the treatment is Treatment Type. It allows us to represent an 

abstract concept that clinical guidelines usually use to predefine the treatments (for example, monotherapy, 

bitherapy etc.). Guideline recommendations such as “prescribe bitherapy” can therefore be represented in the model, 

using this attribute. However, recommendations or conditions are sometimes addressed indirectly by specifying 

strategies such as “replace monotherapy”. We therefore introduced an attribute called Intended Strategy, enabling 

the direct transfer of the concept to the end user or to a calculating algorithm. Treatment Objective represent the 

Reason for treatment (e.g. hypertension), the Goal to achieve (e.g. blood pressure under 14/9) and the estimated time 

(Follow-up Interval) to achieve the goal (e.g. 3 months).  

As the drug dosage is usually specified in guideline using a qualitative characteristic (low, intermediate or high 

dose), we therefore added Dosage-Qualitative to represent this concept. The non-drug component, including any 

therapeutic lifestyle changes that the patient is advised to make in addition to taking the prescribed drugs, has a 

denomination and an intensity (e.g. for representing moderate or intense physical exercise). The treatment outcome 

is represented by the Efficacy, Tolerance or Compliance of the treatment or its components. Treatment Status with 

several value sets such as “past”, “ongoing”, “proposed” etc. allows us to distinguish between the treatments 

previously used, currently in use, or proposed by the system.  

ASTI uses the same model to represent treatment information in both condition and action parts of guideline rules. 

Based on the data from Efficacy and Tolerance of the ongoing treatment, characterized by Therapeutic Criteria in 

the condition part, new treatments can be proposed in the action part. Treatment is usually specified in terms of the 

Therapeutic Class and/or international non-proprietary name (INN) of the components, but may also be expressed 

using high-level concepts such as Treatment Type, or Intended Strategy. 

Representing patient’s clinical data 

ASTI is a rules-based system and it cuts off the guideline recommendations into conditions and actions in order to 

create rules for its knowledge base12. As it is limited to only therapeutic recommendations, actions are almost always 

treatment propositions and as a result, they are represented using the therapeutic data model. The conditions 

however are combinations of clinical and/or therapeutic data about the patient. Clinical data are usually represented 

using the international classifications such as ICD17 or SNOMED18. Using such classifications, representing clinical 

data is now less problematic19 and this is why they are also used in vMR but representing therapeutic data needs 

specific models particularly in the case of chronic diseases where various data about the treatments are used by 

CDSS. This is why we focused our study on its early stage, on mapping therapeutic data model of ASTI to vMR.     

 

373



  

Patient’s Response
Tolerance

Compliance

Objective
Reason

Goal
Follow-up Interval

Non-Drug 
Component

Denomination
Intensity

Drug Component
Code or ID

Pharmacological Group
Therapeutic Class

Non proprietary Name
Trade Name

Administration Form
Dosage-Qualitat ive
Dosage-Quantitative

Treatment

Intended Strategy
Treatment Type

0.. *
0.. *

1…*

Action

Condition Guideline Rule

Therapeutic 
Criteria

Clinical
Criteria

Prescribed Treatment
Status 

Prescription Date
Evaluation Date

Eff icacy

Proposed Treatment

Proposition Type

1…*

1

1

1

1

1

1

1

1

Objective
Reason

Goal
Follow-up Interval

Non-Drug 
Component

Denomination
Intensity

Drug Component
Code or ID

Pharmacological Group
Therapeut ic Class

Non proprietary Name
Trade Name

Administration Form
Dosage-Qualitative
Dosage-Quantitative

Treatment

Intended Strategy
Treatment Type

0..1

0.. *
0.. *

1

1

1

1

0...1
1...*
0...*

1

Aggregat ion
Inheritance
0 to 1

1 to many 
0 to many 
One

1…*

1…*1…*

0…*0…*

0..1

1..*

1…*

1

1…*

 

Figure 1: ASTI model of representing therapeutic history and proposed treatments 

Data collection and analysis 

First we prepared an inventory of therapeutic data elements that the latest version of ASTI20 needed in its inferences 

when it was used to implement the guidelines of diabetes, hypertension and dyslipidemia. We noted the value sets 

and the terminologies used. We also explored the latest version of vMR proposed by HL7 Work Group in September 

201121. Two of the authors studied the vMR documentations and UML models to know how data could be 

represented in vMR. Then, one of the authors identified equivalent concepts of every ASTI element in vMR model. 

He checked and noted if the value sets and the used terminology were compatible with those supported in vMR. 

This means that for every ASTI concept he had to identify at least one data element in vMR that could represent the 

same concept with the same values sets.  

As the data might be structured in different ways in the two models, we decided to transform the information on 

atomic data elements and in flat structures in order to reduce the effect of structural variability between the models. 

However, the semantic fidelity was important for us when inter-changing between the models. Therefore, the second 

author evaluated the results of the mapping and verified if the semantic notion of data did not change when data was 

modeled in vMR. He noted if the mapping preserved the semantic information, entirely, partly or insufficiently. The 

mapping results were then consolidated through a consensus-based process between the two authors and the findings 

were summarized in a document. We present below the salient results of this analysis. 
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Figure 2: Part of ASTI guideline recommendation model, represented in UML 

Results 

We identified 18 data elements in the treatment representation model of ASTI. Table 1 shows these data elements 

with their equivalents in vMR model. We found 17 equivalent elements in vMR model that seemed corresponding to 

those in ASTI model. Only one class concerning information about drug dosage contained one incompatible 

element. Drug dosage can be expressed by two different ways in ASTI. The first one indicates the amount of 

substance found in the drug (for example 1000mg). We called it Dosage-Qualitative in ASTI. It corresponds to 

doseQuantity and deliveryRate in vMR. The second is what we called Dosage-Qualitative in ASTI for which we 

didn’t find any equivalent in vMR. It indicates the level of intensity attributed to the dosage (for example low dose). 

This abstract concept is usually used in clinical guidelines when the drug dosage is not specified in a quantitative 

format.  

The semantic compatibility of the models was also evaluated. We concluded that the information contained in 5 of 

18 data elements of ASTI might partially change when trying to represent them in vMR model. They concerned 

information about the pharmacological group, therapeutic class of the drug component, the intended strategy of a 

treatment, the type of a treatment and the efficacy of the treatment. All the five concepts referred to abstract or high 

level information that we usually encountered in the guideline. We could find vMR equivalent items for these data 

elements but we concluded that the semantic concept would not exactly be the same. Pharmacological Group 

should indicate the different category to which the drug belongs. For example it might be a “potassium sparing 

diuretics”. The therapeutic class, for example “Epithelial sodium channel blocker” should contain more specific 

information about the drug category. These two types of information are not always clearly specified by the standard 

drug classifications such as the Anatomical Therapeutic Chemical (ATC) Classification System.   

The Intended Strategy of a treatment and the Treatment Type from the ASTI model were mapped respectively, to 

SubstanceCode and ProcedureCode in vMR. We concluded that the semantic fidelity was not satisfactorily 

preserved in these mappings. The substanceCode in vMR does not provide information about the treatment strategy 

or its type. It seems however possible to define procedures in order to represent these guideline-specific abstract 

concepts in vMR. 

The Treatment Efficacy seems not to carry the same meaning in the two models. ASTI checks if the treatment (the 

whole effect of drug and non drug components) shows excessive, satisfactory, partial or insufficient effect while 

vMR represent either the targetGoalValue or the goalFocus. If the targetGoalValue is close to the goalFocus then the 

treatment effect is sufficient. A better alternative to this element can be observationFocus and observationValue.      
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Table 1 - Mapping ASTI model of patient’s therapeutic data to vMR model 

ASTI Local model classes Mapping to vMR classes and attributes SC* 

Drug component 

Code or ID: CD 

Pharmacological group: CD 

Therapeutic Class: ATC 

Non proprietary Name: ATC 

Trade Name: CD 

AdministrableSubsance  

SubstanceCode: CD 

SubstanceCode: CD 

SubstanceCode: CD 

SubstanceGenericCode : CD 

substanceBrandCode : CD 

 

� 
� 
� 
� 
� 

Drug component 

Administration Form: CD 

Dosage-Qualitative: CD 

Dosage-Quantitative:IVL_PQ 

 

SubstanceAdministrationBase 

deliveryRoute: CD 

- 

doseQuantity : IVL_PQ/deliveryRate : IVL_PQ 

 

 
� 
� 
� 

Non-Drug component 

Denomination: CD 

Non-Drug component 

Intensity: CD 

ProcedureBase 

procedureCode: CD 

ProcedureProposal 

proposedProcedureTime: IVL_TS/repeatNumber: INT 

 

� 
 

� 

Treatment 

 

Efficacy: CD 

 

Intended Strategy: CD 

Treatment Type: CD 

ClinicalStatement (AdministrableSubstance and/or ProcedureBase 

associated via ClinicalStatementRelationship) 

(goalFocus and targetGoalValue)  

or (observationFocus and observationValue)  

SubstanceCode and/or procedureCode 

SubstanceCode and/or procedureCode 

 

 
� 
 
� 
� 
 

Objective 

Reason 

ProblemBase 

problemCode: CD   

 
� 

Objective 

Goal 

Follow-up interval 

GoalBase 

goalFocus: CD 

goalAchievementTargetTime: IVL_TS 

 

� 
� 

Patient’s Response 

Tolerance 

Compliance 

ProblemBase 

problemCode: CD 

problemCode: CD 

 

� 
� 

   

*SC: semantic compatibility; � indicates that the meaning of the data does not change between the comparing data 

elements of the models, � indicates that the meaning of the data may partially change between the comparing data 

elements and ���� indicates that the comparing data elements contain data with different meanings. 

Discussion  

We compared ASTI and vMR models for representing patient’s therapeutic data. Only one data element of ASTI did 

not match the vMR model. It contained information about qualitative description of drug dosage. However, it can be 

calculated in the execution engine using the quantitative dosage, if the knowledge is provided in the knowledge-

base. The semantic fidelity was satisfactorily preserved in 12 of 17 elements mapped between the models.  

Strengths and limitations 

This study addresses the problem of interoperability between the information systems. This problem is well-

recognized by the community. We believe that adopting and using the vMR model as a unique standard for 

representing clinical data in the CDSS, will enhance the development of CDSS and facilitate their widespread 

dissemination. The method used in this study explores both mapping and semantic compatibilities between the 

models but as we compared the models in flat structured, further study may be needed to explore any loss in 

semantic information or quality of the mappings. Our study was focused on the therapeutic data model for which no 

satisfactory model was found in the existing literature. In our case of ASTI rule-based system, representing clinical 

data seemed less problematic. However, we plan a comprehensive mapping evaluation between the two models. The 

two models are based on actual CDSS and their needs. Consequently, the included data elements are minimized to 

those truly used and suitable for such systems. Nevertheless, we propose to evaluate vMR in representing data from 

practice guidelines. The evaluation of ASTI model in 2005, showed that it could represent nearly all the treatment-

related information available in three guidelines11. Similarly, the capacity of vMR to represent all various types of 

data found in clinical guidelines should be evaluated.  
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Models enhancements 

In our study, all the five partially compatible elements corresponded to abstractions used in practice guidelines. It 

implies that the capacity of vMR and the medical records should improve in order to represent the high level 

information. Although, abstractions can be automatically calculated or deduced by the execution engine using 

primitive data, if the necessary information is provided in the knowledge base, but it might be useful to be stored in 

the medical records and be used by the CDSS. Medical records should not only provide therapeutic data in a print-

ready prescription format but also in CDSS compatible or clinician friendly formats i.e. in various data granularities 

for example “insufficient effect of moderate dose of bitherapy for diabetes” instead of visualizing separate 

prescription lines accompanied by some biological test results.        

Challenge of using abstractions  

An important challenge in designing models for representing clinical data is to handle with data granularities. 

Primitive data available in EMR are usually specific and with fine granularity while data found in clinical guidelines 

are expressed with coarse granularity i.e. abstractions. As physicians are accustomed to use abstract or high level 

concepts in their professional communications, it is important for a CDSS to handle the same level of data 

granularity. This means that the abstractions used in guidelines should be preserved in the model and be delivered to 

the end-user at the same level of granularity. In this study, we found that vMR needed to represent some abstractions 

or high level concepts. Pharmacological Group for example “potassium sparing diuretics” cannot be easily encoded 

with the existing classifications. Most of these abstractions are domain-specific or guideline-specific. It would worth 

then to transfer the concept directly to the user rather than making automatic inferences by the execution engine. For 

example “diuretics” and “potassium sparing diuretics” correspond both to “C03” in ATC classification. The same 

difficulty exists when trying to represent the therapeutic class, for example “Epithelial sodium channel blocker” 

using drug classifications.  

We failed to find an equivalent element for the Dosage-Qualitative in vMR. This concept is usually used by the 

clinical guidelines to determine levels of the drug doses. It allowed us in ASTI to represent recommendations such 

as “If monotherapy at high dose level is not effective, it is possible to replace it by a low dose bitherpy”. It seems 

however that the dose level can be calculated in the execution engine using the quantitative data, if sufficient 

knowledge and procedures exist. But there are several benefits to preserve abstractions. They allow us to use the 

right terms, without distortion and help obtain the user’s compliance. Representing the treatment efficacy seemed 

unclear in vMR. While targetGoalValue or the goalFocus can help calculate and represent this information, other 

elements like observationFocus and observationValue seem more suitable to represent this information.    

Conclusion  

We compared ASTI and vMR models of therapeutic data representation. Only one data element, the qualitative 

description of drug dosage, did not match the vMR model. However, it can be calculated in the execution engine. 

The semantic fidelity was partially preserved in 12 of 17 elements mapped between the models. ASTI and vMR 

seem almost compatible in representing therapeutic data. Further work is necessary to evaluate the use of vMR for 

representing the clinical guideline recommendations. 
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Abstract 

Objective: A literature search to identify relevant studies is one of the first steps in performing a systematic review 

(SR) in support of evidence-based medicine. To maximize efficiency, the search must find practically all relevant 

studies and retrieve few that are irrelevant; however, this level of precision is seldom attained. Therefore, many 

articles must be manually examined for relevance. To better understand the limitations of current search tools as 

applied to SR, we characterized the most common reasons that papers retrieved by SR searches were excluded from 

the review. Methods: The textual reasons given for retrieved but excluded articles were extracted from 6,743 SRs 

performed by 54 Cochrane Collaboration review groups. The frequencies of different exclusion reasons were 

analyzed, and we developed a taxonomy summarizing these reasons. Results: Almost 65% of articles were excluded 

because the means of comparison were inappropriate. Of these, about 72% were due to the randomized controlled 

trial (RCT) design being required but not employed by the excluded study. Mismatching interventions and outcomes 

and incorrect population characteristics were also common reasons for exclusion. Conclusions: Currently 

available search methods do not adequately address the most common exclusion reasons for systematic review, even 

those based primarily on study design.  

 

Introduction 

Systematic reviews (SRs) are literature reviews “designed to locate, appraise, and synthesize the best-available 

evidence from clinical studies of diagnosis, treatment, prognosis, or etiology, and provide informative empirical 

answers to specific medical questions.”
1
 The practice of evidence-based medicine (EBM) is dependent upon 

clinicians having ready access to the best-available primary evidence applicable to their patients.
2
 SRs and meta-

analyses (MA) make the available evidence more accessible and usable in clinical practice. SRs inform medical 

recommendations, guiding both practice and policy, such as in the creation of published practice guidelines.
3
  

 

The Cochrane Collaboration states that an SR: 

 “…attempts to collate all empirical evidence that fits pre-specified eligibility criteria in order to answer a 

specific research question.  It uses explicit, systematic methods that are selected with a view to minimizing 

bias, thus providing more reliable findings from which conclusions can be drawn and decisions made.”
4
 

 

The process of creating and maintaining SRs is resource- and labor-intensive, typically requiring 6-12 months of 

effort, the main expense being the time of expertly trained personnel. Review updates take about as much effort as a 

first time review on a new topic.
5
 Once the topic is determined and inclusion criteria are defined, reviewing papers 

for inclusion is a time-intensive process. Articles in bibliographic databases such as MEDLINE are manually 

indexed with metadata such as key concepts and study design.  Literature searches can utilize these indexes to 

improve recall and precision.  An ideal literature search would retrieve all relevant papers for inclusion and no 

irrelevant papers that need to be excluded.  However, previous research has demonstrated a number of studies that 

are not fully indexed, as well as a number that are indexed incorrectly.
6 
These factors diminish the effectiveness of 

literature searches by decreasing the accuracy of keyword and index-based search queries. In order to better 

understand what approaches to improving literature retrieval for EBM might be most useful, we did an analysis of 

the most common reasons that articles are excluded from an SR. 

 

The Cochrane Collaboration conducts systematic reviews of all relevant studies on many different topics. There are 

over 50 Cochrane groups that perform reviews in their area of specialty. Reviewers must conduct thorough literature 

searches to obtain all relevant papers.  Search strategies range from simple to fairly complex, utilizing MEDLINE 

medical subject headings (MeSH) terms, keywords, and complex search logic.  The number of articles retrieved 

depends both on the topic and on the search; some searches will retrieve thousands of articles.  Once the list of 
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papers is retrieved, the studies must be examined for relevance. Several levels of examination are necessary to 

obtain the final set of relevant papers to include in the review. Some studies can be excluded by reviewing simply 

the title or abstract. Other studies must have the complete published article pulled for full text review in order to 

determine relevance. This number varies but can be as large as several hundred per review. Exclusion of studies 

after full-text review is particularly labor intensive; the ability to exclude them earlier in the process or not retrieve 

them at all would be a great advantage to the literature review process.   

We obtained an XML data set of all Cochrane reviews through August 2011, including a list of studies that were 

excluded from each of the SRs after the article’s full text was pulled and read, along with a textual comment stating 

the reason for each exclusion. The excluded articles listed in the Cochrane XML files include only those papers that 

made it through the initial title and abstract screening and were determined to be excluded only after pulling and 

reviewing the full text article. The current study seeks to determine and characterize the primary reasons these 

retrieved studies were not included in systematic reviews. 

 

Methods 

We obtained data from reviews performed by a total of 54 different Cochrane study groups.  Data from each review 

was stored in an XML file.  Each file contained lists of included and excluded articles; inclusion status for each 

article was based on review of the full text article.  Reasons for exclusion were given as free-form text for articles 

not included in the reviews.  The complete dataset contained 6,743 XML files and a total of 83,588 excluded 

articles. 

We used a Python (www.python.org) script to parse the raw XML files, extracting the listed exclusion reasons from 

the CHAR_REASON_FOR_EXCLUSION tag associated with each study ID in each review. Manual inspection of 

the merged lists showed that many exclusion reasons were common to multiple reviews but appeared slightly 

different due to differences in spelling or phrasing. To address this, we extended our script to conduct some low-

level textual normalization procedures. We first converted all exclusion reasons to lower case and stripped any 

leading or trailing whitespace. We then split the text entries by periods and semi-colons in order to individually 

count multiple exclusion reasons applied to a single article in a single SR. We also normalized the spelling of 

“randomised” to “randomized” and “rct” to “randomized controlled trial.” Reasons containing “randomized 

controlled trial” and the word “not” were normalized to “not a randomized controlled trial.”  

Exclusion reasons were counted and grouped together in an Excel spreadsheet. For each exclusion reason, the 

spreadsheet listed the number of articles, the free-text exclusion reason, the number of Cochrane reviews that used 

that reason, and the names of the XML files for those reviews. In some cases, multiple reasons were listed on one 

line because they were not identified as separate reasons by our low-level textual normalization. In those cases, we 

duplicated that line and separated each exclusion reason onto its own line, giving each line the original count as we 

assumed that each listed free-text reason pertained to all of the papers to which it was applied.  

In order to keep the manual review task feasible and focus on the most commonly used exclusion reasons, we 

filtered out any exclusion reason that was used to exclude fewer than ten papers. This yielded a total of 710 distinct 

“common” reasons. If the reasons were not specific enough to determine why the articles were excluded, we looked 

at the review XML file and the full text of the Cochrane review for more detail.  

To assist the organization of the exclusion reasons into concepts, we utilized the PICO model, the evidence-based 

medicine (EBM) framework for clinical questions.
7
 This model contains four elements to assist in framing clinical 

questions: Population, Intervention, Comparison, and Outcome.  We chose the PICO framework for several reasons.  

Study inclusion and exclusion criteria for Cochrane and other SRs are organized by PICO concepts, so reasons for 

incorrect retrieval would be likely to fall into similar categories.  In addition, using this framework would be 

beneficial in identifying concept categories on which development of innovative natural-language processing (NLP) 

and advanced information retrieval (IR) techniques could focus in order to improve document-retrieval systems. 

We developed a small PICO-based taxonomy to group the exclusion reasons, classifying them as a more detailed 

specific reason under the top-level PICO categories population, intervention, comparison, and outcome. We added a 

fifth group for reasons that did not fit into a PICO category; examples were papers that were not available to the SR 

team, and those articles that contained data already presented in another included paper. We developed the 

categories iteratively, discussing each version of the taxonomy as a team and adding new categories or refining the 

current ones as needed to best describe the data while keeping the size of the taxonomy small. 
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Once the exclusion reason categories were developed, the total number of papers using each exclusion reason was 

calculated. A tree bubble diagram was constructed grouping categories by PICO code and sizing the bubbles 

relatively according to the sum of the counts in each category and sub-categories. Because there was a large numeric 

range between the smallest and largest counts (10-5,498), we used the square root of the count to render a legible 

figure while maintaining a useful sense of scale. 

 

Results 

We found 45,587 total unique text string exclusion reasons, of which 710 appeared as the exclusion reason for at 

least ten publications. These 710 unique exclusion reasons covered a total of 28,012 individual excluded articles out 

of a total of 84,229 excluded articles. Of the exclusion reasons that we did not annotate, 39,503 appeared only once. 

We reviewed these briefly and determined that many of these describe very specific and detailed differences 

between the clinical protocols used in the publication research versus the desired systematic review inclusion 

criteria. We believe that the specific nature of these differences makes them less amenable to general analysis and a 

more difficult target for automated tools than the more common and general exclusion reasons we found. These very 

specific differences also suggest that these are articles that needed to be examined in full text prior to determining 

inclusion. 

Table 1 details the codes and textual definitions for the final taxonomy we created to characterize the reasons used to 

exclude articles from inclusion in systematic reviews. Table 2 lists the categories of exclusion reasons, grouped by 

PICO code, and the number of papers in each category and top-level PICO category; each count includes the count 

of all subcategories, if any. 

Below we review the exclusion reasons and frequencies under each of the top level PICO categories: 

Population.  About 8% of retrieved papers were not included in reviews because of characteristics pertaining to the 

study population. Most papers in this category were excluded because of a variation in the disease of the patients to 

be included in study. In some cases, reviews were of treatment-naïve subjects, and studies of subjects who had 

previously received a treatment were excluded. Other papers were excluded because the participants did not have the 

same disease, the same stage of disease (for example, major versus moderate depression, or first malignancy versus 

recurrence), or the correct combination of disease and comorbidities. Retrieving studies of the correct age group was 

the next largest issue; most reviews included studies of either adults or children, but not both, and excluded papers 

with the wrong age group. Some reviews specified the diagnostic process and excluded studies using different 

methods. Other reviews specified outpatient interventions and excluded studies of inpatients. Other issues included 

studies of the wrong species, laboratory studies, studies of the wrong sex, and sample sizes that were smaller than 

the specified minimum. 

Intervention.  Several aspects of the intervention emerged as problematic areas in document retrieval; this group of 

exclusion reasons contained slightly less than 15% of excluded papers.  In some cases, reviewers required a specific 

duration for the intervention and excluded those with shorter durations.  Some reviews included very specific 

interventions in combination with specific (or requiring no) other interventions, excluding studies that did not use 

the correct combination of interventions.  Other reviews excluded studies using a different dose than the one 

specified by the review criteria or a different route of administration.  Reviews of procedures excluded studies in 

which different procedures were used in addition to the one of interest.  There were also several reviews that 

specified who provided the intervention and excluded studies in which the wrong person or practitioner administered 

the intervention.  Examples include reviews of lay- or peer-led groups, nurse-delivered interventions, and self-

administered interventions.  Reviewers excluded eleven articles because insufficient details were available to 

determine whether the intervention met the inclusion criteria. 

Comparison.  Almost 65% of retrieved papers were excluded because of issues related to comparison methods.  In 

many cases, the problem pertained to the study design, with reviewers retrieving studies that were not blind/double 

blind, not randomized, not controlled, and/or not clinical trials.  A number of studies were excluded because they did 

not use the correct control, or did not use a placebo.  Several reviews excluded studies because they used the wrong 

study design; these included "before and after study," "used an ab rather than an aba design," crossover studies, and 

prospective observational studies.  Case reports and case series were excluded from a number of reviews requiring 

different study designs such as randomized controlled trials.  Review articles and commentaries were excluded from 

a number of reviews for similar reasons. Overall the largest single reason for an article to be excluded was due to not 

being deemed a randomized controlled trial when the SR inclusion criteria required it. 
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PICO 

Category 
Taxonomy Code Description 

P 

wrong setting 
Something about the research setting was not correct. In most cases, this was an outpatient setting rather than 
inpatient. 

wrong previous treatment 

Participants in these studies had previously received treatments that were excluded in the review article, or they 

were healthy when the review wanted only participants with a specific condition.  For example, several reviews 
were of new interventions in treatment-naive patients; studies that enrolled participants already using those 

treatments were not included. 

wrong disease 
Participants in these studies had a condition that was excluded, or it was not the same condition being evaluated in 

the review. 

wrong stage of disease Participants in these studies had the desired disease but were at the wrong stage. 

wrong diagnostic process 
Participants were not diagnosed using the desired criteria.  For example, depression diagnosis without using DSM 

criteria. 

wrong comorbidity 
Participants had a comorbid disease that was excluded from the review, or they did not have an included 

comorbidity. 

wrong age group 
Participants were not in the desired age range.  In most cases, the desired population was children (or adults) and 
the excluded study enrolled adults (or children). 

wrong sample size The sample size was too small for inclusion in the review. 

wrong species/lab study The study did not evaluate humans, or it was an in-vitro study. 

wrong sex The study enrolled the wrong gender. 

I 

wrong duration The duration of the intervention or the length of the study was not long enough for inclusion in the review. 

wrong intervention The study used the wrong non-drug intervention. 

multiple interventions The study used multiple interventions, but the review looked at only one. 

wrong drug intervention The study used the wrong drug. 

wrong person delivering 

intervention 
The intervention was not delivered by the person specified in the review criteria.  For example, a review of nurse-

delivered interventions excluded studies of home care performed by the patient. 

wrong procedure 
The study did not use the desired procedure.  For example, a review of laparoscopic cholecystectomy excluded 

studies of open cholecystectomies. 

wrong dosing/administration route The dosing schedule was not the one desired, or the intervention was not administered via the desired route. 

insufficient intervention data Intervention was not described in enough detail to determine the study should be included. 

C 

not randomized The design of the study did not include randomization. 

not controlled The design of the study did not include a control group. 

not a clinical trial The study was not a clinical trial 

not an RCT The design of the study was not a randomized controlled trial. 

not blind/double-blind The design of the study failed to include required subject or researcher blinding. 

no placebo The study design did not include a required placebo control. 

wrong control The study used a control but not the one desired. 

wrong/unspecified design The design of the study was not the one desired. 

case report/series This was a case report or series, not a trial. 

review/comment This was a review or comment, not a trial. 

O 

wrong outcome The study used the wrong outcome. 

lack of outcome data The study reported insufficient outcome data to extrapolate for the review. 

inadequate data analysis The study utilized inadequate data analysis. 

lost to follow up Too many participants were lost to follow up. 

N 

article not available The staff performing the systematic review were unable to obtain the full text of the article. 

duplicate data/study Data reported in this study were already reported in another included study. 

wrong language The study was published in a language not accessible to the reviewers. 

article published in wrong year The article was published prior to the range of years specified in the review criteria. 

can't determine exclusion reason The reason for exclusion can not be determined. 

Table 1.  Final PICO-based (Population, Intervention, Comparison, Outcome) taxonomy of reasons used to exclude 

articles from systematic reviews. N = not a PICO-based exclusion reason. 
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PICO Category 

Primary Exclusion Reason Count Secondary Exclusion 

Reason 

Count 

Population 2,145   

Wrong setting 181   

Wrong previous treatment 115   

Wrong disease 1,284 
Wrong stage of disease 570 

Wrong comorbidity 74 

Wrong diagnostic process 21   

Wrong age group 404   

Wrong population 15   

Wrong sample size 47   

Wrong species/lab study 64   

Wrong sex 14   

Intervention 4,037   

Wrong duration 1,172   

Wrong intervention 1,437 Multiple interventions 117 

Wrong drug intervention 605   

Wrong person delivering intervention 442   

Wrong procedure 174   

Wrong dosing/administration route 196   

Insufficient intervention data 11   

Comparison 18,143   

Not an RCT 12,957 

Not randomized 4,061 

Not controlled 2,215 

Not a clinical trial 1,184 

Not blind/double-blind 328   

No placebo 756   

Wrong control 742   

Wrong/unspecified design 3,360 
Case report/series 1,165 

Review/comment 1,573 

Outcome 3,072   

Wrong outcome 2,975 Lack of outcome data 1,749 

Inadequate data analysis 11   

Lost to follow up 86   

Not a PICO-based exclusion reason 615   

Article not available 203   

Duplicate data/study 135   

Wrong language 10   

Article published in wrong year 21   

Can't determine exclusion reason 246   

Table 2.  Article counts of PICO codes, exclusion categories and subcategories. 

Outcome.  Approximately 11% of incorrectly retrieved articles were discarded because of issues with the outcome.  

Several reviews required specific outcome data to be present, and excluded studies that did not record sufficient 

outcome data.  In some cases, the data analysis was not of the quality required for inclusion.  Some reviews required 

minimal loss to follow up and excluded studies with high rates of loss to follow up. 

Not a PICO-based exclusion reason (other reasons).  Exclusion reasons for slightly more than 2% of the articles 

did not fit into any PICO category.  Several reviews excluded articles that presented data already presented in other 

included articles.  In other cases, articles were not available to the reviewers, or the articles were not available in 

English.  Several reviews specified a time frame for studies and excluded those done prior to that time.  In about 

one-third of the studies (246 articles) we placed in this category, not enough information was given to determine the 

reason for exclusion, even when we looked more closely at the review, abstract, and inclusion/exclusion criteria.  
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Examples of exclusion reasons in this category are "does not meet inclusion criteria," "non systematic review 

article," and "guidelines."  If more detailed exclusion text were provided, these studies would likely have fit into one 

of our PICO reasons. 

 

 

Figure 1. Tree bubble diagram of the relative frequency of exclusion reasons, by top level PICO category. In order to 
keep the diagram readable we have abbreviated the exclusion reasons listed in Table 2 by removing negation terms such 
as “not” and “wrong.”  

Figure 1 depicts the relative number of articles excluded in each category. The size of the nodes reflects the count 

for each category plus the counts for any lower level categories below (to the right in the figure) that node.  Lines 

connecting higher level nodes to lower level nodes show the parent/child relationship between higher level exclusion 

reasons and more detailed reasons. Visualizing the relative usage frequency of each exclusion reason and PICO 

category in this manner makes it easy to compare exclusion reasons and categories. The diagram clearly illustrates 

that the majority of articles were not included for reasons related to the comparison, and most of these had problems 

with study design.  The intervention was the second largest category, and articles addressing the wrong intervention, 

drug or non-drug, or the wrong duration of treatment made up the majority.  Problems related to the population and 

outcome were somewhat less common at approximately equal rates. A very small proportion of the exclusion 

reasons did not fit into our PICO-based taxonomy. 

We further examined some of the issues surrounding exclusion reasons in greater detail. Because an RCT is such a 

common requirement of a SR and randomization and control are important features of a clinical trial, the ability to 

reliably filter articles on this basis could greatly facilitate narrowing a literature search.  We specifically examined 

the reviews that included RCTs only, as stated in the SR inclusion criteria for that review.  First we considered 

included articles and counted the number indexed with the “Randomized Controlled Trial” publication type in 

MEDLINE.  We found that more than 16% of articles indexed as non-RCTs were, in fact, RCTs as determined by 

the fact that these studies were included in SRs that specifically required RCTs as part of their inclusion criteria.  We 

then looked at the excluded articles for these SRs where the exclusion reason was given as “not an RCT” and found 

that more than 12% were indexed as “Randomized Controlled Trial” in MEDLINE.  These data corroborates the 

findings of Wieland et al. who also found that RCT publication type annotation was not consistent enough for SR 

search filtering.
6
 This data is summarized in Table 3. 

 RCTs included in review (true 

RCTs according to SR group) 

Articles excluded for not being an RCT 

(not RCTs according to SR group) 

MEDLINE Publication Type Count (%) Count (%) 

RCT 5412 (83.6) 170 (12.5) 

Not RCT 1061 (16.4) 1188 (87.5) 

Table 3. Correspondence between article index in MEDLINE with the “Randomized Controlled Trial” publication type 
and inclusion or exclusion in Cochrane systematic review for being or not being a randomized controlled trial in 
systematic reviews requiring randomized controlled trial as an inclusion criteria. 
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We also found that 6% of the articles included in Cochrane reviews were not assigned the MeSH term Human. 

Presumably these articles are enough about humans to include in a systematic review about human disease. 

Currently it is unclear to us why these articles were not tagged as Human. While it is possible that some of these 

articles are about systematic review methods, we manually inspected several dozen articles in this group and they 

were all included in SRs relating to clinical interventions, and most of the other articles included in these SRs were 

tagged with the MeSH term Human (see Table 4). 

MEDLINE Count Percent 

Humans[mh] 43508 94% 

NOT Humans[mh] 2773 6% 

Total 46281 100% 

Table 4. Correspondence between articles indexed with the Humans MeSH term and inclusion in a Cochrane 

systematic review. Table shows included articles in systematic reviews, and whether they are assigned the Humans 

MeSH term in MEDLINE. 

 

Discussion 

We examined articles that had been retrieved in literature searches, passed the initial screening of title and abstract, 

and were pulled in full text prior to determining they did not meet inclusion criteria. The results suggest that 

retrieving studies matching the inclusion requirements maps nicely to the PICO framework, and this framework 

describes the vast majority of areas of difficulty. Furthermore, of the PICO categories, the issues involving the 

means of comparison, that is, identifying articles with appropriate study designs, are the most problematic. Previous 

work has demonstrated significant rates of inaccuracy in MEDLINE indexing and tagging by study type.
6
 

The ability to screen for randomization, controls, clinical trials, and RCTs with high accuracy would greatly enhance 

search efficiency, as would the ability to filter out case reports and commentaries. While this issue created the 

greatest amount of review exclusion work for systematic reviewers, it is somewhat surprising that this is the case. 

MEDLINE supports specific publication types and MeSH terms to support retrieval by study design, yet it appears 

that the searchers when performing an SR are not using these terms in their search criteria. This may be due to the 

fact that literature search for SR is by necessity a very high recall oriented task. While MEDLINE indexing is very 

extensive and useful for the vast majority of users, a 15% disagreement on the status of papers being or not being an 

RCT is very significant to those conducting an SR and needing to collect virtually all of the available evidence. 

MEDLINE searching via MeSH terms and publication types is extremely useful to a large number of users, 

however, compared to systematic reviewer experts, most users are likely more interested in high precision, rather 

than high recall. Identifying a few high-quality studies relevant to a patient’s care is a typical high precision search 

task for a physician. Identifying all of the studies relevant to set of very specific inclusion criteria is the high recall 

task for systematic reviewers, and is a very different task for an information retrieval system to support.  

Exhaustively annotating all publications for all relevant MeSH terms, publication types, and meta-data would be 

extremely resource intensive. Furthermore, the MEDLINE annotation process has been found to be only about 50% 

consistent on main MeSH headings across multiple annotators.
8
 This implies both that there is some disagreement 

over which terms are most important as well as correct annotations missing that would have been applied if a 

different annotator had reviewed the article. Automated means of aiding MeSH annotators have been developed, 

with best performance centering on proposing 20 annotations per article.
9
 This number is likely not enough to 

exhaustively annotate all articles for relevant terms. Other researchers have also found variability and inconsistency 

in the assignment of MeSH terms in very specialized domains.
10,11

 A more efficient and flexible, in terms of 

recall/precision tradeoffs, means of assigning annotations (e.g., whether an article is about an RCT) in a subject 

domain is required for SR users with their very high recall requirements. 

Fortunately, at least in some very common cases, identifying practically all the articles meeting a specific study 

design should be a reasonable problem to solve with text mining and NLP techniques. These approaches could be 

used to develop a set of automated study design annotation labels for articles in MEDLINE and other databases. 

Because the characteristics of study designs are fairly well understood and have stable definitions, NLP tools can be 

developed to accurately identify the factors suggesting a particular study design and provide a confidence level for 

the identification of that design. We have done preliminary work showing that the RCT study design can be 

identified with 96% recall and 94% precision using a combination of text classification techniques similar to that 

used in our prior work on topic-specific classification for SR.
12

 According to the work of Wieland et al.,
6
 this is a 
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higher level of accuracy than the MEDLINE publication type annotations. Furthermore, the user can determine how 

low to go in the confidence of automated predictions to accept that a study is of the appropriate type based on the 

task, the topic, or the total size of the literature base. Identifying randomized studies, whether controlled or not, 

could also be a useful automated annotation for SR. The definition of randomization can include different strategies, 

so this feature might be more difficult to identify accurately in all situations; however, a standard definition could be 

used to develop an NLP tool. 

The second-largest problem area involved characteristics of the intervention. Most of the problems occurred with 

retrieving studies with the correct non-drug intervention. Exclusion reasons varied widely depending on the SR 

topic: "not manual therapy," "not exercise training," "other intervention than length of bed rest."  Duration of 

treatment was also problematic, with many articles excluded for durations that were too short. Automated 

identification and annotation of study and treatment duration is a more complex problem than study design 

annotation. However, there has been significant prior work in the area of temporal extraction from text, and that 

work should be applicable here.
13

 

Lack of outcome data or the use of the wrong outcome in the article’s study were reasons for excluding about 10% 

of papers.  Issues with the population accounted for slightly more than 7% of excluded papers; about half of these 

were excluded because of the wrong disease or wrong stage of disease.  Studies excluded for using the wrong age 

group comprised about 19% of this category. Certainly automated identification of the age range for study subjects 

seems tractable and could be a useful improvement for narrowing the results of a search.  

Although we found a broad range of exclusion reasons, a small subset of these reasons accounted for the vast 

majority of papers that were pulled and then excluded. These pulled and then excluded papers account for the 

majority of extra work required by the review experts in the SR literature collection process. Initial work in 

modifying information retrieval for systematic review and evidence-based medicine should start with these most 

common reasons: study design, intervention duration, population age group. Large scale automated tagging in 

MEDLINE and other literature databases would allow greater flexibility in retrieving articles according to the needs 

of systematic reviewers. 

 

Limitations 

Our study has several limitations. In this work, we utilized a list of reasons for excluding studies from Cochrane 

reviews and did not consider reasons for excluding studies from reviews done by other organizations.  Although we 

think that the reasons given by the groups of the Cochrane Collaboration were representative of SRs, it is possible 

that other types of reviews have different reasons for excluding papers or different distributions of reasons.  Also, 

because of time limitations, we only looked at exclusion reasons used for at least ten articles, resulting in a sample 

that constituted only 1.56% of unique exclusion reasons but a full 33.26% of excluded papers.  Thus, our sample 

contains only a fraction of the exclusion reasons; however, the remaining unexamined reasons each apply to only a 

very small number of papers.  In spite of this, it is likely that our taxonomy does not cover all potential exclusion 

reasons. 

Development of the taxonomy was a group-based iterative process; however, only one author (TE) looked at the 

original exclusion reasons and topic-specific systematic review criteria to develop the initial list.  In some cases, the 

text reason given by the Cochrane reviewers was very brief.  When the meaning seemed clear and unambiguous, we 

assigned the reason to one of our categories.  It is possible that we misinterpreted some of these very brief 

descriptions. 

 

Conclusions 

This study provides insight into opportunities to improve search, retrieval, and text processing systems for EBM and 

SR. The search strategies were not able to incorporate enough detail to cover the most common exclusion reasons. 

While simple keyword or metadata search terms were insufficient to accurately filter articles not meeting the most 

common exclusion reason, not being an RCT, more sophisticated approaches could be applied to significantly 

reduce the manual work in screening out these studies. 
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Abstract 
The advent of clinical data warehouses provide the opportunity to perform clinical research on large cohorts of 
patients, but present the challenge of identifying data appropriately without the contextual information provided 
by an application frontend. Lack of supporting documentation compounds this problem, and the size of the 
datasets may make initial manual review of available data not feasible. The focus of this study is in the use of 
simple statistical techniques combined with data visualization tools to create a straightforward methodology for 
identifying relevant laboratory data types in a data warehouse. 
 
Introduction and Background 
The term “data warehouse” refers to a large store of data that is accumulated from a diverse range of sources. 
Clinical data warehouses are thus excellent as single‐sources of information for clinical research, but can present 
practical difficulties in their use due to the size, complexity, and potential lack of supporting documentation for the 
data they contain. At our institution, our Enterprise Data Warehouse contains laboratory data for 5,270 uniquely 
labeled types of laboratory studies representing 178 million laboratory values. Inclusion of all available data 
requires identifying which of these studies correspond to the desired clinical laboratory test. To address this 
problem, in this study we investigate and develop a methodology for using straightforward statistical techniques in 
conjunction with data visualization to identify laboratory tests of interest. 
 
Methods and Results 

 
Laboratory data for serum albumin, red cell 
distribution width (RDW) and white blood cell 
count (WBC) were sought. The laboratory values of 
potential interest were identified from the 5,270 
unique labels using regular expressions. The mean 
and standard deviation of the measured laboratory 
values were calculated for each uniquely labeled 
laboratory study, along with the total count of 
those values. Using R 2.15.1 (R Foundation for 
Statistical Computing, Vienna, Austria) and package 
ggplot2, we plotted each distinct laboratory label 
on the axes of mean and standard deviation, color‐
coded by type of intended laboratory test 
(albumin, RDW, WBC), with circles plotted 
proportional to the number of laboratory values 

identified, and labeled with the unique laboratory label. By displaying data in this manner, clusters of laboratory 
data that are measuring the same clinical value become visually apparent. Each entry in each cluster was manually 
verified and corresponded to the same clinical laboratory type. Additionally, this type of plot allowed for the 
identification of unique laboratory labels that were associated with large quantities of data. 

 
Discussion 
Deriving knowledge from the “big data” contained in data warehouses requires development of robust techniques 
for data analysis that balance the need for completeness and accuracy against the realities of manual data review. 
By combining statistical analysis with straightforward data visualization techniques, we were able to extract 
accurate data with minimal need for investigator review. This type of methodology may also be applicable to data 
queries of other types in addition to laboratory data. 
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ABSTRACT 

Researchers need access to institutional support in the form of expertise, services and resources. Providing efficient and effective 
intake and management of requests for such support requires handling them in a systematic and coordinated manner. However, the 
complexities and diversity of resources makes use of a simple solution challenging. We addressed this problem by developing a 
Computerized Research Record (CoRR) System. The system was designed based on an Electronic Health Record metaphor, wherein 
the researcher – service provider relationship is akin to a patient – healthcare provider relationship.  Development of CoRR involved 
an iterative process, including user-input. We describe the design, development and usage statistics of the CoRR system. 
 

BACKGROUND 
Clinical and translational researchers often require substantial and diverse services, resources and expertise in order to be effective in 
their scientific pursuits.  Increasingly, academic health centers (AHCs) are creating consultation or concierge services to coordinate 
resources and optimize utilization and efficiency. Resources typically span the range of needs, from administrative and regulatory 
support to materials, methods, information and bio-statistical services.  Programs and centers designed to coordinate these resources 
have begun to develop information portals through which services can be requested, and that can be used to track utilization, among 
other metrics. As such programs and services increase in number, systems for tracking resource requests, managing information flow, 
and ultimately ensuring that investigators are supported in timely, efficient, and effective manner are required.  Such systems tend to 
be developed in an ad hoc manner, often focusing on the management of requests or “tickets” or billing and invoicing, but rarely on 
helping to manage the life-cycle of a project. Furthermore, a formal paradigm regarding the relationship of the researcher to the 
resource providers rarely drives such development efforts.  Without such a paradigm to drive development, systems may fall short of 
fulfilling the needs of the researchers and projects.  We report here on our early experience developing a comprehensive Computerized 
Research Record (CoRR) system designed to manage information about the complex and diverse resource and service needs of 
researchers. Further, we describe that it is based on the metaphor that the researcher-resource provider relationship is analogous to the 
patient-healthcare provider relationship.  

METHODS 
We began by building upon the experiences developing a similar system that was co-led by the lead author (PJE) while at the 
University of Cincinnati. With that and the EHR metaphor as starting points, we solicited user-input, including selected members of 
the biomedical informatics, biostatistics, regulatory, clinical research center, administrative, and related program staff of the OSU 
Center for Clinical and Translational Science (CCTS) and the Department of Biomedical Informatics. The group iteratively developed 
and refined the Web-based CoRR system to manage the intake and processing of investigator requests for research resources.  The 
design was guided by a paradigm that viewed the relationship between researchers and CCTS support personnel as analogous to that 
between a patient and a system of healthcare providers.  After an iterative process of design decisions, CCTS programmers developed 
the first version of the CoRR and put it into operation. After 10 months of use, version 2.0 of the CoRR system was deployed, 
consisting of major upgrades and enhancements driven by systematic stakeholder interviews and usability testing of the system. Usage 
statistics are descriptively described below. 

FINDINGS 
The CoRR system has been widely utilized by the research community since it was introduced. Based on the EHR metaphor, it 
includes the ability to request, document and manage project information and support/service requests and assessments. Notes from 
support personnel (akin to EHR progress notes), service requests/referrals to expertise, services or resources, and the ability to track 
information related to such requests are all accessible via a single continuity record.  In addition to novel software development, CoRR 
was also integrated with existing resources such as publication, research funding, and invoicing systems. Both researchers and their 
staff and service providers have access to the system and different tools based on their respective roles. Reports and other features are 
also part of the system. In the year between its launch in March 2012 and March 2013, 396 research projects and 1,220 distinct service 
requests were entered into the CoRR system by investigators across the region.  Based upon information gleaned from the system, 
enhancements were made both to the software (culminating in release of major upgrade of CoRR 2.0 in February 2012) and to offered. 
For example, after 1 year of use, the average time to initial response to service requests dropped from 9.1 days to 2.2 days, and the 
average time to first interaction with research staff dropped from 12 to 6.5 days. Additional usage patterns and trends, lessons learned, 
user-perceptions, and plans for dissemination will be presented. 

CONCLUSIONS 
CoRR was developed based upon an EHR metaphor and the system has led to widespread use and improvements in efficiencies by the 
researcher community since its launch. Further study of the its impacts, including on hard outcomes including researcher productivity 
are ongoing.  
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The NLM Value Set Authority Center (VSAC) is designed to be the ‘source of truth’ for value sets in the domain of 
biomedicine.  It was built in collaboration with the Office of the National Coordinator for Health IT (ONC) and 
Centers for Medicare & Medicaid Services (CMS). Launched in October 2012, VSAC was born out of the 
immediate need to have a one-stop-shopping point to capture data elements required by 2014 EHR Clinical Quality 
Measures. In its short lifetime, VSAC has already achieved some major milestones: 

• Implemented a REST Application Programming Interface (API) in accordance with the Integrating the 
Healthcare Enterprise (IHE) Sharing Value Sets (SVS) specification to provide value sets in XML form; 

• Provided a Graphical User Interface (GUI) with several ways to search for value sets; 
• Provided pre-packaged spreadsheets of value sets and measure data for implementers; 
• Gone through two updates for CMS Eligible Hospital (EH) and Eligible Provider (EP) measures; 
• Launched a beta version of the VSAC Authoring Environment, a standalone authoring system for value 

sets. 
In the meantime, VSAC has continued to grow and expand its repository beyond the domain of Meaningful Use into 
other areas such as Patient Assessment instruments, Common Data Elements for research, public health, the ONC 
S&I Framework, FHIMS, and other clinical modeling efforts. 
The VSAC is available at https://vsac.nlm.nih.gov/. Viewing and/or downloading value sets requires a free Unified 
Medical Language System® Metathesaurus License, due to usage restrictions on some of the codes included in the 
value sets. 
 

 
 

Figure 1. Screenshot of the NLM Value Set Authority Center (VSAC) web application 
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Leveraging aggregate datasets from Electronic Health Records to provide data visualization and 
estimate economic burden of Diabetes in Chicago 
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Introduction/Background 

Very little has been documented regarding the use of Electronic Health Records (EHR) to 
estimate economic burden of diabetes at the municipal level. An estimation of disease-
attributable costs is useful for quantifying the direct and indirect costs associated with the 
disease. EHR data is also useful for visualization of diabetes hotspots, and areas where built 
environment may contribute to the increased prevalence of the disease.  This paper uses 
Electronic Health Record (EHR) data in the Chicago Health Atlas database, coupled with the 
Department of Health and Human Services Inpatient Prospective Payment System (IPPS) 
Provider Summary for the top 100 Diagnosis –Related Groups (DRG) for 2011 and visualization 
software to estimate the economic burden, and visualization of diabetes in Chicago.  
Methods 
Data for this study was obtained from the Chicago Health Atlas (CHA) database. CHA is a 
shared resource with IRB approval to extract data such as diagnoses, medications, and laboratory 
tests for patients seen at six healthcare institutions throughout Chicago. This data is extracted 
from the Electronic Health Record, and is de-identified prior to entry into CHA. Patients are 
assigned a unique cluster ID and were identified as diabetic or pre-diabetic based on the 
American Diabetes Federation standards of medical care in diabetes. EHR data was accessed 
through Structured Query Language queries, using local data extraction and IBM SPSS modeler 
10.1 for analysis. To estimate economic burden of diabetes, we used the US Department of 
Health and Human Services IPPS-DRG. The total number of diabetic and pre-diabetic patients 
gleaned from the EHR diagnoses and laboratory results was combined at each institution. Total 
covered charges were calculated, resulting in projected total covered charges, and total 
payments. Next, diabetic/prediabetic patients along with elements of the built environment were 
visualized using ESRI ArcGIS to locate diabetes hotspots along with resource density (resources 
are defined as grocery stores with produce sections, farmer’s markets, and parks) within 
Chicago.  
Results/Discussion 
A total of 16,216 diabetic and pre-diabetic patients were identified through CHA.  As EHR 
implementation increases across the U.S., visualization of patient information to inform public 
health policy and resource allocation will become standard in population care. Furthermore, the 
use of EHR data has made it possible for healthcare institutions to compare costs, especially in 
metropolitan areas. The volume of EHR data provided by the participating institutions offers a 
representative sample of the entire city of Chicago, and differs from national studies that focus 
on larger geographical areas, rather than municipalities. In addition, this study allows for the 
visualization of patient location narrowed down to zip code and elements of the built 
environment. This is useful not only for policy and decision makers, but for academic research as 
well. Through the application of health data collected through EHR to provide data visualization, 
policymakers and decision makers can be equipped with the necessary tools to allocate resources 
that could potentially decrease the prevalence of disease or mitigate gaps in health service 
allocation or access.  
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Abstract 

 

This poster presentation will address Health Systems processes and challenges in developing a Meaningful Use 

(MU) program. In addition, electronic health record (EHR) intervention tools will be introduced to promote Venous 

Thromboembolism (VTE) management based on evidence based practice. The collaborative model of clinical 

leadership and informatics in our organization is also described. The model strengthens our MU program and 

advances patient care quality and outcomes. 

 

Description 

 

Like so many others applying for the Meaningful Use incentives, our unspoken question was, how meaningful will 

this program be to our patients, our quality, our clinicians and our data?  For our three hospitals, the quality measure 

calculation requirement was the most complex objective, yet it offered us a significant opportunity to utilize 

technology to affect care delivery, advance the use of our EHR and improve the value of our internal data.   

 

After a thorough analysis of the requirements, we were convinced that the “meaningful” solution was within our 

reach and that we had the potential to use our EHR not only to meet the measure but also to potentially affect future 

patient care.  We obtained organizational commitment to develop the eMeasure reporting internally, which will save 

millions of dollars in new product investment.  A team of informatics technicians, nurses, physicians, and quality 

improvement experts was created to focus on the development of our metrics.  Over the course of 18 months, our 

team developed metrics that met the MU requirements for VTE.   We met frequently to analyze the logic for our 

reporting tool and whether they met the MU requirements.  We modified our computerized admission order entry set, 

which had already promoted the use of VTE prophylaxis, to include necessary items required by the MU guidelines.  

We also developed  a tool within our computerized provider order entry (CPOE) system that enables clinicians to 

assess  rapidly and  in real-time the current VTE prophylaxis strategy in place for each patient, including whether 

doses were being administered or not.  

 

These efforts culminated in the successful generation of results for the six MU VTE metrics by July 2012, enabling 

us to attest to Stage 1 Meaningful Use for the health system.  These metrics are still in use today by teams focused 

on quality improvement to improve patient outcomes.  Overlapping these efforts, the Informatics team continues to 

collaborate to identify and refine clinical documentation, data collection points, and the eMeasure data base in an 

effort to continuously improve the effectiveness of the tools and the accuracy of the data being reported.  

Interdisciplinary collaboration among informatics technicians, clinicians, and quality improvement experts can 

successfully develop important quality metrics that can then be used to meet national requirements and enhance 

patient care.
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ABSTRACT 
Introduction and Background: Maintenance of medication allergies is a meaningful-use requirement for electronic health 
record (EHR) systems. When cross-referenced against prescribed medications, providers can be warned if they attempt to 
prescribe a drug to which the patient has previously experienced an adverse reaction. Although modern EMRs provide selection 
lists of common allergies, free text entry confounds allergy identification. 
Methods. An algorithm (Figure) was developed in Transact-SQL to identify allergies in a perioperative information management 
system using RxNorm. Accuracy, precision, recall, the F-measure, and specificity were determined for a training dataset (24,599 
allergies from 9445 records) and repeated for a testing dataset (24,857 entries from 9430 records). 
Results: Accuracy, precision, recall, and the F-measure for medication allergy matches were all above 98% in the training 
dataset and above 97% in the testing dataset. Corresponding values for food allergy matches were above 97% and above 93%, 
respectively. Specificity for NLP drug matches was 90.3% and 85.0% for drug matches and 100% and 88.9% for food matches in 
the training and testing datasets, respectively. Speed was approximately 1000 entries per second. 
Discussion: The algorithm had high performance for identification of medication and food allergies. Maintenance is practical, as 
updates only require additions to underlying lookup tables, not the SQL code. The process described could be incorporated into 
any EHR to improve the accuracy of free text allergy entry. However, the primary approach to better interoperability is 
normalizing allergy vocabularies in dropdown lists and encouraging their use in preference to manual entry.
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Abstract 
Objective: Create physician order entry for labs in a resource constrained setting (Malawi), by integrating an open 
source laboratory information system (OpenELIS) with an existing touchscreen-based specimen labeling system 
(Baobab).   Methods:   Develop a service interface for OpenELIS based on Web Services and HL7 messaging to be 
used by the labeling system.  Results:  We have created a specification and implementation for the service interface 
and messaging syntax.  Conclusions:  Open source software permits customization of software to enable enhanced 
functionality and standards-based interoperability. 
 
Introduction 
Laboratory diagnostic testing is one of the pillars of the healthcare system both for individual care and for population 
health surveillance, in low-resource settings as well as in the developing world.  To improve the utility both of a 
clinician-facing system addressing point of care orders, and a laboratory-facing system addressing lab practices, 
efficiency, quality, and test results, we have chosen to integrate two open source projects.  OpenELIS, a 
comprehensive laboratory information system, has been installed in several low-resource settings since 2008 including 
Haiti, Vietnam and Cote d’Ivoire1 http://openelisglobal.org.  While OpenELIS has functionality to create a lab test 
order, typically orders are entered as samples arrive at the lab.  In Malawi, a simple touchscreen-based system linked 
to a centralized national Master Patient Index has been used since 2003 to generate lab testing request forms with 
labels for laboratory specimens2.  However, its functionality is limited to specimen labeling.  The integration of these 
two systems provides the benefits of extending OpenELIS to allow for Computerized Physician Order Entry, the 
generation of specimen labels at point of care using a simple touchscreen user interface, and facilitates accurate 
accessioning and laboratory workflow management. 
 
Methods 
The integration of the systems requires two steps.  Firstly, OpenELIS is modified to expose functionality to create a 
test order through a Web Services Application Programming Interface (API). Secondly, both the Specimen Labeling 
system and OpenELIS are modified to exchange standardized messages about the creation of a patient demographic 
record and creation of a test order.  We are using HL7 version 2.5.1 messaging as the basis of these messages. 
OpenELIS previously implemented a standardized HL7 demographic profile, called IHE PIX/PDQ1. 
 
Results 
We have created a specification for the service interface and messaging syntax comprising architectural diagrams, 
interface definitions and sequence diagrams. We have completed an integration of the two systems and are planning 
an evaluation of its functionality. 
 
Conclusion 
Open source software permits customization of software for enhanced functionality and further interoperability.   
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Abstract: Dependence on the creation of new antimicrobials to fight infection is no longer an option. National 

guidelines now stress the need for hospitals to improve the stewardship of current antimicrobials.  In addition to the 

need for infectious diseases physicians and pharmacists as members of antimicrobial stewardship programs (ASPs), 

medical informatics support is essential. We found the amount of information required for ASPs to be effective is 

enormous. During 2012, our 289 bed pediatric hospital alone had 83,993 antimicrobial alerts (230 per day) from 

9,044 different patients.  Five different computer applications are currently used by ASPs at Intermountain 

Healthcare to provide efficient, timely review and effective prioritization of patients receiving antimicrobials.  The 

applications allow ASPs to prioritize daily rounds based on patient locations, spectrum, number and cost of 

antimicrobials prescribed, duration of therapy and receive monthly total antimicrobial use by hospital and unit. 

 

Introduction: The use of antimicrobial agents to treat infection was soon followed by the ability of bacteria to 

become resistant.  It has become apparent that our ability to stay ahead of resistance by creating new antimicrobial 

agents is losing ground.  In 2007, the Infectious Disease Society of America and the Society for Healthcare 

Epidemiology of America published guidelines for the development and enhancement of antimicrobial stewardship 

programs (ASPs).  The main objective of antimicrobial stewardship is to improve clinical outcomes and minimize 

unintended consequences of antimicrobial use, including toxicity, pathogen selection and resistance. ASPs should 

include infectious diseases physicians, clinical pharmacists with infectious diseases training, a clinical 

microbiologist and a hospital epidemiologist.  Since these programs require an enormous amount of information, the 

guidelines state that information system specialists also need to be part of ASPs.   

 

Methods: During the past five years, members of the medical informatics department at Intermountain Healthcare 

(IH) have been working with ASPs.  Based on the type and timing of information needed and workflow of the 

pharmacists and infectious diseases physicians, we determined that in addition to some existing decision support 

applications, multiple new applications were needed that require different alerting and interface methods. 

 

Results: Five different applications are now used by ASPs at IH based on the design and input from the pharmacists 

and infectious diseases physicians and the new National Healthcare Safety Network (NHSN) antibiotic utilization 

specifications. The applications require data from the electronic medical record and enterprise data warehouse and 

developed using java, SQL, XML, Tandem Application Language, an IH developed data-driven query language and 

Excel.  One email sends a spreadsheet with every patient that has received an antimicrobial during the past 24 hours 

along with 20 other data elements to ASP staff.  ASPs also receive emails listing all patients with multidrug resistant 

pathogens, another listing all patients with reportable infections and a monthly report with total antimicrobial use by 

hospital and unit.  Also, a page and an email are generated by every positive blood or CSF culture.  During 2012, 

our 289 bed pediatric hospital alone had 83,993 antimicrobial alerts (230 per day) from 9,044 different patients. 

 

Discussion: Surveillance and feedback of antimicrobial use are essential for ASPs to be effective.  This relies on 

informatics support based on ASP design and workflow. Many ASPs are unable to review the appropriateness of 

antimicrobials for every patient every day. The applications at IH help to improve antibiotic use by allowing 

efficient, timely review and effective prioritization of patients receiving antimicrobials in order to optimize patient 

care. Priorities can be identified based on patient locations, spectrum, number and cost of antimicrobials prescribed, 

and duration of therapy. The Excel spreadsheet format we developed enables easy and efficient data analysis while 

the other pages, emails and monthly NHSN reports provide timely supporting information.  We plan to discuss the 

data needs and methods for each application so others outside of IH could provide the same support for their ASPs. 
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Abstract:  
Each year, the CDC publishes immunization schedules for children/adolescents and adults.

 
In order to provide 

automatic vaccine evaluation and administration forecasting within an EHR at the point of care, the immunization 

schedules for all CDC recommended vaccines need to be interpreted and engineered into executable rules. Rule 

authors need to identify all patient data elements required to support these rules and determine scenarios under 

which patients may or may not qualify for vaccine administrations.  
 

Purpose: 
Our aim is to interpret the CDC immunization guidelines [1] and create executable rules to represent the suggested 
vaccination schedule and the catch up schedule. We have been applying a systematic knowledge engineering 

process for decision support rules developed at Partners Healthcare. The process includes: (1) Extraction and 

modeling of the patient data elements referenced in the CDC guidelines, (2) Inventory of possible forecasting 

scenarios (e.g., indicated, not indicated), and (3) Translation of immunization schedules into production rules. This 

process allows rule authors to apply a consistent model for a large set of rules that are both highly complex and 

require frequent maintenance. 
 

Methodology: 
As depicted in Figure 1, our approach is to first identify the conditions under which a vaccine is not indicated. If 

none of the “not indicated” forecasting scenarios apply, then the vaccine is indicated. Determination on whether a 

patient is not indicated for a certain vaccine should be based on: (a) any contraindication to vaccine administration, 

(b) the allowed timeframe for vaccine administration, and (c) vaccine series completion. Contraindications for a 
given vaccine should be determined by available medical history, including current immunity to the disease, medical 

conditions defined as contraindications, or adverse reactions to previous administrations. The timeframe is 

established based on the minimum and maximum age ranges suggested in the guidelines. We also allow for the 

incorporation of “catch-up” vaccine regimens by implementing an absolute maximum age limit for appropriate 

vaccine series. Lastly, patients will not be indicated for a vaccine if they have already completed the vaccine series 

as suggested by CDC guidelines.  

 If the evaluation of patient data does not result in a vaccine administration being “not indicated”, then, by process 

of elimination, the patient falls under an indication scenario. The determination of which dose in the series a patient 

qualifies for is based on her current age, history of previous administrations, and any high-risk conditions to begin a 

vaccine series which would not be indicated otherwise. Some scenarios also need to be qualified with a precaution 

when specific conditions are present. Also, whenever the patient data evaluation falls outside of the published 

guidelines for “indicated” or “not indicated”, the scenario is considered indeterminate and providers are asked to use 
clinical judgment to determine future vaccine administrations. We applied this process and recently completed the 

authoring of all CDC immunization schedule rules. The rules are now being tested and validated. 
 

Figure 1 - Sequence in which each rule scenario is evaluated for the CDC immunization guidelines 
 

 
 

 

References: 
[1] Immunization Schedules. Centers for Disease Control and Prevention: http://www.cdc.gov/vaccines/schedules/index.html  
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ABSTRACT 
 Patients that are on many medications are often non-compliant due to the complexity of the medication 
regimen; consequently, a patient that is non-compliant can have poor medical outcomes. Providers are not always 
aware of the complexity of their patient’s prescriptions. Methods have been developed to calculate the complexity 
for a patient’s regimen but there are no widely available automated tools that will do this for a provider. Given that 
ontologies are known to provide well-principled, sharable, setting-independent and machine-interpretable 
declarative specification frameworks for modeling and reasoning on biomedical problems, we have explored their 
use in the context of reducing medication complexity. Previously we proposed an Ontology for modeling drug-
related knowledge and a repository for complexity scoring. Here we tested the Ontology with patient data from the 
University of California San Diego Epic database, and we built a decision aide that computes the complexity and 
recommends changes to reduce the complexity, if needed. 
 
INTRODUCTION 
 Anyone that interacts with patients knows the frustration of having a patient that is “non-compliant.”  It has 
been estimated that the rate of non-compliance, or non-adherence, is 30-50% [1]. There have been studies done to  
determine the causes of non-adherence and they are hard to identify, but some of the prominent causes include 
polypharmacy and complexity of regiments [1].  Polypharmacy, which is the intake of several medications, can 
range from as many as three medications to over ten, on a regularly scheduled basis.  Complexity can be measured 
by the number of medicines or tablets taken, the frequency of the medicines taken, any restrictions surrounding the 
intake of a medicine (like with an empty stomach or after a meal, with water only, etc.), the route of administration 
of the medicine, and the like. As a patient gets older, the number of medications tends to increase; the estimated 
compliance rate, in the elderly, ranges from 0% to 59%, depending on the study [1]. This is enough of an issue that 
the U.S. Department of Health and Human Services has developed an initiative to better care for those with multiple 
medical problems; one of the issues they often have to deal with is polypharmacy.[2] 
 Many providers are not always aware of the complexity of the medications taken by their patients; so, when 
they prescribe a new medication this is not taken into consideration. In one study, done at a Veterans Administration 
hospital, the residents were given a grid that contained the times of day for administration of the patients’ 
medications with one column for each day.  This pictorial representation of the complexity for the patients 
impressed the residents with the difficulty of some of the regimens.  The results of the study were that the patients’ 
who were treated by residents that were given a grid, had their number of medications decreased and the number of 
doses decreased; the other, control patients, had increases in both of these area.[3] 
 The purpose of this study is to build on our previous research on the development of a drug Ontology[4], 
further refining and testing the proposed Ontology. Here we report on our experience of building and testing an 
Ontology-based prototype tool that aims to achieve three goals. The first one is to map Epic prescription 
medications into the Ontology.  The second is to calculate the complexity of the prescriptions and recommend 
changes to the regiment that could decrease complexity. The third is to evaluate the cost of the current and proposed 
medication regiment and present this information to the provider. 
 In our previous AMIA paper[4] we proposed a Web Ontology Language (OWL) Ontology to model drug 
information, and patient’s drug prescriptions. We also reported on a set of Semantic Web Rule Language (SWRL) 
rules that we used to implement a method proposed by George et al [5] to compute the complexity of a 
polypharmacy treatment. The method consists of assigning weights to drug prescriptions based on dosage form and 
frequency (e.g. a daily dose having a weight of 1 while an every 4 hour dosing having a weight of 6.5), and 
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additional direction (e.g. breaking or crushing a tablet adds 1 to the complexity index.)  Previously we defined, in 
the developed OWL Ontology, hypothetical patient’s polypharmacy prescriptions, which we modeled in the Protégé 
tool to evaluate the proposed rules.  For this study we looked at the problem of mapping University of California 
San Diego (UCSD) Epic drug prescriptions into the proposed OWL Ontology. The complexity was computed using 
the already developed SWRL rules. 
 For the second aim we proposed new SWRL rules to reduce the complexity of drug prescriptions, while 
suggesting new and safe formulary prescriptions.  For example, if a patient is taking Lisinopril 10mg twice daily, the 
system would recommend that the patient be switched to Lisinopril 20mg once daily, since based on the formulary 
constraints for Lisinopril, this is an accepted dosing for this medication. Other ways that the system can reduce 
complexity is by combing drugs.  If a combination drug is available in the same dose forms, then the system 
recommends the change.  For example, if the patient is on Lisinopril 10mg daily and Hydrochlorothiazide 12.5mg 
daily, it can recommend the patient be switched to a combination pill that contains both of these medications. 
 The third aim was accomplished by reusing the SWRL rules proposed in our previous AMIA paper[4] to 
compute polypharmacy treatment costs.  The cost of the given prescriptions, as well as the new, recommended 
regimen are computed and presented to the provider.  This information is important if the patient is on a fixed 
income and has a limited income available to pay for their medications; especially if they have no insurance to cover 
the cost of their medications.  
 
BACKGROUND 
 Considering the difficulty in getting patients to comply with their prescribed medications, it is not an issue 
often discussed by providers. To the best of our knowledge there are no widely available, automated tools, to advise 
a prescriber on how to decrease the complexity of a patients prescribed medications. The process of medical 
decision-making that providers use to accomplish this task, can be thought of as a domain of knowledge with 
specified relations that can often be presented as a clinical algorithm[6] or a clinical pathway.[7] An Ontology is an 
explicit formal set of specifications of the terms in a domain and the relations among them[8]; or more simply, it is a 
way to “model a domain of knowledge.”[9] This makes an Ontology an ideal method to model the process used to 
help decrease the complexity of a patients prescribed medications.   The Protégé Ontology editing[10] tool was used 
to model the Ontology; it uses OWL to represent the Ontology.[11] It is the most widely used Ontology editor[12] 
that allows the sharing of ontologies amongst users.[11] SWRL was used as the specification language for our 
decision support rules since it is based on OWL and includes high-level abstract syntax for Horn-like rules (given an 
antecedent is true then the consequent must be true)[4, 13]. The implementation was built as a Java program that 
accesses the OWL Ontology through queries expressed in SWRL. 
 Within the studies that focused on safe and effective polypharmacy prescription, we can mention Elliot’s 
work where pharmacists manually evaluated patients’ prescriptions prior to discharging them from the hospital to 
determine if the complexity could be decreased.  The pharmacists were tasked to present this information to the 
patient and the provider prior to discharge.  Of the 221 patients in the study, only 84.4% had their medication 
regimen reviewed and only 31% of those patients had the changes implemented.  The main reason cited for not 
reviewing or not implementing changes was “lack of time.”[14] 
 Similar to Elliott, et.al[14], in Muir, et.al.[3] pharmacists evaluated the medication regimen for inpatients, 
at the time of admission, based on the resident’s computerized admission note.  The regimen was then presented in a 
grid format to the admitting resident the morning after admission.  The grid contained the times of day for 
administration and the columns listed the days of administration.  The residents were not given any instruction or 
training on medication complexity reduction.  The study evaluated the differences in the number of medications and 
number of doses between admission and discharge from the hospital, between the intervention and control group.  
The intervention group, which was made up of 568 patients, had the number of medications decreased by almost one 
and the number of doses decreased by almost 2.5 per patient. While the control group, made up of 661 patients, had 
medications increased by over 1.5 per patient and the doses increased by over 3.5 per patient.[3] There was no 
computerized intervention in this study. 
 In Calabrese, et.al.[15] pharmacists reviewed the prescribing of fifteen different medications administered 
by the study pharmacy; the goal was to change prescriptions for medications that were prescribed more than once 
daily, to once daily, if medically applicable.  If a patient had a prescription that was flagged by the pharmacies 
intervention application software, as a medication that could have the frequency reduced, then a clinical pharmacist 
generated three items: an authorization form for the provider to review, a pre-printed prescription for the suggested 
alternative dosage regimen, and a personalized letter from the clinician to the patient explaining the change in the 
dose regimen.  This paperwork was presented to the provider for approval or denial; once completed, the paperwork 
was returned to the pharmacy for processing and tracking.  Of the interventions sent to providers (927), 49% were 
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approved, but 32% were not returned to the pharmacy during the study period.[15] No reason was given for 
providers not returning the paperwork, but lack of time was inferred as a main reason. The changes that were 
approved and implemented saved $390,662 annually or $1.67 per member per year for the health system evaluated 
since often the different doses of a medication have the same price.[15] 
 The reported studies [3] [14] [15] involved human evaluation and recommendations.  This can be very 
costly since the prescriptions have to be evaluated by a trained individual, initially.  Then the changes have to be 
approved by the provider, and finally implemented by a pharmacist.  Here we explore the use of a decision support 
system (DSS) that could suggest changes to the polypharmacy prescriptions to reduce cost and overall treatment’s 
complexity. Studies have shown that if a provider is aware of the complexity they will try to decrease it, even if they 
are not provided recommended changes.[3] The proposed decision aide is an enhancement of a previously proposed 
DSS[4] which calculated the complexity and cost of a patient’s prescriptions but did not recommend changes.  To 
add this capability, we built on the previous approach reusing: a) the existing Ontology framework which already 
supported the modeling of drugs’ cost, formulary constraints, and patient’s polypharmacy prescription, and b) the 
SWRL rules that computed cost and complexity and checked satisfaction of formulary constraints.  
 
METHODS 
This research study was focused on achieving three aims: 
Aim 1: Mapping the Epic prescriptions into the OWL Ontology. 
 From the Epic patient data we were provided we selected twenty patients.  The general guideline used was 
that the patient had to be on at least three medications and no more than one medication that was used for another 
medical pathology other than hypertension (HTN) or hypercholesterolemia (HLP). The data provided from Epic 
included old and new prescriptions. (See Table 1 for example.) If there was more than one prescription written for a 
medication, the newest prescription was chosen. There were some medications listed as null in the dose and unit 
categories; it was assumed that these were voided or expired prescriptions.  Also, if there was one prescription that 
was more than a year older than the other prescriptions in the group for that particular patient, it was considered 
expired and no longer active since the common practice in pharmacies is to not refill prescriptions more than a year 
old.   
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 1: Class diagram depicting the main classes and relationship in the proposed Drug Ontology. 
 
 Starting with the OWL Ontology from our previous project, we looked at the problem of how to map Epic 
prescriptions into the Ontology (Fig 1). The OWL concept that was used to enter the patient’s prescriptions was 
“Drug Prescription.”  In this section the medications that each patient was prescribed were entered individually.  The 
information entered included the date of the prescription (contact_date  hasDate), the drug component (name, 
rx_dose, rx_unit  forDrugComponent), the minimum and maximum drug units (rx_frequency  
minimumDrugUnits, maximumDrugUnits), and the intake directions (rx_frequency  hasTimeRestrictions, 
takeAsDirected, hasFoodRestriction, IncreasingDose, withSpecificFluids). They were linked to the patient via the 
unique patient identifier (hasEHRId) given in the Epic data. While mapping Epic data into the Ontology was a 
manual process, this process could be automatic. To automatically map the name of the medication, as in the “name” 
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field in Epic, will require the use of simple natural language processing rules to separate it from the dosage and 
dosage form.  For instance if the Epic drug name is METOPROLOL TARTRATE 25 MG OR TABS, then the 
drug name of Metoprolol Tartrate should be separated from the dosage 25 mg and the dosage form oral Tablets. It 
will be slightly more difficult to map the combination drug names since the mapping needs to be able to distinguish 
between each separate medication name and the dosages for each component. Fig. 2 exemplifies how we mapped 
the prescription LISINOPRIL-HYDROCHLOROTHIAZIDE 20-12.5 MG OR TABS from patient #10 in the 
Protégé specification of our drug Ontology.  The patient identifier (04727939) was used to populate the “hasEHRId” 
field.  The date of the prescription (7/11/2011) was used to populate the “hasDate” field.  In the 
“forDrugComponent” field the entry was selected from a list of instances from class “DrugComponent.”  The 
specification of the instance CostLisinopril20mgHydrochlorothiazide12.5mg from “DrugComponent” indicates the 
cost source, cost per unit, dosage form, if it is an extended release (1= extended release, 0= not extended release) 
and drug ingredients (in this case Lisinopril 20 mg and Hydrochlorothiazide 12.5mg) as instances of class 
“Ingredients”. The number of tablets taken for each dose is entered into the “minimumDrugUnits” and 
“maximumDrugUnits” fields. In this case 1 tablet is the minimum and maximum drug unit. The frequency is entered 
into the “withMinimumFrequency” and “withMaximumFrequency” fields; in this case the maximum and minimum 
frequency is once daily.  This prescription has no additional intake directions, as indicated by the fields 
“hasTimeRestrictions”, “takeAsDirected”, “hasFoodRestrictions”, “increasingDose”, and “withSpecificFluids” 
 
contact
_date 

name rx_dose rx_unit rx_frequency 

9/3/08 ATORVASTATIN CALCIUM 10 MG OR TABS NULL NULL 1 TABLET DAILY 
12/2/09 ATORVASTATIN CALCIUM 10 MG OR TABS 10 mg Take 1 Tab by mouth daily. 

7/11/11 
ATORVASTATIN CALCIUM 10 MG OR 
TABS 10 mg 

Take 1 tablet by mouth 
daily. 

12/2/09 FUROSEMIDE 20 MG OR TABS 20 mg Take 1 Tab by mouth daily. 

6/15/11 FUROSEMIDE 20 MG OR TABS 20 mg 
Take 1 tablet by mouth 2 
times daily. 

6/20/11 FUROSEMIDE 20 MG OR TABS 20 mg 
Take 1 tablet by mouth 2 
times daily. 

7/11/11 FUROSEMIDE 20 MG OR TABS 20 mg 
Take 1 tablet by mouth 2 
times daily. 

9/3/08 HYDROCHLOROTHIAZIDE 25 MG OR TABS NULL NULL 1 TABLET DAILY 

6/20/11 HYDROCHLOROTHIAZIDE 25 MG OR TABS 25 mg 
Take 1 tablet by mouth 
daily. 

7/11/11 
HYDROCHLOROTHIAZIDE 25 MG OR 
TABS 25 mg 

Take 1 tablet by mouth 
daily. 

9/3/08 
LISINOPRIL-HYDROCHLOROTHIAZIDE 20-
12.5 MG OR TABS NULL NULL 1 TABLET DAILY 

6/20/11 
LISINOPRIL-HYDROCHLOROTHIAZIDE 20-
12.5 MG OR TABS 1 tablet 

Take 1 tablet by mouth 
daily. 

7/11/11 
LISINOPRIL-HYDROCHLOROTHIAZIDE 
20-12.5 MG OR TABS 1 tablet 

Take 1 tablet by mouth 
daily. 

12/2/09 METOPROLOL TARTRATE 25 MG OR TABS 25 mg 
Take 1 Tab by mouth 3 
times daily. 

6/15/11 METOPROLOL TARTRATE 25 MG OR TABS 25 mg 
Take 1 tablet by mouth 
every 6 hours. 

7/11/11 
METOPROLOL TARTRATE 25 MG OR 
TABS 25 mg 

Take 1 tablet by mouth 
every 6 hours. 

9/3/08 METOPROLOL TARTRATE 50 MG OR TABS NULL NULL 1 TID 

6/15/11 VERAPAMIL HCL 180 MG OR TB24 90 mg 
Take 1 Tab by mouth 3 
times daily. 

9/3/08 VERAPAMIL HCL 180 MG OR TBCR NULL NULL 1 tablet every 12 hours 

6/20/11 VERAPAMIL HCL 180 MG OR TBCR 90 mg 

Take 90 mg by mouth 2 
times daily. Or as directed 
by cardiologist. 
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Table 1: The prescription data provided by Epic for patient #10.  The prescriptions in bold are the ones picked to 
model into the Ontology. 
 

 
 
Figure 2: Snapshot of Protégé illustrating the drug Ontology.  On the left the class hierarchy is depicted and on the 
right an instance of how the patients prescription is entered. The entry shown is for patient #10 and it is a 
combination tablet containing Lisinopril and Hydrochlorothiazide that is taken once daily. The DrugComponent 
concept is shown as an inset. 
 
Aim 2: Reducing the complexity of drug prescriptions, while suggesting new and safe formulary 
prescriptions. 
 The rules we implemented as SWRL specifications come from several different articles on reducing 
complexity to help increase adherence and reduce cost .  The implemented rules were: 

• Medications that can be taken once a day are preferred, as long as the increased cost of once-daily 
formulation does not pose a barrier to adherence.[14-16] 

• Decrease the number of dose units (e.g. tablets) if a larger dose is available.[14] 
• Combine to individual medications into a combination product, if available.[14, 17]  

Based on George et. al.[5] each prescription dosage form (i.e. tablet, liquid, topical cream), dosing frequency (i.e. 
once daily, every 4 hours, on alternate days), and additional directions (i.e. multiple units at one time, relationship to 
food, taken with a specific fluid) is assigned a weight.  Some dosage form weighting examples include: an oral tablet 
= 1; a liquid = 2; a powder/granules = 2.  Examples of dosage frequency weighting: once daily = 1; once daily as 
needed = 0.5; every 6 hours = 4, twice daily= 2.  Additional direction weighting includes items such as breaking or 
crushing tablet = 1; multiple units at one time = 1; take with food = 1. Taking items from Table 2, for patient #10, 
the weight for Atorvastatin would be: tablet (=1) + once daily (=1) = 2.  A higher weight would go to Metoprolol 
Tartarate: tablet (=1) + every 6 hours (=4) + with food (=1)= 6.   
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Drug Dosage 

form  
Dosage  
concentration 

Drug 
units 

Frequency Additional 
directions 

Complexity Cost 

Atorvastatin Calcium Tablet 10 mg 1 Once daily None 1+0+1+0=2	   114.9 
Furosemide Tablet 20 mg 1 Twice daily None 1+0+2+0=3	   8.40 
Hydrochlorothiazide Tablet 25 mg 1 Once daily None 1+0+1+0=2	   3.9 
Lisinopril 
Hydrochlorothiazide 

Tablet 20 mg  
12.5mg 

1 Once daily None 1+0+1+0=2	   21.90 

Metoprolol Tartrate Tablet 25 mg 1 Every 6 
hours 

With food 1+0+4+1=6	   51.60 

Verapamil HCL Tablet 90 mg 0.5 Twice daily None 1+1+2+0=4	   5.70 
Table 2: As an example, patient #10 is on the above medications, with a complexity score and cost for each 
medication. Complexity= dosage form+ drug units+ frequency+ additional directions. Total complexity is 19; total 
monthly cost $206.40 
  
To implement polypharmacy complexity, first, we defined the following SWRL rule to obtain, for each prescribed 
drug (denoted as drugClass) concentration (?concentration), the frequency of intake (?freq), prescribed units 
(?units), measurement unit (?measurement), food restrictions (?food) and dosage form (?form): 
 
DrugPrescription(?presc) ^ hasEHRId(?presc, patient) ^  
forDrugComponent(?presc, ?drugcomponent) ^ withIngredients(?drugcomponent, ?ingr) ^  
withDrug(?ingr,?d) ^ "+ drugClass+"(?d)  ^ dosageConcentration(?ingr, ?concentration) ^ 
withMinimumFrequency(?presc, ?freq) ^  withMaximumFrequency(?presc, ?freq) ^ 
minimumDrugUnits(?presc, ?units) ^ maximumDrugUnits(?presc, ?units) ^ 
dosageMeasurementUnit(?ingr, ?measurement) ^ hasFoodRestriction(?presc, ?food) ^ 
inDosageForm(?dc, ?form)   ->  sqwrl:select(?concentration, ?freq, ?units, ?measurement, ?food, ?form) 
 
Second, we defined algorithms for the following: 
 

1. Reduce medications frequency [14-16]. We implemented the algorithm as a set of simple if-then-
else rules. For instance if the intake of a drug is twice daily we tried to reduce it to once daily. Also, if the 
frequency is every 6 hours we tried to reduce it to twice daily, and so on.  Then, to suggest the new 
prescription drug concentration and units we proposed a new concentration that doubled the old 
concentration. The suggested new drug unit was always 1. Thus, for the example of Lisinopril 10mg 1 unit 
twice daily the proposed new prescription was Lisinopril 20 mg 1 unit with frequency once daily, because 
20 mg is the double of 10 mg.  
 
2. Decrease number of dose units[14]. The precondition for decreasing dose units is that the drug 
prescription has more than 1 unit. In that case, the suggested new drug prescription has as a new 
concentration that is the product of the old concentration and the old units.  The proposed new drug unit is 
always 1. For instance, if the prescription was Lisinopril 10mg, 2 tablets once daily, it could be replaced by 
a new concentration 20mg= 10mg x 2.  This algorithm was also implemented as a set of if-then-rules. 

 
Third, we defined SWRL rules for suggesting drug combinations. If a patient is on two medications that are 
available in a tablet with both medications – a combination product – then the patient should be switched [14, 17].  
For example if the patient is on Lisinopril 20mg once daily and Hydrochlorothiazide 12.5mg once daily, then they 
can be switched to a combination tablet with the same doses of each medication.  
 
By enacting the SWRL rule listed below twice, we can select two drug prescriptions from the set of the patient’s 
drug prescriptions. The selected prescriptions should not correspond to a combined drug (more than one ingredient). 
For each of the selected prescriptions the SWRL rule returns the prescribed drug (?drug1 and ?drug2), prescribed 
units (?unit1 and ?unit2), concentration (?concentration1 and ?concentration2), measurement unit (?measurement1 
and ?measurement2), and frequency of intake (?freq1 and ?freq2).  The precondition for enacting this SWRL rules 
is that both drugs were prescribed with the same frequency. For instance, Amlodipine 5mg once daily and 
Atorvastatin 40mg once daily have the same frequency. 
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DrugPrescription(?presc) ^ hasEHRId(?presc, patient) ^ forDrugComponent(?presc, ?drugcomp) ^ 
dosageConcentration(?d, ?concentration) ^ withMinimumFrequency(?presc, ?freq) ^ 
withIngredients(?drugcomp,?ingr) ^ sqwrl:makeSet(?set, ?d) ^ sqwrl:size(?n, ?set) ^ swrlb:equal(?n, 1) ^  
 withDrug(?ingr,?drug1) ^ "+drugClass+ "(?drug) ^ withMaximumFrequency(?presc, ?freq) ^ 
minimumDrugUnits(?presc, ?units) ^ maximumDrugUnits(?presc, ?units) ^  
dosageMeasurementUnit(?d1, ?measurement) ^  inDosageForm(?drugccomp, ?form) ->  
sqwrl:selectDistinct( ?drug,  ?units,  ?concentration, ?measurement, ?freq) 
 
By applying the SWRL rule listed below we can obtain, from the set of available drug components, a combined drug 
(?drugcomponent) that contains as ingredients both drugs (?drug1 and ?drug2) in the required concentrations (for 
?drug1 the concentration should be the product of ?unit1 and ?concentration1, and for ingredient ?drug2 the 
concentration should be the product of ?unit2 and ?concentration2). For instance, if our input is ?drug1=Lisinopril, 
?drug2= Hydrochlorothiazide, ?unit1=mg, ?unit2=mg, ?concentration1=20, ?concentration2=12.5 we can retrieve 
from the set of drug combinations the drug component listed in row 4 of Table 3. 
 
DrugComponent(?drugcomponent) ^ withIngredients(?dcomponent, ?ingr3) ^ withDrug(?ingr3,drug1) ^ 
withIngredients(?dcomponent, ?ingr4) ^ sqwrl:makeSet(?set, ?ingr3) ^ sqwrl:size(?n, ?set) ^  
swrlb:greaterThan(?n, 1) ^ dosageConcentration(?ingr3, ?concentration3) ^ dosageConcentration(?ingr4, 
?concentration4)  ^ withDrug(?ingr4,drug2) ^ swrlb:multiply(?result1, units1, concentration1) ^  
swrlb:multiply(?result2, units2, concentration2) ^ swrlb:equal(?result1, ?concentration3) ^ 
swrlb:equal(?result2, ?concentration4) ^ swrlb:add(?totalconcentration, ?result1, ?result2)  ->  
sqwrl:selectDistinct(?dcomponent, ?totalconcentration) 
 
Finally, we reused the rules proposed in the previous AMIA paper[4] for: 1) suggesting the drug prescription’s 
intake directions (for instance take the drug before bedtime, or take with food); and 2) checking that the prescription 
does not violate drug formulary constraints related to prescription units, dosage concentration, frequency and intake 
directions (for example Lisinopril’s formulary constraint is that the recommended minimum daily dosage is 10mg, 
and the recommended maximum dosage is 40mg).   
 
In the case of patient #10, once the rules are applied to the polypharmacy prescription from Table 2 a new 
polypharmacy prescription, depicted in Table 3, is suggested to the clinician. The new treatment has a new 
complexity of 15. Therefore, compared with the original polypharmacy treatment prescribed to patient #10 there is a 
reduction in complexity of 4 units.  
 
 

Drug Dosage 
form  

Dosage  
concentration 

Drug 
units 

Frequency Additional 
directions 

Complexity Cost 

Atorvastatin Calcium Tablet 10 mg 1 Once daily None 1+0+1+0=2	   114.9 
Furosemide Tablet 40 mg 1 Once daily None 1+0+1+0=2	   4.20 
Hydrochlorothiazide Tablet 25 mg 1 Once daily None 1+0+1+0=2	   3.90 
Lisinopril 
Hydrochlorothiazide 

Tablet 20 mg  
12.5mg 

1 Once daily None 1+0+1+0=2	   21.90 

Metoprolol Tartrate Tablet 50 mg 1 Twice daily With food 1+0+2+1=4	   13.80 
Verapamil HCL Tablet 90 mg 1 Once daily None 1+1+1+0=3	   5.70 

Table 3: New polypharmacy, as suggested by our DSS. New complexity is 15; new cost is $164.40. 
 
 
Aim 3:  Evaluating the cost of the current and proposed medication regiment and present this information to 
the provider. 
 The SWRL rules proposed in the previous AMIA paper[4] were used to compute the polypharmacy 
treatment costs.  The cost information was obtained from Epocrates, a free access tool with wide spread use as a 
mobile drug reference among US physicians. (www.epocrates.com/who) If we use, as an example, row 5 from 
Table 3, the monthly cost of the drug Metoprolol Tartrate, with a concentration of 50mg per tablet is $13.80. The 
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cost is based on considering the intake of 60 pills (1 pill twice daily) per month, where the cost of each pill is $0.23.  
So the cost of the simplified polypharmacy treatment for patient #10 is $164.40. Therefore the simplified 
polypharmacy treatment suggested by the DSS would help to save $42 dollars per month on the treatment of patient 
#10. 
In our DSS the cost information is presented to the provider, for both the current prescriptions and the proposed or 
alternate prescriptions.  Often the cost of a tablet is about the same, regardless of the dose.[15]  If cost is an issue 
then this will play a part in the decision process of the provider, especially if it helps to decrease the complexity for 
the patient, as well.  The SWRL rules can also propose combination drugs that help decrease the complexity, but 
they are often more expensive, since many are still not available as generics.  If cost is not an issue, then the change 
to a combination drug may help increase compliance thus decreasing the risk of cardiovascular disease and 
stroke.[18]  
 
RESULTS 
Aim 1: Mapping the Epic prescriptions into the OWL Ontology. 
 The George et. al. approach [5] for computing polypharmacy complexity was evaluated with 134 
medication regimens. In our first AMIA paper[4] we further tested the method using  theoretical prototypical patient 
cases. In this paper we wanted to explore the possiblity of automatically computing the complexity of polypharmacy 
treatments defined in the Epic system. For this project we looked at how to map the Epic medications of 20 patients, 
for a total of 84 prescriptions, into the proposed drug Ontology to compute their complexity.  As we explained in 
Aim 1 of the Method Section we discovered simple rules that could be used to automatically map the data from Epic 
into the drug Ontology that supports the polypharmacy complexity computing method.   
 An issue that arose was for a patient that was prescribed Terazosin 2mg, 2 tablets in the morning and 3 at 
bedtime.  Given the constraints of how the data was entered into the Ontology, it had to be entered as two different 
prescriptions; Terazosin 2mg, 2 tablets in the morning and Terazosin 2mg, 3 tablets at bedtime.  This is not that 
common when prescribing medications taken on a regular basis but it is an issue that increases complexity.   
 
Aim 2: Reducing the complexity of drug prescriptions, while suggesting new and safe formulary 
prescriptions. 
 Initially when the DSS was run, there were only a few recommended changes; a few patients were on 
medications that were taken more than once daily that could be taken on a daily basis.  But, many were already on 
combination drugs since Epic suggests combination drugs to the providers when they enter prescriptions for their 
patients. To evaluate the SWRL rule that suggest drug combinations, a few of the previously entered prescriptions 
for the patients on combination drugs were changed to two individual drugs and when the DSS was run it 
recommended that the patient be switched to the combination drug, as expected. 
 When the combination drugs were being entered into the Ontology it was noticed that the combination 
drugs do not always cover all the possible combinations when using individual medications.  For example, 
Amlodipine is available in three doses – 2.5mg, 5mg, and 10mg.  Benazepril is available in four doses – 5mg, 10mg, 
20mg, and 40mg. It would then be expected that there would be 12 different combinations if all combinations were 
available but there are only six combinations available. This was not an issue with the 20 patient profiles that were 
used.  For some of the combination drugs, the prescribing information from the manufacturer gives directions on 
how to switch a patient to the combination drugs; this information would have to be modeled in the Ontology and 
SWRL rules developed to implement this process. 
 
Aim 3: Evaluating the cost of the current and proposed medication regiment and present this information to 
the provider. 
 This aim was accomplished using the data that was already in the Ontology, from our previous work.  The 
existing rules were used to compute the cost.  The cost was calculated for the patients existing prescription, and for 
the proposed prescriptions, if changes were proposed.  The issue encountered was that prices were not available for 
all medications within the chosen data source. If the data is available from the pharmacy database this could be 
automatically mapped into the Ontology. 
 
DISCUSSION 
 Our DSS, as proposed here, is an important tool in attempting to decrease the number of medications taken 
by patients [14] which ultimately can lead to a decrease in the cost of medical care.[15] Of the four articles that 
recommended rules to decrease the complexity of a patients’ polypharmacy, there were a total of seven rules.[14-17] 
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We were able to implement three of these rules.  The rules that were not implemented, but we would like to 
implement in the future, include: 

• If the patient is taking other medications, consider recommending that all be taken at the same time of 
day.[14, 16] 

• Change the dose form, such as from Verapamil three times daily to once daily extended-release 
Verapamil.[14] 

• Change strength to help decrease complexity, such as Aspirin 300mg half a tablet daily to Aspirin 100mg 
daily,[14] as long as clinical guidelines are still followed. 

• Medication with special requirements, such as bedtime dosing, avoiding meals, should be used only if 
alternatives are unavailable or atypical circumstances exist.  For example, Simvastatin is recommended to 
be dosed at bedtime while Atorvastatin can be taken at any time of day.[16] 

 
 In addition to implementing the above rules, another area for future work would be to automatically map 
the Epic prescriptions into the proposed Ontology following the methodology proposed in the Methods section. 
Furthermore, we could look at the problem of automatically populating drug cost and formulary constraints and 
alerts from a database such as Epocrates, or from the pharmacy cost and alert database, which many automated 
prescription systems already have. 
 We would also like to combine our previous DSS[4], which used clinical practice guidelines, to evaluate a 
patient’s care and make prescription recommendations, if the current prescriptions do not follow the guidelines.  
This could be further implemented by evaluating recent labs and vital signs, to ensure appropriate control of the 
medical diagnosis assigned to the patient, and if they are not well controlled, then making recommendations that 
minimize cost and/or complexity, and will attempt to bring the patient’s medical problems under control. 
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Abstract 

We evaluated the use of Reflective Random Indexing (RRI) to generate a medication-problem pairing knowledge 

base. An expert-reviewed list of medication-problem pairs was used as the gold standard. Three different corpora of 

free text, including Medline abstracts, UpToDate, and clinical notes, were chosen, and RRI was used for 

constructing the semantic space. Medline abstracts provided better results than the other two corpora. 

Introduction 

Clinical problems in patient medical records have considerable importance in the diagnostic reasoning process, often 

serve as an indicator of patient’s condition, are referenced in communications and consultations, and evidence 

indicates that failure to properly present these relationships to the clinician can result in suboptimal decision making 

and reduce quality of care. Maintenance of knowledge bases that contain such relationships is often an 

overwhelming task, so the development of automated alternatives is desirable. Distributional semantics (DS) 

methods, which draw on the distribution of terms across different documents in a corpus of free text, have been 

shown to derive meaningful associations between biomedical terms and concepts. RRI is a DS technique which has 

been shown to be particularity useful in identifying relationships between terms that do not directly co-occur in any 

document, a capability known as indirect inference, which is critical to literature based discovery. Although some 

other, more established DS methods like Latent Semantic Analysis (LSA) are also very powerful for indirect 

inference, they are computationally expensive and scale poorly with very large corpora. In this study we evaluate the 

utility of associations derived from several text corpora using RRI.  

Methods 

We developed a gold standard using an expert-reviewed set of medication-problems pairs during prior research. 

Two medically trained investigators reviewed the accuracy of 6,493 medication-problem pairs linked during e-

prescribing by 60 randomly selected clinicians. The reviewers manually annotated the pairs to indicate whether the 

problem in each pair was or was not related to the medication. We then adapted MetaMap to extract the main term 

for each medication and problem. Three corpora, UpToDate medical knowledge base (UD), Medline abstracts (ML), 

and clinical notes (CN) from an electronic medical record system were used, containing 280,000, 27,000,000, and 

3,000,000 terms respectively, and RRI was used to extract the problems that were related to each medication. We 

measured sensitivity and specificity at different thresholds. The threshold was based on the standard deviation for 

the distribution of problems that were retrieved for each medication. 

Results 

To evaluate RRI, we generated receiver operating curves (ROCs) 

(Figure 1), and calculated the area under curve to be 0.71 for ML, 

0.65 for UD, and 0.6 for CN.    

Conclusion 

Medline abstracts provided better results than the other corpora for 

the task of medication-problem pairing. The performance of 

distributional models for specific tasks is dependent upon the 

corpora used to train them. Future work is necessary to determine 

the effect of size and type of corpus on the performance of the model 

for this particular task, and to determine how RRI would compare 

against more established DS methods like LSA.  
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Figure 1. ROC curves for the corpora with 
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Projected Impact of the ICD-10 Conversion on Longitudinal Data 

Susan H. Fenton, PhD, RHIA, FAHIMA (Assistant Professor, Texas State University, San Marcos, TX); Mary Sue Benigni, RHIT 
(Director, Coding and CDI, University of Wisconsin Hospitals, Madison, WI) 
 
Introduction – The transition to ICD-10-CM/PCS will result in longitudinal data discontinuities.  While the ICD-10-CM/PCS 
General Equivalence Maps (GEMs) are useful for suggesting potential equivalent ICD-10-CM or ICD-10-PCS codes for ICD-9-CM 
codes, the GEMS to do provide comparability factors, sometimes also called comparability ratios.   A comparability factor of 1 would 
indicate that the same number of cases were coded to a given disease or condition in ICD-10-CM as in ICD-9-CM.  A comparability 
factor less than 1 would indicate that fewer cases were coded for a given disease of condition in ICD-19-CM than in ICD-9-CM; while 
a factor greater than 1 would suggest that more cases will be identified in ICD-10-CM than in ICD-9-CM.  Understanding the impact 
of the classification system change upon longitudinal data will be important for researchers and managers for a multiplicity of reasons, 
including disease management, population health management, value-based purchasing contract negotiations, among others. 
 
Methods – The hospital selected an entire month of records, 2,191 discharges from July 2011, and recoded them in ICD-10-CM/PCS. 
July 2011 was determined to be representative of a typical payer and patient mix. Four experienced ICD-9-CM coders who were 
trained in ICD-10-CM/PCS were selected to perform the coding. Encoding software which suggested the appropriate codes was also 
used.  IRB approval was sought and obtained from both the University of Wisconsin and Texas State University.  Once the dually 
coded dataset was created it was de-identified.  Frequencies were run for ICD-9-CM and ICD-10-CM.  Codes which appeared more 
than 80 times in ICD-10-CM were selected for comparison with ICD-9-CM. 
 
Findings – The table below includes the results where the factors for ICD-10-CM compared to ICD-9-CM were significantly lower or 
higher than 1. 

ICD-10-CM Code Description Comparability Factor 
(#ICD10/#ICD9) 

F17.200 Nicotine dependence, unspecified, uncomplicated 0.2670 
I50.9 Heart failure, unspecified 0.4942 
F17.210 Nicotine dependence, cigarettes, uncomplicated 0.6392 
I48.91 Atrial fibrillation, unspecified 0.6608 
Z88.2 Allergy status to sulfonamides 0.8889 
J45.909 Asthma, unspecified, uncomplicated 0.9281 
I25.10 Atherosclerotic heart disease of native coronary artery without 

angina pectoris 
0.9397 

Z88.0 Allergy status to penicillin 0.9672 
Z92.21 Personal history of antineoplastic chemotherapy 0.9688 
R33.9 Retention of urine, unspecified 1.0588 
Z86.73 Personal history of TIA and cerebral infarction without residual 

deficits 
1.0723 

Z79.01 Long-term (current) use of anticoagulants 1.1098 
F32.9 Major depressive disorder, single episode, unspecified 1.1117 
Z95.5 Presence of coronary angioplasty implant and graft 1.1222 
J44.9 Chronic obstructive airway disease, NOS 1.1881 

 
Discussion – These findings indicate that the GEMS and encoder assistive tools will help with the ICD-10-CM coding; however, they 
will not ensure data continuity between ICD-9-CM and ICD-10-CM.  The ICD-10-CM codes of F17.200 and F17.210 have 
comparability factors of 0.2670 and 0.6392 respectively.  This represents only 91% of the codes assigned to 305.1, Tobacco Use 
Disorder.  The unspecified nicotine dependence noted in ICD-10-CM should concern organizations attempting to track their efforts 
relating to smoking cessation. Heart failure, unspecified, I50.9 and a comparability factor of .4942 reflects the lack of a code for 
congestive heart failure, unspecified as is found in ICD-9-CM. The comparability factor of .6608 for atrial fibrillation is most likely 
due to the presence of four type of atrial fibrillation in ICD-10-CM. Moving to the findings of comparability factors greater than 1, 
ICD-9-CM was discovered to include depressive features with anxiety and other conditions, while ICD-10-CM had only one major 
code, F32.9, for a depressive disorder resulting in a comparability factor of 1.1117.  Chronic obstructive airway disease had a 
comparability factor of 1.1881 due to the inclusion of asthma with chronic obstructive pulmonary disease, chronic asthmatic 
obstructive bronchitis, chronic bronchitis with airways obstruction among other variants – most of which are not included in the ICD-
9-CM code of 496, Chronic airway obstruction, Not Elsewhere Classified.  These findings related to comparability factors between 
ICD-9-CM and ICD-10-CM coding will impact the continuity of longitudinal data, possibly including quality measures, population 
health management, disease management, and financial negotiations.   
 
Conclusion – This limited study has revealed significant differences in comparability between ICD-9-CM and ICD-10-CM code 
assignment.  All stakeholders relying on longitudinal data should investigate the impact of the conversion upon their data.  Without 
understanding magnitude of the difference that is attributable to the change in classification systems those using the data may reach 
erroneous conclusions or make questionable decisions. 
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Preparing for ICD-10-CM/PCS Implementation: Impact on Productivity and Quality 
Susan H. Fenton, PhD, RHIA, FAHIMA (Assistant Professor, Texas State University); Mary H. Stanfill, MBI, RHIA, CCS, CCS-P, FAHIMA (VP, 
HIM Solutions, UASI); Kathleen Beal, MPA, CPHQ, RHIA (Director of Quality Management, University of Cincinnati Health) 
 
Introduction - Productivity loss due to the transition to ICD-10-CM/PCS is expected to reflect a bell curve, with the peak productivity loss 
surrounding the go-live date of October 1, 2014. When coders first begin actively coding charts in ICD-10-CM/PCS, around October 1, 2014, their 
production, i.e. throughput of charges on individual encounters, will be slowed down significantly. This is expected to gradually improve as 
proficiency with ICD-10-CM/PCS improves, eventually leveling out to some “new normal” productivity standard.  The study objectives were to:  1) 
determine the variance in coder productivity using ICD-9-CM vs. the ICD-10-CM/PCS; 2) calculate the potential initial productivity loss due to the 
transition to ICD-10-CM/PCS; and 3) evaluate the relationship between ICD-10-CM/PCS coding productivity and quality. 
 
Methods - The study was designed to effectively simulate coding practice and reliably measure time to fully code an inpatient health record. The 
decision was made to have study participants code distinct, but similar cases, in only one code set and compare the two. It was determined to be 
essential to factor in the portion of time related to reading the health record to identify diagnoses and procedures that warrant coding and reporting. If 
an inpatient case is coded in both ICD-9-CM and ICD-10-CM/PCS, it’s likely the time to become familiar with the case would only be reflected in 
whichever code set is used first. Creating two groups of similar inpatient cases and coding one group with ICD-9-CM and the other with ICD-10-
CM/PCS ensured that the necessary record analysis time did not skew coder productivity results. In order to measure both of the new code sets, the 
study was focused on inpatient acute care cases where both ICD-10-CM and ICD-10-PCS will be reported once the transition occurs. The two groups 
of records coded in the study were carefully selected by University of Cincinnati Health (UC). IRB approval was sought with this study designated as 
exempt. The type and complexity of cases was focused on the most frequent MS-DRGs, starting from a list of the top 25 MS-DRGs reported in 
recent months. Two groups of sample cases were created consisting of 27 equivalent inpatient cases in each group. Equivalence was accomplished by 
identifying a case to include in each group, for each MS-DRG, with the same length of stay and similar severity of illness in terms of the number of 
conditions to code and report. 

All of the study participants were ICD-9-CM coding experts with many years of experience in coding inpatient health records. The basic 
group consisted of three people who had received only basic orientation to coding with ICD-10-CM/PCS, which amounted to approximately 12 hours 
of training. The advanced group consisted of three people who were all AHIMA-approved ICD-10 Trainers, which amounts to approximately 50 
hours of training. Study participants coded the 27 records in group A with ICD-9-CM and the 27 records in group B with ICD-10-CM/PCS using the 
same encoder tool. The inpatient cases in each record set were coded no more than once by a study participant. However, each inpatient case was 
coded multiple times. The time (in total minutes) to code a case, all codes assigned, and narrative notes on any issues related to clinical 
documentation or code specificity were recorded for each case. Study participants were not limited to a certain number of diagnoses or procedures to 
capture per inpatient case, but rather were directed to code all reportable conditions and procedures consistent with UHDDS reporting guidelines. A 
standardized Excel data collection tool was designed to capture this information from each study participant. The time required to record information 
in the Excel file was excluded from the coding time. 
 Each ICD-10-CM record was evaluated for coding quality by comparing UC code assignment to the code assignment by an AHIMA ICD-
10 Academy trainer.  The coding was ranked from 0 (low) to 5 (exact match). 
 
Preliminary Findings - The average coding time with ICD-9-CM was 25.52 minutes, while the average coding time with ICD-10-CM/PCS was 
43.23 minutes. This means that, overall on average it took 17.71 minutes, or 69% longer to code an inpatient record with ICD-10-CM/PCS than with 
ICD-9-CM. A two-tailed T-test for statistical validity for independent samples was significant (p = .001). The six participants took anywhere from an 
additional 10.6 minutes (31.6%) longer to 27.78 minutes (89.8%) longer on average. Nonparametric statistical tests (Kruskal-Wallis and the Mann-
Whitney U) for the impact of coder characteristics, including coding credential, coder educational level, ICD-9-CM coding experience, hours of ICD-
10-CM/PCS training, and any experience with ICD-10-CM/PCS coding all failed to reach any level of significance. 
 The average coding quality was 3.37.  A Spearman’s Rank correlation was conducted to determine any relationship between coding quality 
and coder productivity.  The result was -.424, with a p-value of .027. 
 
Discussion - These findings indicate that previous estimates of initial coder productivity loss may be understated. In the absence of any definitive 
data, many are relying on reported productivity losses from other countries that have transitioned to a version of ICD-10, such as Canada. The 
prevailing estimation of productivity loss is typically somewhere between 30-50%. However preliminary results of this time study overall were much 
higher, 69% longer overall and at best 54.4% longer by the most ICD-10-CM/PCS qualified participants. The wide range of productivity losses 
experienced by the six participants, ranging from a low of 31.6% to a high of 89.8% longer on average, is also notable.  However, there may be some 
hope to mitigate the findings related to productivity.  The negative correlation between productivity and quality reveal that, as the average time to 
code increases, the quality of the coding decreases.  Coding managers should consider establishing a time limit for coding ICD-10 records, especially 
during the initial stages of the implementation.  These results indicate that longer coding times do not necessarily result in higher quality. 

As with any research, there are limitations to this time study. One limitation is that this data is based on an attempt to simulate real practice, 
but does not in fact reflect actual coding production in the normal course of coding operations. In addition the size of this study was limited to a total 
of 54 inpatient cases, in two groups of 27, and comparisons between the 6 participants who coded all 54 cases. Furthermore, sample selection 
reflected the most common MS-DRGs at UC Health, but there were only a limited number of each MS-DRG included. The results of this time study 
are not predictive of longer term coding productivity with ICD-10-CM/PCS. A longitudinal study, with repeat coding by study participants after 
months of production ICD-10-CM/PCS coding, would be needed to infer how long the initial productivity loss might last and predict what the new 
normal productivity expectation might be. 
 
Conclusion - This study was designed to effectively simulate coding practice with ICD-9-CM and ICD-10-CM/PCS, and reliably measure time to 
fully code an inpatient health record. The study supports the hypothesis that initial coding productivity using the ICD-10-CM/PCS classification 
systems will be significantly lower than current coding productivity using the ICD-9-CM classification system. This study also revealed that 
extensive time taken to code a record will not necessarily result in an increase in coding quality. These results are informative for ongoing planning 
to successfully transition to ICD-10-CM/PCS, particularly for budgeting staffing resources and determining ICD-10-CM/PCS training plans. 
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Abstract 

Starting with a broad outline of eligibility criteria from a panel of experts, we applied internally standardized data 
constraints and a previously published comorbidity index (1) in order to risk stratify a cohort and produce a 
manageable subject list for the care team. This on-demand report allows control of patient comorbidity burden, 
encounter dates, and type. We have reduced the manual chart review efforts of the care team freeing them to focus 
more on care delivery. 

Introduction 

Comorbidity scores have been used with administrative claims data and in the hospital setting for patient prognosis 
since the eighties (2). End-of-life care in the U.S. is defragmented leading to waste and increased costs to health 
systems. With a large portion of the U.S. population nearing or surpassing retirement age, this issue will be critical 
to focus on in the effort to align high quality healthcare and current fiscal realities. Manual chart review is both 
prone to error and time consuming. Often new, study-specific, methods for identifying and reporting on patient 
cohorts are required to move a research project from the planning stage to the intervention in practice-based settings. 
Here we present the use of a novel tool for identifying and reporting on this patient population. 

Methods 

Problem list, coded, and encounter data was extracted from the Electronic Health Record (EHR) and tested on one 
year of historical data. Using a combination of SQL, Crystal Reports, and SAP Business Objects Enterprise we 
published a subject list for prospective use by the care team which can be scheduled to run on a daily basis. 

Results 

We developed an on-demand report for which the user has control over patients’ encounter date range, location, and 
type as well as comorbidity burden. This report is currently being tested on our patient population. Preliminary 
results suggest that our report was effective in decreasing the amount of time and effort involved in enrolling 
subjects into a care delivery redesign intervention. 

Conclusion 

This report applies a comorbidity index validated on Medicare claims data to an inpatient and ambulatory setting. 
The techniques presented here may be useful to large health systems interested in targeting a population nearing the 
end of life.  
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Abstract. 
Computer Supported Cooperative Work (CSCW) area, contributes for understanding the behavior of information  
through collaborative work also in Health Care. This study aims to understand the workflow in interdisciplinary  
diagnosis  of  fibromyalgia  through  ethnography.  Preliminary  studies  suggested  a  gap  between  the  collected  
information and used by professionals care. The lack of criteria the record, is just one of the reasons that cause the  
breakdown of the collaboration between the professionals involved in the diagnosis of the patient.

Introduction
According to literature, patients affected by fibromyalgia, a somatoform syndrome, may suffer prejudices because 
still exists discussions in the medical community around this diagnosis to classify it as a disease 1. In this way, comes 
the need to understand the communication between physician and psychology service about psychological aspects of 
patient diagnosed with fibromyalgia, as well as to investigate the quality on the patient records respecting the ethical  
principles of their professions. According to Berg and Goorman2, investment in electronic patient record (EPR) may 
optimize time and cost as well as contribute in decision-making processes by the professionals involved. In this way,  
the interdisciplinary scientific area of Computer Supported Cooperative Work (CSCW) contributes in understanding 
the behavior of information through collaborative work and the use of information and communication technologies.  
CSCW has been based on ethnographic method for investigation of technological and organizational structures, and 
adopted in this research to understand and describe the interdisciplinary workflow in the diagnosis of fibromyalgia3.

Methods
The  understanding  of  the  role  of  the  interdisciplinary  team in  the  registration  process  of  the  information  and 
decision-making is being made from an ethnographic study in a university public hospital in São Paulo, through the 
analysis  of  the  electronic  patient  record.  The  research  subjects  are  two  physician and  two  psychologists, 
professionals  working  in  aforementioned  hospital  and  specialists  in  the  care  of  the  patient  diagnosed  with 
fibromyalgia.  Research steps: (i) document analysis to check the scope of information, medical  and therapeutic  
conducts;  (ii)  observation of appointment to describe the situation of interdisciplinary collaboration; (iii);  semi-
structured interviews to understand the collaborative interdisciplinary acting in diagnosis.

Results
A  preliminary  documental  investigation  conducted  by  one  of  the  authors  of  this  study  found  that  there  is  a  
discrepancy between the information in the records collected by a particular  physician and those effectively used 
and  reported  by  physician,  making  noise  in  the  flow  of  information.  Is  expected  find  other  reasons  for  this 
collaboration less effective.

Conclusion
The lack of  criterion in recording information in patient  records,  both by psychologists as  physicians,  whether  
electronic or on paper, generates a omissive acting by the  involved professionals and unleashes a series of errors, 
being  important  to  understand  the  flow  of  information  and  the  creation  of  a  conduct  protocol  that,  through 
information, understands the patient in whole.
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Abstract 

Patient-specific models are constructed to take advantage of the particular features of the patient case of interest 

compared to commonly used population-wide models that are constructed to perform well on average on all cases. 

We introduce two patient-specific algorithms that are based on the decision tree paradigm. These algorithms 

construct a decision path specific for each patient of interest compared to a single population-wide decision tree 

with many paths that is applicable to all patients of interest that are constructed by standard algorithms. We applied 

the patient-specific algorithms to predict five different outcomes in clinical datasets. Compared to the population-

wide CART decision tree the patient-specific decision path models had superior performance on area under the 

ROC curve (AUC) and had comparable performance on balanced accuracy. Our results provide support for patient-

specific algorithms being a promising approach for predicting clinical outcomes. 

 

1. Introduction 

Clinical care typically entails predicting outcomes under uncertainty [1], such as predicting mortality and serious 

complications in patients with community acquired pneumonia [2]. Making better predictions is an important 

healthcare goal since it has the potential to improve clinical decision-making, which in turn can lead to better 

outcomes in patients. In addition, efficient use of healthcare resources depends on being able to predict accurately 

when and where a resource is likely to be useful.  

In predictive modeling, the typical machine learning paradigm consists of learning a single model from a dataset of 

patient cases, and then the model is applied to predict outcomes for any future patient case [3]. We call such a model 

a population-wide model because it is intended to be applied to an entire population of future cases. Popular 

algorithms that are used to learn models from clinical data include decision trees, logistic regression, neural 

networks, and Bayesian networks. A contrasting paradigm that we describe in this paper consists of learning a model 

that is specific to the particular features of a given patient case. We call such a model a patient-specific model since 

it is specialized to the particular features of the patient case of interest, and it is optimized to predict especially well 

for that case. While a population-wide model is optimized to have good predictive performance on average on all 

future cases, a patient-specific model is optimized to perform well on a specific patient case [3, 4]. This optimization 

is achieved by specializing the model structure and parameters, as well as the model search, based on the known 

features of the patient case of interest. 

The patient-specific paradigm is motivated by the intuition that in constructing predictive models, all the available 

information should be utilized including available knowledge of the features of the patient case of interest. This 

paradigm encompasses a variety of approaches, in all of which different patient cases will potentially result in 

different models, because the cases contain potentially different values for the features. In one approach, patient-

specific models may differ in the variables included in the model, in the interaction among the included variables, 

and in the strength of the interaction. A second approach is to select models that differ considerably in their 

predictions for patient case of interest, and combine the differing predictions [5]. A third approach is to identify a 

subset of the training data that is similar in some way to the patient case of interest and learn a model from the 

subset. The third approach is the one that is typically used by instance-based machine learning algorithms that are 

described in Section 2. 

Algorithms that learn patient-specific models can provide several advantages over algorithms that learn population-

wide models. First, patient-specific models can have better predictive performance because the algorithm takes 

advantage of any special characteristics of the features in the patient case of interest [6]. Second, a patient-specific 

model may be simpler than a population-wide model as illustrated by an example given in Section 3, and a simpler 

model will provide a more succinct explanation. Third, the construction of patient-specific models may be 

computationally faster, though this advantage is offset by the observation that a patient-specific algorithm has to 

construct a distinct model for each patient case of interest while a population-wide algorithm has to construct just a 
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single model. Fourth, patient-specific algorithms often ignore missing features which simplifies the handling of 

missing features in the patient case of interest. 

In this paper, we investigate the performance of two patient-specific algorithms that construct decision path models. 

For a patient case of interest, these two algorithms construct a decision tree that is optimized for that patient case. In 

reality, only a path is constructed that contains variables whose values correspond to the values of those features in 

the patient case. We compare the performance of the patient-specific algorithms with Classification and Regression 

Trees (CART) which is a commonly used population-wide algorithm for constructing decision trees. We focus on 

the discriminative performance of the three algorithms and evaluate them using balanced accuracy and the area 

under the ROC curve (AUC). We use balanced accuracy because it mitigates the inflated performance estimates on 

imbalanced datasets that is obtained with accuracy. 

The remainder of this paper is organized as follows. Section 2 presents background and related work. Section 3 

provides details of the patient-specific decision path algorithms that we have developed. Section 4 describes the 

datasets and experimental methods and Section 5 presents and discusses the results of the patient-specific decision 

path algorithms on several clinical datasets. Section 6 presents our conclusions. 

 

2. Background 

In this paper, we are concerned with predictive models and, in particular, we predict a discrete-valued target. Thus, 

the prediction models are classification models. In the field of machine learning the terms variable (or predictor) and 

feature are often used interchangeably. We distinguish between the two terms as follows. A variable is a quantity 

that describes an aspect of an object of the world. A feature is the specification of a variable and its value. For 

example, “eye color” is a variable and “eye color = black” is a feature. In this paper, the term feature is used 

exclusively to refer to a variable-value (or predictor-value) pair. A case (also referred to as instance) is a single 

object of the world and is described by a list of features. In addition, a case is also labeled with a target value. A 

dataset is a collection of cases. The test case (or test instance) refers to the patient case of interest for which a 

patient-specific algorithm constructs a predictive model to predict the target. 

Patient-specific models can be constructed using existing instance-based machine learning algorithms. Typically, 

instance-based algorithms are “lazy”, since no model is constructed a priori before a test instance becomes 

available, and a model is learned only when a prediction is needed for a new instance [7]. In contrast, algorithms that 

learn population-wide models are “eager” since they explicitly build a model from the training data before a test 

instance becomes available.  

In the rest of this section, we briefly describe some of the work described in the literature that is related to instance-

based algorithms and patient-specific algorithms, and then we briefly describe population-wide algorithms for 

constructing decision trees.  

2.1 Related work 

The canonical instance-based algorithm is the nearest-neighbor method. When a test instance is encountered, the 

training instance that is most similar to the test instance is located and its target value is returned as the prediction 

[8]. A straight-forward extension to the nearest-neighbor technique is the k-Nearest Neighbor (kNN) algorithm. For 

a test instance, this algorithm selects the k most similar training instances and either averages or takes a majority 

vote of their target values. Modified versions of kNN have been applied successfully to clinical datasets for 

diagnosis and knowledge extraction [9].  

Other instance-based algorithms take advantage of features in the test instance to learn a model. Friedman et al. [10] 

described an algorithm called LazyDT that searches for the best CART-like decision tree for a test instance. In 

contrast to population-wide decision tree models that are constructed by algorithms like CART, LazyDT does not 

perform pruning and handles only discrete variables. Even with these limitations, when compared to ID3 and C4.5 

(standard population-wide algorithms for inducing decision trees) LazyDT had higher accuracies on average.  

Zheng et al. [11] developed an instance-based algorithm called the Lazy Bayesian Rules (LBR) learner that 

constructs a rule tailored to the features of the test instance that is then used to classify it. A LBR rule consists of (1) 

a conjunction of the features present in the test instance as the antecedent, and (2) a naïve Bayes classifier as the 

consequent. The naive Bayes classifier consists of the target variable as the parent of all other predictors that do not 

appear in the antecedent, and the parameters of the classifier are estimated from those training instances that satisfy 
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the antecedent. A greedy step-forward search selects the optimal LBR rule for a test instance to be classified. LBR is 

an example of an instance-based algorithm that uses values of predictors in the test instance to direct the search for a 

suitable model in the model space. When compared to range of population-wide algorithms, LBR had higher 

accuracies on average. 

Visweswaran et al. [12, 13] developed and evaluated a patient-specific algorithm that performed Bayesian model 

averaging over LBR models. This algorithm searched over LBR models using the features of the test case to direct 

the search. The prediction for the target of the test case was obtained by combining the predictions of the selected 

models weighted by their posterior probabilities. This algorithm was better than several population-wide algorithms 

on a pneumonia dataset when evaluated within a clinically relevant range of the ROC curve. Furthermore, patient-

specific algorithms that use the features in the test case to direct the search in the model space of Bayesian networks 

have been developed and applied to predict clinical outcomes with good results [3, 4]. 

2.2 Decision tree algorithms 

Population-wide algorithms that construct decision trees recursively partition a dataset to construct a tree model. A 

model that is learned by these algorithms is called either a classification tree or a regression tree depending on if the 

Figure 1.  Example of a population-wide decision tree and a patient-specific decision path constructed from a 

breast cancer dataset. Panel (a) represents a patient whose outcome we desire to predict and for whom the values 

of the nine predictors A1 to A9 are given by the vector as shown. Panel (b) shows the decision tree constructed by 

the CART algorithm and panel (c) shows the decision path constructed by the PSDP-BA algorithm. For the 

patient in (a) the decision tree predicts target value 0 via the path given by the solid arrows and the decision path 

also predicts 0. Note that the decision path is shorter and contains only two predictors while the path in the tree 

contains six predictors. Also, compared to the path in the decision tree, the patient-specific decision path predicts 

outcome 0 with higher confidence due to the larger sample size used in estimating the probability parameters.  
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target variable is discrete or continuous. In a tree model, leaves represent target values and branches represent 

conjunctions of features that lead to those target values. These algorithms usually perform greedy search in a top-

down fashion by choosing a predictor at each step that is the next best variable to use in splitting the dataset. The 

heart of the algorithm is the criterion that is used for selecting the predictors to be included in the tree, and common 

criteria include the Gini index (used by CART), information gain (used by ID3 and C4.5) and misclassification error 

[14]. Decision trees are a popular model used in medicine because the tree is easy to interpret and it can be 

translated to a set of IF-THEN rules either for improved interpretability or for implementation in clinical decision 

support systems.  

 

3. Patient-Specific Decision Path Algorithms 

In this section, we describe patient-specific decision path (PSDP) algorithms that are intended to predict well a 

discrete target of interest, such as a clinical outcome. Given a patient for whom the features are known, these 

algorithms construct a decision path that contains a subset of the features and apply it to the patient case to predict 

the target value. The algorithms handle missing features by ignoring those predictors during the construction of the 

decision path. An illustrative example that contrasts a population-wide decision tree with a patient-specific decision 

path is shown in Figure 1. In general, a decision path that is constructed for a specific patient may not exist in a 

population-wide tree constructed from the same training data. Thus, the patient-specific algorithms have the 

opportunity to construct a simpler model (a shorter path) that may be more accurate for the patient case of interest as 

shown in Figure 1. We implemented two PSDP algorithms: 1) PSDP-BA that uses balanced accuracy as the 

criterion to select predictors, and 2) PSDP-IG uses information gain as the criterion to select predictors. We next 

describe the PSDP-BA algorithm in detail and then briefly summarize how PSDP-IG differs from PSDP-BA. 

 3.1 PSDP-BA algorithm 

The PSDP-BA algorithm uses heuristic search to explore the model space of decision paths since this model space is 

large. For example, there are 2
m
 decision path models when there are m binary-valued predictors. Though this model 

space is smaller than the space of population-wide models it is still intractable to perform exhaustive search for 

typical clinical datasets. Hence heuristic search such as greedy forward-stepping search is appropriate.  

A decision path model consists of a conjunction of features that are present in the test case and a probability 

distribution over the values of the target variable that is estimated from the cases in the training dataset that satisfy 

the conjunction of features. To control overfitting, we use a Bayesian estimator called the BDeu for estimating the 

probability parameters of the target. The BDeu estimator has a prior equivalent sample size (pess) parameter that 

controls how much smoothing occurs in estimating probability parameters; the higher is pess, the greater the 

smoothing that occurs [15]. 

The pseudocode for the PSDP-BA algorithm is given in Figure 2. For a given training dataset and test patient case 

whose target value (e.g., a clinical outcome) we want to predict, PSDP-BA begins with the decision path model that 

has no predictors. It successively adds predictors to the path and at each step it evaluates each of the remaining 

predictors using balanced accuracy. Balanced accuracy is defined as the arithmetic mean of sensitivity and 

specificity, or the average accuracy obtained on each value of the target. A predictor under consideration is 

temporarily appended to the current path and balanced accuracy is estimated from the training cases that satisfy the 

temporarily extended path using leave-one-out crossvalidation. More specifically, one of the training cases is left out 

and the BDeu estimator is used to estimates the probability parameters from the remaining training cases. The target 

value of the left out training case is predicted using the probability parameters. The process is repeated by leaving 

out each of the training cases in turn so that a prediction is obtained for each case that satisfies the current path. The 

balanced accuracy for the predictor under consideration is computed from these predictions using the following 

expression 

     
 

 
                         . 

Balanced accuracy is superior to accuracy since it takes into account separately the accuracy on each value of the 

target. Particularly on skewed datasets, very high accuracies can be obtained by the non-discriminatory model that 

assigns the most prevalent target value in the training dataset to all test patient cases. However, balanced accuracy 

for such a model will be lower.  
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As shown in the pseudocode, the PSDP-BA algorithm extends the path in a greedy forward-stepping fashion until it 

runs out of predictors, runs out of training cases that satisfy the conjunction of features, or the training cases all have 

the same target value. Note that in the step for extending the decision path with a new predictor, the algorithm 

evaluates every predictor that is not already present in the path. Thus, the order in which the predictors are 

considered does not influence the identification of the next predictor to be added to the path. When the decision path 

can no longer be extended because one of the termination criteria is satisfied, the path is pruned back to the best-

performing predictor in the path. This path is the model that is used to predict the target value of the test patient 

case.  

3.2 PSDP-IG algorithm 

The PSDP-IG algorithm uses information gain in place of balanced accuracy that is used in the PSDP-BA algorithm. 

Information gain for a predictor V is given by 

                 , 

where D is a set of training cases and H denotes entropy and is given by the expression 

      ∑                    . 

The PSDP-IG algorithm is similar to the Lazy-DT algorithm described by Friedman et al. [10]. However, PSDP-IG 

differs from Lazy-DT in that it performs pruning and uses BDeu probability parameter estimates when computing 

the information gain and also to predict the target value of the test patient case. 

Figure 2.  Psuedocode for the patient-specific decision path using balanced accuracy (PSDP-BA) algorithm. 

 

PSDP-BA (Var, D, Test) 

INPUT: Var is a set of predictor variables, 

D is a training dataset of patient cases described using Var and target variable Target, 

    Test is a test patient case that is not in D and whose Target is to be predicted 

OUTPUT: estimated probability parameters of Target for Test 

 

Path = decision path model with no predictors that is constructed from D 

Bacc = balanced accuracy of Path estimated using leave-one-out-crossvalidation (LOOCV) on D 

Store Bacc with Path 

DBest = D 

LOOP till Var is empty or DBest is empty or all cases in DBest have the same value for Target 

BaccBest = 0 

 FOR each predictor V in Var whose value is v in Test and is not missing DO 

  DTemp = cases in D with V = v 

PathTemp = decision path model that extends Path with V and estimates probability parameters of 

  Target from DTemp 

BaccTemp = balanced accuracy of PathTemp estimated using LOOCV on DTemp 

IF BaccTemp > BaccBest 

 DBest = DTemp 

 VBest = V 

 PathBest = PathTemp 

BaccBest = BaccTemp 

END IF 

 END FOR 

 D = DBest  

 Var = remove VBest from Var 

 Path = PathBest 

 Store BaccBest with VBest in Path 

END LOOP 

Prune Path bottom-up to the predictor in the path that has the highest balanced accuracy 

RETURN the probability parameters of Target that is estimated using Path 
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4. Experimental Methods 

In this section we describe the clinical datasets on which the algorithms were evaluated, the preprocessing of the 

datasets, the performance measures used in the evaluation, and the experimental settings used for the algorithms. 

The clinical datasets included one on pneumonia with one target, one on sepsis with two targets and one on heart 

failure with two targets. Brief descriptions of the datasets are given in Table 1. 

4.1 Datasets  

Pneumonia dataset. The pneumonia dataset that we used contains several hundred variables on patients diagnosed 

with community acquired pneumonia. The data was collected by the Pneumonia Patient Outcomes Research Team 

(PORT) using a prospective cohort study of hospitalized and ambulatory care patients in three geographical 

locations: Pittsburgh, Boston, and Halifax, Nova Scotia. Eligibility criteria were that a patient must (1) be at least 18 

years of age, (2) have one or more symptoms suggestive of pneumonia, and (3) have radiographic evidence of 

pneumonia within 24 hours of presentation [16]. Enrolled patients were followed prospectively to assess their vital 

status and a variety of outcomes at 30 days after the radiographic diagnosis of pneumonia. One key goal of the 

PORT project was to develop accurate criteria for prognosis of patients with pneumonia that could provide guidance 

on which patients should be hospitalized and which patients might be safely treated at home. The data used in our 

experiments consisted of 2,287 patients diagnosed with community acquired pneumonia and 158 predictors that 

included demographic information, history and physical examination information, laboratory results, and chest X-

ray findings. 

The binary target is called dire outcome. A patient was considered to have experienced a dire outcome if any of the 

following occurred: (1) death within 30 days of presentation, (2) an initial intensive care unit admission for 

respiratory failure, respiratory or cardiac arrest, or shock, or (3) the presence of one or more specific, severe 

complications.  

Sepsis dataset. Sepsis is a syndrome of systemic inflammation in response to infection that can result in multi-

system organ dysfunction and failure. The risk factors, causes and prognosis of sepsis are not fully understood. The 

sepsis data was collected in the GenIMS (Genetic and Inflammatory Markers of Sepsis) project which was 

coordinated by the Department of Critical Care Medicine in the University of Pittsburgh School of Medicine. 

GenIMS was a large, multicenter, observational cohort study of patients with community acquired pneumonia (but 

not necessarily with sepsis) who presented to the emergency departments of 28 hospitals in western Pennsylvania, 

Connecticut, Michigan, and Tennessee [17]. The data used in our experiments consisted of 1,673 patients who were 

eventually admitted to a hospital and 21 predictors that included three demographic variables, six clinical variables, 

two inflammatory markers and 10 genetic variables. The clinical variables are summary variables obtained from 

data collected at the time of admission and during the first three days of hospital stay.  

Two binary targets, which were the focus of investigation in the original study, were selected for prediction: (1) 

death within 90 days of inclusion in the study, and (2) the development of severe sepsis during the hospitalization.  

Heart failure dataset. Heart failure affects five million people in the United States leading to about one million 

hospital admissions each year with a primary discharge diagnosis of heart failure and another approximately two 

million with a secondary discharge diagnosis of this condition. Accurate evaluation of heart failure patients in the 

Emergency Department followed by appropriate treatment (including the decision whether to admit a patient to the 

Table 1. Brief descriptions of the datasets. The # Predictors column gives the number of continuous (cnt) 

and discrete (dsc) predictors, as well as the total number of predictors (excluding the target variable). The 

target variables are all binary and denote the presence or absence of a clinical outcome. 

Dataset # Predictors 

(cnt + dsc = total) 

Target variable Sample size Positive outcome 

count (percent) 

pneumonia 

sepsis-d 

38 + 120 = 158 

7 + 14 =   21 

dire outcome 

death 

2,287 

1,673  

261 (11.4%) 

189 (11.3%) 

sepsis-s 7 + 14 =   21 severe sepsis 1,673  478 (28.6%) 

heart failure-d 11 + 10 =   21 death 11,178  500 (4.5%) 

heart failure-c 11 + 10 =   21 complications incld. death 11,178 1,255 (11.2%) 
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hospital or not) is an important clinical problem. The heart failure data was derived from data collected by 192 

general acute care hospitals in Pennsylvania for the year 1999 and consist of heart failure patients who were 

hospitalized from the Emergency Departments. The data used in our experiments consisted of 11,178 cases and 21 

predictors that included demographic, clinical, laboratory, electrocardiographic and radiographic findings. These 

predictors were identified as prognostic factors in a study that developed a prediction rule to detect patients with 

heart failure [18]. 

Two binary targets were selected for prediction: (1) the occurrence of death from any cause during the 

hospitalization, and (2) the development of one or more serious medical complications (including death) during the 

hospitalization.  

4.2 Experiments 

The continuous variables were discretized using the entropy-based algorithm developed by Fayyad and Irani [19]. 

Missing values were imputed using an iterative non-parametric imputation algorithm described by Caruana [20] 

which has previously been applied to fill in missing predictor values for clinical datasets with good results. 

We evaluated the two PSDP algorithms and compared them to the population-wide CART algorithm. We 

implemented the PSDP algorithms in MATLAB (version R2012a) and for the CART algorithm we used the 

ClassificationTree.fit implementation in MATLAB (version R2012a). We applied the PSDP-IG, PSDP-BA, and 

CART algorithms to predict the target in the datasets shown in Table 1. In the PSDP algorithms we set the value of 

the pess parameter to 1.  In the CART algorithm we set the impurity criterion to “deviance” which uses information 

gain to select predictors to include in the decision tree.  

We evaluated the algorithms using 20-fold cross-validation. Each dataset was randomly partitioned into 20 

approximately equal sets such that each set had a similar proportion of individuals for each target value. For each 

algorithm, we combined 19 sets and evaluated it on the remaining test set, and we repeated this process once for 

each possible test set. We thus obtained a prediction for the target for every patient in a dataset. The balanced 

accuracy and AUC results reported in the next section are computed from these predictions.  

We performed all experiments on a PC with two 1.80 GHz Intel Xeon processors and 32 GB of RAM, and running 

the 64-bit Windows 7 operating system. 

4.3 Performance measures 

The performance of the algorithms was evaluated on two discrimination measures: balanced accuracy and AUC. 

Both these measures evaluate how well an algorithm differentiates among the values of the target. As mentioned in 

Section 3.1, balanced accuracy is defined as the arithmetic mean of sensitivity and specificity, or the average 

accuracy obtained on each value of the target. 

 

5. Results 

Table 2 gives the balanced accuracies obtained by the three algorithms on five targets. Overall, the two PSDP 

algorithms perform comparably to CART. Overall, the observed balanced accuracies with the population algorithm 

(CART) are not statistically significantly different at the 0.05 significance level from those observed with PSDP-BA 

Table 2. Balanced accuracies for the datasets and targets shown in Table 1. For each 

algorithm the table gives the mean balanced accuracy obtained from 20-fold cross-

validation along with 95% confidence intervals. Highest mean balanced accuracy for each 

target is in bold. 

Dataset CART PSDP-BA PSDP-IG 

pneumonia 0.6133 [0.5644,0.6623] 0.6025 [0.5527,0.6523] 0.5542 [0.5244,0.5841] 

sepsis-d 0.6268 [0.5730,0.6805] 0.6158 [0.5671,0.6645] 0.6011 [0.5597,0.6424] 

sepsis-s 0.6187 [0.5832,0.6542] 0.6200 [0.5884,0.6516] 0.6355 [0.6043,0.6667] 

heart failure-d 0.5358 [0.5199,0.5518] 0.5495 [0.5226,0.5763] 0.5232 [0.5104,0.5361] 

heart failure-c 0.5806 [0.5628,0.5984] 0.5832 [0.5678,0.5987] 0.5660 [0.5564,0.5767] 

 

419



  

and PSDP-IG. On comparing the two patient-specific algorithms, though, there is statistically significant difference 

on the heart failure-c dataset. On this dataset, PSDP-BA with a balanced accuracy of 0.5832 was significantly better 

than 0.5660 obtained by PSDP-IG. 

Table 3 gives the AUCs obtained by the three algorithms on five targets. Overall, the observed AUCs for PSDP-BA 

and PSDP-IG are statistically significantly higher at the 0.05 significance level compared with the AUCs obtained 

by CART. The only exception is heart failure-c where the AUCs of CART and PSDP-BA are not statistically 

significantly different at the 0.05 significance level. On comparing the two patient-specific algorithms, there is no 

statistically significant difference in performance on any of the datasets.  

In summary, the patient-specific algorithms perform comparably to the population-wide algorithm on balanced 

accuracy but outperform it on AUC. 

 

6. Conclusions 

We have introduced PSDP, a patient-specific approach for constructing decision path prediction models, and 

evaluated two algorithms using the PSDP approach on several clinical datasets. The results show that the PSDP 

algorithms outperform the population-wide algorithm on AUC and maintain comparable performance on balanced 

accuracy. These results are encouraging and provide support for further investigation into the PSDP approach and 

more extensive evaluation on a wider range of datasets.  

The current PSDP algorithms have several limitations. One limitation is that they handle only discrete variables and 

continuous variables have to be discretized. A second limitation is that the PSDP algorithms currently use greedy 

search and better performance may be obtained by using more sophisticated search strategies such as best-first 

search.  

In future work, we plan to examine the complexity of the models generated by the PSDP algorithms and also 

explore other criteria for selecting predictors. In addition, it will be interesting to explore how patients cluster into 

subpopulations based on the patient-specific decision paths. Moreover, the presentation of patient-specific decision 

paths as IF-THEN rules to a domain expert may provide insight into patient subpopulations. 
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Abstract 

This study reports on the three types of inconsistent encoding of race and ethnicity information that we observed in 
the database of Phenotypes and Genotypes (dbGaP). Standardized terminologies also showed inconsistencies in 
handling race and ethnicity concepts. Impacts that the inconsistent race and ethnicity encoding can have on data 
retrieval in dbGaP are described. 

Introduction 

dbGaP (database of Genotypes and Phenotypes - www.ncbi.nih.gov/gap) is a public database that stores data from 
Genome-Wide Association Studies (GWAS), particularly individual phenotype variables. As of January 2013, 
dbGaP contained 367 studies.  Race and ethnicity are among the most frequently searched information as they are 
the useful demographic parameters that explain various patterns in prevalence, treatment outcomes, and 
susceptibility of certain diseases.  Although use of accurate and consistent race and ethnicity categories is a 
prerequisite for such cross examinations, different studies often adopt different ways of encoding race and ethnicity 
information. In this study we describe the problems related to race and ethnicity information stored in dbGaP and the 
challenges associated with retrieving data using these parameters. 

Methods 

We reviewed 295 studies excluding studies that provided no information on the data they collected.  We reviewed 
the entirety of terms used to describe race and ethnicity. From this review, we obtained a list of 269 terms, which 
were consolidated to 29 unique race terms and 92 unique ethnicity terms by removing redundancies. We then 
characterized the types of the inconsistencies and documented their impact on data retrieval in dbGaP. In addition, 
as a potential solution to resolve this inconsistency, we mapped the race and ethnicity terms to three terminology 
standards: the Unified Medical Language System (UMLS) Metathesaurus®, the Health Level 7 (HL7) term set, and 
the Systemized Nomenclature of Medicine – Clinical Terms (SNOMED-CT). 

Results  

We observed three types of inconsistencies: (1) use of the same terms to denote both race and ethnicity categories, 
thus changing the results of searches that limit search criterion to either race or ethnicity; (2) use of the NOS (not 
otherwise specified) category “other” which holds different meaning across different studies depending on the rest 
of the categories specified as races or ethnicities (e.g. “Other” in “Blacks, Whites, Other” vs. “Other” in “Black, 
Whites, Asians, Other”). In total, 30 studies used a category named “Other” to describe unidentified race or 
ethnicity. (3)Use of different granularities of mixed-race categories renders search results for specific mixed race 
categories, incomplete (e.g. “mixed race” or “multi-race” vs. “Blacks/Whites” or “Asians/Whites”, etc). A total of 
18 studies used different combinations of race categories to describe participants of multiple races. 
We also observed that the inconsistencies prevail in many standardized terminology systems. The HL7 specifies two 
general ethnicity categories of “Hispanic” and “Not Hispanic”. On the other hand, SNOMED-CT provides 58 
ethnicities, including “Black”, “White”, and “Asian” as both race and ethnicity. SNOMED-CT then classifies 
“Hispanic” as race. Meanwhile, UMLS provides 21 ethnicities, showing different coverage of nationalities and 
cultures and allocating “Caucasian” to both race and ethnicity. 

Conclusion 

This study brought important insights on the challenges associated with retrieving data in dbGaP using race and 
ethnicity information. We are currently taking two approaches to mitigating these challenges: (1) building race and 
ethnicity ontology, benchmarking existing standards; (2) designing a search menu that can incorporate idiosyncratic 
race and ethnicity terms in a non-cluttered way. 
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Abstract 

The purpose of this research is to develop an evaluation tool to assess performance of Emergency Physicians 
according to such criteria as resource utilization, patient throughput and the quality of care. Evaluation is 
conducted using a mathematical programming model known as Data Envelopment Analysis (DEA). Use of this 
model does not require the subjective assignment of weights associated with each criterion – a feature typical of 
methodologies that rely on composite scores. The DEA model presented in this paper was developed using a 
hypothetical data set describing a representative set of profiles of Emergency Physicians. The solution to the model 
relates the performance of each Emergency Physician in relation to the others and to a benchmark.  We discuss how 
such an evaluation tool can be used in practice. 

Introduction 

The performance and effectiveness of an Emergency Department (ED) has a direct impact both on the quality of 
patient care and the efficiency of resource utilization. As the ED is often the entry point to the healthcare system and 
the point at which stress in the system is most clearly demonstrated through excessive wait times, its operation is 
highly scrutinized. This has motivated a number of initiatives focused on improving patient flow and quality of care 
in the ED1,2. While most of these initiatives aim to achieve more efficient workflow processes, needs-based staffing 
or improved operations, they often underestimate the importance of the performance of care providers (physicians 
and nurses). This is an important omission as a significant portion of the ED performance measures is to some extent 
influenced by how well Emergency Physicians (EPs) function. The importance of accurate measures of EP (and 
physicians in general) performance is highlighted by the common outcomes of such measures including 
identification of areas for improved medical practice, promotion of continuous professional development and the 
dissemination of identified best practices3.  

Physicians’ performance is multi-faceted and requires considering a number of heterogeneous factors5. Limiting an 
assessment to a single criterion skews performance towards the selected measure quite often at the expense of other 
potential candidates. For example, exclusive focus on reducing the rate of returns to ED (commonly used as a 
measure of quality) might motivate EPs to over-treat patients resulting in a higher cost per patient and a reduced 
throughput for the department. Developing a multi-criteria evaluation framework presents a considerable challenge 
not only when selecting the type and number of performance measures to include but also when assigning a weight 
to each measure in order to capture its relative importance. Some methodologies assume equal weights while others 
assign different weights in an attempt to achieve a higher impact on a final score from the measures deemed most 
important. The main shortcoming of any weighting scheme is the subjectivity involved in the weight development 
process6.  

A goal of this research was to develop an evaluation tool that limits subjectivity. Considering the broad scope of 
possible evaluation frameworks, we focus solely on the measures related to the clinical competency of EPs and use 
criteria such as patient outcomes, timeliness of care, throughput of patients, and the efficient use of resources. The 
proposed evaluation is carried out using a quantitative mathematical programming model that belongs to a family of 
Data Envelopment Analysis (DEA) models. DEA models assess how “efficient” each EP is in relation to other 
physicians in the sample under consideration. Solution to the model produces a set of scores that characterize 
“efficiency” (or lack of it) for each individual EP. 

The paper is organized as follows: the next section presents a brief review of the literature on physician performance 
evaluation. This is followed by a description of the mathematical model that forms the basis for the evaluation tool. 
A case study is used to illustrate the utility of the model in evaluating the performance of EPs. The paper concludes 
with a discussion.  
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Related Work 

A number of the evaluations of physician performance reported in the literature focus on the measures for assessing 
the quality of care in relation to selected therapies7, 8 while others deal with the measures required to jointly evaluate 
medical and behavioral competences9. The majority of evaluation tools construct a global score by either calculating 
the average of a series of responses to a questionnaire10, by analyzing deviations from some threshold values11, or 
categorizing Likert scale responses into satisfactory and unsatisfactory categories12. In some cases, calculating a 
global score involves using subjective weights to capture the relative importance of each measure8.  

To reduce the bias associated with the development of weights, some authors proposed the use of DEA models. For 
example, a number of simple DEA models were used for the assessment of primary care physicians13,14,15. These 
models use resource utilization measures such as visits to the ED, hospitalizations, laboratory tests, radiology tests 
and medications as well as throughput measures such as the number of treated patients, and measures related to cost 
containment. None of these models included measures related to the quality of care or the timeliness of care.  The 
DEA model proposed here specifically addresses this shortcoming by using measures for resource utilization, 
timeliness of care, throughput of patients and quality of patient outcomes. Use of these four criteria captures the 
multi-faceted nature of the EPs’ work and, to the best of our knowledge, represents the first attempt at developing a 
comprehensive tool for evaluating EPs. 

Methods 

DEA is a mathematical programming model that has been developed to carry out evaluation of entities (called 
Decision Making Units (DMUs)) such as firms, hospitals, police stations, bank branches, stores, and sports teams. 
DEA applies a benchmarking approach where the performance of each DMU is compared to the performance of the 
benchmark DMUs that represent the best practice amongst their peers. These best practice DMUs are also called the 
efficient DMUs16 and they define the efficient frontier that establishes a benchmark. In DEA terminology, the 
performance of a DMU is characterized by a relation between the inputs (normally the resources) used by a DMU to 
complete a task, and the outputs of this task (normally measures of performance). For the DMUs that are evaluated 
as inefficient, the solution of a DEA model provides information about the required improvements in inputs, outputs 
or both, that will transform a DMU in question into an efficient one.  

Solving a DEA model produces a score characterizing the performance of each DMU. The value of this score 
provides a relative comparison of the DMU to benchmark performance and its exact interpretation depends on the 
type of DEA model that is used. Determining the score requires calculating the relative weights for the inputs and 
outputs. Unlike other methods, in DEA models these weights are calculated automatically by solving a linear 
programming model16. The entire process is encapsulated into the structure of the DEA model and does not require 
manual interventions (other than calculating the model’s parameters). At the end, efficient DMUs have scores of one 
while inefficient ones have a score in the [0,1) interval. To put in layman terms, the DEA model attempts to 
calculate the best possible score to each DMU (by calculating optimal set of weights), so DMU in question achieves 
the maximal performance. 

In order to graphically illustrate the basic concepts behind DEA, we use a simple example with three DMUs 
representing three EPs. We consider two inputs (number of ordered laboratory tests and number of requested 
specialist consults), and one output (number of patients seen) and assume for simplicity that all EPs see the same 
number of patients (have the same value for the output), so their evaluation may be based solely on the comparison 
of the inputs. Examining figure 1, it is possible to notice that EP ”D” requests the lowest number of consults, while 
EP “E” orders the lowest number of laboratory tests. These two EPs will be considered efficient (define benchmark 
performance) according to the DEA model because they operate with the minimum use of resources in at least one 
of the inputs. Their performance defines an efficient frontier (dotted line in figure 1) that “envelopes” the 
performance of EP “F” who is inefficient since fir him/her utilization of each of the inputs can be improved.  
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Figure 1. Graphical illustration of the DEA model (one output, two inputs). 

 

Solving the DEA model for these three EPs will provide information regarding the required reduction of the input 
values (number of ordered tests, number of specialist consults) in order for EP “F” to become efficient. 

The arrows originating from point F, in figure 1, represent two improvement opportunities available for F. The 
horizontal arrow represents the improvement by reducing the number of requested specialist consults and the 
vertical arrow represents the improvement by reducing the number of ordered laboratory tests. Simultaneous 
improvement of both inputs is also a possibility so long as it is sufficient to move "F" onto the efficient frontier. 

There are a number of DEA models that can be used to evaluate performance of the DMUs. Taxonomy of these 
models is based on how achievement of efficiency is calculated. If the model considers just reductions in the inputs, 
then it is called an input-oriented DEA model.  If it considers just increasing the outputs, then it is called an output-
oriented DEA model. Finally, if it considers changes in inputs and outputs simultaneously, then it is called a non-
oriented DEA model. The formulation of the DEA models may also vary depending if return to scale is considered 
to be constant or variable.   

In our estimation, a DEA model is an appropriate evaluation tool for EPs because it meets the following basic 
requirements: 

• It has the ability to simultaneously consider multiple performance measures (inputs and outputs). 

• It has the ability to automatically determine the values for the weights (thereby avoiding bias and subjectivity).  

• It has the ability to compare inefficient DMUs with a benchmark. 

One of the common criticisms of any DEA model is that a DMU may be deemed efficient (has value of a score 
equal to one) because the model assigns a high weight to an input or output where the DMU performs very well and 
at the same time attaches a low weight to those inputs/outputs where the DMU’s performance is poor. Such 
excessive weights flexibility may produce an efficient DMU that is extremely good according to a single or limited 
set of inputs/outputs and a poor performer according to the rest. Generally, these cases contradict expert opinion and 
weaken the validity of the model. Typically, asymmetric assignment of weights is addressed through an addition of 
constraints that control for the weights’ values. However, determining these constraints is difficult and often requires 
subjective judgment. In order to avoid subjectivity and limit flexibility in calculating weights, the DEA model 
described here promotes symmetry scaling by automatically penalizing the DMUs with significantly asymmetric 
weights and therefore helps to avoid a situation described above17. 

A non-oriented DEA model known as the Slacks Based Measure model (SBM)18 meets basic requirements for EP 
performance evaluation. It assumes that the DMUs have control over inputs and outputs, which allows translating 
results into flexible improvement goals that may include reductions in the inputs as well as increases in the outputs. 
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For a purpose of this research the model is further specialized by implementing the variable returns to scale 
assumption and by including a penalizing mechanism that promotes Symmetric Weight Assignment (SWA). This 
extended model – referred to as the SBM-SWA model – was used to create an evaluation tool for assessing the 
performance of the EPs. The structure of the model and an explanation of its components are given in the Appendix. 

Case Study 

We tested the SBM-SWA by using it to assess the performance of the hypothetical EPs working in the ED of a mid-
size hospital. We assumed that the ED sees approximately 70,000 patient visits per year and is staffed by 20 full 
time equivalent EPs. We also assumed that work patterns of all the EPs are similar and that they work shifts 
throughout entire year ensuring that each of them manages a similar patient mix and each EP can manage every 
complaint. For all possible reasons for the ED visits, we assume the EPs are evaluated on such presentations that can 
be managed by any staff member. In this context it is expected that the EPs defining the benchmark are able to 
manage patients more effectively with better patient outcomes using less resources than the inefficient ones. 

The first step in developing the SBM-SWA model requires defining the performance measures. There are some 
limiting factors that influence the selection of these measures and they are outlined below:  

• Data: in the ED setting availability of patient-specific and EP-specific data defines type and granularity of 
measures that can be used.   

• Expected variation between EPs’ performance: only performance measures that sufficiently discriminate 
between the physicians should be included. 

• Degree of control the EPs have over the measures: there are situations where physician’s performance 
depends to a large extent on factors that are outside his/her control and thus measures where EP’s level of 
control is low should be excluded. 

When using DEA, it is important to establish a proper number of the DMUs in relation to the number of inputs and 
outputs. It is recommended that this number is equal to or greater than max {ms, 3(m + s)} where m is the number of 
inputs and s is the number of outputs13. Since 20 EPs populate the hypothetical ED, therefore in this case study, up 
to three outputs and three inputs should be used. These input and output are calculated for each individual EP based 
on aggregated yearly data and each EP is being evaluated for the same set of presenting complaints.  The subscript 
“j” associated with a measure described below refers to j-th EP. 

Input measures: 

Average Encounter Time per Patient Visit (EPTIME_PATj): this measure represents the amount of time the EP 
spends with a patient and is associated with effective patient management. EPTIME_PATj is calculated as the 
number of minutes between a patient’s first medical assessment and the final disposition decision. It is a sensible 
proxy for the length of stay of a patient in the ED (one of the useful and reliable measures of ED’s performance)16. It 
is important to note that within the encounter time, the time waiting for tests’ results, etc is not controlled by the EP 
and may influence the value of EPTIME_PATj. However, it is reasonable to assume that all EPs are equally affected 
by these external factors.  

Average of Number Laboratory Tests per Patient Visit (LAB_PATj): this measure captures practice variations in 
diagnosing a patient as EPs may diagnose patients from the same DRG requesting a different number of tests. 
LAB_PATj is a proxy for resources used and it is expected that efficient EPs will arrive at a correct diagnosis with 
fewer tests. 

Average Number of Radiology Orders per Patient Visit (RAD_PATj): this is similar measure to LAB_PATj. 
Radiology orders were distinguished from the laboratory tests because of their differing cost. 

Output measures: 

Rate of Non-Return Patient Visits within 72 hours (RNR72j): A return visit to the ED (for the same presentation) 
within 72 hours of discharge is considered to be a reliable measure of patient care. According to a survey of ED 
medical directors of accredited Canadian programs19, the RNR72j was ranked as one of most useful indicators of EP 
performance. It is an output measure because it can be considered as a proxy for the quality of care provided by the 
EP. Due to the fact that the SBM-SWA model considers higher values of outputs as better, the rate of non-return 
visits (more being better) is used instead of the commonly used rate of return visits.  The value of RNR72j is 
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calculated as the total number of non-return patient visits for EP j, divided by the number of patients seen by the 
same EP. 

Average Number of Patient Visits per Worked Hour (PAT_WHj): The volume of patients that each EP sees in a 
given time interval is a measure of throughput and captures the productivity of each physician. While the value of 
PAT_WHj is clearly influenced by how busy the ED is, we argue that it is reasonable to assume that all EPs 
performance is similarly affected by the variability in congestion. 
Data 

Data describing 20 EPs was developed with the help of an expert EP to reflect different physician profiles. Table 1 
summarizes the data by showing the rank each EP occupies according to a given input and output measure, each 
considered independently (i.e. EP1 is the best performing EP when RNR72j is considered (rank 1) and the worst 
performing when RAD_PATj is considered (rank 20)). In terms of performance, EP6, EP13 and EP20 are overall 
good performers. Conversely, EP2, EP4 and EP18 are low performing physicians. However, there is a number of 
EPs whose performance cannot be easily categorized, and EP1, EP3 and EP8 belong to this group. Note for 
example, that the EP1 is the best performing physician according to the RNR72j measure and at the same time the 
worst performer according to the RAD_PATj measure. Determining overall performance of such EP is not a trivial 
matter and in practice often involves some subjective assessment. We show that this subjectivity can be limited 
when using the SBM-SWA model. 

Table 1. Hypothetical inputs and outputs for the sample of physicians 

Physicians 
EP_TIME_PATj 

(Input 1) 
LAB_PATj 

(Input 2) 
RAD_PATj 

(Input 3) 
RNR72j 

(Output 1) 
PAT_WHj 
(Output 3) 

EP1 8 6 20 1 13 

EP2 19 20 19 9 5 

EP3 9 2 6 20 20 

EP4 15 17 13 8 17 

EP5 11 3 2 18 16 

EP6 2 5 1 19 3 

EP7 16 15 8 17 4 

EP8 6 12 3 11 15 

EP9 13 13 12 13 2 

EP10 3 4 18 12 19 

EP11 4 1 11 7 12 

EP12 12 10 5 6 14 

EP13 7 9 16 3 1 

EP14 14 16 9 4 11 

EP15 5 8 15 15 10 

EP16 20 18 14 2 18 

EP17 17 19 10 5 9 

EP18 18 14 17 14 6 

EP19 10 11 4 10 7 

EP20 1 7 7 16 8 
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Results 

Table 2 summarizes results from running the SBM-SWA model with the data describing 20 EPs. It lists all 
inefficient EPs whose performance scores are less than one. The efficient EPs (their score is equal to one) are EP6, 
EP13 and EP20 (as expected).  

 

Table 2. Inefficient EPs identified by the SBM-SWA model 

Physicians SBM-SWA score 

EP1 0.899 

EP2 0.621 

EP3 0.745 

EP4 0.625 

EP5 0.855 

EP7 0.721 

EP8 0.776 

EP9 0.802 

EP10 0.733 

EP11 0.985 

EP12 0.768 

EP14 0.719 

EP15 0.813 

EP16 0.591 

EP17 0.691 

EP18 0.679 

EP19 0.808 

 

“Difficult” cases represented by the EP1, EP3 and EP8 were identified by the SBM-SWA model as inefficient EPs 
(scores of 0.899, 0.745 and 0.776 respectively). These scores can, to some extent, be interpreted as "measuring" how 
far off each EP is from achieving efficiency – with the EP1 being the “closest” and thus might be viewed as best 
performer among this group. However, knowledge of the score is not sufficient to determine what needs to be 
improved in order for an EP to become efficient.  Such information can be obtained from solving a reformulated 
SBM-SWA model, known as a dual model (such reformulation is very easy to conduct and it is standard procedure 
for this class of linear programming models). Results obtained for these three EPs are presented in table 3. Looking 
at a first row for EP1, we interpret these results as follows: if the Average Encounter Time per Patient Visit 
(EP_TIME_PAT1) is reduced by 2.387 minutes, the Average Number of Radiology Orders per Patient Visit 
(RAD_PAT1) is lowered by 0.037 and the Average Number of Patient Visits per Worked Hour (PAT_WHj) is 
increased by 0.338, EP1 becomes an efficient physician. Of course these values should not be considered in an 
absolute sense, but rather in relation to other values in table 3. Thus, it is possible to hypothesize that if 
EP_TIME_PATj is considered, then change will be the most difficult for EP3 and the easiest for EP1, while the 
differences are not that pronounced when PAT_WHj measure is considered. 
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Table 3. Improvement opportunities for EPs 1, 3 and 8 

Excess (Input 1) Excess (Input 2) Excess (Input 3) Shortfall (Output 1) Shortfall (Output 3) 

EP_TIME_PATj  LAB_PATj  RAD_PATj  RNR72j  PAT_WHj  

EP1 2.387 0.000 0.037 0.000 0.338 

EP3 13.221 0.000 0.025 0.027 0.838 

EP8 7.410 0.171 0.004 0.000 0.645 

 

Discussion 

In the paper we demonstrated that the SBM-SWA variant of the DEA model provides valuable insights into 
assessing the performance of EPs. Assessment conducted using hypothetical data representative for a medium-size 
ED allows us to state that: 

• We were able to consider heterogeneous performance measures in order to arrive at categorization of the 
EPs into efficient and inefficient. 

• All evaluations were conducted without the need to subjectively assign relative weights to each individual 
input and output. 

• We were able to control (by limiting excessive weights’ flexibility) for unwanted compensatory behavior 
where poor performance on some measure is compensated for by very good performance on another. 

• We were able to not only identify which EPs are inefficient but also to provide guidance with regards what 
are relative weak points of each inefficient EP. 

An evaluation tool based on the SBM-SWA model can be used to design personalized improvement plans for each 
EP. Information about the excessive use of inputs and inadequate outputs can be used to define performance 
improvement goals (and priorities) for each EP and become a part of continuous improvement initiatives. Since 
there is no need to define a priori weights for each performance measure, no bias is introduced into the evaluation. 
This enhances the validity of the evaluation tool and increases the chances for positive response from 
underperforming EPs. 
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Appendix  

SBM-SWA Model Used in the Study 

A structure of the model is as follows: 
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The above model solves for the variables v,u,z-,z+, ξ and π. Variables represented by v and u are the weights to be 
calculated for each of the m inputs represented by x and for s outputs represented by y respectively. Variable π is 
used to implement an assumption of variable returns to scale. 

The objective function (1) is set up to maximize a score while penalizing asymmetric weight assignments 
represented by using the terms βz- and βz+. The symmetry scaling factor (represented by β) can be used to further 
reduce a score when asymmetric weights are present. Constraints (2) and (3) are there to put bounds on the variables 
and to ensure that variable ξ has always a value less than or equal to one. Constraints (4) and (5) ensure that v and u 
variables are positive. Constraints (6) and (7) are used to ensure that variable z- captures an absolute value of the 
difference between each pair of the input weights while (8) and (9) serve the same purpose for each pair of the 
output weights. 
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Abstract 

In this work we present a preliminary study on how physicians report smoking habits in a medical records system. 

We used as dataset a total of 88,636 outpatient reports, from which we searched for key smoking key terms in the 

structured list of habits (smoker, alcoholism and drug addict) and the free-text fields for diagnosis, medical case 

history and indications. We found that only 6.4% of the reports have relevant information for the study. 

Introduction 

Electronic Medical Records (EMRs) systems have become a necessary tool to keep, manage, and share  patient care 

information between health professionals in health care institutions. However, in these systems patient care 

information is not always recorded in the expected fields. This misuse of fields can make it difficult to directly 

extract important information from patient records and sometimes can be due to lack of education on the benefits of  

reporting such information. In this work we present preliminary results from a study on how physicians report 

smoking habits in a medical records system. The study is being conducted at the Guillermo Grant Benavente 

(HGGB) hospital in Concepción, Chile. 

Methods and Results 

The HGGB hospital has an EMR system containing 

structured forms and unstructured free text fields. In 

this study we were interested in finding out which 

fields will have information about social habits such 

as smoking status from medical records. We used as 

dataset a total of 88,636 outpatient reports from 

pulmonology, cardiology, endocrinology, and 

otolaryngology medical specialties. We studied the 

structured list of habits (smoker, alcoholism and drug 

addict) and the free-text fields for diagnosis, medical 

case history and indications. The free-text fields 

were tokenized to build a custom dictionary 

containing words and terms related to smoking 

status, including negations. This list of key terms 

was stemmed and used later to filter reports. We found that only 6.4% of the total reports analyzed have information 

about patient smoking habits (structured and unstructured fields). Among the reports containing information about 

smoking status 68.2% used the structured list for habits, and 21.8%  reported the habit only in the free-text fields. 

Figure 1 shows the distribution of the information among fields. Medical case history is the free-text field where we 

found most of the information related to smoking habits.  

Discussion 

In this study we report medical records usage in terms of patient information documentation and entry forms. For the 

smoking habit we found out that only a small percentage (6.4%) of the reports have reported information. Although 

this may not be a new finding it is still an important one since the Chilean government reported that 33.6% of the 

population smokes in the region. Among the reports reporting smoking status,  21.8%  of the reports did not use the 

structured field for habits provided in the system and reported patient smoking status in the free-text field. From 

Figure 1 we see that smoking status is reported more often for pulmonologists and cardiologists. The reason may be 

that smoking habits seem to be more related to diseases in those areas than others. In informal talks with physicians 

they prefer to use the time examining the patient rather than reporting habits that they think are not related to the 

diagnosis. 
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Abstract 

It has been noted that an effective sectionizer would be of value in NLP to support word sense disambiguation and 

other text processing tasks. The task of identifying section in medical documents becomes more difficult as note 

heterogeneity increases. We present a method of detecting sections based on content and experiment with note level 

features as a way to address variations across notes. As an initial use case, we employed machine learning on a set 

of 400 notes to detect sections.   

Introduction 

Constructing a section detector for a set of homogeneous notes presents some challenges.  Even within note types 

(e.g. progress notes, discharge summaries, etc) content and formatting can vary, especially across clinical sites.  An 

ideal section detector would be able to correctly identify sections within the text across note types and sites.  Since 

adding note types to the corpus adds noise to the data, a method must be devised to account for some of that noise.  

Extending the work on TagLine, a tool design to detect structure in medical documents, we conducted an experiment 

to evaluate the use of document level features to improve performance across note types. 

Methods  

A collection of 400 progress notes (2 each of 200 note types) was annotated by a physician for 20 different sections 

content and compiled into a single dataset.  There were a total of 10,552 lines of text, each labeled for membership 

in one of 20 sections.  Sections targeted included Chief Complaint, Exam, Labs, Medication Lists, Vitals and Plan 

among others. A total of 90 features were extracted from each line to describe its content and formatting.  In 

addition another 30 features were extracted from each of the 400 documents describing the text at the note level.  

Two sets of decision tree models were constructed using 10 X 10 cross validation on the extracted data for each 

section, one set with line features only and a set with line features and document features.  The means of the metrics 

of the two sets are presented below in Table 1. 

Results 

Models for some sections using only line features performed extremely poor, but improved vastly when document 

features were added to the model.  Noticeable is the low recall performance even for the models with document 

level features.  Very low prevalence of some sections contributed to the difficulty of this task.  More than half of the 

sections were less than 5% of the entire dataset.  Overall, however, there was a 0.4106465 

 improvement in the F-Measure and .395208 improvement in recall between the two sets of models. 

Features Accuracy Precision Recall F-Measure 

Line 0.967847 0.650076 0.194899 0.258086 

Line + Document 0.982875 0.827084 0.590107 0.6687322 

Table 1. Mean Accuracy Statistics for Detecting Sections 

Conclusion 

This small experiment shows that when document features with line features in machine learning to detect sections 

of medical notes, it can overcome some of the heterogeneity in the data and improve prediction results.   Of course, 

even the performances of the models using document level features are not at desirable levels, but more work will be 

done to derive improved features.  Particular attention will be paid on how to best represent the nature of the 

document.  Also, the final section tagger may use a combination of methods to make the final prediction. 
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Abstract  

This study aims to provide both a quantitative and a qualitative analysis of the usability of the most popular electronic 
dental records in Brazil regarding its clinical and administrative features. The softwares not only will be evaluated 
regarding their usage among the Brazilian dental professionals but also regarding their functionalities (present, used 
and desired) and the difficulties encountered by the dentists during their use. 

Introduction 

Dental offices in North America containing computers increased from 11% in 1984 to 85% in 20001. However, only in 
25% of these offices the computer is located inside the dental office; the majority are located only in reception areas. In 
addition, in most dental offices, computers are used mostly as an administrative tool2. A possible cause for this 
phenomenon is the fact that the electronic dental records systems available have as their primary features: treatment 
planning, procedures charts, office schedule and financial tools. Important clinical features are missed such as medical 
and dental history, x-ray analysis and standardized nomenclature. A 2013 study showed that 73,8% of solo and 78.7% 
of group practitioners use computer to manage clinical information; “appointments” being the category most frequently 
stored on the computer whereas the “chief complaint” was the least frequently stored one3. A study conducted in Brazil 
during 2006, showed that although most dentists own computers (95%), only 44% of them use it in their office, not 
necessary in the clinical environment. The same study pointed that 57% of the dentists believe the computers might aid 
in the clinical practice; nevertheless, 61% do not use it for this purpose4.  The objective of this study is to evaluate the 
usability of the electronic dental records softwares available in Brazil. In order to achieve this goal we follow the 
phases; (1) the use of computers in the dental community in Brazil will be determined; (2) the softwares will be 
evaluated regarding their functionalities as well as the difficulties described by the dentists during their use. 

Methods  

This study comprises a quantitative and a qualitative methodology. The quantitative study is based on the study of 
Schleyer et al1. A phone contact was made from a sample of 1000 dentists to estimate the number of computer users. 
The users willing to participate in the full survey will be contacted on a second moment to answer the second part of the 
questionnaire. The first part of the questionnaire determines the current use of computers in dental offices and can be 
answered by any member of the office staff. The second part evaluates the use of electronic dental records and its 
usefulness, and must be answered by the dentists themselves. The qualitative study will be made through a quick and 
cloudy ethnography, which will consist of the observation of the daily work of dentists in their offices.  In order to 
compare the service provided, both the dentists that use and the ones that do not use the softwares will be observed.  

Conclusion 

Up to the present moment 28 offices were contacted in order to conduct the first part of the questionnaire. The second 
part of the questionnaire was already applied in 6 offices. All 28 offices have computers and only 2 lack internet access. 
In 20 offices there are computers both in the reception area and the clinical environment. Electronic dental records are 
used in 15 offices but only 4 of them are paperless. Eleven offices keep both paper and electronic records.  
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Introduction and Background:  Glioblastoma multiforme (GBM) is the most common and 
aggressive brain tumor in humans, accounting for 54% of brain cancers and having a 5-year 

survival rate of under 3% [1].  Randomized controlled trials (RCTs) are currently the gold 

standard to evaluate treatment outcomes, however they only provide directly applicable 

results for a small fraction of all GBM patients.  The growing availability of large, 
comprehensive clinical data captured in electronic health records (EHR) presents an 

opportunity to access this data on the entire patient population to make more informed and 

personalized treatment decisions.  
 

Methods:  We built a rapid learning system that leverages EHR data to provide decision 

support for physicians treating patients with GBM.  We constructed a single database that 

synthesizes heterogeneous clinical, molecular, and imaging features from GBM patients 
available in The Cancer Genome Atlas [2] (TCGA) and the Cancer Imaging Archive [2] (TCIA) to 

drive the rapid learning system web interface.  To advise the physician in creating 

personalized treatment plans, the prototype dynamically generates treatment-stratified 
survival curves for all patients in the database similar to a new patient of 

interest.  Additionally, machine learning methods were employed to identify novel clinical 

and genomic features predictive of treatment outcomes. 
 

Results:  We tested this prototype with several use cases to demonstrate that GETA-CLU can 

uncover meaningful patterns in the data not yet investigated by RCTs.  We presented GETA-

CLU to physicians at the Stanford Medical Center to evaluate its utility, interface, and 
effectiveness.  The feedback from the physicians was that the system is useful and promising, 

and that an actual pilot in the Stanford Hospital should be pursued.  While we found no novel 

significant results for clinical, molecular, or imaging features to predict treatment outcome, 

analysis suggests the power to detect novel features will increase as more subjects are added 
to the database.  
 

Discussion and Conclusion:  We have successfully developed a rapid learning system 

prototype and demonstrated that this system can be used to provide actionable, evidence-
based insight into treatment outcomes.  The next step is a pilot implementation using a 

medical center’s EHR data to drive the rapid learning system used by the physicians at that 

clinic. Our implementation promises to better utilize EHR data to drive evidence based 

medicine and can be extended to support many other diseases for which the standard of care 

is not well-established. 
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Introduction 

Opioid analgesic abuse is a public health emergency. By 2008, there were fewer motor vehicle accident deaths than from drug 
poisoning1. Of the approximately 36,500 poisoning deaths related to drugs, about 40% involved prescription opioids; opioids 
therefore represent an important fraction of drug poisoning deaths1. The largest source of opioid prescriptions within many 
health care systems is the emergency department (ED)2.  The ED is an interruptive and chaotic environment, which makes 
identification of patients at risk for opioid abuse challenging.  Our study describes integration and interoperability of 
prescription data within a regional health information exchange to provide clinical decision support to reduce opiate 
prescriptions in high-risk patients. 

Methods 

Having previously linked Indiana’s Scheduled Prescription Electronic Collection and Tracking (INSPECT) system directly to 
patients’ medical records through the Regenstrief Medical Record System (RMRS)3, we sought to push ED physicians an alert 
for patients with a potential substance abuse disorder. Our aim was to decrease the frequency of inappropriate opioid 
prescriptions written in the ED. In order to identify patients at risk, data from the INSPECT system is processed through the 
NARX score algorithm4. ED physicians who attempt to prescribe opioid narcotics for patients with a score ≥ 500 (representing 
the upper 95th percentile of risk) are presented with an interruptive pop-up screen indicating the patient is at high risk for 
substance abuse. Physicians then either chose to override the blocking alert or cancel the order entry for the opioid. 

Results 

We analyzed 9109 ED visits, over the one month study period. 4258 (47%) returned an INSPECT query and had a NARX 
score calculated. 246/4258 (6%) of the visits had a NARX score ≥ 500. For patients identified as high potential risk for 
substance abuse (NARX ≥ 500) the five most common presenting complaints were: Back Pain (3.73%); Immediate 
Detention/Arrest (3.62%); Alcohol/Intoxication (3.51%); Leg Pain (2.70%); and Headache (2.20%). 155 (63%) of these 
patients were discharged home; the remaining were admitted, left prematurely, went to jail, or the outcome was undetermined. 
Of the 155 discharged, 118 (76%) received no opioid prescription. In the remaining 25% who received an opioid prescription, 
in 24 cases (15%) the alert did not fire and in 14 cases (9%) the alert fired but was overridden 13 times. 

Discussion 

Based upon the NARX score, we found that 6% of ED visits were considered high-risk patients. In the majority (76%) of these 
cases, no opioids were prescribed. Three limitations of this study were: 1) we were not able to calculate the NARX score for 
53% of the visits; 2) intermittent technical delays provided the NARX score after the discharge order had been written; and 3) 
in 13 of the 14 instances where an alert was presented to a physician – it was overridden.  Based on these preliminary findings, 
we can conclude: 1) further work is required to enhance the patient matching algorithm and increase the number of visits where 
a NARX score is calculated; 2) eliminating technical issues causing a score not to be available at the time of the order entry 
session is essential to reliably identify high-risk patients; and 3) a clinical decision alert is not by itself sufficient; education and 
training for providers surrounding the utility of the score and how to have meaningful conversations with patients at high-risk 
is required before more dramatic reductions in opioid prescriptions can be achieved. 
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Abstract 

The Centers for Disease Control (CDC) has declared that the United States is in the midst of an epidemic of 
prescription drug overdose deaths (figure 1). Deaths from prescription drugs now outnumber deaths from heroin and 
cocaine combined. In response to this epidemic, the Office of the National Coordinator for Health IT (ONC) has 
sponsored pilot programs to test the effects of expanding state prescription drug monitoring programs (PDMP) 
utilizing health information technology (HIT).  The goal of these pilot programs is to increase timely access to 
PDMP data by providers, emergency department physicians, and pharmacists in an effort to reduce prescription drug 
misuse and overdose. The discussants will share an overview of the pilot implementations from Oklahoma and 
Indiana. Sharing information about the implementation models and key learning’s will provide stakeholders with the 
initial framework to pursue building their own connections. Panel members will share best practices to help health 
care professionals combat prescription drug misuse at the moment of care with real solutions, real results, and real 
stories.    
 

 

Figure 1. Motor vehicle traffic, poisoning, and drug poisoning death rates: United States, 1980-2008. 

 

Prescription Drug Monitoring Overview (Bolin) 
The Enhancing Access to PDMPs Project stems from joint efforts of public sector and private industry experts that 
participated in the White House Roundtable on Health IT and Prescription Drug Abuse in June 2011. In turn, the 
HHS Prescription Drug Abuse and Health IT Work Group of the Behavioral Health Coordinating Committee created 
the Action Plan for Improving Access to Prescription Drug Monitoring Programs through Health Information 
Technology. The Substance Abuse and Mental Health Services Administration (SAMHSA) fund these projects. 
ONC is managing it in collaboration with SAMHSA, the Centers for Disease Control and Prevention, and the Office 
of National Drug Control Policy.  
 
Forty-nine states have these programs or have passed legislation authorizing them. However, the databases are not 
being used enough, according to the U.S. Department of Health & Human Services (HHS).  The ONC initiative is 
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designed to increase providers’ real-time access to the data. According to Farzad Mostashari, National Coordinator 
for Health IT: “We are not creating new systems, we are adding value to those that exist.” 
 
While PDMPs collect a considerable amount of useful data, evidence suggests that doctors and pharmacies are often 
unaware of their existence or do not use them because they are difficult to access. Health IT can improve health care 
providers’ and pharmacists ability to access important PDMP data.  
 
Josh Bolin serves as the Government Affairs Director for the National Association of Boards of Pharmacy (NABP). 
In his present role, Mr. Bolin oversees policy matters for the Association and works with NABP’s member 
boards of pharmacy and the state prescription drug monitoring programs to more effectively meet their charge of 
protecting the public health. 
 
Prior to joining NABP in 2005, Mr. Bolin was the Executive Director for the Indiana Board of Pharmacy. While 
with the Board, he was responsible for expanding the Prescription Drug Monitoring Program and enhancing the 
system to include all schedules of controlled substances and taking the system from a manual to a web-based 
system. 
 
NABP operates PMP InterConnect (PMPi), which is an inter-state data sharing hub that allows PDMPs to share data 
across state lines.  InterConnect has also been used as a means of securely integrating PMP data directly into the 
workflow of authorized users of PDMPs.   
 

Indiana Scheduled Prescription Electronic Collecting & Tracking (INSPECT) (Allain) 
INSPECT is Indiana’s PDMP.  It is one of forty-two operational PDMPs nationally.  The INSPECT program 
collects and retains in its database every controlled substance dispensed on an outpatient basis by all licensed 
pharmacies in Indiana. INSPECT was designed to serve as a tool to address the problem of prescription drug abuse 
and diversion in Indiana. By compiling controlled substance information into an online database (PMP Webcenter) 
INSPECT performs two critical functions: 1) Maintain a warehouse of patient information for health care 
professionals, and 2) Provide an important investigative tool for law enforcement. 

 
INSPECT collects and retains in its database every controlled substance dispensed on an outpatient basis by all 
licensed pharmacies in Indiana, with approximately 13 million Rx records are collected annually from over 2,000 
pharmacies within seven days of dispensing the medication.  INSPECT fulfilled 1.3 million end user requests for 
patient prescription history reports in 2012.  INSPECT was the first PDMP in the nation to participate in interstate 
sharing of data with Ohio in 2011, and is now currently sharing data with Michigan and Ohio.  

Mr. Allain will share his legal perspective on how INSPECT was the first PDMP to integrate its data into a health 
information exchange in 2012 through integration with Indiana’s Health Information Exchange (IHIE) allowing 
providers to access INSPECT data through the Indiana Network for Patient Care (INPC).  End user requests for 
reports have doubled (from an average of 4,000 pre-integration to over 8,000 post-integration) since the pilot began 
in July 2012.   

Mr. Allain is the Director of the INSPECT program and General Counsel for the Indiana Professional Licensing 
Agency.  Prior to these roles, he served as the Director of the Indiana Board of Pharmacy. 

 

Oklahoma Pilot Program (Yeaman) 

The goal of the Oklahoma HIE Integration pilot is to show the value and viability of integrating the Prescription 
Drug Monitoring Program (PDMP) with a Health Information Exchange (HIE) and multiple Electronic Health 
Records (EHR) systems to enable clinicians to view PDMP data in patient context.  Using multiple clinical settings 
supported by EHR systems that exchange information using an HIE, the pilot tests the feasibility, scalability, and 
clinical value added of accessing PDMP data. 
 
Of interest were the aspects around data exchange and trust between EHR systems, an Oklahoma Secure Medical 
Records Transfer Network (SMRTNet) HIE, and the Oklahoma PDMP. 
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Figure 2. Oklahoma pilot workflow diagram. 

 

As a patient presents to the ED or other ambulatory setting a standard ADT message is triggered and sent to the HIE, 
SMRTNet.  Based on this message the HIE complies the patients EHR for viewing.  A query is now also being sent 
to the Oklahoma PDMP requesting a current schedule II-IV prescription history for that patient.  This information is 
available for viewing in context within the other patient information in the EHR. 

Indiana Pilot Program (Finnell) 

The Indiana pilot demonstrates the value of HIT connectivity by making PDMP data readily available to emergency 
physicians (prescribers) during patient encounters and by streamlining system access to PDMP information by using 
an interstate PDMP data sharing hub. This pilot configuration showcases the workflow, ease of use, and added 
technical value of presenting PDMP data in the electronic health record (EHR) system by integrating the EHR and 
PDMP systems. 
 

 

Figure 3. Indiana pilot workflow diagram. 

As patients’ present to the ED, Indiana leverages the existing IHIE infrastructure to request an INSPECT report 
from the PMPi, the system operated by NABP that facilitates interstate data sharing and integration of PDMP data 
into the healthcare workflow.  The PDF report is then delivered into the EHR where the provider can view it during 
the normal course of care. 

Indiana’s additional pilots demonstrate the use of NarxCheck to quantify the PDMP data as well as providing 
multistate data into the exchange. 

Conclusion  
“Technology plays a critical role in our comprehensive efforts to address our nation’s prescription drug abuse 
epidemic,” said Gil Kerlikowske, director of National Drug Control Policy (ONDCP).  “Together with education, 
proper disposal practices, and enforcement, improving existing prescription monitoring programs is a priority for 
this administration.”  This panel discussion of innovative pilots will help usher in an era of ‘PDMPs 2.0’ across the 
nation to improve real time data sharing among, increase interoperability of data among states, and expand the 
number of people using these important tools.
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Training the Informatics Research Workforce, Part 1: Program Fundamentals 
Moderator: Valerie Florance, PhD, National Library of Medicine, Bethesda, MD 
 
For more than 40 years, universities have offered  training in biomedical informatics. From the four 
programs funded by the National Library of Medicine in 1972 that trained physicians to use computers 
to solve information management problems, informatics training has become broader and more 
diversified, ranging from certificate programs to post-doctoral fellowships.  In an era when every health-
related field depends upon computers for capture, storage, organization, management, analysis and 
dissemination of health data, information and knowledge, the need for more trained informaticians is 
indisputable. In this two-session panel, nine program directors of NLM-funded informatics training 
programs will cover basic concepts ,tools and techniques of graduate training in biomedical informatics, 
and look to future workforce needs in the field. In Part 1, Program Fundamentals, five presenters will 
cover core curriculum, content development; trainee recruitment to enhance diversity, career 
outcomes, and training for future workforce needs.  In Part 2, Fostering Interdisciplinarity, five 
presenters will cover approaches for interdisciplinary programming: defining tracks across domain or 
departmental boundaries, mentoring and tracking trainee accomplishments, building a sense of 
community and models for online teaching.  
 
 

Part 1 Panelists:  Program Fundamentals 
 

1. John F. Hurdle, MD, PhD, Dept. of Biomedical Informatics, University of Utah, Salt Lake City, 
Utah 

 

Title: A comparison of curricula across large biomedical informatics programs.  Dr. Hurdle undertook a 
survey of peer biomedical informatics programs to better assess the strengths and weaknesses of Utah’s 
curriculum. He will present a summary of his findings. 

2. Rita Kukafka, DrPH, MA, Department of Biomedical Informatics, Columbia University, NY,  NY    
 
Title: Developing new biomedical informatics curriculum:  Biomedical Informatics is an ever evolving 
discipline, therefore education in biomedical informatics must also evolve, while concurrently building 
upon a core set of theories and methods. Additionally, the diversity of trainees and application areas 
require an adaptive approach to curriculum design.  Dr. Kukafka will discuss approaches to developing a 
curriculum to meet these requirements.  
 

3. William Hersh, MD, FACP, FACMI, Department of Medical Informatics & Clinical Epidemiology, 
School of Medicine. Oregon Health & Science University, Portland Oregon 

 

Title: Training for future informatics workforce needs. Dr. Hersh will review the known data about the 
quantity of professions needed as well as the skills and competencies required. He will also describe 
recent federal programs that have attempted to expand that workforce, including from the Office of the 
National Coordinator for Health IT (ONC), the National Library of Medicine (NLM), and others. 

4. Cynthia S. Gadd, PhD, MBA, MS, Department of Biomedical Informatics, School of Medicine, 
Vanderbilt University, Nashville, Tennessee 
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Title: Innovative Strategies to Increase Informatics Research Training Diversity. Dr. Gadd will describe a 
range of initiatives to improve the recruitment and retention of individuals from diverse backgrounds 
underrepresented in biomedical research, which have leveraged relationship-building and research 
collaboration among faculty at Vanderbilt and HBCU institutions. 

5. Alexa T. McCray, PhD, Center for Biomedical Informatics, Harvard Medical School, Boston, 
Massachusetts 

 
Title: Program Evaluation: Preparing our trainees for careers in biomedical informatics. Dr. McCray will 
summarize data collected from the NLM training programs to assess the career paths that trainees have 
pursued since completing their fellowships. 
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Training the Informatics Research Workforce, Part 2: Fostering Interdisciplinarity 
Moderator:  Valerie Florance, PhD, National Library of Medicine, Bethesda, MD 
 
For more than 40 years, universities have offered  training in biomedical informatics. From the 
four programs funded by the National Library of Medicine in 1972 that trained physicians to use 
computers to solve information management problems, informatics training has become 
broader and more diversified, ranging from certificate programs to post-doctoral fellowships.  In 
an era when every health-related field depends upon computers for capture, storage, 
organization, management, analysis and dissemination of health data, information and 
knowledge, the need for more trained informaticians is indisputable. In this two-session panel, 
nine program directors of NLM-funded informatics training programs will cover basic concepts 
,tools and techniques of graduate training in biomedical informatics, and look to future 
workforce needs in the field. In Part 1, Program Fundamentals, five presenters will cover core 
curriculum, content development; trainee recruitment to enhance diversity, career outcomes, 
and training for future workforce needs.  In Part 2, Fostering Interdisciplinarity, five presenters 
will cover approaches for interdisciplinary programming: defining tracks across domain or 
departmental boundaries, mentoring and tracking trainee accomplishments, building a sense of 
community and models for online teaching.  
 

Part 2 Panelists : Fostering Interdisciplinarity 
 

1. Perry L. Miller, MD, PhD, Center for Medical Informatics, Yale University School of 
Medicine, New Haven, CT 
 

Title: The Challenges of Combining Different Tracks in a Single Biomedical Informatics 
Training Program. Dr. Miller will discuss issues in structuring training for different 
biomedical informatics specialties in a single training program, using Yale's program as a 
case study. 

2. Lucila Ohno-Machado, MD, PhD, Associate Dean for Informatics & Technology. (UCSD 
School of Medicine), La Jolla CA. 

Title: Development and implementation of a biomedical informatics track in computer science, 
bioinformatics, and clinical research graduate training programs. Dr. Ohno-Machado will 
describe UCSD's experience as the first academic biomedical informatics unit in the University of 
California system, and discuss some of the challenges in aligning institutional leaders to support 
biomedical informatics as an independent scientific discipline. She will focus on how the new 
curriculum elements were integrated into well-established doctoral programs 

3. George Hripcsak, MD, MS, Department of Biomedical Informatics, Columbia University 
Medical Center, New York, NY 

Title: Online team-based learning. Dr. Hripcsak will discuss the Columbia HIT certificate 
program’s approach and experience with incorporating team-based learning into an online 
curriculum, an approach that is feasible and improves student engagement. 
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4. William Hersh, MD, FACP, FACMI, Department of Medical Informatics & Clinical 
Epidemiology, School of Medicine. Oregon Health & Science University, Portland Oregon 

Title:  Innovative Technologies for Online Teaching. Dr. Hersh will draw upon his 
experience leading one of the largest distance learning programs in the informatics field 
to discuss future directions for online teaching, including the use of massive open online 
courses (MOOCs) and other potentially disruptive innovations. 

5. George Demiris PhD, FACMI, Department of Biomedical Informatics and Medical 
Education, School of Medicine, University of Washington, Seattle, Washington 

 

Title: Facilitating and evaluating interdisciplinary advising and mentoring . Dr. Demiris will 
introduce approaches to formally defining and structuring interdisciplinary advising and 
mentoring teams for biomedical informatics pre- and postdoctoral trainees. He will describe 
specific tools to track overall academic performance and progress towards meeting goals and 
career milestones, and ways to structure co-advising with representatives of various disciplines. 
Findings from the use of these tools to facilitate formative academic progress evaluation , and to 
synthesize and support inter-professional advising teams, will be highlighted. 
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Taking it Easy – A Needs Analysis for Computer-generated Advice  
to Simplify Home Medication Regimens 

Allen J. Flynn, PharmD1, Predrag Klasnja, PhD1, Charles P. Friedman, PhD1,2  
1School of Information, 2School of Public Health, University of Michigan, Ann Arbor, MI 

Abstract 
 

Adherence to home medication regimens is important. Reductions in the number of daily medication-taking events, 
and in the daily pill load, improve adherence. The home medication regimens of 2,944 older adults in the United 
States were analyzed to assess opportunities to suggest sustained release or fixed-dose combination drug products. 
Opportunities to suggest such alternative products were identified in 1,132 of the medication regimens (38.4%).            

Introduction 
 

Adherence to home medication regimens is influenced by the number of scheduled medication-taking events per 
day, and the number of pills taken per day.1 We asked whether an application for detecting opportunities to use 
sustained release or fixed dose combination drug products would have the potential to be helpful.  

Method 
 

In 2007, 4,779 older American adults (born in 1942 or earlier) were randomly sampled and surveyed about their 
prescription medication use as part of the Health and Retirement Study.2 3,536 adults responded (74% response 
rate). After excluding prescriptions for non-oral drugs, medications not taken daily, and missing data, we analyzed 
11,687 prescriptions making up 2,944 adult medication regimens. PERL (v.5.10.0) was used to automatically 
identify potential alternative drug products via calls to the RXNORM API from the National Library of Medicine. 

Results 
 

The majority of respondents reported taking at least two oral medications (83.6%). 548 regimens might be 
simplified with a sustained release product. 334 regimens might be simplified by switching to a fixed dose 
combination product. An additional 250 regimens might be simplified by using both types of alternative products.       

  
 

Limitations 
Not all suggested products would be clinically suitable. Because drug products available in 2013 were compared 
with prescriptions from 2007, it is possible that some suggested alternative products were unavailable in 2007. 

Conclusion 
Because suggestions were found for many adult medication regimens, computer-generated advice about the 
availability of sustained release and fixed dose combination drug products has the potential to be help simplify 
regimens. A regimen analyzer application for use by consumers and caregivers is envisioned as a next step. 

References 

1. Claxton AJ, Cramer J, Pierce A, A Systematic Review of the Associations between dose regimens and 
medication compliance. Clinical Therapeutics, 2001. 23(8), pp. 1296-310. 
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Mobile App versus Web App: a Comparison Using 2008-2012 "PubMed for 
Handhelds" Server Data  

Paul Fontelo, MD, MPH and Fang Liu, MS  
National Library of Medicine, Bethesda, MD 20894 

Abstract 

Recent surveys show that mobile apps are more popular than Web apps. Apple’s iTunes Store, now has about 
800,000 apps and reported to have about 40 billion downloads. Android apps, although fewer, is available to the 
most number of smartphones today. About 40,000 apps are medical or health related. We developed a PubMed4Hh 
mobile app for iPhone/iPad users to search MEDLINE/PubMed with same features as our Web-based search tools, 
in use since 2002. Five-year (2008-2012) server data for PubMed4Hh and Web app were analyzed. Searches using 
the mobile app significantly increased compared to the same five-year time period. Month-by-month comparison 
showed a 3 to 5-fold increase in queries. The six-month total accesses comparison increased 280% from the 
previous four-year average. A review of 500 randomly selected queries revealed that the majority of queries were 
clinical questions ((97.8%) and 61% of these queries are searches related to therapy. 

Introduction 

The GSM Association (GSMA), the organization of mobile operators and networks worldwide, predicted in 
February 2013 that there will be 7.4 billion mobile devices in use later this year, more devices than the world's total 
population.1 A recent Pew Internet Mobile Health 2012 report showed that 85% American adults owned a cell phone 
while 53% owned smartphones.2 One-third of smartphones owners searched for health information. People are 
spending more time using mobile apps than browsing the Web. This phenomenon was foreshadowed by reports that 
in 2011 smartphones outsold PCs. In the social networking world, Nielsen surveys showed that total time using apps 
to access social networks increased to 41 billion minutes yearly, outpacing Web access sevenfold.3 In response to 
these events, social networking companies are devoting more development resources to mobile devices.  

About 40,000 of mobile apps are considered to be medical or health related, worth more than $150 million in 2011, 
with an estimated growth rate of about 25% yearly.4 In 2012, Research2Guidance estimated that 247 million mobile 
phone users were expected to download health apps.5 These paid apps ranged from less than dollar to close to 
$1000.6 A recent survey (October to December 2012) by AmericanEHR showed that 71% of respondents are using 
smartphones to research information about medications, 75% use them communicate with other physicians or 
medical staff, 83% send and received e-mail by smartphones, while 78% use mobile apps.7 

Mobile apps can be behavior changing --Vanderbilt University Medical Center’s enhanced hand hygiene campaign 
app, together with other observational methods helped promote increased hand washing compliance from a low 53% 
in 2003 to 91% today.8 However, a Boston University’s New England Center for Investigative Reporting study 
showed that of 1500 paid apps they reviewed, more than 20% claimed to have therapeutic effects through sound, 
vibration, and light emitted by the device.6 Experts believe these types of apps were ineffective and even 
dangerous.6,9 Since 2012, the FDA, by law, has started regulating mobile app that claim to have diagnostic or 
healing properties.10,11  

Several reports show that mobile apps are preferred more than Web apps because of better usability, convenience, 
and speed.12,13,14,15,16 Our own experience seem to agree with these reports. “PubMed for Handhelds” (PubMed4Hh) 
was in the iTunes Store in late July 2012. An Android version, not as fully featured as the iOS app was published in 
early December. We immediately noticed a surge in searches that progressively amplified over the succeeding 
weeks. Using log data from the past five years, this study attempted to examine and describe the effects of 
PubMed4Hh app on server queries. 

Methods 

We examined two time periods before and after the availability of PubMed4Hh, each period six months long. Period 
A was from August 1, 2011 to January 31, 2012; Period B was from August 1, 2012 to January 31, 2013. For each 
period, we collected server access data from both PubMed4Hh app and Web app. Only accesses from these same 
three search tool (PICO, askMEDLINE and BabelMeSH) in both mobile app and Web were utilized. Log data were 
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transferred from the original Apache Web server log files to a MySQL database. Internal (NLM) access data from 
security scans, development access tests, and empty searches were deleted.  

To compare monthly access trends during the year, we collected data for the past five years (2008 to 2012) and 
sorted them by month. To analyze hourly access, we selected January 2013 as a full month data source and also 
selected January 06 to 13, 2013 as a full-week data source. A script parsed by date, time, and search parameters to 
determine hourly access then entered the results into an Excel database. Because hourly access is affected by users’ 
local time, we separated accesses from non-US users and US/Canada users, where more than 50% of searches 
originated. 

Five hundred queries were randomly selected using MySQL’s default randomization algorithm from 28,000 
previous searches to determine whether they were clinical or non-clinical queries by one of the authors (PF). 
Clinical queries were sorted further to determine if they could be classified as searches for Therapy, Diagnosis, 
Etiology, Prognosis or Undetermined. 

Results and Discussion 

Table 1 shows the increase in total searches and individual search tools featured in PubMed4Hh. A 2.8-fold increase 
in total searchers (110942 vs. 39540) was observed in Period B, after the App was published, compared to Period A 
(before the App was published). A comparison of the individual search tools and percentage increases between 
Period A and Period B with calculated growth percentages are as follows: PICO, 30619 vs. 63414 (207%); 
askMEDLINE, 5460 vs. 31610 (579%) and BabelMeSH, 3461 vs. 15918, (460%) respectively. 

 PICO askMEDLINE BabelMeSH Total 

Period A (before app) 30619 5460 3461 39540 

Period B (after app) 63414 (279%) 31610 (579%) 15918 (460%) 110942 (280%) 

Table 1. Comparison of six months total access before and after the App. Number in parenthesis indicated 
increase 

Figure 1 illustrates the sudden surge in queries in August after the release of PubMed4Hh App on July 29, 2012. It 
flattens in October and the rest of the quarter for 2012 but goes up again in January 2013 (Figure 2), and increasing 
monthly (not shown in the graph) thereafter. This graph also shows the steady but gradual increase in total queries 
each year that is also shown in more detail in Figure 3 below. Year 2011, stands out because of the wide swings in 
searches through the year. The steady drop in queries canceled out the high numbers of searches early in the year 
after another surge in September. We are unable to explain these somewhat wide variations that resulted a total 
access for 2011 was only slightly higher that the previous year.  

In general, the increase in previous years without App is steady. Before the App, the trend of increases was upward 
but gradual. However, after the App was published, the increase of PubMedHh searches is clearly evident and 
significant. When an App is listed in iTunes, its visibility increases. People write about it in social media and 
reviews are written, so it is possible that some of the growth could have come from the increasing of the popularity 
for PubMedHh, leading to new users. 
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Figure 1. A comparison of five years (2008-2012) of monthly access for PubMed4Hh. 

 

 
Figure 2. PICO same month comparison 
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Figure 3. Five years annual access chart for all PubMed4Hh features 

We also examined hourly averages for one week from January 7 to January 13, 2013 for PICO only shown in Figure 
4. The hourly access graph demonstrates that the parallel search times for both mobile App access and Web access. 
The configuration seems to coincide with the typical working day pattern in the US and Canada. The three peaks 
also coincide with clinic hours and morning rounds in hospitals in the Northern Hemisphere.   It has multiple peaks 
access times, the highest occurring around 2pm EST, may be accounted for by clinical activity in the North 
American region. The lowest access time occurs from 1AM to 5AM EST.  

Figure 4 illustrates what was described above as the general trend that the mobile App is used more than the Web 
app to access PubMed4Hh servers. The weeks selected, Jan 7-13, 2013, has no holiday observed in the US or 
Canada, so the data represents a typical working week for healthcare personnel. In Figure 4, the number of access 
from the PubMed4Hh App is more than those coming from Web access in almost each hour of the day. The average 
24-hour difference for the weeklong observation period was 112 searches as shown in the figure.  
 

 
Figure 4. PICO hourly averages from January 7 to January 13, 2013. 

From 2008 to 2011, mobile access the PubMed for Handhelds Web app ranged from around 18% to 30%. After 
PubMed4Hh was released, the accesses through wireless handheld devices rose to 46% (Figure 5). This percentage 
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might still be an underestimate because devices that use an organization or academic institution’s Wi-Fi network 
would not be included. These percentages were derived from mobile devices accessing the server from known 
cellular networks worldwide. The 20% increase for 2012 only includes mobile queries from the mobile app for the 
August to December, less than six months. It will likely be higher if a full year’s data is calculated. 

 

 
Figure 5. Mobile device access from 2008 to 2012. 

 

 Five hundred queries were randomly selected using MySQL’s default randomization algorithm from 28,000 
previous searches to determine the distribution of clinical and non-clinical queries. Clinical queries were sorted 
further to define if they could be classified as searches for Therapy, Diagnosis, Etiology, Prognosis or 
Undetermined. Four hundred eighty nine queries were deemed as clinical searches (97.8%), and only 11 queries 
were non-clinical questions (2.2%). Among clinical queries, 307 queries were searches on therapy (61.4%), 43 for 
diagnosis (8.6%), 5 queries for etiology (1%), 17 queries on prognosis (3.4%), and 117 queries were undetermined 
(Figure 6). 106 of 117 unclear queries are clinical queries, but they cannot be determined to one category type. Most 
of the undetermined queries used MeSH terms pertaining to diseases or conditions terms or phrases and are likely to 
be related to Therapy. These observations are consistent with previous studies that showed that the majority of 
queries relate to therapy.17 

 

 
Figure 6. Query types of randomly selected search queries 
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The data reported here only pertains to one server, PubMed for Handhelds, and may not apply to other mobile 
directed servers although the surveys and studies cited seem to validate the observations in this study. The period of 
evaluation after the release of the PubMed4Hh spans only for five months but our frequent daily reviews seem to 
indicate an even higher number of queries through the mobile app. Moreover, total downloads, more than 5300 as of 
March 14, continuous to increase daily. Android downloads is also increasing although not as high as the iOS 
version. However, the download to active use ratio remains at 77%. 

Conclusion 

Our results seem to concur with previous reports and surveys that mobile apps are preferred more than Web apps. 
The general trend is that professional healthcare providers rely on PubMed for informing clinical decisions more and 
more. Meanwhile, the number of users preferring PubMed4Hh App is more than those who use the Web version of 
PubMedHh to search MEDLINE/PubMed. Analysis of server data from the previous five years, sorted hourly, 
monthly and annually show that mobile apps significantly increased the usage of the all featured search tools, 
including PICO, askMEDLINE, BabelMeSH, and Consensus. Most queries (97.8%) are clinical questions, and the 
majority of queries (61.4%) search for journal articles on therapy. 
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Abstract 
Using the patient’s exact words for the chief complaint in order to avoid loss of translational integrity is crucial 
since this often quickly leads to a diagnosis and management plan. We are developing an open source controlled 
medical vocabulary for the Philippines primarily for patient-provider encounters through crowdsourcing. 
Crowdsourcing seems to be a valuable and useful platform for developing standardized terminologies. 
 
Introduction 
There is a need for a controlled medical vocabulary for a country like the Philippines, which has eight major 
languages. In clinical practice, retaining the patient’s exact words for the chief complaint is critical since this often 
leads to a diagnosis and management plan. Having a controlled vocabulary helps avoid translational integrity loss of 
the chief complaint. Using a standard set of medical terminologies can help improve patient care, facilitate patient 
referrals and organize the content of medical documents especially in electronic medical records (EMRs). With the 
growing potential of crowdsourcing as a problem-solving approach,1 we tried to leverage the medical community by 
tapping into the knowledge, enthusiasm, and resourcefulness of the larger online community in developing a 
standardized medical vocabulary. 
 
Methods 
We announced a call through social media for submissions of translations of medical terms through a website 
(http://babelmesh.nlm.nih.gov/meshph/index2.php). Contributors can either provide a translation of a suggested 
MeSH or SNOMED term after selecting from a randomly generated set under each category, or they could manually 
input the translation of a term of their own choosing. We engaged language experts from the University of the 
Philippines Center for Filipino Languages (Sentro ng Wikang Filipino) to validate the translations. The language 
experts will choose the best one from the submitted translations in the event of a MeSH or SNOMED term being 
assigned multiple translations, 
 
Results and Discussion 
Currently, the database contains 2,587 translations with 757 Filipino (29.26%), 355 Pampangueno (13.72%), 318 
Cebuano (12.29%) and 316 Bicolano (12.21%) translations for 1,544 MeSH only, 34 SNOMED only, 85 both 
MeSH and SNOMED, and 932 neither MeSH nor SNOMED terms. We still need to intensify crowdsourcing efforts 
to increase community submissions for the other languages, especially Hiligaynon (16 terms, 0.62%). 
 
Conclusion 
Developing a controlled medical vocabulary will expedite the integration of patient information with EMRs even 
when using local language during clinical encounters. Having a controlled vocabulary can also help clinicians 
retrieve better search results when accessing online medical archives such as PubMed or PubMed Central. 
Crowdsourcing can be an effective platform for gathering high-volume data even given the limitations1 in the current 
methods of collecting crowdsourced data. 
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ABSTRACT 

LOINC® has been selected as the standard terminology for mapping clinical lab tests in SafetyAdvisor®.  One of 

the merits of LOINC® is the level of granularity of the terminology.  However, that granularity can make it difficult 

to aggregate and display the terms in a consistent and user-friendly display.  We developed a model that aggregates 

LOINC® terms using the attributes in each published LOINC® database. 

 

SafetyAdvisor users are accustomed to seeing lab tests organized consistently in the GUI of their hospital 

information system.  We needed to display LOINC® terms so that end users with limited knowledge of LOINC® 

could easily identify the lab tests from their hospitals.  The model would also need to highlight clinically significant 

information related to the LOINC® terms.  A solution built independent of LOINC® would require a large 

commitment of time and clinical expertise for setup and maintenance.  As the LOINC® database is updated, the 

model would have to be quickly updated to include those changed.   

 

We developed a solution that relied heavily on the attributes in each published LOINC® database (Figure 1).  In a 

hospital GUI, lab tests are usually grouped by laboratory department.  The LOINC® Class attribute is closely 

correlated to the departments of a clinical laboratory.  Using the Class attribute for each standard, the lab tests and 

results could be consistently organized into department specific subsets.  For our use case, we decided to further 

aggregate the LOINC® terms by the specimen source and the test analyte.  The System and Component attributes of 

the LOINC® terms correlate to the specimen source and analyte of the lab tests respectively.  The aggregation 

model was designed using the Symedical ® Content Model Designer and Manger as a user interface.  In this 

environment, the model can be viewed and edited to include proxies and LOINC® terms created between biannual 

releases (Figure 2).  This solution created a robust tertiary level aggregation that organizes the display of LOINC® 

terms consistently.   

 

 
Figure 1: Structure of LOINC aggregate model 
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Background

Primary care providers (PCPs) may not be notified when patients under their care are seen in an emergency room or 
admitted to a hospital.  If PCPs are aware of such events, they can contribute important historical context to the 
emergency or hospital team, enhancing continuity of care. Most electronic health records (EHRs) include 
functionality to specify the identity of a patient’s PCP; however, due to usability challenges this functionality was 
seldom used at our institution, which is a large, urban academic medical center.  After implementing a system for 
automatic identification of PCPs using clinicians’ existing electronic documentation workflow, we conducted an 
evaluation to determine whether PCPs were accurately identified in our EHR for patients seen in a busy ambulatory 
internal medicine clinic. 

Methods

The automatic PCP identification system was developed in collaboration with clinical, informatics, and information 
technology groups. When a clinician authored an electronic note for a clinic visit, she used a “Primary Care 
Provider” documentation template when seeing a patient for whom she was the PCP. Using Arden Syntax, a medical 
logic module (MLM) was created that assigned PCP status based on saving the “Primary Care Provider” note. We 
evaluated the accuracy of this intervention by interviewing a random subset (15%) of clinic physicians to ascertain 
the PCP status for a random sample of patients that were attributed to them according to the EHR.

Results

The MLM that automatically specified the PCP role 
was activated in April 2012. The percentage of 
clinic visits where a PCP was assigned increased 
from approximately 10% to over 90% following the 
intervention (Figure 1). Twenty-two of 34 clinic 
physicians (64.7%) agreed to be interviewed. In the 
interviews, the PCP status of 414 patients was 
reviewed; 408 were accurately assigned (98.5%). 
For the 1.5% of patients with incorrect PCP 
assignments, reasons included having a primary 
provider elsewhere in the community that was not 
discovered until after the note was authored, or 
incorrectly using the “Primary Care Provider” 
note.

Conclusion

An automated method for identifying primary care 
provider based on clinicians’  existing electronic 
documentation workflow proved to be effective and accurate. The next phase of the project will involve automated 
notification of PCPs when their patients are admitted to the hospital.

Acknowledgements: This work was partially funded by National Library of Medicine Fellowship 
#5T15LM007079-19 and National Science Foundation IGERT #1144854 (RP).                              . 

Figure 1: Percent of ambulatory visits where a primary care 
provider was specified in the EHR through self-identification and 
using an automated method (MLM).
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Abstract 
We compared and evaluated the usefulness of four commonly used online search tools in answering clinical queries. 
Google, UptoDate and Bing seemed to retrieve better search results statistically than PubMed. However, this did 
not necessarily to translate into a clinically important difference. The growing availability of online search tools 
provides clinicians with more access to clinically relevant and useful information. 
 
Introduction 
Recently, a survey of American Medical Association members found that doctors use online tools for diagnosis.1 

The immense volume of medical information online necessitate that clinicians use relevant and useful information in 
practice. We attempted to compare the usefulness of online search tools in answering clinical queries. 
 
Methods 
Twenty clinical queries from the BestBETs database (http://bestbets.org/database/browse-by-topic.php) was used.2 
Clinical bottom line from the first citation generated by each search tool were compared. Eighteen clinicians scored 
the results using a Likert scale from 1 (not useful) to 5 (very useful). PubMed was arbitrarily chosen as the 
“reference standard.” Since Likert scale responses are not assumed to be normally distributed, the median for each 
search tool was used to find statistical significance using the non-parametric Wilcoxon signed-rank test. Since there 
seems to be no consensus on what constitutes clinical importance for a Likert scale, we chose an increase of one 
point between median scores. We determined inter-rater reliability using the intra-class correlation coefficient. 
 
Results 
Table 1 shows a comparison of medians from the reviewers’ average scores. There was a statistically significant 
difference when each comparing results from Google, Bing and UpToDate with PubMed results (p=0.004, p=0.015, 
p=0.022, respectively) with relatively small improvements in median Likert scores (0.55 for UpToDate, 0.53 for 
Google, and 0.41 for Bing). The estimated average intra-class correlation of the 18 evaluators across all queries and 
search tools was high (0.83, with a 95% confidence interval of 0.535 – 0.986). 
 
Table 1. Median scores, interquartile ranges and significance measures for the search tools 

Search tool Median score Interquartile 
range 

Wilcoxon p-value 

PubMed 3.25 2.45 – 3.74 [reference standard] 
UpToDate 3.80 3.21 – 4.02 0.022 
Google 3.78 3.57 – 4.07 0.004 
Bing 3.66 3.41 – 3.98 0.015 

 
Conclusion 
Online search tools provide clinicians with convenient tools to access clinically relevant information. Using the non-
parametric Wilcoxon test, Google, UptoDate and Bing seemed to retrieve significantly better results than PubMed. 
However, this did not seem to translate to clinical importance since all differences in median scores were less than 
the predefined score of one point compared to PubMed. 
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Abstract 
Summative usability testing as part of 2014 EHR Safety Enhanced Design Certification criteria requires the 
completion of specified tasks. To support user participants, activities, such as entering an e-prescription, are often 
embedded in scenarios or descriptions of hypothetical work. While existing NIST test procedures provide valuable 
materials for evaluation, greater specification into supported roles, workflow, and rich description are necessary to 
evoke appropriate engagement with test systems. We propose methods for the development and distribution of 
robust testing scenarios for EHR certification purposes. 

Introduction 
In 2012, the National Center for Cognitive Informatics and Decision Making in Healthcare (NCCD) in conjunction 
with the Office of the National Coordinator held a panel discussion at AMIA regarding EHR usability and 2014 
Safety Enhanced Design. One outcome of this symposium was a desire by both researchers and vendors to develop 
consistent and realistic scenarios for potential use in certification assessments. Here, we describe our methodology 
for generating an initial set of testing protocols. Our aim with this work is to initiate a cooperative effort for the 
dissemination and development of mutually acceptable contextually rich scenarios.  

Methods 
As with the development of scenario planning1 for disaster or forecasting purposes, protocols for testing must 
activate appropriate knowledge of the world in the user, capture the mental model incorporated into the system, 
simulate the efforts of real users completing in vivo work, support the inferences these users would draw and 
construct ecologically valid outcomes. 
 

Building from the regulated test procedures (170.314), a generalized work domain ontology was created for each 
2014 Test Method (e.g. medication reconciliation, computerized provider order entry). These workflows were 
informed by interviews and observation of clinicians and iteratively verified by clinical collaborators. Synthetic 
patient data, including historical information, was generated for a number of test cases.  
 

Results 
Initial scenarios have been drafted at our site and likely similar construction has occurred in many other formats 
both commercial and academic. It is our desire to open a discussion about the means of sharing, consolidating and 
validating the collective scenarios across a range of clinical sites and EHR systems. We propose that SHARPC as 
part of its dissemination efforts act as a repository for de-identified exchange.  

Conclusion 
THE 2014 EHR Safety Enhanced Design requirements for testing and reporting of system usability generate a 
growing need for validated, contextually-rich, shared scenarios for testing. Here we detail potential methods for the 
generation of assessment materials and call for open discussion regarding public exchange of protocols. Our hope is 
that such scenarios capture the needs of clinical providers, robustly measure the usability of systems and provide a 
means of identifying safety risks in existing systems.  
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Abstract 

Risk communication is a major challenge in productive patient-physician communication.  Patient decision making 

responsibilities come with an implicit assumption that patients are sufficiently educated and confident in their 

abilities to make decisions about their care based on evidence based treatment recommendations.  Attempts to 

improve health literacy in patients by way of graphical decision aids have met with success.  Such decision aids 

typically have been designed for a general population and evaluated based on whether or not users of the decision 

aid can accurately report the data points in isolation.  To classify decision aids, we present an information-centric 

framework for assessing the content delivered to patients.  We provide examples of our framework from a literature 

survey and suggest ways improvements can be made by considering all dimensions of our framework. 

Introduction 

Risk communication is a major challenge in productive patient-physician communication.  Patient decision making 

responsibilities come with an implicit assumption that patients are sufficiently educated and confident in their 
abilities to make decisions about their care based on the facts and figures of evidence based treatment 

recommendations.  In actuality, many patients have low health literacy and numeracy which makes understanding 

treatment options and the risks associated with them problematic (1) (2) (3).  Physicians may even underestimate 

patient information needs or unintentionally provide information better suited to their own knowledge base (4).  This 

has been found even when patients are well-educated and come from higher-income and socio-economic conditions 

(5).  Low numeracy and graphicacy have tempering effects (3) (6), however attempts to improve health literacy in 

patients by way of graphical decision aids have met with success.  Decision aids are consistently shown to reduce 

patient anxiety, reduce passivity, promote realistic perceptions of treatment benefits and harm, reduce negative 

emotions, and increase patient knowledge about risks and treatment options (7) (8) (9) (10). 

Other work has shown that more guidance from trained medical professionals such as physicians or nurse 

practitioners improves patient understanding of risks as well as patient satisfaction with treatment options (7) (11) 
(10) (12).  Often, this guidance takes the form of jointly inputting patient health information into a standard system 

which then produces personalized decision aids that address the patient’s unique circumstances.  Patients are then 

walked through the decision aid before the consultation concludes (11).  At this point, patients are left with one view 

of their circumstances which can only answer a limited, pre-determined set of questions.  Some work suggests that 

patients are turning to additional, less formal and lower-level medical sources for additional information when their 

medical support team has been exhausted (4).  In this case, an adaptive decision aid would be of even greater value. 

Decision aids are typically designed for a general population, occasionally with some minor degree of 

customization, and evaluated based on whether or not users of the decision aid can accurately report the data points 

in isolation.  Evaluations of gist knowledge determine whether or not patients understand a high-level view of the 

data (Drug A has a greater risk of side effects than Drug B) while verbatim knowledge describes whether or not 

patients can recall specific facts (12 of 100 people are at risk for Condition C).  This is a narrow focus of the use of 

decision aids and the information they present.  Other taxonomic systems for evaluating decision aids place them in 
a workflow and emphasize factors irrelevant to the content and design of a decision aid such as how it is updated or 

implicitly assume static content (13). 

To expand the focus of decision aid classification, we present an information-centric framework for assessing the 

content delivered to patients.    In the following sections, we define our framework, and then use it to organize 

examples and findings from a literature survey.  We conclude with a discussion of significant research gaps. 

An Information-Centric Framework for Decision Aids 

Our framework is based on examining the content of decision aids with respect to the variety of information 

available and its presentation.  This gives us several dimensions on which to classify a decision aid including (1) 
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decision type, (2) the timescale in which information is represented, (3) the number and variety of measurements, 

(4) information source, (5) personalization level, and (6) information format. 

For the purposes of our survey, we consider a decision aid to be a standalone document which conveys at least one 

data point (measure) in some format.  So, minimally, a decision aid will express a measure, say the risk of 

developing Type 2 Diabetes, in a particular format, say as a text paragraph describing the population the risk applies 

to.  The advantages of our framework are that it is condition and severity agnostic: we can apply it to the design of a 
wide variety of decisions aids.  It also allows for the design of complementary decision aids such that different 

aspects of the same data may be emphasized in the most efficient way and balanced across a collection of decision 

aids. 

Decision Type 

The type and complexity of a decision is very often tightly related to the nature of the condition and the treatment 

options available.  We summarize our classification in Table 1.   

Table 1 Types of Decisions Supported 

Decision Type Description Example 

Binary A patient may either opt for a treatment 

option or take no action. 

A patient may choose to have an abnormal growth 

biopsied or wait and observe it for changes first. 

Multi-Option A patient has more than one treatment 

option available, but some or all of them 

may be mutually exclusive. 

A patient must decide how to best reduce the 

immediate risk of cardiovascular disease through 

diet, medication, or surgery. 

Combination 

Options 

A patient has more than one treatment 

option, several of which may increase the 
likelihood of others providing benefits. 

A patient looking to reduce a high risk of lung 

cancer decides to stop smoking as well as improve 
dietary and exercise habits. 

Continuous 

Management 

A patient has made critical decisions about 

their care and now needs assistance in 

maintaining current treatment plans. 

A diabetic patient must learn how to plan meals 

and improve food choices. 

 

The severity of the condition a patient faces will impose emotional and social complexities and dramatically affect 

the time frame in which treatment decisions are made.  However, in the context of this information-centric 

framework this does not impact the classification of the decision presented by a single given decision aid.  That is, 

this framework is designed to be condition and stage-of-condition independent.  The risks, implications, and 

consequences of treatment choices to deal with an aggressive cancer are severe, yet from an information perspective 

the types of decisions required share similarities with the decisions of a patient with a seasonal allergy: multiple 

treatment options may be available, some treatments will be more or less effective than others, and repeated attempts 

to manage the condition may be needed before ultimate success is found.   

Decision aids for binary decisions are one of the most commonly studied as they are the least complex decision and 
often come down to a patient electing to undergo treatment or not (14) (15) (16) (6) (17).  Studies indicate that 

framing effects of personalized risk and comparisons with the risk of an average population have a significant effect 

on whether or not participants opt for treatment (1).  The order in which risks and benefits of a treatment is 

presented has been shown to influence whether or not participants felt positively about treatment though the 

presence of contextual information eliminated this bias (18).  Edwards et al. (19) report on a randomized controlled 

trial where diabetes patients chose between a “treatment as usual” management plan and a “tight control” plan based 

on information presented in either text, graphical, or text and graphic formats.  Their findings suggest that the format 

of the decision aid had no significant effects on the reduction of decision conflict, however participants preferred 

simple graphics which avoided anchoring information and induced information overload.  Other work, however, 

suggests that intention to undertake recommended lifestyle changes was in fact influenced by graphical formats but 

only in participants also receiving high-threat communications (20) (21).  Graphical decision aids have also been 
shown to impact the emotional response (22) of participants and decrease their passivity in counseling sessions (12). 

Multi-option decision aids are often used when there are multiple treatments a patient can consider at once that for 

varying reasons are mutually exclusive of each other.  For example, an early stage prostate cancer patient may be 
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given a decision aid to help decide between surgery, radiation, chemotherapy, or simply a watch-and-wait strategy 

(23).  Or, a patient at high risk for breast cancer may need to choose the extent of preventative surgery (5).  A key 

difference between multi-option decisions and binary decision is the emphasis of the decision aid: for a multi-option 

decision the information must support comparison between options through its format.  This is different from a 

collection of binary decision aids which each individually tell a specific story about a single treatment.  The 

collection may not provide the same information about each option nor will each aid necessarily provide 
measurements which can be compared across decision aids.  Comparison is a difficult information process to 

support in some formats and studies have found that while participants prefer simple, familiar graphics, their 

knowledge as measured by question-answer accuracy is higher when more sophisticated graphics are used (23).  

When used as part of consultations, multi-option decision aids have been shown to improve knowledge and reduce 

decisional conflict (24).  When choosing from amongst treatments, participants tend to prefer symbols to numbers to 

represent strength of the recommendation or evidence for the treatment and incremental risks are consistently 

perceived as lower in text-only decision aids (25).  Other work has shown that both verbatim and gist knowledge are 

significantly associated with medically superior treatment choices (3). 

Decision aids supporting the combination of treatment options are uncommon in the literature.  This may be due to 

the fact that binary decision aids are much simpler to develop and when treatments can be combined to even greater 

benefit, it seems unnecessary to spend time explaining how their interaction will magnify their effects.  But, they can 

be particularly effective in communicating the effects of lifestyle changes on long-term conditions and helping 
patients determine their priorities.  Jones et al. (11) report on work where 90% of patients in a clinic environment 

were able to make lifestyle adjustments to address their risk of cardiovascular disease with the help of a model-

based decision aid.  Other systems have been successfully built to recommend lifestyle options to patients at risk of 

cardiovascular disease that are in agreement with clinical guidelines and practices (26). 

Finally, decisions aids supporting continuous health management are often used in situations where patients have 

chronic conditions necessitating continuous management.  Continuous management decisions differ from other 

types of decisions in that a single decision may have little immediate impact.  However, over the long term of 

managing a patient’s health, the cumulative effect of such continuous smaller decisions has a determining impact on 

the patient’s condition.  In some cases, a decision aid may provide supplemental information non-specific to a 

particular treatment to help a patient manage a care plan. For instance, an informative decision aid may provide 

resources for more information, counseling, or suggested lifestyle modifications.  Critical decisions have been made 
and a patient has developed a care plan but must now incorporate those decisions into daily life.  For example, 

Chaudry et al. (27) report on a graphics based aid designed to help low-literacy diabetic patients make healthier food 

choices.  Others have assisted patients of cardiovascular conditions with learning the side effects of medication and 

understanding quality of life factors (28).  Nurse practitioners assisted by decision aids for patients managing 

obesity-related health conditions increased their adherence to clinical guidelines (29).  The intention of diabetic 

patients to adhere to their care plans increased while they interacted with game-like decision aids (30).   

Timescale 

Decision aids often include an explicit time frame in which the outcomes they communicate are expected to occur.  

Because the majority of decision aids are non-interactive, these timescales typically do not vary and provide a single 

snapshot of a patient’s risk in an unchanging way.  There are two classifications of time scales in our framework: 

 Single Projected Point: A patient’s risk is provided for a single point in time regardless of factors which 
may change during that duration.  This is exemplified by a cancer risk calculator which provides a patient’s 

risk of developing pancreatic cancer within the next 10 years. 

 Multiple Projected Points: A patient’s risk is provided at several distinct points in time, usually equidistant 

and changes to risk during the total timescale are evident through the repeated measures.  An example is a 

table of a patient’s risk of cardiovascular disease which has measurements for 5 years, 10 years, and 15 

years from the current date. 

The impact of timescales on decision aids is an understudied space in the literature.  Single point measurements 

often range from the current moment in time to 30 or more years in the future when communicating risk.  There is 

some evidence to suggest that short timeframes are best for achieving risk reduction through behavior change (31).  

Many decision aids or risk communications do not supply an explicit time frame for their data (32).  For example, 

the National Center for Chronic Disease Prevention and Health Promotion reports that reducing blood pressure 

reduces the risk of major cardiovascular events by 50% (33).  While useful to know, this gives a patient no 
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indication of the immediacy of the risk reduction.  Most often, multiple projected points are used to communicate 

the changing of treatment effects or the evolution of a patients risk over time should no actions be taken (24) (7).  

Measurement Types 

A decision aid is designed to convey information to patients in order to help them chose their best treatment options.  

In order to do this, a variety of measurements may be provided so that patients may determine which factors are 

important for themselves.  Measures are provided without priority and it is often the task of the patient to choose 
which are relevant based on personal preferences (see literature on patient preference elicitation).  Examples of 

measures include the risk of experiencing side effects while taking medication, risk of needing additional treatments, 

risk of adverse events occurring after treatment completion, the numbers of patients opting for treatment, mortality 

rates, or quality of life measurements. 

This list is intentionally not exhaustive.  Evidence-based medical practice involves the consideration of a great many 

points of data and each is unique to a patient’s personal condition.  We include this dimension in our framework as 

an indication of the complexity of a decision to be made.  With all other dimensions identical, a decision aid needing 

to reflect numerous salient measures will be more difficult to design than a decision aid detailing a single 

measurement, say the risk of experiencing headaches as a side effect of an oral medication. 

Framing effects have been consistently found when equivalent measures are studied.  Patient treatment preferences 

have been shown to vary based on whether patients were presented with survival rates or median survival times (23).  

Supplying comparative measures such as the risk of an average population has been shown to increase the likelihood 
that a patient opts for treatment if the patient’s risk is above average (1).  Some common measurements such as 

numbers-needed-to-treat are found to be easily misinterpreted by patient and physician alike (9).  Verbal expressions 

of risk and other measurements are known to have a wide degree of interpretation between physicians and patients 

(17).  Caution and clarity are needed in presenting measurements as even familiar formats such as bar charts have 

been shown to be misinterpreted by patients in some studies (20). 

Data Source 

The information presented in a decision aid should come from credible and verifiable sources.  With that 

assumption, there are three common sources of data presented in decision aids: 

 Model Based Data: a scientifically developed model accounts for one or more condition-specific 

parameters and classifies a particular patient’s risks based on the patient’s personal expression of model 

parameters. 

 EHR Data: a patient’s personal records are compared against the records of other patients and measures 

reported in a decision aid are a reflection of the outcomes of other patients with similar health records as 

the given patient. 

 Summary from Literature: Clinical trials and other forms of scientific study have been summarized and the 

findings relevant to a particular patient are distilled into the content of a decision aid. 

Summaries from literature may be the easiest data sources to obtain and redistribute making them a popular choice 

for data for any decision aid.  Scientific studies have the advantage of publications which make providing reference 

information to patients simple.  Model based data is also present in decision aid research though not as frequently as 

literature summaries.  Breast cancer decision aids frequently make use of the Gail Model for patient-specific risk 

estimates (25) (34) (18).  Similarly, cardiovascular disease can be modeled by several systems including expert 

systems using ARIC data (26), the UKPDS risk engine (35) (31), and the Framingham Risk model (35) (11) (31).  
An advantage of model-backed decision aids is that small changes can provide feedback to patients using interactive 

decision aids as demonstrated by Jones et al. (11) and others (21) (22).  Not all interactive decision aids invoke 

models, however.  Ancker, Weber, and Kukafka (36) report on the use of interactive graphics for communicating a 

static value of risk to low-numeracy participants.  A smaller number of decision aids draw their data from electronic 

health records now that they are becoming more common and standardized.  For example, the Hughes riskApp uses 

EHR data to identify high risk hereditary breast and ovarian cancer patients and model their risk of developing 

cancer across their lifetime (Figure 1) (37).  Kharrazi (30) reports on the development of an interactive system for 

children with diabetes which uses parent-input reports of compliance as records to drive an in-game reward system.   
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Figure 1 An EHR and Model based system for identification of high risk cancer patients.  From (37). 

 

Personalization Level 

A decision aid’s relevance and the information it contains is often directly related to its ability to capture a patient’s 

unique circumstances.  The level of personalization supported by a decision aid can range from a series of 

predetermined options a patient may select from to the capacity to include a patient’s entire medical history.  We 

include this dimension as an indication of the personal relevance of the presented information in a decision aid.  

With all other dimensions identical, a decision aid personalized with a detailed medical history of a particular patient 

will be more relevant to the patient than a decision aid customized on a subset of that patient’s history.  Such 

increased relevancy has been shown to make health communications more effective (39). 

A patient’s specific risk of a condition is the most common level of personalization.  This patient-specific risk can 

be derived from a wide range of factors such as height and weight (29) (26), medications (28) (35), diet plans (28), 

exercise regimens (28) (21), treatment preferences (23) (24) (38) (26), and other lifestyle factors (26) (35) (11) (34).  

In some cases, these personalizing data are gathered automatically from a patient’s electronic health record (11) 

(30).    

Information Format 

Finally, the most widely studied dimension within our framework is the information format of a decision aid.  With 

the utilization of the internet, a broad range of media has become available for the communication of patient 

treatment options.  Rather than attempting to capture all the possible media now used for the production of decision 

aids, we focus this dimension on broad categories of presentation.  Decision aids may belong to one of several 

categories summarized in Table 2.  The same data may be presented in a variety of ways and a number of decision 

aids may be designed to support patients making the same decision.  A patient may be given multiple decision aids 

of differing formats in order to make the information as clear as possible or to leverage the advantages of some 

formats over others.  The classifications within our framework refer to the format of a single decision aid as a stand-

alone product. 

Text-only decision aids are commonly found in research literature where they are very often used as a control 
condition in a randomized trial.  There is evidence to suggest that patients prefer other formats, particularly those 

that provide immediate feedback on questions (38).  This may be due to a difficulty in interpreting statistics which 

has been shown to hinder both patient and physician alike (9).  Some work has even found that numeric text alone 

produces low knowledge in comparison to pictographs (2).  Other studies have suggested that the believability of 

data was perceived as greater in decision aids which contained graphics instead of just text (21) and that risk 

presented as text-only data is often overestimated (25).   
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Table 2 Information formats in decision aids 

Format Description Example 

Text Treatments, risks and outcomes are expressed 

in written formats without graphics or 

augmentation. 

A patient is given a report to use in determining 

whether or not to undergo a medical procedure. 

Graphics Treatments, risks, and outcomes are expressed 

in a graphical format such as bar charts, pie 

charts, pictographs, etc. 

A patient is given a booklet of infographics which 

portray the risks of experiencing side effects of a 

possible medication as a series of bar charts.  Each 
chart represents a side effect and each bar of each 

chart represents a year of treatment. 

Text + 

Graphics 

A decision aid contains both text (as described 

above) and graphics (as described above) 

A patient is given a report with particularly salient 

study results called out in a table and risks 

communicated through pictographs. 

Animation A decision aid uses graphics which are 

animated to reflect changing measures or 

guide patients in understanding one graph’s 

relation to another. 

A patient is given a video which narrates a smoker’s 

cumulative risk of acquiring lung cancer as a series 

of pictographs.  Each step in the animation alters the 

data in the pictograph by one year at a time. 

Interactive A combination of text, graphics, or animation 

is available which patients may manipulate 

through a series of controls and observe the 

effects on relevant data. 

A patient’s risk of cardiovascular disease is assessed 

based on current lifestyle factors and then the patient 

selects a number of lifestyle adjustments to observe 

how those adjustments affect projected risks. 

 

The study of graphics as decision aids has provided evidence that features which support the accurate or correct 
interpretation of data are different from those that prompt behavior modifications (15).  Numeracy and graphicacy 

have been repeatedly shown to affect the accuracy of patient understanding (5).  Pictographs such as Figure 2 have 

been shown to help patients attain higher risk comprehension, particularly those with low-numeracy (3).  Factors 

such as horizontal layout and shading have been investigated for their impact of graphic understanding (6).  Familiar 

graphics are often preferred based on qualitative reports but can also lead to less accurate knowledge (19).  There is 

danger in applying unfamiliar graphics such as funnel plots which allow patients to apply their own, possibly 

incorrect, interpretation to data (20). 

The combination of text and graphics in a decision aid has some mixed results.  Participants have reported 

information overload when risk communicated through graphics is augmented with additional information as text 

(19).  Other work has suggested that tables, which combine text with graphical layouts, are associated with higher 

verbatim knowledge in patients but at the cost of lower gist knowledge (3). 

 

Figure 2 Example Pictograph from Price, Cameron, Butow (6) 
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Interactive decision aids and animated decision aids are less prevalent in research literature but their effect has been 

encouraging.  Low-numeracy participants have been found to report higher risk-feelings than high-numeracy 

patients except when using interactive graphics (36).  Uncertainty of cancer risk was effectively communicated 

through a dynamic visual format by Han et al. in (40).  Interactive decision aids have also consistently led to more 

expressed emotional responses including relief about small risks, concern over large risks, and feelings of 

empowerment (22).  Participants not making use of interactive features report lower intentions to make lifestyle 
changes or adhere to care guidelines when compared with participants in interactive conditions (30) (11).  One 

barrier to the adoption of interactive decision aids is studied by Xie, Watkins, and Huang (14) who indicate that the 

controls used by interactive decision aids are frequently non-intuitive to target populations such as older adults.  

Some evidence has also suggested that interactivity can distract patients from understanding relevant information 

(41). 

Discussion 

In our survey of risk communication and decision aids we found many decision aids which effectively 

communicated the risk of certain conditions and/or treatment side effects and reduced the anxiety patients feel when 

presented with a great deal of information they must come to understand.  We note, however, that there is a dearth of 

research investigating the role of interaction and interactive decision aids, particularly when used as a means for 

making combined treatment decisions or for greater personalization.  We see several ways in which an interactive 

system could overcome shortcomings of static graphics or text in displaying complex information: 

 The effects of multiple variables on a single risk factor can be isolated and demonstrated individually and 

together on the same data. 

 Multiple presentations of the same data decrease the reliance patients must have on any single graphic, 

particularly when views are coordinated. 

 Patients can decide which treatment options to explore and change their minds many times. 

 Patients can obtain high-level understanding of data and then explore personally interesting facts in greater 

detail. 

 Patients can return to the decision aid multiple times during the course of their decision making and 

investigate new facets of their treatment options. 

Pictographs are a popular choice for communicating the probability of an event happening but as static graphics they 

can only reflect a single point of data for a single point of time.  Ancker, Chan, and Kukafka (22) and Ancker, 
Weber, and Kukafka (36) make use of interactive pictographs to first conceal the graphic representation of risk and 

then reveal it through game-like clicking interactions (Figure 3).  Additional controls might allow patients to 

investigate the effects of time by revealing how the number of individuals who experience an event increases or 

decreases over time or how those rates increase or decrease compared to a second population of individuals.  

Alternatively, patients might have the option of changing which model drives their risk estimation in order to 

understand the variability or uncertainty of their health risks.  

 

 

Figure 3 An Interactive Search Pictograph from Ancker, Weber, and Kukafka (36) 
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Jones et al. (11) test an interactive system for communicating a patient’s cardiovascular risk as part of their study on 

the feasibility of clinic-based decision aids (Figure 4).  Their prototype makes use of a model for generating a 

patient’s Framingham Risk Score based on the patient’s current health condition and several patient selected 

lifestyle options.  A reactive set of bar charts displays the patient’s current risk score, an idealized risk score possible 

should the patient opt for every possible healthy lifestyle choice, and the patient’s currently selected risk score based 
on what lifestyle modifications the patient has actually selected.  This simple interaction has the ability to 

demonstrate to patients in a visual way the progress they could make in reducing their risk score as well as providing 

them a chance to discover which of their preferred risk reduction lifestyle changes have the largest impact to their 

health.  One limitation, however, is that the visualization presents a single projected data point for a patient’s risk (a 

10-year risk of cardiovascular disease).  An alternative visualization might make use of electronic health records of 

similar patients to show what cardiovascular-related events other patients encounter and when over the course of 

their management of their condition those events occurred.  A patient may find it useful to know that while smoking 

cessation alone dramatically cuts their risk, diet changes and exercise reduce risks as well and also result in the need 

for fewer medications over a lifetime. 

 

Figure 4 An interactive interface for prompting lifestyle changes in high risk cardiovascular patients.  From Jones et 

al. (11) 

 

Conclusion 

We have presented an information-centric framework which provides a mechanism for describing the content of a 

decision aid and how that content is presented.  It can be used as a means to compare the roles of decision aids and 

what data can be represented with it.  Our framework overcomes limitations of other frameworks by shifting the 

emphasis of evaluation from strictly accuracy and by allowing design factors such as interaction, format, and 
decision type to be represented.  In future work, we will use our framework to design an interactive decision aid to 

help patients choose between different treatment options (a multi-option decision) based on electronic health records 

and the outcomes of similar patients over the course of their treatment.  We are also in the process of evaluating our 

framework with other decision aid designers and experts knowledgeable in the varying roles decision aids play in 

patient-centered risk communication. 
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Abstract (50-75 words):   Mental models allows for a shared language and conceptual 

representation of evaluation concepts when teaching informatics trainees. Mental models 

representing form and function of a public health information system (IS) assists in visualizing 

concepts and learning. Specifically, dissection of an IS into form and function facilitates problem 

formulation and application of methods, tools, and techniques to the evaluation problem. Use of 

two mental models in an applied fellowship demonstrates their utility for teaching IS evaluations. 

Description: Public Health Informatics trainees come from very diverse backgrounds. Mental 

models allow use of a common language and shared conceptual representations of evaluation 

problems. Living (e.g., human body) and non-living (e.g., computers) systems can be understood 

in terms of form (how its components are assembled together) and function (how the components 

work together to achieve specific tasks). Evaluations of information systems including those 

used in public health (PH) can be framed according to an understanding of their form and 

function. Two mental models to aid evaluation of IS in PH are based on the Onion Ring Model 

(ORM) (Heeks, 1999) and the Information Value Cycle (IVC) (Taylor, 1982). Dissection of an 

IS into form and function facilitates problem formulation and application of methods, tools, and 
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techniques to the evaluation problem. Use of these frameworks in an applied fellowship 

demonstrates their utility for teaching IS evaluations. 
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Abstract 

This qualitative exploratory study examined how 59 patients with type 2 diabetes used a standalone personal health 

record (PHR) to manage their diabetes-related health information.  Nine themes emerged from interviews: complete 

and accessible record; increased awareness; PHR design issues; out of sight, out of mind; I would have used it if I 

were sicker; economic, infrastructure, and computer literacy barriers; lack of patient-provider engagement; double 

tracking; and security and privacy concerns.   

 

Introduction 

Over 18.8 million Americans are currently diagnosed with diabetes.1  Despite the effectiveness of medical treatment 

and self-care behaviors in achieving clinical goals for diabetes, many patients still struggle to manage their 

condition.  The use of personal health records (PHRs) is purported to help patients better manage chronic conditions 

and self-care.  However, limited studies have examined factors that lead to sustained PHR use and barriers that lead 

to ineffective use over time.2  The purpose of this study was to explore how patients with type 2 diabetes used a 

standalone PHR to manage their diabetes-related health information. 

 

Methods 

This was an exploratory qualitative study in which participants were randomized to an intervention group which 

received a PHR and hands-on training for using the PHR to track their diabetes-related health information, or to a 

control group receiving usual care.  At 3-6 months after baseline, interviews were conducted with all participants in 

the intervention group (n=59).  Interviews were audio-recorded, transcribed, and analyzed by two of the study 

investigators using a systematic, iterative approach of in vivo coding, category formation, and theme development.   

 

Results 

Nine themes emerged from the analysis: complete and accessible record; increased awareness; PHR design issues; 

out of sight, out of mind; I would have used it if I were sicker; economic, infrastructure, and computer literacy 

barriers; lack of patient-provider engagement; double tracking; and security and privacy concerns.  Themes reflected 

negative experiences and barriers to initial and long-term PHR use, positive experiences that led to knowledge gains 

and enhanced self-care behaviors, and mixed experiences in integrating PHR use into existing health behaviors.   

 

Conclusion 

PHR use resulted in developing a complete and accessible record and increased patients’ awareness of their diabetes 

care, though it was used primarily as a supplementary tool to current tracking behaviors.  PHR use can be enhanced 

through better design and usability, offering patients different ways to engage with the PHR depending on their 

individual needs, and through patient-provider engagement facilitating information sharing between both parties.   
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Abstract 

Developing data alignment and harmonization practices necessary to support federated data querying of 
heterogeneous institutional research repositories is challenged by differences such as local technical resources, 
communications challenges tied to distance, research culture and institutional governance requirements. We 
propose that practices developed through the data alignment and harmonization process employed in two 
implementations of distributed de-identified research data repositories can be offered as a basis for best practices in 
implanting these systems.  We describe the basis of this work from the experiences gained from two multi-
institutional federated data discovery projects, specifically the Cross-Institutional Clinical Translational 
Research Project (CICTR) – three institutional sites, and the University of California Research eXchange (UCReX) 
projects with five institutional sites. Both projects sought to permit researchers to perform structured queries across 
large-scale, geographically distributed i2b2 instances. The projects relied upon semantic alignment of the i2b2 
ontology cell implemented at each site with each data source at each site requiring a map and methodology for 
every data element instance to a central ontological “hub” to support the execution of a single query against all 
participating sites. In this presentation we will describe the iterative semantic alignment process employed to 
support these projects.   
 
Outline 

1) Distributed data dilemma in research 
a. Description of the problem to be solved 

i. Heterogeneous health data in silos 
ii. Data alignment and policy 

b. CICTR project 
i. Aims of CICTR 

ii. Syntactic  &  semantic interoperability 
iii. What we learned 

2) UCReX program 
a. Description of UC-ReX  

i. De-identified cohort discovery 
ii. Application to CER & Clinical Quality improvement  

b. The Importance of Data Harmonization in Federated Data Architectures 
i. Enabling semantically equivalence in the data - "same data" 

ii. Standardizing the user's query semantics - "same question" 
3) The Semantic Alignment Lifecycle 

a. Overview: our projects’ semantic alignment needs 
i. Iterative and consensus-based: not a machine process 

ii. Creates alignment target as well as maps from source instances: not transforming 
instances to established standard 

b. Preparation 
i. Establish governance structure 

ii. Requirements for target(s) 
iii. Identify data knowledge sources, semantic “officers” 

c. Analysis 
i. Source system evaluation 

ii. Standards review 
iii. Create target / map recommendation 

d. Governance 
i. Approves / rejects recommendation with refined requirements 
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ii. Decisions documented 
e. Curation / Quality 

i. Build target(s) 
ii. Source system extract, transform (from maps) and load (ETL) 

iii. System content review (testing) 
f. Publication 

i. Data dictionary 
ii. User training materials  

iii. Contribute to Standards development organizations 
4) Take home practices 

a. Adaptable for most implementations 
b. Essential in projects developing access to distributed source systems 

 
Educational Goals 
1) Describe the complexity of the data alignment problem across multiple sites with multiple data sources 
2) Describe the value of supporting large-scale, multi-population, federated queries in research hypothesis 

formulation, particularly in rare disease populations.  
3) Describe the role of a central, harmonized hub that supports federated queries 
4) Describe the role in analysis of data standards and the potential compromises which occur in real-world 

implementations 
5) Explain the value of establishing an separate governance body & process 
6)  Illustrate the ongoing, iterative nature of the life cycle and its value in implementing and maintaining 

alignment in environments with divergent systems. 
 
Who should attend:   
Biomedical systems developers, biomedical health terminology experts, health policy representatives, population 
researchers, students.  
 
Conference themes supported by this presentation:   
I.A.1. Controlled terminologies and vocabularies 
II.1. Data exchange, communication, and integration across care settings (inter- and intra-enterprise standards) 
II.28. Applications that link biomedical knowledge from diverse primary sources (includes automated indexing) 
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Abstract 

A dashboard to monitor the performance of clinical decision support rules across multiple clinical locations is 
potentially very useful but challenging. We centralized rule log data and developed a dashboard and reporting 
system to assess performance of enterprise rules. These tools help to maintain our rules. However, we found 
significant variability reflecting the clinical and technical diversity of the different locations.  

Introduction 

In general, clinical decision support (CDS) rules integrated in the electronic medical record (EMR) are powerful 
tools to deliver standardized knowledge and improve clinical performance. The overall impact of each rule can vary 
when implemented using different EMR and CDS systems, or when implemented in different medical centers, i.e. 
large vs. small hospital. The impact of these rules can also evolve over time based on knowledge, data or workflow 
changes. These variations of the rule performance could be overlooked without appropriate monitoring.  Our 
institution is pursuing standardization of the CDS but lacks the ability to systematically report the performance of its 
enterprise CDS rules integrated in the EMR across multiple locations. We describe a dashboard model developed to 
monitor CDS rule performance across diverse clinical locations and our experience with its initial implementation 
and status indicators. 

Dashboard and Reporting System 

Mayo Clinic has several medical centers and they have fully implemented EMRs, Cerner Millennium or GE 
Centricity. These EMRs have integrated rule engines (Discern and Blaze) that generate customizable log data each 
time a rule is triggered. Rule source data is housed in multiple databases including an Oracle relational database 
along with a textual string database log.  The source data is copied real time into a DB2 data warehouse replication 
database. Replication allows for repeated and continuous access to the data, without jeopardizing the resources of 
each system. A CDS data mart contains common elements that are shared among all rules; the data mart is a DB2 
database which is able to archive all information. The data mart allows for straight forward analytical studies of any 
given rule or rules across all locations. Business Objects is a tool that allows easy access to the Clinical Decision 
Support mart. Dashboard 
status lights provide a notice 
that intervention may be 
required for the performance 
of specific CDS rules. The 
initial thresholds were set at 
+/- 20% from the last 28 days 
average for yellow, and +/- 
40% for red. The figure shows 
a section of the dashboard 
with the status lights and an 
individual rule report. 

Conclusion 

The rule performance reporting database and dashboard are valuable tools to compare CDS rule performance across 
multiple locations and longitudinal follow-up within each location. However, establishing uniform criteria to detect 
clinically or technically significant variations applicable across diverse locations can be challenging. True clinical 
variations may be difficult to differentiate from technical variations, imposing significant process challenges at the 
time to initiate a review process to identify errors. The sensitivity of each dashboard light definition needs 
individualization by rule and location to achieve appropriate performance. The dashboard and reports using 
performance data are not enough to understand the clinical impact of the CDS rules including processes changes or 
patient outcomes. However, they could greatly facilitate further studies to answer these questions. 
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Clinical practice increasingly relies upon imaging to provide rapid data in the care of patients. While a brief clinical 

summary often accompanies an imaging request, detailed knowledge of a patient's past medical history can be crucial for 

optimal study interpretation. Manual electronic record searching is time-consuming and can lead to potentially lower-

quality, less-efficient interpretations. We describe here a process for developing customized search queries of the 

electronic medical record (EMR) built upon the Queriable Patient Inference Dossier (QPID) health record intelligence 

platform at the Massachusetts General Hospital. Through literature reviews and interviews with referring providers, a list 

of relevant past medical history search parameters specific to three MR exams (liver, prostate and rectum) was developed. 

For example, a structured search of the past medical history relevant to liver MR includes the terms ‘hepatocellular,’ 

‘steatosis,’ ‘cirrhosis’ and ‘thorotrast.’ Twenty patient records selected at random were searched across nine liver, prostate 

and rectum MR search algorithms covering relevant past imaging studies, laboratory values, medications and progress 

notes. Results indicate that the search system is fast, with an average search time per query of 3.4 ± 1.1 seconds. We also 

describe a graphical user interface (GUI) that incorporates interpretation guidelines specific to exam type to optimize 

quality of reports. For example, the prostate MR GUI explains the need for the radiologist to incorporate information 

about the tumor site, presence of extracapsular extension, lymph node involvement and local metastases. This study 

demonstrates the feasibility of constructing automated search queries of a patient EMR which optimize clinical data 

gathering for use in enhancing speed and quality of image interpretation. Future directions include a demonstration of the 

accuracy of this tool and its impacts on the efficiency and quality of imaging interpretation. 

 

 

 

 

 

 

 

 

 

 

 

 
 

 

Figure 1 Sample structured QPID search for past medical history relevant to liver MR image interpretation. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2 Screenshot of prostate MR GUI for accessing search results and tailored image interpretation guidelines. 
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Introduction and Background: The treatment options for cancer have increased exponentially 
over the past decades and are expected to continue to grow, although it remains a major cause of 
morbidity and mortality worldwide. Along with the marked increase in treatment options has 
come an increased separation and “silo-ing” between subspecialties in the field, which is 
exacerbated by the fact that the majority of randomized clinical trials occur within a single 
cancer context. We explored whether unsupervised clustering methods could determine 
relatedness between cancer contexts based upon published treatment options. 
Methods: A comprehensive resource of 1000+ referenced chemotherapy regimens covering 51 
cancer subtypes was used as the data source (Hemonc.org). The context in which drugs were 
used (untreated/first-line vs. relapsed/refractory [r/r]) was determined through metadata on 
Hemonc.org and regexp searches of PubMed abstracts. We then undertook a global topological 
analysis [1] to transform a complex network with no clusters into a new network with clusters 
that captured global connectivity. A Bayesian bipartite clustering algorithm [2] was used to 
objectively label clusters of cancer contexts with similar treatment profiles. The cluster labeling 
was seeded randomly 1000 times and the most likely clustering candidate was selected. 
Results: 85 cancer contexts with 743 distinct relationships to individual chemotherapeutics were 
included in the analysis. 19 clusters (median size 3, range 1 to 21) were formed with high 
probability (>90% for all determinations). Clinically expected clustering, e.g. multiple 
gastrointestinal cancer subtypes in one cluster and multiple lymphoma subtypes in another 
cluster, were observed. Untreated breast cancer and r/r prostate cancer, which are treated 
distinctly from other cancer subtypes, were each assigned to their own cluster. Unexpected 
clustering also occurred, e.g. untreated CML, r/r brain cancer, and r/r neuroendocrine tumors. 
Discussion and Conclusion: We have demonstrated a new process to analyze contextual cancer 
subtypes with unsupervised methods applied to objective data. The current analysis uses 
publication as a proxy for clinical use; future work will incorporate observed clinical patterns of 
chemotherapy use, as well as estimates of efficacy as a function of cancer context and quality of 
the published evidence. In conclusion, our findings suggest that many cancer contexts are highly 
similar in terms of published treatment options, whereas others are highly distinct and most were 
independently validated by external sources. Thus, this approach should prove highly useful for 
creating novel, objective metrics for classifying complex diseases as well as presenting new 
avenues for research into mechanisms underlying current treatments. 
References: 
[1] Alterovitz G & Ramoni MF (2006), "Discovering Biological Guilds through Topological 
Abstraction," AMIA Annu Symp Proc. 
[2] Vasquez A (2008) “Bayesian approach to clustering real value, hypergraph and bipartite 
graph data: solution via variational methods.” 
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Abstract: 
The Asthma Infrastructure Research project (AIR) is an interdisciplinary and collaborative venture between 

Google, Saint Louis University, and Harvard University seeking to improve patient management of asthma.  We 
plan to provide self-improving infrastructure that will sense medical and environment variables, integrate a patient’s 
personal medical history, learn how to predict the likelihood of conditions that promote asthma attacks on a 
geographical and individual basis, and suggest behavior to mitigate the onset of an asthma attack.   

Project Description 
The infrastructure includes a smart phone application, backend data mining, and machine learning 

algorithms designed to link environmental causes of asthma to the medical conditions of asthma, and to 
communicate between the patient and practice through the patient’s personal electronic medical record (PHR).   
Included in this infrastructure is a set of rules to determine which environmental factors exacerbate asthma related 
events and a location based, real-time text message asthma alert system.  This intelligent architecture will help 
asthma patients better manage their conditions using persuasive technology to promote healthy behavior along with 
easy and effective self-reporting of asthma events.  

The figure below illustrates the overall flow of information in our proposed infrastructure.  The real-time 
component of our infrastructure will 
take this same data that is mined to 
determine the rule-set and send it into 
the rule-engine for real-time 
processing.  These rules determine if 
an asthma alert text message should be 
sent and the type/content of the 
message based on current information 
about the patient and his local 
environment.  These messages can be 
tailored based on personal information 
in an EMR to make them more 
effective.   

A real-life use case from our 
patient focus groups illustrates one 
service our proposed infrastructure can 
provide:  Mark suffers from asthma, 
which as noted in his EMR is trigged 
by Cottonwood pollen.  He has a trip 
planed (on Google calendar) to 
Pueblo, Colorado.  When conditions 

are favorable, Mark likes to run outdoors.  Our infrastructure then combines a set of rules, current air quality, Mark’s 
calendar, and information in his EMR to generate a text message to Mark advising him not to run outdoors given the 
expected high Cottonwood pollen count in Pueblo tomorrow. 

Basic research questions include: (1) How do you build infrastructure for a self-enforcing 
sense/learn/suggest loop that promotes better health for patients with asthma?  (2) How do you build persuasive 
mobile infrastructure for management of asthma?  (3) What are the main allergenic and environmental factors that 
increase the likelihood of an asthma attack?  (4) Is the system more effective if the messages are tailored? 

Based on results from our focus groups our infrastructure will: Track medication, Track asthma metrics 
such as Peak Flow, Track activity level, Provide tailored education based on particular patient data, Tailored and 
non-tailored text message alerts for patients with basic/advanced cell phone, Geographical asthma rating.  
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Abstract  

Lack of adequate consumer health information about clinical research contributes to health disparities among low 

health literate minority multicultural populations and requires appropriate methods for making information 

accessible. Enhancing understanding of health research can enable such minority multicultural consumers to make 

informed, active decisions about their own health and research participation. This qualitative study examines the 

effectiveness and acceptability of an animated video to enhance what we call health research literacy among 

minority multicultural populations. A team analyzed the transcripts of 58 focus groups of African Americans, 

Latinos, Native Hawaiians, and Filipinos in Los Angeles/Hawaii. Participants were accepting of animation and the 

video’s cultural appropriateness. Communicating information about health research via animation improved 

participants’ ability to identify personal information-gaps, engage in meaningful community-level dialogue, and ask 

questions about health research. 

  

Introduction 

 

Increasingly, investigators in the field of consumer health informatics have identified limited health literacy as a 

primary barrier to accessing healthcare resources among medically underserved minority populations.
1,2

 The 

Institute of Medicine (IOM) defines health literacy as “the degree to which individuals have the capacity to obtain, 

process and understand basic health information and services needed to make appropriate health decisions.”
1
 Nearly 

half of American adults struggle to function in the health care system due to low levels of health literacy, 
3,4

 and 

studies suggest that differences in health literacy levels are related to racial and ethnic health disparities.
5
 While 

minority populations suffer from significantly lower levels of health literacy than the general population,
6,7

  such 

populations are also inadequately represented in clinical health research.
8,9

 In this paper, we make use of the concept 

of “health research literacy” to highlight the increasing evidence that minority underrepresentation in health research 

is, in part, due to lack of awareness of research opportunities
10

 and limited understanding of research processes.
11-13

 

General health literacy is linked with the ability to gather and use information to make health-related decisions, and 

clinical trial participation is one such health-related assessment minorities may make in their lifetime. Consequently, 

health research literacy highlights the role health literacy plays in minority enrollment in health research and clinical 

trials.       

 

Increasing minority participation in clinical health research is important and necessary in addressing equity in health 

care provision, ensuring the generalizability of research findings and improved health outcomes.
14-16

 Paramount to 

this need are approaches that promote effective dialogue among minority and multicultural health consumers about 

all stages of research (recruitment, enrollment, and retention) at individual and communal levels through the 

exchange of information. Inadequate health communication, including limited consumer access to relevant health 

information and intercultural communication barriers in the healthcare setting, contribute to health disparities among 

poor, at-risk, vulnerable, and minority populations.
17-19

  

 

The challenges of inadequate health communication, combined with low consumer health literacy, are especially 

visible in the limitations inherent in the current informed consent process – the key manner in which health care 

consumers gain information about participation in research. In fact, Institutional Review Boards (IRBs) and 

researchers often fail to provide research subjects with study information that is literacy-level appropriate.
7
 

Furthermore, researchers and IRBs have focused on the presentation of risks and benefits, without a concurrent 

meaningful discussion that ensures participants understand the information disclosed.
4,20,21

 Limited health research 
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literacy can impede healthcare consumers’ comprehension of the consent information, consequently limiting 

consumers’ ability to ask questions and make decisions.
22,23

 At a minimum, health research requires that researchers 

ensure true comprehension is achieved so participants may make more informed choices about participation.  

 

Medical sociologists have elucidated the complexities of ‘choice’ and the extent to which decision-making maybe 

constrained in the healthcare setting.
24,25

 Building on these insights, researchers in the field of consumer health 

informatics have pointed to the importance of considering the social and cultural context in which individuals seek 

information and make health decisions,.
26

 The inclusion of community in a dialogue around research participation 

matters among minorities because the decision to participate is frequently not independent of community 

involvement and may support consumers in making informed decisions throughout the trial in an on-going process – 

a dialogue – rather than a discrete act of choice that takes place in a singular moment. 
27,28

   

 

Commonly used methods of informing minority and multicultural populations about clinical research have not 

adequately improved their participation in clinical trials or their ability to comprehend and give informed consent. 
14,29

 The lack of easily accessible information about clinical research for minority populations with limited health 

research literacy is a key barrier.
30-32

 Institutional Review Board (IRB) requirements have facilitated efforts in the 

development of informed consent forms that meet readability standards for low literacy groups.
33-35

 However, there 

is some indication that IRBs may be inadvertently advancing content that is beyond their own readability 

guidelines.
7
 In addition, there is a need for informational resources that increase awareness about clinical research 

and take into account the unique cultural and communal aspects of decision-making among minority populations. 

 

Research shows that populations with low health research literacy are often more open to visual multimedia based 

information
36-39

 and that practitioners and health educators should make use of a wide range of traditional and novel 

health information resources, from static informational Webpages to information visualization tools such as online 

digital content and audio/video programming.
26

  There is some evidence of the positive impact of video-based 

educational efforts on potential research participants’ improved attitudes about participation in clinical research, 

increased knowledge and satisfaction and decreased anxiety regarding participation. 
40-42

 Despite extensive video use 

in education, health promotion and intervention efforts among non-English speaking groups in the United States, 

video-based research recruitment and consent efforts among these populations has been limited.
32

   
 

Animated videos have been found to be effective in providing information, particularly for minority populations 

with low health literacy.
36,43,44

 Because animation is typically perceived as non-threatening, familiar and accessible 

across age groups, cultures and literacy levels, it may hold the attention of viewers and enhance recall. In addition, 

animation has been shown to be more effective than live-action as an educational tool because it gives filmmakers’ 

greater control over presentation, characterization, staging and timing, making it a powerful medium for conveying 

symbolic theories and concepts.
45

 There is evidence that when compared to written materials alone, cartoon 

illustrations and pictographs have been more successful in improving patient recall, comprehension of consent 

materials, satisfaction with care and compliance, particularly among low literacy populations.
46-48

 A prospective 

randomized controlled trial comparing the effectiveness of written materials versus animation found the latter to 

have significantly improved post-intervention levels of knowledge and long term retention of health information 

among study participants.
44

 This study addresses a gap in the existing literature regarding the acceptability of 

animation as a novel information tool to enhance health research literacy among minority health care consumers by 

making information about clinical research more accessible to them in a culturally concordant fashion. The unique 

health information needs of minority healthcare consumers and research participants, and the urgency of increasing 

minority representation in clinical research, make these findings both timely and significant. 

 

Methods 

 

This IRB approved project entailed a three-stage methodology for the development of a an animated video 

promoting health research among minority populations: 1) literature review, 2) development and production of the 

video and 3) assessment of acceptability of the video. This paper focuses on results from the stage three.  

 

A systematic review of the literature was conducted in order to create a taxonomy
49

 of unique and shared barriers 

and facilitators to participation in health research among minority populations. The taxonomy informed the 

development of an educational video script enhanced with entertainment qualities
50,51

 and cultural  concordance 

through strategies such as ethnically appropriate character rendering and accents, color schemes and inclusion of 
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culturally familiar terms and values in the script.
52

  Cultural concordance was informed and assessed by community 

members, who were representative of the minority characters created in two stages of the development of the video. 

First, a draft of the script was circulated among ethnically representative non-academic and academic community 

members, both in Los Angeles and Hawaii, for initial feedback, which was used to revise the script before the 

development of the video. Second, a draft version of the video was circulated among a similar group of ethnically 

representative community members for feedback and revision of the video. The community members’ feedback 

spanned a range of topics from ethnically appropriate character rendering and accents to choice of language used in 

the script. The video length is seven minutes and features four adults of diverse age, gender, and ethnicity. The story 

follows the conversation of four work colleagues sharing their curiosity, reservations, and knowledge about health 

research participation, with two characters sharing their personal experiences.  The video does not address the 

details of participation in any specific research study but instead addresses participation as a research subject 

generally. (To view video, see http://axis.cdrewu.edu/what_is_health_research). 

 

Focus group techniques
53

 were used to assess acceptability of the video among minority participants, who were 

screened and enrolled by multicultural staff. Focus groups included a moderator and a facilitator who took notes 

during the focus group proceedings. Participants were limited to English-speaking, lower literacy adults who self-

identified as Latino, African American, Filipino, or Native Hawaiian. Participant literacy level was inferred by 

limiting enrollment to those who had not completed secondary education, a method supported by the National Adult 

Literacy Survey of 1992, the significant finding of which is that literacy proficiency is strongly related to levels of 

formal schooling.
54

 Latino and African American participants were recruited from South Los Angeles and Filipino 

and Native Hawaiian participants were recruited from Oahu, Hawaii through network snowball sampling and 

convenience sampling methods, such as advertising through public forums. Eight focus groups were conducted, 2 

per ethnic group, each comprised of 8-12 individuals (for a total of 58 participants). A script guided interviews with 

questions arranged by category to facilitate content analysis. After the introduction, participants were asked to 

discuss their initial impressions of health research. Participants were then asked to watch the animated video entitled 

“What is Health Research?” After the video was screened, focus group interviews were conducted to evaluate 

responses to the use of animation and the likelihood of participating in health research after viewing the video. 

Focus group sessions were recorded and transcribed, demographic information was collected, and participants were 

remunerated $25. Using Atlas ti software to help manage and analyze the data, focus group transcripts were coded 

and indexed by team members to develop analytical categories based on qualitatively informed and modified 

grounded theory techniques. Initial codes were independently generated by team members, and then sorted into 

agreed upon categories. Transcripts were then recoded. Constant comparison within and across categories allowed 

researchers to check codes and establish categories that reflect the nuances of the data and key themes.  

 

Results  
 

Table 1 shows participant characteristics. Participants were similarly distributed across ethnic groups, with slightly 

more representation among Latinos (33%) and slightly less representation among Native Hawaiians (21%) than 

among the other groups. Ninety-two percent of participants across ethnic groups had never participated in health 

research. Fifty percent (50%) of participants reported a secondary education or less, although it is likely this number 

is higher since it was unclear how participants interpreted “college”. The majority of participants earned a monthly 

income of $2000 or less (74%), with 36% earning below the 2012 poverty level of $ 11,170 per year.
55

  

 

Table 1. Participant Characteristics 

Characteristics Race/Ethnicity n(%) 

African American        Latino              Hawaiian          Filipino 

 13(22)                               9(33)                 12(21)                14(24) 

Total n(%) 

 

58(100) 

Age y, mean 40 34 48 32 39 

Gender,  

   Male 

   Female 

 

7 (37.0) 

6(15.0) 

 

7 (37.0) 

12(31.0) 

 

1 (5.0) 

11(28.0) 

 

4 (21.0) 

10(26.0) 

 

19(100.0) 

39(100.0) 

Education,  

    Secondary or Less 

    Some College  

 

5(17.0) 

8(28.0) 

 

13(44.0) 

6(21.0) 

 

6(21.0) 

6(21.0) 

 

   5(17) 

9(31.0) 

 

29(100.0) 

29(100.0) 

Income (US $) 

   0-500 

 

  3(14.0) 

 

 7(33.0) 

 

4(19.0) 

 

7(33.0) 

 

21(100.0) 
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   501-1500 

   1501-2000 

   2001-5000 

   NR 

  6(33.0) 

  1(25.0) 

  3(23.0) 

 0(0.0) 

  5(28.0) 

  2(50.0) 

  3(23.0) 

1(50.0) 

2(11.0) 

0(0.0) 

6(46.0) 

1(50.0) 

5(28.0) 

1(25.0) 

1(8.0) 

0(0.0) 

18(100.0) 

4(100.0) 

13(100.0) 

2(100.0) 

NR Health Research   

   Yes 

   No 

   NR 

 

1(50.0) 

9(18.0) 

3(43.0) 

 

0(0.0) 

17(35.0) 

2(29.0) 

 

1(50.0) 

11(22.0) 

0(0.0) 

 

0(0.0) 

12(24.0) 

2(29.0) 

 

    2(100.0) 

   49((100.0) 

   7(100.0) 

 

Participant responses to video production and animation – acceptability  

There was an overall preference for animation among participants (Table 2). Participants reported a preference for 

animation because they perceived it as more engaging, “lively”, and easier to relate to. They felt that real actors may 

be inauthentic or “just acting”. Participants generally felt that the video’s dialogue was accessible and clear, familiar 

sounding, understandable, and the coloring, accent, and ethnicities of the characters were well-done. Constructive 

responses to the video’s animation varied across ethnic groups, and tended to focus on pacing and tone, as well as 

certain aspects of character rendering. Filipino viewers generally reported feeling overwhelmed by the amount of 

information provided in the short video. The majority of Native Hawaiians felt that the video had a tone of 

recruitment, somewhat like begging, while a minority of African American participants felt that the video was not 

long enough to give adequate attention to some of the serious material that it addresses, such as the abuse of research 

subjects uncovered in the Tuskegee syphilis experiment. While there was a range of responses to character rendering 

across ethnic groups, responses were positive to the ethnic diversity of the characters represented in the video.  

 

Table 2. Summary of Results: Participant Responses to Video Production and Animation 

Participant 

responses 

Video Production and Animation 

Positive 

responses 

Preference for animation. “Animated was way better.  I don’t know why, just because -It was 

more lively.” - Latino. “I think if it would have been live people, I would have been going, oh, 

boring. Because if it would have been live, [I would have thought this] dude is full of BS.  So I 

thought it was better, the animation.” – Latino. “I think they drew the characters well.  They looked 

like what they were supposed, and I think the colors were attractive.” – Native Hawaiian 

Accessibility of content. “If anything, like how they was having the conversation and stuff like that 

was very open, you know, for everybody to understand.” - Native Hawaiian. “It explained the 

benefits of what participating in the research would do.  It was short, to the point.  It was a good 

representation of the different ethnic groups, at least for this country.  It was just very clear, 

simple, and easy to understand and follow.” – African American  

Character rendering.  General rendering of the characters across groups, especially the coloring, 

accent, and the ethnicity. “I thought it was characterized right because just with different entities 

and you could tell which one had an accent and all that, so that was cool.” - Latina  

Ethnic representation was relatable. “I liked it because…There wasn’t just one nationality at the 

table talking.  There was a variety.  I liked that…”  - Native Hawaiian 

Responses 

indicating 

needs 

improvement 

Pacing. “One of the things I thought they could do to improve the video was they covered a lot of 

information, a lot of different points that were all important, but it was covered really fast.  I mean, 

you really had to pay attention or you missed things, so possibly it could be slowed down. It felt a 

little bit like we were in a race.” - Native Hawaiian 

Tone. (a) Recruitment; (b) Trivialization. (a) “It seemed like it was just trying to get you to join 

something.” – Filipina (b) “That was way deeper than a commercial - I was like, really?  Really, in 

the 7 minute commercial you’re going to go Tuskegee on me?” - African American         

Preference for live actors. “But I think real people would have delivered a more sobering 

message… Because when we see animation…we’re not really in reality.”- African American.  

Character rendering. (a) Ethic representation; (b) Speech. (a) “They looked almost the same 

ethnicity until you heard the accents. Ethnicity wise, they looked similar.” –Latino. (b) “I think the 

Hawaiian part was too fast.  Nobody speaks Hawaiian like that…”  - Native Hawaiian“I didn’t like 

the older gentleman’s voice at all…‘Cause we all don’t speak with a southern Louisiana slash, 

drawl.  Not all black folks are from the south.” – African American 
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Pre-video perceptions of health research 

 

Participants indicated a broad understanding of the health problems that afflict their ethnic community and, 

consequently, a desire to participate in health research to find new medical discoveries that would improve the lives 

of the people they know, and their communities at large (Table 3). They also made a strong association between 

health research and scientific discovery, including improvements in a range of health aspects, from lifestyle and 

education to the often-cited “cure for cancer.”  Participants believed that health research can promote disease 

prevention through the development of new health techniques, information about one’s own health, and access to the 

latest medications, not only for the individual, but also for friends, family, and other community members. African 

American participants expressed reservations about certain aspects of health research (and clinical trials of all 

kinds), as well as a greater general distrust of the medical establishment. Participants across ethnicities were 

concerned that corporations, medical providers, and/or pharmaceutical companies might benefit financially from 

health research at the expense of their ethnic minority research subjects. They were also concerned about the 

corporatization of healthcare and the rising cost of care and worried that the personal physical risks of health 

research could outweigh the benefits. This latter concern was particularly pronounced among women.  

 

Post-video perceptions of health research – effectiveness  

 

Participants demonstrated a marked improvement in their ability to identify their own knowledge-gaps, to ask 

questions, and to seek information after viewing the video. They appreciated learning about the subject both in terms 

of potential indirect benefits to be gained by participating as well as about the process of research. In terms of 

personal benefits, the majority of participants felt that health research may result in indirect benefits to their health 

through health education or a supportive and structured healthcare environment. After viewing the video, 

participants across ethnic groups remained wary of the benefits of clinical drug trials, but expressed a willingness 

and desire to learn more about specific studies. With regards to process, the involvement of family members was 

exceptionally reassuring for participants in all groups. Family involvement entailed family members helping 

participants by asking questions on their behalf, providing advocacy, and offering support throughout the research.  

 

Ultimately, participants reported a better understanding of the process of health research after viewing the video. For 

example, some of the participants were reassured by learning about the IRB. For some this was new information, 

while for others, the video improved their understanding of the process and reasoning behind IRB oversight of 

clinical studies. Several participants were interested in learning more about how participation in health research 

would benefit their local and ethnic communities. Before viewing the video, participants expressed a general desire 

to help their communities; however, this desire became more concrete after viewing the video. For example, some 

participants told personal stories about people they knew who were ill, while others where moved to plead for 

greater community involvement in health research. For these individuals, the video provoked both a desire to 

participate on behalf of the community, as well as a desire to promote health research in their own communities.  

 

Personal concerns about participating in health research expressed after viewing the video were primarily 

characterized by participants’ lingering fears about the risks, particularly the possible long-term side effects and the 

role of the placebo. Filipino and Hawaiian participants also raised new questions about the amount of time it takes to 

participate in health research. This concern was framed as a practical concern about the financial costs of 

participating in health research, including loss of hourly wage and work scheduling issues. After viewing the video, 

African Americans, Latinos, and Hawaiians also reported a continuing concern about the ethics of health research 

for ethnic communities. This concern was framed by extensive discussion about contemporary and historical racial 

inequality in health care and human testing (e.g., the Tuskegee syphilis experiment). 

 

Table 3. Summary of Results: Participant Perceptions of Health Research, Pre- and Post-Video Viewing  

Participants 

Responses 
Pre-video Perceptions Post-video Perceptions  

Positive 

responses 

Community Participation. “I think it’s a 

chance to look at problems and to try to 

collect information about the truth and be 

as objective as possible. And you try to find 

knowledge so that we can maximize 

Community participation. “I was going to say that I 

like the whole approach and the dynamic of the video.  

But I think my humble opinion is that they should 

make more emphasis in showing the community how 

important it is for us to volunteer and help you, the 
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everybody’s health and [help us] that way.” 

– Native Hawaiian 

Scientific Discovery. “New discoveries 

about how to improve our health or our 

lifestyle, education, anything.  New 

findings.” -Latino 

Prevention. “Absolutely positive, research. 

New discoveries about how to improve our 

health or our lifestyle, education, 

anything.  New findings.”    -Latino  

scientists. We want solutions. We want our family 

members to be healthy, to live longer, even ourselves. 

So how is that going to happen?  They can’t 

experiment everything on animals. We got to 

participate. We got to get involved.” – Latino 

 Desire to help friends and family. “I have a friend, 

a close friend- she’s battling breast cancer. And 

within a year, both of her breasts got removed. So, I 

would like to get more information on that.  I tell you, 

I would be willing to take medication or studies or 

whatever to get information.” - Latina 

Reassuring. (a) Family support, (b) IRB, (c) a better 

understanding of the process of health research.  

(a)“Yeah, and it didn’t exclude the family member if 

they wanted to be there, instead of saying oh, no, it 

just has to be this person.”   – Latina. (b) “That IRB, 

that’s the first time I’ve ever heard it where it was 

utilized to make sure that the thing is a committee talk 

first before it’s utilized.  I dig that because it’s like 

making sure that something that is trial doesn’t harm 

a person.”  – Native Hawaiian. (c)“[I] like how 

thorough they are about telling you how the health 

research goes. They go into details, so you kind of 

know before you do it, the process.” - Filipino  

Personal health benefits. “Because I have high 

blood pressure and it’s sort of related to his heart 

disease.  And it’s - they always tell you the same 

thing, watch your diet and exercise.  If you’re in a 

[research] program, I think it would be better for 

you.”        - African American 

Responses 

indicating 

needs 

improveme

nt 

Health research not easily understood. “I 

just think numbers whenever the news come 

on and they give me numbers, like data, 

stats and stuff like that. Yeah, when they 

dump – sometimes I don’t know what it 

means but it takes you awhile to figure out, 

oh, it’s pretty bad.” – African American 

Corporate ethics of health research. “I 

think of medical providers. Is it about health 

or is it about money?”– African American 

Risks of health research. (a) side-effects 

(b) role of the placebo. 

(a) “Because [the treatments are] not FDA 

approved, they’re investigational, that’s 

why.  So you’re taking risks, you know…The 

person’s life could be changed forever.” - 

Latino . (b) “For me, both positive and 

negative. Sometimes it’s good medicine and 

sometimes it doesn’t work.  Yeah, because 

you get a placebo sometimes.”  - Latino  

Amount of time it takes to participate.  

“Because see I have a part-time job and then I 

babysit and I don’t think that I have enough time to, 

you know, come and participate.” - Filipina   

Politics of Race /ethics of health research.  
(a)“…a lot of times the benefits [of a new 

medication] aren’t that great but its’ more so a 

financial issue for pharmaceutical companies… 

[who benefits-] Is it the patient or is it the 

pharmaceutical company”.– African American. 

(b)“I’m just concerned that why would you only test 

a certain group.  If you’re going to have okay for 

diabetes, then it doesn’t matter what ethnicity you 

are…That’s what concerns me.” – Latino.(c)“[Why 

do you] only want to use these drugs on people of 

color?”  - Latino 

Lingering concerns about risks. (a) the side effects, 

(b) and the role of the placebo. (a) “…with an 

experimental drug, am I going to grow another head?  

Am I going to grow a tail?  I mean, and I’ve got little 

ones to think of, what I may not have now with all the 

side effects, are all those side effect actually going to 

go away, are they gonna stay?”       - Latina. (b) “I 

would not [participate]…Because they make it clear 

that some people’s going to get the real thing and 

some people’s not and they’re not going to tell you 
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which.” - African American 

 

Discussion 

 

This study developed and evaluated the acceptability of the use of a culturally concordant animated video as a tool 

for promoting health research literacy in clinical research among multicultural populations. The results indicate that 

participants generally responded positively to video animation and ethnic representation of characters. Specifically, 

many participants found the animation aesthetically pleasing, engaging, and trustworthy. While some participants 

preferred live-action, the majority of respondents felt that the animated characters were more relatable than live 

actors. This finding suggests that video animation may be an appropriate tool and method for educating low health 

literacy populations about health research. Animation may be utilized as an education tool at multiple stages of 

health research, including recruitment, informed consent, and retention. Participants’ varying range of responses 

about video pacing, tone, character rendering, and preference for animation vs. live-actors highlights the particular 

communication needs of distinct minority communities. Researchers can ensure the appropriateness of these aspects 

by incorporating feedback from community members during the development, production, and testing of the video. 

 

Having the capacity to obtain, critically evaluate, communicate and use health information are characteristics of 

proficiency in health literacy.
1,2,17

  After viewing the video, participants appeared to be able to identify gaps in their 

own knowledge about health research and to express an increased desire to seek information to address these gaps. 

For example, before viewing the video, participants expressed general concerns about the risks of participating in 

health research. After viewing the video, participants were able to ask more precise questions, such as about the role 

of the placebo in drug trials, IRB process, and overall procedures of health research. These outcomes have been 

linked with better-informed and more engaged research participants who are capable of informed consent.
17,18,24

  

 

Similarly, after viewing the video, participants demonstrated an increased ability to critically assess and inquire 

about the benefits and burdens of health research participation. For example, after viewing the video, Filipino 

participants raised questions about how trial participation might economically impact their families if they were 

required to miss work or find childcare to participate- significant deterrents to participation for these individuals. 

This may be a particular problem in immigrant communities, where individuals often have family members living 

abroad who depend on the income that working-migrants provide.
56,57

 Female participants worried more about the 

personal physical risks than did male participants. Such concerns may stem from the women’s greater need to take 

into consideration the needs and opinions of their families when making such decisions.. Participants may need 

more information about time commitments and health risks to assess the acceptability of these participation burdens. 

 

This study further emphasizes the importance of the role of family in individual health decisions of minorities.  After 

viewing the video, participants across ethnic groups reported feeling positive about being able to give or receive 

family support throughout the research process. This finding supports studies that show the importance of family in 

the individual health decision-making of minorities.
35,58

 Researchers may be able to promote minority participation 

and understanding at all stages of health research by educating participants’ family members about health research 

and by allowing family to accompany participants throughout the research process. 

 

During the focus groups, participants demonstrated a desire to dialogue with one another and process information 

related to health research. Participants discussed the questionable ethics of health research historically conducted in 

minority communities, shared personal stories about the illness of their friends and family, expressed a desire for 

greater community involvement in health research, and exchanged information with each other about community 

health resources and health education. These findings suggest that community context and dialogue are important to 

these minority participants when processing information and making health-related decisions.
59

 These findings also 

suggest that animated videos may be augmented when accompanied by a community facilitator.  

   

There are several limitations to our data and study findings.  We had a relatively small convenience sample, and 

consequently our participants are not necessarily representative of the larger ethnic populations. Thus, we are unable 

to make definitive assertions about significant differences in participant responses to the video. Furthermore, while 

differences in age and stage of life may have affected their perspectives about health research even more than 

ethnicity, we were not able to discern such differences in a systematic manner, given our small samples. However, 

the data represent information-rich cases, homogenously stratified across these ethnic groups to allow in-depth 

understanding of their perceptions about health research and the use of an animated video.  Future research may 
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include comparatively testing the impact of the educational video when rendered in other formats (such as live-

action), testing a video tailored to a specific clinical trial, and developing alternate animations based on focus group 

feedback.  

 

Conclusions 

 

Consumers’ need for health information continues to be a barrier for minority populations experiencing health 

disparities and requires appropriate methods and tools for making information accessible to such consumers. An 

animated video may be an effective educational tool that enhances the health research literacy of minority 

populations. Specifically, an animated video can address knowledge gaps regarding research participation among 

minority populations, thereby enhancing informed consent and empowering research participants as decision-

makers.  Further, such an educational video may initiate meaningful dialogue around health research participation at 

the individual and communal level. The social and cultural contexts in which individuals make health-related 

decisions may be even more important among minority populations in which the centrality of community and family 

members has been noted.  Health researchers should consider incorporating such tools into all stages of the research 

processes in order to enhance health research literacy and improve comprehension about research and informed 

consent for minority populations. Improving literacy about the research process may also reduce the risk of undue 

inducement among these vulnerable populations and may contribute to better-informed participants in the 

recruitment, enrollment and retention of low health-literate minority populations in health research. 
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Abstract 

Clinical pharmacists (CPs) serve a critical role in the determination and delivery of medical treatment. A qualitative 

study was conducted using both individual interviews and focus groups. Content analysis of transcripts indicated 

that CPs rely on a variety of electronic and non-electronic information sources, and that a major component of their 

responsibility is to consolidate the types and sources of information in order to have a comprehensive understanding 

on which to base treatment recommendations.  

Introduction 

Clinical pharmacists (CPs) are an integral part of medical treatment decision-making, delivery, and monitoring. As 

such, they provide a variety of cognitive services to patients and providers. The role of CPs in the healthcare system 

entails extensive information gathering in order to have the knowledge base necessary to make treatment 

recommendations.   Current evaluations have not adequately described the scope and intensity of the detective work 

needed for this information collection process. As part of a project designed to develop and test a comprehensive 

model of CPs services provided in inpatient and outpatient settings, thematic analysis identified details of the 

information gathering process in which CPs engage. A description of the types, sources, and processes of 

information gathering is presented here. 

Methods 

Members of the American College of Clinical Pharmacy agreed to participate in the qualitative study. Semi-

structured individual interviews were conducted with 22 CPs (n=11 outpatient, n=11 inpatient). Thematic analysis 

was performed on interview transcripts by two experienced coders. After comparison and agreement on final coding, 

this information was used to develop the focus group topics. Six focus groups (n = 39) were conducted; three each 

for outpatient and inpatient CPs. Thematic analysis was also conducted on the focus group transcripts, and themes 

were compiled into a model that represents CPs information gathering activities. 

 Results 

Information gathering activities by CPs can be described based on the types of information they collect, the sources 

of information, and the factors that influence the process of information gathering. The types of information 

collected by CPs include record-based information as well as patient-level information concerning the patient’s 

ability and willingness to adopt a recommended treatment. Information is gathered from both system-level sources 

such as the medical record (usually, but not always, electronic) and pharmacy records from their own and other care 

facilities, as well as person-level sources such as members of the health care team, the patient, and the patient’s 

family or caregiver. There is often a lack of interoperability among systems and lack of consistency among different 

sources that creates barriers for information integration. Because of their unique medication-focused role, CPs often 

obtain more detailed and accurate information about medications from the patient than do other members of the 

healthcare team.  These findings are presented in the context of previously proposed communication frameworks. 

Conclusions 

Information gathering activities in which CPs engage encompass a wide variety of systems as well as a variety of 

types and sources of information.  Information used by CPs to make treatment recommendations often comes from 

outside, as well as inside, the healthcare system. A lack of integration of information systems across various sites 

and organizations create barriers that can have an impact on the development and communication of treatment 

recommendations. The advent of technology has the potential for vastly improving information gathering activities, 

but the usefulness of technology is affected by both design features as well as the skill level of CPs. 
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Abstract 

This paper describes a text mining program that computes the Barthel score of functional status by analyzing 
clinical notes stored in Electronic Health Record systems(EHR) and comparing them to textual evidence provided 
by clinical experts. The program demonstrates high accuracy and overall reliability based on a relatively small 
number of expert-abstracted charts. It offers an efficient and affordable method for estimating functional status 
using clinical notes. An important feature is an architecture that facilitates interaction between users and the 
program, allowing the program to improve its performance based on user feedback . 

Introduction 

Functional status (FS) is a key indicator of patient overall health and quality of life. FS is used to determine care 
strategies and monitor changes in clinical status.  Studies have also shown that FS predicts patient care outcomes.  
This finding has been demonstrated across diverse patient populations including older adults in whom FS is often 
complicated by frailty, multiple comorbidities, and heterogeneous  cognitive abilities.  Several instruments are 
available to capture FS with the more commonly applied being the Barthel Index (BI), Functional Independence 
Measure, and the Rankin Score (Balu, 2009), (Cohen & Marino, 2000) and (Hobart, et al., 2001).  While 
architecturally different, these tools all capture dimensions associated with ability to perform necessary activities of 
daily living (ADLs). Indices to measure FS have been developed for research purposes and are not typically an 
integral part of data collected strictly for clinical purposes.  An alternative is to derive the functional measurement 
scale directly from clinician notes recorded in the patient EHRs.  In this manner, standardized scores can be reported 
without requiring additional data collection efforts. These scores can not only inform direct clinical care, but also 
provide system level information to improve healthcare delivery. 

An automated method of assessing patient’s functional ability is particularly useful to nursing home administration.  
Under the Nursing Home Quality Initiative of Centers for Medicare & Medicaid Services (CMS), nursing homes are 
required to assess the functional capabilities of their residents by collecting a Minimum Data Set (MDS). The MDS 
contains quantified ADLs measures that match to items on FS indices allowing derivation of a FS score. However, 
this information is not collected for long-term care patients who do not reside in a Medicare/Medicaid-certified 
nursing home. This presents an information gap for such patients that restricts comparisons between patients across 
care settings. The need for comparisons across long term care settings will become increasingly important as new 
models of non-institutional long-term care delivery emerge. One example of such non-institutional care is the 
Department of Veterans Affairs Medical Foster Home (MFH) Program. With efforts to evaluate this alternative to 
nursing home placement, we sought a method for direct FS comparison among veterans in this program compared to 
veterans in nursing homes. 

The MFH program is an innovative housing option in which veterans with long-term care needs reside with a family 
in the community instead of an institutional setting. The VA initiated the MFH program in 2006 as an alternative to 
nursing home care. The MFH Program began as a pilot in 2000 in Little Rock, Arkansas. Two more programs 
followed: one in Tampa, Florida and another in San Juan, Puerto Rico. As of February 2013, the MFH Program is 
operational and assisting veterans with MFH selection in 97 sites in 43 localities, expanding to 112 sites in 49 states 
and territories. To date, 2,040 veterans have been served, and there are presently 491 caregiver homes and 667 
Veterans in MFHs nationally. While there is a general belief that the MFH program is a safe, effective,  and  
preferred model for long-term care,  data supporting these assumptions are anecdotal.  Additionally, individual 
variations among caregivers as well as patients that may influence program success are unknown. Given the key role 
of FS to patient care and outcomes, this variable must be included in any program evaluation. As part of a larger 
project comparing the safety, efficacy and cost-effectiveness of the MFH program to the VA Nursing Homes also 
known as the Community Living Centers  (CLC), this project develops a tool that scores FS from clinician notes 
thereby providing a FS measure for MFH patients and reducing data collection burden.  

The BI is applied frequently in geriatric populations to assess functional status according to an individual’s ability to 
perform activities of daily living (ADLs). It captures actual rather than potential capability, the preferred source of 
information is direct observation. The instrument contains 10 items:  Feeding, Bathing, Grooming, Dressing, 
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Bowels, Bladder, Toilet use, Transfers, Mobility, and Stairs. Each of these items are rated according to level of 
independence. Figure 1 depicts the BI form (Collin, Wade, Davies, & Horne, 1988) with a brief score interpretation. 
For example, Feeding is rated between three levels: 0 (the patient is unable to feed himself or herself), 1 (needs help 
cutting, spreading butter, etc.) and 2 (the patient is able to feed himself or herself independently). Items have 
different weights according to dependence level stratification. For example, Bathing score is between 0 and 1 while 
Transferring score ranges from 0 to 3. Scores generally represent ability within the past 24-48 hours; however, a 
longer or shorter time frame may apply according to clinical status.  The sum of itemized scores produces a total 
score that ranges from 0 to 20 with lower scores indicating lower level of independence. (In the literature, the BI is 
also measured in the [0, 100] scale. For example, “Feeding” score can be 0, 5 or 10 instead of 0, 1 or 2. Except for 
the multiplier, there is no difference between the two versions of BI.) It is noted that changes of more than two 
points (10%) in total score reliably reflect genuine changes in FS. The BI has demonstrated high inter-rater 
reliability (r = 0.95) and test-retest variability (r = 0.87) as well as high internal consistency (Cronbach’s alpha > 
0.80) (Cohen & Marino, 2000)  (Hobart, et al., 2001). Concurrent validity has been demonstrated through high 
correlations between the BI and other measures of FS including the Katz Index (k = 0.77) and the Kenny Self-Care 
Evaluation (Spearman r = 0.73) (Cohen & Marino, 2000). 

 

Figure 1: Barthel Index Form 

Healthcare researchers, administrators and providers are becoming increasingly interested in methods to unlock the 
valuable stock of narrative information stored in electronic health records (EHRs). Currently, unstructured data in 
narrative format are underutilized because they are not amenable to automatic processing by computers and the high 
volume of data makes manual extraction cost prohibitive. In recent years, a number of initiatives to promote the 
development of Natural Language Processing (NLP) technology for healthcare have been implemented. For 
example, the National Institute of Health helped to create and provided funding for the Informatics for Integrating 
Biology and the Bedside (i2b2) with focus on promoting NLP and text mining applications in healthcare. 

Objective 

This study used NLP techniques to extract FS information from clinical notes and computed Barthel scores. 
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Figure 2: Architecture of Barthel Index extraction program 

Method 

System architecture 

The high-level system architecture of the extraction program is described in Fig. 2. The input for the system consists 
of clinical notes obtained from the Veterans Health Information Systems and Technology Architecture (VistA) - VA 
EHR. Each text file (patient chart) consists of tens to hundreds of clinical notes recorded within a pre-determined 
time period. 

The first step of the process is a syntactic analysis that breaks a file into documents and performs various tasks such 
as sectioning and sentencing based on syntactic rules. As a result, each clinical document is mapped into an object 
that has basic attributes such as document identification number (ID), document date, and a nested structure of 
sections, paragraphs and sentences. 

The main step of the algorithm is the semantic analysis. Initially, sections known to be irrelevant to the FS extraction 
such as administrative and demographic information are excluded from further analysis. All other sections are then 
analyzed sequentially. Within each section, sentences are subjected to a two-step “matching” process. Two pieces of 
information are evaluated. The first one is the topic relevancy and the second is the functional status level. For 
example, a sentence may be relevant to “Feeding” and at the same time provides information that allows inferring 
the “needs help” level (1). However, it is also possible that the topic relevancy information and FS information are 
found in different sentences. What remains invariant is that the topic information always precedes the FS 
information as far as sentences are concerned. This invariance is used in the algorithm to link two pieces of 
information together. 

Steps in the semantic analysis are as follows: 

1. First, each sentence is analyzed by the topic matcher to decide if it is relevant to one of ten BI topics. The 
computed matching score is a number between 0 and 1. If the score is higher than an empirically selected  
threshold, the sentence is marked as “matched” for the topic. 

2. Next, the marking of a sentence triggers the BI item scoring. This applies not just for the marked sentence, 
but also for the rest of the section in which that sentence is found until a sentence marked with a different 
topic is encountered. 

3. BI item scoring is applied for each FS level according to the item specifications. For example, “Feeding” 
has three levels, “Bathing” has two and “Transferring” has four levels. 
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4. If a sentence matched the FS level, a piece of evidence is generated that  includes the topic, the score and 
the actual sentence where it is found. The included sentence is used for the diagnostic purpose. Suppose, 
for example, a clinical note includes the statement “pt. feeds himself with fork and spoon”.  The word 
“feeds” will match the BI “Feeding” topic. Words “feeds” and “himself” will match to a score of 2 which 
corresponds to an “independent” FS level. The following piece of evidence will be generated (in XML 
notation): <evidence><topic>Feeding</topic><score>2</score><support>pt. feeds 
himself with fork and spoon</support></evidence>. 

5. The BI itemized score for a patient is calculated by averaging the evidence scores for each of ten BI topics. 
The Barthel score is the sum of itemized scores. 

Both components of the semantic analyzer, the topic matcher and the item scorer, use an algorithm that calculates 
the semantic similarity between two sentences. Essentially, in this application, the domain knowledge contains the 
sentences or phrases that are manually extracted by expert clinicians as the evidence that supports their judgment of 
patient functional status (see below). While scanning clinical notes, the algorithm compares the sentences in the 
notes with the sentences in the knowledge base and computes their semantic similarity scores. If the similarity score 
passes a threshold then the two sentences are considered “matched”. 

Clearly, the goal of the algorithm is to emulate clinician’s judgment about patient FS. In other words, the algorithm 
makes no attempt to “understand” clinical notes, as human experts do, to get the Barthel score. Instead, the 
algorithm uses a simpler and more efficient approach, that is, to copy the observable behavior of human experts. 
Specifically, the algorithm tries to pick up the sentences in clinical notes that are similar to the evidence used by 
experts to arrive at their judgment.  

This approach has a number of implications. First, the accuracy of the algorithm Barthel score cannot exceed the 
accuracy of clinician judgment about BI. In other words, if two experts have different judgments or identify different 
pieces of evidence, then that difference will be carried over into the algorithm extraction. Additionally, if some type 
of evidence is completely missed by human experts, then the algorithm will miss it too. 

Expert provided knowledge 

As illustrated in Fig. 2, the semantic analyzer uses the knowledge base to analyze clinical notes to create evidence 
for FS evaluation. Because the domain knowledge provided by clinician experts plays a crucial role, in this approach 
we set out two design criteria for the interaction between the software and its the intended users - the domain 
experts. First, the interaction must be simple and intuitive. Second, the interaction must be adaptive i.e., the software 
must be able to improve itself based on the feedback of the users. In this project, two of the authors with clinical 
expertise reviewed a sample of clinical notes, extracted relevant sentences for each of BI items, and assigned a FS 
score. Information about the “stairs” activity was not found in the available texts, hence, this item was omitted 
across all patients and scoring adjusted accordingly. Fig. 3 provides an example of the expert input that is used to 
create the knowledge base. For example, the presence of sentence “TOILETING/Continent – Continent of 
elimination” implies that scores for “BOWEL” and “BLADDER” items are assigned a score of 2. 

Alternatively, the experts can read the clinical notes, directly highlight relevant sentences and insert their evaluation 
score. A program will collect the highlighted sentences and put them into the knowledge base. In addition to the 
expert extracted sentences, the knowledge base also consists of a glossary of abbreviations, medical terms and the 
special lexicon not found in a standard dictionary of general purpose such as WordNet, a publicly available semantic 
dictionary of English developed at Princeton University (Fellbaum, 2005) . For example, the glossary of 
abbreviations found in MFH corpus consists of  tokens such as “adls” which stands for “activities of daily living” or 
“4ww” for “4-wheeled walker”, “wfl” for “within functional limits,” etc. 

In this application, the expert knowledge in the form of extracted sentences can be used in two different modes. 
Originally, it is used as the seed knowledge to train the system. However, after the initial training, we allow human 
users to use the program in an interactive mode. Clinicians can improve the performance of the program by adding 
missed sentences and rejecting false positive evidence that the program captures. This interactive feature enables the 
program to improve its performance without intervention of the software developers. 
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Figure 3: Sample of expert provided input 

Semantic matching 

The semantic matching in this application is an algorithm based on word occurrence and the semantic relationship 
between words. Given the body of expert evidence, for each word in the collection we compute numbers called  the 
relevancy weight using a formula similar to the popular TF-IDF or the Term Frequency - Inverse Document 
Frequency technique (see for example (Hand, Mannila, & Smyth, 2001)). The term frequency component measures 
how often a given word appears in the expert evidence related to a topic or a FS level. The inverse document 
frequency component measures how uncommon the word is in the general corpus, not just in the relevant sentences 
but also in irrelevant sentences. For example, for the “Bowel” topic, words such as “continent”, “bowel”,  and 
“toilet” have high relevance weights while other auxiliary words have low relevance weights. There are different 
relevance numbers. The topic relevancy is used for the topic matching and the FS relevancy is used in the BI item 
scorer. The (unnormalized) tf-idf value for a word t (e.g., “incont”), a label X (e.g., “Bowels”) and the set of 
sentences in the training corpus S (e.g. 30 patient charts) is calculated as follows 

tfidf(t, X, S) = tf(t, X)+ idf(t, S) where tf(t, X) =log(f(t)+1) where f(t) is the frequency of word t among the 

sentences marked with label X, and idf(t, S) = log(sizeOf(S)) - log(sizeOf({s | t in s})) where s is a sentence. 

For example, suppose that the collection of sentences in training document S has 100,000 sentences with 100 
sentences marked as relevant to the “Bowels” topic. Within those relevant 100 sentences the token “incont” appears 
20 times; however, the token also appears in 1,000 sentences of S that are not marked as relevant. In this case, the 
unnormalized tfidf value for “incont” is 7.65. Suppose that S1 is a sentence in the domain knowledge base and S2 is 
another sentence in a clinical note currently under examination. The similarity of S2 to S1 reflects the extent to which 
weighted words in S1 are “found” in S2. The meaning of “found” in our algorithm is understood broadly. Not only 
are literal occurrences of a word counted as “found”, but also synonyms and various grammatical and textual forms. 
The list of synonyms and grammatical forms of a word is obtained by using MIT Java WordNet Interface 
(Finlayson, 2011). The exception occurs in the presence of negation words such as “deny”, “fail”, “could not” and 
so on. In this case, negation words are handled by a set of special rules. To account for the ambiguity, the matching 
between two words is graded between 0 and 1 where 1 means an exact occurrence and 0 means completely 
unrelated. If the similarity between S2 and S1is greater than a pre-defined threshold, a piece of evidence is generated 
with the label taken from the label of S1 (e.g. Bowels =2). 

Data 

A set of 30 patient charts, manually abstracted by two experts, arrived in two batches at different times. The first 
batch contained 10 patients. The evidence for those patients was used to train the program (instantiate the 
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knowledge base).  The later batch of 20 patients was used to test the performance of the program. The size of each 
patient chart, consisting of tens to hundreds clinical notes, ranged from 200K to 2,000K, or equivalently, 5,000 to 
50,000 text lines. On average, it took an expert about 4 hours to manually complete one chart abstraction.  All 30 
patient charts were selected randomly from the Medical Foster Home (MFH) patient pool. The representativeness of 
the sample was important because if sentences or phrases of a specific type were systematically missed from the 
expert knowledge input then the algorithm would also fail to capture them in clinical notes. 

Results 

The algorithm was implemented in Java. Running on Windows 7 system with Intel Core5 processor, it took on 
average about 2.5 minutes to complete scoring of a patient chart. We e tested the algorithm performance on two data 
sets. 

Test 1: 20 MFH patients. Training data included 10 manually abstracted patient charts from MFH pool. The test 
data included another sample of 20 patient charts from the same MFH pool randomly selected for manual 
abstraction. The manually abstracted Barthel scores were plotted against the scores calculated  by the program (see 
Fig. 4). The Mean Square Error MSE (Algorithm Barthel score - Expert Barthel score)2 was 7.14. The Root Mean 
Square Error (RMSE) was 2.67 or 13.35% of the score range (20). This number can also be interpreted relative to 
the reliability of BI as a measure of FS. Studies have shown that changes of more than two points in the total Barthel 
score reflect a probable genuine change in FS after rehabilitation (Collin, Wade, Davies, & Horne, 1988).  Thus, the 
reliability of the algorithm score with respect to expert Barthel score is comparable to the reliability of expert 
Barthel score with respect to the true FS. 

The relationship between the expert score and the algorithm score can be understood via standard linear regression 
where the expert score is treated as the dependent variable and the algorithm score as the independent variable. 
Using this regression equation, one can estimate the unobserved expert score from a given algorithm score. A 
perfect relationship between the two scorings (algorithmic and expert) would be described by a regression line with 
the zero intercept and the unit slope. The closer the slope to unity the better, and the closer to zero the intercept the 
better. The actual regression showed a small and negative intercept at -0.95 (n.s. p-value = 0.44143) and a unity 
slope of 1.0021 (p-value = 1.0647e-07). Together with the high adjusted R-Squared value (0.789) these findings 
indicate very good agreement between the algorithm scores and the gold standard of expert scores (see Appendix 1 
for detailed statistical output). The accuracy of the algorithm per individual items was also of interest, particularly 
from the methodological point of view. The ratios of the average difference between the expert scores and the 
algorithm scores over the maximum itemized score are reported in the following table: 

Bowels Bladder Grooming Toilet Feeding Transfer Mobility Dressing Bath 

14.79% 5.06% 19.48% 6.99% 0.77% 21.96% 3.92% 7.12% 9.09% 

 

Clearly, two items that present challenges to the algorithm are “grooming” and “transfer”. Our ex-post diagnostic 
analysis indicates that the linguistic expressions used for those items are more diverse and complex than other items 
such as Bladder or Mobility. 

In the fields of text mining and information retrieval, measures such as Precision, Recall, and their harmonic 
average, the F1-measure, are routinely used to evaluate the performance of machine learning algorithms (Uzuner, 
Solti, & Cadag, 2010). In this application, those measures were not totally suitable because the Barthel score is a 
continuous rather than a dichotomous variable. However, in order to facilitate a comparison of our performance 
numbers to those of other methods, we converted the Barthel continuous scores to dichotomous class labels. Binary 
class labels were assigned to Barthel scores as follows: “High functional” if “expert Barthel score is higher than 10” 
and “Low functional” if “expert Barthel score is less than or equal to 10”. Clearly, this conversion loses information 
because, patients within each label may be clinically different from each other with respect to FS.  Acknowledging 
this limitation, we calculated the Receiver Operating Characteristic (ROC) curve and the Area Under the Curve 
(AUC) value (0.9643) from which Precision-Recall can be inferred for different thresholds (Fig. 5). 
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Figure 4: Expert Barthel score vs. Algorithm score (MFH corpus) 

 

Figure 5: ROC curve and AUC (MFH corpus) 

Test 2: 123 CLC patients. In this test, the program was run on a set of 123 patients charts randomly selected from 
the pool of patients who reside in VA Nursing Homes also known as the Community Living Centers (CLC).  These 
charts included Minimum Data Set (MDS) data required by the Medicare Nursing Home Quality Initiative. Barthel 
scores for CLC patients can be derived directly from MDS data. We tested the predictive accuracy of the algorithm 
developed using expert-extracted sentences in MFH clinical texts for the MDS Barthel scores. 

Training data consisted of all 30 expert abstracted charts for MHF patients. The testing data included 123 CLC 
patient charts with MDS Barthel scores. For this test, the MSE was 9.21 (RMSE  3.04). Linear regression of the 
MDS Barthel score against the algorithm score is available in Fig. 6 (the statistical printout is given in Appendix 2). 
The intercept is  2.0518 (p-value = 0.0045628) and the slope is 0.81155 (p-value = 3.0989e-22).  The values of R-
squared and Adjusted R-Squared are 0.542 and 0.538 respectively. Under the same convention defined earlier for 
“High functional” and “Low functional”, the ROC curve and AUC (0.877) were calculated. 

Discussion 

Comparing test 2 with test 1, there is some decline in performance when an algorithm trained on a text corpus 
(MFH) is tested on another text corpus (CLC). The deterioration can be seen in terms of RMSE (3.04 vs. 2.67) and 
the coefficients of the regression lines: intercept (2.05 vs. -0.95) and slope (0.81 vs. 1.0). The effect can also be seen 
in terms of AUC (0.96 vs. 0.88) and ROC curve. Nevertheless, even under this worst case scenario, the performance 
numbers remain practically useful and are comparable to results reported in the medical text mining literature (see 
the discussion of related works). For example, along the ROC curve, at a false positive rate (FPR) of 0.2, the 
algorithm attains true positive rate (TPR) of 0.8; at FPR of 0.4, the TPR is 0.9. Overall AUC value of 0.88 shows the 
robustness of the algorithm. 

492



 

Figure 6: MDS Barthel score vs. Algorithm score (CLC corpus) 

 

Figure 7: ROC curve and AUC (CLC corpus) 

Our ex-post diagnostic analysis points to two plausible factors that explain the performance decline. The most 
obvious one is the mismatch in terms of textual and linguistic characteristics between the expert abstracted sentences 
provided for training (taken from the MFH corpus) and the CLC clinical notes that the algorithm analyzes. Because 
the algorithm works by computing the semantic similarity between the training sentences and those in the clinical 
notes, relevant sentences from the same corpus have a greater chance of being picked up. To put it differently, some 
semantically relevant sentences in CLC notes could be missed because there are no similar sentences found in the 
training knowledge base. To address this issue, it is necessary to add the sentences extracted by experts from CLC 
corpus to the knowledge base. 

The second factor that contributes to the performance decline is the mismatch in temporal scopes of the Barthel 
score computed by the algorithm and the score found in MDS data. By design, Barthel scores are snapshot pictures 
of patient functional status. The scores found in MDS reflect the observations within a 24-48 hour time frame. In 
contrast, the CLC clinical notes fed into the algorithm cover the patient health situation over a relatively long period 
(about six months). During the longer period, patient’s health condition may change significantly either up or down. 
For example “Feeding” FS may regress from “independent” to “needs some help”. A snapshot view like MDS likely 
can capture only one of the states while the clinical notes have evidence for both FS levels. The act of averaging out 
all the evidence in the algorithm, thus, would lead to a score that is different from the snapshot score. This 
conclusion is supported by an ext-post manual analysis of several outlier cases where the difference between 
algorithm score and MDS score was large. One such case is represented by a point in the plot (Fig. 6) where the 
algorithm score is 16 and the MDS Barthel score is 6. This problem could be addressed by having a narrower 
window for the clinical notes used as algorithm input. . 
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Related works 

Various machine learning techniques have been tried for clinical text mining problems. The most commonly used 
methods are rule-based inference and statistical classification models such as logistic regression, support vector 
machine and its variants. For example, (McCart et al, 2012) wanted to identify falls within clinical text associated 
with an ambulatory encounter. Their data consisted of 26,010 annotated documents from 2,241 patients who were 
selected based on fall-related ICD-9-CM E-code. They trained three different statistical text mining algorithms using 
logistic regression and support vector machine (SVM) models on 70% of the data tested the models on the 
remaining 30% of documents. They reported high AUC scores of 95% or more for all three methods.  (Botsis et al. 
2011) used 6034 US Vaccine Adverse Event Reporting System (VAERS) reports for H1N1 vaccine with 
positive/negative for anaphylaxis classification by medical experts for training. They showed that  rule-based 
classifier and classifiers based on boosted trees and SVM had good performance in terms of Recall, but suffered 
high misclassification rates. Patrick and Li (Patrick & Li, 2010) used a combination of two machine learning 
algorithms and several rule-based engines to extract medication information in the 2009 i2b2 information extraction 
challenge. They reported good results with approximately 90% accuracy on five out of seven entities in the name 
entity recognition task, and an F-measure greater than 95% on the relationship classification task.  Gundlapalli et al 
(Gundlapalli, 2012) extracted surveillance information about homelessness status of patients from the clinical notes 
in the VA EHR. They showed that the templates existing within  the text require special treatment, and including 
these templates into analysis improves the accuracy. Kraus et al (Kraus, Blake, & West, 2007) compared several 
methods used to identify drug, dosage, and method of delivery information from transcribed physician notes. They 
showed that using just one extraction heuristic can achieve an average precision 96.70%  and 79.72% recall. They 
argued that a simple method using a small number of heuristics can provide accurate extraction of drug, dosage and 
method of delivery information in medical notes. Deleger et al (Deleger, Grouin, & Zweigenbaum, 2010) described 
another approach using a semantic lexicon and extraction rules to extract medication information from clinical 
records in the context of the i2b2 2009 challenge with performance of 77% (F-measure).  

Our algorithm differs from these text mining applications in two important aspects. First, our program is not a binary 
classifier because the variable of interest is continuous not dichotomous. Second, and a more important distinction, 
is our approach to expert domain knowledge. The main goal of this text mining program is to emulate the evaluation 
of the clinicians. Unlike other applications that demand large amount of manually labeled or annotated data for 
training, this algorithm can run with relatively small numbers of expert-abstracted charts. Of course, more training 
data is always better but high initial demand for training data is an obstacle in practice. 

Limitations and future works 

A number of known issues have not been addressed in this version of the application due to limited data availability 
and resource limitation. For example, the temporal information in the clinical notes was mostly ignored because the 
notes, before they can be fed to the algorithm, have undergone a de-identification process which, scrambled 
factually recorded dates. Another issue was the difficulty in recognizing the intention of the sentences. The narrative 
clinical texts contain not only factual observations by clinicians but they also include “formulaic” templates and 
forms which do not represent factual information. At this point, the program is not able to differentiate the intention 
behind the texts. Finally, we recognize the fact that the body of expert provided evidence used to instantiate the 
knowledge base was small and exclusively from the MFH cohort. This explains the deterioration when applied to 
veterans residing in CLCs. However, performance improvement can be achieved if more domain knowledge input is 
available. 

Conclusion 

This paper describes a text mining program that computes the Barthel score of functional status based on analyzing 
clinical notes and comparing them with expert provided textual evidence. Initial results showed accuracy and 
reliability based on a relatively small number of expert-abstracted charts. The Barthel score computed by the 
program is strongly correlated with the gold standard, expert-abstracted Barthel scores. The main advantage of this 
text mining approach is the ability to take advantage of the vast amount of clinical notes based on relatively modest 
demand on training data. The program offers a much more efficient and affordable alternative to manual extraction. 
This application is different than other clinical text mining applications in several aspects. It extracts a quantitative 
variable from the narrative texts rather than binary classification labels. Its architecture has an important feature to 
facilitate the interaction between users and the program and allows the program to improve its performance based on 
the feedback from users. 
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Appendix: The output of regression  

1) Expert-abstracted Barthel score vs. Algorithm score for MFH corpus 

The linear regression output 

Linear regression model: 
    y ~ 1 + x1 
Estimated Coefficients: 
                   Estimate    SE         tStat       pValue     
    (Intercept)    -0.95622     1.2148    -0.78715       0.44143 
    x1               1.0021    0.11823      8.4765    1.0647e-07 
Number of observations: 20, Error degrees of freedom: 18 
Root Mean Squared Error: 2.64 
R-squared: 0.8,  Adjusted R-Squared 0.789 
F-statistic vs. constant model: 71.9, p-value = 1.06e-07 

2) Expert-abstracted Barthel score vs. Algorithm score for CLC corpus  

The linear regression output 

Linear regression model: 
    y ~ 1 + x1 
Estimated Coefficients: 
                   Estimate    SE          tStat     pValue     
    (Intercept)     2.0518       0.7099    2.8903     0.0045628 
    x1             0.81155     0.067865    11.958    3.0989e-22 
Number of observations: 123, Error degrees of freedom: 121 
Root Mean Squared Error: 2.96 
R-squared: 0.542,  Adjusted R-Squared 0.538 
F-statistic vs. constant model: 143, p-value = 3.1e-22 
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Abstract: 
Community Health Workers (CHWs) increasingly provide vital services to clinics, in general, and accountable care 
organizations (ACOs), in particular. CHWs are medical laity brought in to aid community members at a variety of 
points along the care continuum who, therefore, undertake a wide variety of tasks. Only recently have CHW groups 
worked at taking advantage of IT in different forms to accomplish those tasks. 
 
In this panel, we will explore this new opportunity for a range of perspectives: That of CHW organizations, of 
informaticians trying to support their activities, of payers and the federal government trying to reduce the cost of 
care and to maintain or improve health quality. 
 
Introduction 
Changes in the size, structure and diversity of the US population have been and will continue to require a broader 
range of health services for entire families and communities. Cultural understanding, community health education, 
and translation services have been and will increasingly be needed for delivering effective care to families and 
communities that represent diverse populations and are often isolated and underserved. These converging 
demographic and economic forces set the stage for the emergence of the community health worker (CHW) 
workforce and its utilization in cost containment and care coordination strategies aimed at providing health care to 
the underserved.1 

 
In 2000 (the last estimate available), CHWs numbered about 86,000, divided among 6,300 programs, with an 
estimated 121,000 projected to be working across the US by the year 2005. CHWs have been defined as lay 
members of communities who work in association with the local health care system and usually share ethnicity, 
language, socioeconomic status and life experiences with the community members they serve. They have been 
identified by many titles such as community health advisors, lay health advocates, “promotores(as),” outreach 
educators, community health representatives, peer health promoters, and peer health educators. CHWs offer 
interpretation and translation services, provide culturally appropriate health education and information, assist people 
in receiving the care they need, give informal counseling and guidance on health behaviors, advocate for individual 
and community health needs, and provide some basic direct healthcare services.1  

 
Today, rising health care costs, surging population diversity, and intransient health disparities are all catalyzing 
renewed interest in the potential of this model. Several observational, experimental studies and retrospective reviews 
have been conducted evaluating the CHW framework.2-4 CHWs are mentioned explicitly 11 times in the ACA 
legislation.5 The specific challenge in this country has been how to integrate the practice of CHWs into the context 
of the standard practice of healthcare in America. It is well understood that there is a gap between the quality of care 
based on the population served and their social determinants of health. The challenge is to best utilize CHWs to help 
ameliorate this gap to ensure high-quality care to all individuals residing in the U.S.  
 
The role of information, of course, is crucial in CHW-delivered care when one considers that a major domain of 
eHealth focuses on improving health communication through the use of technology, in the context of people and 
processes engaged in CHW-based services. This notion of enhancing communication and understanding is a 
fundamental component of addressing health disparities. Among other things, the recommendations of the 
Institute of Medicine report, “Unequal Treatment,” call for initiatives designed to enhance patient-provider 
communication, trust, and cultural appropriateness of delivered care.6 
 
However, there are many other aspects related to the emerging role of  CHWs that support their need for leveraging 
informatics to better enhance their role. Some of the key questions for consideration include: 
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• Are the information needs of CHWs the same as those of health—and public health—professionals or those 
of their own clients? 

• How should informatics tools of CHWs interface with the information ecology of the health system that 
employs them? With the information ecology of the clients with whom they interact? 

• How can the expertise of CHWs be employed in building proper informatics tools for them, for the health 
system, and for their clients? 

• To what extent are CHWs agents of the social service system, beyond health? 
• To what extent should CHWs aid in educating their clients about the optimal use of technologies, as agents 

to bridge the digital divide? 
• How can CHWs support health care providers by ensuring the accuracy of captured patient data and 

assisting with the use of information technology to advance patient engagement and education? 
 
This panel will serve as a needs assessment, providing different perspectives and recommendations for needs that 
future informatics interventions might satisfy, at the individual CHW/client level or at the larger system level. 
 
CHW organization perspective: Hunter Young, MD, MHS is Assistant Professor of Medicine and Epidemiology 
at the Johns Hopkins University Schools of Medicine and Public Health, Core Faculty of the Welch Center for 
Prevention, Epidemiology, and Clinical Research, and Medical Director of Population Health Programs at Johns 
Hopkins HealthCare. In this capacity, Dr. Young is responsible for the design, implementation, and evaluation of 
novel approaches to care delivery among Medicaid, Medicare, and privately insured beneficiaries. A major 
component of these novel programs is the expansion of care provided in non-traditional settings, including 
community-based and home-based care and the use of health IT. He is medical director of two large, CMS-funded 
programs deploying innovative, population-based care delivery models in a low-resource urban setting targeting 
patients at high risk for hospital admission and women at high risk for preterm labor. 
 
Federal perspective: Yael Harris, PhD MHS is Director of HRSA’s Office of Health IT & Quality at the Health 
Resources & Services Administration, an agency within the Department of Health and Human Services. The Office 
of Health IT & Quality provides technical assistance, support, and leadership across the agency to support improved 
care for safety net populations through the effective use of health information technology.   Prior to her arrival at 
HRSA, Dr. Harris led the Office of Evaluation within the Office of the National Coordinator for Health IT (ONC), 
initiating and overseeing the evaluation of ONC’s grant programs to support and advance the adoption of electronic 
health records.  She also led ONC’s national measurement of EHR adoption in both ambulatory and inpatient 
settings. Dr Harris currently co-chairs a cross federal Telehealth workgroup and a cross federal mobile health 
workgroup and represents the safety net community on the Health IT Policy Committee’s Meaningful Use 
workgroup where she focuses on quality improvement and population health.  
 
Health disparities perspective: M Christopher Gibbons, MD is an Associate Director of the Johns Hopkins 
Urban Health Institute and is an Assistant Professor at the Johns Hopkins’ Schools of Medicine and Public Health. 
Dr. Gibbons’ is a Healthcare Disparities and Urban Health expert with particular expertize in the utilization of 
Community Health Workers, and Physician Informatician and Behavioral Interventionist who works in the area of 
Consumer Health informatics to improve healthcare disparities. Dr. Gibbons has been named a Health Disparities 
Scholar by the National Center for Minority Health and Health Disparities at the National Institutes of Health. Dr. 
Gibbon’s has recently authored/edited several books including “eHealth Solutions for Healthcare Disparities”. Dr. 
Gibbons work is also leading the emergence of the field of Populomics. He is an advisor and expert consultant to 
several state and federal agencies and policymakers in the areas of urban health, eHealth, minority health and 
healthcare disparities. Dr. Gibbons obtained his medical degree from the University of Alabama. He then completed 
residency training in Preventive Medicine, fellowship training in General Surgery and also in molecular oncology 
basic research. Finally he earned a Master of Public Health degree focusing in health promotion among urban and 
disadvantaged populations all from Johns Hopkins. 
 
Payer perspective: Robert L. Sloan, MHA served with distinction as a Captain in the U.S. Army from 1968 – 
1972. He completed his master’s in health care administration, public administration and business management at 
George Washington University in 1973.  His health care career began in 1973 as an Assistant Administrator at 
Prince George’s Hospital and Medical Center.  In 1978, Sloan joined to Columbia Hospital for Women and Medical 
Center, Inc. as Executive Vice President and in 1985 he became Sibley’s Chief Executive Officer. He served in that 
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capacity for 26 years, before retiring in 2012. He continues to be active as a senior advisor to the Johns Hopkins 
Health System and with the Sibley Memorial Hospital Foundation and the new Jane Bancroft Robinson 
Foundation.  He also serves as a member of the CareFirst Blue Cross Blue Shield Board of Directors. 
 
Informatics perspective: Harold P. Lehman, MD PhD, is Interim Director of the Divison of Health Sciences 
Informatics at Johns Hopkins School of Medicine. He and Dr. Gibbons are PI of an AHRQ-funded project 
evaluating the utility of evidence-based resources for CHWs. He is also working with Montgomery County on 
interoperability in health and human services. 
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Abstract:  We have created an application, the Rapid Text Annotation Tool (RapTAT) to assist with annotation of clinical 
free text.  The tool uses interactive machine learning combined with multinomial Bayes and probabilistic models to identify 
phrases of interest within clinical free text and map those phrases to user-determined medical concepts.  Based on iterative 
user feedback, the tool learns to pre-annotate notes and gradually shifts the annotation task of the user from one of labeling 
phrases of interest to one focusing on review.   The tool was applied in a use case involving the identification and extraction 
of concepts that might predict development of acute kidney injury.  The tool reduced annotation time by 34% over the 
course of the review, while the F-measure of the pre-annotations relative to the reference standard and assisted reviewer 
annotations improved.  The study demonstrates that the tool can help with annotation tasks without introducing bias. 

Background:  Annotation is critical for identifying, retrieving, and processing knowledge from biomedical free text.  
Unfortunately, manual annotation of free text can be a labor-intensive and costly process. Reviewers responsible for 
annotation need sufficient domain knowledge to identify relevant text.  Manual annotators may incorrectly or inconsistently 
label information and reduce data quality.  The current study describes the application and testing of an assistive annotation 
system known as the Rapid Text Annotation Tool (RapTAT).  This system uses interactive machine learning to iteratively 
improve pre-annotation of documents for review and gradually reduce the manual annotation burden.  Here, we present 
preliminary results regarding the use of RapTAT for assisting with annotation of medical records to identify potential risk 
factors for the development of acute kidney injury (AKI).  

Methods:  A Java-based, machine learning system, RapTAT, was developed for interactive, assisted annotation. Annotators 
used either manual or RapTAT-assisted review to identify potential AKI risk factors within clinical notes.  Our pilot corpus 
was constructed by pulling a random set of Admission and History & Physical Notes from the VA Tennessee Valley 
Healthcare System (Nashville and Murfreesboro, Tennessee). All notes were from within a 24 h period of the admission 
date of patients hospitalized in January of 2009.  For the purposes of RapTAT-assisted annotation, notes were randomly 
allocated to 9 batches of 13-14 documents.  After the assisted annotator completed reviewing each batch, the RapTAT 
system was trained with the corrected annotations.  The system then pre-annotated the next batch before assisted review.  
RapTAT-assisted annotations were compared to those of the assisted reviewer and a reference standard that was generated 
by adjudication of annotations of the manual reviewers.  

Results:  During training, F-measure for RapTAT-
generated annotations using the assisted annotator as a 
reference increased from ~0.3 to 0.75-0.8 over the 9 
document batches.  Similar increases were seen using 
the reference standard as the reference.  There was a 
significant decrease in annotation time over the 9 
batches for the RapTAT assisted annotator (-1.5 sec per 
kilobyte of text per batch; p < 0.038), but not for either 
of the manual annotators (+0.5 and +1.1 sec per 

kilobyte of text per batch; p > 0.10).  Inter-annotator agreement (IAA) for the two manual annotators was 0.50.  F-measure 
for the manual annotators (compared to the reference as a standard) was higher (0.84-0.85) than for the assisted annotator 
(0.75).   

Conclusions:  Machine- assisted annotation could generate numerous false positive annotations and increase workload.  
However, the reduced time taken for annotation by the RapTAT-assisted reviewer suggests that the system reduced overall 
workload as its ability to identify phrases for annotation improved.  The results suggest that interactive machine learning as 
implemented by RapTAT is a promising approach to reducing the burden associated with annotation; it can generate a 
system that produces annotations that gradually begin to replicate the reference standard without introducing reviewer bias.  

Acknowledgements:  This material is based upon work supported with resources and the use of facilities at the TVHS VA.  
Funding for this study was provided through VA grant SAF-03-223, the VA CHIR HIR 09-001, HIR 09-003, VA HSR&D 
CDA-08-020 (Matheny) and the VA Medical Informatics Fellowship Program (Gobbel & Reeves). 

	   	  	  	  

499



Benjamin Goldstein, PhD, MPH, Quantitative Sciences Unit, Stanford University, Palo Alto, CA
Themistocles Assimes, MD, PhD, Cardiovascular Medicine, Stanford University, Palo Alto, CA
Wolfgang Winkelmayer, MD, ScD, Division of Nephrology, Stanford University, Palo Alto, CA

Abstract:
This submission examines the use of EHR data collected during a dialysis session for predicting near-
term risk of sudden cardiac death (the number one cause of death of dialysis patients). The results show 
that changes captured by the EHR during a 3-hour dialysis session are useful for predicting SCD and 
that EHR data is optimal for near-term, as opposed to long-term, prediction.

Methodology & Results:
22 million dialysis session were available for analysis over a 5 year period. The outcome of interest 
was death due to sudden cardiac arrest on the day of or day after a dialysis session. Data were divided 
into training and validation sets and modern methods in statistical learning (Random Forests) were used 
to derive the predictor. We considered both the quality of the prediction as well as the important 
variables. A reasonably strong predictor was derived using just pre-dialysis information (c-statistic = 
0.781) which showed significant improvement after inclusion of post dialysis information (c-statistic = 
0.803, p < 0.001) (Figure 1). However risk prediction decreased the further out we forecast (up to one 
year) and post-dialytic information became less important (Figure 2). The suggestions appears to be 
that EHR data is optimal for near term prediction of cardiac risk.

500



  

Identifying High-Risk Components in Synthetic Biology 

Nikhil Gopal1, Michal Galdzicki1, Bryan Bartley2, Evren Sirin3, & John H. Gennari1 
1Biomedical & Health Informatics, and 2Bioengineering, University of Washington;  

3Clark & Parsia, LLC 

Abstract 

PandaTox is a database containing data about the clonability of biological components within E. coli. SBPkb is an 
SBOL version of the Registry of Standard Biological Parts for synthetic biology. By associating SBPkb information 
with PandaTox, we can provide a filter for synthetic biologists, by providing evidence about which constructs may 
be toxic when constructed in vivo within E. coli.  

Background and Motivation 

Although we can design and generate a synthetic biological design in silico, there is no guarantee the design will 
work when synthesized in vivo within E.coli. As a result, much time and money is wasted on unanticipated failures. 
PandaTox was created to test for potential toxicities to E.coli 1. One can query for an arbitrary sequence in Panda-
Tox, and the system returns clonability metrics along with BLAST scores against its database of toxic components.  

The synthetic biology research community has adopted SBOL as a standard for describing parts and designs for ex-
change2. The Registry of Standard Biological Parts is a large, long-standing repository for synthetic biology DNA 
components, largely populated by the annual iGEM competition. In prior work, we converted the Parts Registry data 
into SBOL, storing the results as a knowledgebase called SBPkb 2. This knowledgebase can be easily queried via 
SPARQL. Our goal is to inform synthetic biology researchers of potential failures during design, based on toxicity 
information from PandaTox. 

Methods  

We have connected the PandaTox and SBPkb resources using a custom Python script that queries SBPkb via 
SPARQL, and sends these candidate sequences to PandaTox. When piped into the PandaTox query, we can control 
BLAST parameters, but we used default settings in this initial work. SBPkb also includes annotation on components, 
describing roles these components play, such as a “coding sequence”, a “promoter”, a “terminator” etc. Because it is 
the coding sequence that produces the proteins that may cause toxicity in E. coli, we focused our initial queries only 
on those parts annotated as coding sequences (CDS).  

Results and Discussion 

Table 1 shows our results. The first row repre-
sents the total number of unique coding se-
quences in the SBPkb; the next two rows corre-
spond to annotations of more specific sorts of 
coding sequences. In addition to “unclonable”, 
which means the component is lethal to E. coli, 
PandaTox may also indicate “reduced cover-
age”, suggesting that a component may not func-
tion optimally.  If we subtract both of these components from the SBPkb, the result is the “usable parts” number in 
the final column. In synthetic biology, “reporter” genes are essential, as these allow one to directly measure in vivo 
functionality. It is not surprising that there are few of these, as researchers prefer well-known, well-tested reporter 
genes. What is surprising is that PandaTox lists 6 reporters as possibly toxic in E. coli. Given that our initial results 
show that only a portion of parts in the registry are usable in E. coli, we believe that the information gained by link-
ing SBPkb and PandaTox will be useful to synthetic biology researchers.  

References 

1. Kimelman A, Levy A, Sberro H, et al. A vast collection of microbial genes that are toxic to bacteria. Genome 
research. 2012;22(4):802–9. doi:10.1101/gr.133850.111. 
 2. Galdzicki M, Rodriguez C, Chandran D, Sauro HM, Gennari JH. Standard biological parts knowledgebase. PloS 
one. 2011;6(2):e17005. doi:10.1371/journal.pone.0017005.  

Type Total Unclonable 
Reduced 
Coverage 

Usable 
Parts 

All CDS Parts 598 30 (5%) 37 (6%) 531 (89%) 

Reporter 21 6 (29%) 0 (0%) 15 (71%) 

Enzyme 121 9 (7%) 10 (8%) 102 (84%) 

Table 1. Results from linking PandaTox with the SBPkb.  
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ABSTRACT 

With antimicrobial resistance increasing worldwide, there is a great need to use automated antimicrobial decision support 
systems (ADSSs) to lower antimicrobial resistance rates by promoting appropriate antimicrobial use. However, they are 
infrequently used mostly because of their poor interoperability with different health information technologies. Ontologies 
can augment portable ADSSs by providing an explicit knowledge representation for biomedical entities and their 
relationships, helping to standardize and integrate heterogeneous data resources. We developed a bacterial clinical 
infectious diseases ontology (BCIDO) using Protégé-OWL. BCIDO defines a controlled terminology for clinical infectious 
diseases along with domain knowledge commonly used in hospital settings for clinical infectious disease treatment 
decision-making. BCIDO has 599 classes and 2355 object properties. Terms were imported from or mapped to 
Systematized Nomenclature of Medicine, Unified Medical Language System, RxNorm and National Center for 
Bitechnology Information Organismal Classification where possible. Domain expert evaluation using the “laddering” 
technique, ontology visualization, and clinical notes and scenarios, confirmed the correctness and potential usefulness of 
BCIDO. 

INTRODUCTION 

Antimicrobial resistance is an increasing problem worldwide and is contributed to by inappropriate antimicrobial 
prescribing. Incorporating an antibiotic decision support system (ADSS) into clinical decision-making has been shown to 
be effective at reducing inappropriate antibiotic prescribing and lowering local antimicrobial resistance 1-3. However, 
despite the apparent benefits of ADSSs, ADSSs are infrequently used in the hospital in-patient setting (Y. Furuya, personal 
communication, February 8, 2013).  

The barriers to widespread adoption and implementation of successful ADSSs include standalone systems that are 
independent from the electronic health record (EHR) and require interruption of the clinical workflow to use 2,4, a single 
infectious disease focus (i.e. acute bronchitis) 5, and ADSSs which use their own terminology and cannot be transferred to 
other EHR systems 5,6. MYCIN was the first ADSS, and though it was hardly used in practice, research indicated that it 
proposed an acceptable antimicrobial therapy in approximately 69% of cases 4. Interestingly, this was better than the 
performance of infectious disease experts who were judged using the same criteria, demonstrating the large amount of 
disagreement that exists between experts about appropriate treatment 7. A number of other automated ADSSs have since 
been developed for different clinical settings such as intensive care 2,8 and primary care 9. Like MYCIN, some of these 
systems are standalone 2 requiring data entry by users, while others have been integrated into the local microbiology, 
prescribing and hospital epidemiology systems 10. Evans et al. developed one of the most successful ADSSs that uses the 
hospital information system 1,10. However, despite the local success of the system with a reduction in antimicrobial use 11, 
the system has not been implemented in other hospital systems in the 20 years since it was developed.  

Integration and interaction of the ADSS with the EHR is a key requirement for future ADSSs. Successful ADSS have been 
developed using their own terminologies 5,11, which makes it difficult to transfer the successful system to other institutions 
or EHR systems. Ontologies can formally represent sharable domain knowledge for key concepts and their semantic 
relationships 12 and augment clinical decision support systems by providing a standard vocabulary for biomedical entities, 
helping to standardize and integrate data resources and providing a source of computable domain knowledge that can be 
exploited for decision support purposes 13-15. To facilitate interoperability and wide spread dissemination of future portable 
ADSSs, we developed a bacterial clinical infectious diseases ontology (BCIDO). BCIDO serves as an application ontology 
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capturing a controlled terminology for clinical infectious diseases along with domain knowledge commonly used in the 
hospital in-patient setting. Clinical infectious disease is a broad clinical domain, which not only includes the medical 
specialty infectious disease, but also has relevance to all other medical and surgical specialties and public health, as 
clinicians of all disciplines frequently prescribe antimicrobial therapy for their patients. Key roles of an infectious diseases 
physician include recommending appropriate empiric antimicrobial therapy for an infectious disease in the absence of a 
definite etiological agent, and selecting the most appropriate antimicrobial therapy and duration when the etiological 
organism is known. One of the key aspects of selecting an appropriate antibiotic regimen in the absence of bacterial culture 
results is considering which bacteria may be causing that particular infectious disease, as well as the antibiotics that are 
effective against those likely bacteria. Therefore, BCIDO encompasses terms and knowledge about common clinical 
presentations of infections, patient-specific factors that influence differential diagnoses and treatment options, the 
organisms themselves, and the antimicrobial agents used to treat infections.  In the rest of this paper, we present our design 
and evaluation methods for this ontology.  

METHODS 

Our method includes four components: (1) determination of the domain and scope of the ontology; (2) review of the 
literature and related ontologies to evaluate them for reuse; (3) knowledge representation using Protégé OWL; and (4) 
evaluation of the ontology for its correctness and usefulness.  

1. Ontology domain and scope  

To determine the functional requirements and clinical scope of the ontology, two meetings lasting one hour were held with 
two infectious disease physicians, a hospital epidemiologist and an infectious disease pharmacist. The target population for 
the ADSS to be developed from the ontology is the hospital residents and nurse practitioners, as both groups frequently use 
the EHR, are comfortable using the EHR, and are responsible for collating microbiology results and presenting treatment 
options to their attending specialist. Although the ultimate goal is integration of the ADSS throughout the hospital, the 
medical service will be targeted as the initial user and evaluator of the system. The ontology scope covers all factors 
relevant to making an appropriate antimicrobial decision in the hospital setting including patient factors and microbiology 
results, such as gram stain and culture results. Specific antimicrobial treatment recommendations cannot be made in the 
ontology because they vary widely between clinicians, institutions and countries and are therefore not “universal truths”. 
However, the factors required for making an antimicrobial treatment decision were included in the ontology so that 
treatment decisions in an ADSS can be tailored to local preferences. As such, two key common questions in making 
antimicrobial treatment decisions were identified as the main features to address in the ontology. These questions were used 
to assess the core competency of the ontology. 

1. What are the potential pathogens for a clinical infectious disease when the causative organism is not known? 
2. What antimicrobials can be used to treat an infection in which the causative organism is known? 

The ontology was limited to bacterial infections and excluded Mycobacteria. However, it has been designed so that it can 
be easily extended to include antimicrobial treatments for mycobacterial, viral, and fungal infections. It can also be 
extended to include other clinically relevant concepts such as symptoms, anatomical site of infection and infectious disease 
risk factors. The chosen granularity of the ontology is that at which a diagnosis or treatment recommendation can be made. 

2. Review of existing ontologies in the infectious disease domain 

In order to serve the purpose of supporting interoperability, ontologies need to be utilized by multiple different groups and 
applications.  Thus, our first step in development was to review existing ontologies to identify those we could re-use. 
Existing ontologies related to antimicrobials, microorganisms and clinical infectious diseases were evaluated for suitability 
of content coverage and depth of knowledge, as well as potential to support successful inference. The biomedical literature 
and ontology repositories such as the NCBO BioPortal (http://bioportal.bioontology.org/), Protégé Wiki 
(http://protegewiki.stanford.edu/), Swoogle (http://swoogle.umbc.edu/), Ontology Lookup Service from the European 
Bioinformatics Institute (http://www.ebi.ac.uk/ontology-lookup/) and Open Biomedical Ontology (OBO) Foundry 
(http://www.obofoundry.org/) were searched to identify potentially relevant ontologies.  

The search for relevant ontologies revealed more than 80 vocabulary resources related to the domain of infectious diseases. 
There were a number of different types of resources ranging from simple taxonomies, glossaries and thesauri through to 
more formalized clinical vocabularies which are considered to be ontologies. A summary of the key resources is shown in 
Table 1. The antibiotic prescribing ontology by Bright et al. 16 and the Infectious Disease Ontology (IDO) 17 were 
identified as the most likely to fulfill the ontology requirements for BCIDO.  

Bright et al. 16 recently developed and evaluated an antibiotic prescribing ontology for guiding appropriate antibiotic 
prescribing, providing a proof of concept that an infectious disease ontology can provide the knowledge base for an ADSS. 
The antibiotic prescribing ontology is not implemented in clinical practice, although the following prescribing alerts were 
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successfully generated: (1) antibiotic-microorganism mismatch alert; (2) medication-allergy alert; and (3) non-
recommended empiric antibiotic therapy alert 16. The scope of the antibiotic prescribing ontology covers empiric treatment 
of common clinical infectious diseases and antibiotic choices when a bacterial pathogen is known. In comparison, BCIDO 
covers a more extensive range of clinical infectious diseases and provides a comprehensive list of differential bacterial 
diagnoses, which is important if the microbiological identification is pending or no pathogen is identified. The antibiotic 
prescribing ontology is not publically available and could not be incorporated into BCIDO. 

Table 1. The relevance of existing ontologies to the clinical infectious disease decision support domain 
 

 

The IDO 17 (http://infectiousdiseaseontology.org/) is a suite of interoperable ontology modules that together aim to cover 
the entire infectious disease domain. The suite consists of the core IDO, covering terms and relations generally relevant to 
the infectious disease domain, and a set of domain-specific ontologies developed as extensions from the core 18. To date, 
disease and pathogen specific extension ontologies have been developed for malaria19, dengue fever 20, influenza, 
brucellosis 15, and Staphylococcus aureus 21,22. In addition, the Vaccine Ontology 
(http://www.violinet.org/vaccineontology/index.php) and the Vector Surveillance and Management Ontology 23 are being 
actively coordinated with IDO development.  

Resource Type  Clinical 
infectious disease 
knowledge 
content 

Suitability of resource for clinical 
infectious disease decision 
support domain 

Relevance to the 
BCIDO 

Medical Subject 
Headings 
Controlled 
Vocabulary 
(MeSH) 

Controlled 
vocabulary 

Comprehensive 
coverage 

Terms appear in hierarchies on the 
basis of relatedness for document 
retrieval and are not is-a 
relationships. Terms are not linked 
by relations 

Terms used in an 
infectious diseases 
ontology can be mapped 
to MeSH 

International 
Classification of 
Diseases – 10 
(ICD-10) 
 

Clinical 
terminology 

Reasonable 
coverage but 
lacks depth 

Disease classification is based on 
anatomy and pathological 
structures, however the infectious 
disease domain does not follow 
anatomical partitions. Therefore, the 
hierarchy is not logical for clinical 
infectious diseases 

Terms used in an 
infectious diseases 
ontology can be mapped 
to ICD-10 

Systematized 
Nomenclature of 
Medicine – Clinical 
Terms (SNOMED-
CT) 

Clinical 
terminology 

Comprehensive 
coverage of 
clinical terms  

Multiple modes of classification 
limits the capability of automated 
reasoning The result is the assertion 
of type-supertype relations that do 
not hold. There are no natural 
language definitions. 

Terms used in an 
infectious diseases 
ontology were mapped 
to SNOMED-CT 

Disease Ontology 
(DO) 

Ontology Limited coverage Disorganized hierarchy for 
infectious diseases. Mixes types of 
infection with types of disease, as 
well as mixing types based on 
anatomical location, type of 
infectious agent or clinical 
syndrome and properties of 
infectious agents  

Terms used in an 
infectious diseases 
ontology can be mapped 
to DO 

Antibiotic 
prescribing 
ontology 

Ontology Limited to 
common 
infections seen in 
hospital 

Suitable, however, the ontology is 
not publically available. Narrow 
range of clinical infectious disease 
syndromes. 

Provides proof of 
principle that an 
ontology can provide the 
knowledge base for 
decision support 

Infectious Diseases 
Ontology (IDO) 

Ontology Many of the 
modules are still 
in development 

Suitable. Before BCIDO, there was 
no IDO module corresponding to 
the clinical ID domain. 

The core IDO was used 
as the upper ontology. 
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The primary purpose of the core IDO is to maximize interoperability between IDO extensions as well as with ontologies 
outside the IDO suite.  To accomplish this, IDO is developed within the framework of the OBO Foundry 18 
(http://obofoundry.org/) and adheres to the Foundry’s ontology development guidelines. 

To help standardize and integrate data resources, clinical terms and antimicrobials were mapped to Systematized 
Nomenclature of Medicine – Clinical Terms (SNOMED CT), the reference resource Unified Medical Language System 
(UMLS) concept unique identifiers) and RxNorm where possible. Bacterial terms were imported from the National Center 
for Biotechnology Information Organismal Classification (NCBITaxon). 

3. Knowledge Representation in Protégé OWL 

BCIDO was developed using the core IDO as an upper ontology, and thus the Basic Formal Ontology and Ontology of 
General Medical Science, which serve as upper ontologies for the IDO suite.  BCIDO adheres to the Foundry’s ontology 
development guidelines and to Cimino’s Desiderata12. Together these include: (1) using Aristotelian definitions with a 
single mode of classification, (2) using single inheritance hierarchies, (3) using relations with formal, logical definitions 
based on a distinction between types and instances, and (4) writing definitions and ontology assertions as compositions of 
ontology terms and relations. 

The ontology was represented in the Web Ontology Language (OWL) using the Protégé-OWL editor as a single 
hierarchical structure. Domain knowledge was obtained from the first author’s experience as an infectious disease physician 
and supplemented by common clinical infectious disease text books and guidelines 24,25. Expert Protégé users provided 
regular feedback on the ontology development (M.R.B. and A.G.). The entire IDO core ontology was imported as the upper 
ontology (http://purl.obolibrary.org/obo/ido.owl). The Basic Formal Ontology was used to assist in designing the structure 
of our ontology and defining additional ontology classes and properties. Clinical infectious disease terms were mapped to 
SNOMED-CT and UMLS, and antibiotic terms were mapped to RxNorm, SNOMED-CT and UMLS using the identifier 
class annotation property defined by the Dublin Core. Bacterial terms were imported from the NCBITaxon using the 
minimal information to reference an external ontology term (MERIOT) principle using the web-based OntoFox application 
26.  

4. Ontology Evaluation 

The ontology was evaluated from the standpoints of ontology development, domain knowledge, and usability by domain 
experts. Ontology development was evaluated by checking for adherence to the guidelines and desiderata listed above 12. 
The ontology was evaluated for domain knowledge and usability using domain expert review and clinical case review.  
Two domain experts (ID Fellows) evaluated BCIDO for domain accuracy and core competency. The correctness of the 
domain concepts and the relationships among them was evaluated using the “laddering” technique and visual inspection of 
the ontology during one written questionnaire and two structured face-to-face evaluation sessions 27.  Each evaluation 
session lasted one hour. An example of a question for a downward probe for the causes relationship is “Can you tell me 
some bacteria that cause acute meningitis?” Records from the ID expert evaluation sessions and questionnaire were 
compared to BCIDO. In addition, BCIDO was evaluated using ten de-identified clinical notes selected non-randomly by an 
ID expert (S.P.), which were reviewed by a clinician specializing in infectious disease research who had authorization to 
look at these notes. Case notes were reviewed to identify each piece of information needed to make a bacterial differential 
diagnosis or antibiotic recommendation, and then BCIDO was evaluated to determine whether there was a corresponding 
term in the ontology. Changes were made to BCIDO after each evaluation event in response to the ID experts’ comments 
and case notes. 
 
The ID experts (S.P and H.L.P.) who had previously participated in the laddering study assessed the usefulness of BCIDO 
for knowledge management. One ID expert provided 16 common infectious diseases questions for BCIDO to provide a list 
of differential diagnoses and possible antimicrobial treatments. Examples of questions are: “What are the bacteria that cause 
catheter-associated urinary tract infections and are also gram negative bacilli?” and “What antibiotics could be used to treat 
such an infection?” The evaluator (C.L.G.) verified that the answers were present in BCIDO. The ID experts also interacted 
with the BCIDO using Protégé with the evaluator’s assistance. During the session, participants were asked to think aloud as 
they viewed the ontology, as well as completing a structured questionnaire after the session. Verbalizations and written 
responses were thematically analyzed to assess ID experts’ perceptions of usefulness of the ontology for knowledge 
management.  
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RESULTS  

Bacterial clinical infectious disease ontology (BCIDO) 

The BCIDO was designed focusing on the areas of “infectious disease”, “antibiotic” and “bacteria” and includes 599 
classes and 2355 object properties. The “infectious disease” hierarchy contains 255 classes, of which nearly all were 
mapped to SNOMED-CT on March 8th 2013 either as exact matches or synonyms. Ninety-nine classes were mapped to 
UMLS CUI. The “antibiotic” hierarchy contains 98 classes, nearly all of which were mapped to SNOMED-CT and UMLS 
CUI on March 10th 2013, and RxNorm on August 19th, 2013. The “bacteria” hierarchy contains 255 classes, of which all 
were imported from NCBITaxon on May 16th, 2013. A class  “bacterial quality” was created to include the common 
properties used by clinicians to narrow differential diagnoses of causative bacteria before the final culture result is 
available. These high-level BCIDO classes are shown in Table 2 along with descriptions, their BFO class type, the 
corresponding IDO term or parent type in IDO core, and the source ontology for imported terms. 
 

Table 2: Ontology classes, descriptions, BFO and IDO class types and source ontology 

Class Description BFO class 
type 

IDO class 
type 

Source ontology 

Bacteria Bacteria are a large group of single-celled 
prokaryotic organisms, which may have a 
variety of shapes ranging from spherical, 
rod-like, comma-shaped to spiral.  

Independent 
Continuant: 
object 

Bacteria Bacteria is a term in the IDO 
core imported from 
NCBITaxon. 

Infectious 
disease 

A disease whose physical basis is an 
infectious disorder. 

Dependent 
Continuant: 
realizable 
entity 

Disease “Infectious disease” is a term in 
the IDO core and is a subtype of 
“disease” which is imported to 
IDO core from Ontology for 
General Medical Science. 

Antibiotic A chemotherapeutic agent or substance that 
kills (microbicidal) or inhibits 
(microbiostatic) the growth of bacteria and 
treats bacterial infections. 

Independent 
Continuant: 
object 

Antibiotic “Antibiotic” is a term in IDO 
core which is linked to the term 
“antibiotic” in ChEBI. 

Bacterial 
quality 

The properties of bacteria that allow 
bacteria to be classified according to 
phenotypic or morphologic features. These 
properties assist with narrowing the 
differential diagnosis before definitive 
culture results are available. 

Dependent 
Continuant: 
quality 

Quality “Bacterial quality” is a subtype 
of “quality” imported to IDO 
core from BFO. 

 

The object properties defined in BCIDO are shown in Table 3. New object properties were created to assert the relations 
that exist between the three hierarchies. There were 581 object properties between the “bacteria” and “infectious disease” 
hierarchy; 522 object properties between the “antibiotics” and “bacteria” hierarchies; and 48 object properties between the 
“bacteria” and “bacterial quality” hierarchies. The object property causes asserts the relation between a “bacteria” and an 
“infectious disease” and is defined by the existence of a known causative link between the bacteria and the infectious 
disease. For example, “Neisseria meningitidis causes some meningitis”. The object property is_antimicrobial_coverage_for 
asserts the relation between an “antibiotic” and a “bacteria” and is asserted when at least some strains of the bacterial type 
are susceptible to the antimicrobial. For example, “penicillin is_antimicrobial_coverage_for some Treponema pallidum”. 
The object property has_shape asserts the relation between a “bacteria” and a “bacterial shape” and is defined by the typical 
shape of the bacteria. For example, “Staphylococcus has_shape spherical”. Figures 1 to 3 demonstrate the three different 
domain hierarchies and some of their object properties. 

Table 3: Ontology object properties 
 

Domain class Object property Range class 

Bacteria Causes Infectious disease 
Antibiotic Is_antibiotic_coverage_for Bacteria 
Bacteria Has_characteristic_stain_result Bacterial quality 
Bacteria Has_shape Bacterial quality 
Infectious disease Can_be_associated_with Infectious disease 
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Figure 1: Domain class of antibiotics showing third generation cephalosporin as an example 

 

 

Figure 2: Domain class of bacteria showing Listeria monocytogenes as an example 
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Figure 3: Domain class of infectious disease showing “acute osteomyelitis” as an example 
 

 
 
 
Evaluation Results  
 
1. Correctness of BCIDO  

Domain expert review of ontology correctness using the laddering technique and visual review of BCIDO occurred over 
several weeks and separate sessions were held for each ID expert. Comparison of the ID expert hierarchies using the 
laddering technique demonstrated agreement with BCIDO class hierarchies, however, the visual review revealed many 
additional classes to include. BCIDO was refined after each evaluation session for simple changes (e.g.. missing assertion 
“Mycoplasma genitalium causes some urethritis”) while complex changes were discussed with each ID expert (e.g. location 
of “sepsis” in “infectious disease” hierarchy). Overall, 8 classes and 35 object properties were added to the “infectious 
disease” hierarchy; 3 classes and 54 object properties were added to the “bacteria” hierarchy; and 5 classes and 21 object 
properties were added to the “antibiotic” hierarchy. The majority of the relation assertion additions were between the 
“infectious disease“ hierarchy and the “bacteria” hierarchy. 

In the ten case notes, 100% of antibiotic terms (26/26) and 94% of bacterial terms (15/16) mentioned in the case notes were 
found in BCIDO. However, 78% of the infectious disease terms were included (18/23). The case notes and ID expert 
review demonstrated a wide range of synonyms used for the same infectious disease, bacteria and antibiotic. In addition, 
overlap between infectious disease was not uncommon. For example, a patient with an abdominal wall abscess also had 
overlying cellulitis. A new object property can_be_associated_with was introduced to link two or more infectious diseases 
which can commonly occur together.  
 
2.  Knowledge management task usefulness of BCIDO 
 
Thematic analysis of the ID expert’s verbal and written responses revealed that both ID experts found that the BCIDO was 
useful for performing the key knowledge management tasks of guiding differential bacterial diagnoses and initiating 
antimicrobial treatment. For example, for the question “What are the bacteria that cause catheter-associated urinary tract 
infections and are also gram negative bacilli?” the options provided by BCIDO were Escherichia coli, Klebsiella, Proteus, 
Acinetobacter baumannii, Pseudomonas aeruginosa, Stenotrophomonas maltophilia, Enterobacter, Citrobacter, 
Morganella and Serratia. For the follow-up question “What antibiotics could be used to treat such an infection?” the 
options provided by BCIDO were aminoglycosides, aztreonam, carbapenem, nitrofurantoin, trimethoprim-
sulfamethoxazole and fluroquninolone. ID expert #1 expressed “the ontology was particularly helpful in guiding the 
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differential diagnosis. By including microbiologic data (including appearance of the gram stain, etc.) and grouping disease 
processes by [infectious disease], I felt that it closely mimicked the thought process I take when evaluating 
patients. Moving forward, this would be an excellent tool for house staff, as it would guide the differential and assist in 
informing empiric antibiotic management.” ID expert #2 expressed “I found it interesting and surprisingly quite helpful in 
the first question of UTI [urinary tract infection], and thought that for the generalist, this … might provide a degree of help 
in deciding on a treatment regimen.” Both ID experts suggested extensions to BCIDO that may improve its usefulness such 
as antibiotic resistance knowledge, pharmacologic properties of antibiotics, additional bacterial properties (e.g. coagulase 
test result for Staphylococci and lactose fermenting result for gram negative bacteria), broadening, narrowing or adding 
some clinical syndromes and infectious diseases (e.g. fever and rash) and including bacterial prevalence data to prioritize 
lists of differential bacterial diagnoses. Although ID expert #1 thought BCIDO was “already an excellent tool”, ID expert 
#2 expressed that future iterations should focus on “increase[ing] user friendliness”.  
	  
DISCUSSION 

As antimicrobial resistance continues to rise at an alarming rate, solutions such as appropriate antimicrobial prescribing 
become increasingly important. Although ADSSs have been shown to reduce both antimicrobial prescribing and 
antibacterial drug resistance, the use of successful ADSS is not widespread. With the exception of the Evans et al. system 1, 
ADSSs address a single infectious disease or a narrow range of clinical syndromes represented in clinical guidelines and do 
not comprehensively cover the broad domain of clinical infectious disease. One of the main barriers to dissemination of 
successful ADSSs is that they tend to use their own terminology. Thus, the system cannot be easily transferred to other 
EHR systems. Ontologies can improve clinical decision support systems by providing a standard vocabulary for biomedical 
entities, helping to standardize and integrate data resources. BCIDO serves as an application ontology capturing a 
controlled terminology for clinical infectious diseases along with domain knowledge commonly used in the hospital in-
patient setting with the aim of improving interoperability of portable ADSSs. BCIDO captures much of the knowledge 
necessary to make clinical decisions about treatment and diagnosis across a broad scope of clinical infectious diseases. 

The use of ontologies in decision support is increasing. Members of the Infectious Disease Ontology Consortium have 
developed and are developing a number of ontologies related to specific infectious diseases such as Brucellosis and Malaria 
28,29. The antibiotic prescribing ontology provides the “proof of principle” that an ontology in the infectious diseases 
domain can successfully enable decision support 16. In comparison to existing decision support ontologies, BCIDO offers 
comprehensive clinical infectious diseases knowledge required to make clinical decisions before microbiological 
information is known or in the absence of positive microbial results. This approach accurately reflects the knowledge 
management tasks of hospital antimicrobial prescribers. BCIDO extends existing ontologies by using the core IDO as the 
upper ontology, re-using terms and mapping to popular resources such as SNOMED-CT, UMLS and RxNorm. Although 
not publically available, the antibiotic prescribing ontology could be integrated with BCIDO. Currently, the antibiotic terms 
in BCIDO are not re-used from an existing ontology.  However, the Drug Ontology (DrOn) 30 mediates resources such as 
Chemical Entities of Biological Interest (ChEBI) and RxNorm and ultimately terms from DrOn will be imported as DrON 
coverage expands.  

Although the current coverage of antibiotics and bacteria in BCIDO is comprehensive, further refinement of the clinical 
infectious diseases is required as demonstrated by the high number of changes suggested by the ID experts after evaluation. 
BCIDO also lacks key features of clinical diagnosis such as risk factors for specific infections, symptoms and body 
location. However, the design of BCIDO is such that these features can be added in future iterations. BCIDO can also be 
expanded to include viruses, fungi and parasites to create a more comprehensive “organism” hierarchy and relation 
assertions between the clinical infectious diseases and antimicrobials.  

The evaluation of BCIDO has to date been limited. First, the number of domain expert evaluators and number of clinical 
cases used were small.  Thus, our future work will involve continued evaluation using additional domain experts and larger 
numbers of clinical cases. A second limitation of our evaluation was that it focused only on ontology development best 
practices and domain knowledge content.  Thus, our future work also includes designing an evaluation study to assess how 
well BCIDO supports clinical decision support. 

CONCLUSIONS 

BCIDO is a comprehensive application ontology capturing a controlled terminology of bacterial clinical infectious diseases 
along with domain knowledge commonly used in the hospital in-patient setting. Evaluation by domain experts using several 
techniques over numerous sessions demonstrated the accuracy and usefulness of BCIDO. BCIDO can improve clinical 
decision support systems by providing a standard vocabulary for biomedical entities, helping to standardize and integrate 
data resources to improve portability and interoperability. 
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Abstract 

Aggregated, de-identified, population level electronic health record data can be quickly queried to generate 

quantifiable and contextual risk assessment for rare medical conditions. Here we examine the purported association 

between chronic inflammatory demyelinating polyradiculoneuropathy and prior total hip replacement surgery. The 

minimal time required allows this analysis to be potentially done at the point of care. However, potential errors due 

to limited data granularity and statistical blurring should be recognized while interpreting the results.  

 
Introduction 

Relatively rare disorders are reported as case reports in medical literature. However, it is often difficult for clinicians 

to translate this information in a meaningful way for their own risk assessment or to inform patients. For example, a 

patient who undergoing a total hip replacement (THR) asks about the risk of developing a rare condition - chronic 

inflammatory demyelinating  polyradiculoneuropathy (CIDP).  The best response is to say “there have been a few 

case reports”. Real-time analysis of a big database allows clinicians to provide more quantifiable and contextual 

information, such as “CIDP occurs 4 times more frequently in patients with a prior THR as compared to patients 

without any prior surgery, but is still about 60 times lower than the risk of having a revision hip surgery”.  

 

Methods 

Explorys (Explorys Inc. Cleveland, OH) is a private, cloud based database and clinical research informatics tool 

that, till date, has de-identified patient data for 16,971,140 individuals pooled from electronic health records (EHR) 

across different healthcare systems mapped into single set of Unified Medical Language System (ULMS) 

ontologies.  Population level data can be accessed and analyzed through Explorys’ Explore tool via a secure web 

based user interface by providers in participating institutions and is not considered human subjects research. We 

used Explore to calculate the prevalence of CIDP among patient cohorts with prior index events of total hip 

replacement (THR), total knee replacement (TKR), and coronary artery bypass grafting (CABG) surgery.  

 

Results  

THR was associated with higher odds of a subsequent diagnosis of CIDP (OR:4.7, 95%CI:3.54-6.23). Eighty 

percent (40/50) of the cases were documented within 3 years of the THR. These odds were similar to developing 

CIDP after TKR (OR:4.3, 95%CI:3.32-5.56), but about 5 times as compared to that after a CABG (OR:0.9, 

95%CI:0.49-1.70). The prevalence CIDP after THR was still 64.2 times less than needing a revision surgery after an 

index THR (50/100000 versus 3210/100000). The overall prevalence of CIDP in the entire Explorys patient 

population was slightly higher than reported in the literature (10.61 vs 1.9 to 7.7/100000), while the prevalence of 

revision THR was slightly lower (3.4% vs 5 to 20%). This analysis required one hour by a single investigator.  

 

Conclusion 

This example demonstrates the potential of large cloud based EHR derived dataset for evaluating rare events and 

providing quantitative and contextual results without significant time and resource commitment. However, certain 

limitations exist when interpreting results obtained from such databases: (i) clinical EHR data may not be as 

accurate as data collected for research and (ii) inability to access individual patient characteristics and statistical 

blurring (both required for HIPAA compliance) may induce analysis errors, especially for prevalence of rare 

disorders. Calculation of certain “benchmarking” variables from the same datasets can be compared with those 

published in literature may help in indicating the magnitude of such errors. 
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Abstract: The Federated Utah Research and Translational Health e-Repository (FURTHeR)
1,2

 is an 

informatics platform that supports federation and integration of data from heterogeneous and disparate 

data sources. FURTHeR uses informatics and industry standards and is open and sharable. It 

systematically supports federated and centralized data governance models. FURTHeR links heterogeneous 

data types, including clinical, biospecimen and patient-generated data, empowers researchers with the 

ability to assess feasibility of particular clinical research studies, export biomedical datasets for analysis, 

and create aggregate databases for comparative effectiveness research (CER). With the added ability of 

probabilistic linking of unique individuals from these sources, FURTHeR is able to identify cohorts for 

clinical research and reduce enrollment issues. In this presentation we will cover FURTHeR’s technical 

architecture and its components that use informatics standards, the current use-cases FURTHeR supports, 

deployment details, and a live demonstration of its use in clinical research.  

Description: FURTHeR has been developed by the Biomedical Informatics Core of the University of 

Utah’s (UU) Center for Clinical and Translational Science. Its primary uses are for cohort identification for 

prospective research, as a CER infrastructure and in public health surveillance. It provides semantic and 

syntactic interoperability as it federates health information on-the-fly and in real-time and does not require 

data source partners to extract data – facilitating integration by retaining data in their native format. At the 

same time it also has the ability to create a centralized database for CER as in the case of the PHIS+
3
 

project where it is being used to federate clinical data from six pediatric hospitals across the United States. 

FURTHeR supports clinical and translational research by bringing data directly to researchers without 

requiring the technical expertise to query large databases or knowledge about the data source. Additionally, 

datasets can be created and exported in popular formats (e.g. OMOP) for further analysis. 

The main components of FURTHeR include a terminology/ontology server (TS) that stores local and 

standard terminologies as well as inter-terminology mappings; an in-house developed metadata repository 

(MDR) that stores metadata artifacts for each data source and the relationships between different data 

models; a query tool a researcher can leverage to design a clinical research query; a federated query engine 

that orchestrates queries between the query tool, MDR, TS and the data sources; data source adapters to 

facilitate interoperability with data sources; and administrative and security components. A recent addition 

is an on-the-fly linkage of records containing protected health information across any FURTHeR data 

sources and the ability to provide linked de-identified or identified records depending on the Institutional 

Review Board approval. The UU deployment of FURTHeR currently federates clinical data (UU’s 

Enterprise Data warehouse, Utah Population Database, Intermountain Healthcare) and biospecimen data 

(UU’s caTissue instance) and is adding patient generated data (from UU’s REDCap instance).  

Statement of Deployment: FURTHeR has been deployed in production at UU since August 2011 and as 

CER infrastructure for PHIS+ since April 2012. An open instance of FURTHeR (OpenFurther) federating 

public datasets and the software as an open source package with optional support services will be available 

in the coming months. Data partners can also add their data source to UU’s instance of FURTHeR. 
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Abstract 
Given the lack of mechanisms for specifying, sharing and checking the compliance of consent permissions, we focus 
on building and testing novel approaches to address this gap. In our previous work, we introduced a “permission 
ontology” to capture in a precise, machine-interpretable form informed consent permissions in research studies. 
Here we explain how we built and evaluated a framework for specifying subject’s permissions and checking 
researcher’s resource request in compliance with those permissions. The framework is proposed as an extension of 
an existing policy engine based on the eXtensible Access Control Markup Language (XACML), incorporating 
ontology-based reasoning. The framework is evaluated in the context of the UCSD Moores Cancer Center 
biorepository, modeling permissions from an informed consent and a HIPAA form. The resulting permission 
ontology and mechanisms to check subject’s permission are implementation and institution independent, and 
therefore offer the potential to be reusable in other biorepositories and data warehouses. 
 
Introduction 
It is well known that biosamples and clinical data for research are currently in high demand, but they can be limited 
in availability. Moreover, it is argued that larger sample sets insures greater generalizability of findings and improve 
the validity of results, leading to research that can benefit the public at large1.   Currently, the research community 
mainly relies on paper-based informed consent documents. Some institutions might require that those paper 
documents are scanned and kept in an electronic form linked to the subject’s medical records. Recently there has 
been an increasing interest in exploring the replacement of those paper-based forms with electronic versions 2,3. A 
motivation behind this movement is that electronic forms support optional multi-media resources (e.g., videos, links 
to educational material) that could enhance subject’s understanding of different aspects related to the informed 
consent process (e.g., risks of procedures agreed to be performed, consequences of participating in a research study). 
Another important motivation is that paper forms can contain subject’s consent permissions that affect future 
research (e.g., permission to re-contact the subject, or to use subject’s clinical data and biosamples for future 
research). If the informed consent process is electronically supported it could eventually facilitate capturing 
subjects’ permissions that affect future research in a machine-interpretable formalism supporting automatic 
reasoning. Therefore, in order to maximize the use of available research resources there is a need for developing 
computer-based reasoning mechanisms that can maximize researchers’ access to available clinical data and 
biosamples, while maintaining compliance with subject’s permissions.  
There have been some attempts to address the problem of maximizing researchers’ access to research resources 
available in the form of clinical data and biosamples. The National Cancer Institute (NCI) provides a web-based 
specimen resource locator (see http://pluto3.nci.nih.gov/tissue/search1/search_cancer.cfm) that enables locating 
samples and clinical data from patients with or without tumors. For instance, researchers can query the availability 
of 500 to 999 specimens of frozen or fresh serum/plasma and diagnosis information available from patients with 
bone tumor diagnosis. The NCI resource locator allows researchers to know if the requested resources are available 
within the network of NCI participating organizations. However, each resource has an established review process 
that must be met before granting access. Furthermore, those requests can change between organizations, or even 
within the same organization. While NCI can inform researchers if the requested resources are available, it cannot 
check subjects’ consent permissions. This is due to the lack of mechanisms for uniformly specifying and checking 
permission compliance. Consequently, NCI solely provides the researcher information on how to contact the 
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organization or organizations that hold the requested resources, which can grant the access after manually or (semi) 
automatically checking permission compliance. 
To address the current lack of machine-interpretable mechanisms for expressing and reasoning over permission 
consents we have proposed an Ontological Approach for the Management of Informed Consent Permissions4 that 
could enable permission information from multiple institutions to be combined into a single computable data 
representation. The proposed ontology would provide the semantic foundation for representing and validating 
permissions data in a variety of data capture forms and relational databases, that could be expressed via a web-based 
system or embedded in point-of-care clinical and research applications. Initially, we evaluated our ontology with a 
resource locator prototype defined as a set of Semantic Web Rule Language (SWRL) queries 5. While the engine 
helped us refine the ontology and determine its level of granularity, it was neither efficient nor scalable.  Both 
limitations arise from choosing SWRL as the query mechanism. Therefore, here we investigate the feasibility of 
using eXtensible Access Control Markup Language (XACML) 6 for building a new scalable framework for 
specifying and checking subjects’ permissions. The new framework is proposed as an extension of an existing 
general-purpose policy engine implemented using XACML. The extension incorporates ontology-based reasoning to 
support complex reasoning on medical record specifications.  
In this article, we propose a resource locator that maximizes researchers’ access to resources, while providing 
compliance with subjects’ consents.  The new resource locator consists of two modules to check:  

(1) availability of requested resources, depending on the healthcare institution databases technologies;  
(2) compliance with subject’s permission, using XACML, independently of the technologies used by the 
institution.  

The proposed resource locator prototype was evaluated in the context of the University of California San Diego 
(UCSD) Moores Cancer Center (MCC) biorepository for collecting and banking biosamples for use in cancer 
research. Evaluation results show that the new resource locator successfully retains the powerful reasoning features 
of the SWRL-based resource locator that we previously proposed 4, while improving its performance.  
The proposed permission ontology and the mechanism to check subject’s permission supported by our resource 
locator are implementation and institution independent, and therefore reusable. Our research is novel, and constitutes 
a step forward on addressing the practical need of developing standards for expressing, sharing, and reasoning on 
permission consents to maximize availability of clinical data and biosamples for research. 
The article is organized as follows; in the Background section we explain on-going approaches to deal with the 
general problem of specifying and checking policy compliance, and consent permission compliance in particular; 
moreover we revisit the ontology introduced in 4 and we exemplify its use. Next, in the Method section we provide 
details on how we built our XACML-based resource locator. The Result section discusses our testing procedure with 
de-identified data from patients who signed a MCC informed consent and HIPAA form; we also compare the 
proposed engine with our previous SWRL-based reasoning engine. Finally, we present a discussion of the results 
and suggest future research directions in the Conclusion section. 
 
Background 
In the field of business policy compliance the Organization for the Advancement of Structures Information 
Standards (Oasis) has proposed XACML as a standard specification, to promote common terminology and 
interoperability between authorizations implementations by multiple vendors. Prior to XACML, every application 
vendor had to create its own proprietary method to specify access control policies, and these applications could not 
understand each other’s language. XACML has become the de facto standard for specifying access control policies. 
XACML is extensively used in enterprise policy modeling, because it defines: a) an XML-based declarative access 
control policy language and, b) a processing model describing how to evaluate authorization requests according to 
the rules defined in policies. In XACML a subject (e.g., an administrator) requests permission to perform an action 
on a particular resource (e.g., read a billing record). The user’s request is compared with applicable access policies 
to determine whether it can be granted (e.g., administrators can read billing information, therefore the request is 
granted).  XACML can support role-based access control (RBAC), a security mechanism for restricting information 
system access to authorized users. RBAC decides whether specific users should be allowed to perform certain 
operations or actions on specific objects within the context of sessions. Each user is assigned a set of role(s), and 
each role is assigned permission(s) to perform a set of operations on a set of objects. Proprietary and open-source 
policy engines to implementing XACML have been proposed. For instance Sun Microsystems, Inc. 
(http://www.oracle.com/us/sun/index.htm) has introduced and maintains a Java-based XACML open source policy 
engine. A well-known drawback of XACML 2.0 policy engines is its constraint to reason over hierarchical data 
structures, which motivated the deployment of built-in components to incorporate ontology-based reasoning 7,8.   
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In the area of health care, HL7 has proposed a Security and Privacy Ontology 9 to name, define, formally describe 
and interrelate key security and privacy concepts within the scope of HealthCare Information Technology (HIT). 
The HL7 ontology is also based on RBAC and shares some of the concepts of XACML, such as users, actions 
(called operate), resources (represented as objects) and policies. Moreover, it refines some concepts for the HIT 
context, such as defining a permission policy for reading (as a type of action) medical record entries (as a kind of 
resource). 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 1:  Class diagram depicting main classes and properties of the proposed Permission Ontology 
 
Recently, the Research Permissions Management System (RPMS) 3 was built and tested by the University of South 
Carolina with a Grand Opportunity grant funding from the National Library of Medicine to Health Sciences South 
Carolina. Leveraging the HL7 ontology, the RPMS 3 proposed a permission ontology that reuses the main 
relationships between consenters and the policies they have consented to. This ontology includes: 1) Policy – a 
collection of policy rules and descriptions that can be consented to or not; and 2) Policy Rule – the smallest action 
that can be consented to (e.g., contact for research). In RPMS, the HL7 ontology is extended with three new 
concepts: 3) Consenter – the patient or participant who is being asked to consent to a policy: 4) Encounter – the 
event that triggered the consent process, e.g., hospital visit; and 5) Consent- relates whether a consenter has granted 
consent or not to a policy. Using mobile tablet computing devices, in the RPMS patients could electronically consent 
to have clinical procedures (e.g., blood draw) performed, and those consent permissions were expressed in an 
ontology, and loaded into a clinical data warehouse along with the patient’s clinical data. The stored information 
could then be leveraged for research purposes based on clinical criteria coupled with patient permission status (e.g., 
a researcher could request all male patients 50 years old or older that consented to be contacted for future research). 
This was accomplished by expressing the clinical data and consent permissions using Informatics for Integrating 
Biology and the Bedside (i2b2) 10.  
As in RPMS, we proposed an Ontological Approach for the Management of Informed Consent Permissions4 based 
on the HL7 Security and Privacy Ontology. While for the design of our ontology we did not consider the HL7 
restricted information system access (users, roles and sessions) relevant, we reused from HL7 the notion of policies. 
Hence, in our ontology when a consent is signed a set of consent rules are created. We defined our ontology using 
the Web Ontology Language (OWL)11  and the Protégé 3.4 tool. Our ontology is available at the National Center for 
Biomedical Ontology bioportal (http://www.bioontology.org/), and the main concepts and relationships are depicted 
in Figure 1. Our ontology supports expressing permissions or obligations (types of consent rules) that allow or 
oblige subjects or organizations to perform operations over biological specimens or medical records (types of 
information objects) under constraints (e.g., the organization is non profit and US based, or the information is only 
used for cancer research). 
In order to build the taxonomy we adopted terms from standard biomedical terminologies (e.g., SNOMED CT) and 
Unified Medical Language System (UMLS) semantic types. An example of informed consent permission is: “The 
following information obtained from the subject’s medical record may be provided to research collaborators when 
specimens are made available: […] diagnosis (tumor stage and prognostic histologic markers) […]”. This snippet 
can be modeled as the permission that a research collaborator of UCSD MCC has to perform the operations of 
reading certain types of medical records (subclasses Read of class Operation has attribute operatesOn, restricted to 
the subclasses Diagnosis of MedicalRecord), in a certain state (for instance isDeidentified attribute in class 
InformationObject indicates if the state is deidentified or non deidentified), since the moment the patient signed the 
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informed consent (attributes hasStartingDate and hasEndingDate in class Permission indicates the time frame for 
the given permission). For more details and practical examples on the use of our ontology we refer the reader to 4. 
In summary, both the RPMS and our ontology are based on the HL7 Security and Privacy ontology. However, our 
ontology allows the specification of more granular consent permissions, including the set of information objects 
affected by the permission/obligation policy and the constraints that affect that policy.  
 
Methods 
The aim of our work was to deploy and evaluate a resource locator prototype (Figure 2) for supporting researchers’ 
access to clinical data and biosamples available in clinical data warehouses and biorepositories, while checking 
compliance with subjects’ consent permissions.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 2: Main components of the Resource Locator prototype. Through the graphical interface proposed in 4 
the researcher can (1) search for clinical data and samples from patients with or without tumor diagnosis. The new 
Resource Availability Module (2) receives the request and (3,4) queries the data warehouse and biobank. Based on 
the (5, 6) query results, the new Resource Availability Module (7) sends to the Permission Compliance Module the 
set of patient and research study identifiers that satisfy the search criteria. For each of those patients the Permission 
Compliance Module (8) checks compliance with the corresponding research study’s consent permissions. The 
Permission Compliance Module (9) counts the patients who satisfy the search criteria and have given permission to 
share his/her data and samples for research. The number of available cases is (10) displayed through the interface. 
 
 
 
  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 3: Graphical interface of the resource locator prototype. 
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Through an interface (Figure 3), inspired by the NCI resource locator’s interface, researchers can request clinical 
data and biosamples from patients with or without tumor/s diagnosis (e.g., plasma and diagnosis information from 
patients with breast cancer). However, researchers are required to indicate whether they belong to a profit/non profit 
organization, in/outside U.S., because this is a common constraint that occurs in patient’s permission consents.  
The resulting resource locator is built around two interacting modules.  
The first module, called Resource Availability module, is institution and technology dependent. Therefore, it is not 
reusable. This module is responsible for mapping the researcher’s request, as captured by the interface, into a set of 
databases queries that can check the availability of the requested resources in the institution’s biosample repositories 
and data warehouses. After querying the databases, the output of this module is a set of patient and study identifiers. 
Those identifiers denote patients who satisfy the search criteria (e.g., have diagnosis of breast cancer, and their 
plasma and diagnosis information is available) and have signed research studies (e.g., signed UCSD MCC research 
study) that could potentially permit the sharing of data and samples for future research.  
The second module, called Permission Compliance module, is institution and technology independent. Therefore, it 
is reusable. The latter module is based on the XACML extended engine and takes as input the output of the first 
module. Next, for each received patient identifier the module checks whether the available resources can be 
accessed as specified by the consent permissions contained in the signed research study (e.g., UCSD MCC informed 
consents and HIPAA privacy constraints). Those permissions are kept in a XACML permission repository.  
Finally, the resource locator indicates to the researcher how many cases satisfy his/her search criteria while fulfilling 
subjects’ permission compliance. 
In the development of the resource locator prototype our permission ontology plays a key role. Using the permission 
ontology it is possible to specify institution independent knowledge relevant to the decision process, allowing the 
second module of the resource locator to be fully reusable. Moreover, through mappings between concepts in the 
permission ontology (used by the second module) and the processed information (search criteria introduced through 
the interface and information used by the first module to query the databases) it is possible to provide knowledge 
consistency through out the resource locator. For instance, through the interface it is possible to request Treatment 
Information which can be mapped into the concept PatientTreatmentHistory in our permission ontology; and   
PatientTreatmentHistory can be subsequently mapped into the table Cancer Treatment in the set of MCC 
biorepository databases.   
 
Below we explain in detail the two modules that constitute the resource locator: 
 
1.  Module for checking resource availability 
This module should be customized to an institution, and the institution’s technology and databases structure. UCSD 
MCC biorepository provided us with SQL databases containing information on the clinical data and biosamples 
shared for future research by patients who signed the informed consent entitled “Collection and banking of tissue, 
blood and urine for use in cancer research”. Their databases contained information on 1223 patients. For each 
patient MCC records contain patient’s demographics, cancer history, cancer treatment, family cancer history, and 
information on the banked biosamples (urine, blood and tissue).  
This module is responsible for mapping researcher’s request into a set of database queries that check the availability 
of the requested resources. For instance, assume that a researcher wants to retrieve treatment and demographic 
information and frozen samples of plasma from patients with the diagnosis of breast cancer. When this request is 
mapped into SQL queries that access MCC databases, the following considerations should be taken into account: 1) 
MCC considers three variants of breast cancer (breast cancer female, breast cancer male and breast cancer 
carcinoma in situ); 2) treatment information corresponds in MCC to the subset of cancer treatment information; and 
3) demographics information in MCC is limited to race, gender and year of birth.  
The output of this module is the set of the identifiers of the patients that satisfy the researcher’s request criteria, and 
the identifiers of the research studies that each patient signed agreeing to contribute with his/her data and samples to 
the data warehouse and biobank.    
 
2. Module for checking subject’s permission compliance 
XACLM 2.0 provides an XML-based mechanism to define attributes for an entity (tumor stage is specified as an 
attribute of DiagnosisTumor), and hierarchical knowledge (DiagnosisAlcoholAbuse is specified as a type of 
Diagnosis). But it does not provide mechanisms to dynamically reason on those types of specifications. For instance 
we cannot infer the following: 

a)  Is there a relationship of subclass or superclass within two entities belonging to the same taxonomy (is alcohol 
abuse diagnosis a type of diagnosis information)? 
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b)  Does a property apply to an entity (does a record on tumor diagnosis have information on tumor stage)? 
If for instance a researcher is requesting permission to read diagnosis information of patients with a breast cancer 
diagnosis, our resource locator should allow access to: a) diagnosis alcohol abuse, as a type of diagnosis 
information, and b) tumor stage, because it is part of the tumor diagnosis records. 
In this paper, we built an extension of the open source Sun-XACML engine. Our extension consists of building a 
bridge that supports the type of reasoning mentioned in a).  
The bridge implementation consisted of defining two new XACML functions that enact SWRL rules to reason on 
our permission ontology: permit-ontology-reasoner and deny-ontology-reasoner. If an access request is received 
related to an instance of a resource class A, and the mentioned functions find a policy rule that permits(denies) 
access to resource class B, and class A and B are equivalent or A is a subclass of B, then the access should be 
permitted(denied). For instance if a request is received to access DiagnosisTumor information, and there is 
permission to access Diagnosis information, then the access should be granted because DiagnosisTumor is in our 
permission ontology a subclass of Diagnosis (as shown in Figure 1). 
But there may be cases where the XACML engine determines that no policy is applicable. For instance, there is an 
access request for information on Diagnosis, but because there is a policy rule permitting access to DiagnosisTumor 
and there are policy rules denying access to all sensitive information diagnosis (DiagnosisAlcoholAbuse, 
DignosisDrugAbuse, DiagnosisMentalHealth) it is not possible to assign a permit/deny policy rule to Diagnosis. 
Nevertheless, our XACML-extended engine should grant access to DiagnosisTumor information because it is a 
subclass of Diagnosis. In order to support these types of cases we extended the XACML engine with an algorithm 
that, when a policy is not applicable, traverse through the taxonomy supported by our permission ontology, and 
determine whether there are permit/deny policy rules that apply to subclasses of the requested resource. To 
determine the subclasses of the requested resource the algorithm enacts SWRL rules. 
We built the module for checking subject’s permission compliance based on the explained extension, and the input 
of this module is the output of the module that check resource availability, e.g. the set of identifiers of the patients 
that satisfy the researcher’s request criteria, and the set of identifiers of the research studies signed by each patient.  
First, for each patient identifier and research study this module creates a XACML access request, which is expressed 
in terms of our permission ontology.  A XACML access request is defined in terms of a Subject, Resource and 
Action elements. The subject represents the entity making the access request (who wants access to the resource). 
The resource element defines the data, service, or system component that the subject wants to access. An action 
describes the operation that subjects wish to perform on the resource. Let us consider an example: a request from a 
non profit US research organization to access diagnosis information of a patient with identifier patientID who signed 
the MCC research study. The subject is the non profit US research organization, diagnosis information of a patient 
who signed MCC research study HRPP090401 is the resource, and the action is to read that information. Diagnosis 
information is mapped in our permission ontology as the class Diagnosis, a subclass of InformationObjects (see 
Figure 1). Additionally, the action is mapped into our permission ontology as Read, a subclass of the class 
Operation. 
Second, the XACML access request is sent to the extended XACML engine, which checks the content of the 
XACML permission repository to determine if the permission can be granted. In the case of the MCC biorepository, 
the XACML permission repository contains the set of permission policies agreed by the subjects who signed the 
informed consent called “Collection and banking of tissue, blood and urine for use in cancer research”.   
Third, the XACML extension evaluates for each request if the permission should be granted based on the request 
and the taxonomy of medical records specified in the permission ontology.  
Fourth, the decision is sent as a response. Finally, the module counts how many patient cases could be shared with 
the researcher and generates as output that number. 
 
Results 
 
1.   Evaluation of the resource locator prototype with the informed consent used by the MCC Biorepository 
The evaluation required extracting from the IRB approved research plan for the study “Collection and banking of 
tissue, blood and urine for use in cancer research” (HRPP090401) the permissions requested to participating 
subjects. For instance: “The following information obtained from subject’s medical record may be provided to 
research collaborators when specimens are made available: age at time of blood collection, [tumor] diagnosis 
(tumor stage, prognostic histologic markers and site), clinical outcome […] and demographic data”. Those 
permissions were expressed in XACML, and were saved in the XACML Permission Repository. The process of 
interpreting the research plan of the clinical trial used by MCC, and extracting the consent permissions was 
manually performed a posteriori. To populate the XAMCL Permission Repository we wrote a program that 
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extracted the required information from the databases provided by the MCC Biorepository and expressed that 
information as XAML policy rules. 
XACML policy Rules are the core part of the XACML policies. Rules are constituted of a Target and Condition. 
Rule targets specify Subjects/Resources/Actions for matching between rules and requests. Conditions describe 
constraints for the specified actions to be performed on given resources by chosen subjects. A rule’s effect is either 
Permit or Deny.  
Figure 5 shows how we specified in XACML the policy rule with effect Permit that permits to share for research 
diagnosis tumor information of patients who signed MCC research study. The policy rule gives permission to 
perform the action of reading (Read as subclass of Operation) over the resource of tumor diagnosis information 
(DiagnosisTumor as subclass of Diagnosis), under the condition that the access request is linked to a patient who has 
signed the MCC research study with identifier HRPP090401. No restriction is set on the type of subject (e.g., profit 
or non profit research organization) who can get access to the resource. 
Given that all the patients signing the MCC informed consent are agreeing to the same conditions it was not 
necessary to save for each patient the consent permissions, but it was enough to save them once and assign them the 
identifier HRPP090401. 
It is worth mentioning that the references to the function permit-ontology-reasoner through out the XACML policy 
depicted in Figure 5 are part of the bridge that we built for incorporating ontology reasoning into the XACML 
engine. 

<Rule RuleId="PermitReadDiagnosisTumor" Effect="Permit"> 
<Target>       
<Resources>       
<Resource>        
<ResourceMatch MatchId="http://research.sun.com/projects/xacml/names/function#permit-ontology-reasoner">        
<AttributeValue DataType="http://www.w3.org/2001/XMLSchema#string">DiagnosisTumor</AttributeValue> 
 <ResourceAttributeDesignator DataType="http://www.w3.org/2001/XMLSchema#string"  
AttributeId="urn:oasis:names:tc:xacml:1.0:resource:resource-id" />        
</ResourceMatch>       
</Resource>  
</Resources>       
<Actions>       
<Action>        
<ActionMatch MatchId="http://research.sun.com/projects/xacml/names/function#permit-ontology-reasoner">         
<AttributeValue DataType="http://www.w3.org/2001/XMLSchema#string">Read</AttributeValue>        <ActionAttributeDesignator         DataType="http://www.w3.org/2001/XMLSchema#string" AttributeId="urn:oasis:names:tc:xacml:1.0:action:action-id" />        
</ActionMatch>       
</Action>      
</Actions>     
</Target>   
<Condition> 
<Apply FunctionId="urn:oasis:names:tc:xacml:1.0:function:string-equal"> 
<Apply FunctionId="urn:oasis:names:tc:xacml:1.0:function:string-one-and-only"> 
<ResourceAttributeDesignator AttributeId="urn:oasis:names:tc:xacml:1.0:resource:study-id" 
DataType="http://www.w3.org/2001/XMLSchema#string" /> 
</Apply> 
<AttributeValue DataType="http://www.w3.org/2001/XMLSchema#string">HRPP090401</AttributeValue> 
</Apply> 
</Condition> 
</Rule> 

Figure 5: XACML policy specifying that the Resource corresponding to patient’s diagnosis tumor 
information can be accessed (as denoted by the Action read), under the Condition that the patient signed the 

MCC research study with identifier HRPP090401. 
 
XACML provides a library of rule-combining algorithms that combine the effects of all the rules in a policy to 
arrive at a final authorization decision (although custom algorithms can be used as well). From the library of 
XACML rule-combining algorithms, we chose the deny-overrides one. So, if any rule evaluated to Deny, then the 
final authorization decision is also to Deny. 
Once the resource locator prototype was built, MCC biorepository provided us with 32 requests for resources 
received from researchers. Currently, in MCC the first checking is (semi)automatically done by defining SQL 
queries based on the researcher’s request, while the second checking is carried out manually. From those requests 12 
could not be specified with the graphical interface provided in Figure 3 because they required modeling additional 
constraints. For instance: select only African-American patients, or patients with diagnosis of tumor stage I and II. 
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This limitation is based on our choice of using a similar graphical interface as the one provided by NCI to allow 
researchers to request the access to resources. Future versions of our prototype could provide more specific search 
criteria, like the ability to choose the gender and race of the patients, or types of tumor stages. 
For the 20 requests that could be enacted in our resource locator, the evaluation showed that the outcome of the 
prototype always included the set of resources that MCC shared with the requesting researcher. For instance, a 
researcher requested 50 patient cases with a certain criteria, and our resource locator determined that 90 cases could 
have been shared. Also the 50 cases that were shared with the researcher were included in the set of the 90 cases. 
The interpretation of these results is that our resource locator can accurately and automatically determine resource 
availability and permission compliance.  
 
2.  Evaluation of the resource locator prototype with the informed consent and HIPAA forms used by the MCC 
Biorepository 
Subjects signing MCC informed consent also sign a “Permission to use personal health information for research”, 
which allows the subjects to restrict the access to sensitive information contained in their medical record, like: 
diagnosis and treatment information related to drug and alcohol abuse, HIV/AIDS testing information, genetic 
testing information, and information pertaining to mental health diagnosis or treatment. This document is a consent 
designed by the University of California to comply with the HIPAA laws. Electronic records of these consents were 
not kept by MCC because no subject chose to restrict the access to their sensitive data.  Nevertheless, we decided to 
further test our resource locator by randomly simulating, for the 1223 patients that signed MCC research study 
cases, restrictions to the access to some or all the sensitive information listed above. These simulated cases helped us 
explore in more depth the benefits that extending the XACML engine with ontological reasoning could bring to the 
problem of checking permission compliance. For instance, we could model cases where a patient signed the MCC 
research study giving permission to share cancer diagnosis information, but signed the “Permission to use personal 
health information for research” denying access to his/her alcohol and drug abuse diagnosis information. Therefore, 
when the resource locator received a request asking for diagnosis information, it could only grant access to the 
cancer diagnosis information of that patient (modeled in the permission ontology as a type of Diagnosis 
information), but could give no access to the patient’s alcohol and drug abuse diagnosis information (also modeled 
in the permission ontology as a type of Diagnosis information).  
 
3. Evaluation of the scalability and performance of the proposed resource locator prototype  
The first resource locator prototype that we built 4 was purely ontological. We wrote a Java program that 
dynamically generated and enacted, based on the researcher’s resource request, SWRL queries that could inspect 
and reason over the content of the permission ontology. To populate the permission ontology MCC biorepository 
provided us with Excel spreadsheets containing 700 patient cases. In order to extract the content of the Excel sheets 
into our permission ontology we used the Protégé plugin called MappingMaster12. While the first prototype helped 
us to further test the expressiveness and granularity of the proposed ontology, it was neither scalable nor efficient. 
For some of the queries it took the resource locator at most one hour to provide the expected outcomes. While 
SWRL is highly expressive, its expressivity comes at the expense of decidability. In our context this means that 
when the number or the complexity of the modeled permissions or patient cases increases, we can not guarantee that 
the resource locator can determine if a request is in compliance with subjects’ permissions.   
On the other hand, the Sun XACML engine that we used for implementing our second prototype has shown to be 
very efficient13,14. In Performance evaluation of XACML PDP implementations 13 they analyzed the performance of 
different XACML engines, and in the case of the Sun XACML engine they mentioned that it took 4 seconds for the 
engine to evaluate 10000 random policies. When we tested the resource locator with MCC informed consent and 
HIPAA form our performance analysis showed that the expected outcomes were generated in the order of seconds. 
It took from 4 to 18 seconds for the resource locator to evaluate 1232 policies. We assume that the enactment of 
SWRL queries affected its performance. But, compared with the previous prototype that was purely SWRL-based, 
the performance dramatically improved. 
Although, in our current prototype we have implemented a SWRL-based ontology bridge, our future plan is to 
explore the replacement of the bridge for a SPARQL-based one and analyze how it affects the performance and 
efficiency of the engine. Given that SPARQL query enactment is known to be more efficient than SWRL query 
execution, we expect to improve the overall resource locator performance. 
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Discussion 
In our Resource Locator prototype checking the compliance with subject’s consent is achieved through an ontology-
based component based on a well-developed and robust XACML policy compliance standard. The use of the 
standard and the ontology makes this component fully reusable. On the other hand, a drawback of our current 
Resource Locator prototype is that we have built our own module for checking the availability of resources. Our 
module converts the researcher’s resource request into a set of queries to the enacted on the institution’s databases. 
We are currently considering replacing this module for an i2b2 10 component that could provide similar 
functionality. Because the Resource Locator is modular, the existing module for checking resource availability 
should be easily replaceable for a new i2b2 component. Given that an i2b2 system has been used before in RPMS3 
to check simple consent permission compliance ( e.g., check if there is a record of the patient consenting to be 
recontacted for research), the possibility of extending an i2b2 component to support more complex subject’s 
compliance checking (e.g., reason in presence of consent permissions and denials) remains open.  
It also remains as an open problem exploring the use of the Integrated Rule-Oriented Data System (iRODS)15 as a 
framework to check resource availability and consent permission compliance. iRODS was proposed for building the 
next generation data management cyber infrastructure. At the core of iRODs is a rule engine that enforces/executes 
data management policies for replication, distribution, pre- and post-processing and metadata extraction and 
assignment. iRODS is a well-developed and robust system already used showing competitive performance. For 
instance, the Integrated BIOMolEcular Simulations (iBIOMES) system was built using iRODS to create a virtual 
data warehouse to facilitate researchers in the field of biomolecular simulation the task of data handling. In 
iBIOMES data can be distributed among multiple servers and searched through metadata query. Provided its high 
performance and expressiveness iRODS framework could be a good candidate to implement data access policies 
based on consent permissions. 
The research reported here was part of the Integrating Data for Analysis, Anonymization, and Sharing (iDASH) 
project 16. Also, as part of the iDASH project we are currently building a web-based tool to allow subjects from 
UCSD Health System understand the consequences of sharing their clinical data for research, and to chose which 
information from their medical records they want to share. The proposed web-tool could be further improved and 
tested as part of a 200 patient pilot randomized controlled trial to understand subjects’ choices on data sharing.  In 
the context of the tool’s one year trial, there is room for a resource locator as the one we proposed here, because 
during the duration of the evaluation study UCSD clinical datawarehouse will honor the consent permissions chosen 
by the participating patients. Consequently when IRB approved clinical data requests are received by the UCSD 
clinical datawarehouse, a resource locator could decide which available clinical data could be shared in compliance 
with subject’s choices. Therefore, as future work we would like to adapt and evaluate the XACML-based resource 
locator proposed here in the context of the planned iDASH randomized control trial. Although, we expect to reuse 
the module for checking permission compliance from our current resource locator, addressing this new problem will 
require creating a new module for checking resource availability. The new module will be adapted to the database 
implementation choices and structure of the UCSD clinical datawarehouse. A more challenging evaluation scenario 
that we would like to address in the future is to explore the use of the resource locator in contexts where clinical data 
and/or biosamples could be the subject of different consent permissions; like the case of the NCI scenario described 
in the Introduction Section. These types of scenarios could require pulling out resources collected by different 
institutions that use different consent permissions.  
In conclusion, based on the current lack of automatic mechanisms for sharing, integrating and checking compliance 
with subject’s consent, we believe that our research is novel and could have an important future practical impact that 
should be further explored.  
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Abstract 

Given growing adoption of electronic systems in health care, many providers and nations are looking to apply large 
volumes of electronic data across a wide spectrum of uses. Leveraging large-scale clinical and administrative data 
sets assumes that the data are of sufficient quality to enable valid, generalizable conclusions. Yet studies outside 
health care show that data quality (DQ) in information systems is often poor. In this panel, we explore the definition 
of DQ and how to measure it across research, clinical, and population health use cases. Each speaker provides 
unique context and approaches for approaching what could be a showstopper for efforts that aim to address health 
system challenges using Big Data from electronic health records and other informatics systems. 

Introduction 

Health care organizations globally are increasingly adopting and using health information and communications 
technologies (ICT) to collect, store, manage, and analyze data on patients and populations. In the latest surveys of 
providers in the United States, 26% of physicians and 15% of hospitals indicate usage of a basic electronic health 
record (EHR) system (1, 2). A recent analysis of low- and middle-income country data from the Center for Health 
Market Innovations reveals that of the health programs reporting use of ICT: 42% use technology to extend 
geographic access to health care, 38% to improve data management, and 31% to facilitate communication between 
patients and physicians outside the physician's office (3). The Commonwealth Fund recently reported that ICT 
adoption and usage among primary care providers is also increasing in 10 high-income nations (4). 

Given the increasing availability of ICT, many countries are developing strategies to extract and analyze large-scale 
electronic data for a variety of uses including but not limited to biosurveillance, quality reporting, comparative 
effectiveness research, translational research and health services research (5, 6). For example, initiatives such as the 
Learning Health System advanced by the U.S. Institute of Medicine aim to use large-scale clinical and 
administrative data sets to develop, implement, and evaluate new interventions aimed at improving health outcomes, 
enhancing care-delivery efficiencies, and reducing health disparities. However, leveraging such large-scale clinical 
and administrative data sets assumes that the data are of sufficient quality to enable valid, generalizable conclusions 
about health outcomes, drug safety, emerging health threats, and efficiency of care-delivery. 

Overview (Grannis) 

Data quality (DQ) is a set of dimensions relating to how well data are ‘fit-for-use’ by data consumers (7, 8). In other 
words, data are of high quality if they are fit for their intended uses in operations, decision-making, and planning. 
Most research about DQ involves four dimensions: accuracy, completeness, consistency, and timeliness. Typical DQ 
issues encountered include inaccurate data, inconsistencies across data sources, and incomplete (or unavailable) data 
necessary for operations or decisions. While evidence on the impact of DQ issues is sparse, estimates of impacts 
include: up to 40-60% of a service organization’s expenses consumed as a result of poor data; poorer decisions that 
take longer to make; lower data consumer satisfaction with information systems; and increased difficulty in 
reengineering work and information flows to improve service delivery (9). 
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The proposed panel will explore the quality of electronic health data from four unique perspectives: clinical health, 
clinical research, public health, and global health. The panel organizer (Dr. Grannis) will provide a brief 
introduction of the panelists, definitions of DQ, and the need to explore DQ in the context of health care delivery 
and biomedical informatics. 

Following the introduction, the panelists will then present varying perspectives on DQ in the context of their 
respective use cases. The moderator will close the session by discussing the need to better measure and improve the 
quality of electronic health data captured in modern clinical information systems to support the various use cases 
presented by the panelists. Time at the end of the presentations will enable audience interaction with the panel to 
discuss how the biomedical informatics community can work collaboratively to study and operationally improve DQ 
management and information governance across the whole lifecycle of electronic health data. 

Clinical Perspective (Liaw) 

There remains a strong need to develop consensus-based definitions of DQ at broad and operational levels. To 
support health care delivery, there is also a need to define 2 different denominators for measuring DQ: one based on 
health promotion and another for chronic disease management. 

In his presentation, Dr. Liaw will present a realist DQ framework to support an ontological approach towards 
improvement of DQ. The framework consists of four components: 1) Define dimensions of DQ; 2) Quantitative 
exploration of the relational, historical and temporal integrity between dimensions; 3) Qualitative exploration of the 
contextual determinants, with a view to guiding general and organizational strategies to improve data quality; and 4) 
Impact/outcome: data quality and fitness for purpose. The framework will be presented in the context of recent work 
with electronic practice-based research networks (ePBRN) for general practice and health services. 

Research Perspective (Kahn) 

Electronic health records, personal health records, electronic diaries, social media sites, blog postings, and wearable 
electronic sensors are examples of new data sources that are expanding the scope of comparative effective research 
(CER) and patient-centered outcomes research (PCOR). However, these applications have been designed to support 
workflows that are not necessarily consistent with research data collection. As described in the Introduction, the 
potential impact of poor data quality from non-research data sources is a significant concern. Current data quality 
assessment and “data cleaning/scrubbing” methods used to convert raw observational data into analytic data sets are 
ad-hoc, rarely reported in publications, and if reported, are not described in a uniform format that can be easily 
understood by investigators, patients, providers, and policy makers. There are no existing data quality assessment 
and reporting guidelines consistent with the Equator Network (www.equator-network.org) goals to ensure data 
quality transparency for data users (investigators) and results consumers (patients, policy makers).  

Dr. Kahn will describe recent collaborative efforts, in partnership with the AcademyHealth Electronic Data Methods 
Forum, to convene a broad range of CER and PCOR stakeholders to develop guidelines for measuring key data 
quality dimensions and for reporting these results in a uniform, “consumable” manner. Although the specific data 
quality assessments that are most relevant are driven by the intended data use (“fitness for use”), the existence of a 
comprehensive, uniform data quality assessment and reporting framework enables downstream consumers to 
understand which data quality dimensions have or have not been investigated. In an era where multi-site/multi-
source data integration and re-use is becoming more common, having access to detailed data quality assessments can 
also be critical in determining if an available data set should be included (are fit for use) in other analytic uses. 

Public Health Perspective (Dixon) 

Despite reported improvements in the timeliness and volume of submitted reports using electronic laboratory 
reporting (ELR) over the past decade, recent studies indicate that ELR may not improve the completeness of the data 
in the submitted reports. Dixon et al. analyzed ELR data from multiple hospital information systems and found low 
completeness for several data fields critical to surveillance (10). 

In this presentation, Dr. Dixon will discuss efforts at Regenstrief to assess and improve the completeness and 
timeliness of clinical data transmitted to public health to support surveillance and other areas of public health 
practice. For example, systems and infrastructure available through a health information exchange (HIE) can be used 
to link patient and provider information in a way that can improve DQ as clinical data makes its way from a 
laboratory system to a surveillance system. Other challenges still exist, including granularity when lab systems do 
not appropriately flag abnormal results or standardize lab test information. The implications of such challenges will 
be discussed as well as potential solutions to improve DQ for public health use cases. 
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Global Health Perspective (Fraser) 

There is increasing recognition of the need for better collection and use of health data in Low and Middle Income 
Countries (LMICs) as well as rapid growth in the use of information systems including EHRs, laboratory, pharmacy 
and surveillance systems. These systems typically face many challenges in terms of power, networking and 
infrastructure as well as availability and training of staff. Many of these issues can impact data quality and 
completeness particularly when there is significant system down time or lack of training in clinical data 
management. Mate and colleagues showed how a lack of information systems, training or local use of data, was 
associated with very poor data quality in 316 clinics they studied in South Africa leading to impacts on management 
of HIV care in mothers and infants (11).  

Several studies have shown consistent improvements in data completeness, accuracy, timelines and reduction in 
duplicates with the use of information systems in LMICs (12-14). Maintaining data quality requires effective 
reporting tools and rigorous protocols to ensure regular quality control. This requires recognition at the leadership 
level that high quality data is crucial, and that limiting data collection to only the most essential items helps to 
maintain that. In his presentation, Dr Fraser will describe successful approaches to achieving and maintaining high 
quality data even in challenging environments. 
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ABSTRACT 
 
Context: For people with epilepsy, the potential value of health information exchange (HIE) is unknown. 
 
Methods: We reviewed two years of clinical encounters for 8055 people with epilepsy from seven Manhattan 
hospitals.  We created network graphs illustrating crossover among these hospitals for multiple encounter types, and 
calculated a novel metric of care fragmentation: “encounters at risk for missing clinical data.”  
 
Results: Given two hospitals, a median of 109 [range 46 – 588] patients with epilepsy had visited both.  Due to this 
crossover, recent, relevant clinical data may be missing at the time of care frequently (44.8% of ED encounters, 
34.5% inpatient, 24.9% outpatient, and 23.2% radiology).  Though a smaller percentage of outpatient encounters 
were at risk for missing data than ED encounters, the absolute number of outpatient encounters at risk was three 
times higher (14,579 vs. 5041).   
 
Conclusion: People with epilepsy may benefit from HIE. Future HIE initiatives should prioritize outpatient access. 
 
INTRODUCTION 
 
Epilepsy is a common chronic neurologic condition affecting 2.2 million people in the US.1  Compared to the 
general population, people with epilepsy are at higher risk for injury,2 progressive cognitive impairment,3, 4 
depression,5 suicidality,6 social isolation,7 decreased quality of life,8 unemployment,9 and early death.10-12  Epilepsy 
is a chronic ambulatory care sensitive condition, i.e. high quality outpatient care can reduce the need for inpatient 
and emergency department (ED) care.13-16 
 
“Care continuity” is a key component of high quality outpatient care.  Care continuity can be conceptually divided 
into longitudinal (same institution), interpersonal (same provider), and informational continuity (complete medical 
record).17  Thus a person’s care is “continuous” if decisions made by the person’s current care provider reflects an 
ongoing, personal, and well informed relationship between the person and the health system.17 Better care continuity 
leads to better health outcomes for patients with ambulatory care sensitive conditions, including epilepsy.18, 19  
 
Health information exchange (HIE) connects electronic health record systems across multiple institutions, allowing 
physicians to share clinical data.  This technology may improve care quality,20-22 increase patient satisfaction,23 
lower health care costs,24-28 reduce medical errors,29 and improve population health.30, 31 Health information 
exchange is explicitly designed to improve informational care continuity,32 and therefore may improve health 
outcomes for people with ambulatory care sensitive conditions.  However, the potential value of HIE for specific 
diseases, such as epilepsy, is underexplored.   
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A common approach to measure the potential value of HIE is to estimate how often patients visit clinicians who do 
not share electronic health record systems (EHRs).33-36 However, there is significant variability in how these 
measurements are conceptualized and implemented, particularly in the following three areas. 
 
First, studies use heterogeneous terminology.  Terms like “information gaps”33, 37 and “missing clinical 
information”38 refer to the absence of important data at the time of care, whereas a term like “crossover”39, 40 refers 
to the act of seeking care from providers at different hospitals.  Other terms like “medical information 
fragmentation”,34 “care fragmentation”,35  and “the scope of care coordination”36 are less specific, and evoke both 
the pattern of care and the missing data.  In this paper, we will use the term “crossover” to describe the act of 
seeking care from providers at different hospitals, and “missing clinical data” to describe the consequent 
inaccessibility of medical information at the time of care. 
 
Second, different authors use different methods to quantify the fragmentation of medical information. Encounter 
based surveys and chart reviews tend to cite the number of visits known (or suspected) to be missing important 
clinical data as a percentage of all the visits studied.33, 37, 41 However, large database studies tend to estimate the 
frequency of missing data by calculating the percentage of all encounters accounted for by people who visit multiple 
sites.34, 39 These two measurements are different.  If an otherwise healthy patient visits two different hospitals, the 
encounter-based method would say only the second visit was missing clinical information, whereas the large-
database method would count both visits.  Additionally, the database studies do not attempt to establish when 
missing clinical data is recent or relevant. 
 
Third, studies measure missing data over different time periods, from a few weeks37 to five years,34 further 
complicating comparison. 
 
We previously described crossover among patients with epilepsy, and showed that 22% of people with epilepsy who 
seek care at one of seven hospitals in New York City also seek care at others.35 However, our initial work did not 
include an analysis of the pattern of crossover, nor did it explore the potential consequences of crossover.  
 
In this study, we extend our initial description of crossover in three important ways.  First, in order to identify the 
pattern of crossover for people with epilepsy within this group of hospitals, we draw and analyze network graphs, 
which illustrate the number of people seen at each pair of hospitals.  Second, in order to quantify the potential 
negative impact of crossover, we define and calculate a novel measurement called “encounters at risk for missing 
clinical data”.  We focus our measurements on data that is both recent and relevant. Third, in order to understand 
which clinical settings have the most need for HIE, we perform the above calculations for outpatient, inpatient, ED, 
and radiology encounters.  We also examine crossover for specific head imaging studies commonly performed on 
people with epilepsy.   
 
METHODS 
 
Study Design.   
 
We used a cross-sectional study design to describe crossover patterns across seven Manhattan hospitals in several 
settings for a group of 8055 people with epilepsy.  We based our calculations on the visit history for each patient 
over two full years.  The Weill Cornell Institutional Review Board exempted from review this analysis of de-
identified data. 
 
Setting / Data Source.   
 
NYCLIX (New York CLinical Information eXchange) was a regional health information exchange network in New 
York, New York that collected clinical data from several hospitals in the New York City area.†  For this study, 
NYCLIX provided a de-identified, patient-level data set containing demographics, encounter dates, and ICD9 codes 
for outpatient, ED, inpatient, and radiology encounters from seven hospitals.  Encounter dates were de-identified by 
a date shifting algorithm that preserved time between events.42  Although NYCLIX actively collected data, clinical 
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
† At the time of this study, NYCLIX was an independent health information exchange.  As of April 2012, NYCLIX 
merged with the Long-Island based RHIO Lipix to form a new organization, Healthix Inc. 
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access was limited to a small group of pilot users at three sites.  Thus, during the study period, the providers at these 
seven hospitals did not use NYCLIX, except for a negligible fraction of encounters. 
 
Inclusion Criteria.   
 
We defined a person with epilepsy via a published consensus definition of “probable epilepsy”,43 based on ICD-9 
codes: one encounter with an ICD-9 code of 345.x (epilepsy) OR two encounters on separate days with an ICD-9 
code of 780.39 (convulsions).  We included 8055 people who met this definition between March 2009 and February 
2010. 
 
Network Graphs (Patient-level analysis).   
 
We performed a patient-level analysis of visit patterns by plotting network graphs to visualize the patterns of 
crossover.  To do so, we created a bipartite graph of patients and hospitals, then collapsed it into a unipartite graph 
showing only the relationship between hospitals.44 (Figure 1) The thickness and shading of the lines connecting two 
hospitals visually represents the relative number of patients who visited both hospitals.  We operationalized the idea 
of the network “connectedness” by calculating the proportion of nonzero pairwise connections (also called the 
“density” of the network).  We plotted the network graph and calculated the network connectedness for eight 
encounter types: 1) all visits, 2) emergency department visits, 3) outpatient visits, 4) inpatient visits, and radiology 
encounters with any of the following: 5) any study, 6) any brain imaging study, 7) head CTs, and 8) brain MRIs.   
 
In order to quantify the amount of crossover on average between pairs of hospitals, we calculated the median and 
range of the number of patients who visited both hospitals across all 21 possible pairs, for each of these visit types.  
We refer to this measurement as the “average pairwise crossover” of patients between hospitals. 
 
Encounters At Risk for Missing Clinical Data (Encounter-level analysis).   
 
We performed an encounter-level analysis by counting the number of encounters at risk for missing clinical data.  
We operationalized the concept of “at risk for missing clinical data” in two ways, one for clinical encounters, and 
another for radiology encounters.  The calculations estimate how often there is recent, relevant clinical data that a 
physician might use to assist clinical interpretation and decision-making.  Thus the number of visits at risk for 
missing clinical data will be greater than the number of visits in which a physician actually desired unavailable 
information.  The measurements are useful to quantify such risk, as well as to compare the risk across different care 
settings. 

 
For clinical encounters (inpatient, outpatient, and ED), we presumed the treating physician might need any clinical 
data collected in the past year.  Thus we calculated the percentage of encounters in which the patient had visited a 
different hospital for any reason in the past 1 year. 
 
For radiology encounters, radiologists’ interpretations of images are often improved by comparison to previous 
studies; however, a radiologist may be appropriately less interested in the details of patient’s previous ED, inpatient, 
or outpatient encounters.  Thus we calculated the percentage of radiology encounters in which the patient had any 
previous radiology encounter at a different hospital within the past year.  For radiology encounters consisting of any 
brain imaging, head CTs, or brain MRIs, the encounter was only at risk if there was a previous study of the same 
type at a different hospital within the past year. 
 
In our enumeration of encounters at risk for missing clinical data, we only counted encounters from the second year 
of each patient’s two-year visit history, to insure there was always a one-year look back period. 
 
We wanted to understand how these measurements might vary from year to year, given a similar population of 
people with epilepsy with similar patterns of care.  Thus we estimated the variability of the encounters at risk for 
missing clinical data by using bootstrap percentiles to construct confidence intervals.45  To do so, we created a 
bootstrap sample by randomly selecting people in the cohort with replacement until the bootstrap sample was the 
same size as the original sample.  We then calculated the percent of encounters at risk for missing clinical data in the 
bootstrap sample.  We repeated this process on 1000 bootstrap samples, creating 1000 measurements of encounters 
at risk.  We interpreted the range of values between the 2.5% and 97.5% quantiles as a 95% confidence interval.  

529



 

Page 4 of 10 

 
Statistical Tools.  Statistical analysis was performed using the R software package.46  We used the “plyr” and 
“data.table” packages for data aggregation, and the “igraph” package to draw the network graphs.47-49 
 
 
 
 

 
Figure 1. Technique to create hospital networks. In this simplified example, imagine a network of four hospitals 
(A – D) visited by six patients.  Panel A.  List the patients and mark which hospitals each has visited.  Panel B.  
Turn the list into a “patient-hospital” matrix, with four columns (one for each hospital) and enough rows for each 
patient.  “1” indicates a patient visited that hospital; otherwise enter “0”.  Panel C.  Multiply the patient-hospital 
matrix by its transpose to create a hospital network matrix. The rows and columns each correspond to the list of 
hospitals.  Each off-diagonal cell (black) represents the number of patients who visited both the row hospital and the 
column hospital.  Panel D.  These values can be tabulated to show the number of patients who visited pairs of 
hospitals.  Panel E.  Plot the values as a network graph.  Each vertex represents a hospital, and the thickness of the 
connection between each pair scales with the number of people.  In the language of graph theory, this is 
mathematically equivalent to transforming a bipartite graph (patients and hospitals) into a unipartite graph 
(hospitals).44   
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RESULTS 
 

 
Figure 2.  Hospital Network Graphs Illustrating Crossover Patterns for 8055 People with Epilepsy for Eight 
Encounter Types Over Two Years.  Each circle represents one of seven Manhattan hospitals.  The thickness of the 
line connecting two circles represents the number of people with epilepsy who were seen at both hospitals, for the 
given encounter type, over two years.  The “All Visits” graph includes any clinical or radiology encounter.  The 
other seven graphs only include encounters of the given type.  The connectedness of each graph (i.e. the network 
density) represents the percent of all hospital pairs that shared patients.  For each graph, the median and range of 
patients shared across all 21 hospital pairs are also presented. 
 
Pattern of Patient Crossover 
 
People with epilepsy crossed over all (100%) of 21 possible pairs of hospitals in the ED, inpatient, outpatient, and 
radiology settings, as well as for any brain imaging, and head CTs.  People with epilepsy crossed over 81% of 
possible pairs for brain MRIs.  Our overall calculation of the average pairwise crossover found a median of 109 
[range 46 to 588] people with epilepsy visited any given pair of hospitals.  The average pairwise crossover in the ED 
(42 [17 – 168]) and radiology (42 [23 – 162]) settings were similar to each other.  Although the median crossover in 
the outpatient setting was lower, the range was substantial (24 [3 – 367]) indicating that a few select pairs of 
hospitals had high crossover rates.  Average pairwise crossover was also measured for inpatient care (24 [10 – 99]) 
and for specific imaging studies, any brain imaging (13 [8 – 43]), head CTs (9 [2 – 36]), and brain MRIs (2 [0 – 7]). 
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TABLE 1.  Encounters at Risk for Missing Clinical Data, Among 8055 People with Epilepsy, Over 1 Year. 

 
 
Encounters at Risk for Missing Data 
 
More than a quarter of clinical encounters (28.6% [27.9 – 32.4]) and nearly a quarter of radiology encounters 
(23.2% [20.0 – 26.5]) were at risk for missing clinical data, i.e. there was a relevant prior encounter at a different 
hospital within the past year.  ED encounters were at highest risk for missing clinical data (44.8% [39.8 – 50.4] of 
ED encounters vs. 34.5% [31.3 – 37.8] inpatient and 24.9% [22.6 – 27.4] outpatient).   However, the largest number 
of encounters at risk for missing clinical data occurred in the outpatient setting (14,579 outpatient encounters vs. 
5041 ED encounters and 1982 inpatient encounters). A comparatively smaller number and percentage of brain 
imaging studies were at risk for missing data: 381 encounters for any brain image (14.5% [11.5 – 18]), 256 
encounters for head CTs (14.6% [11.1 – 18.4]), and 27 for brain MRI (3.9% [1.6 – 6.9]). (Table 1) 
 
DISCUSSION 
 
Summary 
 
We found that each of seven Manhattan hospitals provided care for a population of people with epilepsy who had 
also sought care at each of the other hospitals, in the outpatient, inpatient, ED, and radiology settings, as well as for 
brain imaging studies and head CTs.  These seven hospitals do not have interoperable EHRs.  Therefore the 
crossover patterns likely caused the treating clinicians to lack recently obtained relevant clinical data at nearly half 
of ED visits, a third of inpatient visits, a quarter of outpatient visits, and a quarter of radiology visits.  Although ED 
visits had the highest percentage of encounters at risk missing clinical data, the number of outpatient visits at risk 
was three times larger.   
 
Innovation 
 
Our study is innovative for several reasons.  First, we show that HIE can be used as a data source for the study of 
care patterns for people with epilepsy, in alignment with the Institute of Medicine’s recommendation to “continue 
and expand collaborative surveillance and data collection efforts” to improve care for people with epilepsy.1 Second, 
we expand the use of graph theoretic techniques39, 44 in the field of clinical informatics to explore differences in care 
patterns across different clinical settings.  Third, we refine the methods to quantify information gaps generated when 

A.#Number#of#
Encounters

B.#Definition#of#
"Relevent#Prior#
Encounter"

C.###Encounters#with#
a#Relevant#Prior#
Encounter#within#

the#Past#1#Year#at#a#
Different#Hospital

C#/#A#=#Percent#of#
Encounters#at#Risk#for#

Missing#Data
[Bootstrap#95%#CI]

Any$Encounter$(ED,$Inpatient,$
or$Outpatient) 75508 Any$clinical$or$

radiology$encounter 21602 28.6%&[27.9&*&32.4]

ED 11258 Any$clinical$or$
radiology$encounter 5041 44.8%&[39.8&*&50.4]

Inpatient 5752 Any$clinical$or$
radiology$encounter 1982 34.5%&[31.3&*&37.8]

Outpatient 58498 Any$clinical$or$
radiology$encounter 14579 24.9%&[22.6&*&27.4]

Any$Radiology$Study 11000 Any$Radiology$Study 2555 23.2%&[20&*&26.5]

Any$Brain$Image 2627 Any$Brain$Image 381 14.5%&[11.5&*&18]

CT$Head 1757 CT$Head 256 14.6%&[11.1&*&18.4]

MRI$Brain 686 MRI$Brain 27 3.9%&[1.6&*&6.9]

CLINICAL&ENCOUNTERS

RADIOLOGY&ENCOUNTERS
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patients seek care from physicians who do not share health record systems.  Our measurement of “encounters at risk 
for missing clinical data” only counts visits in which a patient is known to have been elsewhere previously, within a 
specified amount of time, in a relevant context.  This approach improves upon the measurements reported in large-
database studies34, 39 as it more closely approximates the way missing clinical data is quantified in chart review and 
survey studies.33, 37, 41  Our measurement is not specific to epilepsy, and could be readily used to estimate the 
potential value of HIE in other populations. 
  
Significance 
 
Several implications of these findings deserve mention.   
 
First, the extent of patient crossover and the magnitude of encounters at risk for missing clinical data among people 
with epilepsy indicate this population has substantial gaps in informational care continuity.  They are therefore likely 
to benefit from HIE.  HIE could help meet the Institute of Medicine’s recent recommendations to improve care for 
people with epilepsy1 by insuring that treating physicians have access to important clinical data.   
 
Second, the finding that 1 in 7 head CTs (256 of 1757) were performed without access to a prior head CT raises the 
possibility that some were unnecessarily duplicated.50 Although a head CT may be clinically warranted to evaluate a 
first seizure,51, 52 a brain MRI is the more definitive study,53 and head CTs should not be routinely used for people 
with established epilepsy.  Overuse of CT scans is a significant public health concern, as it may increase the 
population risk for cancer due to ionizing radiation.54 
 
Third, the network properties of the crossover patterns have implications for HIE architecture.  The network graphs 
for inpatient, outpatient, ED, and radiology studies were all 100% complete – each is a “clique”, in the language of 
graph theory.  Thus in order to provide fully informed care for the population of people with epilepsy at one hospital, 
the physicians would need access to the EHRs of every other hospitals in the group.  A query-based architecture of 
HIE, supporting seven connections, would more efficiently manage data flow across the network, compared with an 
individual peer-to-peer exchange architecture (i.e. the Direct Project), which may require 21 functioning 
connections.32, 39 However, the clinical and financial value of the theoretical gain in efficiency remains unclear, 
especially given the increased costs of a query-based system.  Well-supported peer-to-peer exchange between pairs 
of hospitals with high crossover would fill some information gaps, especially if the cost of a query-based system was 
prohibitive. 
 
Fourth, the absolute number of encounters at risk for missing clinical data in the outpatient setting was three times 
the number in the ED setting.  Several recent evaluations of the value of HIE have concentrated on the ED setting55, 

56 – our findings suggest that the magnitude of need in the outpatient setting is greater.  HIE has been shown to 
improve outpatient office efficiency, and use of HIE is associated with improved ambulatory quality of care; 
however, further research is needed to establish clinical and financial value.57, 58	   
 
Limitations 
 
Our study has several important limitations. 
 
First, the crossover and missing data rates are likely underestimated for several reasons.  Internal to NYCLIX, the 
linkage of patient records from different institutions may be impeded by inaccurate, duplicated, or comingled 
records within each institution,59 as well as by conservative linkage algorithms used to minimize false positive 
matches and avoid consequent medical errors.  External to NYCLIX, we could not include encounters at sites not 
participating in NYCLIX, including at least 12 other Manhattan hospitals. 
 
Second, the generalizability of our findings may be limited given the unique geographic location of these hospitals. 
Manhattan is the most densely populated county in the US, suggesting similar network graphs drawn in other 
locations might be less densely connected.  For example, a study of 96 Indiana EDs found the connectedness to be 
high (85%) but not fully connected.39 
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Third, we were unable to validate the ICD-9 based epilepsy definition in this population.  The NYCLIX research 
policy only allows creation of de-identified data sets for research.  ICD-9 based definitions of epilepsy tend to be 
more specific than sensitive,43 suggesting we may have under-ascertained people with epilepsy in this data set. 
 
Conclusion & Next Steps 
 
Clinicians treating people with epilepsy frequently do not have access to recent, relevant clinical data. Thus HIE is 
likely to provide significant value for people with epilepsy.  Future efforts to develop HIE for this population should 
expand their focus to the outpatient setting, where the largest number of patient encounters might benefit from 
access to electronic health information from unaffiliated institutions. 
 
Epilepsy is only one of a group of ambulatory care sensitive conditions, which also includes diseases like asthma, 
congestive heart failure, and diabetes.13-16 Further investigation of crossover and missing clinical data for people 
with these diseases may give important insights into the role of HIE to improve their care. 
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Abstract 

Information retrieval algorithms based on natural language processing (NLP) of the free text of medical records 

have been used to find documents of interest from databases. Homelessness is a high priority non-medical diagnosis 

that is noted in electronic medical records of Veterans in Veterans Affairs (VA) facilities. Using a human-reviewed 

reference standard corpus of clinical documents of Veterans with evidence of homelessness and those without, an 

open-source NLP tool (Automated Retrieval Console v2.0, ARC) was trained to classify documents. The best 

performing model based on document level work-flow performed well on a test set (Precision 94%, Recall 97%, F-

Measure 96). Processing of a naïve set of 10,000 randomly selected documents from the VA using this best 

performing model yielded 463 documents flagged as positive, indicating a 4.7% prevalence of homelessness. Human 

review noted a precision of 70% for these flags resulting in an adjusted prevalence of homelessness of 3.3% which 

matches current VA estimates. Further refinements are underway to improve the performance. We demonstrate an 

effective and rapid lifecycle of using an off-the-shelf NLP tool for screening targets of interest from medical records. 

Introduction 

The free text of electronic medical notes is considered to be a rich source for health care operations and research. 

Information extraction and information retrieval methods using natural language processing (NLP) and machine 

learning have been successfully applied to electronic notes. The value of text data has been shown in several clinical 

and biomedical domains including bio-surveillance, adverse event detection and quality improvement
1-4

.  

With ever expanding medical databases, there is a need to bring information retrieval tools into the hands of all 

researchers. Be it for clinical operations, quality improvement or research, it is important to develop methods and 

tools that allow for rapid results using NLP to identify targets of interest. Often, this entails engaging the services of 

trained NLP scientists and programmers and working closely with them. Another paradigm is to deploy off-the-shelf 

NLP tools that can be used with minimal training and expertise. 

Automated Retrieval Console v2.0 (ARC), an open source clinical information retrieval tool developed by 

Massachusetts Veterans Epidemiology Research and Information Center (MAVERIC)
5
, is an NLP tool that 

essentially retrieves ‘documents like this one’ based on a training set that contains sufficient numbers of positive and 

negative classifications 
6,7

. ARC has been used by NLP and clinical researchers in  several medical domains such as 

cancer and surgery
8,9

, thus providing a mechanism for all researchers to access NLP tools in their domains. 

 

Homelessness is a high-priority issue for all societies. Those returning from active combat (Veterans of wars) are 

known to be higher risk for homelessness
10

 and so this non-medical ‘diagnosis’ is important to the US Department 

of Veteran Affairs (VA). Based on US Government estimates from data outside the VA, the estimates of 

homelessness among Veterans is nearly 1%
11

.  Recent detailed studies using data on cohorts of Veterans returning 

from combat estimate the prevalence of homelessness among Veterans to be nearly 3.7%
12

.  

 

Current methods of identifying homeless Veterans are entirely based on administrative data such as ICD-9-CM 

codes for homelessness and specific clinic identifier codes that indicate that a Veteran is receiving homeless services 

through the VA (recent examples include
13-15

). The reliability and validity of using administrative data is domain 

specific and has been shown to be useful in several domains
16-20

, though the validity of this approach for identifying 

homelessness has not been systematically studied. Validation of the administrative data by reviewing clinical 
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documents for evidence of homelessness would serve as an ideal ‘reference’ standard; however, this is cost-

prohibitive on a scale needed to make this meaningful as trained and experienced human reviewers require time and 

resources.  

 

Although several risk factors for Veteran homelessness have been elucidated, there are currently few tools that are 

useful in predicting the risk of future homelessness among Veterans. References to risk factors for homelessness are 

often found only in the free text of medical records (unstructured data) written by providers in VA medical facilities 

and possibly precede the formal identification of Veterans as being homeless. This vital resource is not accessible to 

traditional methods of data mining and requires informatics-based methods such as NLP to reliably extract 

appropriate and relevant information for use in risk-stratification of Veterans for homelessness. To our knowledge, 

there are no current research studies involving mining of text data in the domain of homelessness research either 

within or outside the VA. With large numbers of troops returning from combat in the US, an urgent need exists to 

develop automated methods to screen for homelessness among Veterans, as early detection of homelessness leads to 

earlier intervention which will prevent many of the complications associated with long-term homelessness including 

increased morbidity and mortality 
21-23

.  

 

The objective of this project was to develop natural language processing (NLP) algorithms to screen for 

homelessness among Veterans using clinical narratives in electronic clinical documents (unstructured data) using as 

few human/financial resources as possible and available open source off-the-shelf tools. The operational goal is to 

use these algorithms on large corpora of electronic notes to screen for homelessness and identify those individuals 

who are in need of essential preventive services, thereby supporting the mission of the VA. 

 

Methods 

Clinical Setting 

The VA has a large healthcare system and is the largest provider of healthcare services to homeless individuals in 

the US
24

. It encompasses more than 150 hospitals and delivers care to more than 6 million Veterans annually. As 

noted above, homelessness among Veterans is a significant public health problem. 

Selection of Corpus of Clinical Documents 

During the year 2009, a total of 2,229,983 Veterans (patients) were seen in multiple visits in nearly half of VA 

facilities throughout the US (two of four regions across the country); these visits generated a total of 60,921,956 

clinical documents for an average of 27.3 documents per Veteran. From this corpus, a sample of 500 notes was 

selected with ‘homeless’ in the note title along with a control random sample of 500 notes from the rest of the 

corpus (Figure 1). The rationale for selecting notes with ‘homeless’ in the note title was to enrich the corpus for 

documents with evidence of homelessness. This over-sampling enriched the dataset with documents that contained 

references to homelessness in the free text in order for our algorithms to maximize discrimination, as otherwise the 

general prevalence of homelessness among Veterans is low.  

  

VA medical 

records

500 random 

clinical notes

500 random 

clinical notes 

with ‘homeless’ 

in note title

Corpus of 

clinical notes 

enriched for 

homelessness

Remove notes 

from 

researchers’ 

facility

Remove notes 

used for 

reviewer training

Human review of 

notes using 

guideline

Final ARC 

model

Train ARC 

model and 

compare results 

to reference 

standard

Divide into 

training and test 

sets

Reference 

standard

 

Figure 1. Flow chart of protocol followed to select clinical notes, develop reference standard and train the NLP tool (ARC, Automated 

Retrieval Console V2.0). 
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Development of a Reference Standard for Document-Level Classification of Clinical Documents  

This set of 1,000 documents was evaluated by trained and experienced human reviewers.   A written guideline was 

developed that reiterated US Department of Housing and Urban Development (HUD) definitions for 

homelessness
25

.  In addition, a set of lexical terms was developed for psychosocial concepts related to homelessness 

based on the published literature, review of medical records of patients experiencing homelessness, and domain 

expertise 
26

.  

Utilizing an annotation tool developed to simplify many annotation tasks,  the documents were first pre-annotated 

with the lexical terms.
27

  The reviewers then read through the text in the documents to determine if the terms were 

contextually appropriate.  Finally, for each document, the reviewer annotated at least one instance or example of a 

word, term, and phrase or longer span of text (cue words) to classify the documents as containing information in one 

of three categories: ‘confirmed evidence of homelessness’; ‘possible or at risk of homelessness’ or ‘no evidence of 

homelessness’. 

The corpus was reviewed by 3 independent reviewers, an initial inter-rater agreement score (kappa for 3 raters) was 

calculated at 95% for the training set of 80 documents that were reviewed by all three reviewers. The three 

reviewers then independently reviewed all remaining documents and a separate adjudicator reviewed and resolved 

the small number of discordant classifications. This resulted in a corpus of human-reviewed reference standard for 

training and testing NLP tools (Figure 1).  

NLP tool: Automated Retrieval Console v2.0 

Automated Retrieval Console v2.0 (ARC) is a VA-developed NLP tool that essentially retrieves ‘documents like 

this one’ based on a training set that contains sufficient numbers of positive and negative classifications 
6,7

. The 

ARC design is based on the hypothesis that supervised machine learning with robust enough feature sets is capable 

of delivering acceptable performance across a number of clinical information retrieval applications. ARC uses 

UIMA-based pipelines for NLP (cTAKES). For supervised machine learning, ARC integrates the open source 

Application Programming Initiative (API) exposed by the MAchine Learning for Language Toolkit (MALLET) 
28

. It 

is developed in Java and is available as open-source software at http://maveric.org/mig/arc.html. Details of the 

feature sets and machine learning algorithms are described elsewhere 
21,22

. For this project, ARCv2.0 was 

downloaded, installed and used to process documents as-is (off the shelf) with no modifications in the code or 

interface. As noted above, to date, most applications of ARC have been in medical domains. 

Development of ARC Training Models 

The reference standard of human reviewed and classified documents was partitioned to an M1 set that consisted of a 

set of documents with evidence of confirmed homeless versus all others which were considered negative; an M2 set 

of documents with evidence of confirmed and possible homelessness versus all others which were considered 

negative. Documents with no evidence of homelessness were also used for training. The metrics used for evaluating 

the performance of ARC were precision (fraction of retrieved documents that are relevant, a proxy for positive 

predictive value); recall (fraction of relevant documents retrieved, a proxy for sensitivity) and F-measure (harmonic 

mean of precision and recall).  

Training ARC on Progressively Larger Sets from the Reference Standard 

An initial set of 243 (28% of corpus) documents from the reference standard corpus and a second set of 243 + 402 

(Total 645, 75% of corpus) documents were used to train ARC to classify documents as having either ‘evidence of 

homelessness’ or ‘no evidence’. The training was performed in an iterative manner with different training models 

and algorithms internal to ARC that select appropriate feature types and their related values to maximize the signal 

while reducing noise
6
. The models used a combination of concepts consisting of parts of speech such as noun-

phrases (this constituted the concept-level work flow), full sentences (sentence-level work flow) and paragraphs 

(paragraph level work flow) (Figure 2).  

The noun-phrase, or concept-level, work flow trains on the annotated terms and the phrase around it.  This is the 

most narrow feature set that can be used.  The sentence-level work flow utilizes the annotated term and the sentence 

containing that term.  The paragraph level work flow uses the paragraph that contains a given annotated term or 

terms.  As the work-flow becomes less narrowly focused, ARC is able to utilize more features in the training of the 

models to find the best performing model for information retrieval.  At the document-level, ARC is able to take the 

human classification of the document and utilize all features within the document to train the model. It is important 
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to note that for this project, we used the training provided by ARC as-is and the cue words (described above) 

annotated by the human reviewers were not used as training features. 

Testing ARC on Remainder of the Reference Standard (Test Set) 

After optimum training was achieved using 75% of the reference standard corpus, ARC was tested on the remainder 

of the reference standard (217 documents). These documents had not been previously processed through ARC. 

Application of ARC to a Naïve Corpus and Error Analysis 

The best performing model of ARC was then applied to a random corpus of 10,000 documents from Veterans seen 

across the US in medical facilities during a 10-year time period.  

The prevalence of homelessness among the Veterans whose documents were in this corpus was estimated by 

reviewing administrative data associated with these documents. Each document was associated with a visit and each 

visit was associated with ICD-9-CM diagnoses codes and unique ‘stop’ codes that are used in the VA healthcare 

system to indicate the type of clinic in which the patient was seen. We used a VA standard definition of 

homelessness using ICD-9-CM codes for homelessness (V60.0) and stop codes indicating receipt of homeless 

services (511, 522, 528, 529 and 530)
12,29

. 

An error analyses was performed by reviewing all documents that were flagged as positive by administrative data 

(admin) and ARC. Using explicit guidelines based on the US Housing and Urban Development (HUD) definition of 

homelessness 
25

, the flagged documents were classified by two trained human reviewers as ‘confirmed evidence of 

homelessness’; ‘possible or at risk of homelessness’ or ‘no evidence of homelessness’ following the protocol used 

for generating the original reference standard described above. 

 

 

Figure 2. Training the NLP tool (Automated Retrieval Console v2.0) using either noun phrases, full sentences, complete paragraphs or the 

entire text of the document. In this synthetic document generated for illustrative purposes, the grants per diem program (GPD) and the Housing 

and Urban Development Veterans Affairs Supportive Housing (HUD-VASH)  refer to specific programs for homeless Veterans that provide 
funding for temporary housing. 

 

Due to the large number of negative documents expected in this corpus of 10,000 documents, the documents that 

flagged negative by administrative data and ARC were not reviewed manually by humans. Thus, the metric reported 

from the error analyses is precision or positive predictive value (true positive/ (true + false positives)). 

Results 

Reference Standard corpus 

After removing the 80 initial training documents and, to eliminate bias, 58 more that were noted to be from the 

medical facility where the research was being conducted, there were a total of 862 documents in the final corpus of 
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reference standard documents. Of these, 388 (45%) were classified by human review as having ‘confirmed 

evidence’ of homelessness, 34 (4%) were ‘possible or at risk of’ homelessness and 440 (51%) of the documents 

were noted to have ‘no evidence’ of homelessness. The ‘confirmed’ and ‘possible or at risk of’ were combined to 

generate the ‘homeless evidence’ set. 

 

Training ARC: Results on First Set of 243 Documents 

 

The simplest and least computationally intense Models M1 and M2 using only the noun-phrase concept level 

workflow were used to train ARC. As shown in Table 1, the results were sub-optimal, though with M2, the precision 

increased to 91% at the expense of the recall. This indicated the need for a larger training set and also a larger 

annotation context.  
 

Training ARC: Results on Second Set of 645 Documents 

Using a larger portion of the reference standard (645 documents and concept-level workflow) also resulted in 

suboptimal performance (Table 1). When the work flow for ARC was switched to document level with use of all 

possible features as determined by internal ARC algorithms, the test characteristics improved dramatically: the 

precision was noted to be 95%, the recall was 95% and the F-measure was 95. 

 

Results of Testing ARC on remainder of the Reference Standard (Test Set)  

The remainder of the reference standard documents (N= 217) were processed through ARC using the best 

performing model based on document level annotation. Performance metrics were: Precision 94%, Recall 97%, F-

Measure 96. 

 

Table 1. Results of training the NLP tool (ARC) using either concept or document level work flow and models 

described in the text. The training corpus consisted of either 243 or 645 documents of the reference standard. 

Model M1: set of documents which were confirmed homeless vs. negative; Model M2: set of documents which were confirmed 

and possible homeless vs. negative 

Work Flow Model Precision Recall  F- 

Measure 

 

Concept-Level Work Flow 

Using 243 documents for Training 

 

Noun-phrase 

 

M1 11 63 19 

M2 3 91 5 

 

 

Concept-Level Work Flow  

Using 645 documents for Training 

 

Noun-phrase 

M1 7 20 1 

M2 1 30 2 

Sentence M1 5 57 9 

 

Paragraph 

M1 5 59 9 

M2 5 53 9 

Document-Level Work Flow 

Using 645 documents for Training 

 

All possible 

features using 

ARC internal 

algorithms 

 

M2 

 

95 

 

95 

 

95 

 

Screening for Homelessness using ARC on a Random Corpus of 10,000 Documents 

This corpus of 10,000 documents represents 9924 unique patients (Veterans), of whom 93% are male. With regard 

to race, 62% are white, 20% are American Indian or Alaskan Native, 14% are black or African American, and the 
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remaining 4% are either Asian, Mexican American, Pacific Islander, or ‘unknown’. The majority were in the age 

group 40-69 years of age. The documents were from visits over an 8 year period between 2002 and 2010. The 

distribution of demographics and note titles in this corpus reflects the general VA patient population. 

Based on a subset of documents classified by both reviewers, the inter-rate reliability (kappa statistic) for the error 

analyses was noted to be 97% between the two reviewers. 

Administrative codes for homelessness were positive for 62 documents from this corpus (prevalence of 

homelessness of 62 per 9924 Veterans, 0.6%). This matches the estimates developed by the US Government in 

2009
11

.  The 3 most common note titles associated with an administrative diagnosis of homelessness were social 

work notes, mental health notes and homeless program notes. Human review of all 62 documents (error analysis) 

revealed a precision of 87% (Table 2). This would imply an adjusted prevalence of homelessness in this cohort of 

0.5%. 

ARC flagged 463 documents as positive for homelessness implying a prevalence of homelessness of 4.7% in this 

cohort of 9924 unique Veterans. The most common note titles flagged by ARC were mental health, social work and 

addendum (which are usually short notes that are added or attached to a main note). The error analysis by human 

review of these 463 documents noted a precision of 70% for homelessness (with 324 documents having either 

confirmed evidence or at risk of homelessness). This would indicate an adjusted prevalence of homelessness of 

3.3% in this random set of 9924 Veterans, which matches recent estimates of homelessness among Veterans of 

3.7%
12

.  

Table 2. Results of processing a random corpus of 10,000 documents from 9924 Veterans by the NLP tool (ARC 

v2.0) and associated error analyses for determining precision for homelessness by human review. The most common 

document titles in the entire corpus were nursing notes, primary care notes and addendum  

Determination 

of 

Homelessness 

By 

Positive Flags  

(Implied prevalence of 

homelessness) 

Precision by  

Human Review 

(Implied prevalence 

of homelessness) 

Common 

Document Titles of 

all Positives 

Using 

Administrative 

codes as 

described in the 

text 

62 

(0.6%) 

87% 

(0.5%) 

Social work, mental 

health, homeless 

program notes 

Using ARC NLP  

algorithms 

463 

(4.7%) 

70% 

(3.3%) 

Social work, mental 

health, addendum 

 

Discussion 

This project demonstrates the feasibility of rapidly assembling a pipeline for information retrieval using electronic 

clinical documents to answer the question: “Are there documents in this corpus that are like the reference 

standard?” We were able to extract and generate a reference standard of ‘positive’ and ‘negative’ documents in a 

reasonable period of time. ARC was downloaded and used ‘off the shelf’ with no modifications to the code or the 

interface. With minimal input from the developers of ARC, our team was able to install, run and re-run models for 

training ARC, identify the best performing model and then apply that model to a test set of documents. All steps 

were completed in approximately 3 months. ARC has been successfully used by several groups for information 

retrieval in medical domains. To our knowledge, this is the first application of ARC in identifying a non-medical 

diagnosis such as homelessness from electronic medical records. 

There are several lessons learned that are applicable to our project and for others in the field. The resources and time 

taken to develop a lexicon, a reference standard, and the learning curve to use ARC were modest. This exemplifies 

the original intent of ARC to bring NLP to a wider audience.  

The performance of the NLP tool (ARC) on the training and test sets of the reference standard varied according to 

the model used. Contrary to our intuition, the model that used only noun phrases (concept-level workflow) alluding 

to direct evidence of homelessness performed extremely poorly with precision in the single digits. Progressively 

542



 

  

broadening the feature set used for training was also only marginally beneficial until the training included all 

features within the document. At that point, we noted a dramatic rise in precision, recall and F-measure. It is 

possible that the concept-level workflow was not suited to this particular task.  

The performance of ARC with no further modifications on a random corpus of VA text documents was suboptimal 

with a precision of 57%. However, as the documents flagged by ARC are known to be of the highest yield for 

homelessness (based on administrative data and other results not shown), it is very likely that fine tuning internal 

ARC models or adding a module that is informed by the error analyses will improve the performance. If the 

documents identified from the error analysis with one or more risk factors are included as ‘possible’ evidence of 

homelessness, then the precision improves to 70%. This raises the issue of training on an enriched corpus and then 

using ARC on a ‘real world’ corpus of documents in which prevalence of homelessness is known to be low. We are 

investigating alternative training and test set designs to optimize real world accuracy problems introduced by low 

prevalence targets. 

It is interesting to note that in reviewing the administrative code flags for homelessness from VA databases of the 

visits associated with these documents, the prevalence of homelessness was less than 1%.  This is likely to be falsely 

low and reveals the inherent problem with relying on administrative data alone.  From the error analyses on the 

positives flagged by ARC, it is evident that there are more Veterans with evidence of homelessness than indicated 

by ICD codes alone. This ‘adjusted’ prevalence of homelessness (3.3%) based on our results more closely matches 

other VA estimates
12

. Thus administrative codes are likely not sufficient to estimate true prevalence of homelessness 

among Veterans. It is important to note that the Veterans from our document corpus may be different with regard to 

their recent combat status to the cohort described in the Department of Veterans Affairs report 
12

 and thus gross 

comparisons of the prevalence of homelessness may be challenging. 

The time and resources needed to develop large reference standards and perform effective error analyses for training 

NLP tools are often substantial. Though this project was not designed to address the optimum size of reference and 

training sets, these are important in developing and implementing IR pipelines. Small, practical and easily developed 

data sets would be ideal with a trade-off between precision and recall. 

We acknowledge several limitations. The classification of homelessness was performed at the individual ‘document’ 

level. The patient-level diagnosis of homelessness was not ascertained for either the reference standard or random 

corpus. We cannot exclude the possibility that the patients had a diagnosis of homelessness either before or after the 

index document. This may be an important factor in determining if the patients whose documents had evidence of 

risk factors by error analyses were noted to be homeless at any other time point. As the prevalence of homelessness 

is relatively low in the corpus, there are more than 9500 negative documents. It is likely that there are false negatives 

in the data corpus. A human review of a small sample would likely not yield meaningful results and the 

time/resources required to appropriately review a large segment of this corpus are prohibitive. We plan to address 

the important issue of false negatives in a future project. The estimates of prevalence of homelessness are based on 

precision only; thus these should be considered more as lower bounds. 

The precision we achieved for this task was modest at best. In reality though, NLP classifiers may not need to 

achieve near perfect performance characteristics. As with most surveillance systems, if we are able to narrow down 

the documents needed to be reviewed with one pass of an automated algorithm with reasonable performance, we can 

then apply second algorithms to further improve performance. 

Further iterations of ARC algorithms to screen large corpora of patient documents are underway; including further 

customizing the feature set ARC utilizes to train models.  One immediate possibility is to include the set of cue 

words annotated by humans as a custom feature set for training. Other enhancements to ARC in later versions would 

also likely provide mechanisms for improving performance. 

There are practical operational uses for information retrieval tasks involving homelessness. The immediate objective 

is to develop reliable and efficient processes to screen documents of Veterans for homelessness. The healthcare 

system can then determine whether those Veterans who screen positive are receiving appropriate services. Our 

ultimate goal is to develop predictive models to identify those at risk of homelessness so that services can be offered 

to those individuals to prevent homelessness.  

Conclusion 

Natural language processing based tools can be used to screen for non-medical diagnoses such as homelessness from 

electronic medical records. We have shown the effective training and testing of an off-the-shelf tool (Automated 
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Retrieval Console v2.0) using a modest sized document corpus of 1000 documents, limited resources, and a 

reasonable time frame. With no further modifications, the application of ARC on a random corpus of documents 

yielded a precision of 70% and an adjusted prevalence of homelessness among this cohort of Veterans of 3.3%. 

Further refinements are underway to develop ARC models that could be used by operational partners and 

researchers to better understand homelessness among Veterans and offer appropriate prevention services. 
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Introduction and Background: Mortality risk assessment for critically ill patients is an 

essential task in intensive care units (ICUs) with respect to preventive treatment and medication 

schemes [1]. Accurate and reliable patient risk assessments are a prerequisite for clinicians and 

physicians to evaluate quality of care and treatment, to gain fast insights into patients’ 

circumstances, and to make improved clinical decisions. Tremendous amounts of heterogeneous 

data are available at ICUs, such as lab test results, monitoring measurements, medication 

admissions, etc. This evolution has however also created big computational challenges for the 

development of novel predictive models.  

Methods: A total of 9,946 patient admissions to the ICU of the Antwerp University Hospital 

(UZA), Belgium, from May 14, 2007 to June 18, 2012 were included into the study cohort. For 

each patient, we collected demographic information, current circumstances and comorbidity, and 

56 lab tests measurements within the first 48 hours after admission. An advanced machine 

learning technique called random forest (RF) [2] was used to develop a number of mortality risk 

prediction models for critically ill patients that are based on different subsets of the collected 

data and derived features. The performances were compared against those of a frequently used 

mortality risk model in intensive care units, namely SAPS3 [3]. 

Results: Using only the variables in the SAPS3 model, our RF-based model already 

outperformed SAPS3 with an area under the ROC curve (AUC) of 88.53% vs. 87.27% for 

SAPS3. The AUC further increases to 91% when incorporating additional derived features from 

laboratory test data. Interestingly, the performance remained virtually identical (90.72%) when 

the model was built upon data derived from only 6 laboratory tests, that were automatically 

selected by the model as most informative tests. 

Discussion and Conclusion: The experimental results demonstrated the efficacy of RF-based 

models and the proposed framework in deriving relevant features from laboratory test data for 

mortality risk prediction for ICU patients. 
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Abstract 

In this paper we propose a framework for detecting health patterns based on non-wearable sensor sequence 

similarity and natural language processing (NLP). In TigerPlace, an aging in place facility from Columbia, MO, we 

deployed 47 sensor networks together with a nursing electronic health record (EHR) system to provide early illness 

recognition. The proposed framework utilizes sensor sequence similarity and NLP on EHR nursing comments to 

automatically notify the physician when health problems are detected. The reported methodology is inspired by 

genomic sequence annotation using similarity algorithms such as Smith Waterman (SW). Similarly, for each sensor 

sequence, we associate health concepts extracted from the nursing notes using Metamap, a NLP tool provided by 

Unified Medical Language System (UMLS). Since sensor sequences, unlike genomics ones, have an associated time 

dimension we propose a temporal variant of SW (TSW) to account for time. The main challenges presented by our 

framework are finding the most suitable time sequence similarity and aggregation of the retrieved UMLS concepts. 

On a pilot dataset from three Tiger Place residents, with a total of 1685 sensor days and 626 nursing records, we 

obtained an average precision of 0.64 and a recall of 0.37. 

Introduction  

Rapid aging of the population in developed countries requires increased attention from health care providers and 

from the entire society as a whole. While the elderly population (aged over 65) will increase by 8% until 2050 in the 

developed countries, the working-age population (age between 15 and 64 years) will decrease and its ratio to the 

elderly population will decline from 4.3 to 2.3 [1]. While older adults prefer to live independently, many of the 

health conditions associated with old age, such as frailty, dementia, and risk of falling require increased attention 

and monitoring. However, independent living may lead to infrequent health assessments due to lack of continuous 

monitoring or fear of being institutionalized. Late health assessments may miss unreported complications, which in 

turn lead to poor long-term prognosis and quality of life [21]. A possible solution to prevent unreported health 

problems in independently living older adults is through automatic health monitoring systems. 

One efficient approach to health monitoring is to use sensor networks to collect information about the older adult’s 

activity. In the last decade, many of such health monitoring systems have been piloted. For example, MIT’s 

PlaceLab, Georgia Tech’s aware House, Honeywell’s Independent Lifestyle Assistant, and University of Missouri’ s 

TigerPlace have demonstrated possible approaches to activity monitoring [3,4,5,10]. A variety of methodologies for 

detecting activity and assess medication compliance have been reported in the literature [6,7,8,9,10].  Even though 

these and many other systems are successful examples of applying sensor networks to monitor activity patterns, the 

major unsolved challenge is to consider the health context of the monitored older adults. In this paper, we propose a 

health pattern recognition framework that also accounts for the health context provided by a nursing EHR. In Tiger 

Place, our “living laboratory”, we have installed since the fall of 2005 sensor networks in the apartments of 47 

residents. In the previous work [2], we described a version of our framework system for early illness recognition. In 

this paper, we extend our previous work by introducing two new features: a sensor similarity algorithm based on a 

modified Smith-Waterman [16] algorithm and an improved medical term extraction method based on Unified 

Medical Language System (UMLS), which have been tested on multiple patient datasets.  

To predict early illness from combining the non-wearable sensor data with medical concepts extracted from nursing 

notes, we employ a Natural Language Processing (NLP) methodology. There are several challenges in this research 

that we intend to address. First challenge is to identify the most suitable similarity measure for comparing multi-

dimensional time series. Second, we want to improve the illness prediction using sensor series similarity by utilizing 

sets of UMLS concepts. Finally, we employ aggregation methods to infer the most probable health concepts 

associated to an unknown sensor sequence. This paper is organized as follows. In the next section, we review and 

discus related work. In the “Monitoring System Architecture” section, we describe the system architecture and 

available sensor data. In the “Methods” we present our illness prediction methodology based on UMLS medical 

concepts and sensor data similarity. Next, we describe our experiments and show results. Finally, in the last section, 

we provide conclusions and future work. 
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Related Work 

Sensor networks have been used in last decade as a promising solution to monitor the health of older adults. One 

possible approach for the automatic recognition of health problems is to assume that similar medical conditions 

result in similar behavior, hence in similar sensor activity patterns. While this assumption may not be generally true 

for a younger, more mobile population, it has a certain degree of validity for the elderly [22, 23, 24]. To better 

understand an older adult’s behavior, elderly monitoring systems may use multiple sensors, such as motion, Kinect, 

radar, sound, etc. [10]. Typically, in eldercare applications the sensors are not wearable, but rather placed in the 

living environment to collect data about the resident’s behavior [10].  

During the analysis, the task of assessing behavior similarity can be cast as computing the similarity of multi 

attribute sensor time series (MATS). MATS similarity is a challenging task and is still an open research question. 

Here we mention two most popular approaches to this task. First approach consists of using the Euclidian distance as 

a measure of similarity between two sequences [11]. Euclidian distance is sensitive to outliers, cannot capture time 

and cannot be computed for sequences of variable length. The main limitation of using the Euclidean distance as a 

similarity measure is due to its weak performance in the presence of noise. The second commonly used approach to 

MATS similarity is based on the non-Euclidean metrics, such as Dynamic Time Warping (DTW) [12]. In [12], 

authors rephrased the problem of finding similar time series instead as a problem of sequence alignment. They 

presented an algorithm for DTW on multi-attribute time series and compared it to the ordinary DTW, where a single 

attribute is used for sequence alignment. The DTW algorithm for two sequences calculates the distance between 

each possible pair of data points. Then, the algorithm uses these distances to calculate a cumulative distance matrix, 

and it finds the best path through this matrix.  

The second distance measure in the family of non-Euclidean measures is a modified Longest Common Subsequence 

(LCSS) for continuous domain [13]. LCSS offers more robustness in the presence of noise compare to DTW. 

Authors in [13] showed that the computational time required by this algorithm is quadratic to the sequence (in our 

case, the time series) length. To address this limitation, they applied upper boundary functions to limit the 

computational time. They utilized a fast pre-filtering schema that returns upper bound estimations for the LCSS 

similarity. In a similar way, authors in [14] proposed a Multi-Dimensional Dynamic Time Warping (MD-DTW) 

technique, which modifies the distance matrix by using the vector norm to calculate the distance between a pair of 

points. Although both measures presented a significant improvement compared to the Euclidean distance, some of 

their drawbacks are: quadratic time complexity, computational overload of the boundary detections, and filtering of 

data, which may remove valuable information.  

In applications where the number of training samples is sufficient, Hidden Markov Models (HMM) typically 

outperform DTW. In [15], authors compared ordinary DTW, a probability-based DTW and a HMM for the sequence 

comparison. Using a Gaussian-based probabilistic model for a gesture recognition application, the probability-based 

DTW shows better results. In [15] a soft distance, based on posterior probability of the Gaussian Mixture Model 

(GMM), was defined. Despite of HMM’s performance, there are several problems with this approach. They include 

the need for a large amount of data to train HMM, making strict assumptions about data, and setting a large number 

of parameters. 

Our novel approach to sequence similarity is to consider MATS as one-dimensional sequence and to use 

bioinformatics techniques to find the best alignment. This approach is possible when sensor data is already 

quantized by the hardware system (see next section), which results in a symbolic sequence of sensor firings and the 

related firing time. Smith Waterman (SW) algorithm is a well-known algorithm to find an optimal local alignment 

[16]. Researchers have used SW not only in bioinformatics, but also in natural language processing [17,18]. In [18], 

the authors aligned words by using SW without a pre-existing ontology. In [19], authors implemented a search tool 

on protein structures by integrated SW with fuzzy logic to match protein energy profiles.  

The idea behind the SW algorithm is to use dynamic programming to find the optimal local alignment with respect 

to a pre-defined scoring system. The scoring system includes a substitution matrix and a gap-scoring scheme. SW 

algorithm calculates a local similarity score in linear space, if we just look for a local alignment. In bioinformatics, 

one motivation for the local alignment is in a situation where biological sequences are highly related to each other, 

but the similarities in local regions are very low. In this case, it is hard to find the correct alignment. To tackle this 

problem, a local alignment discards such regions and concentrates on those with high similarity. Another motivation 

for local alignment is to use a reliable statistical model for optimal local alignment to produce expectation values 

[20]. 
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SW can be used in time series similarity to find best local matches. In fact, finding local similarity in sensor time 

series is desirable, since it shows similar health patterns in the local sequence regions. However, for health sensor 

data, the time stamp is an important factor that needs to be considered when finding optimal local time series 

alignments. Unfortunately, the classical SW algorithm [16] does not consider time in alignment.  

In this paper, we propose a new version of the SW algorithm that considers time in the scoring schema. This 

approach allows finding the similarity of two MATS and their optimal alignment with respect to time, an important 

factor in interpreting sensor data. In the next section, we described our proposed method in more details and 

illustrate it with examples. 

Monitoring System Architecture  

We deployed our integrated monitoring system in 47 TigerPlace apartments with the University of Missouri IRB 

approval. After focus groups with TigerPlace residents early on in our research [9,10], we decided to use only non-

wearable sensors for monitoring since they are  unobtrusive and more acceptable by older adults. The monitoring 

has started in fall 2005. On average, we have two years of data for each resident. Figure 1 shows the architecture of 

our data acquisition system.  

 

Figure 1. TigerPlace sensor network architecture. 

Various sensors have been deployed in each apartment: motion, radar, Microsoft Kinect, and bed. The bed sensor is 

able to measure bed motion, pulse and breathing [6]. Each motion sensor sends an X10 signal (firing) indicating its 

ID that is logged with a time stamp in our sensor database (see more details at http://eldertech.missouri.edu).  

In previous work [2], we used aggregated data from motion, pulse, breathing and restlessness sensors. Aggregating 

sensor data with respect to location and time can severely reduce the performance of the activity recognition 

algorithms because of the information loss in the aggregation process. In this study, we extend our work and use 23 

different sensors firings, which capture a person’s behavior in bed (restlessness, breathing and pulse), kitchen, and 

the overall apartment motion.  Table 1 lists our sensor firings. Note that a physical sensor can have multiple firing 

types, because a physical sensor can be complex (such as the bed sensor or the vision sensors) and have multiple 

firings. For example, firings with ID 1-10 are all provided by the bed sensor: “BedMovement1-4” are four levels of 

motion in bed (less than 3 seconds (s), 3 to 7s, 7 to 15s, greater than 15s), “Breathing1-3” are three levels of 

breathing (low, normal, high), and “Pulse1-3” are three levels of pulse (low, normal, high). Firings with ID 11 to 15 

and 18 to 23 are all produced by motion sensors, while 16 and 17 are given by a temperature sensor. 
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Table 1. ID of the 23 sensor firings used in this project. 

ID |  Sensors firings  6. Breathing2          12. LivingMotion            18. Drawer             

1. BedMovement1        7. Breathing3          13. BathRoom             19. Cabinet            

2. BedMovement2        8. Pulse1              14. Off Chair           20. Cup Cabinet        

3. BedMovement3        9. Pulse2              15. On Chair            21. Refrigerator       

4. BedMovement4        10. Pulse3   16. TempHigh            22. Plate Cabinet      

5. Breathing1         11. BedroomMotion  17. TempLow             23. Silverware Drawer  

Table 2 shows a snippet of the sensor firing data recorded in the log file for the resident with ID 3 (On October 5, 

2005, around 12:30am the person had  several episodes of bed restlessness: 8 of  3-7 s, 2 of less than 3 s and one 7-

15 s, and two episodes of low breathing ). Note that the data in Table 2 is a sensor sequence of length 12. 

Table 2. Sensor sequence snippet for TigerPlace resident ID 3 

UserID SensorID Year Month Day Hour Minute Second    

3 3 2005 10 5 12 34 38 

3 2 2005 10 5 12 36 52 

3 2 2005 10 5 12 37 04 

3 2 2005 10 5 12 37 11 

3 1 2005 10 5 12 37 26 

3 1 2005 10 5 12 37 28 

3 2 2005 10 5 12 37 32 

3 2 2005 10 5 12 41 18 

3 2 2005 10 5 12 41 11 

3 2 2005 10 5 12 41 4 

3 5 2005 10 5 12 42 40 

3 5 2005 10 5 12 42 58 

Table 3 shows the pilot sensor data from the apartments of three TigerPlace residents in this study. For each 

resident, we also retrieved visit notes about physical, emotional and other health complaints, recorded by the nurses 

in the TigerPlace nursing EHR [25]. In our dataset, there are fewer notes than sensor data (automatically logged for 

each day per resident), as some days didn’t have any nursing comments. However, some residents (for example, #3) 

have days with multiple comments. In addition, each day was manually annotated based on the EHR data (nursing 

comments, blood pressure, etc.) as normal or abnormal. The abnormal days (column 4 in Table 3) were subjectively 

determined by retrospectively inspecting the nursing notes. We only use them to tune our sequence similarity 

algorithm. 

Table 3. TigerPlace pilot dataset 

Resident 

Code 

Number of 

sensor days 

Number of 

comments 

Number of 

abnormal days 

#1 

Stu 

440 83 

Ten 

81 

#2 745  

    

    

    

    
 

44 

 tem 

 

35 

#3 

 

500 499 335 

While we acknowledge that our dataset is small, we mention that it has to be seen as three separate experiments with 

more than 400 samples each, rather than one experiment with only three samples. The reason for this perspective is 

that mathematical models (such as classifiers, algorithm parameters) for early illness recognition are not usually 

transferrable from one patient to another, because the disease-behavior associations could be vastly different 

between people. In addition, in this work we merely intend to open a research direction rather than claiming that our 

framework is ready for clinical trials.  
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Methods 

I. Temporal Smith Waterman Sequence Similarity Measure 

Sensor networks have previously been used in health care to predict health patterns [22,23]. Defining a suitable 

distance/similarity measure to find similar patterns in sensor networks data is still an open question. The multi-

dimensional nature of the sensor network complicates the task of measuring similarity. In [2], we used aggregated 

sensor data time-wise (in one hour time intervals) and sensor type-wise (aggregated all motion sensor data together) 

obtaining a four-dimensional sequence vector. We used a root mean square error (RMS) approach, a widely used 

techniques in signal processing to find the distance between time series. That is, for two sensor sequences X = {xij}, 

Y = {yij}  R
4 
 R

24
 we can compute the RMS distance as: 
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In this work, we propose a new approach where we don’t aggregate the data and we maintain the order of the sensor 

firings as recorded in the log file. To find similar sensor firing sequences, we employ the SW algorithm [16]. 

However, the drawback of SW algorithm is that it does not consider time in local alignment. Time is an important 

factor in sensor firing sequence, because various time intervals can be associated with different behaviors (for 

example fast or slow walking). In this paper, we propose a methodology based on the SW algorithm that accounts 

for time in sequence similarity.  

The SW algorithm was first proposed in [16] to align two molecular sequences, T1={C11, C12, …, C1m} and T2={ 

C21, C22, …, C2n } where       and Cij belongs to alphabet Σ (nucleotides or amino acids). First, SW builds a 

similarity score matrix H where H(i,j) is equal to the similarity score between a suffix of T1[1…i] and a suffix of 

T2[1…j] such that 

Hi0=H0j, iϵ[1,n] and jϵ[1,m]      (1) 

Hij=max{0, Hi-1,j-1+S(C1i, C2j), maxk≥1{ Hi-k,j - Wk}, maxk≥1{ Hi, j-k -Wk}} (2) 

Wk = g + ck        (3) 

            
         

         
         (4) 

Figure 2. Smith Waterman algorithm  

In equation 2, S(C1i, C2j) is the similarity between characters C1i, C2j  ϵ Σ denoted henceforth as Sij . The penalty of 

opening a gap will be calculated by equation 3 where g and c are two constants and kN is the length of the gap. 

The final alignment score is derived from equation 4. Based on these calculations, for each character-to-character 

comparison SW calculates a score that is positive for exact matches or substitution, and negative for insertion or 

deletions. In weight matrices, scores are added together and the highest scoring alignment is reported.  

To consider time as a factor in calculating the similarity score, we propose a temporal variant of the SW algorithm 

(TSW) by considering time as a gap. In order for this approach to work, we assume that each character in the 

sequence has an associated time stamp. The time stamp shows the time when a character (firing) is emitted by the 

related sensor network. Consider two time-stamped sequences of characters as T1={(C11 t11), (C12 t12),  …, (C1m t1m)} 

and T2={(C21 t21), (C22 t22),  …, (C2n t2n)} where       and Cij belongs to alphabet Σ and tij are the time of the day 

of the firing Cij. Figure 3 shows the temporal SW algorithm. 

Hi0=H0j, iϵ[1,n] and jϵ[1,m]      (5) 

Hij=max{0, Hi-1,j-1+S(C1i, C2j), maxk≥1{ Hi-k,j - Wt), maxk≥1{ Hi, j-k -Wt}} (6) 

WΔt = g + c|t1i-t2j|        (7) 

            
         

         
         (8) 

Figure3. Temporal Smith Waterman (TSW) algorithm. 
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Essentially, TSW considers the time of the day between the sensor firings as a gap and computes the gap penalty 

WΔt by using time stamps (as shown in equation 7 above). We use the “time of the day” metric since we would like 

to find similar behaviors across different days that happen at roughly the same time. Note that the type of time used 

in (7) is critically important and is dependent on the application. For example, if one would like to compare patients 

represented by the sequences of ICD-9 diagnoses, the time would more likely include the year of each diagnosis. An 

interesting aspect of our algorithm is one doesn’t need to know in advance the time unit required by equation 7. 

Instead, the search for best constant c should be able to discover the scale of the events as we will see in the 

Experimental results section.  

 

II. Sensor sequence similarity evaluation 

To evaluate our sensor sequence similarity measure, we used the data from Table 3, column 1 and 4 (sequences with 

normal/abnormal labels). Then, we employed a k-nearest-neighbor (KNN) method with leave-one-out approach to 

classify each sequence as normal or abnormal. To test our TSW similarity measure, we found the k nearest 

sequences (k=5) to test one and get the majority vote for the class label (normal or abnormal day). The results are 

reported in terms of Sensitivity and Specificity, that is: 

 

              
                        

                                                  
  (9) 

             
                        

                                                  
     (10) 

 

Finally, we compared the classification results obtained using TSW to the ones provided by RMS similarity used in 

[2].  

III. Sensor sequence annotation using TSW Algorithm 

Computing sequence similarity allows us to proceed toward our goal of predicting patient’s health status using 

sensor data and EHR medical concepts. We obtained medical concepts by parsing the text data from our nursing 

EHR (nursing notes) using the Metamap NLP tool provided by UMLS (http://metamap.nlm.nih.gov/). Metamap 

associates each medical concept found in the nursing notes with a Concept Unique Identifier (CUI). The prediction 

algorithm used a k nearest neighbor with a leave-one-out cross-validation approach. For each unknown sensor 

sequence Xi ,we compute the distances (using both TSW and RMS for comparison) to all other daily sequences. 

Then we select k (k=5) most similar sequences and their associated CUIs, Tj, j=1,k. Finally, we assign to Xi the 

medical terms with CUI’s that are computed as the intersection of all Tj that is we take the CUIs common to all 

retrieved sequences. The annotation algorithm is given in Figure 4 below: 

   Illness recognition algorithm using Temporal Smith Waterman 

1. Initialize k, g, c;  

a. k = number of neighbors 

b. g = gap opening 

c. c = gap extend  

2. For each sensor sequence Xi, compute its distance (TSW or RMS) to all N sequences  

3. Find k most similar sequences Xj, j=1,k 

4. Extract UMLS terms Tj (Xj)= { CUI’s associated with Xj }, j=1,k 

5. Annotate sequence Xi, with the UMLS terms       
 
    

Figure 4. Illness recognition algorithm 

We used precision, recall, and F-measures for the evaluation of the algorithm, defined as: 

            
             

                              
 (11) 

         
             

                             
  (12) 
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  (13) 

During these experiments, we only used the days from our data set that have associated nursing notes (see column 3 

in table 3). The results are given in the next section. 

 

Experimental Results 

To investigate the performance of the proposed illness prediction methodology based on TSW, we compare the 

results to our previous approach [2] that used multi-dimensional sensor time series and RMS distance. Our 

evaluation has two steps. In the first set of experiments, we investigate the properties of the TSW similarity and then 

compare it to RMS. In the second set of experiments, we demonstrate the results of illness prediction based on TSW 

sensor sequence similarity.  

I. Results for the TSW similarity measure 

Before comparing TSW to RMS we have to choose the best values for the temporal gap parameters g and c (see 

Formula 7). For this purpose, we compute the sensitivity of classifying each sequence as normal/abnormal using the 

dataset shown in Table 3 (columns 2 and 4) and the method described in section Methods.II. To limit our search 

space we set g=0. The variation of the Sensitivity with c for patient #1 is shown Figure 5. Note that times tij in 

formula 7 are given in seconds. 

  

Figure 5. Variation of sequence classification sensitivity vs. temporal gap parameter c 

 

We see that the sensitivity has a sharp maximum around c=0.002. Since the times in (7) are in seconds, it implies 

that our time scale is effectively about 480s/60~8 min. We obtained similar results for the other two residents. 

The classification results obtained using TSW and RMS on the sensor sequences mentioned in Table 3 (column 2 

and 4) as normal/abnormal are shown in Table 4 and 5, respectively.  

Table 4. Sensor sequence classification using  Table 5. Sensor sequence classification  

TSW similarity       using RMS similarity 

  

 

 

 

As it can be seen from above tables, TSW clearly outperforms RMS by about 20-30% in sensitivity and 10-40% in 

specificity. Obviously, sensor aggregation (both temporal and by sensor type) is detrimental to the sequence 

classification. Interestingly, the sensitivity results for resident #3 is lower than for the other two elders, for both 

TSW and RMS algorithms. The reason for the lower sensitivity is that the classification of abnormal days is not as 

reliable as for the normal days. The resident #3 has the greatest proportion of abnormal days in the dataset (has more 

Resident Sensitivity Specificity 

#1 0.89 0.36 

#2 0.96 0.53 

#3 0.48 0.85 

Resident Sensitivity Specificity 

#1 0.66 0.27 

#2 0.71 0.10 

#3 0.16 0.67 
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medical problems than the other two). This could be caused by both the diversity of abnormal days (multiple 

behaviors, possible very different) but also by the subjective labeling of the days as abnormal. 

II. Results for illness prediction 

In the second set of experiments, we performed illness prediction by annotating sensor sequences with UMLS 

concepts from the nursing notes. We describe this process by an example shown in the figure 6.  

 

 

 

 

 

 

 

 

 

 

 

Figure 6. Predicting abnormal days using nursing notes. 

In Figure 6 we have a sensor sequence of resident #2 on February 15, 2006, and we want to classify this day as 

“normal” – no annotation available or “abnormal”- find all related UMLS terms. The system processes this sensor 

sequence with the TSW algorithm to detect the most similar sensor sequences to this pattern in the stored database 

of all past motion sensor sequences for this resident. Then, the system extracts nursing notes associated with the 

selected similar days detected by the TSW algorithm. We apply NLP and UMLS to convert raw text (nursing notes) 

to a set of CUI’s (concepts unique identifiers of the medical terms). Finally, the system identifies the sensor 

sequence of 2006-02-15 as an abnormal day because the similar days, such as 2006-02-13 and 2006-02-11, are 

tagged as “abnormal”, and the system also propose a set of CUI’s as suggested abnormalities concerns (“pain” and 

“antidepressant”).  

While the final version of the system uses all available sensor history, in the following experiments we only used the 

abnormal days (column 4 in table 3), that is the search was conducted only among the “abnormal” days. The scaled 

down experiments were necessary to increase speed as our TSW implementation is not time-efficient at this time. 

Moreover, including the “normal” days requires solving supplementary problems such as what to do when out of 

three most similar sequences two are “normal” and one “abnormal”. The comparison of the annotation results 

obtained with the TSW and the RMS measures are shown in Tables 6 and 7, respectively.  

 Table 6. Sequence annotation using TSW similarity   Table 7. Sequence annotation using RMS similarity 
 

Resident Precision Recall F_Measure 

#1 0.62 0.37 0.46 

#2 0.41 0.9 0.55 

#3 0.44 0.57 0.47 

 

As it can be seen from above tables, the F-measures improved by 4-12% by using the TSW measure, but the 

improvement is not as large as the one observed in Tables 4, 5. The main reason of this outcome is that in this 

experiment we did not use the “normal” days, that is, the days without any annotation. This could be easily done by 

labeling each day without any nursing note with the term “normal” and perform the same experiments as before.  

Study limitations 

We acknowledge that our study has the following limitations: 

Resident Precision Recall F_Measure 

#1 0.51 0.52 0.42 

#2 0.41 0.34 0.35 

#3 0.35 0.54 0.35 

 

Sensor sequence of 2006-02-15 Finding 
similar days 

using TSW 

algorithm 

2006-02-13  
2006-02-11 

Nursing 
notes 

database 

2006-02-13: “Question if she should restart Aricept 5 mg. 

daily and could they evaluate her for an antidepressant” 

2006-02-11: “c/o pain in left antecubital space since 
Thursday.  Blood draw late last week with residual 

bruising around site.” 
 

NLP & 

UMLS 

 
Predicting 2006-02-15 

as an abnormal day: 
“pain”, 

“antidepressant” 

 

Extracting  

most  
similar 

days 

Extracting 
 nursing 

notes 
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1. Our study is based on the fundamental assumption that there is a univocal relation between disease states 

and behavior. While we acknowledge that, for younger, active adults this assumption does not hold, we 

believe that this becomes increasingly true for older, less active adults. 

2. Our patient dataset is small. However, it is not insignificant: it contained 1685 days of sensor data (85.8 

million sensor firings) and 626 nursing notes. We have 47 sensor networks deployed at TigerPlace and we 

plan to extend our study to include our entire resident population. 

3. We did not include all of the available sensors such as Kinect, radar and microphone array. Including vision 

based sensors, such as Kinect, can greatly increase behavior recognition capabilities. We plan to include 

Kinect data in the future studies. 

4. Our sensor sequences represented one 24-hour day, from 0h to 23:59h, which would not allow us to capture 

the similarity of two days, say {d1, d2}, where d1 had one event 5 minute after midnight (hence at the 

beginning of the sequence) and d2 had the same event 5 minutes before midnight (hence at the end of the 

sequence). In future implementations of TSW we plan to search for the similar sequence using a sliding 

window over the entire time frame.  

Conclusions  

In this paper we presented a framework for illness prediction using sensor networks and a temporal Smith Waterman 

(TSW) algorithm. The health patterns were described by NLM CUI terms that were extracted from nursing notes 

using MetaMap, a NLP tool released by NLM. The association between nursing notes and sensor sequences was 

made possible by our unique nursing EHR that captures both sources of information for the TigerPlace residents. 

We tested our framework on a pilot set that consists of 1685 days of sensor data and 626 nursing notes. We 

compared our results with an approach that uses sensor aggregation and a Euclidean-type (RMS) similarity measure. 

In this comparison, the proposed TSW framework outperformed the one based on RMS. In future research we plan 

to add more sensors and residents to our study and to refine the annotation procedure. 
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Linked air quality and vital records data produced a data set containing 348,534 singleton live births and 1,848 

stillbirths to mothers residing within 10 km of one of Ohio’s 57 air monitoring stations. Per trimester and pregnancy 

exposure estimates were calculated for each infant enabling improved analyses to test the hypothesis that airborne 

environmental exposures are associated with pregnancy and newborn complications. 

Background 

Although previous analyses have identified associations between ambient air pollution and adverse pregnancy 

outcomes including preterm birth, small for gestational age (SGA), and stillbirth, (1) the studies have been limited in 

definitions and design by representing exposures at a single time point or with a lack of geographic granularity. 

Limitations in analytic design such as the failure to adequately control for other clinical or socio-demographic risk 

factors as well as oversimplified definitions of outcomes, have further limited the usefulness of previous analyses. 

These limitations are a consequence of an inability to combine relevant data sets residing in incongruent systems. To 

address those limitations, the current study integrates environmental data representing air quality with vital records 

to enable more powerful geospatial analysis testing the hypothesis that common airborne environmental exposures 

are associated with pregnancy and newborn complications. 

Methods 

Vital records obtained from the Ohio Department of Health included 751,123 live births and 4,622 stillbirths 

occurring in Ohio during 2006-2010. As recorded by each of Ohio’s 57 monitoring stations, measures of particulate 

matter with an aerodynamic diameter less than or equal to 2.5 μm (PM2.5) were obtained from the Environmental 

Protection Agency. (2) Monitoring stations were typically located near areas of high population density with nearly 

50% of the population residing within 10 kilometers of at least one station. Rural populations were less well 

represented. The station nearest each geocoded residence location (or centroid of the zip code of residence when 

address information was missing) was identified using ArcGIS 10.1 (ESRI, Redlands, 

CA) and PM2.5 measures were linked to vital records.  

Exposures to PM2.5 during pregnancy were approximated for each infant based 

on residence, though no adjustment was possible for geographic mobility. Day one of 

gestation was approximated from the date of delivery and gestational age estimate 

contained in the vital records. Using monthly average measures from the nearest 

monitoring station, average exposures to PM2.5 were calculated for each trimester of 

pregnancy. A mean exposure was similarly calculated for the duration each pregnancy. 

Pregnancy outcomes including preterm severity, SGA status, and classification of 

spontaneous versus indicated labor were calculated using vital records.  

Results 

The final linked data set represented 348,534 singleton live births and 1,848 

stillbirths within a 10 kilometer range of a monitoring station (see Figure 1). The 

linked data set enables a more rigorous than previously demonstrated analysis of 

common environmental air exposures in pregnancy. The public health implications 

could be significant considering exposure to air pollution is widespread and all 

pregnant women are potentially at risk. 
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Figure 1. Ohio monitoring station 

locations relative to birth density. 
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Abstract	  
The	  diagnosis	  of	  osteoporosis	  has	  traditionally	  relied	  on	  bone	  mineral	  density	  	  
(BMD)	  measurement.	  	  A	  number	  of	  other	  factors	  affect	  a	  physicians’	  decision	  to	  
treat	  osteoporosis,	  including	  family	  history,	  lifestyle	  and	  several	  medical	  factors.	  	  
The	  incorporation	  of	  all	  of	  these	  factors	  into	  a	  treatment	  recommendation	  and	  a	  
decision	  to	  perform	  a	  BMD	  scan	  can	  be	  a	  formidable	  task	  that	  requires	  
considerable	  expert	  knowledge.	  	  Here	  we	  describe	  the	  development	  of	  an	  expert	  
system	  that	  automates	  the	  dissemination	  of	  this	  knowledge.	  	  	  
	  
Two	  models	  were	  created,	  for	  the	  recommendation	  of	  osteoporosis	  treatment	  
and	  recommendations	  for	  BMD	  measurements.	  	  The	  design	  of	  the	  system	  uses	  a	  
knowledge	  mapping	  approach;	  an	  expert	  physician	  was	  queried	  to	  determine	  the	  
clinically	  relevant	  parameters	  for	  each	  model.	  	  A	  rule-‐based	  approach	  was	  then	  
used	  and	  rules	  added	  until	  a	  diagnostic	  could	  be	  made	  for	  every	  possible	  patient.	  	  
A	  panel	  of	  experts	  reviewed	  the	  final	  models.	  
	  
The	  final	  system	  also	  incorporates	  publicly	  available	  data	  relevant	  to	  the	  
treatment	  of	  osteoporosis.	  	  	  The	  software	  outputs	  four	  distinct	  pieces	  of	  
information;	  10	  year	  risk	  of	  major	  fragility	  fractures,	  recommendation	  of	  the	  
time	  for	  BMD	  measurement,	  lifestyle	  recommendations	  as	  well	  as	  specific	  
recommendations	  of	  bone	  protective	  treatment.	  	  
	  
Health	  care	  professionals	  are	  provided	  with	  a	  web	  or	  mobile-‐based	  user	  
interface	  in	  order	  for	  them	  to	  insert	  patient	  data.	  The	  web	  enabled	  C-‐DSS	  then	  
processes	  the	  input	  and	  provides	  instant	  diagnostic	  and	  treatment	  options	  for	  
the	  health	  professionals,	  giving	  non-‐experts	  access	  to	  expert	  treatment	  advice.	  
	  
We	  use	  simulations	  to	  show	  that	  the	  use	  of	  this	  system	  is	  a	  cost	  effective	  method	  
to	  determine	  which	  individuals	  should	  be	  sent	  to	  a	  BMD	  measurement.	  
The	  use	  of	  the	  osteoporosis	  adviser	  reduces	  the	  expensive	  referral	  process	  and	  
waiting	  time	  for	  patient.	  The	  use	  of	  the	  osteoporosis	  adviser	  allows	  for	  the	  
incorporation	  of	  the	  treatment	  recommendation	  of	  leading	  medical	  experts	  into	  
the	  general	  practitioners	  workflow	  with	  minimal	  effort	  and	  time	  commitment.	  	  
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Abstract 
 
Scrubbing identifying information from narrative clinical documents is a critical first step to preparing the data for 
secondary use purposes, such as translational research. Evidence suggests that the differential distribution of 
protected health information (PHI) in clinical documents could be used as additional features to improve the 
performance of automated de-identification algorithms or toolkits. However, there has been little investigation into 
the extent to which such phenomena transpires in practice. To empirically assess this issue, we identified the 
location of PHI in 140,000 clinical notes from an electronic health record system and characterized the distribution 
as a function of location in a document. In addition, we calculated the ‘word proximity’ of nearby PHI elements to 
determine their co-occurrence rates. The PHI elements were found to have non-random distribution patterns. 
Location within a document and proximity between PHI elements might therefore be used to help de-identification 
systems better label PHI. 
 
Introduction 
 
Electronic health records (EHRs) have enabled the accumulation of millions of clinical narratives that can be readily 
used for a variety of secondary use purposes including research,1 which is an important goal of the proposed national 
‘learning health system’.2 Many documents stored in EHRs are unstructured (i.e., free text) rather than structured 
(i.e., coded) due to the greater flexibility in which clinicians can express complex ideas.3 One potential limitation to 
the broader use of these free text documents for research remains the difficulty in accurately removing identifiers in 
order to preserve privacy.4 In the United States, various regulations are in place to preserve patient and research 
subject confidentiality, including both the Health Insurance Portability and Accountability Act (HIPAA) and the 
Common Rule.5, 6 The HIPAA Privacy Rule defines 18 types of identifiers (e.g., Patient Name and Date), or 
protected health information (PHI), which must be removed for a dataset to be considered de-identified under the 
Safe Harbor standard. To achieve this goal with a large corpus of documents, automated approaches are necessary. 
 
Much work has been done to build de-identification systems that can be used to remove PHI in a wide variety of 
contexts and documents. Several recent publications provide good summaries of these efforts including those related 
to rule-based and machine learning systems.7-10 Machine learning systems construct statistical models to predict 
whether an element in a document is PHI. The underlying models incorporate multiple features that are thought to 
be important in discriminating PHI from non-PHI, and in classifying among PHI types. While there is no consensus 
as to which features are most important, many systems include (1) morphological features such as capitalization, 
neighboring words (often within a window of a predefined, relatively small size), and punctuations; (2) syntactic 
features such as parts of speech; and (3) semantic features such as dictionary terms (e.g., names, cities, hospitals) 
which are often incorporated as additional, extrinsic resources to improve the performance.11-21 
 
Most features are based on information found locally near the target word(s) of interest, and these features generally 
do not consider the context in which the targets appear within the global document. One exception was a de-
identification system developed by Aramaki et al. which used a machine learning approach that incorporated 
‘sentence features’ including the sentence position in the record.12 For instance, one sentence feature was divided 
into three categories: (1) the top ten lines; (2) the bottom five lines; and (3) all lines in-between. They also included 
a ‘last sentence’ feature that specifically targeted the last three words in the last sentence of the document. These 
features were incorporated because it was noted that many documents have PHI near the beginning and end of the 
narrative, and this additional knowledge was leveraged to boost the performance of their de-identification system. 
The authors found that inclusion of these sentence features increased the performance of their system, especially for 
ID (medical record number), Date, and Patient Name all of which were often found near the top of the documents. 
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Indeed, many clinical documents have a general structure. The top/header section often contains patient 
demographic information and the bottom/footer section often contains information identifying the signing clinician. 
In between these two regions, many clinical notes follow an overall flow of information modeled after the problem-
oriented medical record initially proposed by Dr. Lawrence Weed nearly 50 years ago.22, 23 Such notes are 
commonly referred to as SOAP notes, for the four main sections that are usually written in the order of Subjective, 
Objective, Assessment, and Plan.24 While this structure was initially developed for paper records, clinicians have 
continued to follow this overall plan with electronic notes.25 
 
The common document structure used by clinicians, and the success with which sentence location was used in a 
prior de-identification system, suggests that richer features about the structure and the layout of the documents could 
be leveraged to improve the performance of de-identification systems. In this paper we present an analysis that 
describes the distribution of PHI among a large corpus of documents with a focus on the location of the PHI 
elements within a document, and with respect to each other. Non-random distributions of PHI elements could imply 
that using additional information, such as location within a document or proximity to other PHI, might result in 
better detection of PHI. 
 
Methods 
 
A. Empiric Dataset 
 
We randomly selected 140,000 documents from the University of Michigan’s (UM) locally developed electronic 
health record (EHR) from decedent hematology/oncology patients. Their vital status was confirmed using two 
sources, the UM EHR and the UM cancer registry. Because of their decedent status this study was determined by the 
institutional review board to be exempt as nonhuman subjects research. A subset of these documents, as well as 
further details on their curation, was reported on in prior studies.26, 27 Clinicians could create notes by dictation or by 
the use of customized templates if typing. The use of section headers was at the discretion of each clinician and no 
standardization for header types or labels existed. However, all notes had a ‘footer’ appended by the EHR with a 
clinician ‘signature’. Dictated notes often had patient ‘header’ data added automatically by the transcription service. 
 
B. De-identification 
 
We used the MITRE Identification Scrubber Toolkit (MIST),11 which uses a probabilistic model in the form of 
conditional random fields (CRF), to de-identify the clinical notes in our corpus. All identifiers were replaced with 
general placeholders, such as [AGE], [DATE], and [PATIENT NAME]. Our de-identification model was trained on 
600 hand-annotated documents in the UM EHR, of which 360 had been used to build a prior model that had 
achieved an F-score of 0.964.28 The distinct PHI types our model used were based on categories that the UM Health 
System’s compliance office had defined in accordance with the standard HIPAA Safe Harbor identifiers. These 
included (1) Address; (2) Age; (3) Clinician Name; (4) Date; (5) E-mail; (6) Health Plan Number; (7) Healthcare 
Facility; (8) Medical Record Number; (9) Patient Name; (10) Phone; (11) Place; and (12) URL. Healthcare facilities 
included hospitals, treatment centers and nursing homes. Clinician names included any care provider names 
including physicians, nurses, therapists, and other healthcare workers. Patient names included all non-healthcare 
workers such as patients, family members, and friends of the patient. Address was specific to actual addresses such 
as ‘1500 East Medical Center Drive’, whereas Place was more generic, such as ‘Ann Arbor, Michigan’. 
 
C. Characterization of PHI Distribution 
 
We identified the location of the PHI placeholders in each document with respect to the length of the entire 
document, and normalized the measurements by length to allow for comparisons between documents of different 
lengths. Overall data were plotted as relative distributions to visualize the most likely location of each PHI element 
type. We compared the differences between 30,000 dictated versus 30,000 typed notes because prior work illustrated 
there are differences in the nature of these two document categories which could have an impact on the performance 
of natural language processing (NLP) systems (and many de-identification algorithms are an application of NLP).27 
We also characterized the differences in PHI distribution among the four most common document types in our 
corpus, using 10,000 notes from each type (see Table 1). For the overall set of 140,000 documents we used the one-
sample Kolmogorov-Smirnov (KS) test (using R version 2.15.3 for OS X) to determine whether the distributions of 
PHI deviated significantly from a uniform probability distribution. We used the two-sample KS test to compare 
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differences between distributions among the 10 PHI types. For the dictated versus typed notes we used the two-
sample KS test to determine differences in PHI distributions among the same note types across both document 
categories. KS ‘D statistics’ and p-values were calculated for all tests. With KS tests, smaller D statistics result when 
two distributions are more similar and larger D statistics are observed when the distributions are more divergent. 
 
D. Determination of PHI Proximity 
 
To study the correlated usage of the PHI elements, we determined the distances between consecutive appearances of 
PHI elements in the clinical notes. A consecutive appearance of two PHI elements (X, Y) is defined as one PHI 
element X followed by another PHI element Y in the same document, with at most 1,000 characters in between and 
without any intervening PHI. This distance is related to the concept of ‘burstiness’ in classical NLP literature.29 
Intuitively, when the average distance between two types of PHI elements is lower than the average distance 
between any two PHI elements, there is a burstiness to the elements. In other words, the usage of the two types of 
PHI elements is more correlated than random. We also included three special entities to use in the proximity analysis, 
which were: (1) START, the start of a clinical note; (2) END, the end of a clinical note; and (3) UNDEFINED, which 
recorded the cases in which there was no other PHI element before or after a given entity within 1,000 characters.  
 
Results 
 
A. Overall metrics 
 
As an example of how the PHI elements were 
distributed throughout the documents, a visual 
representation of 5 documents and the location of PHI 
is shown in Figure 1. 
 
The 140,000 documents in the final corpus had an 
average of 92 lines and 457 words. The documents 
contained a total of 2,553,890 PHI elements. However, 
‘E-mail’ only appeared once in the entire corpus and 
‘Health Plan Number’ only appeared 77 times, so both 
types of elements were removed from the analysis. 
The remaining ten PHI types are shown in Figure 2. 
 
A total of 122 distinct document types were 
represented in the corpus, with the most common 
being ‘Progress Note’ (n = 25,401). There were eight 
distinct document types that each only appeared once 
including ‘Ph Probe Note’ and  ‘Thyroid Biopsy Note’. 
The top 20 most frequently occurring notes types are 
listed in Table 1, with the top 4 document types 
encompassing half (49.7%) of the entire corpus. 
 
 
B. PHI Distribution 
 
The distributions of PHI elements are shown in Figures 2 through 4. In each panel the distribution of PHI is shown 
from the start of a document (top of rectangle) to the end (bottom of rectangle). Figure 2 specifically shows the 
distribution for the ten PHI types across all 140,000 documents in the corpus. D statistics from the KS test are 
reported in Figures 2 and 4. All p-values were < 2.2 x 10-16 and are therefore not individually reported. The PHI type 
Medical Record Number most often appears at the start of the documents whereas Clinician Name and Date are 
usually found at the end. Table 3 reports KS test D statistics for the pair-wise comparisons of PHI distributions 
among the entire document corpus. Age and URL are most similar based on the D statistic whereas Clinician Name 
and Medical Record Number are most dissimilar. 
 

Table 1. The 20 most frequent document types of the 
UM EHR corpus. 
 

Document Type Total % of 
Total 

Progress Note 25,401 18.1 
Letter/Note – Return Visit 22,150 15.8 
Inpatient Consult Follow-up (F/U) 11,788 8.4 
Phone Note 10,266 7.3 
New Inpatient Consult 5,041 3.6 
Nutrition Note 4,475 3.2 
Emergency Department Note 4,004 2.9 
Admission History & Physical 3,920 2.8 
Nursing Note 3,808 2.7 
Discharge Summary 3,558 2.5 
Physical Therapy Inpatient Note 3,438 2.5 
Social Work note 3,167 2.3 
Final Plan 2,994 2.1 
Letter/Note – New Patient 2,670 1.9 
Nursing Progress Note 2,591 1.9 
Initial Evaluation 2,458 1.8 
Procedure Note 2,449 1.7 
Chemotherapy Administration Note 2,322 1.7 
Results Management Note 1,914 1.4 
Occupational Therapy Inpatient Note 1,912 1.4 
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In Figure 3, the distributions of five types of PHI are shown for the four most frequent document types. Caution 
must be used in interpreting some of the panels due to the low number of elements found in some of the document 
types (e.g., Address in Progress Notes). Nevertheless, some patterns are easy to spot visually. Age and Clinician 
Name, for example, each appears to have similar distributions for the two types of inpatient notes (i.e., Progress 
Note and Inpatient Consult Follow-up notes), but are different for the other two note types (i.e., Letter/Note – Return 
Visit and Phone Note). By contrast, Name appears to be distributed across documents types in a more consistent 
manner. Figure 4 compares the distribution for five PHI types across 30,000 typed notes and 30,000 
dictated/transcribed notes. Visually, the distribution of Age as well as Phone appears to be most divergent across 
these two classes of documents, whereas based on the D statistic both Address and Phone are most divergent.  
 
C. PHI Proximity 
 
The average distance between any two PHI elements based on chance alone was 197.8 characters. Thus, any average 
distance less than approximately 200 characters would suggest a non-random distribution of words or, in this case, 
PHI elements. The top 20 pairs of PHI elements (including the 3 special entities START, END, UNDEFINED) that 
co-occurred in the dataset at least 10,000 times each and had an average distance of less than 200 characters are 
shown in Table 2. The pair Date  END can be interpreted to mean that Date preceded the end of a document 
nearly 138,000 times with an average distance of 12.3 characters before the end of the document. Similarly, the pair 
START  Patient Name appeared on average 42.5 characters from the beginning of the document nearly 60,000 
times. Other pairs also occurred frequently in the documents but with a larger distance. These include Date  
Clinician Name (n=96,228; distance 214.4), Age  Date (n=51,06; distance 233.3), Date  Undefined (n=40,276; 
distance 1,627.8), and Patient Name  Patient Name (n=38,275; distance 265.8). 
 
Figure 1. Illustrations of five history and physical notes obtained from the University of Michigan EHR with the 
relative location of PHI highlighted in the text. The EHR automatically appends a ‘signature’ with Clinician Name 
and Date to the end of all documents in the system which is evident in all of the documents shown below. 
 

 

 
  

 
 

PHI key: Age Clinician Name Date Healthcare Facility Patient Name Phone Place 

 
Discussion 
 
There is increasing awareness that documents and the language contained within them can demonstrate non-local 
features30 that exist beyond the typical small word windows that are often used in natural language processing tasks, 
of which de-identification is a subset.31 As mentioned in the introduction, a de-identification system that did use 
similar features (e.g., the location of the sentence in the document) resulted in improved performance.12  Yet these 
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non-local features are not used in readily available de-identification software, such as MIST11 or Health Information 
De-identification (HIDE),15 which both leverage a probabilistic framework of CRFs.  
 
Our analyses demonstrate that PHI is not distributed randomly throughout documents, but rather follows potentially 
predictable patterns. Additionally, the burstiness, or degree in which PHI elements co-occur, is also non-random. 
This information could be used as additional features with which to accurately label PHI in clinical narratives. 
Adding other metadata elements such as document type or a document’s method of creation (e.g., dictated versus 
typed) could also provide useful features to help discriminate PHI from non-PHI.  Prior evidence has illustrated that 
de-identification models trained and tested on the same document type tend to yield better performance than those 
trained and tested on a heterogeneous mix of document types,11 but the type itself has not been leveraged in de-
identification model building. 
 
Based on our findings, we believe there are several possibilities for how this information could be translated into de-
identification algorithms and software tools. First, for the overall distributions, the location within a document could 
be used as a standalone feature in much the same way that characteristics such as part-of-speech or word 
capitalization might be used. Second, the PHI distributions could be pre-computed and be used to prime a prior 
probability of a statistical learning method for detecting such information. Using extrinsic sources to improve the 
performance of de-identification 
tasks has been done before, such as 
using an external dictionary of 
names32 including those derived 
from census data,33 the Internet,19 or 
from names in the EHR itself.34	  
Third, the numerical distance 
between PHI elements can be 
considered as a new category of 
proximity features, which provides a 
more general treatment than using a 
fixed-length window.  
 
We wish to highlight that there are 
similarities between our work and 
that of others. First, a process for 
removing names in pathology 
reports leveraged the observation 
that names often occurred in pairs, 
such as forename followed by 
surname or ‘Mrs’ followed by 
surname.35 In our analysis of 
burstiness, it was found that Patient 
Name  Patient Name appeared on 
average 265.8 characters apart 
rather than being adjacent like the 
prior study. However, the likely 
explanation for the difference of our 
findings from the previous work is 
that we labeled an entire name (first and last) as a single PHI entity (e.g., ‘Mary Smith’ became simply [PATIENT 
NAME]), and thus they would not have been counted as directly adjacent with our approach.  
 
Second, it should be noted that work has been done to utilize non-local features to improve NLP algorithms, albeit 
not specific to de-identification tasks. These have included using non-local dependencies for improving named 
entity recognition algorithms such as using a ‘majority feature’ for labeling entities consistently.36 A majority 
feature will consider identical entities labeled differently and assign all of them to the most common label.  For 
example, if ‘University of Michigan’ was labeled as Healthcare Facility twice and as Location once, all three would 
ultimately be assigned to Healthcare Facility. Other investigations found that including long-distance dependencies 
or global (e.g., sentence-level as opposed to token-level) features in their models improved natural language 

 
Table 2. Distance between PHI entities and the number of co-occurrences. 
Based on the document metrics, average distance of less than 200 
characters suggests a non-random distribution. 
 
PHI Pair 
(initial   subsequent) 

Total Consecutive 
Co-occurrences 

Average Distance 
(characters) 

Address  Place 17,003 0.6 
Patient Name  Med Rec Num 53,347 10.2 
Med Record Number  Date 54,370 11.6 
Date  END 137,853 12.3 
Clinician Name  Address 10,793 13.5 
Clinician Name  Date 194,121 27.0 
Patient Name  Age 45,351 30.1 
START  Patient Name 59,494 42.5 
Phone  Phone 26,782 51.9 
Place  Clinician Name 17,977 52.7 
Date  Date 965,024 55.2 
Clinician Name  Phone 18,263 56.7 
Clinician Name  Clinician 273,381 64.1 
Patient Name  Phone 12,160 80.1 
Phone  Clinician Name 42,850 97.4 
Healthcare Facility   Date 14,812 126.6 
START  Date 37,804 127.9 
Clinician Name  Pat Name 16,214 129.2 
Date  Phone 22,136 134.8 
Phone  Date 13,872 138.2 
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processing tasks.37, 38 More specifically, location features39-41 as well as word distance (in terms of proximity) have 
been used to improve the performance of CRF models.42, 43 
 
Beyond the conflation of forename and surname, there are several limitations to our study. First, while we included a 
large number of documents and document types in our corpus, they were derived from a single institution’s EHR 
system. Additionally, while some PHI elements were well represented, others were rare. However, it may be the 
case that some PHI elements would not need to rely on additional features to boost accuracy since simple patterns 
using regular expressions may already work well enough for highly structured elements such as phone or Social 
Security numbers.33 Second, some of the characteristics of our documents (e.g., number of words) may have been 
slightly changed by removing the identifiers and replacing them with common labels. Third, normalizing PHI 
location as a function of document length may introduce biases and add unnecessary variation that could negatively 
impact performance. Lastly, the identifiers in our document corpus were automatically labeled using MIST,11 which 
derived a model that was built from 600 documents. It is likely that some labeling errors were introduced and some 
of these may have been non-random. However, we believe the impact on our analysis would be small. 
 
Figure 2. Normalized distribution for 10 types of PHI, derived from 140,000 documents. The top of each rectangle 
represents the beginning of a document, and the bottom represents the end. Clinician name (i.e., Clinician), for 
example, mostly appears at the end of documents. Thus, an element near the bottom of the document is more likely 
to be a clinician name compared to the middle. Numbers in parentheses display how many elements were used in 
making the figure. One-sample Kolmogorov-Smirnov D statistics are reported. 
 

     
 Address 

(n=17,830) 
Age 

(n=117,912) 
Clinician Name 

(n=536,303) 
Date 

(n=1,394,046) 
Healthcare Facility 

(n=46,314) 
D statistic: 0.545 D statistic: 0.330 D statistic: 0.483 D statistic: 0.447 D statistic: 0.270 

     

     
Med Record Number 

(n=58,658) 
Patient Name 
(n=229,204) 

Phone 
(n=96,634) 

Place 
(n=40,806) 

URL 
(n=15,095) 

D statistic: 858 D statistic: 0.347 D statistic: 0.153 D statistic: 0.259 D statistic: 0.351 
 
Conclusion 
 
In this analysis we found that 1) PHI is distributed throughout clinical narratives in a non-random manner and 2) the 
co-occurrence of PHI elements often appear together in the document in a non-random manner. We believe this 
information may be useful as additional features are leveraged to further improve the performance of de-
identification systems. Incorporating additional document features, such as section headings,44 could also help 

565



identify the location in which potential PHI elements appear (and may obviate the need for more detailed location 
information) as this has helped with other NLP applications.45-47 Future work should test the merits of these 
measures by incorporating them as additional features into de-identification systems. 
 
Figure 3. Relative distribution of 5 PHI types, comparing the top four most frequently occurring note types. 
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Figure 4. Relative distribution of 5 PHI types, comparing dictated versus typed notes. Two-sample Kolmogorov-
Smirnov D statistics are also reported. 
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Table 3. Two-sample Kolmogorov-Smirnov D statistics for the pair-wise comparisons of PHI elements from the 
corpus of 140,000 documents.  Lower numbers are shaded darker and represent greater similarities between the two 
distributions being compared. 
 

 URL Place Phone Patient 
Name 

Med Rec 
Num 

Healthcare 
Facility Date Clinician 

Name Age 

Address 
 0.279 0.288 0.500 0.269 0.430 0.352 0.510 0.568 0.308 

Age 
 0.079 0.199 0.365 0.139 0.575 0.150 0.545 0.676  

Clinician 
Name 0.651 0.500 0.369 0.580 0.896 0.526 0.275   

Date 
 0.491 0.358 0.422 0.498 0.829 0.461    

Healthcare 
Facility 0.136 0.104 0.225 0.197 0.666     

Med Rec 
Num 0.592 0.600 0.810 0.517      

Patient 
Name 0.191 0.185 0.295       

Phone 
 0.361 0.211        

Place 
 0.154         
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Abstract 

Significant overlap occurs between care provided by emergency medical services (EMS) 

agencies throughout an emergency incident, but these interactions are difficult to evaluate when 

data are held in disparate systems. We developed a record matching algorithm for connecting 

call records across ambulance and fire department data systems to enhance the understanding of 

mutual scene response and interagency patient care roles. Analysis of the integrated records 

enabled a better understanding of EMS response. 
 

Objective: Link ambulance and fire department emergency medical services (EMS) data for enhanced 

understanding of scene responses and roles.   

 

Background: It is common for both an ambulance service and fire department to respond to emergency medical 

calls creating an integrated response over the course of the incident. However, these EMS agencies typically have 

separate data systems which cause gaps in communication and understanding between agencies. For example, fire 

departments do not often receive valid feedback once a patient departs with the ambulance service thus making it 

difficult to evaluate the impact of any patient care provided by the firefighters.  

 

Study Design and Methods: We developed a record matching algorithm using advanced techniques which linked 

records between a local ambulance service and two fire departments. Fields included in the linking process were 

incident date, incident address, patient first and last name, gender, and date of birth. The algorithm first matched 

records by the date of the incident and then based on the similarity of the remaining fields, a weighted aggregate 

similarity score was computed for potential matched pairs. The matching schemes used a combination of advanced 

string matching and ‘Soundex’ based technique for determining the similarity between records. After excluding 

linked records with similarity score < 30%, a manual review was performed to confirm or discard potential matches 

with similarity scores between 30% and 50%.  

 

Results: The algorithm linked a total of 12,125 patient records. After the manual review, 1,722 false positives were 

excluded for a total of 10,403 successfully matched records.   

 

Discussion: Ambulance services and fire departments often provide integrated response to medical emergencies, but 

because EMS agencies commonly retain data in disparate systems it is difficult to study the comprehensive 

prehospital course of a patient. Linking records across EMS systems provides a mechanism for examining the  

efficiency of EMS mutual aid models and the quality of collective patient care that is provided. 
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Abstract 

Electronic Health Records (EHRs) are designed based on ideal-type routines that do not necessarily match how 

work occurs in practice.  To understand the impact of deviations from ideal-type routine, we conducted a multi-

method study of routines and their participants in an interventional cardiology unit.  We found that the nature of the 

routine, visibility of deviations and the strength and quality of relationships between its participants impact if 

deviations from the ideal lead to errors.  This has important implications for designing information systems that 

support routines in practice. 

 

Introduction 

Preventing medical errors has been a long-standing problem in interdisciplinary healthcare work.  One way to 

address this is to develop routines that coordinate work between caregivers [1].  These routines, or repetitive patterns 

of action, have an ideal-type which does not necessarily match the actual performance of the routine in practice [2].  

This is complicated by routines having aspects which are visible to others and others which are invisible, or hidden. 

Routines may also have different levels of complexity and variability. 

 

Because of these characteristics of routines, deviation from the ideal-type routines has varying impact on errors.  We 

sought to understand more about deviations from ideal-type routines including:  how widespread deviations are; how 

often deviations lead to errors; how caregivers deal with the deviations and the relationship between deviations and 

errors.  The results of this can be used to inform electronic health record (EHR) design. 

Methods 

The authors conducted a single-site multi-method case study in the interventional cardiology unit of a community 

hospital in the Midwest.  We conducted interviews and document review to identify a set of ideal-type routines, 

which were validated with participants.  Then, we conducted observations to compare the ideal-types to routines in 

practice.  Results were coded with NVIVO using a coding scheme devised from the literature to identify errors.    

Then, correlations between differences and errors were calculated for the different routines.   

Results 

Differences between ideal-type routines and routines in practice were widespread.  However, differences and errors 

were not necessarily correlated.  It is not simply a difference from an ideal-type routine that leads to an error, but 

other factors such as variability in tasks, the visibility of coordination activities that support the routines and 

communication and relationships.  Where there is strong communication accompanied by good working 

relationships, then deviations are less likely to lead to errors.  This is because caregivers accommodate changes by 

identifying and addressing changes from the ideal.  When this sharing does not occur, the ideal-type routine 

continues without accommodations, which often leads to errors.  

Conclusion 

A broader understanding of communication has important implications for systems design and development. EHRs 

can augment communication and relationships by identifying changes from the ideal and making them known 

among participants.  In addition, EHRs can help improve visibility of the supporting work for routines.   Healthcare 

organizations can use this knowledge to inform design of EHRs and associated routines. 
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Abstract 

The quest for a standardized terminology that can meet the varying needs of healthcare practice, and requirements 
for secondary use, is ongoing. The number of potential users and the number of potential uses for standardized 
terminologies make collaborative development, rather than the traditional de jure approach, an imperative, and 
there appears to be significant worldwide interest in this area. In this article we describe an initiative of the 
International Council of Nurses (ICN), ICNP C-Space (Collaborative Space), which utilized a social media platform 
to encourage and facilitate global collaborative development of its terminology, the International Classification for 
Nursing Practice (ICNP®). We report on several years of experience of managing the platform and provide valuable 
lessons on collaborative terminology development. Our experience suggests that web-based platforms such as ICNP 
C-Space certainly offer the promise of a broader, wider-reaching, and more inclusive community of contributors to 
the terminology development process. However, there are also potential limitations for which we provide practical 
recommendations. 

Introduction 

The ongoing quest for a standardized terminology that can meet the varying needs of practice and requirements for 
secondary use for nursing across the world began nearly half a century ago. To date, despite the large number of 
potential stakeholders, the predominant mode of development for the majority of terminologies appears to have been 
largely by committee. Scholars have argued the need to consult a wider range of experts, research groups and end 
users, and have described projects that have used a more collaborative approach to development through a range of 
tools. Examples include, iCAT, a collaborative authoring tool for the 11th revision of the International Classification 
of Diseases1, and the IHTSDO Workbench which allows collaborative editing and management of SNOMED CT2. 

In this article we describe an initiative of the International Council of Nurses (ICN), ICNP C-Space (Collaborative 
Space), which utilized a social media platform to encourage and facilitate collaborative development of its 
terminology, the International Classification for Nursing Practice (ICNP®)3. We draw on substantial experience of 
managing the platform to discuss advantages and limitations of collaborative terminology development as a 
contribution to global efforts in this space. We conclude with a set of recommendations that may facilitate or 
augment other related initiatives. 

Background 

The ICNP Programme dates back to 19894. It is now a major work stream within the ICN eHealth Programme5. The 
aim of the ICN eHealth Programme is to transform nursing and improve health through the visionary application of 
information and communication technology. ICN considers ICNP to be a major   contributor to that transformation. 
ICNP is a standardized terminology that can support nursing practice and patient care worldwide. In order to achieve 
this, ICNP is built on a formal Web Ontology Language (OWL) foundation6. This formal foundation accommodates 
both interface properties (to facilitate use at the point of care) and reference properties (to facilitate secondary use of 
data and harmonization with other terminologies).  

In common with other contemporary standard healthcare terminologies, ICNP is a sophisticated resource that 
requires considerable input in terms of development and maintenance. The 2013 release of ICNP comprises 783 pre-
coordinated diagnosis or outcome statements and 809 pre-coordinated intervention statements. It also contains many 
more elementary concepts that form the building blocks of the pre-coordinated statements. ICNP has been translated 
from English into 14 languages and there are five publicly-available derived catalogues (or subsets): 

• Partnering with Individuals and Families to Promote Adherence to Treatment 
• Palliative Care for Dignified Dying 
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• Community Nursing (developed in collaboration with NHS Scotland) 
• Nursing Sensitive Outcomes (developed in collaboration with the Canadian Nurses Association) 
• Pediatric Pain Management (developed in collaboration with the Children’s National Medical Center, 

USA) 

ICNP appears within the Unified Medical Language System7, it is recognized by the American Nurses Association 
as a terminology that supports nursing practice8, and it is a Related Classification within the World Health 
Organization Family of International Classifications9. There are harmonization agreements in place between ICN 
and the International Health Terminology Standards Development Organization10 (for SNOMED CT) and 
Sabacare11 (for the Clinical Care Classification). 

As a sophisticated global nursing terminology, ICNP development depends on consensus across a broad community 
of stakeholders. Previously this consensus had been sought, with variable success, using a range of different 
approaches, such as banks of reviewers and expert committees. However, these approaches were hampered by 
relatively cumbersome communication processes (such as in some cases the need to meet in person), which severely 
limited their potential reach and productivity. 

ICNP C-Space was an attempt by the ICN to provide, through contemporary web-based tools and techniques, a more 
inclusive and dynamic approach to terminology development (Figure 1). 

 

 
Figure 1. ICNP C-Space home page with links to terminology resources, discussion boards and groups. 

 

Methods 

ICNP C-Space was developed, using open source tools and resources, as a web-based platform that could support, 
through social media functionality, collaborative working around a number of terminology-related processes and 
artifacts. The resource was tailor-made through a process of incremental development with members of the ICN 
eHealth team and other external partners. The initiative ran from August 2008 to May 2013. We conducted a 
descriptive analysis of C-Space system functionalities and usage. A summary of the findings is presented in the 
following sections, along with lessons learned.  
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Findings 

We identified three major C-Space system functionalities that contributed to the development and maintenance of 
ICNP. The functionalities included support for (a) website administration, (b) terminology enhancement and (c) 
terminology dissemination.  

a) Website administration: Groups, group membership and access rights 

It was expected that groups would have a terminology-related purpose; but it was also expected that the collection of 
groups would fulfill a range of different functions – discussing, reviewing, validating or disseminating. Group 
membership could be controlled in one of several ways: a) open to all i.e. public, b) closed i.e. by invitation only, or 
c) moderated i.e. a request to sign up to a group would be decided by the group manager(s). There were different 
levels of membership that afforded different access rights. Members could be group managers i.e. with full editing 
rights and in control of membership, editors i.e. with full editing rights, or members i.e. with rights to comment but 
not to edit content. Group content could either be made public or hidden at the managers’ discretion. Upon logging 
into ICNP C-Space, discussion board items appearing on the home page for an individual were filtered according to 
the group membership profile of that individual i.e. an individual would see all and only discussion board items 
relating to their own membership groups (along with global items).  

b) Terminology enhancement through focused group activities 

Twelve groups were established over the lifetime of the C-Space project with a focus on ICNP (concept review, 
mapping, catalogue development (see below), translation, implementation, and distribution), on the ICNP 
Consortium of Research and Development Centres and on the ICN Telenursing Network. The size of the groups 
ranged from 2 members to 36 members (this latter group generated the most postings – 13 main postings with 23 
associated comments).  

In line with the aspirations for ICNP to be a unifying framework for the range of terminologies in use to support 
nursing across the world, ICNP C-Space provided a resource whereby users could review mappings between ICNP 
and another terminology and comment on those mappings in order to effect a more consensus-based validation 
(Figure 2). For example, one group was dedicated to the validation of 219 mappings between ICNP diagnoses and 
their equivalent in SNOMED CT (Figure 2). Three hundred and eighty-one individuals with a particular interest in 
nursing terminologies were invited to join the effort. Only 13 became members of the group; and only 3 of these 
commented on the mappings (30 comments in total). There was greater success, but again with a small number of 
people (n= 9), over a more structured mapping activity over a period of 5 months for a Community Data Set in 
Scotland. This activity resulted in a tangible product which was subsequently made available for download from 
ICNP C-Space.  

 

 
Figure 2. Example of a mapping validation template to which registered group members could access candidate 

mappings, providing general or specific comments to advance the discussion. 
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Terminology dissemination: Terminology-related functions and artifacts 

ICNP C-Space supported a range of terminology-related functions, including dissemination of eHealth resources and 
ICNP products. ICNP C-Space Groups, such as the Scottish Community Data Set group, facilitated collaboration 
around several of the terminology-related functions below through discussion, review and commenting. 

1. ICNP browser. A browser was developed that would allow easy navigation of different  releases of ICNP 
and dynamic switching between a range of different spoken languages i.e. if a user was looking at a 
particular concept in English then the language could be changed without the user ‘losing their place’ 
(Figures 3 and 4). This multilingual functionality was essential in supporting translation work, as noted by 
the Norwegian translation team and others.  

2. ICNP catalogues. Subsets of ICNP, along with their organizational structures, documentation and metadata 
such as publication date, author(s) and copyright notices were marked up with XML for rendering as 
templates (Figure 5). 

3. ICNP distribution. ICNP C-Space allowed users to register with ICN and to receive, subject to a standard 
distribution agreement, a computable version of the latest ICNP release. This comprised a compressed file 
of tables (.csv files) covering, among other things: concepts and concept information, hierarchical 
relationships, inactivated concepts and replacements, and a changes log. Translation tables could also be 
selected by users and bundled with the release files. ICNP C-Space also allowed uncontrolled download of 
other formats including pdf files of translations and of hierarchies of pre-coordinated diagnostic and 
intervention concepts (i.e. without elemental concepts), and a representation of ICNP in the Classification 
Markup Language (ClaML), a distribution format adopted by the World Health Organization11. 

 
Figure 3. ICNP C-Space browser showing information in English about a concept and links to parent and child 

concepts. 
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Figure 4. ICNP C-Space browser showing the same information as the previous figure after dynamic switching to 

Norwegian. 

 
Figure 5. Example of an ICNP Catalogue, marked up in XML and rendered as a template. 

 

System usage  

For a very specialized resource, ICNP C-Space had impressive usage, at least in terms of access. During its 5 year 
lifespan, ICNP C-Space attracted over 2000 registered users from approximately 75 countries across the world; the 
number of casual visitors is likely to have been much higher. The resource was well-used, with around 60 unique 
visits and 800 page views per day (note that this latter figure is skewed by the fact that within the browser each 
ICNP concept was referenced by a unique URL – a casual look around the hierarchy would therefore elevate the 
number of page views). The resource had a high stickiness. The bounce rate was very low (less than half the usual 
rule-of-thumb average of 50%) with users spending an impressive average amount of time on the site at nearly 10 
minutes. 

The ICNP Browser was the greatest user attraction with most activity on ICNP C-Space related to its access and use. 
A secondary attraction was the download of ICNP itself in a range of different formats. With visitors coming from 
so many different countries it is likely that the multilingual nature, both of ICNP and, to some extent, of the website 
itself, was a facilitator. 

Discussion and Conclusion 

Several years of experience of managing the ICNP C-Space platform have provided valuable lessons on 
collaborative terminology development. The relatively large number of users and the high level of usage would 
suggest that there is significant interest in this area of work. Over-and-above the collaborative activity itself, 
resources that have real value to users, such as the ICNP Browser or downloads of ICNP in a range of formats, 
appear to have provided important hooks and enhanced stickiness. 

One possible barrier might have been the need to register before being granted permission to contribute. However, 
sign-up to ICNP C-Space was simple and certainly no more onerous than other very widely-used social media 
platforms. And for the large number of registered users, each of whom had already overcome any sign-up burden, 
the level of activity was very low, even for fairly well-prescribed tasks. 
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All group activity on ICNP C-Space was intended to be asynchronous, taking the form of shared discussion boards 
or commenting on specific topics or tasks. The fact that users used the site at different times may have been a barrier 
to activity. Or it may have been that contributing itself was an issue – discussion postings and comments were 
clearly attributed which may have left users feeling exposed to potentially large numbers of viewers.  

Our experience from a number of initiatives would suggest that a small group of identifiable people working closely 
together on a specific task as near to real-time as possible is a more productive approach than a large number of 
anonymous people working in isolation on general tasks asynchronously. Possibly due to the nature of the activities 
or due to the characteristics of its users, ICNP C-Space was most productively-situated as an adjunct to other 
approaches such a telephone or web conferences rather than as a stand-alone vehicle for crowdsourcing. 

The ICNP Browser and downloads may have attracted users to ICNP C-Space and enhanced its ‘stickiness’, but 
these appeared to do little to stimulate group activity around collaborative working. Crowdsourcing is now a well-
established concept, with a wide range of initiatives leveraging the often modest contributions of large communities 
of users to fulfill a range of services13. The original ambition for C-Space was similarly to draw on a large number 
of interested and active contributors (i.e. maximizing the ‘number of eyes’ on an issue); however this was not 
realized. 

Our experience suggests that web-based platforms such as ICNP C-Space certainly offer the promise of a broader, 
wider-reaching, and more inclusive community of contributors to the terminology development process. We would 
recommend that other similar initiatives, within and outside nursing, endeavor to: 

• Identify individuals or groups who can commit to active collaboration and meaningful contribution 
• Be clear about the task in hand and communicate that effectively to potential participants 
• Form a trusted community where appropriate risk-taking (‘sticking ones neck out’) is embraced 
• Use additional tools and techniques to enhance communication, maximizing opportunities for synchronous 

working 
• Stay small, stay focused and, perhaps obviously but most importantly, work together.  
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Introduction and Background:  Primary care physicians struggle to confidently, safely, and 
effectively manage chronic pain1. Notably, physicians often struggle to manage chronic opioid 
therapy (COT) because of concerns about misuse, abuse, diversion, and controlled substance 
regulations. In this study, our objectives were to (1) understand primary care physicians’ 
information needs and decision making processes when initiating and managing COT for 
chronic noncancer pain (CNCP), and (2) identify physicians’ perceptions of how electronic 
health records (EHRs) may help them more safely and effectively manage COT.    
 
Methods:  We conducted a qualitative interview study of fifteen family medicine and general 
internal medicine physicians from nine practices in north‐central Florida. Each physician 
participated in a 30‐45 minute semi‐structured interview and answered questions about their 
approaches to managing CNCP and COT. The questions included probes on how physicians seek 
and use information when initiating opioids, monitoring opioids over time, and assessing opioid 
risks and benefits.  Also, physicians were asked to describe how they use or would like to use 
electronic health records (EHR) to help them manage COT. Interview transcripts were analyzed 
by two coders using an open coding process to identify themes.  
 
Results:  Seven men and eight women participated, with post‐medical school experience 
ranging from three to 32 years. Most physicians emphasized the need for objective pain data, 
medication risk and benefit data, and standard care processes. Also, with respect to using EHRs, 
many physicians thought that EHR tools, such as summary dashboards, checklists, point‐of‐care 
reminders, and regulatory information, could help make pain care less burdensome and more 
evidence‐based. However, key decision making differences emerged across two dimensions. 
Some physicians were opioid avoiders while others were more frequent opioid prescribers. 
Moreover, some physicians employed relatively intuitive decision processes in arriving at their 
care decisions while others employed more detailed and explicit decision strategies.  
 
Discussion and Conclusion: This study identified information needs, decision processes, and 
EHRs beliefs that can be used to help design usable EHR‐based decision support tools for CNCP 
and COT management. However, consistent with dual processing models of decision making, 
physicians varied in whether or not they employed explicit versus intuitive strategies when 
initiating and monitoring opioids. Therefore, to ensure usable and useful EHR‐based 
interventions, future work should develop and evaluate decision support tools that 
accommodate physicians’ differing approaches to CNCP and opioid prescribing.  
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Abstract   
Personalized medicine, supported by integration of genomics into clinical care, is complex and affects numerous 
stakeholders. Human-centered design that engages stakeholders in software development offers an innovative 
paradigm for designing effective clinical decision support (CDS) that leverages genomic data. To inform user-
interface (UI) development, we involve stakeholders in design activities guided by pharmacogenomic use cases for 
Carbamazepine and HLA*B1502. Our work illustrates several strategies that are shaping future implementation of 
effective CDS for personalized medicine.  
Introduction 
Genomics promises to revolutionize medicine by facilitating personalized approaches to patient care, such as 
genetically-guided prescribing. For example, integrating pharmacogenomic knowledge into the electronic medical 
record (EMR) can trigger prescribing recommendations through CDS based on a patient’s genomic data. Although 
well-designed CDS has the potential to improve care quality, safety, and efficiency, a range of barriers limit 
effective implementation, from governance to technical challenges. In particular, improving the UI is a top-ranking 
CDS grand challenge that calls for a new paradigm. In addition to best design principles, critical guidance comes 
from the direct involvement of target users in human-centered design (ISO 9241-210:2010). Because of its participatory 
focus, this sociotechnical paradigm can capture insights into complexities of genetically-guided CDS.  
Human-centered design (HCD) of genetically-guided CDS 
HCD engages stakeholders throughout software development for iterative feedback and refinement to help ensure 
that innovations meet their intended aims and use. We apply HCD to develop design prototypes used to assess the 
feasibility of genomic integration into clinical care. Drawing upon a rich set of human-centered techniques, we focus 
on the UI design of genetically-guided prescribing alerts within the larger context of prescribing workflow for drug-
genotype interactions. We employ the following 4 phases of HCD: 
Understanding the context of use: Guided by needs assessment with institutional leadership through participant 
observation and key informant interviews, we developed use case scenarios and workflow models of current and 
future prescribing practice supported by genomic integration. Drawing upon contextual inquiry, we leverage critical 
incidents, storyboards, and mock ups in interviews to elicit needs, verify workflow, and characterize context of use. 
Specifying requirements: Based on context of use, we engage clinicians in participatory design to specify design 
requirements (e.g., CDS content, layout, interaction, navigation). We first create wireframes that illustrate select 
design alternatives. Next, we convene groups of 4-6 clinicians to co-design, by critiquing and expanding upon those 
alternatives, and then to prioritize solutions that document required features for prototyping.  
Producing design solutions: We apply rapid prototyping to produce priority solutions as sample designs that can be 
evaluated with target users. Although prototypes can vary from lower fidelity (e.g., static screens) to higher fidelity 
(e.g., clickable html), these lightweight, provocative designs emulate the look and feel of fully functional CDS.  
Evaluating solutions: To evaluate prototypes, we engage clinicians in usability testing to record their interaction 
while completing structured tasks guided by use case scenarios. The clinician “thinks aloud” during tasks to elicit 
design barriers that prevent intended interaction. Findings inform design enhancements for refinement.   
Conclusion 
The promise and complexity of personalized medicine calls for engaging stakeholders whom genomic integration 
will affect. We are capturing this essential input through human-centered principles, which points to the importance 
of consensus around evidence of improved health outcomes, factors affecting institutional to support, and viewing 
CDS within the broader workflow context to ensure that genetically-guided CDS meets stakeholder needs. 
Acknowledgement: We thank the eMERGE Network and NHGRI #U01HG006375. 
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Abstract 

Developing methods to identify unusual clinical actions may be useful in the development of automated clinical 

alerting systems. We developed and evaluated a data-driven approach for identifying clinical actions such as 

omissions of medication orders or laboratory orders in the intensive care unit (ICU) that are unusual with respect to 

past patient care. We generated 250 medication-omission alerts and 150 laboratory-omission alerts using a database 

of 24,658 ICU patient admissions. These alerts were evaluated by a group of intensive care physicians. Overall, the 

true positive alert rate was 0.52, which we view as quite promising. 
 

Introduction 

Medical errors remain a significant problem in healthcare. We developed an outlier-based monitoring and alerting 

method that relies on past patient data and on statistical methods for the identification of unusual clinical actions 

[1,2,3]. We evaluated our approach on EMR data for ICU patients. Our conjecture is that the detection of unusual 

clinical actions (e.g., medication orders and lab orders) will help identify medical errors. We believe outlier-based 

monitoring and alerting can complement the use of knowledge-based alerting systems that are currently deployed, 

thereby improving overall clinical coverage of current alerting systems. 
 

Methods 

We used electronic medical record (EMR) data from 24,658 ICU patient stays that included time-stamped data on 

medications, laboratory and physiological measurements. Each patient stay record was segmented into several time-

series of increasing lengths of time (in 24 hour increments), and each time-series was summarized by a vector of 

over 12,500 temporal features [3,4]; this vector represented a patient instance. The data was split into a training set 

of 225,894 patient instances and a test set of 104,698 patient instances. We built a Support Vector Machine (SVM) 

model for predicting each type of action (medication orders and laboratory orders) from the training set and applied 

the models to the test set for identifying omissions of medication orders and laboratory orders.  

We developed an alert score [2,3] computed from the SVM model predictions which measures how unusual the 

actions for the patients are.  The alert score allows rank-ordering of alerts that are generated for each action and also 

allows the control of the rate at which alerts are raised for each clinical action by selecting an alert score threshold. 

We control the alert threshold as follows. Let A be a specific clinical action (e.g., aspirin order) and PosRate(A) be 

the average rate at which that clinical action is done (e.g., rate at which aspirin is prescribed in the ICU population). 

We limit the clinical action alert rate to AlertRate(A) = α x PosRate(A) where PosRate(A) is estimated from the 

training set. With this method, the alert rate can be increased or decreased by changing the multiplier α. 
 

Results 

We built SVM models for 1075 different medication orders and 222 types of laboratory orders. Out of all the alert 

models, 99 laboratory and 156 medication omission models were strong alert models based on ≥ 0.75 AUC ROC 

and ≥ 0.3 positive predictive value thresholds. From the strong models we randomly selected 85 medications and 45 

labs models and used them to generate 400 alerts that included 250 medication-omission alerts and 150 laboratory-

omission alerts. The alerts were evaluated by 16 physicians from the Departments of Critical Care Medicine and 

Surgery. Based on the evaluations, the true positive alert rate (TPAR) using α=0.05 is 0.52, which we view as quite 

promising. The TPAR for medication-order alerts and the same threshold was 0.44 and the TPAR for laboratory-

order alerts was 0.66. Given α=0.05 and the strong alert models identified in the study, we estimate the outlier-based 

alerting system (if deployed) would raise in between 0.55 to 0.95 alerts per patient per day.  
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Abstract 

BioPortal contains over 300 ontologies, for which quality assurance (QA) is critical. Abstraction networks (ANs), 
compact summarizations of ontology structure and content, have been used in such QA efforts, typically in a “one-
off” manner for a single ontology. Ontologies can be characterized—independently of knowledge-content focus—
from a structural standpoint leading to the formulation of ontology families. A family is defined as a set of 
ontologies satisfying some overarching condition regarding their structural features. Seven such families, 
comprising 186 ontologies, are identified. To increase efficiency, a new family-based QA framework is introduced in 
which an automated, uniform AN derivation technique and accompanying semi-automated, uniform QA regimen are 
applicable to the ontologies of a given family. Specifically, across an entire family, the QA efforts exploit family-
wide AN features in the characterization of sets of classes that are more likely to harbor errors. The approach is 
demonstrated on the Cancer Chemoprevention BioPortal ontology. 

Introduction 

Modern biomedical science is impossible without the management and integration of large data sets. Moreover, the 
proliferation of interdisciplinary research efforts in the biomedical field is fueling the need to overcome 
terminological barriers when integrating knowledge from different fields into a unified research project. Thus, 
biomedical research needs the support of well-developed and well-maintained ontologies that provide structured 
domain knowledge for data integration, natural language processing, and decision support [1, 2]. 

The National Center for Biomedical Ontology (NCBO) provides an encyclopedic repository of over 300 ontologies 
within a uniform development and visualization system covering many different domains. We denote the ontologies 
hosted in BioPortal as BP ontologies. As BP ontologies underlie various Health Information Systems (HIS), 
Electronic Health Record (EHR) systems, Health Information Exchanges (HIEs) and healthcare administrative 
systems, the BioPortal is growing in importance. With the BioPortal framework maturing, the time has come to 
stress the significance of quality assurance (QA) methodologies for BP ontologies and to further develop them. 

Abstraction networks (ANs) are compact networks summarizing the structure and content of ontologies. ANs have 
been derived in uniquely tailored ways for various individual ontologies. These ANs include: an object-oriented 
schema for the Medical Entities Dictionary (MED) [3]; the Refined Semantic Network for the UMLS [4]; and 
various area and partial-area taxonomies for SNOMED CT [5], NCIt [6], Ontology of Clinical Research (OCRe) [7], 
Sleep Domain Ontology (SDO) [8], and Ontology for Drug Discovery Investigations (DDI) [9]. These ANs were 
shown to support orientation into the ontologies’ content and structure and have been used to support their QA. 
However, it would not be practical to derive a unique type of AN for each individual BP ontology. Because the large 
majority of BP ontologies are released in OWL or OBO formats, many of them share a common underlying 
structure, such as the usage of domain-defined object properties. We define a family of ontologies as a set of 
ontologies satisfying some overarching condition regarding their structural features. By structural features, we refer 
to knowledge elements of classes of an ontology such as kinds of object properties, classes with multiple parents and 
data properties. Unique combinations of structural features can be used to group BP ontologies into a family. 

In this paper, we identify seven families according to combinations of conditions regarding various structural 
features available in BP ontologies. For example, one family consists of those ontologies with object properties 
given explicitly defined domain and ranges. Another family contains ontologies with object properties either used as 
restrictions on classes or given explicitly defined domains and ranges. We collect details and metrics of structural 
features for 186 BP ontologies and classify each into the proper family. 
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The organization of ontologies into families serves as the foundation for a new family-based QA framework for 
ontologies, utilizing a uniform AN derivation technique and uniform AN-based QA regimen for a whole family of 
ontologies. Such streamlining AN derivation QA process will result in higher efficiency and lower cost of QA. As 
an illustration of the framework, we apply it to the Cancer Chemoprevention Ontology (CanCo) [10, 11]. The AN 
for the CanCo is presented. The results of an initial QA review of CanCo based on its AN are given. 

Let us note that we do not completely present the new family-based QA framework, although the various aspects of 
the framework are illustrated using examples. By identifying the structural features defining such families of 
ontologies, and classifying ontologies into the families, we lay the groundwork for the family-based QA framework. 
This framework will enable automated AN derivation and semi-automated QA regimens, bringing to bear computer 
support for the QA of many biomedical ontologies. 

Background 

The NCBO BioPortal 
BioPortal is a repository and uniform development and visualization system for biomedical ontologies provided by 
the National Center for Biomedical Ontology (NCBO) [12]. BioPortal contains over 300 biomedical ontologies 
developed in the Web Ontology Language (OWL) [13], Resource Description Framework (RDF) [14], Open 
Biological and Biomedical Ontologies (OBO) [15] format, Protégé frames, and Rich Release Format. It also 
provides tools for browsing, developing, editing, and visualizing ontologies to support research in the biomedical 
sciences.  

The NCBO BioPortal has been used in various research projects on biomedical ontologies. Mortensen et al. [16] 
encoded the Ontology Design Pattern (ODP) from several BP ontologies to facilitate ontology development. Bail et 
al. [17] examined the justifications from an independently motivated corpus of actively used BP ontologies and 
exhibited the structural features represented in description logic (DL). Ghazvinian et al. [18] analyzed 53 BP 
ontologies, identified OBO Foundry candidates and examined their level of term reuse and overlapping.  

Abstraction Networks 
All but the simplest ontologies are large, complex and heavily interconnected. Thus, diagrammatic displays of 
ontologies have long been preferred over textual representations. Such diagrams typically take the shape of 
“node/box and link/arrow” pictures. BioPortal supports a text-based browsing environment, along with a concept-
centric diagram display functionality based on FlexViz, a graph based visualization tool [19]. However, when 
ontologies become large, the advantages of diagrammatic representations disappear, and the graphical representation 
cannot  support ontology orientation and QA efforts. Thus, an alternative compact network, called an abstraction 
network (AN), summarizing the structure and content of an ontology, can be utilized to make an ontology more 
comprehensible. An AN consists of nodes connected via child-of hierarchical relationships. Figure 1 demonstrates 
the general process of deriving an AN from a small ontology of 25 classes (small ovals on the left side). As can be 
seen on the left, six groups (large ovals) are identified and each is subsequently mapped to and represented by one 
node on the right side. The derived AN consists of nodes, seen as rectangles, and the child-of links connecting them. 
The exact nature of the mapping of subsets of the ontology’s classes to AN nodes is separately defined as part of the 
derivation methodology for each type of AN. By its nature, an AN provides a high-level compact view of the 
original ontology and can serve as a good entry point for the exploration of its structure and content. 

 
Figure 1. General process of deriving an abstraction network from an ontology 

Structural Features of BP Ontologies 
In OWL, an object property is an important ontological element, used to relate classes and represent potential 
relationships between class instances. In ontologies, object properties are utilized in several ways. Object properties 

Ontology of 
Classes 

Abstraction 
Network of Nodes 
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can be given explicitly defined domains and ranges, i.e., global limitations on instantiation. An object property’s 
domain and range can consist of any number of classes from the ontology. 

Below is an example in Manchester OWL Syntax of an object property with an explicitly defined domain and range 
taken from CanCo. In this example the object property is named has disease location and has Disease class as its 
domain, and Organ class defined as its range. Any instance of has disease location must have a domain that is a 
disease and a range that is an organ. 

ObjectProperty: has_disease_location 
 Domain: Disease 
 Range: Organ 

Object properties can also be utilized in class restrictions, such as in subclass axioms and class equivalence axioms. 
Class restrictions are a less strict, local, limitation on the instantiation of object properties. The use of restrictions is 
more flexible than rigorously defining the domain of every object property and is a common way object properties 
are utilized (see Results).  

The ANs we derived for OCRe [7] and the SDO [8], both available in BioPortal, utilized object properties to create 
different types of area taxonomies and partial-area taxonomies (taxonomies for short). Taxonomies are a type of 
dual-level (area and partial-area) AN that group together classes of similar structure and semantics. Taxonomies are 
used to support orientation and QA of ontologies by highlighting groups of concepts that have a higher likelihood of 
error. For more details on defining taxonomies see Illustration Section and [5, 7, 8]. 

For example, the taxonomies derived for OCRe Entity hierarchy utilized only object properties which had explicitly 
defined domains. For the SDO taxonomies we considered either object properties with explicitly defined domains or 
object properties used in class restrictions or both to create three different kinds of taxonomies, each of different 
granularity [8]. A preliminary analysis of the Gene Ontology (GO) (with cross maps to ChEBI) showed that we can 
derive taxonomies using object properties used in class restrictions on subclass axioms and in class equivalence 
axioms. 

Data properties (attributes) are similar to object properties except the range is a literal value, such as a number or 
character string. Like object properties, data properties can be given explicitly defined domains or be used in class 
restrictions. Our previous research has focused on using only object properties to derive taxonomies, but by 
modifying our derivation methodologies, data properties can potentially be used independent of, or in conjunction 
with, object properties for deriving new kinds of taxonomies. Below is an example of a data property, has sequence, 
taken from CanCo, with a domain consisting of two classes, Protein and Nucleic Acid, and a range value defined as 
a character string. 

DataProperty: hasSequence 
    Domain: Protein, NucleicAcid 
    Range: xsd:string 

Ontologies are organized in a hierarchical structure where the more general classes are at the top and the most 
specific classes are at the bottom. Ontology hierarchies can be organized either as a directed acyclic graph (DAG), 
where classes can have multiple superclass, or as strict tree structures where each class can have at most one 
superclass. Hierarchical relationships can be utilized in deriving abstraction networks as we demonstrated in [20].  

Quality Assurance of Biomedical Ontologies using ANs 
ANs have typically been used for QA of ontologies in a “one off” manner, one ontology at a time. Previously, ANs 
were designed individually for SNOMED CT [5], NCIt [6], MED [3], UMLS [4], OCRe [7], SDO [8], and DDI [9]. 
These ANs were shown to support semi-automated QA of the underlying ontologies by algorithmically identifying 
sets of classes (or concepts) that are more likely to be erroneous than the general class population. In particular an 
AN supported the exposure of errors and inconsistencies missed by a DL classifier [21]. Examples of such sets of 
concepts in SNOMED include small partial-areas, strict-inheritance regions [22], and sets of overlapping concepts 
[23] corresponding to nodes in a specific kind of AN called the disjoint partial-area taxonomy [20].  

Methods 

As mentioned, our goal is to create widely applicable uniform AN derivation algorithms and uniform QA 
methodologies that will work for many ontologies without modification. To accomplish this, we have to group 
ontologies into families that exhibit similar structural features. For these families, we can then uniformly, 
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algorithmically derive an AN for each ontology of a family. The structural features must be (a) common enough to 
create families of meaningful sizes; and (b) useful for deriving ANs capable of supporting orientation and QA. The 
Web Ontology Language (OWL) and the Open Biological and Biomedical Ontologies (OBO) formats are standards 
based on description logic (DL) that provide a common model for creating ontologies. Most of the ontologies in 
BioPortal are released in one of these two formats, while some ontologies are released in Rich Release format (RRF). 
Using the ontological knowledge elements defined for OWL and OBO (e.g. classes, object properties, data 
properties, subclass axioms, etc.), which we refer to as structural features of an ontology, we can classify ontologies 
into uniform families of similar structure based on the existence or non-existence of these structural features. 
Naturally, we focus on features that have been shown in our previous research to support the derivation of ANs, for 
example, relationships were used for area taxonomies of SNOMED CT [5]. Data properties (as well as relationships) 
were used to derive an AN for the MED [3]. Hierarchical relationships were used to derive disjoint partial-area 
taxonomies for SNOMED CT [20]. Concept sets defined by those structural features were shown to exhibit error 
concentration rates that were statistically significantly higher than error concentration rates for control sample sets.  

Ontology Classification 
Object properties are widely used in ontology development and introduce a significant amount of knowledge into an 
ontology. Given a set of ontologies, each ontology can be classified into one (or potentially more) families based on 
the existence or nonexistence of the previously defined conditions regarding structural features. In this initial study 
we classify ontologies into seven disjoint families with classification priority given to structural conditions that have 
been proven useful for deriving ANs. In each case, taxonomies were successfully shown to support orientation and 
QA of the underlying ontology. 

 

Figure 2. A binary decision tree for classifying ontologies into seven disjoint families 

Object properties play a very important role in ontologies since they represent the semantic connections between 
classes, expressing the domain knowledge of the ontology. The importance of object properties is manifested, for 
example, in the consideration of classes of ontologies as primitive if they miss some object properties. Thus we have 
chosen them to initially separate families into two disjoint groups: those with object properties and those without 
object properties. These high-level groups dictate the type of AN that can be derived for the ontologies of a family. 
These two groups can be further refined.  

Two of the largest and most used ontologies in BioPortal, SNOMED CT and NCIt, share a similar ontological 
model which is based on description logics. We consider the model of these two ontologies separately from the rest 
of our sample, and classify them in a separate family since all their relationships are instantiated because each pair 
of concepts connected by a relationship is concretely linked. In constrast all other BP ontologies’ objet properties are 
potential connections between classes, with only parts of them instantiated with concrete links. In previous work we 
derived taxonomies for SNOMED CT [5] and NCIt [6] using both their lateral and hierarchical relationships. 
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The ontologies that have object properties are further divided into 4 disjoint subgroups: 1. Ontologies that have all 
their relationships instantiated (e.g. NCIt). The remaining ontologies in this group are further divided as follows. 2. 
All object properties have only explicitly defined domains. 3. All object properties are only used as class restrictions. 
4. The object properties either have explicitly defined domains or are used as class restrictions. The second group of 
ontologies, which do not have object properties, are divided into three disjoint subgroups. 5. The first subgroup 
consists of ontologies that have some classes with multiple parents. Ontologies without multiple parents are further 
divided into 6. ontologies with data properties and 7. ontologies without data properties. In this way, ontologies are 
grouped into seven disjoint families that exhibit different structural conditions.  

Figure 2 illustrates a binary decision tree for classifying ontologies into families. The diamond boxes represent the 
conditions and the rectangles represent the seven enumerated families of ontologies, plus the starting point. 

Generalizable Design of Abstraction Networks for Families 
Previously, AN-based QA was a “one at a time” methodology; the research developing techniques for deriving ANs 
and developing QA methodologies was done on a per-ontology basis. The process of AN derivation utilizes 
structural elements from an ontology to algorithmically create a “summary.” Therefore, by deriving ANs using the 
set of structural features common to a family, ANs can be derived uniformly and automatically for each member of 
the family. 

We will illustrate this generalizable AN-based QA methodology by deriving a partial-area taxonomy for the Cancer 
Chemoprevention BioPortal Ontology (CanCo) [10, 11]. All of the object properties in CanCo are given explicitly 
defined domains. Therefore, we can utilize the same taxonomy derivation methodology that we previously 
developed for OCRe, since both ontologies belong to Family 2. We performed a review of the different partial-areas 
of the CanCo’s taxonomy, demonstrating how anomalies in the taxonomy design highlight classes with a high 
likelihood of modeling problems. 

With over 300 BP ontologies, and many more biomedical ontologies not hosted in BioPortal, it is necessary to create 
software for automatically deriving and visualizing ANs for families of ontologies. In previous work, we developed 
the Biomedical Layout Utility for SNOMED CT (BLUSNO) [24], a tool for automatically deriving and visualizing 
ANs for SNOMED CT. Our experience with BLUSNO will guide the development of a utility called the Biomedical 
Layout Utility for the Web Ontology Language (BLUOWL). In an early prototype of BLUOWL, users can select an 
ontology expressed in OWL from the family of BP ontologies with only object properties with explicitly defined 
domains (and other similar families), and BLUOWL generates a partial-area taxonomy on the fly. The resulting 
diagram can be manipulated by the user. The partial-area taxonomy for CanCo (see Figure 3) was derived using the 
BLUOWL prototype.   

Results 

Between September 2012 and January 2013 we collected 210 distinct BP ontologies, representing 64% of the 330 
BP ontologies available. In addition to SNOMED CT and NCIt, only ontologies released in OWL and OBO formats, 
were considered. We converted each ontology from the stated view to the inferred view, to utilize all inferable 
axioms, using the Hermit reasoner [25]. We did not investigate 24 ontologies for various reasons.  

Our final sample set consisted of 186 ontologies and included the Gene Ontology (GO), Foundational Model of 
Anatomy (FMA), Ontology for General Medical Science (OGMS), Ontology of Clinical Research (OCRe), Sleep 
Domain Ontology (SDO), Vaccine Ontology (VO), Infectious Disease Ontology (IDO), and others. In total, 115 
ontologies were in OWL format, 70 were originally in OBO format, and two in flat file format. 

Commonality of Structural Conditions 
Prior to creating families of ontologies, we had to ensure that enough ontologies exhibited a particular structural 
condition to meet the criterion that a family is of meaningful size. Table 1 lists the numbers of BP ontologies for 
each of the structural features that we utilized to analyze the ontologies. For brevity, we use in Table 1 and onward, 
abbreviated names for those features. For example, object properties with explicitly defined domains are called 
domain-defined object properties. If used in class restrictions, they are called restriction-defined object properties. 

From Table 1 one can see that there are some ontologies with both kinds of object properties. In fact, 62 ontologies 
have some domain-defined object properties and some restriction-defined object properties. Nineteen ontologies 
have only domain-defined object properties and 69 ontologies have only restriction-defined object properties. 
Furthermore, 71 out of 186 ontologies have data properties.   

For ontologies without object properties, hierarchical structure conditions can potentially be used for AN derivation. 
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There are nine ontologies without object properties having some classes with multiple parents. They are APO, FBSP, 
HEALTHINDICATORS, HOMHARVARD, HP, IMMDIS, OGMD, PEDTERM and YPO. 

     Table 1. Ontologies in our sample set which exhibited a particular structural condition 

Characteristic # Ontologies w/Characteristic % of Sample (n = 186) 
Object properties (total) 150 80.6 
Domains defined object properties 81 43.5 
Restriction-defined object properties  131 70.4 
Data properties (total) 71 38.2 
Multiple parents (DAG) 110 59.1 
No multiple parents (Tree) 76 40.9 

Members of Families 
Table 2 lists the families of ontologies which have object properties or with instantiated relationships. Since our 
families were defined as disjoint, the numbers in Table 2 are not coming from Table 1, but from the disjoint partition 
described above, e.g., there are 19 ontologies with domain-defined object properties.  

Table 2. Families for ontologies that have object properties (relationships) 
Family Structural Condition # Ontologies Samples 

1 All relationships instantiated 2 SNOMED CT, NCIt 
2 With only domain-defined object 

properties 
19 Cancer Chemoprevention Ontology (CanCo) 

International Classification of Functioning, 
Disability and Health (ICF) 
Physical Medicine and Rehabilitation (PMR) 

3 With only restriction-defined 
object properties 

69 Gene Ontology (GO) 
Cereal Plant Development (GRO_CPD) 
Host Pathogen Interactions Ontology (HPIO) 

4 With either domain-defined 
object properties or restriction-
defined object properties 

62 Sleep Domain Ontology (SDO) 
Infectious Disease Ontology (IDO) 
 

Table 3 lists the families of ontologies that have no object properties. As for Table 2, the numbers are computed 
from the disjoint sets above. 

Table 3. Families of ontologies that have no object properties (relationships) 
Family Structural Condition # Ontologies Samples 

5 Classes with multiple 
parents 

9 Ascomycete phenotype ontology (APO) 
Human Phenotype Ontology (HP) 
Ontology of Glucose Metabolism Disorder (OGMD) 

6 Classes without multiple 
parents and with data 
properties 

3 Cell Behavior Ontology (CBO) 
CareLex  

7 All classes without multiple 
parents and without data 
properties 

22 Ontology for General Medical Science (OGMS) 
Reproductive trait and phenotype ontology (REPO) 
Sample processing and separation techniques (SEP) 

Table 4. Sample of ontologies that have only domain-defined object properties 
Ontology Name # Classes # Object Properties 

Animal natural history and life history (ADW) 364 16 
Biomedical Resource Ontology (BRO) 487 17 
Cancer Chemoprevention Ontology (CanCo) 127 37 
International Classification of Functioning, Disability and Health (ICF) 1595 41 
Physical Medicine and Rehabilitation (PMR) 137 14 
RAPID Phenotype Ontology (RPO) 1544 157 
Student Health Record (SHR) 343 35 
Syndromic Survaillance Ontology (SSO) 176 11 
Top-Menelas (Top-Menelas) 524 296 
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Table 4 lists a sample of ontologies in Family 2, i.e., those with only domain-defined object properties.  

In the next section, we illustrate for the CanCo ontology of this family how the taxonomy created automatically by 
BLUOWL looks and we describe QA work for CanCo, based on the CanCo taxonomy. This example is intended to 
illustrate the viability of the family-based QA framework.  

Illustration for the Cancer Chemoprevention Ontology (CanCo) 
To illustrate the viability of the family-based QA framework, we have chosen the Cancer Chemoprevention 
Ontology (CanCo) from the domain-defined family, with 127 classes and 37 object properties. The Basic Formal 
Ontology (BFO), an upper level BP ontology [26], was fully migrated into CanCo for reuse in its design. The 
BLUOWL prototype is already able to automatically generate and display any domain-defined taxonomy of Family 
2. For example, the taxonomy for CanCo appears in Figure 3. 

Let us describe the elements and structure of such a taxonomy. An area is defined as the set of all classes that are 
explicitly defined or inferred as being in exactly the domains of a given set of object properties O. The list of names 
of the object properties is used to name the area. We define a root of an area as a class that has no parents in the 
same area. An area may have more than one root. A root of an area defines a partial-area as a set of classes that 
includes the root and all its descendants in the area. Partial-areas are connected by child-of links derived from the 
underlying IS-A relationships. Specifically, a partial-area A is child-of partial-area B if a parent of A’s root resides in 
B. The number of classes (including the root) in each partial-area is shown in parentheses.  

In the partial-area taxonomy of CanCo, areas, for every existing set of object properties in the ontology, are 
organized into color-coded levels based on their numbers of object properties. For example, areas with three object 
properties are in red. Partial-areas are represented using white boxes within areas’ colored boxes and are labeled 
using their roots, and the lines are child-of’s. The child-of relationships from most partial-areas are directed to the 
root Entity partial-area and are not shown to avoid clutter. This indicates that most sets of object properties of areas 
are disjoint. The only child-of relationships shown are to other partial areas: Source, Experimental Factor, Module 
and Assay. Except for the area labeled with description and title, with three partial-areas, all areas contain only one 
partial area. Most partial areas contain only one class, with the exception of three large ones: Entity (49), 
Concentration (14), and Resources (12). Medium size partial-areas (5-9 classes) include: Assay (9), Module (7), 
Biological Mechanism (7) and Study (6). These nine partial areas, covering 104 classes, provide an excellent 
summary of the content and structure of CanCo. 

According to our extensive experience with SNOMED CT [5, 22] and NCIt [6] the partial-area taxonomy helped to 
identify anomalies in the modeling, characterizing sets of concepts with a high likelihood of errors. In our recent QA 
work on BP ontologies such as OCRe [7] and the Sleep Domain Ontology [8], we found that large partial-areas 
characterize sets of concepts with a high likelihood of errors. There are three large partial-areas in Figure 3. The 
second anomaly in the CanCo taxonomy is the unique area (description, title) with three partial-areas: Module (7), 
Experimental factor (3) and Scientific workflow (1). The third anomaly is defined by the few (four) child-of 
relationships not directed at Entity. 

In the following, we show how these anomalies helped expose modeling problems. First, consider the Entity (49) 
root partial-area containing all classes with no object properties. When reviewing these classes, we find that 39 out 
of 49 were migrated from BFO, which is modeled without object properties. Close examination reveals that 20 of 
them are leaves (classes without children) in CanCo. That means they were not used as the basis for classes in the 
chemoprevention domain and should not have been migrated to CanCo. The process of “hiding” all 20 such leaves 
from view would not affect any other CanCo classes. For details on a hiding mechanism for BP ontologies, see [9].  

Another modeling problem concerns both large partial-areas Entity (49) and Concentration (14). The class 
Concentration and all its 13 descendants have the object property max_inhibitory_concentration, but its sibling 
inhibitory_concentration and the latter’s child Max_inhibitory_concentration do not have this object property and 
are in Entity (49). Furthermore the last class name is identical to the object property name. Also two subclasses of 
Concentration, IC and IC50, have related definitions “Maximum inhibitory concentration” and “Half-maximal 
inhibitory concentration,” respectively. 

The two redundant classes inhibitory_concentration and Max_inhibitory_concentration are removed. The object 
property is removed and replaced by a new data property concentrationValue (domain: Concentration, range: float) 
defined for Concentration and inherited to its descendants to store the concentration value for all the various types 
of concentrations. 
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Figure 3. Partial-Area Taxonomy of Cancer Chemoprevention Ontology (CanCo) 

Two of the child-of relationships not directed at Entity raised questions: Why does it hold that a Drug IS_A Source 
and why is it true that Organism IS_A Experimental Factor? Source has two children Natural and Synthetic, which 
should be renamed Natural source and Synthetic source, and Drug IS_A Synthetic source. Regarding the second 
case, the problem was not resolved yet and is considered future work. 

Considering the unique area with three partial-areas, we looked at the seven classes of Molecule. The child of 
Molecule – Target should be renamed Biological target according to its definition. The five children of Target, e.g., 
Lipid, Protein and Sugar are macromolecules. Hence a class Macromolecule should be introduced as child of 
Molecule and become the parent of its current five children. The modeling of the relationships between them and 
Biological Target will be considered in future work. 

There are also issues regarding the three children of Experimental factor, another partial-area in this area 
(description, title) left for future consideration. The curators of CanCo (co-authors, DZ and KT) have implemented 
all the above changes, which were incorporated in a new release number 0.3 of CanCo in BioPortal. As was seen, 
the anomalies found in the CanCo taxonomy helped to detect problems in CanCo’s modeling. 

Discussion 

The purpose of this paper is to introduce a family-based QA framework for ontologies, which will enable broad 
applicability and substantial savings by automating part of the QA work. To our knowledge (see, e.g. [8]) current 
QA techniques for ontologies and taxonomies, typically target a single ontology or terminology. The new 
framework suggests methods that work uniformly across families of ontologies. This paper provided a proof of 
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concept for the feasibility of such a framework. We discussed the way families are defined and illustrated seven 
disjoint families consisting of 186 ontologies of the BioPortal repository. The definition of these families together 
with the classification of the 186 ontologies into them provides a proof of concept for the existence of an 
groundwork for such a framework. Alternative groupings of families are possible, as described in Future Work. 

The two operational aspects of this framework are (1) automatic family-based uniform derivation of abstraction 
networks and (2) utilization of abstraction networks in characterizations of sets of classes with a high likelihood of 
errors, recognizable by various aspects and anomalies in the appearance of the abstraction network for a given 
family of ontologies. Concentrating QA efforts on such sets will increase the yield of QA work in terms of the ratio 
of problems found and resolved, to the number of classes reviewed. 

For each ontology from Families 2–4 (having object properties), our prototype derivation and display tool 
BLUOWL is able to automatically create an AN. This has been currently demonstrated for CanCo, as well as for 
OCRe [7] and Top-Manelas [27], all in Family 2. An AN for GO (Family 3) can be found at [27]. ANs for Family 4 
members SDO [8] and DDI [9] have been generated. For Family 1, our BLUSNO tool [24] constructs taxonomies 
for SNOMED hierarchies [5, 20, 23].  

The categories of Tables 2 and 3 are intentionally designed to be disjoint since, for ontologies with object properties, 
the proper taxonomies will typically have sufficient granularity [8] to support QA. These other potential features, e.g. 
data properties, are not needed for the design of ANs for QA. Let us turn to the families of Table 3 without object 
properties. An AN can be derived for an ontology with only data properties (Family 6) in a manner similar to that 
for an ontology with only object properties. Since targets of object properties are not reflected in the taxonomy, 
classes with the same set of data properties are grouped in an area.  

Ontologies having no relationships but having some concepts with multiple parents (Family 5) pose difficulties for 
AN derivation. Due to the lack of relationships, an area taxonomy cannot be derived. A possible alternative 
abstraction paradigm might exploit overlapping subhierarchies resulting from concepts with multiple parents. While 
extensive work is needed for completing the framework, our initial work shows family-based automatic AN 
derivation is possible. According to our plan, BLUOWL will have a separate module for each family. This tool will 
be made available for download so that ontology curators can easily derive ANs for their ontologies on demand. 

Regarding family-based QA work, we note that for two ontologies of Family 1, SNOMED CT and NCIt, the 
characterization of small sets represented by nodes of the partial-area taxonomies were shown experimentally to 
have high likelihoods of errors [5, 6]. For OCRe, SDO, and CanCo a characterization of large partial-areas of the 
taxonomy was shown to indicate higher concentrations of errors [7, 8]. These examples demonstrate the viability of 
the QA aspect of the framework introduced in this paper. 

Future Work 
In this paper, all the families are disjoint, i.e., each ontology is classified into only one family. While we defined 
families as disjoint for this initial study, an ontology may exhibit several structural features, e.g. domain-defined 
object properties, a hierarchy with multiple parents, and the existence of data properties, as demonstrated in Table 1. 
If an ontology has several features, then there are several alternatives how to model it. For example, different types 
of ANs can be derived, providing additional, independent QA options. If one AN does not work well for QA, others 
may. If, for example, an ontology has few object properties, yielding too coarse an AN, as was the case for the 
domain-defined taxonomy for SDO [8], the object properties can be combined with data properties to derive a richer 
taxonomy. Exploring further families for ontologies will be part of our future research. For example, one can define 
a refined family for ontologies with restriction-defined object properties and hierarchies with multiple parents. 
Another example for a refined family is ontologies with few domain-defined object properties and many data 
properties, e.g., the DermLex BP ontology. In our future research, we will explore such definitions of families. We 
will also continue to develop the AN derivation and QA groundwork for this family-based QA framework. 

Conclusions 

In this paper, we analyzed structural features from 186 BP ontologies and identified several structural conditions that 
enabled the classification of the ontologies into families. Using this family information, we were able to derive 
abstraction networks for whole families of ontologies, enabling a uniform quality assurance methodology for these 
similar ontologies. A preliminary QA review of the Cancer Chemoprevention Ontology (CanCo) was used to 
illustrate the benefits of a uniform family-based QA methodology. 

 

589



 
 

 

References 

1. Rubin DL, Shah NH, Noy NF. Biomedical ontologies: a functional perspective. Brief Bioinform. 2008 
Jan;9(1):75-90. 

2. Bodenreider O, Stevens R. Bio-ontologies: current trends and future directions. Brief Bioinform. 2006 
Sep;7(3):256-74. 

3.  Gu H, Cimino JJ, Halper M, Geller J, Perl Y. Utilizing OODB schema modeling for vocabulary management. 
Proc AMIA Annu Fall Symp. 1996:274-8. 

4.  Gu H, Perl Y, Geller J, Halper M, Liu LM, Cimino JJ. Representing the UMLS as an object-oriented database: 
modeling issues and advantages. J Am Med Inform Assoc. 2000;7(1):66-80. 

5.  Wang Y, Halper M, Min H, Perl Y, Chen Y, Spackman KA. Structural methodologies for auditing SNOMED. J 
Biomed Inform. 2007 Oct;40(5):561-81. 

6.  Min H, Perl Y, Chen Y, Halper M, Geller J, Wang Y. Auditing as Part of the Terminology Design Life Cycle. J 
Am Med Inform Assoc. 2006;13(6):676-90. 

7.  Ochs C, Agrawal A, Perl Y, Halper M, Tu SW, Carini S, Sim I, Noy N, Musen M, Geller J. Deriving an 
abstraction network to support quality assurance in OCRe. AMIA Annu Symp Proc. 2012;2012:681-9. 

8.  Ochs C, He Z, Perl Y, Arabandi S, Halper M, Geller J. Choosing the Granularity of Abstraction Networks for 
Orientation and Quality Assurance of the Sleep Domain Ontology.  the 4th International Conference on 
Biomedical Ontology. Montreal, QC, Canada; 2013. p. 84-9. 

9.  He Z, Ochs C, Soldatova L, Perl Y, Arabandi S, Geller J. Auditing Redundant Import in Reuse of a Top Level 
Ontology for the Drug Discovery Investigations Ontology.  International Workshop on Vaccine and Drug 
Ontology Studies. Montreal, QC, Canada; 2013. 

10. BioPortal. Cancer Chemoprevention Ontology.  2012; Available from: http://bioportal.bioontology.org/ 
ontologies/3030 

11. Zeginis D, Hasnain A, Loutas N, Deus HF, Fox R, Tarabanis K. A collaborative methodology for developing a 
semantic model for interlinking Cancer Chemoprevention linked-data sources. Semantic Web. 2013.  

12. Whetzel PL, Noy NF, Shah NH, Alexander PR, Nyulas C, Tudorache T, Musen MA. BioPortal: enhanced 
functionality via new Web services from the National Center for Biomedical Ontology to access and use 
ontologies in software applications. Nucleic Acids Res. 2011 Jul;39(Web Server issue):W541-5. 

13.  OWL Web Ontology Language Overview. Available from: http://www.w3.org/TR/owl-features 
14.  Resource Description Framework (RDF). Available from: http://www.w3.org/RDF/ 
15.  OBO Foundry Principles. Available from: http://www.obofoundry.org/wiki/index.php/Category:Accepted. 
16. Mortensen JM, Horridge M, Musen MA, Noy NF. Applications of ontology design patterns in biomedical  

ontologies. AMIA Annu Symp Proc. 2012;2012:643-52. 
17. Bail S, Horridge M, Parsia B, Sattler U. The Justificatory Structure of the NCBO BioPortal Ontologies.   

International Semantic Web Conference. Bonn, Germany; 2011. p. 67-82. 
18. Ghazvinian A, Noy NF, Musen MA. How orthogonal are the OBO Foundry ontologies? J Biomed Semantics. 

2011;Suppl 2(S2). 
19.  FlexViz Tool. Available from: http://www.thechiselgroup.org/flexviz 
20. Wang Y, Halper M, Wei D, Perl Y, Geller J. Abstraction of complex concepts with a refined partial-area 

taxonomy of SNOMED. J Biomed Inform. 2012 Feb;45(1):15-29. 
21. Wei D, Bodenreider O. Using the abstraction network in complement to description logics for quality assurance 

in biomedical terminologies - a case study in SNOMED CT. Studies in health technology and informatics. 
2010;160(P2):1070-4. 

22. Halper M, Wang Y, Min H, Chen Y, Hripcsak G, Perl Y, Spackman KA. Analysis of error concentrations in 
SNOMED. AMIA Annu Symp Proc. 2007:314-8. 

23. Wang Y, Halper M, Wei D, Gu H, Perl Y, Xu J, Elhanan G, Chen Y, Spackman KA, Case JT, Hripcsak G. 
Auditing complex concepts of SNOMED using a refined hierarchical abstraction network. J Biomed Inform. 
2012 Feb;45(1):1-14. 

24. Geller J, Ochs C, Perl Y, Xu J. New abstraction networks and a new visualization tool in support of auditing the 
SNOMED CT content. AMIA Annu Symp Proc. 2012;2012:237-46. 

25. Shearer R, Motik B, Horrocks I. HermiT: a highly-efficient OWL reasoner.  Proceedings of the 5th International 
Workshop on OWL: Experiences and Directions (OWLED 2008); 2008. 

26. BioPortal. Basic Formal Ontology. Available from: http://bioportal.bioontology.org/ontologies/1332 
27. Figures of the taxonomies of the ontologies Available from: http://cs.njit.edu/~oohvr/SABOC/figures.php 

590



Augmenting a Clinical Deterioration Alert with a Manual Clinical Assessment 

of Illness Severity 

Kevin M. Heard, BS
1
, Marin H. Kollef, MD

2
, Yixin Chen, PhD

3
, Scott T. Micek, PharmD

4
, 

Nelda K. Martin, RN, ANP-BC, CCNS
4
, Gina N. LaRossa, MD

2
, Nathan R. Martin, MD

2
, 

Thomas C. Bailey, MD
2
 

1
BJC HealthCare; 

2
Washington University School of Medicine; 

3
Washington University 

School of Engineering and Applied Science; 
4
Barnes-Jewish Hospital, St. Louis, MO 

Results from previous research in which a real-time clinical deterioration alert was developed and piloted showed 

the alert on its own was not effective in producing meaningful interventions for the alerted patients. In the next 

phase of the study, the alerts are being sent to a rapid response team which uses the Modified Early Warning Score 

(MEWS) to assess severity of illness and determine the appropriate interventions to initiate. 

Introduction: In a previously described study, Washington University and BJC HealthCare developed an alert using 

predictive modeling for the purpose of identifying patients that require a higher level of care
1
. Charge nurses on 4 

intervention units received the alerts and were expected to act on them. Due to the complexity of the predictive 

algorithm being used, it was difficult to extract the primary reason for the alert. Additionally, the positive predictive 

value (PPV) of the alert for identifying ICU transfers was lower than preferred at 15%, and only 10% in predicting 

death. These two limitations made it challenging for the nurses to make recommendations to physicians.  

Similar in concept to the automated alert, the Modified Early Warning Score (MEWS) is a more simplified 

screening tool that is used to calculate a numeric score representing the severity of a patient’s illness
2
. Typically, the 

MEWS is employed by nursing staff during each shift to evaluate non-ICU patients
3
. While this is effective in 

identifying clinical deterioration, it requires additional nursing overhead that may not be practical in all settings.  

Methods: A new study was developed to combine manual application of MEWS with the same automated alert. 

Intervention alerts were sent to a dedicated rapid response team consisting of critical care nurses. The nurse 

calculated the MEWS to determine whether additional action was needed. If the score was sufficiently high, the 

nurse used a crosswalk that mapped MEWS results to clearly defined interventions. The MEWS and any actions 

taken by the rapid response team were recorded in a study database for later analysis. 

Results: While still early in the study, anecdotal feedback from the rapid response team is very positive. Tying the 

MEWS to interventions eliminates the ambiguity previously surrounding the alerts. 55% of the intervention alerts 

had a MEWS > 1, indicating at least additional monitoring was required. 19% of alerts had a MEWS > 3, meaning 

the physician should be contacted. 7% of alerts had a MEWS > 5, indicating the patient needed urgent attention.  

Conclusion: Early results suggest the MEWS is a useful companion to the clinical deterioration alerts. The 

deterioration alert allows for the MEWS to be selectively applied to those patients that are likely to be sicker. Not 

only does it assist with quickly identifying patients that need additional care, the MEWS provides a direct 

connection to the interventions as well as evidence as to why they are needed. Further analysis will be performed at 

the conclusion of the study to look at outcomes, length of stay, and actual changes in care in both study groups. 

Additionally, we continue to look at ways to refine the predictive algorithm to reduce the false positives. 
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Abstract 

We propose a mixture model for text data designed to capture underlying structure in the history of present illness 
section of electronic medical records data. Additionally, we propose a method to induce bias that leads to more 
homogeneous sets of diagnoses for patients in each cluster. We apply our model to a collection of electronic records 
from an emergency department and compare our results to three other relevant models in order to assess 
performance. Results using standard metrics demonstrate that patient clusters from our model are more 
homogeneous when compared to others, and qualitative analyses suggest that our approach leads to interpretable 
patient sub-populations when applied to real data. Finally, we demonstrate an example of our patient clustering 
model to identify adverse drug events. 

Introduction 

Automating the creation of time evolving homogeneous clusters of patients is a powerful approach to the 
meaningful use of electronic medical records. If it is done successfully, the empirical distributions of important 
clinical parameters within each cluster of patients, such as diagnosis, medication and treatment options, can be used 
to address a wide array of important questions for individual and population level healthcare. (i) For any particular 
cluster, one might track outcomes for patients on different therapies, thereby identifying which therapy is most 
effective or has the least side effects. (ii) Time evolving clustering of patients allows adaptation to a potentially 
changing medical landscape.  For example, if a new disease appears with a particular constellation of symptoms, 
over time the model should identify that disease by its symptoms and create a new cluster of patients who have that 
disease. (iii) By tracking incidence rates of each cluster independently, it is possible to identify disease outbreaks. 
(iv) Alternatively, tracking incidence by geographic location rather than through time may identify areas of 
hazardous environmental exposure. (v) The empirical distribution of diagnoses for patients in a particular subgroup 
is itself a differential diagnosis for a new patient belonging to that subgroup. Similar to diagnoses, empirical 
distributions of medications and outcomes lead to a menu of potential therapies and disease prognoses respectively. 

Natural Language Processing:  In any natural language there are a wide array of challenges that make automated 
computer analysis challenging. Ambiguities, synonyms, modifiers and other idiosyncrasies of human text and 
speech make the identification of concepts and the connections between them challenging. In medical text, where 
the author is also the physician responsible for ensuring proper care of many patients, the problem is compounded 
by competing job pressures. This leads to numerous mistakes in spelling and grammar, missing punctuation, and 
high levels of duplication from extensive copy and pasting. 

Natural language processing (NLP) is a suite of methods – involving statistical modeling and artificial intelligence 
together with manually curated “knowledge bases” – that is designed to take messy, complicated text and convert it 
into a series of concepts, possibly embedded in an ontology. There are a number of commercial products designed 
specifically to do this with medical text such as MedLEE (1) and IBM’s Watson.  A similar, publically accessible, 
approach that is heavily reliant on manually curated databases of concepts is MetaMap (2). The general approach to 
NLP involves a multi-step process of data preprocessing, multiple parsing algorithms, regularization and encoding. 
The ultimate goal of NLP in this context is to map the unstructured text in a medical record to a set of pre-defined 
concepts (such as those contained in the UMLS Metathesaurus). The presence or absence of concepts in particular 
records can then be used in various statistical models or machine learning algorithms for specific tasks.  

Wang et al. (3) utilize co-occurrence statistics to identify NLP derived concepts from discharge summaries that 
occur frequently with particular drugs. A similar approach was taken by Haerian et al. (4) to identify 
rhabdomyolysis and agranulocytosis caused by adverse drug events. In order to eliminate possible disease related 
causes of these symptoms, Haerian et al. performed manual curation based on chart reviews to eliminate NLP 
concepts that are more likely related to relevant diseases.  Other uses of NLP include a comparison of clinical trials 
prescreening based on ICD9 code versus NLP concepts (5), a classifier of radiology reports designed to detect the 
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presence or absence of specific radiological features (6) and identification of surgical complications (7). All of these 
approaches utilize custom knowledge bases designed specifically for the study at hand, and success or failure is 
typically assessed based on agreement with a chart review. 

There are a number of purely statistical approaches to working with medical records data.  For example, the use of 
regression/change point models to detect infection disease outbreaks (8, 9). Classification models such as belief 
networks have been used for single or multiple disease diagnosis (10, 11). Dimensionality reduction and mixture 
models can be used for exploratory analysis and visualization to uncover adverse drug effects (12, 13). This work 
generally leaves unanswered the question of what data to use in fitting the proposed statistical models, though in 
some cases, NLP concepts would be appropriate. 

Patient Similarity Metrics:  There are numerous approaches to defining a distance between patients using NLP (14, 
15). These approaches make use of both the concepts and ontologies produced by NLP. Distance between two 
patients is either proportional to the size of the overlap in concepts or a function of the ontological relationships 
between concepts assigned to the two patients. While a distance metric can, in theory, be used for the application we 
discuss in this paper, there is a substantial computational challenge to clustering on very large data sets. Distances 
must be computed for every pair of patients and the resulting matrix of distances must be manipulated. For even 
moderate population sizes this is intractable with standard approaches.   

The use of our approach for clustering patients represents a potential synergy with NLP based similarity metrics.  By 
computing NLP similarity only on patients in the same cluster (as determined by our model), one might only need to 
work with a block diagonal similarity matrix, thereby substantially decreasing the computational complexity of the 
NLP based clustering problem. 

Our approach: In this paper we propose a statistical model that leads to the identification of homogeneous patient 
sub-populations based on text data in the initial history of present illness (HPI) and final diagnosis (DX) of a 
patient's electronic medical record. The model can be used to predict sub-population membership of a new patient 
based solely on HPI data. This not only gives us access to an average virtual HPI for each patient sub-population but 
a differential diagnosis in the form of a ranked list of possible diagnoses extracted from patients belonging to that 
subpopulation. This allows us to quantify the uncertainty of a diagnosis. We hypothesize that estimates of 
uncertainty will allow a system to know when to ask for help, and we expect that feature will be critical for 
successful clinical decision support tools in the future. 

While we are using only a small part of the medical record, this work represents an initial step in the construction of 
an automated statistical model for clustering patients into homogeneous groups. We expect that improvements can 
be made through the inclusion of other information in the record such as medicines, demographics, labs, etc.  In this 
study, we do not make use of natural language processing, nor do we generate models attempting to identify any 
specific disease or patient feature. However we believe that our work is synergistic with these approaches to the 
analysis of EMR data. Specifically, we are applying our model to the unprocessed text, but our model could as 
easily be applied to NLP concepts derived from that text. Additionally, a model of concept correlation could be used 
in future iterations of NLP software to help identify the correct choice of concept given the other concepts in a 
particular medical document. 

Data 

We are working with a database of 55,837 emergency department (ED) visit records collected during the first three 
quarters of 2009. Identifying information such as name, address, phone number, social security number and medical 
record number were removed before data processing. From each record, five fields were extracted: chief complaint 
(CC), initial history of present illness (HPI), diagnosis (DX), disposition and age. From all records, 5,616 were 
discarded due to lack of HPI or DX fields. HPIs consist of lists of words and DXs of lists of as many as 5 diagnoses 
per patient. The total number of terms in the HPI and DX dictionaries is 37,449 (7,148 present in more than 10 
instances) and 8,246 (926), respectively. There are 836 CCs (100), 71 dispositions (40) and ages range from 1 to 103 
years. 

For this study, we will use a subset of the database. We consider 10,204 records (8,808 unique patients) 
corresponding to 11 common chief complaints. These are medical minor, cardiac symptoms, trauma complex, 
abdominal pain male, headache, neuro other, pain other, shortness of breath, laceration minor, infection local and 
seizure. The subset was selected to minimize compute times while maintaining a mixture of specific (seizure, 
headache) and non-specific (medical minor, pain other) chief complaints. We eliminate stop words, numbers and 
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terms occurring less than 10 times. The final subset contains a total of 725 words in the HPI dictionary and 323 
terms in the DX dictionary. 

Model 

The Chinese restaurant process (16) (CRP) formally defines a distribution on the space of partitions of ℕ. For our 
purposes, the random process is described by two rules: (i) the first patient record analyzed always begins in the first 
cluster/component and (ii) the 𝑖-th patient starts a new cluster with probability proportional to parameter 𝛼 or joins a 
current cluster with probability proportional to the number of patients already in it. The recently developed distance 
dependent CRP (17) (ddCRP), modified the second rule so the 𝑖-th patient joins a cluster with probability equal to a 
function of its distance to the other patients in that cluster.  Inclusion of ancillary data in this distance function 
allows the topic model to be influenced by factors external to the documents.  In our case, we can potentially utilize 
DX data to inform clustering of data from the HPI. However, direct application of ddCRP to analyze the plain text in 
the HPI requires that pairwise distances be set a-priori and computed from patient attributes other than HPI, which 
can become intractable for data sets with large numbers of patients.  This is the same challenge faced by NLP patient 
similarity metrics (14, 15). 

Our approach is different in the sense that distances are defined between patients and clusters rather than between 
pairs of patients, i.e. the 𝑖-th patient sits in an occupied cluster with probability proportional to its distance to that 
cluster. This approach allows our model to avoid the computation of distance between every pair of patients but still 
allows the flexibility of the ddCRP to modify cluster membership probabilities based on external attributes. 

Let 𝑥!" be the 𝑚-th word (out of a total of 𝑀!) in the DX for patient 𝑖. For the 𝑘-th cluster, let 
𝑑!" = Discrete(𝑥!"|𝝍!)

!!
!!!  be the distance between patient i and cluster k, where 𝝍𝒌 is a probability vector over 

the space of words in the DX dictionary. We define K to be the number of non-empty patient clusters and 𝑧! ∈ 1…𝐾 
to be the cluster assignment for patient 𝑖.  The prediction rule in the CRP can be written as 

𝑧_𝑖  |𝒛\! ,𝛼 ∝ 𝛼𝛿!∗ + 𝑛!
!

!!!
  𝛿!  , 

where 𝒛\! is the vector of cluster assignments excluding patient 𝑖 and 𝑘∗ is a new cluster.   The assignment 𝑧! for 
patient 𝑖 depends on the concentration parameter 𝛼 and the number of patients 𝑛! in cluster 𝑘. Note as well that 𝑛! 
is a function of the assignments made to cluster 𝑘 through 𝒛\!.  We label this approach vanilla CRP and we will 
compare our proposed method to this one in the results section of the paper.  Alternatively, the prediction rule we 
propose is 

𝑧_𝑖  |𝒛\! ,𝛼,𝑫 ∝ 𝛼𝛿!∗ + 𝑑!"
!

!!!
𝛿!  ,  

where 𝑫 is a matrix of distances 𝑑!" between patients and clusters. 

Conceptually, the CRP occupies components according to popularity, the ddCRP does it instead by looking at pair-
wise similarities or links across observations whereas our modified ddCRP (mddCRP) occupies components with 
observations similar to those already assigned to it. Consequently, while mddCRP saves compute time by avoiding 
computing every pairwise difference between two observations, the distance matrix between patient and clusters 
changes with the assignment vector 𝒛 and so must be updated during inference. It is easy to show that the traditional 
CRP is a special case of both ddCRP and mddCRP. In particular, for mddCRP it is enough to make 𝑑!" = 𝑛! and for 
ddCRP we define the distance between any two observations to be 1. 

Each patient record is composed of two lists of words, 𝒘! and 𝒙!, defined to be the list of words in the HPI and the 
DX respectively for patient 𝑖. Both word vectors are assumed to be drawn from discrete distributions as follows 

𝑧! ∼ mddCRP 𝛼,𝑫 , 𝑥!" ∼ Discrete 𝝍! , 𝝍! ∼ Dirichlet 𝛾𝟏! , 
 

 𝑤!" ∼ Discrete 𝜽! ,     𝜽! ∼ Dirichlet 𝛽𝟏! , 

where 𝒙! and 𝒘! have sizes 𝑀! and 𝑁!, respectively. The matrices of observed data are denoted by 𝑾 = {𝑤!} and 
𝑿 = {𝑥!}. Each patient cluster has two parameters 𝝍 and 𝜽, seen as word proportions from two different dictionaries 
of sizes 𝑀 and 𝑁. For cluster 𝑘, 𝝍! and 𝜽! are interpreted as average virtual DX and HPI, respectively. The model 
is controlled by hyperparameters 𝛽, 𝛾 and 𝛼 that specify the concentration of words in the modeling variable, 
distance attribute and the expected number of components, respectively. 
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Inference is performed with Markov chain Monte Carlo by iteratively sampling from the conditional posterior of the 
parameters of interest namely, 𝑧!, 𝝍!, 𝜽!, 𝛽, 𝛾 and 𝛼. The first three parameters are sampled using Gibbs sampling 
whereas the last three use slice sampling with uniform bounded priors. In order to make predictions, we need to 
compute the conditional distribution of a new patient 𝒘∗ (test set) given all training data. When diagnosis 
information is not available for test data, which is often the case, predictions are entirely based on the likelihood and 
posterior of HPIs as we assume the distribution over diagnoses to be flat in order to avoid favoring any component 
of the model. We have made inference and prediction procedures available together with processed data and Matlab 
source code as supplementary material at http://www.duke.edu/~rh137/mrecs.html. 

Other techniques for grouping patients:  We will compare the performance of our mddCRP model to three other 
clustering approaches.  The first will be the use of vanilla CRP (vCRP) in which we fit a standard CRP model to a 
single document − HPI concatenated with DX − for each patient.  The biggest drawback to this approach is that the 
average number of observed terms from HPI is much larger than that from the DX. This makes the model prone to 
produce components dominated by HPI features.  The second “model” consists of clustering based entirely on chief 
complaint (naive).  This is a very appealing straw man as it represents the ability of the triage nurse to diagnose the 
patient based solely on his/her brief initial interaction with the patient.  For some chief complaints the consistency of 
final diagnosis is quite high.  Additionally, there appear to be instances in which the nurse quite reasonably records 
that he/she doesn't know how to group the patient such as for the CC “medical minor”.  Finally, in order to try to 
take advantage of the relative accuracy of CC in some cases, we compare to a ddCRP model, which is fit 
independently to each of the different chief complaints. As we show in the next section, this model fails to collect 
some subsets of patients, which should be grouped because they present with different chief complaints. 

A more direct approach to the task at hand is to treat it as a supervised problem in which components will be biased 
towards individual diagnosis discrimination. There are a number of models designed for this purpose (18, 19), 
however their use would require significant natural language processing of the records in order to remove synonyms.  
Additionally, such approaches are inflexible in the face of new types of diagnoses or new synonyms for diagnoses. 

Results 

We fit vCRP, ddCRP and mddCRP using a 2-fold cross validation scheme. For all models we used uniform bounded 
priors for 𝛼, 𝛽 and 𝛾 with bounds (10!!, 10), (10!!, 10) and (10!!, 10), respectively. We verified empirically that 
further expanding these bounds did not produce noticeable changes in inference. Results are obtained after 
summarizing MCMC runs of the models. Each run consists of 300 posterior samples collected after 500 burin-in 
iterations. For naive no sampling is required as its components are obtained deterministically from chief complaint 
information. Traces of 𝛼, 𝛽 and 𝛾 and marginal likelihoods were used for monitoring convergence. After inference 
we discard components containing less than 0.2% of the total number of observations. These spurious components 
are usually formed by outliers thus we regard them as not representative of the underlying structure of the data set. 
The mean number of resulting components for Naive, vCRP, ddCRP and mddCRP is 11, 16, 26, 17, respectively. 

Technical assessment of homogeneity of patient clusters 

Clustering of HPI data:  One approach to quantifying the overall predictive power of a model is by means of its 
perplexity.  This is a widely used performance metric from the natural language processing community (20) that is 
intended to quantify the goodness of fit of the model in held out samples.  Let 𝒘!

∗ ∈𝑾∗ to be the  𝑁!∗ words in the 
HPI for an observation from test set 𝑾∗. Define 𝑝 𝒘!

∗ ℳ  to be the predictive distribution given a particular model, 
ℳ, that is being evaluated. 

𝑾∗ ℳ = 𝑒! !"#! 𝒘!
∗ ℳ / !!

∗
!! , 

Better models will in general assign larger probabilities, on average, to words in the HPI of test cases leading to 
lower perplexities.  This is interpreted as the model being less confused in average by test cases. We computed 
perplexities for every posterior sample collected during inference for vCRP, ddCRP and mddCRP. Since Naive is 
deterministic, its perplexity is a single number: 35.4. Figure 1(a) shows perplexity boxplots computed for the 
posterior samples obtained during the 2-fold inference. We see clearly that mddCRP outperforms all the models 
being evaluated.  This implies that our approach to incorporating diagnosis data has led to better clustering of HPI 
data even when compared to models that focus heavily on HPI data only. 

Overlap in DX data:  Let 𝐴! be the set of all diagnoses for any patients associated with cluster 𝑘.  We compute the 
overlap of component 𝑘 with component 𝑗 as 𝐴! ∩ 𝐴! /|𝐴!| where |𝐴| is the number of elements in the set 𝐴. This 
represents the amount of agreement of diagnoses between any two components of the model where 1 indicates that 
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𝐴! ⊆ 𝐴! and 0 indicates that there is no overlap in the set of diagnoses. Although we expect overlap, we prefer that 
those overlaps be small, as that indicates that the patient groupings are more homogeneous.  Figure 1(b) shows 
overlap boxplots for all components. We see that mddCRP has in average the lowest overlap of the four models. As 
one might expect, vCRP produces overlaps spanning the whole [0,1] interval due to HPI terms dominating 
component formation in the model. The coverage we see for ddCRP is explained by its inability to merge 
components from different chief complaints, yet in average shows less overlap than Naive. Outliers (crosses) with 
100% overlap are caused by small components with a small pool of diagnoses that are subsets of larger components. 
Naive does not show such extreme overlaps, however 8 out of 11 components in Naive have more than 60% overlap 
with the component labeled as “medical minor”. Our model not only produces the smallest coverage but most of its 
components have less than 50% overlap indicating again that mddCRP has produced patient groups that are more 
homogeneous than those produced by the other approaches. 

Figure 1.  Performance measures and component comparison. (a) HPI perplexities, the reference is 35.4 (Naive). (b) 
DX based component overlap. Mean differences between mddCRP and the other models in (a, b) are significant at 
the 1% confidence level. (c) Age distribution for seizure components (14 and 15). (d) Admission rates for 
components of mddCRP computed for train/test data. Disposition information was not used to train the model. 

Taken together, these two assessments of model performance demonstrate that mddCRP leads to a higher level of 
confidence in patient clustering as well as patient clusters with more homogeneous lists of diagnoses. 

Qualitative analysis of patient clusters 

We now focus on the results obtained from mddCRP. Table 1 shows the most frequent terms observed in each of the 
17 components produced by mddCRP along with the percentage of observations assigned to each. One of the key 
features of our model is the ability to group synonymous terms without the need of prior knowledge about how 
diagnoses are related.  Equivalent DXs such as chf/congestive heart failure (component 5), rabies vaccination/rabies 
vaccine (component 17), seizure febrile/febrile seizure (component 14) are collected in the same cluster without the 
need of a knowledge base of synonyms. 

Table 1. Top HPI/DX terms from the mddCRP components. Sizes are proportions of total observations relative to 
the training set. First (grey) and second (white) lines in each cell correspond to HPI and DX terms, respectively. 

Cluster Size HPI and Diagnosis terms 
1 10.90%  pain, chest, sob, prior, denies, problem, worsens, diaphoresis, radiating, nausea, onset, past  

 chest pain, unstable angina, shortness breath, palpitations, chest pain acute  
2 10.50%  pain, abdominal, nausea, vomiting, denies, diarrhea, last, prior, past, problem, fever, abd  

 abdominal pain, nausea vomiting, constipation, pancreatitis acute, diarrhea  
3 9.60%  headache, pain, prior, nausea, denies, headaches, neck, past, problem, vision, head, last  

 headache, migraine, hypertension, viral syndrome, nausea, dizziness, vomiting  
4 8.50%  brought, immunizations, utd, fever, parents, mother, prior, cough, diarrhea, problem, pain, 

mom  
 fever, uri acute, vomiting, cough, abdominal pain, constipation, viral syndrome, viral uri  

5 7.30%  sob, pain, cough, chest, denies, past, last, prior, breath, fever, problem, shortness  
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Figure 1: Performance measures and component comparison. (a) HPI perplexities, the reference is 35.4
(Naive). (b) DX based component overlap. Mean di!erences between mddCRP and the other models in
(a,b) are significant at the 1% confidence level. (c) Age distribution for seizure components (14 and 15). (d)
Admission rates for components of mddCRP computed for train/test data. Disposition information was not
used to train the model.

for monitoring convergence. After inference we discard components containing less than 0.2% of the total
number of observations. These spurious components are usually formed by outliers thus we regard them as
not representative of the underlying structure of the data set. The mean number of resulting components
for Naive, vCRP, ddCRP and mddCRP is 11, 16, 26, 17, respectively.

Clustering of HPI data. One approach to quantifying the overall predictive power of a model is by means
of its perplexity. This is a widely used performance metric from the natural language processing community11,
defined as (W!|M) = {exp!

!
i log p(w

!
i |M)/

!
i N

!
i }, where w

!
i " W! is an observation from test set W!,

N!
i is the size of w!

i , p(w
!
i |M) is the predictive distribution and M represents the model being evaluated.

Better models will in general assign larger probabilities to test cases hence lower perplexities, which can be
interpreted as the model being less confused in average by test cases. Perplexities are computed for every
posterior sample collected during inference for vCRP, ddCRP and mddCRP. Since Naive is deterministic,
its perplexity is a single number: 35.4. Figure 1(a) shows perplexity boxplots computed for the posterior
samples obtained during the 2-fold inference. We see clearly that mddCRP outperforms all the models being
evaluated including the references.

Overlap in DX data. Let Ai be the set of all diagnoses for any patients belonging to component i. We
compute the overlap of component i with component j as |Ai#Aj |/|Ai| where |A| is the number of elements
in the set A. This represents the amount of agreement of diagnoses between any two components of the model
where 1 indicates that Ai $ Aj and 0 indicates that there is no overlap in the set of diagnoses. Although
we expect overlap, we prefer that those overlaps be small as that will indicate that the patient groupings
are more homogeneous. Figure 1(b) shows overlap boxplots for all components. We see that mddCRP has
in average the lowest overlap of the four models. As one might expect, vCRP produces overlaps spanning
the whole [0, 1] interval due to HPI terms dominating component formation in the model. The coverage
we see for ddCRP is explained by its inability to merge components from di!erent chief complaints, yet in
average shows less overlap than Naive. Outliers (crosses) with 100% overlap are caused by small components
with a small pool of diagnoses that are subsets of larger components. Naive does not show such extreme
overlaps, however 8 out of 11 components in Naive have more than 60% overlap with the component labeled
as medical minor. Our model not only produces the smallest coverage but most of its components have less
than 50% overlap indicating that mddCRP has produced patient groups that are more homogeneous than
those produced by the other approaches.

Component analysis for mddRCP. We now focus on the results obtained from mddCRP. Table 1
shows the most frequent terms in a subset of the 17 components produced by mddCRP along with the
percentage of observations assigned to it (the full table is available in supplementary material). One of the
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 shortness breath, copd, pneumonia bacterial, chf, dyspnea, congestive heart failure  
6 6.50%  pain, car, last, tetanus, mvc, loc, driver, utd, restrained, ems, neck, back  

 mva, motor vehicle accident, pneumothorax closed traumatic, gunshot wound, headache  
7 5.70%  laceration, utd, last, tetanus, head, loc, trauma, pain, brought, right, immunizations, hit  

 laceration finger, laceration face, laceration scalp, laceration forehead  
8 5.70%  pain, weakness, denies, numbness, headache, prior, symptoms, vision, past, last, left, right  

 headache, tia, numbness, cva acute, paresthesia, hypertension, dizziness, syncope, vertigo  
9 4.90%  pain, cough, throat, fever, sore, denies, mild, productive, symptoms, headache, chills, sick  

 pharyngitis acute, viral syndrome, uri acute, cough, headache, fever, sinusitis acute  
10 4.80%  pain, chest, denies, sob, prior, palpitations, past, felt, ems, feeling, last, episodes  

 palpitations, chest pain, syncope, anxiety, atrial fibrillation rapid ventricular rate  
11 4.40%  pain, swelling, prior, denies, problem, fever, left, fevers, right, leg, wound, redness  

 cellulitis leg, cellulitis, wound check follow exam, wound infection surgical  
12 4.00%  pain, back, denies, left, right, past, leg, numbness, prior, last, lower, trauma  

 back pain, low back pain, leg pain, sciatica, knee pain, neck pain, fall accidental  
13 3.90%  pain, denies, prior, chest, problem, sob, fevers, past, chills, abd, vomiting, nausea  

 abdominal pain, uti, chest pain, headache, dehydration, constipation, back pain  
14 3.30%  seizure, brought, mom, immunizations, utd, parents, prior, ems, seizures, last, mother, head  

 seizure grand mal, seizure, febrile seizure, seizure febrile, epilepsy, fever, headache  
15 3.30%  seizure, ems, past, episodes, denies, pain, seizures, prior, multiple, last, head, episode  

 seizure grand mal, seizure, headache, syncope, altered mental status, alcohol withdrawal  
16 3.20%  pain, fall, head, loc, fell, prior, denies, back, problem, utd, last, neck  

 fall accidental, syncope, head injury unspecified, concussion  
17 0.60%  dog, shot, exposure, well, complaints, last, utd, symptom, primary, control, bite, denies  

 rabies vaccination, rabies vaccine, rabies exposure, wound check follow exam, uri acute  
 

In addition to grouping synonyms, the model is capable of splitting components that at first glance seem 
homogeneous. While patients in both components 3 and 8 are given the diagnosis “headache” more than any other 
diagnosis, these two can be seen to have vastly different healthcare implications and outcomes.  Component 3 is 
generally not life threatening, consisting of patients with migraines or sinus headaches while component 8 appears to 
be dominated by patients with hypertensive headaches or who are suspected of having a stroke.  This is supported by 
the admission rates associated with the two components, shown in Figure 1(d).  Even though admission rates are not 
explicitly included in the model, only around 10% of component 3 patients are admitted compared to approximately 
35% of those falling in component 8. 

The two seizure components (14 and 15) also seem to have different etiologies. From the top HPI terms, we see that 
14 is loaded with terms that suggest younger patients. This fits with the diagnosis “febrile seizure” which is known 
to be more common in children.  As shown in Figure 1(c) even though age is not incorporated in the model, there is 
a marked difference in the ages of patients assigned to the two components. 

Pharmacovigilance 

One commonly written about application of medical records analysis is the identification of adverse drug events.  In 
order to assess the relevance of patient clusters, we reran our model on a larger patient cohort. We examined 
medication lists for each patient and tested for increased use of particular medications in each cluster (Chi-squared 
test, Bonferroni correction for multiple testing).  The results of this analysis represent another confirmation of the 
relative purity of our patient clusters. 
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The drugs over-represented in an “allergic reaction” cluster include drugs often used to treat allergies or allergic 
symptoms such as Benadryl, Vitamin E, Hydroxyzine and Advil as well as drugs with well-known risks of allergic 
reaction such as Effexor XR, Celebrex and Estradiol.  Similar results hold for the “eye pain” cluster, which included 
Cosopt and Sotalol (treatment for glaucoma), Prednisone (anti-inflammatory eye drop) and Erythromycin (antibiotic 
eye drop) as well as Zyprexa – a medicine for schizophrenia, which is known to cause eye pain in some patients. 

The “sickle cell crisis” topic is particularly interesting, as examination of the associated medications offers insight 
into numerous aspects of the disease. The list included 5 different synonyms for folic acid, numerous strong pain 
medications, birth control (standard practice suggests that this is contraindicated), numerous anti-depressants, and 
Casodex.  Casodex is an anti-androgen that is approved for use in the treatment of prostate cancer, but there is one 
case study in the literature (21) involving two patients that suggests it may prevent priapism in men with sickle cell 
anemia.  All sickle cell patients on Casodex in our study were men.  Incidentally, an Internet search for priapism and 
Casodex results in numerous international drug stores advertising this off label use of the drug and offering it 
without prescription. 

Conclusion 

We have presented a mixture model for exploratory analysis of ED visit data. We showed that our model has 
improved HPI perplexity and DX overlap when compared to related models and that it is possible to build a mixture 
model for patient data with meaningful components on relatively large patient populations. This is important 
because with constantly increasing data volume and evolving vocabulary, the computational cost of methods based 
on inter-patient distance is prohibitive.   

We have shown compelling evidence that the text in the HPI section of the medical record contains significant 
information about patient health that can be modeled without significant preprocessing.  However, there is obviously 
a tremendous amount of information that we have not utilized.  Based only on the examples we have shown, it is 
clear that the incorporation of age, medications and admission rates will lead directly to more homogeneous patient 
clusters. Beyond this, there is almost certainly a vast amount of data available in both the current and historical 
medical records of patients. By collecting similar patients into sub-populations with methods that have been 
extended to incorporate this data, we will be able to identify features of those subpopulations, such as diagnosis and 
prognosis, that can help inform healthcare decisions on both an individual and a population level.  
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Abstract

Medical terminologies and ontologies are important tools for natural language processing of health record narratives.
To account for the variability of language use, synonyms need to be stored in a semantic resource as textual instan-
tiations of a concept. Developing such resources manually is, however, prohibitively expensive and likely to result
in low coverage. To facilitate and expedite the process of lexical resource development, distributional analysis of
large corpora provides a powerful data-driven means of (semi-)automatically identifying semantic relations, includ-
ing synonymy, between terms. In this paper, we demonstrate how distributional analysis of a large corpus of electronic
health records – the MIMIC-II database – can be employed to extract synonyms of SNOMED CT preferred terms. A
distinctive feature of our method is its ability to identify synonymous relations between terms of varying length.

Introduction and Motivation

Terminological and ontological standards are an important and integral part of workflow and standards in clinical care.
In particular, SNOMED CT1 has become the de facto standard for the representation of clinical concepts in Electronic
Health Records. However, SNOMED CT is currently only available in British and American English, Spanish, Dan-
ish, and Swedish (with translations into French and Lithuanian in process)2. In order to accelerate the adoption of
SNOMED CT (and by extension, Electronic Health Records) internationally, it is clear that the development of new
methods and tools to expedite the language porting process is of vital importance.

This paper presents and evaluates a semi-automatic – and language agnostic – method for the extraction of synonyms of
SNOMED CT preferred terms using distributional similarity techniques in conjunction with a large corpus of clinical
text (the MIMIC-II database3). Key applications of the technique include:

1. Expediting SNOMED CT language porting efforts using semi-automatic identification of synonyms for pre-
ferred terms

2. Augmenting the current English versions of SNOMED CT with additional synonyms

In comparison to current rule-based synonym extraction techniques, our proposed method has two major advantages:

1. As the method uses statistical techniques (i.e. distributional similarity methods), it is agnostic with respect to
language. That is, in order to identify new synonyms, all that is required is a clinical corpus of sufficient size in
the target language

2. Unlike most approaches that use distributional similarity, our proposed method addresses the problem of iden-
tifying synonymy between terms of varying length – a key limitation in traditional distributional similarity
approaches

In this paper, we begin by presenting some relevant background literature (including describing related work in dis-
tributional similarity and synonym extraction); then we describe the materials and methods used in this research (in
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particular corpus resources and software tools), before going on to set out the results of our analysis. We conclude the
paper with a discussion of our results and a short conclusion.

Background

In this section, we will first describe the structure of SNOMED CT, before going on to discuss relevant work related
to synonym extraction. Finally, we will present some opportunities and challenges associated with using distributional
similarity methods for synonym extraction.

SNOMED CT
In recent years, SNOMED CT has become the de facto terminological standard for representing clinical concepts in
Electronic Health Records4. SNOMED CT’s scope includes clinical findings, procedures, body structures, and social
contexts linked together through relationships (the most important of which is the hierarchical IS A relationship).
There are more than 300,000 active concepts in SNOMED CT and over a million relations1. Each concept consists of
a:

1. Concept ID: A unique numerical identifier

2. Fully Specified Name: An unambiguous string used to name a concept

3. Preferred Term: A common phrase or word used by clinicians to name a concept. Each concept has precisely one
preferred term in a given language. In contrast to the fully specified name, the preferred term is not necessarily
unique and can be a synonym or preferred name for a different concept

4. Synonym: A term that can be used as an acceptable alternative to the preferred term. A concept can have zero
or more synonyms

SNOMED_ID: D9-52000

"Depressive disorder (disorder)"
ID: 767133013

"Depressive disorder"
ID: 59212011

"Depressed"
ID: 486187010

"Depression"
ID: 416184015

"Depressive episode"
ID: 486185019

"Depressive illness"
ID: 486186018

"Melancholia"
ID: 59218010

Preferred term

Fully specified name

Synonym

Synonym

Synonym

Synonym
Synonym

Depression

SNOMED_ID: D3-15000

"Myocardial infarction (disorder)"
ID: 751689013

"Myocardial infarction"
ID: 37436014

"Cardiac infarction"
ID: 37442013

"Heart attack"
ID: 3744395

"Infarction of heart"
ID: 37441018

"MI: Myocardial infarction"
ID: 1784872019"Myocardial infarction"

ID:  1784873012

Fully specified name

Preferred term

Synonym

Synonym

Synonym
Synonym

Synonym

Myocardial Infarction

Figure 1: Example SNOMED CT concepts: depression and myocardial infarction.

Figure 1 shows two example SNOMED CT concepts: depression and myocardial infarction. Note that in the depres-
sion example, the preferred term “depressive disorder” maps to single-word terms like “depressed” and “depression”.
Furthermore, it can be noted that the synonym “melancholia” does not contain the term “depression” or one of its
morphological variants.

Synonymy
Previous research on synonym extraction in the biomedical informatics literature has utilized diverse methodologies.
In the context of information retrieval from clinical documents, Zeng et al.5 used three query expansion methods –
reading synonyms and lexical variants directly from the UMLS6, generating topic models from clinical documents,
and mining the SemRep7 predication database – and found that an entirely corpus-based statistical method (i.e. topic
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modeling) generated the best synonyms. Conway & Chapman8 used a rule-based approach to generate potential
synonyms from the BioPortal ontology web service, verifying the acceptability of candidate synonyms by checking
for their presence in a very large corpus of clinical text, with the goal of populating a lexical-oriented knowledge
organization system. In the Natural Language Processing community, there is a rich tradition of using lexico-syntactic
patterns to extract synonyms (and other) relations9.

Distributional Semantics
Models of distributional semantics exploit large corpora to capture the meaning of terms based on their distribution in
different contexts. The theoretical foundation underlying such models is the distributional hypothesis10, which states
that words with similar meanings tend to appear in similar contexts. Distributional methods have become popular with
the increasing availability of large corpora and are attractive due to their ability, in some sense, to render semantics
computable: an estimate of the semantic relatedness between two terms can be quantified. These methods have been
applied successfully to a range of natural language processing tasks, including document retrieval, synonym tests
and word sense disambiguation11. An obvious use case of distributional methods is for the extraction of semantic
relations, such as synonyms, hypernyms and co-hyponyms (terms with a common hypernym)12. Ideally, one would
want to differentiate between such semantic relations; however, with these methods, the semantic relation between
two distributionally similar terms is unlabeled. As synonyms are interchangeable in most contexts – meaning that they
will have similar distributional profiles – synonymy is certainly a semantic relation that will be captured. However,
since hypernyms and hyponyms – in fact, even antonyms – are also likely to occur in similar contexts, such semantic
relations will likewise be extracted.

Distributional methods can be usefully divided into spatial models and probabilistic models. Spatial models represent
terms as vectors in a high-dimensional space, based on the frequency with which they appear in different contexts, and
where proximity between vectors is assumed to indicate semantic relatedness. Probabilistic models view documents as
a mixture of topics and represent terms according to the probability of their occurrence during the discussion of each
topic: two terms that share similar topic distributions are assumed to be semantically related. There are pros and cons
of each approach; however, scalable versions of spatial models have proved to work well for very large corpora.11

Spatial models differ mainly in the way context vectors, representing term meaning, are constructed. In many methods,
they are derived from an initial term-context matrix that contains the (weighted, normalized) frequency with which the
terms occur in different contexts. The main problem with using these term-by-context vectors is their dimensionality,
equal to the number of contexts (e.g. # of documents / vocabulary size). The solution is to project the high-dimensional
data into a lower-dimensional space, while approximately preserving the relative distances between data points. In
latent semantic analysis (LSA)13, the term-context matrix is reduced by an expensive matrix factorization technique
known as singular value decomposition. Random indexing (RI)14 is a scalable and computationally efficient alternative
to LSA, in which explicit dimensionality reduction is circumvented: a lower dimensionality d is instead chosen a priori
as a model parameter and the d-dimensional context vectors are then constructed incrementally. RI can be viewed as
a two-step operation:

1. Each context (e.g. each document or unique term) is assigned a sparse, ternary and randomly generated index
vector: a small number (1-2%) of 1s and -1s are randomly distributed; the rest of the elements are set to zero.
By generating sparse vectors of a sufficiently high dimensionality in this way, the context representations will,
with a high probability, be nearly orthogonal.

2. Each unique term is also assigned an initially empty context vector of the same dimensionality. The context
vectors are then incrementally populated with context information by adding the index vectors of the contexts
in which the target term appears.

There are a number of model parameters that need to be configured according to the task that the induced term
space will be used for. For instance, the types of semantic relations captured by an RI-based model depends on the
context definition15. By employing a document-level context definition, relying on direct co-occurrences, one models
syntagmatic relations. That is, two terms that frequently co-occur in the same documents are likely to be about the
same topic, e.g. <car, motor, race>. By employing a sliding window context definition, where the index vectors of
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the surrounding terms within a, usually small, window are added to the context vector of the target term, one models
paradigmatic relations. That is, two terms that frequently occur with the same set of words – i.e. share neighbors –
but do not necessarily co-occur themselves, are semantically similar, e.g. <car, automobile, vehicle>. Synonymy is
an instance of a paradigmatic relation.

RI, in its original conception, does not take into full account term order information, except by giving increasingly
less weight to index vectors of terms as the distance from the target term increases. Random permutation (RP)16 is an
elegant modification of RI that attempts to remedy this by simply permuting (i.e. shifting) the index vectors according
to their direction and distance from the target term before they are added to the context vector. RI has performed well
on tasks such as taking the TOEFL (Test of English as a Foreign Language) test. However, by incorporating term
order information, RP was shown to outperform RI on this particular task16. Combining RI and RP models has been
demonstrated to yield improved results on the synonym extraction task17.

The predefined dimensionality is yet another model parameter that has been shown to be potentially very important,
especially when the number of contexts (the size of the vocabulary) is large, as it often is in the clinical domain. Since
the traditional way of using distributional semantics is to model only unigram-unigram relations – a limitation when
wishing to model the semantics of phrases and longer textual sequences – a possible solution is to identify and model
multiword terms as single tokens. This will, however, lead to an explosion in the size of the vocabulary, necessitating
a larger dimensionality. In short, dimensionality and other model parameters need to be tuned for the dataset and task
at hand.18

Materials and Methods

The method and experimental setup can be summarized in the following steps: (1) data preparation, (2) term extraction
and identification, (3) model building and parameter tuning, and (4) evaluation (Figure 2). Term spaces are constructed
with various parameter settings on two dataset variants: one with unigram terms and one with multiword terms. The
models – and, in effect, the method – are evaluated for their ability to identify synonyms of SNOMED CT preferred
terms. After optimizing the parameter settings for each group of models on a development set, the best models are
evaluated on unseen data.

Data Preparation

MIMIC II
Database

Term Extraction &  
Identification

DocumentDocumentPreprocessed Data 
(unigrams)

DocumentDocumentPreprocessed Data 
(multiword terms)

SNOMED CT
Development

Set

Model Building & 
Parameter Tuning

Model ModelModel

Model ModelModel

Model ModelModel

Model ModelModel

SNOMED CT
Evaluation Set

Evaluation

Results

Figure 2: An overview of the process and the experimental setup.

In Step 1, the clinical data from which the term spaces will be induced is extracted from the MIMIC-II database
and preprocessed. MIMIC-II3 is a publicly available database encompassing clinical data for over 40,000 hospital
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stays of more than 32,000 patients, collected over a seven-year period (2001-2007) from intensive care units (medical,
surgical, coronary and cardiac surgery recovery) at Boston’s Beth Israel Deaconess Medical Center. In addition to
various structured data, such as laboratory results and ICD-9 diagnosis codes, the database contains text-based records,
including nursing progress notes, discharge summaries and radiology interpretations. We create a corpus comprising
all text-based records (∼250 million tokens) from the MIMIC-II database. The documents in the corpus are then
preprocessed to remove metadata, such as headings (e.g. FINAL REPORT), incomplete sentence fragments, such as
enumerations (of e.g. medications), as well as digits and punctuation marks.

In Step 2, we extract and identify multiword terms in the corpus. This will allow us to extract synonymous relations
between terms of varying length. This is done by first extracting all unigrams, bigrams and trigrams from the corpus
with TEXT-NSP19 and treating them as candidate terms for which the C-value is then calculated. The C-value statis-
tic20 21 has been used successfully for term recognition in the biomedical domain, largely due to its ability to handle
nested terms22. It is based on term frequency and term length (number of words); if a candidate term is part of a longer
candidate term, it also takes into account how many other terms it is part of and how frequent those longer terms are
(Figure 3). By extracting n-grams and then ranking the n-grams according to their C-value, we are incorporating the
notions of both unithood – indicating collocation strength – and termhood – indicating the association strength of a
term to domain concepts22. In this still rather simple approach to term extraction, however, we do not take any other
linguistic knowledge into account. As a simple remedy for this, we create a number of filtering rules that remove
terms beginning and/or ending with certain words, e.g. prepositions (in, from, for) and articles (a, the). Another alter-
ation to the term list – now ranked according to C-value – is to give precedence to SNOMED CT preferred terms by
adding/moving them to the top of the list, regardless of their C-value (or failed identification). The reason for this is
that we are aiming to identify SNOMED CT synonyms of preferred terms and, by giving precedence to preferred terms
– but not synonyms, as that would constitute cheating – we are effectively strengthening the statistical foundation on
which the distributional method bases its semantic representation. The term list is then used to perform exact string
matching on the entire corpus: multiword terms with a higher C-value than their constituents are concatenated. We
thus treat multiword terms as separate tokens with their own particular distributions in the data, to a greater or lesser
extent different from those of their constituents.

C-value(a) =
{

log2 |a| · f(a) if a is not nested
log2 |a| · (f(a)− 1

P (Ta)

∑
bεTa f(b)) otherwise

a = candidate term Ta = set of extracted candidate terms that contain a
b = longer candidate terms P (Ta) = number of candidate terms in Ta
|a| = length of candidate term (number of words) f(b) = term frequency of longer candidate term b
f(a) = term frequency of a

Figure 3: The formula for calculating C-value of candidate terms.

In Step 3, term spaces are induced from the dataset variants: one containing only unigram terms (UNIGRAM TERMS)
and one containing also longer terms: unigram, bigram and trigram terms (MULTIWORD TERMS). The following
model parameters are experimented with:

• Model Type: random indexing (RI), random permutation (RP). Does the method for synonym identification
benefit from incorporating word order information?

• Sliding Window: 1+1, 2+2, 3+3, 4+4, 5+5, 6+6 surrounding terms. Which paradigmatic context definition is
most beneficial for synonym identification?

• Dimensionality: 500, 1000, 1500 dimensions. How does the dimensionality affect the method’s ability to
identify synonyms, and is the impact greater when the vocabulary size grows exponentially as it does when
treating multiword terms as single tokens?

Evaluation takes place in both Step 3 and Step 4. The term spaces are evaluated for their ability to identify synonyms
of SNOMED CT preferred terms that each appears at least fifty times in the corpus (Table 1). A vast number of
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SNOMED CT terms do not appear in the corpus; requiring that they appear a certain number of times arguably makes
the evaluation more realistic. Although fifty is a somewhat arbitrarily chosen number, it is likely to ensure that the
statistical foundation is solid. A preferred term is provided as input to a term space and the twenty most semantically
similar terms are output, provided that they also appear at least fifty times in the data. For each preferred term, recall
is calculated using the twenty most semantically similar terms generated by the model (i.e for each SNOMED CT
concept, recall is the proportion of SNOMED CT synonyms returned for that concept when the model is queried using
that concept’s preferred term). The SNOMED CT data is divided into a development set and an evaluation set in a
50/50 split. The development set is used in Step 3 to find the optimal parameter settings for the respective datasets
and the task at hand. The best parameter configuration for each type of model (UNIGRAM TERMS and MULTIWORD
TERMS) is then used in the final evaluation in Step 4. Note that the requirement of each synonym pair appearing
at least fifty times in the data means that the development and evaluation sets for the two types of models are not
identical, e.g. the test sets for UNIGRAM TERMS will not contain any multiword terms. This, in turn, means that the
results of the two types of models are not directly comparable.

UNIGRAM TERMS MULTIWORD TERMS
Semantic Type Preferred Terms Synonyms Preferred Terms Synonyms
attribute 4 6 6 8
body structure 2 2 12 12
cell 0 0 1 1
cell structure 1 1 1 1
disorder 26 32 68 81
environment 3 3 3 3
event 1 1 1 1
finding 39 54 69 86
morphologic abnormality 35 45 42 54
observable entity 17 22 22 26
organism 2 2 3 3
person 2 2 2 2
physical force 1 1 1 1
physical object 9 10 12 15
procedure 23 28 49 64
product 6 6 3 3
qualifier value 133 173 153 190
regime/therapy 0 0 3 3
situation 0 0 1 1
specimen 0 0 2 0
substance 24 24 24 25
Total 328 412 478 580

Table 1: The frequency of SNOMED CT preferred terms and synonyms that are identified at least fifty times in the
MIMIC II Corpus. The UNIGRAM TERMS set contains only unigram terms, while the MULTIWORD TERMS set
contains unigram, bigram and trigram terms.

Results

One interesting result to report, although not the focus of this paper, concerns the coverage of SNOMED CT in a large
clinical corpus like MIMIC-II. First of all, it is interesting to note that only 9,267 out of the 105,437 preferred terms
with one or more synonyms are unigram terms (24,866 bigram terms, 21,045 trigram terms and 50,259 terms that
consist of more than three words/tokens). Out of the 158,919 synonyms, 12,407 are unigram terms (43,513 bigram
terms, 32,367 trigram terms and 70,632 terms that consist of more than three words/tokens). 7,265 SNOMED CT
terms (preferred terms and synonyms) are identified in the MIMIC-II corpus (2,632 unigram terms, 3,217 bigram
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terms and 1,416 trigram terms); the occurrence of longer terms in the corpus has not been verified in the current work.
For the number of preferred terms and synonyms that appear more than fifty times in the corpus, consult Table 1.

When tuning the parameters of the UNIGRAM TERMS models and the MULTIWORD TERMS models, the pattern
is fairly clear: for both dataset variants, the best model parameter settings are based on random permutation and a
dimensionality of 1,500. For UNIGRAM TERMS, a sliding window of 5+5 yields the best results (Table 2). The
general tendency is that results improve as the dimensionality and the size of the sliding window increase. However,
increasing the size of the context window beyond 5+5 surrounding terms does not boosts results further.

RANDOM INDEXING RANDOM PERMUTATION
Sliding Window→ 1+1 2+2 3+3 4+4 5+5 6+6 1+1 2+2 3+3 4+4 5+5 6+6
500 Dimensions 0.17 0.18 0.20 0.20 0.20 0.21 0.17 0.20 0.21 0.21 0.22 0.22
1,000 Dimensions 0.16 0.19 0.20 0.21 0.21 0.21 0.19 0.22 0.21 0.21 0.22 0.23
1,500 Dimensions 0.17 0.21 0.22 0.22 0.22 0.22 0.18 0.22 0.22 0.23 0.24 0.23

Table 2: Model parameter tuning: results, recall top 20, for UNIGRAM TERMS on the development set.

For MULTIWORD TERMS, a sliding window of 4+4 yields the best results (Table 3). The tendency is similar to that
of the UNIGRAM TERMS models: incorporating term order (RP) and employing a larger dimensionality leads to the
best performance. In contrast to the UNIGRAM TERMS models, the most optimal context window size is in this case
slightly smaller.

RANDOM INDEXING RANDOM PERMUTATION
Sliding Window→ 1+1 2+2 3+3 4+4 5+5 6+6 1+1 2+2 3+3 4+4 5+5 6+6
500 Dimensions 0.08 0.12 0.13 0.13 0.13 0.12 0.08 0.13 0.14 0.14 0.13 0.12
1,000 Dimensions 0.09 0.12 0.13 0.13 0.13 0.13 0.10 0.13 0.14 0.13 0.12 0.11
1,500 Dimensions 0.09 0.13 0.13 0.14 0.14 0.14 0.10 0.14 0.14 0.16 0.14 0.14

Table 3: Model parameter tuning: results, recall top 20, for MULTIWORD TERMS on the development set.

Once the optimal parameter settings for each dataset variant had been configured, they were evaluated for their ability
to identify synonyms on the unseen evaluation set. Overall, the best UNIGRAM TERMS model (RP, 5+5 context
window, 1,500 dimensions) achieved a recall top 20 of 0.24 (Table 4), i.e. 24% of all unigram synonym pairs that
occur at least fifty times in the corpus were successfully identified in a list of twenty suggestions per preferred term.
For certain semantic types, such as morphologic abnormality and procedure, the results are slightly higher: almost
50%. For finding, the results are slightly lower: 15%.

With the best MULTIWORD TERMS model (RP, 4+4 context window, 1,500 dimensions), the average recall top 20 is
0.16. Again, the results vary depending on the semantic type: higher results are achieved for entities such as disorder
(0.22) morphologic abnormality (0.29) and physical object (0.42), while lower results are obtained for finding (0.12),
observable entity (0.09), qualifier value (0.08) and substance (0.08). For 22 of the correctly identified synonym pairs,
at least one of the terms in the synonymous relation was a multiword term.

Discussion

When modeling unigram terms, as is the traditional approach when employing models of distributional semantics, the
results are fairly good: almost 25% of all synonym pairs that appear with some regularity in the corpus are successfully
identified. However, the problem with the traditional unigram-based approach is that the vast majority of SNOMED
CT terms – and other biomedical terms for that matter – are multiword terms: fewer than 10% are unigram terms.
This highlights the importance of developing methods and techniques that are able to model the meaning of multiword
expressions. In this paper, we attempted to do this in a fairly straightforward manner: identify multiword terms and
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Semantic Type # Synonym Pairs Recall (Top 20)
attribute 2 0.50
body structure 1 0.00
cell structure 1 1.00
disorder 17 0.23
environment 2 0.00
event 1 0.00
finding 27 0.15
morphologic abnormality 26 0.43
observable entity 11 0.22
organism 1 0.00
person 1 1.00
physical force 1 0.00
physical object 6 0.30
procedure 15 0.46
product 2 0.50
qualifier value 89 0.15
substance 12 0.33
All 215 0.24

Table 4: Final evaluation: results, recall top 20, for UNIGRAM TERMS on the evaluation set.

treat each one as a distinct semantic unit. This approach allowed us to identify more synonym pairs in the corpus
(292 vs. 215). The results were slightly lower compared to the UNIGRAM TERMS model, although the results are
not directly comparable since they were evaluated on different datasets. The UNIGRAM TERMS model was unable to
identify any synonymous relations involving a multiword term, whereas the MULTIWORD TERMS model successfully
identified 22 such relations. This demonstrates that multiword terms can be handled with some amount of success in
distributional semantic models. However, our approach relies to a large degree on the ability to identify high quality
multiword terms, which was not the focus of this paper. The term extraction could be improved substantially by using
a linguistic filter that produces better candidate terms than n-grams. Using a shallow parser to extract phrases is one
such obvious improvement.

Another issue concerns the evaluation of the method. Relying heavily on a purely quantitative evaluation, as we have
done, can provide only a limited view of the usefulness of the models. Only counting the number of synonyms that
are currently in SNOMED CT – and treating this as our gold standard – does not say anything about the quality of
the “incorrect” suggestions. There may be valid synonyms that are currently not in SNOMED CT. One example of
this is the preferred term itching, which, in SNOMED CT, has two synonyms: itch and itchy. The model was able
to identify the former but not the latter; however, it also identified itchiness. Another phenomenon which is perhaps
of less interest in the case of SNOMED CT, but of huge significance for developing terminologies that are to be used
for information extraction purposes: the identification of misspellings. When looking up anxiety, for instance, the
synonym anxiousness was successfully identified; other related terms were agitation and aggitation [sic]. Many of the
suggested terms are variants of a limited number of concepts. Future work should thus involve review of candidate
synonyms by human evaluators.
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Semantic Type # Synonym Pairs Recall (Top 20)
attribute 3 0.33
body structure 6 0.17
cell structure 1 1.00
cell 1 0.00
disorder 40 0.22
environment 2 0.00
event 1 0.00
finding 43 0.12
morphologic abnormality 29 0.29
observable entity 15 0.09
organism 2 0.00
person 1 1.00
physical force 1 0.00
physical object 7 0.42
procedure 34 0.17
product 2 0.50
qualifier value 88 0.08
regime/therapy 2 0.50
situation 1 0.00
specimen 1 0.00
substance 12 0.08
All 292 0.16

Table 5: Final evaluation: results, recall top 20, for MULTIWORD TERMS on the evaluation set.

Conclusions

We have demonstrated how distributional analysis of a large corpus of clinical narratives can be used to identify
synonymy between SNOMED CT terms. In addition to capturing synonymous relations between pairs of unigram
terms, we have shown that we are also able to extract such relations between terms of varying length. This language
independent method can be used to port SNOMED CT – and other terminologies and ontologies – to other languages.
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Improving Discharge Instructions: Perspectives from Providers and Patients 
Brent D Hill, RN, MS, Qing Treitler-Zeng, PhD, Seneca Perri, RN, MS, 

Seraphine Kapsandoy, RN, MS, Jinqiu Kuang, MS 
Introduction and Background 

The responsibility for the majority of care after hospital discharge is relegated to the patient and their family; 
therefore it is essential for them to understand diagnosis, follow-up needs, and emergency contact information to 
prevent adverse events and early readmission.[1] The two major factors in understanding discharge instructions are 
health literacy and readability. Improving discharge instructions to be more understandable to the patient improves 
adherence and patient satisfaction. Studies have shown that text simplification and the addition of pictographs are 
strategies to improve patient discharge instructions. Indeed, informatics tools have been and continue to be 
developed for the purpose of improving discharge instructions. However, as we design, implement and evaluate 
informational interventions, it is important to receive feedback from vested parties in order to more fully understand 
what works well, what is problematic, and how to integrate the intervention into the clinical workflow. The focus of 
this study is on structured interviews we conducted with doctors, nurses and patients about their experience with 
hospital discharge instructions to inform our own system design and intervention.  

Methods 

Structured interviews were conducted with a convenience sample of 5 MD’s and 5 RN’s who work in the 
Cardiovascular Medical Unit at the University of Utah HSC, and 5 patients who had a recent inpatient stay, <6 
months, and were seen for follow-up in the UUHSC cardiology clinic. Interviews were conducted by one 
interviewer, Brent Hill, recorded and transcribed. Interview questions were determined beforehand and included 
questions about the study participant’s experience creating and/or using discharge instructions. Additionally, study 
participants were given a copy of patient discharge instructions, with protected health information removed, halfway 
through the interview so they could reference specific examples. Open-ended questions were also asked based on the 
information exchange. Three coders met to determine coding categories for the interviews to identify emergent 
themes of the interviews using qualitative analysis software Dedoose.  

Results 

The common themes of the feedback are shown in Table 1.  

Parent and Sub Themes 

• Barriers 
o Barriers Healthcare Provider 
o Barriers Patient 

• Communication 
o Verbal 
o Written 

• Health Literacy 
• D/C Instruction Creation 

• Content Material 
o Beneficial 
o Conflicting 
o Personalization  
o Readability 

• Personal Stories 

• Structure and Design 

Table 1. Coding themes for structured interviews.                            

Providers	  and	  patients	  feedback	  regarding	  discharge	  instructions	  reflected	  different	  perspectives.	  Individual	  
differences	  within	  groups	  were	  observed	  and	  accounted	  for	  by	  the	  coding	  scheme.	  All	  study	  participants	  
identified	  suggestions	  for	  changes	  that	  will	  improve	  the	  readability	  and	  simplification	  of	  hospital	  discharge	  
instructions.	  Results	  will	  be	  utilized	  in	  the	  design	  of	  subsequent	  research	  to	  improve	  discharge	  instructions	  
with	  an	  automatic	  pictograph	  enhancement	  tool,	  Glyph.	  	  
 
1. Chugh A, Williams MV, Grigsby J, Coleman EA. Better Transitions: Improving Comprehension of 
Discharge Instructions. Frontiers of Health Services Management. 2009 Spring2009;25(3):11-32. PubMed PMID: 
37216580. 
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Applying the Extended Benefits Model in a Resource-Constrained Country: 

Uncovering the Foundation 
JoAnna L. Hillman, MPH, Keith P. Waters, MSc

 

U.S. Centers for Disease Control and Prevention, Atlanta, GA 
Abstract 

Critical health professional shortages in resource-constrained countries amplify the need for effective management 

of routine health workforce and licensure information. An assessment of a Human Resource Information System 

(HRIS) was conducted in Ethiopia to examine the influence of the HRIS on human resources (HR) management and 

decision making. Data from the assessment reveal the HRIS users are optimistic, but the system is faced with 

challenges impacting adoption and use. 
 

Background  

Ethiopia is one of fifty-seven countries identified by the World Health Organization as having a health workforce 

‘crisis’ 
1
. To address this crisis, the Ethiopian Government deployed a HRIS in 2009 to collect and manage routine 

health workforce information to support policy, planning, and improved service delivery. To measure the success of 

current HRIS deployments in Ethiopia, an assessment was conducted to: 1) explore the influence of the HRIS on HR 

management and decision making; 2) identify successful implementation and maintenance strategies; and 3)  

identify socio-organizational and contextual factors influencing HRIS implementation.  
 

Methods 

The assessment factors were examined through 

interviews with key informants from government 

agencies, regional health bureaus, and public hospitals 

in four (4) regions of Ethiopia. The system assessment 

was based on the Extended Benefits Evaluation 

Framework for Health Information Systems in Contexts 

(Figure 1)
2
. 

       Figure 1. Extended Benefits Evaluation Framework  

Results  
While the HRIS is deployed at many sites, the majority have not fully implemented or adopted the system. There is 

a perceived high work burden associated with HR data management and reporting; using the HRIS is often seen as 

an additional burden, rather than supporting the work to be accomplished.  

Multiple infrastructure problems exist, including frequent power outages and lack of connectivity. Sites face 

resource constraints such as insufficient equipment to operate the system, lack of designated workstations, and 

inadequate number of staff to fully implement and sustain the system. Although the evaluation model provided a 

structure to assess the system, it became clear that measures of success could not be ascertained. 
 

Discussion 

The Extended Benefits model provides quality, use, and net benefits dimensions that indicate successful system 

implementation. However, in a resource-constrained setting, these dimensions are insufficient. After analyzing the 

data, we discovered that one dimension of the Extended Benefits model, Organization, must be achieved before the 

remaining dimensions can be accurately measured. The foundational factor to be considered under the Organization 

dimension is appropriate expectations for system use based on the setting including: 1) Governance - Leadership 

and monitoring, 2) Infrastructure - Hardware, power, and connectivity, and 3) Human resources – Job descriptions, 

integration into facility organization chart, and user competence with system. Assessing systems in resource-

constrained countries using the appropriate expectations foundational factor sets the stage for further evaluation of 

system’s benefits and success. 
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AbstractAbstractAbstractAbstract

To increase the use of Japanese healthcare claims data, it is necessary to share ideas for improving data processing
methods and preserving privacy. Application programming interfaces (APIs) that retrieve only information of
interest, without exposing sensitive data, might offer a solution. We defined and implemented a JavaScript API to
analyze temporal relationships among diagnoses. Our proposed API returns JavaScript Object Notations consisting
of the patient ID, prior diagnoses, and the times between diagnoses.

IntroductionIntroductionIntroductionIntroduction

In Japan, healthcare services are carried out on a payments in-kind basis1, in which hospitals and clinics submit
health insurance claims to national review and reimbursement services every month. The reviewed bills are
eventually paid by the insured patient’s health insurance organization, which is usually provided by the employer or
the local municipal government. Because these claims contain personal history of diagnosis and treatment, one could
use these data to explore possible relationships among diseases and treatments.

ProblemsProblemsProblemsProblems totototo AddressAddressAddressAddress

Insurers are often reluctant to allow researchers to use healthcare claims data because of the fear of misuse or
unintended analyses, as well as privacy concerns. We sought to overcome these problems by balancing better
utilization of claims data with increased control by the stakeholders and preservation of anonymity. To solve this
problem, we developed application-programming interfaces (API) that can retrieve information from the claims data.
Access to the data can be limited to this channel, and users are prohibited from downloading all of the data.

TestTestTestTest DataDataDataData

A table containing proprietary patient ID, date of diagnosis, and coded diagnosis was extracted from a database of a
company that analyzes claims data managed by corporate health insurance societies. The company also granted
access to a table containing demographic information of the target patients. We extracted data for 1,350 patients
with a diagnosis of carpal tunnel syndrome (CTS) within the last 5 years.

DesignDesignDesignDesign andandandand ImplementationImplementationImplementationImplementation ofofofof thethethethe APIAPIAPIAPI

Because we were interested in diagnoses that preceded the diagnosis of CTS and the time from the diagnosis of
other disorders to the onset of CTS, we first designed an API, called getPredecessor(diagnosis), which retrieved
information grouped by the patients. For each patient, the API generates a one-time patient ID, and retrieves sex,
year of birth, and the time to diagnosis of CTS. The API also retrieves multiple sets of information for each patient,
with each set consisting of a diagnosis and the time from diagnosis to onset of CTS. This API, for which CTS is
currently the only allowed value for the argument <diagnosis>, can be used to retrieve any data required to analyze
the temporal relationship between other diseases and CTS. Using filters, it is possible to obtain specific information,
including the type of diagnosis preceding CTS and the distribution of times between diagnoses. Data are outputted
in JavaScript Object Notation format2, which can generate flexible, tree-like data structures.

ConclusionConclusionConclusionConclusion

APIs can facilitate analyses of claims data without breaching patient privacy or loss of control by the data holders.
The next challenges are semantic mapping to existing messages, such as HL7, and improving processing time for
real-time analysis or large databases.
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Abstract 

We evaluated a literature-based discovery method to find pharmacogenomic explanations for reported drug adverse 
effects. Preliminary results suggest the potential of our method.  

Introduction 
In earlier work [1] we used literature-based discovery (LBD) [2] to find genes that link drugs with known adverse 
(side) effects, as a pharmacogenomic explanation for the phenomenon. In closed discovery, we looked for Genes_Y 
that link a known starting concept (Drug_X) with a known end concept (Adverse_effect_Z). The LBD tool, SemBT 
[3] (available at [4]), uses semantic relations extracted with SemRep [5] to provide such links. For example, for 
lithium (X) causing Brugada syndrome (Z) [6], SemBT found Sodium Channel as a linking (Y) concept. It extracted 
the predication “Lithium INHIBITS Sodium Channel” from PMID 20016437, matching X-Relation-Y, and it 
extracted “Sodium Channel CAUSES Brugada syndrome” from PMID 16415376, matching Y-Relation-Z. In this 
work we evaluate such results.  

Methods 
We compared SemBT output to a list of 25 true positive and 22 true negative (drug, adverse effect) pairs that were 
curated by pharmacovigilance experts as part of the EU-ADR project [7]. There were 47 distinct drugs involved 
(e.g. Rofecoxib, Sildenafil, Ibuprofen, Atorvastatin, Diclofenac) and 5 distinct adverse effects (acute myocardial 
infarction, acute renal failure, anaphylactic shock, rhabdomyolysis, and upper gastrointestinal bleeding).   

Results 
For the group of 25 true positive pairs, we found a total of 806 linking Y genes or proteins, giving 32.24 Ys per true 
positive pair. For the group of 22 true negative pairs, we found a total of 257 linking Ys, giving 11.68 Ys per true 
negative pair. Nonparametric Mann-Whitney test for comparison of two independent samples was used to compare 
the number of found Ys in the two groups. There was a significant difference between the groups (p=0.0087), with 
group 1 having significantly higher values than group 2. Therefore, our method finds considerably more Ys per 
(drug, adverse effect) pair for the true positive pairs than for the true negative pairs. 

Conclusion 
We believe that this is a good indication for the potential of our method for finding pharmacogenomic explanation 
for adverse drug effects. As a next step, a domain pharmacovigilance expert will evaluate the proposed linking Y 
concepts from a pharmacovigilance point of view.   
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Abstract and Objective 

In Taiwan, Community health screening mainly adopts 
manual processes and the questionnaires. Today, our gov-
ernment wants to expand people's health screening service 
project each year. However, screening types and forms which 
people need to fill in are relative increasing. Furthermore, 
each citizen in community screening will fill 6 to 9 question-
naires. It often occurs in people complained to fill out many 
questionnaires and spend long time completing questionnaires. 
It also reduces people’s will and coordination of public health 
screening. Moreover, it increases difficulties of implementing 
screening business. It not only put in a lot of human resources, 
but also easily loses the questionnaire issue and integrity of 
filling. 

In this research, we integrate existing paper questionnaire 
form and then design a dynamic electronic questionnaire sys-
tem using VBA language. Interestingly, its practical applica-
tion on community health screening can efficiently streamline 
health screening process and enhance the accuracy and con-
sistent of screening information. Further, it also can reduce 
the cost of human resources and promote people’s will and 
satisfaction of public health screening.  

 
Keywords: community-based integrated screening, cancer 
screening, chronic disease screening 

Introduction/Background  

   Community health screening mainly adopts manual process-
es and the questionnaires, in Taiwan. Furthermore, each citi-
zen  in community screening will fill 6 to 9 questionnaires. It 
often occurs in people complained to fill out many question-
naires and spend long time completing questionnaires. It also 
reduces people’s will and coordination of public health 
screening. 

Methods 

Improve the existing human-based community health 
screening process using our integration of dynamic electronic 
questionnaire system. Development of information systems 
replace traditional manual verification of questionnaires and 
people’s filling out the questionnaires by VBA platform. First, 
we design electronic questionnaires of community health 
screening to replace paper questionnaires. Second, we inte-
grate repeated topics (such as: name, gender, identity card 
number, telephone, personal history ... etc.) to 72 questions 
from six questionnaires containing 118 questions. Third, we 
find out its relevance to make it dynamic. Finally, our system 
automatically answers the following questions by its rele-
vance. 

 

Results 

 
 Original Simplified/ 

Streamlining
Simplified/ 
Streamlin-
ing Rate 

Simplify pro-
cesses and 
streamline 
questionnaires 

118 questions 72 questions 38.98%. 

Reduce the 
cost of human 
resources 

9 servants 2 servants 77.78% 

Increase 
screening effi-
ciency 

4 mins 20-100 secs 58.33% to 
91.67% 

 

Discussion and Conclusion 

People usually need to fill in many questionnaires in com-
munity health screening. It often occurs in people complained 
as described previously. In this study, we actually develop this 
integration of dynamic electronic questionnaire system which 
really can simplify processes, streamline questionnaires, re-
duce the cost of human resources, and increase screening effi-
ciency. 

In the future, we will link our systems with the hospital sys-
tem to upload the related data for energy saving, carbon re-
duction, and communicating with the hospital information 
system to simplify related hospital login processes. Our sys-
tems will also combine with APP which installed in modern 
mobile phone. Therefore, people can easily enter screening 
information on their mobile phone to upload our system, and 
then participate directly in community health screening as 
presenting authentication code. Our systems could efficiently 
enhance nursing informatics and use broadly on public health 
informatics. 
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Abstract 

Observational patient data provides an unprecedented opportunity to gleam new insights into diseases and assess 
patient quality of care, but a challenge lies in matching our ability to collect data with a comparable ability to un-
derstand and apply this information. Visual analytic techniques are promising as they permit the exploration and 
manipulation of complex datasets through a graphical user interface. Nevertheless, current visualization tools rely 
on users to manually configure which aspects of the dataset are shown and how they are presented. In this paper, 
we describe an approach that utilizes characteristics of the data and domain knowledge to assist users with summa-
rizing the information space of a large population. We present a representation that captures contextual information 
about the data and constructs that operate on this information to tailor the data’s presentation. We describe a use 
case of this approach in exploring a claims dataset of individuals with spinal dysraphism. 

Introduction  

On a daily basis, a large amount of data is generated as part of routine clinical patient care and captured as part of 
the electronic health record (EHR), disease registries, administrative databases, and other repositories. Retrospective 
analysis of the available data could yield new insights into diseases and provide evidence for improving best 
practices. For example, the data could support comparative effectiveness research (CER), which assesses the 
benefits, harms, and efficacy of different treatments for a disease based on patterns reported in a patient cohort [1]. 
However, working with observational data is often associated with challenges related to missing data, inherent and 
systematic errors, and ambiguity [2]. The use of information visualization and visual analytics to facilitate the 
analysis of sizeable, heterogeneous datasets are becoming popular because of their ease of use, leveraging our ability 
to interpret visual information quickly. In recent years, numerous visualization techniques have been developed to 
assist users with exploring high-dimensional datasets, identifying (causal) relationships and spatiotemporal patterns. 
Commercial packages such as Spotfire (TIBCO Software, Somerville, MA, USA) and Tableau (Tableau Software, 
Seattle, WA, USA) have created software packages that allow users to import data sources and specify the 
visualization and parameters with which the data is presented. While such visualization tools provide an intuitive 
and flexible means of generating visual representations from raw data, the task of specifying what data values to 
visualize and the attributes and behavior of the visualization are left to the user. 

Arguably, current visualizations do not utilize contextual information about the data to influence how the 
information is presented. Here, context is defined as information that provides additional insight on how to correctly 
interpret a given data element. In particular, the utility of incorporating domain knowledge as part of the 
visualization process is underscored when considering increasingly higher dimensional data, as is the case when 
attempting to visualize large populations. First, a multitude of data elements (e.g., lab values, tumor burden, genetic 
variants) may be captured for each individual. To make trends within a group of patients interpretable, the 
dimensionality of the information needs to be reduced by abstracting or summarizing the information. However, this 
step is typically left to the user. Second, assumptions about the meaning of a data element and the interpretation of a 
given value may not be valid for a population, particularly if data has been drawn from different institutions. For 
instance, as results of genetic panels become captured as part of the patient record, direct comparison of gene 
expression values generated by differing next-generation technologies or results obtained using the same protocol 
but in subsequent batches may lead to erroneous conclusions. Hence, we argue that additional information beyond 
the value of the data element is important, and that a context-sensitive approach to visualization is necessary. We 
describe our initial attempts to define a common representation for capturing supplementary information about each 
data element and to demonstrate how the use of this domain knowledge facilitates users with navigating the large 
information space and interpreting patterns in a population. 

In the following sections, we describe how our effort relates to existing visualization toolkits. We then discuss the 
design requirements of the toolkit, a representation for capturing context associated with the data, and modeling 
constructs for incorporating domain knowledge to automatically guide creation of an end visualization. Finally, we 
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present a use case that implements the constructs to explore a large claims database of individuals with spinal 
dysraphism. 

Background 

Graphical toolkits such as prefuse [3], Piccolo [4], and IVTK [5] provide a generic framework for creating targeted 
information visualizations in a variety of complex domains. For instance, PatternFinder [6] is an application that 
leverages the Piccolo framework to permit visual search and comparison of temporal patterns across multiple 
(patient) histories. In medicine, a number of visualization tools have been created upon these frameworks to 
generate temporal, problem-oriented summaries of the patient record, perform case-based retrieval, conduct disease 
surveillance, and identify potential adverse drug events. While researchers performing CER typically utilize a 
combination of general visualization and statistical packages to identify patient cohorts and conduct their analyses, 
recent work has demonstrated the utility of incorporating targeted visualizations that facilitate CER within the 
context of the EHR. For example, VisualDecisionLinc [7] is a tool that visualizes information in the EHR to permit 
comparisons between an individual patient’s case with trends identified from within a known population. 

In general, the aforementioned visualizations span two ends of a spectrum: the generalized toolkits are the most 
flexible with respect to how data can be visualized, but heavily rely on users to specify how the dataset is presented. 
On the other hand, the targeted applications have strict data requirements and visualizations that are pre-configured 
to the specific task. Our approach attempts to bridge these two ends by providing a library of visualizations to 
present the heterogeneous nature of clinical data, yet tailoring these visualizations to reflect the semantic 
significance of the type and value of each data element. To do so, we have developed methods for characterizing the 
dataset and leveraging domain knowledge to select and configure the appropriate visualizations for a particular task. 

Methods 

Desiderata 

In designing our context-sensitive visualization toolkit, the following criteria were considered: 

 Provide tailored views of the data. Following the principle of adaptively selecting and configuring 
visualizations that best fit the available data and context, the population visualization should automatically 
generate a view that depicts relevant information at an appropriate level of abstraction based on the data. For 
instance, in visualizing an individual patient’s lab values, a timeline of the measured values with related events 
(e.g., symptoms, prescribed medications, diseases) would be appropriate. However, the same visualization and 
level of detail cannot be used to present lab values for a hundred patients. A higher level of abstraction (e.g., 
heat map) may be more suitable. 

 Utilize domain knowledge. The visualization should have awareness of the contextual information that is 
necessary to interpret the data. What is the semantic meaning of the reported value? How is it related to other 
data elements? Is the value within normal limits? What are the error bounds associated with the measurement? 
First, a representation is needed to annotate the raw data with this contextual information. Then, constructs are 
needed to encode this information as part of a visualization’s attributes. 

 Convey temporal trends. A common information need for individuals examining population datasets is 
providing tools for characterizing and comparing temporal patterns. For instance, visualizations should support 
comparison of the sequence of events between patients that have good outcomes versus those with poor 
outcomes. Techniques for aligning and summarizing different types of temporal data (e.g., time point, time 
interval) should be provided. 

Data Representation 

Contextual information plays a critical role in enabling users to understand and interpret the data being visualized. 
However, context is often lost or overlooked during the process of transforming raw data into its visual 
representation. We created a data model for representing the semantic meaning, properties, and observations of each 
data element. The basic entities in our model are loosely drawn from the phenomenon-centric data model described 
[8] and are summarized as follows: 

 Finding. A finding is a broadly defined entity that identifies any source of observation or information. For 
example, a diagnostic test would be represented as an evidence entity with multiple observations (e.g., each 
time point that the panel was performed). 

616



 

  

 Observation. An observation 
entity represents a value that has 
been measured or documented at a 
particular time point. The recorded 
value for an individual’s creatinine 
level in the metabolic panel at a 
single time point represents an 
observation. 

 Attribute. An attribute entity is 
associated with a finding or 
observation entity and captures the 
contextual information about that 
entity. Examples of attributes 
include data type (e.g., qualitative, 
quantitative), relation (e.g., greater 
than), units (e.g., Celsius), 
accuracy, precision, and certainty 
(e.g., exact, approximate). 

 State. The state entity provides a 
higher order categorization for temporal stages that groups related findings and observations together for a 
single time point. For example, the state of a patient with renal failure would include relevant symptoms, labs, 
and treatments (i.e., routine dialysis). 

Components of the data model are summarized in Figure 1. 

Basic Mapping 

The visualization tool builds upon the five basic components of an information visualization described in [9]: data 
source, data set, visualization, view, and control. The data layer consists of the data source and data set, which 
contain mechanisms for loading and internally representing data from sources such as a delimited file or relational 
database. The visual layer consists of the visualization, view, and control components, which permit the 
transformation and interaction of the data through some graphical representation. For instance, a data set may be 
assigned a visual representation (e.g., circle, square) and attributes (e.g., size, position, color). This approach 
abstracts the data from its visual representation. Transforms are used to map the data layer to the visual layer. 

Context-sensitive Constructs 

The goal of these constructs is to permit visualizations to select and configure their appearance based on its 
underlying data and available domain knowledge. Concisely, we wish to exploit contextual information to anticipate 
the types of interactions that a user would perform on the data using the visualization. Borrowing from the seven 
categories of interaction described in [10], we describe methods that utilize context to influence how four of the 
interaction tasks are performed. These constructs are briefly elaborated below: 

 Connect. The connect construct defines a relationship between two entities in a dataset. As depicted in Figure 
2a, the construct can be used to link two semantically related entities: here, based on domain knowledge, we 
define a relationship between plasma fibrinogen values measured as part of a blood test and the usage of 
warfarin, a drug that is used to prevent blood clots, particularly in patients who suffered a heart attack. Defining 
this relation informs the visualization that measured fibrinogen values plotted over time (i.e., timeline) can be 
combined and overlaid with the visual representation of warfarin dosage (i.e., time bars). Connections are 
drawn from explicit relationships (e.g., directed arrows) encoded in the data representation. 

 Filter. The filter construct allows visualizations to selectively incorporate and disregard certain data points 
based on a set of inclusion rules. A filter may be specified such that only abnormal laboratory values are 
included in the display, as shown in Figure 2b. Hence, if a patient has a lipid panel performed and triglyceride 
values fall within normal range, they would not be presented as part of the generated timeline. When dealing 
with many observations from a population cohort, the filter construct could be used to reduce the dimensionality 
of the dataset. Filters are defined based on attributes associated with entities in the data representation. 

 
Figure 1: Schematic of the data representation showing findings 
(yellow), observations (orange), attributes (blue), relationships (black 
arrows), and hierarchy (bold purple arrows). 
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 Abstract. The abstract construct allows data to be viewed at multiple levels of abstraction. Data can be 
abstracted in different ways depending on the type. For instance, Figure 2c demonstrates how time-dependent 
measurements (e.g., alanine aminotransferase (ALT) values) can be visualized in three different ways. A single 
value is visualized as a point. Multiple observations are plotted on a timeline. If measurements from multiple 
individuals need to be shown, a flow-based visualization is used, which does not present the actual values of the 
measurements but rather, the overall trend of the population. Furthermore, data can be abstracted hierarchically. 
In genomic data, the large number of measurements can be interpreted at the gene level (e.g., individual 
expression values), meta-gene level (e.g., genes grouped by similar function), or population level (e.g., 
significant gene expressions in a diseased population). By using domain information, the raw data can be 
abstracted and visualized in different ways, depending on the user’s desired perspective. The data representation 
encodes hierarchical information as “is a” relationships between two entities. 

 Reconfigure. The reconfigure construct provides a method for new insights derived from the data to be 
reflected in the visualization. Insights may be drawn from transformation functions that manipulate the data 
(e.g., compute the slope based on data points within a defined time window) or pre-defined criteria (e.g., rule-
based classification). Figure 2d presents one example where a treemap depicting a hierarchical organization of 
the entire patient population (e.g., stratified by gender and age) can be reconfigured by adding a new criteria 
that stratifies the population further based on New York Heart Association (NYHA) risk values. Information on 
reconfiguring the visualization can be drawn from the relationships (e.g., rearrange the visualization based on a 
neighboring entity) and attributes (e.g., sort by value). 

Implementation 

Our visualization tool is built as a web-based platform using Data-Driven Documents (D3), a JavaScript library 
developed at the Stanford Visualization Lab [11]. D3 transforms a document object model (DOM) into visual 
representations based on the underlying data and provides a set of basic operations upon which elements of the 
document can be manipulated and transformed into a visual representation (drawn as a support vector graphic on the 
web page). An initial set of visualizations implemented in D3 has been incorporated: area charts, bar charts, line 
charts, pie chart, scatterplot, chord diagram, co-occurrence matrix, Sankey diagram, parallel sets, treemap, bubble 
chart, parallel coordinates, streamgraph, and choropleth. The data layer is implemented as a relational database. 
Transforms are implemented in Java in a Grails-based framework to manipulate objects from the database and 
generate the population-based visualization. Entities in the data representation (e.g., findings, observations, 
attributes) are encoded using eXtensible Markup Language (XML). The following section discusses our experiences 
in applying this framework to a specific patient cohort. 

 
Figure 2: Constructs for manipulating graphical elements: (a) connect, which positions or layers semantically 
related information together; (b) filter, which removes information not relevant from the display; (c) abstract, 
which defines multiple layers of abstraction; and (d) reconfigure, which alters the visual presentation based on a 
transform function or pre-defined criteria.  
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Results 

We demonstrate the utility of our visualization tool in the context of performing an exploratory analysis on the 
hospitalization of myelomeningocele patients using administrative claims data from a cross-section of four states. 

Clinical Background 

Spinal dysraphism, which encompasses spina bifida and myelomeningocele, is a congenital condition that can result 
in a neurogenic bladder and pediatric urinary incontinence, and is considered one of the most prevalent permanently 
disabling birth defects. The Centers for Disease Control (CDC) estimates that 3 cases occur for every 10,000 births 
in the United States [12]. Approximately 180,000 Americans live with this condition [13], and given the advances in 
clinical care, many are now surviving into adulthood. But despite progress in the management of these patients, up 
to 40% develop some level of renal dysfunction over the course of their lives. Renal failure is the most frequent 
cause of mortality in this group [14, 15]. For urologists, the practical reality regarding the clinical management of 
these individuals is that it is an enormous challenge, in part due to the number and variety of interventions (e.g., 
catheterization, drugs, surgery) that may be performed over the course of the patient’s life, the degree of patient 
compliance, the differences in practice between physicians, and the level of access to routine healthcare for follow-
up. Moreover, it is not evident in many cases whether certain interventions are warranted and/or improve patient 
quality of life given the potential risk of complications and costs. The implications for improper care are severe, 
with the risk of long-term renal damage as high as 40% [16, 17]. Indeed, it remains unclear as to what clinical 
practices will balance control of neurogenic bladder versus quality of life, potential complications, costs, and 
ultimately, long-term outcomes. The goal of this case study is to utilize the population-based visualization to explore 
the dataset, demonstrating how domain knowledge can assist in identifying differences in care within the population. 

Dataset 

We performed the analysis using the Medicaid Analytic eXtract (MAX) file for 2008 from the Centers for Medicare 
& Medicaid Services (CMS), which covers eligible patients in four states spanning different geographical regions in 
the United States: California, Illinois, Texas, and New York. MAX is comprised of five files: Personal Summary 
File (PS), which contains demographics such as date of birth, gender, race; Other Therapy File (OT), which includes 
claim records for physician, imaging, and clinic services; Inpatient File (IP), which captures inpatient service 
information such as diagnoses, procedures, and length of stay; Long Term Care (LT) file, which lists services 
provided by nursing and intermediate care facilities; and Prescription Drug File (RX), which contains reimbursable 
drug claims. 

Data Processing 

The original data format (SAS file) was imported into a relational database that organized each MAX file as its own 
table linked together using the beneficiary identifier. Entries in the IP, OT, LT, and RX tables were associated with a 
time point/interval, diagnosis code (i.e., ICD-9), procedure code (i.e., CPT-4), provider type and location, and 
charged amount. To facilitate visualization of the data, we created additional tables in the database that integrate 
information from the above-mentioned tables to generate a master list of events (e.g., diagnosis, procedures, and 
drug prescriptions) ordered by service date. In total, 28,092 unique beneficiaries were identified in the dataset. 

Encoding Domain Knowledge 

To generate the data representation, we leveraged three sources of domain knowledge: 

 Existing knowledge sources. We leverage existing biomedical ontologies and controlled vocabularies to 
provide the initial set of context for standardizing terms and identifying hierarchical and semantic relationships 
among terms. For example, the Medicaid dataset is primarily composed of diagnostic and procedure codes that 
need to be disambiguated. We leverage ontologies corresponding to the International Classification of Diseases 
(ICD-9) and Current Procedural Terminology (CPT-4) to provide information about the preferred term name, 
synonyms, semantic type, and concept unique identifier (e.g., to map to the Unified Medical Language System). 
We also utilized RxNORM to provide information about drugs, including their commercial name, dosage, 
administration route, and active ingredients. 

 Knowledge elicited from domain experts. In consultation with a board certified urologist, we augmented the 
data representation to provide an additional layer of detail associated with the diagnostic tests and treatments 
pertinent to the urological management of patients with spinal dysraphism. The expert defined a list of entities 
and attributes corresponding to her information needs when reviewing a patient’s record. For instance, entities 
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for kidney-related comorbidities such as renal mass, renal cyst, and hydronephrosis are defined along with 
attributes to provide characterization of the side (i.e., left, right, bilateral), grade, and severity (i.e., mild, 
moderate, severe). Each entity is associated with an attribute specifying the diagnostic or procedure code. 
Entities are also mapped to other biomedical ontologies or controlled vocabularies whenever possible. For 
example, urodynamics can be mapped to the standard term ‘Urodynamic studies’ in SNOMED-CT and 
classified as a diagnostic procedure. Using the taxonomy of SNOMED-CT, we can easily associate other 
instances of urodynamic studies under a single entity. 

 User intent. We created several pre-defined tasks based on common types of queries that are of interest to the 
user. For example, comparison allows users to specify a set of criteria to divide the entire population into two or 
more subgroups. Within each subgroup, the user can define one or more variables to further stratify the 
population. If the user is only interested in comparing the prevalence of a single variable, pie charts depicting 
the proportion of patients that match the specified variable are generated for each subgroup. The user can then 
visually compare whether differences exist between subgroups. If multidimensional variables are selected, a 
more suitable visualization such as a heatmap or treemap is presented.   

While defining a comprehensive data representation is a manual and potentially time consuming process, the 
encoded knowledge can be re-used or extended as part of subsequent studies. We also have developed programmatic 
tools to help translate existing ontologies encoded in web ontology language (OWL) to our XML schema so that 
they may provide an initial source of context. We also acknowledge that the MAX dataset does not provide specific 
details about a patient’s diagnosis or procedure, but we anticipate utilizing the visualization tool to explore 
structured patient records seen at our institution’s urology clinic. The data representation can also be utilized to 
inform the information extraction task. 

Use Case 

The visualization tool guides the user with exploring the dataset by providing an initial set of filters that allow users 
to identify subsets of the population. In the case of the MAX dataset, the user initially has access to over 28,000 
individuals who meet the inclusion criteria. Table 1 provides a list of questions that drive potential use cases for 
utilizing the developed representation and constructs to generate a context-sensitive display. Generally, interaction 
with the tool proceeds as follows. Once the data and contextual information have been loaded into the tool, the user 
interacts with a set of filters to specify his/her information needs by defining the task (i.e., description) and 
identifying the relevant variables (i.e., drawn from the database). Once selected, one or more visualizations are 
automatically presented and configured based on the number and type of variable selected. A specific example of 
this process is illustrated to obtain descriptive statistics of hospitalizations related to urological disorders within the 
spinal dysraphism population: 

Table 1. Questions posed as part of the usability study and the types of constructs used to generate an answer. 

Use Case Construct(s) 

Quantify the total number of Medicaid patients with spinal dysraphism treated in 
each requested state annually. 

Abstract 

Determine the proportion of subjects on renal dialysis. Connect, Filter 

Determine the number of hospitalizations and emergency room visits related to 
urinary tract infection during a 6-month period. 

Connect, Filter, Abstract 

Determine the average length of stay related to these hospitalizations Reconfigure 

Identify the proportion that undergoes renal ultrasounds within the first month, 
three months, and six months of life. 

Connect, Filter 

Determine the mean costs related to a hospitalization, including those related to 
emergency room admissions and elective surgery 

Reconfigure 
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1. The user first loads the dataset and data representation. Here, the representation explicitly defines which data 
elements in the database are related to hospitalization, including start/end dates, provider information, and 
associated diagnostic and procedure codes. In addition, coded values used to represent each data element are 
mapped to existing ontologies and knowledge sources. This information provides the means to identify 
individuals who have renal failure (e.g., ICD-9 code 584) or end-stage dialysis (e.g., CPT-4 code 90960), which 
represent urological outcomes of interest. 

2. Next, a pre-defined task is selected. Each task is associated with a set of visualizations and transformations. For 
example, the ‘sequence of events’ task is used to compare the temporal ordering of events between two patient 
subpopulations. This task is associated with a transformation that aligns patient records based on a user-defined 
sentinel event; a Sankey-like diagram is then used to visualize the results. Such task would be useful for 
identifying temporal similarities of procedure codes for individuals who have achieved better urologic outcomes 
(e.g., individuals who choose to have catheterization procedure done earlier in life). In this example, the user 
has selected the ‘description’ task, which generates a summary view of relevant characteristics. 

3. Filters can be specified to narrow what subset of the population is included in the analysis. Users may determine 
which data elements may be included in or excluded from the analysis. In addition, propositional logic is used 
to define constraints for each data element (e.g., ranges of possible values). Here, we define our population to 

 
Figure 3: Depiction of the user interface demonstrating how the population dataset can be visualized to 
understand urologic outcomes: (a) a set of filters provides users with a (tailored) list of options based on task 
and data available. (b) Once filters have been selected, the selected variables are visually presented guided by 
the data representation. 
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only include individuals who have had end-stage renal disease and have been hospitalized at least once by 
specifying a range of ICD-9 and CPT-4 codes that match that criteria. 

4. The amount of detail shown to the user is determined by specifying a scope. A scope may be defined based on a 
temporal constraint (e.g., 1-month versus 1-year) or a hierarchical constraint (e.g., aggregation of concepts 
based on shared semantic type). In this use case, we specify the temporal constraint to be days hospitalized. 

5. Based on the selected criteria, the visualization tool utilizes the available constructs and contextual information 
to generate an initial display. The resulting visualization is depicted in Figure 3: the user is presented with pie 
charts depicting the number of hospital visits, the length of stay, and the top providers for the matching 
population. Depending on user-selected data types and constraints, other visualizations may be leveraged as 
well. Users can interact with the interface to override the selected visualization (e.g., display the data using a bar 
chart rather than a pie chart) based on their preferences. 

Discussion 

Visual analytic techniques provide researchers and clinicians the ability to quickly explore and understand large 
quantities of information by interacting with a visual representation of the complex dataset. For complex domains 
that handle large, high-dimensional datasets, tools that assist users with generating the appropriate views of the data 
would facilitate tasks such as hypothesis generation and CER studies. In this work, we describe modeling and 
visualization constructs for tailoring the presentation of population datasets. We demonstrate the utility of constructs 
that utilize contextual information to connect, filter, abstract, and reconfigure data of individual patients to identify 
trends in a population. Given the increasing amount of observational data being routinely captured in healthcare, 
interfaces used to explore and manipulate this information need the ability to adapt the information presented to 
users: not all information is equally important. In this work, we explore the need to consider not only the type of 
data being visualized (e.g., numerical, categorical), but also the value and semantic meaning of the data. Providing 
contextual information along with the data is critical to ensure that the resulting visualization correctly conveys the 
intrinsic assumptions and limitations associated with the data. 

While this work highlights four context-sensitive constructs, other constructs may be identified as the paradigm is 
used in different applications. To assess the utility and scope of the constructs, we are undertaking an evaluation to 
assess the usability of the population-based visualization tool and the effectiveness of utilizing domain knowledge to 
tailor the presentation of information. We have recruited a convenience sample of five participants to participate in 
an internal evaluation study that includes medical students, attending physicians, and health services researchers. 
Participants are first briefly introduced to the visualization tool and guided through the process of answering one 
sample question. Then, each participant is tasked with answering a set of twenty questions based on information 
from the MAX dataset. Half of the questions are to be answered using the visualization tool where the user must 
define the variables and configure the visualizations manually. The remainder of the questions is to be answered 
using the tool where the context-sensitive constructs are enabled, and the visualizations are automatically 
configured. After the study, participants are asked to complete a brief survey that elicits ratings about their 
experience with the tool using a Likert scale between 1 (worst) to 5 (best). The participants would also be asked 
whether they would suggest additional constructs that would facilitate the exploratory process. Based on the initial 
results of the internal study, we will estimate the necessary sample size to detect a difference in time required to 
complete each question and accuracy of the answer between the two methods with a power of 90%. 

Our efforts thus far have focused on visualizing claims data that are limited in amount of detail and heterogeneity. 
Other sources such as the EHR and high-throughput genomic sequencing exemplify datasets with greater variability 
and complexity. As part of future work, we intend to review the full records of patients with spinal dysraphism seen 
at our institution, enumerating the different types and values reported and mapping them to appropriate 
visualizations. In addition, while the visualization tool described as part of the use cases was designed based on 
regular feedback from our clinical collaborators, we hope to characterize how easily target users can understand the 
data as presented through the visualizations. Results of the aforementioned usability study will help elucidate 
whether differences exist in the amount of time required to identify patterns and the quality of insights gleaned from 
the dataset when utilizing the context-sensitive visualization versus a basic set of visualizations. 
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Abstract 

Decision support systems for patients can benefit 
from using evidence-based information and adopting 
standard treatment guidelines. We implemented a 
prototype system named TreatQuest®. The system 
was designed using data from lung cancer patients 
and can be easily expanded to other types of cancer. 
Its main goal is to increase the engagement of 
patients in their treatment. The evidence-based 
information comes from either public data (e.g., 
SEER data) or treatment recommendations provided 
by guidelines. TreatQuest® offers rich information 
tailored to patient’s specific disease status, which 
patients can use to understand their options and 
communicate with physicians in making informed 
treatment decisions. 

Introduction 

Lung cancer is one of the most common cancers in the 
US and in the world1. In order to help lung cancer 
patient to understand the treatment options better, a 
decision support system is needed that can assist patient 
by offering evidence-based information and guidelines.   

Background 

Involving patients in healthcare decisions makes a 
significant and enduring difference to healthcare 
outcomes2. One challenge for patients is the lack of 
evidence based information and tools to support their 
decision making. Although patients have access to 
significant information through internet and other 
sources, it is not personalized for their specific situation. 
This challenge can be addressed by using a decision 
support system that is specifically designed for patients. 
With this motivation, we are building TreatQuest, a 
web-based, patient-oriented evidence-based decision 
support system prototype.  The system uses NCCN 
patient clinical guidelines and ACCP guidelines. The 
evidence-based information was extracted from SEER 
data.  The TreatQuest create a profile of the patient by 
asking a set of questions and provide treatment options 
tailored to their case along with quantitative information 
of its effectiveness (based on SEER data). Additionally, 
it gives qualitative information based on research 
studies and applicable guidelines. Example questions 
would be asked to the patient such as gender, race, date 
of birth and staging information. Sample information 
presented to patient are basic information about various 
treatments in easily understandable form, the percentage 
of similar patients who choose particular treatment 
option and their survival rate. This information is based 
on analysis of SEER data. Standard treatment options 
from NCI along with research studies of evidences are 
also given to patients.    

System Design 

Software development life cycle model was adapted to 
implement TreatQuest. The system went through five 
phases including analysis, design, implementation, 
testing and evaluation. TreatQuest was designed as a 
web application using Microsoft ASP.Net. It runs on 
Microsoft Internet Information Server, Microsoft 
Windows Server and Microsoft SQL Server. The 
Microsoft SQL Server was used in the backend for 
database management. Raw data, processed data, 
information and knowledge are stored in the 
corresponding databases of SQL Server.  The query 
processing can be divided into internal processing and 
external processing.  The internal processing engine 
retrieve the query result from internal data repository 
and the external processing engine retrieve the query 
result from external sources.  For external information 
and knowledge query, web service technology can be 
adapted.  Both internal and external result are combined 
and included in the results that are returned to the user.  
The architecture of TreatQuest is described below. 

Application User/Client
(IE or Netscape or Other Browser)

MS IIS Web Server

ASP.Net Pages

MS SQL Server
(Data Repository)

TreatQuest Internal Processing Engine TreatQuest External Processing Engine

External 
Information/Links

External Web 
Service  

Evaluation 

The TreatQuest® is currently under evaluation using 
lung cancer patients from a cancer center in in Midwest 
USA.  The partial results indicate that a system like this 
offers valuable information to patients. More patients 
are being recruited to test the value and user-friendliness 
of the system. 

Discussion 

By providing patients with easy, cost-effective access to 
evidence-based decision support system, TreatQuest has 
potential to help patients engage more with their 
physicians in selecting the best treatment plan for their 
condition.  On the other hand, the success of a system 
like TreatQuest largely hinges upon the ability of 
patients adapting the information and system. Hence, 
tremendous effort has been put into recruiting patients in 
testing the system.   
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Development of Clinical Decision Support Alert Routing to a Patient 
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Abstract:  

We are developing a clinical decision support (CDS) alert delivery model that routes alerts to a patient healthcare 
portal employing Intermountain Healthcare’s electronic medical record (EMR), patient portal, and a decision 
support engine. This routing will reduce clinician daily workload and qualify for Meaningful Use (MU) incentives.  
More broad adoption of the CDS alert delivery will also be useful with increasingly utilized homecare support. 

Introduction:  
 
Computerized decision support has provided warfarin management logic for the Intermountain Healthcare chronic 
anticoagulation clinics (CAC) for greater than 10 years. A patient enrolled in any of our 33 CAC clinics may have 
venipuncture for INR in any Intermountain labs. INR results are stored in the centralized EMR and trigger 
anticoagulation clinical decision support (CDS) rules. Suggestions for warfarin dose adjustments and time intervals 
for repeat INR are provided. Presently all alerts are sent to the CAC clinician’s EMR inbox. CAC clinicians address 
these alerts by calling patients for every alert and giving them the warfarin dose instructions. We propose using a 
secure patient healthcare portal to send non-critical alerts directly to patients, thereby reducing clinician workload 
while safely responding to patient results.  
 
Method and Results:  
 
MyHealth is a patient healthcare portal sponsored by Intermountain Healthcare and SelectHealth. We are developing 
logic to deliver INR in-target range alerts directly to the patient’s MyHealth account. The standards for these non-
critical CAC alerts to be delivered within MyHealth are: (1) Patient is enrolled in a CAC facility that is registered 
with MyHealth in our CDS alert routing table; (2) Patient has registered with MyHealth and has not selected to opt-
out of receiving alerts (default is opt-in); (3) Clinician has not selected “Do not send alert to the patient’s MyHealth 
account” in EMR; (4) Patient is not an inpatient or in the ED at the time the INR is obtained; and (5) Current INR is 
within target range, previous INR is in target range, and the collection time between two tests is greater than 21 days 
and less than 120 days. Non-critical MyHealth alerts sent to the patient are excluded from the CAC clinician’s daily 
telephone call list. A message to a requisite patient email is also sent to remind the patient to login and check 
MyHealth messages.  Upon opening the alert in MyHealth, the patient will see two buttons: “Read/acknowledge” 
and “Call me”. When a patient reads the alert and clicks on the “Read/acknowledge” button within 3 days, the alert 
is saved to the EMR, and a note demonstrating the INR, patient stable warfarin dose, and instructions is generated 
for the EMR. If a patient clicks on the “Call me” button, the CDS will generate an alert for the clinician’s inbox to 
request the clinician call the patient. If after 3 days the patient does not click on either button, CDS will 
automatically generate an alert to the clinician’s inbox instructing the clinician to call the patient.   
 
Discussion:  
 
An interactive patient portal that delivers timely information to the patient may decrease burden on the clinician, 
enhance patient satisfaction, and promote MU. EMRs that communicate with a patient portal meet MU criteria for 
patient communication.  Intermountain Healthcare’s combined EMR and patient healthcare portal has been 
operational since 2002. We report our first delivery of CDS alerts directly to the patient using the patient portal. This 
interface will reduce clinician workload and inform patients of their anticoagulation status on a timely basis.  
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Abstract 
We investigate the potential of using electronic health record (EHR) data for improving healthcare for mental 
illness. Our focus is depression, a prevalent disorder that is difficult to diagnose and treat. We developed and 
evaluated models that use EHR data for predicting the diagnosis of depression and levels of severity, as well as 
identifying moderators for personalized treatment. The models were trained and evaluated on two datasets: a set of 
35,000 patients selected from a database of 1.2 million patients from the Palo Alto Medical Foundation (PAMF) 
and a set of patients treated for depression from the Group Health Research Institute (GHRI). Using both structured 
and unstructured EHR data as features, our models performed with good sensitivity and specificity for predicting 
onset and severity. Baseline severity was the strongest prognostic indicator for treatment response, and more work 
is required to identify prescriptive characteristics for personalizing treatment. 

Introduction: Depression is a prevalent disorder affecting about 14% of individuals worldwide. Despite its 
prevalence, diagnosing and treating depression is a challenge; primary care physicians identify only about 50% of 
true depression cases [1]. The growing amount of data available from EHR systems has proven useful in building 
predictive models for other disorders, and there is a need for such models for depression. In addition, very few of 
these efforts utilize free-text derived features. We evaluate the effectiveness of utilizing both structured and 
unstructured EHR data to predict whether patients will be diagnosed with depression, to predict the severity of 
depression in patients, and to personalize treatment for patients [2]. 

Methods: We created a cohort of 5,000 depressed patients and 30,000 non-depressed patients from PAMF, matched 
on age and visit history, and trained a model (penalized logistic regression) to predict a diagnosis of depression up to 
12 months prior to the actual diagnosis. We also trained two models using a dataset from GHRI of 7,000 patients 
treated for depression, that have been scored using the PHQ-9 both at treatment and after a 90-day follow-up. The 
first model (penalized logistic regression) predicts minimal (PHQ score of 0-4) vs. severe (PHQ 20-27) depression, 
and the other model (logistic regression) predicts improvement on follow-up based on moderator effects of patient 
characteristics on treatment modality (medication vs. psychotherapy). The features of all models include gender, 
age, average number of visits per year, ICD-9 codes, and disease and drug ingredient terms extracted from the 
clinical text. Each model is trained on a randomly selected 80% of the patients and tested on the remaining 20%. 

Results: Our model for early detection achieves an area under the 
receiver operating characteristic curve (AUC) of 0.82 – 0.85 for 12 
months and 6 months prior to diagnosis, with over 65% sensitivity at 
a specificity of 80%. Top features include fatigue, anxiety, insomnia, 
and gender. We achieve an average AUC of 0.73 for severity level 
and 0.70 for treatment effectiveness (Table 1). The strongest prognostic characteristic [2] is the baseline PHQ score. 
Possible prescriptive characteristics include dyschesia, Raynaud syndrome, and marital life events. 

Discussion: The use of EHR data may inform the timely diagnosis and treatment of depression. The accuracy of our 
predictive model for diagnosis rivals that of primary care physicians – 50% sensitivity at a specificity of 80% [1]. A 
limitation of our work, however, is that misdiagnosis by primary care physicians impacts the quality of our gold 
standard. If baseline severity is a strong prognostic indicator, then models that correctly estimate severity and onset 
could be used to pool datasets that do not assign PHQ-9 scores to all patients. More work is required to match and 
control patients to eliminate possible confounders, given the observational nature of our datasets. Future work will 
involve developing and extending other types of models and pooling additional feature-rich datasets. 
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Table 1 AUC’s of the predictive models 
Model AUC 
Early diagnosis 0.82 – 0.85 
Severity level 0.72 – 0.73 
Effectiveness of treatment 0.68 – 0.76 
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Abstract 

An increasing number of people visit online health communities to share experiences and seek health information. 
Although studies have enumerated reasons for patients’ visits to online communities for health information from 
peers, we know little about how patients gain health information from the moderators in these communities. We 
qualitatively analyze 480 patient and moderator posts from six communities to understand how moderators fulfill 
patients’ information needs. Our findings show that patients use the community as an integral part of their health 
management practices. Based on our results, we suggest enhancements to moderated online health communities for 
their unique role to support patient care. 

Introduction: Patients’ Information Needs and Online Health Communities 

One in four Internet users with a chronic illness have gone online to find others with similar health problems.1 
Because of the ability to connect patients with others with similar experiences, online health communities have 
gained attention as sources for patients to obtain emotional and informational support. Studies have confirmed a 
positive effect on social support for people with various diseases,2–7 investigated the kinds of support that patients 
bring to one another,2,3,8 and presented the effects of being a lurker as opposed to an active poster.3  

While their core value remains peer-support, online health communities have increasingly incorporated ‘health 
experts’ who provide clinical knowledge to the community. Although only a few communities engage health experts 
as moderators,9 the idea of including health professional moderators in patient forums has gained increasing interest. 
Because the role of health professional moderators is still evolving, we have much to learn about the relationship 
between patients and moderators, including both health professional and traditional administrative moderators. 

We report findings from our analysis of six online health communities to understand the interaction between patients 
and moderators. More specifically, we studied patients’ information needs portrayed in their posts and how 
moderators responded to those posts. We found some challenges in generating empathic support through moderating 
styles, coordinating moderator roles, providing the right kinds of expertise, and connecting online health 
communities back to a clinical care context. We provide implications for the medical informatics community to 
build moderated online health communities that play a strong supportive role in patient care.  

Background: Online Health Communities and Their Next Step with Moderators 

Research evidence suggests a critical role of online health communities for providing patients and caregivers with 
emotional and informational support in various illness contexts, including: cancer,2,3,8 rare diseases,4,5 diabetes,6 
HIV/AIDS,10 and infertility.7 In addition to peer support, online health communities (e.g., WebMD.com, 
MedHelp.org, alliancehealth.com) have begun to employ ‘health experts’ for patient education purposes,11 for 
clinical support,12 and for asking doctors’ opinions (e.g., Healthtap.com). 

The expertise offered by ‘health experts’ and peer patients can play distinctive roles. Hartzler and Pratt8 compared 
health-professional-authored and patient-authored online forum posts. They found differences in the domain 
knowledge each author group shared. Health professionals provided clinical expertise—expertise that came from 
their clinical training and experience, whereas patients and caregivers shared patient expertise—expertise emerging 
from personal experience of daily self-management. Because both patients’ and health professionals’ expertise play 
these important but distinctive roles, online health communities should consider how patients and health 
professionals can provide synergetic efforts to create and sustain vibrant communities. However, few studies have 
described how patients, health experts, and administrative moderators, interact in online health communities. 

The role of administrative moderators in online non-health communities has been studied in depth in the field of 
computer supported cooperative work. Researchers found that good leadership and effective moderation play critical 
roles in the success of these communities.13 Tasks involved in good leadership and moderation include recruiting 
new members, moderating discussions, and encouraging an engaging and respectful community culture.14 
Researchers investigated various interventions to help facilitate community participation, such as community 
membership design,15 reward systems for increased motivation16,17 and social interventions including volunteerism 
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and group uniqueness. We expect online health communities to share similar moderation issues. However, whether 
the role of moderators in online health communities is different from online non-health communities and how 
administrative moderators interact with patients and health experts remain open questions. 

We examine the case of WebMD online health communities, in which both staff (i.e., administrative) moderators 
and health professional moderators team up to support patients and caregivers. We study how these different 
moderators respond to patients’ information needs and how online health communities can support those 
moderators.  

Methods: The WebMD Community, Data Collection, and Analysis 

We qualitatively analyzed posts from select WebMD.com online communities for themes on patient-moderation 
interaction. WebMD.com features over 35 online health communities and is one of the few communities that offer 
both health professional and staff moderators. Health professional moderators at WebMD have clinical training in 
medicine, nursing, or nutrition. Staff moderators do not necessarily have clinical training, but participate as staff 
moderators of conversations. Each community has one to three assigned health professional moderators, while staff 
moderators often participate across multiple communities. 

We selected communities with characteristics that could influence community dynamics. We ensured that the 
communities were active with sufficient participation from both patients and moderators. Our principle inclusion 
criteria included: the community should (1) be a chronic illness community to make sure participants could be 
engaged over the long term, (2) rank within the top 20 communities for the highest total number of threads, and (3) 
have at least three health professional moderators. Six WebMD communities met the criteria: diabetes, attention 
deficit hyperactivity disorder (ADHD), pain management (pain), multiple sclerosis (MS), sexual health, and heart 
disease. We downloaded all publicly available posts from these six communities. All of the quotes in this paper have 
been de-identified. We sought review by University of Washington Institutional Review Board (IRB). Our IRB 
determined that our study was exempt from review because it uses only publicly accessible data. 

Because we were interested specifically in how patients and moderators interact to exchange information in online 
health communities, we focused the analysis on threads in which staff moderators and health professional 
moderators posted. We extracted moderated threads from each community, grouping them separately into staff and 
health professional moderated threads. To understand the differing roles played by staff and health professional 
moderators, we excluded threads in which both types of moderators responded. We sampled 20 staff moderated 
threads and 20 health professional moderated threads from each community, resulting in 240 total threads from the 
six WebMD communities. To ensure a variety of response rates in each set of posts, we randomly sampled 10 
threads with under 3 replies as well as the 10 longest threads. We then analyzed the thread initiating post—the post 
made by a patient, and the first moderator’s reply to the post, resulting in 480 total posts for the qualitative analysis. 
We did not analyze other posts in the thread.  

All authors first examined a subset of the data to develop preliminary codes that describe patient information needs, 
including the types of questions patients ask and moderators’ responses. Next, all authors together discussed and 
negotiated the appropriateness of codes. The first author used the agreed codes to continue analyzing the data using 
open coding analysis,18 while allowing the codes to continue to evolve as new themes emerged. During the analysis, 
the first author shared the progress with other authors, revising the codes through negotiation given different 
interpretations among the co-authors on the data. The codes were not mutually exclusive. After the analysis, we used 
affinity diagramming to find common and distinctive themes across all codes. We also counted the themes per 
moderator group (posts responded by health professional moderator versus staff moderator) to understand the 
prevalence for each theme. 

Results: Patients’ Information Needs, Moderator Responses, and Community Differences 

We first present characteristics of all six communities to understand the overall participation dynamics. We then 
present themes that emerged on patients’ information needs and moderators’ responses to the patient posts. Lastly, 
we describe how the themes vary across the six WebMD communities.  

1. Overall Activity of the Communities 

The overall activity of the six communities (Table 1) varied from 2,313 to 10,278 total threads, and the average 
number of posts varied from 2.9 to 15.0 posts per person. The total number of staff moderators per community 
varied from 7 to 15. The pain community had the most unanswered patient posts (i.e., “threads with no replies”) 
(9.4%) and the diabetes community had the fewest unanswered patient posts (0.8%). The diabetes community was 
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the most active, and ADHD the least active, according to average posts per day. Patients initiated the majority of 
threads in all six communities (90.5% ~ 96.8%). Among patient initiated threads, non-moderated threads (i.e., 
threads in which moderators did not respond) were more frequent than moderated threads. Staff moderators 
responded to patient initiated posts more frequently than health professional moderators in diabetes, pain, and 
ADHD communities. However, the opposite was true for MS, sexual health, and heart disease communities. 

 
2. Patients’ Information Needs 

We found that the content of patients’ posts that moderators responded to was largely categorized into the following 
four themes: questions that can benefit from clinical expertise, questions that can benefit from community expertise, 
conversation starters, and desperate calls for help.  Table 2 shows themes frequencies across the six communities.  

The theme, Questions that can benefit from clinical expertise, comprised 62.1% of all patient posts (See Table 2). 
As will be further described below, the subthemes included: clarification of medical knowledge or drug information; 
explanations for symptoms and concerns; seeking solutions; and seeking second opinion. The following is a 
canonical example of a patient asking for clarification on a medical issue: 

I will start Lisinopril because Carvedil has given me too many side effects. Should I wait until Carvedil is 
out of my system? If so, for how long before I start Lisinopril? (Heart disease) 

Patients also described their symptoms and concerns to ask if they pose serious risks: 

Recently I have been experiencing spasms or cramps in my upper back area. Now I have pain in the back 
side of my right arm. The pain comes and goes and my feet feel like the are swollen. [What is going on?] 
(Diabetes) 

Patients asked for additional explanation or interpretation for the information given by their health care providers. 
Patients also sought second opinions from the community to compare, with their health care provider’s advice: 

I have an 10-year-old daughter that was diagnosed with ADHD about two months ago. Brought her to our 
family doctor […] after meds the grades are mostly in their A’s. The problem is the attitude. Little things 
seem to throw her off. Can the extreme mood swings come from incorrect dosage or medication? My family 
doctor says to up the dosage and keep her medicated longer...is that the right thing to do? (ADHD) 

Table 1. Activity of six  WebMD online health communities 

 Diabetes Pain ADHD MS Sexual 
Health 

Heart 
Disease 

Dates 6/07-5/12 9/07-6/12 7/05-6/12 3/08-1/13 1/09-1/13 5/08-5/12 

Total number of threads 8,549 4,656 2,313 4,943 10,278 4,146 
# posters 4,401 5,855 2,997 2,721 13,634 3,825 

Average posts per poster 14.98 4.67 2.9 10.3 5.0 3.2 
# Health professional moderators 3 3 3 3 3 3 

# Staff moderators 15 9 10 9 10 7 
Threads with no replies 0.8% 9.4% 5.1% 2.1% 1.7% 4.2% 

Average posts per day 48.0 20.5 7.3 18.6 39.4 9.3 
Patient initiated threads 90.5% 96.1% 95.6% 96.8% 96.6% 94.8% 

Health professional  
moderated threads 

(number of threads) 

3.7% 
(319) 

4.3% 
(198) 

6.4% 
(149) 

5.1% 
(254) 

2.3% 
(241) 

32.4% 
(1343) 

Staff moderated threads 
(number of threads) 

17.6% 
(1506) 

14.1% 
(656) 

21.1% 
(488) 

1.3% 
(64) 

1.8% 
(187) 

2.7% 
(111) 

Health professional and staff moderated 
threads 

(number of threads) 

1.6% 
(129) 

1.2% 
(57) 

0.4% 
(10) 

0.2% 
(9) 

0.1% 
(7) 

0.6% 
(24) 

Non-moderated threads 
(number of threads) 

66.1% 
(5,650) 

78.5% 
(3653) 

67.7% 
(1565) 

90.2% 
(4,459) 

92.3% 
(9,491) 

59.1% 
(2,452) 
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Table 2. Theme frequencies in patient posts (n=240) and moderator posts (n=240): ‘All’ refers to both staff 
moderated and health professional moderated threads, ‘Staff’ refers to  staff moderated threads, ‘HP’ refers to  
health professional moderated threads.  
 

 

Diabetes 
All 

(Staff/HP) 

Pain 
All 

(Staff/HP) 

ADHD 
All 

(Staff/HP) 

MS 
All 

(Staff/HP) 

Sexual 
health 

All 
(Staff/HP) 

Heart 
Disease 

All 
(Staff/HP) 

Total 
staff 

threads 
(n=120) 

Total HP 
threads 
(n=120) 

Total 
(n=240) 

PATIENT POSTS 
Benefits from 

clinical 
expertise 

60% 
(45%/75%) 

50% 
(50%/50%) 

57.5% 
(55%/60%) 

50% 
(25%/75%) 

65% 
(60%/70%) 

90% 
(90%/90%) 54.2% 70% 62.1% 

Benefits from 
community 
expertise 

17.5% 
(20%/15%) 

25% 
(30%/20%) 

40% 
(55%/25%) 

35% 
(30%/40%) 

20% 
(5%/35%) 

12.5% 
(15%/10%) 25.8% 24.2% 25% 

Conversation 
starter 

22.5% 
(30%/15%) 

7.5% 
(10%/5%) 

7.5% 
(10%/5%) 

22.5% 
(45%/0%) 

17.5% 
(35%/0%) 

10% 
(20%/0%) 25% 4.2% 14.6% 

Building 
rapport 

2.5% 
(5%/0%) 

2.5% 
(5%/0%) 

5% 
(5%/5%) 

2.5% 
(5%/0%) 

0% 
(0%/0%) 

0% 
(0%/0%) 3.3% 0.8% 2.1% 

Desperate calls 
for help 

2.5% 
(0%/5%) 

7.5% 
(15%/0%) 

2.5% 
(0%/5%) 

0% 
(0%/0%) 

0% 
(0%/0%) 

0% 
(0%/0%) 2.5% 1.7% 2.1% 

MODERATOR POSTS 
Provides 
clinical 

expertise 

65% 
(50%/80%) 

50% 
(5%/95%) 

60% 
(30%/90%) 

42.5% 
(0%/85%) 

75% 
(55%/95%) 

55% 
(15%/95%) 25.8% 90% 57.9% 

Talk to your 
doctor 

15% 
(25%/5%) 

15% 
(25%/5%) 

17.5% 
(10%/25%) 

7.5% 
(5%/10%) 

17.5% 
(30%/5%) 

47.5% 
(45%/50%) 23.3% 16.7% 20% 

Moderating 15% 
(20%/10%) 

32.5% 
(65%/0%) 

12.5% 
(25%/0%) 

17.5% 
(35%/0%) 

20% 
(40%/0%) 

10% 
(20%/0%) 34.2% 1.7% 17.9% 

Building 
rapport 

22.5% 
(30%/15%) 

15% 
(15%/15%) 

10% 
(15%/5%) 

10% 
(20%/0%) 

27.5% 
(55%/0%) 

20% 
(40%/0%) 29.2% 5.8% 17.5% 

Pointers to 
outside 

resources 

22.5% 
(25%/20%) 

7.5% 
(15%/0%) 

17.5% 
(35%/0%) 

17.5% 
(30%/5%) 

17.5% 
(30%/5%) 

12.5% 
(25%/0%) 26. 7% 5% 15.8% 

Provides 
community 
expertise 

7.5% 
(15%/0%) 

2.5% 
(5%/0%) 

15% 
(30%/0%) 

10% 
(0%/20%) 

2.5% 
(0%/5%) 

12.5% 
(25%/0%) 12.5% 4.2% 8.3% 

Technical help 0% 
(0%/0%) 

2.5% 
(5%/0%) 

2.5% 
(5%/0%) 

7.5% 
(15%/0%) 

10% 
(20%/0%) 

2.5% 
(5%/0%) 8.3% 0% 4.2% 

Advertisement 0% 
(0%/0%) 

0% 
(0%/0%) 

2.5% 
(0%/5%) 

0% 
(0%/0%) 

5% 
(0%/10%) 

0% 
(0%/0%) 0% 2.5% 1.3% 

 

Questions that can benefit from community expertise comprised 25% of all patient posts. This theme refers to 
patients’ information needs that can benefit from expertise that peer patients and caregivers in the community can 
offer better than the moderators, similar to Hartzler and Pratt’s notion of “patient expertise.”8 The subthemes 
included: asking for doctor recommendations; asking for guidance and support; and seeking similar experiences. In 
the following quote, the patient explains why she visited the community after consulting her health care provider: 

Lately, I have been dealing with the thought that I can no longer work. I feel very useless. … I have been 
sick on and off for eight years and got disability in 2004 for Acute Myelogenous Leukemia … I did talk this 
over with a psychologist and that has not helped me so far. So I am coming to others that I know have had to 
face this same situation for guidance and support. Thank you for any info you can help with! (Pain) 

In addition to guidance and support, some patients asked for similar experiences from peers: 

630



  

Anyone have experience with a newly released drug, Amlyge, and how long until it will be available? I 
thought I would share the news for those of you who have not already read about the drug. (God, please let 
this drug work for me!) (Multiple Sclerosis) 

Conversation starters was the next most frequent theme in patient posts (15%). This theme refers to ways that 
posters engage the community with informal chat regardless of the topic. The subthemes included: venting 
frustrations about their status or current health care providers; seeking others’ opinions on news articles; giving 
personal updates; and asking for what others did over the weekend. For instance, a patient asked what others have 
done over the weekend: 

I went a tone of walking half the morning and afternoon to XX Park with camera equipment. It was around 
80 degrees and beautiful, but too sunny to be conducive to great photos. The beauty of the Japanese garden 
was so enjoyable though. I did zumba Friday morning, ballroom dancing that night to the point of having 
soaking hair … What are your plans for exercise this weekend? (Diabetes) 

Desperate calls for help were infrequent (2% of all patient posts) and occurred when a patient or a caregiver seemed 
to be in panic when asking for information from the community. These posts were mostly unfocused and did not 
have any specific questions. In one example, the patient posted problems with a patch on her/his 7-year-old child 
while waiting for the clinic to open: 

My 8 year old has been on the 20mg Daytrana patch for about 2 weeks now and things have been super 
crazy. I personally hate the patch, I hate how it makes him act, I hate the redness it leaves when I take it off. 
[explains behavioral issues after school] is this just the adjustment period or is this what life will be like if 
he continues with the patch? I will call as soon as the office opens, I would just like some thoughts now. 
(ADHD) 

3. Moderators’ responses 

For the moderators’ responses, the categories largely fell into the following themes in the order frequency: provides 
clinical expertise, “talk to your doctor,” moderating, pointers to outside resources, building rapport, provides 
community expertise, technical help, and advertisement. 

The theme, Provides clinical expertise, comprised most (58%) of moderator posts. Subthemes included: clarifying 
medical concepts; explaining current clinical practice; challenging the patients’ health care providers’ suggestions; 
providing outside resources; providing potential solutions; and advising how to talk with health care providers. 
Depending on whether the moderator was staff or a health professional, the amount as well as the kinds of clinical 
expertise shared differed. While only 26% of all staff moderator responses provided clinical expertise, 90% of all 
health professional moderator responses contained clinical expertise. The following shows an example of how a 
staff moderator and health professional moderator shared clinical expertise: 

Eating sweets does not cause high blood glucose the next day in people without diabetes. It would not have 
caused your test results during pregnancy as long as you had followed the fasting guidelines before the test. 
(usually 8-12 hours or nothing after midnight) … You are at higher risk for developing type 2 diabetes 
because of your history of gestational diabetes. You will want to avoid becoming overweight or sedentary 
and adding to your risk factors. Work on your other risk factors as well to stay healthy. (Diabetes staff 
moderator) 

Adderall can cause a stomachache and much more rarely, vomiting. However, that would tend to be dose-
related and only during the days that he takes the medication. Simply, I do not think his vomiting was 
related to the Adderall the day before whatsoever. (ADHD health professional moderator) 

The unique ability of health professional moderators that differed from staff moderators was their clinical training 
and experience with other patients. While staff moderators did not, health professional moderators sometimes 
challenged the advice or information shared by the patient’s current health care provider and advised the patient on 
how to talk with their health care providers: 

Some preliminary data suggest that elevating low Vitamin D levels will reduce the number of exacerbations 
over time. I have my patients take Vitamin D supplement, but I also keep them on the other MS therapies. I 
think you might want to get another opinion about therapy since being on Vitamin D alone for MS is not an 
established therapy. (MS health professional moderator) 
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When responding to patient posts that can benefit from clinical expertise, instead of directly providing clinical 
expertise, staff moderators generally provided pointers to other forums, websites, or health professionals’ blogs (see 
theme “moderating” below). In contrast, health professional moderators provided medical information, not 
necessarily medical consultation, such as making diagnosis or prescribing medication, since giving an actual 
medical consultation is against WebMD’s policy. Accordingly, moderators tended to suggest that patients talk to 
their health care providers 

The theme “Talk to your doctor” occurred in 20% of all moderator posts–23% of staff moderator posts and 17% of 
all health professional moderator posts. This theme differs from moderators advising patients on how to talk with 
their health care providers previously described. The purpose of moderators’ posts captured in this theme relates 
more to liability issues than information sharing. For instance, moderators would ask patients to discuss the provided 
suggestions with their doctor: 

I cannot comment on whether guanfacine could be considered as a possible alternate treatment for your 
high blood pressure, although it is a reasonable question. On the other hand, if you have ADD, then short-
acting guanfacine generally is an inexpensive and well-tolerated medicine. However, it typically needs to be 
taken 3 times a day. You should speak with your physician about adding guanfacine and then try tapering 
your beta blocker. Guanfacine may take 2-3 weeks to fully work. Do not start or discontinue any 
prescription drug without discussing with your prescribing physician. (ADHD health professional 
moderator) 

Another frequent case of “talk to your doctor” was when moderators asked patients to talk to their health care 
providers instead of attempting to find answers from the online community: 

Do you have heart disease history or other medical issues? I am not the medical expert on this board but an 
immediate call to your physician seems appropriate. (Heart disease staff moderator)  

The Moderating theme occurred in 18% of all moderator posts, 34% of all staff moderator posts, and only 2% of all 
health professional moderator posts. The theme moderating refers to moderators’ responses attempting to: reinforce 
participation etiquette and forum rules; redirect patients to more relevant forums; warn patients about the limitations 
of WebMD communities regarding policies around medical consultation; and encourage participation. Following is 
a canonical example of moderating to encourage participation: 

Happy Belated Birthday Cindy, I wanted to let everyone know that we do have a Sexuality Chat Room that 
would probably be a better place for you to chat back and forth. Sometimes on boards when two people 
alone are having a continuous conversation it takes away from the board itself, excluding others. If you 
want to have a "private" conversation we do offer a platform for that, in the form of our chat room. I hope 
everyone finds the chat room ok and enjoy themselves there! Take care, (Sexual health staff moderator) 

Aside from sharing expertise or moderating, moderators also attempted to build rapport with the community 
members by asking for future updates by calling out a specific patient name, sending encouragement to struggling 
patients, or even sharing hobbies. This theme consisted of 18% of all moderator posts, including 29% of all staff 
moderator posts and 6% of all health professional moderator posts. For instance, moderators followed up on patient 
members to ask how they are doing: 

Hi Lee, Crud! What a horrible experience! How are you doing now? Any other feedback or follow-up from 
the hospital? (MS staff moderator) 

Instead of directly providing clinical expertise, moderators often provided pointers to websites, blogs, features in 
WebMD, and other forum posts. This theme, Pointers to outside resources, consisted of 16% of all moderator posts, 
27% of all staff moderator posts, and 5% of all health professional moderator posts. The following is an example: 

Did you explore support groups through the hospital or rehab center that you and your husband could 
attend together? Here’s also a link to Heart Disease Resources from the WebMD Heart Health Center: 
[link] I cannot imagine the impact this would have on my relationships. Whew! Please let us know how you 
are doing and keep checking in here! (Heart disease staff moderator) 

The theme, Provides community expertise, consisted 8% of all moderator posts. Staff moderator posts contained 
more community expertise (13%) than health professional moderator posts (4%). The moderators provided 
community expertise particularly from those who had experience being a patient or a caregiver. For instance, one of 
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the moderators who had a personal experience of a daughter with ADHD shared the following reply to a patient 
asking what to do with her 18-year-old daughter who was refusing medication: 

My daughter just graduated from XX. She never had to take medication for her ADHD, but she did for 
Bipolar (she is not currently taking anything) and GAD (Generalized Anxiety Disorder). She had support 
from a therapist, psychiatrist, her family, her roomies, her job, and the university she went to. Things were 
not perfect, but we’ve learned to ignore the minor and cheer on the major things. (ADHD staff moderator) 

The moderators also suggested non-medical solutions for overcoming the situation, enhancing relationship issues 
with family, lovers, and friends. For example, a health professional moderator responded with community expertise 
to a patient who asked why his wife cheated: 

If you want to save your marriage and to have a healthy relationship, you need to have open conversations, 
which is, of course, a risk. The only other alternative is to live in a distressing limbo as things slowly get 
worse. If it feels too difficult to do on your own, you might need a third party to help you. I hope you find the 
inner strength you need to find your way through this. (Sexual health health professional moderator) 

Moderators also gave technical help in 4% of all moderator posts (8% of all staff moderator posts and none from 
health professional moderator posts), such as how to navigate the community forum: 

Hi Lily, Regarding your name, please email xxx@webmd.net with the details of the problem you’re 
experiencing and we will try to help you. :-) (MS staff moderator) 

The theme, Advertisement, occurred from 1% of all moderator posts, although all came from health professional 
moderators (3% of all health professional moderator posts). Health professional moderators advertised their books 
that may help with the particular problem the patient expressed. In the following example, a health professional 
moderator responded to a parent’s question about whether ADHD: 

If your daughter has ADHD you two may want to read my book for girls with ADHD, [book title]. More 
information about girls with ADHD is on my website, [website link] (ADHD health professional moderator) 

4. Community Differences in Patient-moderator Interaction  

Across all communities, questions that can benefit from clinical expertise was the most frequent information need in 
patient posts. However, the frequency of conversation starters varied across communities. Providing clinical 
expertise was the most frequent type of moderator response in all communities. For all communities, the kinds of 
information and the contribution style of staff and health professional moderators differed.  

As you can see from Table 2, questions benefiting from community expertise ranked second in most communities 
except the diabetes community. In the diabetes community, conversation starters ranked higher in content (22.5%) 
than questions on community expertise (17.5%). The ADHD community and the MS community had most questions 
on community expertise (40% and 35%) compared to other communities. The MS community had a similar 
percentage of conversation starters (22.5%) in patient posts as the diabetes community.  

Although the majority of moderator responses consisted of clinical expertise (58%), most of the results on clinical 
expertise were derived from health professional moderators’ responses. Across all communities, health professional 
moderators were the dominant providers of clinical expertise. For instance, staff moderators in the pain community 
provided clinical expertise in 5% of responses while health professional moderators provided clinical expertise in 
95% of responses. In the MS community, staff moderators did not provide any clinical expertise, while the health 
professional moderators provided clinical expertise in 85% of all responses.  

Building rapport and moderating themes showed another common trend across all communities—staff moderators 
posted more messages to build rapport than health professional moderators did. Except for one response in the 
diabetes community, health professional moderators did not engage in moderating conversations. The staff 
moderators in the pain community performed the most moderating activities (65%) among all communities. 
Compared to other communities, the heart disease community had the most talk to your doctor theme (47.5% as 
opposed to under 17.5% for all other communities). Lastly, staff moderators posted most of the pointers to outside 
references and technical help. 

Discussion: Challenges Identified in Moderated Online Health Communities 

Our findings shed light on four main points: community differences in moderating, coordination between staff and 
health professional moderators, ambiguity in defining clinical versus community expertise, and ambiguity in giving 
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medical consultation versus medical information. We report how these points inform technical implication for 
building vibrant online health communities that support moderators in addressing patients’ information needs. 

1. Towards Empathic Community: Community Differences in Moderating 

Moderating is a crucial activity for developing a healthy online participation culture.13 At the same time, literature 
shows health professionals’ empathy as a crucial component in patient care.19 We saw that the staff moderator posts 
in the pain community showed high moderating content (65%). The staff moderators responded by asking patients to 
be careful when sharing clinical expertise, clarifying that diagnostic questions cannot be answered by the 
community, advising not to write in all caps, redirecting patients to more relevant resources, and advising 
appropriate community participation. On the other hand, only 15% of staff moderator posts in the pain community 
were rapport building. At the same time, the overall community activity (Table 1) shows that the pain community 
had the most unanswered threads among all communities. Such moderating activities with little rapport building and 
support could negatively impact the level of empathy perceived in the pain community. For instance, 40% of staff 
moderator posts in the sexual community moderated content, whereas 55% contained building rapport. In the 
diabetes community, many patient posts contained conversation starters (22.5%), showing that, in contrast to the 
pain community (7.5%), staff and health professional moderators responded more to conversation starters, engaging 
in informal conversations outside those on clinical expertise.  

Ideally, every community should receive similar support from the moderators to create an empathic community 
culture. One potential solution can be automatically detecting affect to indicate emotional support provided by 
moderators, who could use this feedback as a monitoring device. Such a tool could, for instance, show correlations 
between moderators’ affect and number of replies posted by other patient members to help moderators understand 
consequences in community participation. With such tools, moderators can monitor how much emotional support 
they provide to the community, about which they might otherwise be unaware, and adjust their participation 
accordingly. How moderators’ rapport building and moderating activities influence community dynamics is still an 
open question that online health communities should be mindful of in facilitating a positive and empathic 
community culture. 

2. Managing Information Inequality: Coordination Between Staff and Health Professional Moderators 

We found that staff and health professional moderators had distinctive roles in responding to patient posts. Health 
professionals provided clinical expertise, whereas staff moderators made sure patients talked to their doctors and 
pointed to outside resources in response to clinical questions. Both staff and health professional moderated threads 
had a high percentage of content that can benefit from clinical expertise. Such division of role is a helpful strategy, 
especially because of the limited participation that health professional moderators can offer. At the same time, such 
distribution of work may produce problems with patient user satisfaction, where some patient posts get personal 
opinions coming from health professional moderators and others only get links to related topics or told to talk 
directly to their current health care providers instead of being given any additional information from the community. 
Such selective clinical expertise distribution to patient members in the community allows for new forms of 
information inequality20 in online health communities. Accordingly, patients specifically call out health professional 
moderators’ names in their posts, although only a portion of them are answered by the health professional 
moderators. 

One way to manage information inequality includes helping moderators efficiently distinguish posts that need 
clinical expertise from health professionals or staff moderators’ response. For instance, using text mining 
techniques, a multi-classifier system can learn from existing patient posts which patient posts have been answered 
with clinical expertise, community expertise, or other forms of support, such as technical help. Such a system could 
then predict which type of help a given patient post needs. 

3. Exploring the Right Expertise: Ambiguity in Defining Clinical versus Community Expertise 

We found several instances where the boundary between clinical and community expertise was ambiguous. For 
those cases, we coded patient posts as those that can benefit from clinical expertise as well as community expertise. 
For instance, many questions from the sexual health community included relationship issues. The kinds of clinical 
expertise that health professionals provided did not limit itself to biomedical problems, but further social-cultural 
issues (e.g., “is oral sex cheating”) and relationship issues (e.g., “did my husband cheat on me because of my 
physical appearance”) for which peer patients can provide good advice. What could have been community expertise 
in other communities (e.g., how to manage relationship problems with family and work) were tightly coupled with 
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clinical problems in sexual health. Thus, as shown in the sexual health column in Table 2, we ended up with data 
showing that most expertise shared by both moderator groups resulted in clinical expertise. 

Any posts can benefit from having moderators’ clinical expertise as well as the community’s experience. At the 
same time, patients may have specific needs for whom they want to answer their questions. We observed cases 
where patients directly called out health professional moderators’ names in the posts for those that we consider as 
beneficial from community expertise. Similarly, we observed cases where patients directly asked the community to 
respond, even though the questions contained medical content that can benefit from other health professional 
moderators’ second opinions.  

Assessing whether a post requires clinical expertise or community expertise poses challenges—do health 
professional moderators decide which posts need clinical expertise, or do we allow patients to decide who will 
answer the question. If it is the latter, making sure that health professional moderators answer the question emerges 
as another challenge. 

One way to address this problem is for automated systems to infuse outside clinical expertise as a link or flagged 
material into peer patient conversations. This way, patients not only gain community expertise but also clinical 
expertise as appropriate. Patients can also tag any parts of each post to alert moderators attention. Such an approach 
may resolve problems of moderators missing posts that need their attention. A tool can also be used to help identify 
related posts from previous community threads for each patient post that staff moderators can choose and link for 
the patient posts to offload some of their work. 

4. Connecting Back to Clinical Care: Ambiguity in Giving Medical Consultation versus Medical Information 

The WebMD terms and conditions of use states: “The content [at WebMD] is not intended to be a substitute for 
professional medical advice, diagnosis, or treatment. Always seek the advice of your physician or other qualified 
health provider with any questions you may have regarding a medical condition. Never disregard professional 
medical advice or delay in seeking it because of something you have read on the WebMD Site!”1 However, the 
boundary between medical consultations and medical information shared by the WebMD moderators showed 
ambiguity. As shown in Table 2, health professional moderators suggested that patients to talk to their doctors 
5%~50% of the time, depending on the community. We observed that health professional moderators asked patients 
to talk to their doctors to make sure that the clinical expertise they provided is confirmed by personal health care 
providers who know more about the patient’s history. At the same time, in many cases, health professional 
moderators also presented their clinical expertise without asking patients to talk with their doctors about the shared 
information. In the sexual health community, where the boundary between clinical versus community expertise is 
ambiguous, very few health professional moderators (5%) mentioned that patients should also confirm the 
information with their doctors. 

Health professional moderators even challenged what patients shared about their doctors’ advice, in some cases 
asking patients to get second opinions from other health care providers. Health professional moderators provided 
tips and suggestions for what information patients can bring to their health care providers and what alternative 
treatments patients can consult with their own health care providers.  

The patients appeared to use online communities as an integral part of their health management. Patients came to 
online health communities to not only gain community expertise, but also for the clinical expertise that they may not 
have been able to get from their existing health care providers, either due to time constraints or difficulty in 
communicating with them. This finding leaves a big implication on how we might support clinical care to address 
patients’ information needs. Online health communities no longer should be considered as a dangerous third party 
information material on the Web, but its unique role should be devised in relation to clinical care. 

A tool can either let moderators fill out a template message or automatically summarize what moderators have 
suggested. The message can be delivered in the forms that are easy for patients to use during the consultation with 
their health care providers.  

Conclusion 

From studying moderated threads in six WebMD online health communities, we learned that, for the participants of 
online health communities, moderators play a critical role in responding to patients’ information needs. Patients at 
WebMD used the community to fulfill their information needs in addition to current clinical care. Moderators in 
                                                             
1 http://www.webmd.com/about-webmd-policies/about-terms-and-conditions-of-use#part1 
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online health communities assisted patients with emotional support, links to resources, medical knowledge, and 
ways to communicate with health care providers. Such moderators’ roles resemble caregivers who play a supportive, 
assistive role to patients’ care. However, we saw a number of challenges in how online health communities should 
further play a role as part of the larger infrastructure of patient care. Our study is limited by its use of only one site, 
WebMD, although we reviewed six different communities within that site. Our work provides further understanding 
around patients’ information needs and the support they receive from moderators when they visit online health 
communities. This new understanding and our suggested improvements should strengthen moderated online health 
communities and their unique role in the overall patient care.  
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Introduction 

The portal provides a channel between physician and patient; it also allows 
healthcare professionals at the patients’ clinics to create and share personalized 
self-care medical education programs with the patients. 

 
Methods 

Different standards, provided by physicians, for sending out the feedback were 

also implemented (Fig. 1). Whenever current patient data shows a bad health 

condition for a patient, a condition alert will be sent out to patients with assessment 

and self-management knowledge or educational programs. The material itself is not 

only provided to patients, but shared with physicians and healthcare providers as well. 

Figure 1: The web-based system flow of chronic kidney disease care process. 

Results 

A group of six highly skilled nurses has completed the web-based system, and 

five of them pleased with the system’s efficiency managing patients records because it 

reduces their clerical workload during the interviews. In this experiment, these six 

nurses agreed to significant changes to their daily job flow, and they were willing to 

adopt this system to manage and connect with patients.  

637



  

Combining Infobuttons and Semantic Web Rules for Identifying Patterns and 

Delivering Highly-Personalized Education Materials 

Nathan C. Hulse, PhD1,2, Jie Long, PhD1, Cui Tao, PhD3 
1Intermountain Healthcare, Salt Lake City, UT; 2Department of Biomedical Informatics, 

University of Utah, Salt Lake City, UT; 3 Department of Health Sciences Research, Mayo 

Clinic, Rochester, MN; 

Abstract 

Infobuttons have been established to be an effective resource for addressing information needs at the point of care, as 

evidenced by recent research and their inclusion in government-based electronic health record incentive programs in 

the United States.  Yet their utility has been limited to wide success for only a specific set of domains (lab data, 

medication orders, and problem lists) and only for discrete, singular concepts that are already documented in the 

electronic medical record.  In this manuscript, we present an effort to broaden their utility by connecting a semantic 

web-based phenotyping engine with an infobutton framework in order to identify and address broader issues in patient 

data, derived from multiple data sources.  We have tested these patterns by defining and testing semantic definitions 

of pre-diabetes and metabolic syndrome. We intend to carry forward relevant information to the infobutton framework 

to present timely, relevant education resources to patients and providers. 

Introduction 

Modern medicine is increasingly complex, with the amount of medical knowledge accelerating dramatically year over 

year.  Research has demonstrated that the pace of medical discovery moves every more quickly, yet the incorporation 

of this knowledge into formal clinical manuals, training programs, and routine practice often takes years1.  The 

information needs of providers as they treat patients are significant, with researchers showing that providers generate 

2 questions for every 3 patients they see2.  They also reveal a critical information gap, in that most of those questions 

remain unanswered during the processes that drive regular clinical practice3,4. 

It is this information gap that represents both substantial potential for medical error, but also a key opportunity for 

intelligence-based systems to anticipate and address these information needs in a timely, useful manner.  This need 

gave rise to the development of infobuttons within the medical informatics community5-7.  These infobuttons are 

intelligent, context-aware linking resources that direct users to relevant clinical reference materials at the point of care, 

typically accessed in clinical workflows while users are engaged with routine tasks in electronic health records. 

In early phases of this effort, infobuttons were successfully implemented in local electronic health records by scientists 

at Columbia University, Partners Healthcare, and Intermountain Healthcare.  As the effort has matured, they have 

subsequently been implemented in electronic health records at other institutions like the Veterans’ Affairs hospital, 

Duke University, the Marshfield Clinic, and more recently, in commercial systems like Epic and Cerner.  The progress 

and acceptability of infobuttons in medical informatics has been evidenced by several important milestones, including: 

1. The development of an international standard and implementation guide for infobuttons through Health Level 

Seven (HL7)8 

2. The adoption of this standard by both commercial and government-based clinical information providers 

3. The maturation of this standard, from a 1-way directed process that simply points users toward relevant 

content to a bidirectional, knowledge-exchange pattern, that allows intelligent transfer between content 

providers and consumers 

4. The rise of the OpenInfobutton project, an open-source infobutton manager product with an increasing 

number of software contributors and installations9 

5. The inclusion of infobuttons as key acceptance criteria for Meaningful Use criteria, as part of a government-

based incentive program for broadening the uptake of key features within electronic health records 

Research has shown that infobuttons have established particularly good success in answering clinical questions that 

pertain to specific entries in medication ordering/review modules, lab ordering/review modules, and problem lists.  In 

some institutions, users are using infobuttons to answer questions more than 10,000 times per month.  Figure 1 below 
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illustrates a typical standards-based infobutton call, with several key parameters indicative of the types of information 

that can be comprised in an infobutton query, including the primary search concept, code system, patient/provider 

context, and specific subtopic specifications. 

 

Figure 1 - Example of an HL7-based infobutton call, illustrating key parameters 

Limitations of Current Infobutton Implementations 

Despite the successes in the effort mentioned above, there are notable deficiencies in the way infobuttons can answer 

questions.  Some of these limitations are listed below: 

Discrete concepts: Infobuttons are typically only accessible from singular elements of data that are captured and coded 

in the electronic medical record.  These infobutton queries typically handle only one problem, medication, or lab value 

at a time, despite the potential for considering multiple pieces of data simultaneously.  (The current iteration of the 

HL7 infobutton standard supports the passing of multiple search concepts, but most implementations and content 

providers still support only one concept at a tie.) 

Depend on documented issues: This is problematic in that many important patient needs are either undocumented or 

are derived in nature.  Pre-diabetes is a highly important, and widespread health concern in the United States.  Nearly 

1 in 5 Americans can be considered pre-diabetic.  Yet, this type of notation is rarely found in local problem list records.  

As such, typical infobutton installations can’t point users to critical information resources that could help the patient 

or provider work to address and reverse the condition before it reaches full diabetes. 

Narrow Scope: Infobuttons have been used most successfully in answering questions related to medications, labs, and 

problems in electronic health records.  Outside of these domains, however, there has been only minor success in using 

these tools to answer clinical questions. 

Audience:  Most infobutton installations focus on meeting providers’ needs only.  Yet, patients who are adequately 

educated as to how to understand risk, prevent disease, and care for their own needs represent a powerful resource for 

improving care through personal accountability.  Systems that successfully identify major areas of concern and 

potential areas for risk, and connect these concepts with relevant education materials could effectuate meaningful 

changes in patients’ understanding and behavior. 

Background 

Locations 

Intermountain Healthcare is a not-for-profit integrated healthcare delivery system based in Salt Lake City, Utah. It 

provides healthcare for the entire state of Utah and parts of southeastern Idaho.  Intermountain maintains 22 inpatient 

hospitals (including a children’s hospital, an obstetrical facility and a dedicated orthopedic hospital), more than 185 

outpatient clinics, and 18 community clinics serving uninsured and low-income patients. Intermountain provides 

primary and specialty care for approximately half of the residents of the state of Utah. Its clinical information systems 

are internally built and maintained, dating back several decades. They include inpatient and outpatient EHRs, a 
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decision support framework, an infobutton manager platform, and a patient portal.  They have been widely-regarded 

as ‘state-of-the-art’ and are well recognized in the literature for supporting best care practice with clinical decision 

support interventions10.  Intermountain’s infobutton manager (a key component of this effort) is used regularly and its 

development and uptake have been detailed previously7. 

Mayo Clinic is a world-renowned patient care, research, and educational organization. The Mayo system now contains 

over 6 million medical histories (including referral patients). The medical details are collected by physicians for all 

levels of medical care (primary, secondary, tertiary, and quaternary) and are of high quality11.  Informatics researchers 

at Mayo have expertise in many areas including computational genomics, natural language processing (NLP), data 

integration, retrieval query interpretation, and information transformation. 

Collaborative efforts between institutions 

In 2010, the National Coordinator (ONC) for Health Information Technology announced the Strategic Health IT 

Advanced Research Projects (SHARP)12 as part of the federal stimulus program.  Mayo Clinic, collaborating with 

Intermountain Healthcare (IHC) and 15 other institutes, was awarded one of four projects, which focuses upon the 

secondary use of data arising from EHR13. SHARPn (for normalization) aims to generate a framework of open-source 

services that can be dynamically configured to transform EHR data into standards-conforming and comparable 

information suitable for large-scale analysis and integration of disparate health data. One of the major use cases of the 

SHARPn pipeline is to be able to process phenotyping algorithms automatically over the normalized data.  

The Mayo and Intermountain teams have been collaborating closely on developing the data normalization standards 

for EHR data representation.  Previous research has indicated that the Semantic Web tools and technologies provide 

a viable solution for modeling of clinical data, conducting scalable querying over the data, and inferring new 

knowledge.  Researchers at Mayo have previously found success in representing biomedical ontologies using 

Semantic Web notations14-16. Further, they have also detailed their vision for using Semantic Web technologies for 

phenotyping problems17.   

Rationale/Hypothesis 

In this research project, we have undertaken an effort to improve the utility of infobuttons by connecting them to a 

semantic web phenotyping engine that examines broader patient data profiles, identifies salient points of information, 

and connects these points to relevant educational resources via the infobutton.  It is our hypothesis that doing so will 

allow the infobutton to draw from a more longitudinal view of the patient (including issues not fully documented) and 

serve useful purposes outside the domains where infobuttons are traditionally used.  Furthermore, we anticipate that 

this paradigm will better serve the needs of patients, who interact with electronic health records differently than 

providers do.  By having the semantic rule definitions defined at Mayo and tested against patient data at Intermountain 

Healthcare, we hope to demonstrate that the approach is scalable across institutions. 

We intend to pursue this project using Semantic Web technologies for defining disease ontologies and phenotype 

profiling.  Specifically, we intend to create a proof-of-concept of our approach by using Semantic Web-based 

ontologies to profile patient data to identify patients who may be at risk of developing pre-diabetes and metabolic 

syndrome.  With these profiles and risk factors identified, we will demonstrate how the identified risk and risk factors 

can be tied to the infobutton platform for highly-personalized patient education, tailored to the specific risks of the 

patient. 

Methods 

Ontology definitions and logic composition strategy 

Figure 2 shows a schematic of our approach, we envision a three-layer architecture for the semantic representation of 

our data and processing patient data against this knowledge base.  

Layer 1: Information model: In order to ensure semantic interoperability between heterogeneous EHR data and 

decision-support knowledge, an information model is necessary to represent the common clinical elements in the data 

and the knowledgebase. An information model can provide a consistent architecture for representing clinical 

information in EHR systems for unambiguous data representation, interpretation, and exchange within and across 

heterogeneous sources and applications. For example, an information model can define that a blood pressure 

measurement include systolic and diastolic blood pressure measurements, the device used, patient position, location, 

pre-condition, etc. Similarly, one can define how to represent clinical elements such as lab measurements, diagnoses, 
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demographic information, and medication using information models. The Clinical Element Model (CEM) 18,19 is a 

common information model for representing clinical data which has been adopted by the SHARPn project. Our 

previous research has focused on representing the CEM using OWL17,20. The CEM-OWL representation connects the 

CEM content with the Semantic Web environment, which provides authoring, reasoning, and querying tools. In this 

research, we adopted and adapted CEM-OWL and created an OWL ontology called the Personalized Health Decision 

Data Element Model (PHDEM) to represent the data elements needed for decision support. PHDEM is an ongoing 

project which is designed to model information necessary for personalized clinical decision support, for both clinical 

data and genetic information. 

 

Layer 2: EHR data representation: EHR 

data typically reside within disparate 

databases, registries, data collections, 

and departmental systems, in different 

formats. These data first need to be 

represented in the PHDEM semantics in 

order to ensure semantic interoperability 

and be further processed by our system 

using ontology-based reasoning. More 

specifically, we represent the EHR data 

using RDF, which is a standard way to 

represent instances in the semantic web 

notations. In our case, each element in 

each instance need to be annotated with 

respect to one or more concepts defined 

by the PHDEM ontology; the 

relationships between these elements 

also need to be specified using the 

properties (predicates) defined in the 

ontology. Figure 3 shows a sample RDF 

representation for blood pressure 

measure results. In RDF, everything is 

represented in triples. Each triple has a 

subject, an object, and a predicate (e.g., 

“DBP1 hasValue 80”). An oval in the 

figure represents an OWL individual or 

literal. A rounded rectangle indicates an 

OWL class defined in the ontology. An 

edge in between indicates a predicate, where the arrow points from the subject to the object. As we can see each 

instance (e.g. “BP1”) has a type specified (e.g., Blood Pressure Measure), which means this instance is an OWL 

individual of that particular class. Relationships between the elements can also be defined (e.g., “BP1 item DBP1” or 

“DBP1 hasValue 80”). Please note that Figure 22 only represents the record partially, information like patient ID, 

device, time, and other constraints can also be appended based on the ontology definition.  

Layer 3: Decision support knowledge representation: Our next step is to define decision support rules using ontology-

based approaches. For each group of decision support criteria (e.g, for phenotyping or risk factor determination), we 

created an ontology to represent the criteria. In this paper, we focus the risk factors for two diseases (Diabetes for 

adults and Metabolic Syndrome). We categorized these risk factor criteria into three categories.  

(1) Numeric range (e.g., BP systolic >140 mmHg): we need to determine if a particular piece of patient data 

(e.g., lab measure results, age, etc.) is within a given range. 

(2) Logic operator (e.g., Hypertensive: BP Systolic >=140 mmHg or BP Diastolic > 90 mmHg). Usually and 

and or relationships. 

Figure 2: Semantic Representation Architecture 
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(3) Value set checking (e.g., Has problem of Gestational Diabetes Mellitus (GDM)). We need to check if the 

patient’s particular condition (e.g., previous problem, family history, race, and gender) belongs to a particular 

value set (e.g., diagnose codes for GDM, high risk race group) 

 

For numeric ranges, we check both the range and the unit of measures if applicable. For example, we can define an 

OWL DL axiom to semantically specify the rule “BP Systolic >=140 mmHg”: 

SBPMeasure 

 and (hasUnitOfMeasure value mmHg) 

 and (hasValue some integer[> 140]) 

The above axiom indicates that a particular measure results must be an instance of SBPMeasure, and has a value 

greater than 140 and has a unit of measure as mmHg in order to satisfy the rule. 

OWL DL allows logic operator definition too. For example, we can define “Hypertensive” as: 

BloodPressureMeasure 

 and ((item some HypertensiveDBPMeasure) 

 or (item some HypertensiveSBPMeasure)) 

where “HypertensiveDBPMeasure” is defined to represent the rule “BP Diastolic > 90 mmHg” and 

“HypertensiveSBPMeasure” is defined to represent the rule “BP systolic > 140 mmHg”. 

A valueset constraints the permissible values of a particular value domain (e.g., all the diagnose codes for a particular 

medical condition). The W3C guideline proposes two options to represent a value set: representing values in a value 

set as individuals or as subclasses21. In this approach, we use the second option. Each valueset is presented as an OWL 

class and the permissble values in the valueset are represented as individuals of that class.  We can then check condition 

such as “Has problem of Gestational Diabetes Mellitus (GDM)” using DL axiom: 

hasProblemListCode some GDMCode 

where “hasProblemListCode” is a property that links the problem list codes a patient has had and “GDMCode” is the 

class defined to store all the permissible values for the diagnosis codes for of Gestational Diabetes Mellitus (GDM). 

 

Figure 3: Sample Representation of a instance for Blood Pressure Measure (Partial) 
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Based off this approach, we generated ontology definitions for pre-diabetes and metabolic syndrome, using published 

guidelines available from the American Diabetes Association and synopses of current medical literature available in 

resources like UpToDate22.  Data points necessary for the definitions included age, gender, race, body mass index, 

lab tests, blood pressure, problem list data, and family medical histories. 

 

Patient Data Collection and Processing 

Our approach for processing patient information against these disease ontologies and using it to create personalized 

education material is detailed in Figure 4.  The major steps in this workflow are as follows: 

- The system will extract patient data and 

represent it with respect to the PHDEM ontology 

- These patient data profiles will run against 

the semantic definitions for pre-diabetes and 

metabolic syndrome to identify risk factors.  

This is illustrated in the rule engine in Figure 4. 

- These factors will be processed to natural 

language expressions to summarize the risk 

- Risk information combined with infobutton 

links will be presented to patients in the patient 

portal. 

We chose to process the logic using data from 

Intermountain’s Analytic Health Repository 

(AHR), a subcomponent of Intermountain’s 

enterprise data warehouse.  Data in the AHR is 

curated above and beyond typical data marts to 

ensure that it is integrated, consistent, and 

continuously improving.  It is taken from 

various sources in Intermountain’s systems 

including inpatient and outpatient EHR data, as 

well as our Sunquest lab system.  The AHR was designed to support the development of decision support applications, 

advanced clinical models, measurement tools, and clinical research. Importantly, AHR data supports not only the 

internal terminology of Intermountain’s systems, but also international standards including ICD, LOINC, and 

SNOMED. 

Implementation and results 

From the available data in the AHR, we identified and processed 522,059 records against which to process the pre-

diabetes and metabolic syndrome profiles.  This was a convenience sample selected from the data available.  In 

selecting these records we drew from patient profiles that had at least some vital signs and lab data available in the 

AHR.  We included only adult records as the guidelines from which we were defining disease ontologies applied only 

to adult populations.  For simplicity in processing the logic, we only selected the most recent values for fields like 

vital signs, weight, and lab values where multiple values are present in the medical record.  Although we recognize 

there is value in the sequence of data points (and the trends they signify), we chose to process only the most current 

values.  As this effort is a proof-of-concept, these trend details would be addressed in a more complete implementation 

in subsequent phases.  In processing the data, all information was securely processed, stored, and handled, following 

procedures approved by Intermountain’s local Internal Review Board.   

 From these records, we ran a series of PL-SQL queries to extract and transform the data into individual patient 

ontologies, represented as OWL files, like the one illustrated for metabolic syndrome in Figure 5.  These OWL files 

were patterned after the corresponding OWL ontology definitions referenced earlier.  The RDF definitions for each of 

the risk factors are represented in these patient-data-based ontology files.  These profiles were in turn processed using 

Figure 4 - Workflow for processing patient data, identifying risk and 

presenting it to the patient 
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Pellet, an open-source, Java-based OWL 2 reasoner.  Pellet provides standard and cutting-edge reasoning services for 

OWL ontologies. 

 

Figure 5 - Sample patient ontology for evaluating health risks for metabolic syndrome. 

Results 

Table 1 summarizes the results of screening the patient population against the pre-diabetes ontology.  In total, 522,059 

patient records were processed against the semantic pre-diabetes ontology definitions.  Nearly 20% of the patients in 

the population sampled had two or more risk factors for pre-diabetes.  In similar fashion, Table 2 summarizes the 

processing of patient data against the metabolic syndrome criteria.  In this case, 475,098 records were processed; 

24.1% of which (in aggregate) had one or more identified risk factors for metabolic syndrome.  Table 3 summarizes 

the identified findings (as grouped by risk factor) the patient population against the pre-diabetes ontology.  Table 4 

summarizes the corresponding findings that were identified by the metabolic syndrome ontology.  

 

 

 

 

Table 2 – Metabolic syndrome screening findings 

Identified # of metabolic 

syndrome risks = 

# of 

patients
Percentage

0 360343 75.85

1 87088 18.33

2 22787 4.8

3 4568 0.96

4 311 0.065

5 1 0.0002

Identified # of pre-

diabetes risks

# of 

patients
Percentage

0 178458 34.18

1 243326 46.61

2 85153 16.31

3 13191 2.53

4 1737 0.33

5 183 0.035

6 11 0.0021

7 0 0

Table 1 – Pre-diabetes screening findings 

Table 3 – Individual pre-diabetes risk factors report 

Table 4 – Individual metabolic syndrome risk 

Metabolic Syndrome Risk Name # of patients Percentage

Abnormal HDL Cholesterol 37541 25.43

Abnormal Fasting Glucose 1471 1.00

Abnormal Triglycerides 30800 20.87

BMI 46650 31.60

Abnormal Blood Pressure 31153 21.10

Pre-Diabetes Risk Factor Name # of patients Percentage

Abnormal A1c 5804 1.26

Polycystic Ovarian Syndrome 882 0.19

Vascular Disease 4915 1.07

Abnormal HDL Cholesterol 14732 3.19

Abnormal Triglycerides 9446 2.05

High Risk Age 279354 60.58

Family History of Diabetes Mellitus 555 0.12

BMI 99370 21.55

High Risk Race 16293 3.53

Hypertension 28870 6.26

History of Gestational Diabetes 441 0.10

Impaired Fasting Glucose 472 0.10
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We have built prototype user interfaces of how this information could be presented back to the end-users.  One involves 

creating a message and sending it to the patient’s secure inbox within the patient portal.  The message contains 

information about suggested reading materials that would educate the patient as to why it would be useful for them to 

learn about the either pre-diabetes or metabolic syndrome.  It would also include a summary of patient-specific risk 

factors (derived from the semantic web disease analyses) that prompted the recommendation.   Another prototype 

appears more as an in-line message pane that would appear in a visible, yet unobtrusive portion of the screen (as a 

patient interacts with a patient portal, or as a provider uses an EHR).  This delivery wouldn’t prevent the user from 

continuing with his/her tasks, but would be a more ‘active’ type of prompt indicating that some useful education 

materials might be wise to bring forward for the well-being of the patient.  Figure 6 illustrates both of these prototypes.     

 

 

 

 

 

 

 

Discussion 

We have constructed a proof-of-concept effort that involves Semantic Web technologies designed to create phenotype 

profiles in order to test the approach of integrating the infobutton in novel ways.  In doing so, we are also moving the 

point of contact with the infobutton to different point in the clinical workflow; one that can identify potential for 

problems or risk factors, as opposed to established issues in the problem list.  We feel that this is a novel approach for 

utilizing the just-in-time, contextual knowledge that the infobutton can provide.  Furthermore, it represents a more 

Figure 6 - Prototypes of infobutton integration; as a message in the patient portal and as an ‘in-pane’ alert in the EHR 
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pro-active approach to delivering these educational resources, one that could be used to improve health and prevent 

complications. 

Assuming a threshold of two or more risk factors for pre-diabetes and one or more risk factors for metabolic syndrome, 

the percentages of the population we screened approximate well what we would expect for our local population, based 

off state health data.  In 2008, they published findings that 1 in 5 adults in Utah are pre-diabetic (as approximated by 

the ~20% of the screened population with 2 or more risk factors.  Nationally, about 25% of the adult population has 

metabolic syndrome.  This aligns relatively well with the findings that we showed in which 1 in 4 patients we screened 

had at least 1 identified risk factor for metabolic syndrome. Although our findings are only showing portions of the 

population that could be at risk for these conditions, the fact that the estimates are reasonable close to population rates 

is a positive sign.   We intend to work with clinical experts in the areas of preventive medicine for these disorders to 

better understand the relative importance of the risk factors we defined in our disease profiles to determine if some of 

the factors should be weighted to more accurately reflect the overall risk that combinations of these factors can provide.   

Processing the full data set proved to be time consuming.  The metabolic syndrome processing only completed 475,098 

of the 522,059 available records, so as to be able to complete the analysis necessary for this publication.  In practicality, 

this processing shouldn’t be problematic in a real-world implementation, as records would be processed one at a time. 

Limitations 

Our effort is not intended to be a fully-validated predictive framework, and we have not validated that the utility 

accurately predicts (on an individual basis) one’s risk of developing diabetes or metabolic syndrome. 

It is clear that our Boolean approach to assigning risk for each of these risk factors would merit further analysis before 

we implement this system for use.  Some of the risk factors for these particular diseases would be more predictive 

than others, and weighting them equally in deciding thresholds for whether to prompt the user about the potential for 

disease might not be the best approach. 

The risk factors for these two medical conditions do not necessarily cover all the cases we might encounter for 

phenotyping criteria.  A more thorough study and comparison needs to be done to identify if the current semantic-

web based representation can cover all the logics and operations for phenotyping criteria in general, which is out of 

the scope of this current paper. 

In building the ontology for pre-diabetes, we included conditions surrounding Impaired Glucose Tolerance testing 

(IGT) values.  However, when we ran the screening process we omitted this step for two reasons: 1) the data was not 

as available as expected from the AHR and 2) there was some question as to whether this test would be more common 

to find in people already strongly suspected for pre-diabetes or diabetes.  We plan to revisit the inclusion of this data 

in subsequent phases of the project. 

We extracted patient data from the AHR database at Intermountain for a number of reasons, including data curation, 

ease of access, and cross-mapping with external terminologies.  There were limitations with this approach and some 

of the data elements might be more complete if they had been augmented from other portions of Intermountain’s data 

warehouse.  We intend to review each data element used in the analysis, examine its availability and quality and 

determine if additional sources of data would be useful.  We would also want to re-evaluate our simplistic approach 

of only taking the most recent values for certain values.  The trend values may informative in and of themselves. 

Next Steps 

We have a number of next steps that we intend to pursue in this research.  First, we intend to fully map the data used 

in the effort to the CEM and integrate it with the SHARPn normalization pipeline.  We intend to analyze whether 

combining our approach with rule-based reasoning enhances the utility of the resource.   As useful, we intend to test 

the framework further against a wider set of disease profile definitions and a broader set of data, including genetic 

data.  In defining these disease ontologies, we will test the utility of using NLP-based extraction systems for 

automatically generating the rules profiles, based off published medical literature.  Finally, we will conduct usability 

studies with both patients and providers to better understand their perceptions of the approach and how they would 

interact and find value from it. 

Conclusion 

We have created an ecosystem that leverages the strengths of a Semantic Web-based phenotyping system and an 

infobutton manager.  We have tested the approach by profiling a large patient population against these disease 
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ontologies and found that our overall rates of patients who may be at risk of disease approximate expected values 

based off state health data.  We anticipate that our approach will serve to broaden the utility and scope of use cases 

for which the infobutton can provide value. 
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Abstract 

Integrated data repositories (IDRs) are indispensable tools for numerous biomedical research studies. We compare 
three large IDRs (Informatics for Integrating Biology and the Bedside (i2b2), HMO Research Network’s Virtual 
Data Warehouse (VDW) and Observational Medical Outcomes Partnership (OMOP) repository) in order to identify 
common architectural features that enable efficient storage and organization of large amounts of clinical data. We 
define three high-level classes of underlying data storage models and we analyze each repository using this 
classification. We look at how a set of sample facts is represented in each repository and conclude with a list of 
desiderata for IDRs that deal with the information storage model, terminology model, data integration and value-
sets management.  
 

Introduction 

Current clinical and translational research increasingly relies on the existence of robust integrated data repositories 

(IDRs) with administrative, clinical, and “-omics” data.
1
  Following clear warehouse design principles can lower 

long-term maintenance costs for organizations that are currently building or significantly restructuring their data 

warehouses.  Maintenance of those warehouses is very costly, and architectural changes are complicated by existing 

dependencies. Getting the right architecture early during the warehouse creation is crucial. We set out to compare 

three IDR architectures in order to identify common architectural features and advantages and formulate a list of 

desiderata. The objective to provide an integrated data repository to researchers, clinicians, and administrators can 

be met in number of ways. However, our prior experience, and that of others, shows that adhering to certain 

principles leads to a more robust design that is better able to meet current known and future unforeseen 

requirements. We claim that formulating a set of requirements for a data warehouse may prove similarly beneficial 

as was formulation of desiderata for controlled terminologies.
2
  

 

To decide which parameters to compare and on which to focus, we considered existing prior literature about IDRs: 

Huff formalized an event-based model for organizing individual facts stored in an IDR;
3
  Murphy described several 

optimizations for relational databases;
4
 Nadkarni offered an extensive account on database design

5
 and Gilchrist 

looked at query speed optimizations.
6
 Also relevant are properties of informatics platforms for conducting 

comparative effectiveness research (CER) as analyzed by Sittig.
7
 

 

Background 

IDR types: We considered two high-level types of IDRs when deciding which repositories to analyze and compare: 

(1) a single institution schema (or a single vendor) that captures a large number of possible data domains, and (2) an 

integrative IDR schema that strives to capture a limited set of common data domains from multiple institutions. 

Examples of a single institution warehouse are those of Intermountain Healthcare, Partners HealthCare or 

Regenstrief Institute. At such institutions, often with homegrown EHR systems, the importance of having a data 

warehouse is well understood and there are decades of experience with data warehouse evolution. However, the 

structure of such warehouses is often not published in detail, and, in some cases, completely inaccessible due to 

copyright protection. On the contrary, integrative IDR schemas often make their structure publicly available in order 

to promote adoption. Integrative IDRs also tend to be less complex, and have fewer data tables in order to focus on 

common data domains of multiple institutions (as opposed to storing all possible data at a given individual site). For 

reasons of complexity and public availability, we chose to focus on analyzing the architectures of the integrative 

IDRs. 

 

Schema models: For the overall characterization of the warehouses, we defined three high-level data organization 

models: (1) An entity-attribute-value (EAV) model that stores several attributes in a more generic table (e.g., both 

laboratory results and procedure events would be fact instances stored in a single data structure). This principle can 

also be applied to additional details about a fact (sometimes called attributes, modifiers or parameters). Furthermore, 
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the attribute principle can be applied at single as well as multiple layers. E.g., each instance of an EAV-based event 

table (e.g., biopsy event) may have many event attributes (who ordered the biopsy) stored in an associated  attribute-

EAV-based table. (2) A hybrid model stores some elements in an EAV mode but certain common event attributes 

have a designated column (e.g., fact_source_system, observation_type or observation_value_text). Providing data 

for such hard-coded columns may not be required and they remain empty for some facts.
8
 Often event_time is one 

such attribute and an EAV model is sometimes extended to an entity-attribute-value-time (EAVT) model.  (3) A 

traditional model (column-based) stores each subset of data (e.g., encounters, procedures or oncologic attributes) in 

specialized tables with columns representing necessary fact attributes (e.g., tumor table with tumor stage and tumor 

type columns).  

 

IDR requirements: For final formulation of desiderata, we assumed the following basic requirements for an IDR: 

• Re-use: routine care data are re-used for research purposes or clinical purposes (e.g., inform care of patients 

based on past experience with similar patients) 

• Integration: data are integrated to facilitate long-term lifetime analysis, such that data from disparate sources 

are linked to the corresponding patient (billing data, clinical data) and linked to the corresponding event (order 

entry, order fulfillment). Moreover, semantically identical or semantically related data are also linked. 

• Organization: the IDR can accommodate a wide range of source systems and is easy to use and extend. It 

strikes a balance between graceful evolution and stability of the data structures. For example, major 

restructuring does not occur often and most new data sources can be integrated without major schema change 

• Maintenance: the IDR is optimized for easy maintenance, especially with respect to adapting to changes in 

source systems, and is robust to turnover of maintenance staff and data analysts 

 

Methods 

Sample selection 

We initially considered a large set of IDR architectures published in the informatics literature that included 

architectures of Informatics for Integrating Biology and the Bedside (i2b2),
9,10

 HMO Research Network’s Virtual 

Data Warehouse (VDW),
11,12

  the Observational Medical Outcomes Partnership (OMOP),
13

 DARTNet,
14

 

HealthFlow,
15

 and repositories at Intermountain Healthcare,
3
 NIH,

16
 Mayo Clinic,

17
 Stanford University,

18
 Columbia 

University,
19

 Duke University
20

 and others listed on an IDR research community wiki.
21

 For final analysis, we chose 

a purposive sample of IDRs for which detailed schema documentation is available and IDRs that are of integrative 

type rather than single institution IDRs. The three finally selected architectures were i2b2, VDW, and OMOP. 

Diagrams of the three analyzed IDR schemas (with links to their documentation) are available at the project website 

at http://code.google.com/p/desiderata.  
 

Comparison methodology 

Prior studies in knowledge representation of coded healthcare data clearly describe a close relationship between an 

information model for storing facts and the employed terminology model.
3
 Because of this close relationship, we 

analyze the architectures in two aspects: (1) architecture for storing facts, as well as (2) structures for representing 

the terminology layer of the warehouse. By terminology layer we refer to parts of the IDR architecture that deal with 

representation of coded medical concepts (e.g., diseases, medications, laboratory findings and diagnostic procedures, 

and visit types) separately from structures representing individual patients’ clinical facts (e.g., Patient John Doe’s 

diagnosis of Parkinson’s disease on Sep 23, 2012). The terminology layer may simply be a collection of external 

terminologies, such as ICD-9-CM, LOINC or RxNorm, but in many cases it includes a comprehensive IDR internal 

terminology, that we refer to as a native terminology, with locally defined terms to support semantic data 

integration. An example of native terminology is the Medical Entities Dictionary
22

 at Columbia University, or the 

Healthcare Data Dictionary at Intermountain Healthcare.
23

  

 

To add a more practical level of insight, and to be able to make analogous comparison across the three analyzed 

IDRs, we look at how each repository would store a set of five sample events in addition to abstract architectural 

analysis. The first two sample events targeted representation of currently common data, while the remaining three 

targeted storage of emerging and recently suggested data domains (later referred to as novel data types). The sample 

events were: (1) representing a laboratory result; (2) storing occurrence of a particular healthcare procedure; (3) 

storage of data from electronic case report forms (eCRF) collected during patient’s participation in a clinical trial; 
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(4) storage of results of pharmacogenetic tests, such as Affymetrix DMET™ genotyping array; and (5) storage of 

structured family history data (e.g., maternal grandfather of patient X died of melanoma at age 36). 

 

Results 

Schema comparison 

Table 1 shows an overview of the high-level repository parameters we analyzed in this study. The three compared 

IDRs differed in their approach to various well-established or less-common data domains (e.g., diagnoses, lab 

results, or medications). For example, the VDW repository defines separate tables for lab results, vital signs and 

tumor facts, while the i2b2 and the OMOP repositories use a generic table approach that can accommodate multiple 

data domains. Considering the degree of adoption of the EAV paradigm and a generic fact table, i2b2 is the biggest 

adopter since it uses the observation fact for all data domains, while OMOP still separates data domains of 

diagnoses, procedures or medications from their generic observation table (see ‘Generic Fact Structure’ and 

‘Designated Data Structures’ rows in Table 1).  

 

Table 1. High-level architectural comparison of the three analyzed IDRs  
 

PROPERTY i2b2 OMOP VDW 

Generic fact 

data structure 
OBSERVATION_FACT OBSERVATION n/a 

Designated 

data structures 

PATIENT_DIMENSION, 

VISIT_DIMENSION, 

PROVIDER_DIMENSION 

PERSON, VISIT_OCCURENCE, DEATH, 

COHORT, PROVIDER, CARE_SITE 
DRUG_ERA, DRUG_EXPOSURE, 

CONDITION_ERA, 

CONDITION_OCCURENCE, 

PROCEDURE_OCCURENCE 

DEMOGRAPHICS, CENSUS, 

ENCOUNTERS, 

ENROLLMENT, DEATH, 

PROVIDER, VITAL SIGNS, 

LAB_RESULTS, DIAGNOSES, 

PROCEDURES, PHARMACY, 

TUMOR 

Terminology 

layer 
CONCEPT_DIMENSION 

CONCEPT, CONCEPT_RELATIONSHIP, 

CONCEPT_ANCESTOR, SOURCE_TO 

CONCEPT_MAP 

No generic terminology table; 

EVER_NDC table (for drug 

codes only)  

Fact nesting 

Generic modifier_cd column 

(coded in native terminology) in 

the OBSERVATION_FACT table 

Generic obs_value_as_concept_id column 

(coded in native terminology) in the 

OBSERVATION table. 

Domain-specific columns in designated tables.  

Additional fact grouping (temporal, functional) 

via PAYER_PLAN_PERIOD table and several 

_ERA tables.  

No generic fact nesting structure. 

Numerous domain-specific 

columns in designated tables 

(e.g., encounter type in 

PROCEDURES). Additional fact 

grouping (temporal) via 

ENROLLMENT table. 

Designated 

columns in fact 

table 

valtype_cd, units_cd, 

encounter_num, provider_id, 

location, confidence_num, 

valueflag_cd, observation_blob 

observation_type_concept_id, obs_range_low, 

obs_range_high, associated_provider_id, 

source_obs_code, unit_concept_id  

n/a 

 

The warehouses also differ in the degree of complexity of their terminology layer. The VDW repository has a formal 

native terminology for medications but not for other domains. Instead, it uses individual tables’ metadata 

specifications to define coded values and corresponding meaning for data in many VDW tables and columns (see 

‘Terminology Layer’ row in Table 1). The i2b2 and OMOP repositories do include a formal terminology layer but 

differ in how concepts can be hierarchically grouped together. Tables 2 and 3 show OMOP and i2b2 representation 

of three example procedure leaf concepts (“chest wall incision”, “thoracotomy” and “pleuroperitoneal shunt 

creation”) together with two parent concepts (“operations on chest wall, pleura, mediastinum and diaphragm” and 

“operations on respiratory system”). Both IDRs technically support multiple hierarchies (a terminology concept can 

have multiple parent concepts). The OMOP repository uses a more elaborate structure with a 

CONCEPT_RELATIONSHIP table (see Table 2) that supports different relationships (e.g., is_a/subsumes [inverse 

is_a], has_ingredient/is_ingredient_of, has_severity/severity_of, concept_replaced_by/concept_replaces) and a 

CONCEPT_ANCESTOR table that can be used to obtain all child concepts (direct and inferred via the is_a 

relationship). The i2b2 terminology uses a single CONCEPT_DIMENSION table (Table 3) and relies on a “concept 

path” column to organize concepts into hierarchies. i2b2 also implements only a single relationship type between 

any two concepts.  
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Table 2: OMOP’s CONCEPT_RELATIONSHIP table example showing sample concepts. 
 

CONCEPT_1 RELATIONSHIP* CONCEPT_2 

Incision of chest wall is_a Incision of chest wall and pleura 

Exploratory thoracotomy is_a Incision of chest wall and pleura 

Creation of pleuroperitoneal shunt is_a Incision of chest wall and pleura 

Incision of chest wall and pleura is_a Operations on chest wall, pleura, mediastinum, and diaphragm 

Operations on chest wall, pleura, mediastinum, and 

diaphragm is_a Operations on respiratory system 
 

*The reverse relationships (“subsumes”) are not shown. Relationship is shown directly as a description rather than as relationship ID. 

 
 

Table 3: i2b2’s CONCEPT_DIMENSION table example showing sample concepts. 
 

 

CNCPT_CD CONCEPT_PATH NAME_CHAR 

ICD9:34.01 

\i2b2\Proc\Operations on respiratory system\Operations on chest wall, p~\ 

Incision of chest wall an~\Incision of chest wall\ Incision of chest wall 

ICD9:34.02 

\i2b2\Proc\Operations on respiratory system\Operations on chest wall, p~\ 

Incision of chest wall an~\Exploratory thoracotomy\ Exploratory thoracotomy 

ICD9:34.05 

\i2b2\Proc\Operations on respiratory system\Operations on chest wall, p~\ 

Incision of chest wall an~\Creation of pleuroperito~\ Creation of pleuroperitoneal shunt 

ICD9:34.0 

\i2b2\Proc\Operations on respiratory system\Operations on chest wall, p~\ 

Incision of chest wall an~\ Incision of chest wall and pleura 

ICD9:34 \i2b2\Proc\Operations on respiratory system\Operations on chest wall, p~\ 

Operations on chest wall, pleura, 

mediastinum, and diaphragm 
 

 

To better characterize and describe the repository’s information model, we define a term fact nesting to refer to the 

ability of the IDR schema to represent one or more nested facts (or attributes) related to a single master fact (or 

master event). Storing nested facts may employ the use of an event ID mechanism to properly differentiate which 

nested facts extend which master events.
16

 In many IDRs, single-level fact nesting is achieved by additional fact 

table columns, such as modifier code, without using an event ID mechanism. Examples of fact nesting are: (1) a 

microbiology result with antimicrobial susceptibility testing sub-results; or (2) an order set, such as an admission 

order set, with several component orders.  The VDW schema provides one or several pre-defined nested fact 

columns depending on the data domain, whereas the i2b2 and OMOP schemas both include a generic second 

attribute column (modifier_cd in i2b2) or second value column (obs_value_as_concept_id) that could be directly 

utilized or overloaded for fact nesting. Despite the existence of such generic fact nesting structures, common event 

attributes often have designated columns defined in the repository schema, such as location, observation type, fact 

source, associated provider (see the last row in Table 1).  

 

Analysis of individual repositories 

i2b2: The key data structure is the observation_fact table. The attribute column is called concept_cd and the table 

also includes columns for text value, numerical value and flag value. Modifier_cd is used to store additional codes 

related to the main attribute and implements a single level fact nesting structure. The observation_fact table is 

technically a hybrid EAV table with several hardcoded columns (e,g, location, confidence or units). The schema 

contains a few other tables (PATIENT_DIMENSION, VISIT_DIMENSION, PROVIDER_DIMENSION) using a 

traditional modeling approach. Additional architectural constraints are defined for institutions federating multiple 

i2b2 repositories as a SHRINE network.
24

  

Terminology: The schema includes an explicit model of a terminology layer in a concept_dimension table. A single 

concept_path column is used to model inter-term relationships.  

Example data: Using our data storage examples, laboratory values and procedure events would both be stored in the 

observation_fact table. The observation_fact table is capable of storing new data domains given a proper prior 

terminology representation and most facts from the novel data scenarios could be stored in an i2b2 repository. 

 

OMOP: The schema contains designated tables for the domains of diagnoses, procedures and medications. It 

includes a somewhat generic table called OBSERVATION with three versatile columns for numeric data 

(obs_value_as_number), textual data (obs_value_as_string) and coded value data (obs_value_as_concept); however, 
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the table appears to be optimized for storing laboratory values (by presence of columns for high and low observation 

range). 
Terminology: The schema includes a complex terminology layer with support for multiple hierarchies, multiple 

relationships (in addition to a default “is_a” relationship), and synonyms. The warehouse documentation includes 

code snippets for common terminology questions (e.g., “what are all parent concepts for a given concept”, or “list all 

drugs that have same indications as drug X”). 
Example data: Laboratory values would be stored in the OBSERVATION table. Procedures would be stored in the 

PROCEDURE_OCCURANCE table. Novel data types could be stored in the OBSERVATION table by using the 

obs_value_as_concept column and the native terminology. 

 

VDW: The schema defines 11 fact tables, each covering a well-defined data domain (e.g., VITAL_SIGNS, 

PROCEDURES, or TUMOR).  They follow either the hybrid EAV model (e.g., PROCEDURES, DIAGNOSES) or 

the traditional model (e.g., DEMOGRAPHICS, CENSUS, VITAL_SIGNS). VDW specifications include extensive 

documentation at the table and column level. The HMO Research Network maintains a library of data quality 

assessments code snippets that can compare data patterns across sites.
25

  

Terminology: The schema does not include an explicit terminology layer, except for the EVER_NDC table storing 

medications codes. A separate Provider table stores specialties of clinicians.  

Example data: Laboratory values would be stored in the LAB_RESULTS table. Procedures would be stored in the 

PROCEDURES table. Considering the existing underlying VDW modeling approach, novel data types would most 

likely be stored in a new table.  

 

IDR comparison results 

The comparison of the available documentation of all three IDRs showed several recurring themes. The following 

features were found in all three compared repositories: (1) use of EAV structure for at least one data domain; (2) use 

of a single patient identifier with an identical column name across all tables; (3) use of internal terminology layer for 

at least one data domain; (4) use of an encounter ID to group events relevant to a single healthcare encounter; (5) 

presence of structures representing facts not related to patients but organizational or regional context knowledge, 

such as provider data; (6) representation of demographic data in a traditional table, despite the ability to treat those 

as patient entity attributes within an EAV-based data model. Additional features common to at least two repositories 

were: (7) a separate death data table (similarly to demographics data domain) (VDW, OMOP); (8) an elaborate 

native terminology layer with ability to maintain domain-specific value set knowledge (e.g., encounter types, 

medication administration route) (i2b2, OMOP); (9) a separate table capturing history of patient’s specific insurance 

plan (VDW, OMOP) 

 

IDR Desiderata 

Based on the above analysis of three IDRs, as well as our close experience with additional warehouses (NIH’s 

BTRIS, HealthFlow,
15

 and the Columbia University IDR) and review of published IDR literature, we formulate a set 

of desirable characteristics, or “desiderata” for a generic IDR. We analyzed features that lead to positive long-term 

benefits, and looked how often they are implemented by various IDRs with the goal of formulating our list. We used 

a combination of (1) a bottom-up approach, where we generalized from features present in various IDRs, and (2) a 

top-down approach, where we considered general IDR requirements presented in the background section. Some of 

the desiderata are specifically relevant to a health care data warehouse, while others are more general and applicable 

to any data warehouse; we include the latter here because they are of particular relevance to healthcare IDRs. 

1. Single patient identifier (ID) and patient ID management: The IDR should use a single patient identifier in 

all domains within the IDR. If multiple systems are integrated where different patient IDs are used, an 

enterprise master patient index
26

 should be used to merge corresponding records. To facilitate research analysis, 

the warehouse should also have a clear model for shadow ID management. A shadow ID is defined as a project-

specific replacement ID for either patient ID or other identifier within exported or displayed data. The most 

common shadow ID is a substitute for the patient ID; however, obfuscating provider ID or facility ID is also 

common. The process of generating shadow IDs must sometimes include ability to re-identify the same patient, 

if additional data are later requested. HIPAA law mandates keeping record of how each patient’s record was 

used by any relevant research project. At other times, the complete opposite (inability to re-identify) is 

requested and different shadow ID management techniques (such as discarding the encryption key) are used for 

that. Some warehouse architectures include a build-in static shadow ID that may be used for one-time views of 
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data. An IDR should have a process in place for managing and documenting generation of shadow IDs used for 

all individual data extract (at a single project level) or extracts for a given research group (at a principal 

investigator team level), or other formal approach.  

2. Information storage model: An IDR should formally define its information model
3
 for storing facts. This 

information model should be sufficiently generic, extensible and relatively stable in time, so that new data 

sources can be integrated without major changes to the IDR schema. A sufficiently characterized information 

model implies existence of documentation that clearly states the purpose of all crucial fact tables and describes 

a general extract, transform and load (ETL) strategy for integration of new data sources into the existing IDR 

schema.  

3. Support for fact nesting: Although IDR data integration by definition involves a significant degree of 

transformation of original data, an IDR should offer storage structures that allow preservation of how groups of 

related facts relate to each other. An information model should define what level of fact nesting is possible and 

define explicitly how nested facts can be linked to master events. 

4. Semantic integration: Whereas the single patient ID achieves technical data integration, to facilitate research 

analysis, data should be semantically integrated as well. The IDR should use coded concepts to organize and 

integrate facts in data domains from related sources. The need for semantic integration is most apparent when 

an IDR receives similar data from two different sources, such as inpatient and outpatient pharmacy dispensing 

systems, or legacy and current laboratory information systems. However, it can also arise when integrating 

multiple related data subdomains from a single source system.
27

 Semantic data integration can be achieved by 

maintaining direct mapping to custom concepts or it can be shifted to the terminology layer.  

5. Terminology model: Historic developments in IDRs show that large warehouses often include a native 

terminology layer
22

 and that strict reliance on only external terminologies is not sufficiently flexible. As 

outlined above in the Methods section, the terminology layer often consists of a native IDR terminology that 

represents a collection of terms that are defined locally by the repository. The native terminology may address: 

(1) terms that are not defined by any of the data contributing system (supporting the general infrastructure of the 

IDR); (2) terms that are meant to integrate disparate limited-scope terminologies within the individual data 

sources (e.g., two appointment scheduling systems) or (3) reconcile semantically two or more related external 

terminologies (as implied by the semantic integration desideratum). Often challenging is the relationship of the 

native terminology (or the IDR terminology layer in general) to large, mainstream terminologies, such as 

SNOMED, ICD, RxNorm, or LOINC (e.g., a strategy for full integration into the native terminology, a strategy 

for explicit exclusion, or some other approach).
28

 The native terminology layer may also play a key role in 

loading new data into the IDR. A terminology driven ETL process, for example, can automate some steps for 

adding new terms and make the changes consistent and transparent. Such a process automatically detects the 

presence of new terms in incoming data that lack corresponding formal concepts in the native terminology. We 

recognize, however, that native IDR terminology can be costly to build initially and maintain later, and that in 

some data integration efforts, strict reliance on external terminologies is sufficient.  

6. IDR context representation: Proper knowledge of context is important for accurate data analysis. An IDR may 

need to be able to represent contextual information on multiple levels, in addition to storing individual clinical 

facts, such as contextual data about the healthcare organization itself, data about individual medical facilities, 

and current and past informatics systems or providers. For example, false conclusions about care may be drawn 

from IDR data that lacks any dialysis events in chronic kidney disease patients simply because the outpatient 

integrated delivery network contributing the data does not own any dialysis centers. Individual facility data, 

such as absence of magnetic resonance imaging (MRI) at a given rural location, can similarly bias quality of 

care or other analyses. The need for context data on providers is exemplified by VDW’s PROVIDER table with 

data on provider’s specialties. 

7. Documentation and metadata: Good documentation
17

 of table and column structures as well as ETL processes 

greatly facilitates correctly formed queries or query speed optimizations (indication of presence of indexes). 

Metadata often include information that goes beyond the documentation implied by the prior desiderata of the 

information storage model and terminology model. A few examples include: documentation on when a table 

was created, ETL processes impacting the table, and  an up-to-date link to the human custodian that is most 

knowledgeable about the structure of and data in each table. Wiki-like metadata documentation can even 

support creation of community-created comments and transfer of knowledge from IDR staff to or between 

analysts. An accurate metadata knowledge base is important during IDR staff changes or for training of new 
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analysts. A code snippet library of common analytical tasks (e.g., obtaining all children terminology concepts of 

a given term) may be an optional part of a metadata platform. 

8. Capture IDR historical evolution: IDRs integrate several disparate systems for various domains. 

Documenting individual systems and relevant milestone dates is important for later data analyses and avoiding 

artificial, false data patterns. Examples of historical evolutions that should be well documented are: (1) system 

X was implemented on date D and legacy systems used prior system X have not been integrated in the IDR;(2) 

system Y to manage radiology reports was replaced by system Z with the following roll-out scheme across 

different regions within an integrated healthcare delivery network. The purpose of the warehouse is often to 

provide a long-term data view cutting across current and legacy systems. Proper documentation of historical 

evolution is important for unbiased data analysis and is superior to detecting systems transition via data reverse-

engineering. Important IDR metadata is often lost when a key IDR staff member leaves the organization; proper 

historical evolution documentation may limit resulting inefficiencies.  

9. Protected Health Information management:  Due to a common request to produce HIPAA “limited data 

sets”, a general IDR strategy that identifies all data elements that may contain PHI facilitate data export. In 

addition to PHI pertinent to the patient, IDR facts may include attributes about third parties (e.g., provider ID, 

procedure technician ID) that may also have to be omitted in certain data views and exports.  Hence a 

hierarchical list distinguishing several levels is often justified. In addition, a different approach is needed to 

handle PHI in textual clinical reports.  

 

Discussion 

There are far too many concurrent IDR efforts to review in this paper. The choice of the three selected IDRs was 

mainly dictated by our ability to have sufficiently detailed public information about their architecture. Our list of 

desiderata is informed by this limited analysis and extended by the authors’ knowledge of other IDRs. This list of 

desiderata is not intended to be complete, but rather should serve to facilitate discussion about additional desirable 

characteristics. IDRs may have valid reasons not to adopt a particular requirement; however, we believe that a 

general philosophy of adherence can prove highly beneficial in long-term IDR maintenance, despite significantly 

larger initial investment of various resources.  
 

Our study has several limitations. First, we used a limited and purposeful set of repositories to compare; however, 

public availability and/or copyright protection were the main limiting factors and those were outside of our control. 

Second, there was a varying degree of available documentation about the eventually selected IDRs and some 

detailed aspects could not be comprehensively compared. VDW and i2b2 provide discussion platforms (e.g., 

listservs and wikis) that can be helpful in clarifying some detailed modeling aspects. The VDW’s discussion 

platform, however, is not public and can only be accessed by HMO Research Network members. Finally, our 

analysis was limited to the relational database paradigm; however, all analyzed repositories and vast majority of 

healthcare warehouses use a relational database. Various types of emerging schema-free noSQL databases may offer 

additional findings.  

In our final list of desiderata, it was often difficult to draw boundaries between individual requirements and our 

division may be subjective to some degree. For example, “Support for fact nesting” can be easily viewed as part of 

“Information model”; similarly, “Capture IDR historical evolution” might be subsumed by “Documentation and 

metadata”. We also omitted some issues, such as (1) regular and computational data quality assurance; (2) dealing 

with limited data clean-ups versus keeping all data homogenously inconsistent, (3) defining clear boundaries when 

native terminology concepts should be formally created and (4) providing multiple data access modalities (query 

tools, human mediated queries, command-line based data access via an API).
29

  

 

Conclusion 

In an architectural comparison of three IDRs, we described several features that are common and beneficial in 

storing and organizing clinical data. Based on this review, our list of IDR desiderata offers advice to institutions 

newly creating or restructuring their IDRs. Whereas the initial design of many clinical data repositories was driven 

by provision of decision support or evaluation of quality of care, their research use is rapidly increasing with 

significant impact on their design. As with similar efforts in informatics, adherence to general principles will 

provide some immediate benefits, with the potential for future, unanticipated benefits as well. 
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Abstract 

Unmet information needs of clinicians can be addressed by context-aware infobuttons within an Electronic Health 
Record system. At Marshfield Clinic, an integrated delivery network in Wisconsin, we implemented infobuttons 
using the HL7 standard within the problem list module of a home grown EHR system in 2009 - long before the 
Meaningful Use mandate. We describe adoption of this technology by EHR users over a 26 month period. Usage 
pattern show a relatively infrequent use (76% of users used in once or twice in a 2 year period) and that non-
physicians users were responsible for the majority of infobutton clicks (69%). We also present analysis of use by 
user age, disease of interest and physician’s specialty.  
 

Background and Methods: Marshfield clinic (MC) health system consists of 57 centers and employs over 800 

physicians and more than 3000 nurses. Since 1985, MC has been a pioneer in the use of electronic health record and 

uses a home grown system called CattailsMD. Infobuttons were piloted at MC since 2009 and fully implemented in 

2010 using the HL7 standard that provides knowledge vendor independence. Since that time, we have maintained a 

tracking system which records all clicks on problem-list infobuttons as well as additional details including user type, 

specialty, and disease data accessed. Marshfield clinic Infoubttons are available to physicians, dentists, and other 

clinicians (such as nurse practitioners, nurses or administrative clinical staff). There was no information campaign to 

advertise the feature to EHR users other than a short description of the feature in software version release notes at 

launch in April 2010. In this study, we focus strictly on infobutton clicks within the problem list. This EHR module 

is driven by CattailsMD’s internal terminology, and is fully mapped to ICD9CM. The implementation uses Wolters 

Kluwer Clin-eguide as a source of context-specific evidence on medical diseases (using ICD9CM codes). 
 

Preliminary Results: We analyzed a total of 1,436 problem list infobutton clicks by 517 distinct users from April 

2010 till June 2012. After initial usage peak, the total number of clicks for the MC system averaged 44.2 per month 

(median 46). Physicians accounted for 30.9% of clicks. Most users (56%) used the problem list infobutton once and 

never again; 20% used it twice, and only 8% of all users used it more than 5 times.  The age characteristics of users 

are shown in Figure 1. The top 5 diagnoses were: ‘70.0’ Routine medical exam, ‘401.1’ Benign hypertension, 

‘465.9’ Acute Upper Respiratory Infection’, and 

‘272.4’Hyperlipidemia. Analysis of use by physicians 

of selected specialties (gastroenterology, orthopedics, 

neurology, dermatology, psychiatry and endocrinology) 

showed that physicians mostly inquired about topics 

within their own specialty rather than seek information 

on topics outside their expertise.  

Conclusion 

The infobutton feature receives very limited use by 

mostly non-physician users. Our results contradict 

earlier usage studies that analyzed aggregated use 

across all EHR modules [1,2] and reported an increasing number of users and repeated infobutton use. Our study is 

the first to report on factors such as user age and physician specialty. Our study is limited (by initial design) to only 

focus on infobutton use within the problem list EHR module, because of availability of comprehensive usage 

tracking.  
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PRIME:	  A	  Customizable,	  Web-‐based	  clinical	  application	  using	  an	  XML-‐based	  Forms	  Engine	  
and	  a	  NoSQL	  database	  

	  
Michael	  Hussin	  B.	  Muin	  MD,	  Khaled	  P.	  Alim	  MD,	  Jeffrey	  R.	  Mendiola	  
Information	  Technology	  Department,	  The	  Medical	  City,	  Philippines	  

	  
Abstract	  
PRIME	   is	   a	   custom-‐built	   Java-‐based	  Web	   application	   of	  
The	   Medical	   City.	   One	   of	   the	   core	   features	   of	   the	   EMR	  
module	  is	  a	  robust	  forms	  engine	  that	  references	  an	  XML-‐
based	   document	   data	   model	   and	   uses	   XHTML-‐based	  
templates	   to	   render	   content.	  MongoDB,	   an	   open-‐source	  
NoSQL	   database,	   was	   used	   for	   data	   storage	   to	  
accommodate	   the	   various	   complexities	   of	   clinical	   data	  
entries.	   All	   these	   features	   allow	   quick	   development	   of	  
interactive	   Web-‐based	   forms	   for	   clinical	   data	   entry,	  
storage	  and	  retrieval.	  
	  
Background	  
Web-‐based	  clinical	  applications	  present	  several	  platform	  
and	   design	   challenges.	   These	   include	   interactive	   user	  
interfaces,	  management	  of	  varying	  complexity	  of	  clinical	  
forms,	   storage	   of	   varying	   levels	   of	   data	   and	   fast	   turn-‐
around	  times	  for	  data	  entry	  customizations.	  We	  decided	  
to	   address	   these	   issues	   by	   creating	   an	   application	   that	  
has	  the	  following	  components:	  
	  
-‐ An	  XML-‐based	  Document	  Data	  Model	  
-‐ A	  Web-‐based	  Forms	  Engine	  
-‐ MongoDB,	  a	  NoSQL	  database	  	  
-‐ An	  HTML	  and	  PDF	  Display	  Engine	  
-‐ XML	  export-‐import	  function	  
	  
Project	  Description	  
PRIME	   stands	   for	   Patient	   Records	   and	   Integrated	  
Medical	   Exchange.	   It	   is	   a	   suite	   of	   hospital	   applications	  
that	   include	   an	   integration	   engine,	   a	   clinical	   data	  
repository	   and	   a	   electronic	   medical	   record	   (EMR)	  
module.	   The	   EMR	  module	   is	   primarily	   used	   for	   clinical	  
documentation	   and	   is	   built	   with	   unique	   features	   to	  
address	  common	  platform	  design	  challenges.	  
	  
The	  Document	  Data	  Model	  (DDM)	  is	  an	  XML	  file	  used	  as	  
reference	   for	   document	   sections,	   fields,	   data	   types	   and	  
metadata.	   It	   can	   capture	   varying	   levels	   of	   clinical	  
document	   complexity—from	   narrative	   SOAP	   notes	   to	  
highly-‐specified	  Review	  of	  Systems.	  The	  largest	  DDM	  we	  
have	  created	  so	  far	  contains	  78	  fields.	  Version	  control	  is	  
implemented	   to	   track	   changes	   to	   fields	   and	   data	   types	  
while	  still	  referencing	  the	  same	  document.	  
	  
Once	  the	  DDM	  is	  defined,	   it	   is	   fed	   into	  the	  PRIME	  forms	  
engine	  that	  automatically	  creates	  a	  generic	  XHTML	  form	  
template	  that	  can	  be	  customized	  with	  CSS	  and	  JavaScript	  

for	   better	   usability.	   Ajax	   capabilities	   can	   also	   be	   added	  
into	  the	  user	  interface.	  Once	  ready,	  this	  Web-‐based	  form	  
is	  deployed	  and	  can	  be	  immediately	  used	  for	  data	  entry.	  
	  
To	  manage	  varying	  levels	  of	  customization	  in	  the	  forms,	  
we	   used	  MongoDB,	   an	   open-‐source	  NoSQL	  database,	   as	  
storage	   for	   the	  entered	  data.	  Because	   the	  data	   is	   stored	  
in	   JSON	   formats	   instead	   of	   in	   SQL	   tables,	   database	  
normalization	   or	   the	   use	   of	   EAV	   tables	   is	   not	   needed.	  
This	  results	  to	  quick	  development	  and	  deployment	  turn-‐
around	  times	  for	  customized	  forms.	  
	  
The	   PRIME	   display	   engine	   creates	   several	   XHTML	  
templates	   to	   manage	   views	   for	   HTML	   pages	   and	   PDF	  
files.	  Documents	  can	  be	  viewed	  online	  using	  HTML	  view	  
while	   printing	   can	   be	   done	   in	   properly	   formatted	   PDF	  
files.	   Part	   of	   the	   display	   engine	   is	   the	   ability	   to	   embed	  
sections	  or	  data	   from	  other	  DDM	   templates	   and	  extract	  
data	   from	   other	   document	   collections.	   This	   makes	   it	  
possible	   to	   embed	   patient	   data,	   past	   assessments	   and	  
trending	  graphs	  within	  an	  existing	  document	  even	  if	  it	  is	  
not	  part	  of	  the	  original	  data	  entry	  form.	  
	  
We	   made	   sure	   to	   include	   the	   XML	   import	   and	   export	  
function	  in	  PRIME.	  Developers	  can	  create,	  modify,	  deploy	  
and	  test	  data	  entry	  forms,	  Web-‐based	  	  views	  and	  storage	  
functionalities	   in	   a	   testing	   environment.	   Once	   the	   DDM	  
passes	   software	   testing,	   the	   full	   DDM	   XML	   file	   is	  
exported	   and	   uploaded	   to	   the	   production	   environment.	  
With	   proper	   checks,	   the	   DDM,	   with	   the	   corresponding	  
forms	  and	  display	  templates,	  are	  deployed	  with	  a	  click	  of	  
a	  button.	  
	  
With	   these	   features	   built	   in	   PRIME,	  we	   can	   create	   new	  
documents—data	  models,	   forms	   and	  displays—that	   are	  
ready	  for	  production	  deployment	  in	  7-‐9	  days.	  Changes	  to	  
existing	  documents,	  e.g.	  additional	  fields,	  change	  in	  data	  
types,	   change	   in	   display	   formats,	   can	   be	   ready	   for	  
deployment	  in	  3-‐4	  days.	  
	  
Next	  Steps	  
XML	   and	   NoSQL	   databases	   can	   provide	   advantages	   in	  
customization	   and	   development	   turn-‐around	   times	   but	  
this	   is	   just	   the	   beginning.	   More	   research	   into	   the	  
potential	  applications	  is	  ongoing.	  Next	  challenges	  include	  
possibility	   of	   hybrid	   implementations	   (SQL	   +	   NoSQL),	  
working	   with	   HL7	   integration	   engines	   using	   JSON	  
formats	  and	  robust	  clinical	  data	  reporting	  and	  analytics.	  
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Abstract:  
This panel focuses on the use and impact of health information technology (HIT) to address complex care within the 

Department of Veterans Affairs (VA). We highlight specific HIT approaches, including innovative and interactive 

uses of the VA’s electronic health record, databases, and information systems; personal health record; and 

applications of automated systems for intervention, evaluation, and tracking patient care.  Examples include patient-

facing, health care team-facing and health system-facing technologies to support clinical care with systematic 

research-based evaluations. These processes demonstrate both the innovation and synergy of a range of HIT 

approaches in dynamic health care settings developed for patients, health care teams, and managers. Attendees will: 

1) Become familiar with the VA Quality Enhancement Research Initiative (QUERI) and the role of informatics in 

advancing the program’s impact;  

2) Learn about a range of innovative patient-facing, health care team-facing and health system-facing technologies 

to support clinical care; and 

3) Understand the value of systematic evaluation of health information technologies and how research and clinical 

care can be synergistic in advancing healthcare quality.  

We hope that this material stimulates systematic application of innovative HIT in health care within and beyond the 

VA. 

 

Panelists Description:  

The VA Quality Enhancement Research Initiative (QUERI) utilizes a range of health information technology (HIT) 

approaches to support clinical care with systematic research-based evaluations.  Dr. Hynes will provide an overview 

of the VA QUERI and HIT approaches, and panelists will highlight the use of these technologies to advance 

complex care within the VA. 

 
1) Mental Health-QUERI: Patient-Facing Kiosks - Alexander S. Young, MD, MSHS 

Using innovative patient facing kiosks, data were captured directly from Veterans at 4 healthcare centers in 3 states.  

Dr. Young will discuss how these data supported implementation of timely, evidence-based services compared with 

usual care, and improved weight, employment, treatment, and outcomes. 

2) HIV/Hepatitis QUERI: Telehealth Strategies in SCAN-ECHO - Michael Ohl, MD, MSPH 

Focused on geographically dispersed providers caring for veterans with HIV infection in a rural setting, Project 

SCAN ECHO allows for specialists to electronically connect with primary care providers in rural and remote 

locations. Dr. Ohl will discuss integration of telehealth and use of population registries to support clinical 

collaboration. 
3) eHealth QUERI: Secure Messaging, Patient Portals and healthcare efficiency – Thomas 

Houston, MD, MPH, FACMI 

Focused on health systems, Dr. Houston will first discuss the association between facility rates of 

adoption of secure messaging (SM) and urgent care (UC) rates at 132 VHA facilities (higher SM 

use was associated with lower UC rates and differences between early adopters and later adopters 

of SM).  Additional research on the budget impact of patient technologies will be summarized. 

4) CHF/IHD QUERI: ATHENA-Heart Failure (HF) – Clinical Decision Support (CDS) - Mary Goldstein, MD, MS 

Focused on provider decision-making, ATHENA-CDS is an automated CDS system that combines patient 

information with clinical knowledge encoded into a computable knowledge base to generate patient-specific 

recommendations for display within an electronic health record.  Dr. Goldstein will discuss current applications of 

ATHENA-CDS in chronic disease management both for real-time CDS and for retrospective performance 

measurement, using heart failure and hypertension examples. 
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Abstract 

Scientific information pertaining to diseases encoded in natural language in biomedical and medical 

communications is only valuable if powerful, efficient and reliable tools for recognizing and accessing that 

information are available. NCBI disease corpus comprises 793 PubMed abstracts fully annotated for disease 

mention and corresponding concept in Medical Subject Headings (MeSH
®

) or Online Mendelian Inheritance in Man 

(OMIM
®

). This corpus, as a new benchmarking gold-standard, enables development of more sophisticated systems 

that will advance the state-of-the-art.  

 

Introduction 

Natural language processing and text mining tools are essential for extracting valuable information from scientific 

publications, and the development of powerful, highly effective tools to automatically detect essential biomedical 

concepts such as diseases is very desirable. 

To accelerate text-mining research in disease name recognition and normalization, we have developed a large corpus 

of 793 fully annotated PubMed abstracts. Each PubMed abstract was manually annotated by two annotators with 

disease mentions [1] and their corresponding concepts in Medical Subject Headings (MeSH
®

) or Online Mendelian 

Inheritance in Man (OMIM
®

). A total of 14 human annotators were randomly paired and differing annotations were 

discussed for reaching a consensus.  

The NCBI disease corpus contains 6,892 disease mentions, which are mapped to 790 unique disease concepts. Of 

these, 88% link to a MeSH identifier, while the rest contain an OMIM identifier. 91% of the disease mentions link to 

a single disease concept, while the rest are described as a combination of concepts. The corpus is divided into 

training, testing and development sets to help researchers build future experiments. A benchmarking experiment was 

conducted to show its utility, where three different knowledge-based disease normalization methods were compared. 

NCBI disease corpus, due to its size, quality and coverage, can serve as gold standard and it can advance the state-

of-the-art by enabling the development of machine-learning based approaches for disease related tasks.  

The NCBI disease corpus is available at: http://www.ncbi.nlm.nih.gov/CBBresearch/Fellows/Dogan/Disease/  
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Abstract 

Lingua::DxExtractor1, a new open source tool, identifies the presence or absence of a clinical condition in 

radiographic reports using predefined terms that describe the clinical entity of interest as well as the NegEx 

algorithm2 which identifies negations. In this study, the tool was used to report on the diagnosis of pulmonary 

embolism in CT Pulmonary Angiogram (CTPA) reports and was found to perform comparably to a similar study 

that used a more complex algorithm3. 

Introduction 

Case identification for research projects using data from electronic medical records can be time consuming when 

manual adjudication of all records is required. Lingua::DxExtractor1 was written in order to automate case detection 

while maximizing sensitivity in order to not miss real cases. This software package was written in perl and relies on 

Lingua::NegEx1, a perl implementation of the NegEx algorithm2, to identify negated phrases. In this study the 

software was used to identify whether 349 CTPA reports stated that a pulmonary embolism was present or absent. 
Reports in this dataset variably employed templates with 336/349 containing a labeled impression section. 62 reports 

had a ‘preliminary’ section with an addendum indicating ‘final’. This addendum was sometimes before and 

sometimes after the ‘preliminary’ section. 

Methods 

The software calls for declaration of ‘target words’ that define the diagnostic entity of interest as well as ‘skip 

words’ which are used to ignore parts of the reports that do not describe findings. Target words used in this study: 

embolus, embolism, emboli, clot, clots, thromboembolism, thromboembolic, defect, and defects. Skip words used in 
this study: evaluate, evaluation, history, indication, technique, comparison, assessment, nondiagnostic, 

uninterpretable, artifact, artifactual, and repeat. For comparison, a clinician reviewer read and interpreted the reports 

and assigned a label of ‘present’ or ‘absent’ for each one.  

Results 

Table 1. 2 X 2 Table of Lingua::DxExtractor performance compared to gold standard (human interpretation) 

Lingua::DxExtractor +PE (Human) -PE (Human) Total   

+PE   52  14  66   

-PE    2  281  283   

Total   54  295  349   

Sensitivity 96%; Specificity 95%; PPV: 78%; NPV: 99%; Prevalence 15%; 

Conclusion 

Using this new simple algorithm to find search terms combined with NegEx to find negations provided good 
performance in this dataset which was comparable to the results in a similar study that used ConText, a more robust 

algorithm.3 Future directions include: validating this algorithm with reports from a different time period at this 

institution, as well as testing this software on other diagnostic entities and at other institutions with other datasets. 

Another approach would be to implement the ConText algorithm on this dataset for a more direct comparison. 
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Abstract 
This study describes the development, implementation, and testing of an integrated technology approach to improve 
adherence to medications for patients with diabetes. The integrated e-technology approach analyzes and displays 
information from three sources: patient’s subjective data, medication-dispensing data, and clinical data. The tool 
was developed at Regenstrief Research Institute and implemented at Wishard Hospital in Indianapolis, Indiana. The 
number of study participants enrolled is 15 clinicians and 96 patients.  
 
Introduction and background 
Diabetes mellitus (DM) is a chronic disease affecting more than 285 million people worldwide and the seventh 
leading cause of death in US. Low medication adherence has been identified as a common problem among patients 
with diabetes, and the need for new interventions to address this issue is frequently recommended.   
 
System description 
We implemented a system to import and analyze patient-entered barriers to medication adherence in combination 
with medication claims and electronic health record (EHR) data for display on a dashboard used by physicians 
during patient visits. The dashboard was integrated into an existing EHR system to support clinical workflow. The 
core technical components of this system are: patient portal, clinical decision support system (CDSS), and physician 
dashboard. The patient portal includes 20 validated 5‐point Likert‐scale questions to measure barriers to medication 
adherence. The CDSS calculates a patient’s proportion of days covered (PDC), a well-known measure of medication 
adherence. The dashboard is a JAVA-based plug-in to a clinic’s EHR system. The plug-in displays HbA1c, blood 
pressure, and other common information from the EHR in parallel with the results from the CDSS and patient portal.  
The novelty of this tool lies in the utilization of various inputs in an integrated approach. By applying this approach, 
we seek to improve patient adherence level through the following strategies: 
 Using a validated instrument for accurate identification of perceived barriers to medication adherence. 
 Reducing the social desirability bias associated with the direct face-to-face asking. 
 Better understanding of poor adherence by providing objective and subjective data side by side. 
 Using seamless application at the point of care that can be easily applied in clinical routine. 
 
Recruitment	  
The	  system	  was	  implemented	  at	  three	  community	  health	  centers	  as	  part	  of	  Wishard	  Health	  Services	  and	  data	  
is	  being	  collected.	  The	  number	  of	  participants	  enrolled	  is	  15	  primary	  care	  clinicians	  and	  96	  patients.	  
	  
Data source and evaluation  
The study will evaluate the feasibility and effectiveness of the developed tool as follows: 
 Clinician perceptions of the dashboard will be evaluated using: 1-) objective data represented by the number of 

times the dashboard was used and the time spent accessing it, 2-) subjective data including surveys and 
interviews.  

 Patients perceptions of the portal will be evaluated by montoring usage activities and surveys.  
 Clinical impact will be assessed through pre-post evaluation of medication adherence (using medication refill 

data) and clinical indicators (HbA1c, LDL and blood pressure). 
 Patient-physician relationship will be evaluated using surveys about clinical visits post-pilot.  
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Abstract 

A wide variety of disease outbreak detection methods has been developed in automated public health surveillance 
systems. The choice of outbreak detection method results in large changes in performance under different 
circumstances. In this paper, we investigate how outbreak detection methods can be combined in order to improve 
the overall detection performance. We used Hierarchical Mixture of Experts, which is a probabilistic model for 
combining classification methods, for fusion of detection methods. Simulated surveillance data for waterborne 
disease outbreaks are used in this research to train and evaluate a Hierarchical Mixture of Experts model. 
Performance evaluation of our approach with respect to sensitivity-specificity trade-off and detection timeliness is 
provided in comparison with several other detection methods.  

Introduction 

The occurrence of infectious disease outbreaks results in high human and financial costs. The past decade has seen 

the emergence of diseases caused by previously unrecognized threats or the sudden appearance of known diseases in 

the environment. Since the probability of major infectious disease outbreaks is very high, their early detection is a 

crucial task in order to prevent or reduce the large spread of diseases. Automated public health surveillance systems 

monitor health data drawn from multiple sources, with the goal of detecting potential disease outbreaks rapidly and 

accurately.  

When an outbreak occurs, the care-seeking infected population adds a signal to the background health utilization 

data. Screening large volumes of data, detecting changes in the number of infected people, and issuing alerts to draw 

an epidemiologist’s attention to anomalies are the roles of the outbreak detection process in automated public health 

surveillance systems. Surveillance systems analyse observed surveillance data (e.g. counts of Emergency 

Department visits) to detect significant changes from the expected data values. Typically, statistical outbreak 

detection algorithms monitor the surveillance ED visits time series and calculate the expected number of visits in a 

day. Then they compare this expected value with the observed value.  

Recently, there has been a proliferation of outbreak detection algorithms in the field of syndromic surveillance. The 

choice of outbreak detection algorithm and its configuration can result in important variations in the performance of 

public health surveillance systems. However, there is little empirical evidence about which characteristics of 

syndromic surveillance systems determine their effectiveness in detecting outbreaks and it is not clear how public 

health practitioners should configure the systems in order to ensure effective outbreak detection. The performance 

evaluations have not kept pace with algorithm development. Evaluations are usually based on a single data set which 

is not publicly available, therefore, such evaluations are difficult to generalize or replicate. Furthermore, the 

performance of different algorithms is influenced by the nature of the disease outbreak. As a result of the lack of 

thorough performance evaluations, one cannot determine easily which algorithm should be applied under what 

circumstances. 

There exists already a significant amount of work on fusion methods for outbreak detection, which focus on 

integrating predictions coming from multiple databases, or multiple sensors.  However, little work has been invested 

so far in fusing currently available detection methods which work on a single stream of data (such as ER patient 

counts) but may have very different sensitivity, specificity, and timeliness.  The objective of this work is to study 

how one can aggregate the predictions of several outbreak detection algorithms and to investigate whether this can 

enhance performance, compared to using single methods. We consider an outbreak detection task as a classification 

problem and outbreak detection methods as classifiers. Using Hierarchical Mixture of Experts (HME) model as a 

structure that aggregates the output of several classifiers and generates a single result, we combine the prediction of 

several widely used outbreak detection algorithms. In this study, as a background for comparison, we used the 

majority voting method to combine the prediction of several outbreak detection algorithms. Generally, the trade-off 

between missing outbreaks and generating false alarms is a challenging problem in the performance evaluation of 
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detection methods. We evaluate the detection performance of both single and aggregated outbreak detection 

algorithms in terms of the sensitivity, specificity, and timeliness of detection.  

The structure of this paper is as follows: in the Background section, we review outbreak detection methods and 

focus on some of the widely used detection algorithms that are employed in our study. Then we describe the 

majority voting method and HMEs for combining classifiers. In the Methods and Study Design section, first we 

describe the simulated surveillance data for waterborne disease outbreaks used in this study and then, we explain 

how the majority voting and HME methods are used to detect disease outbreaks. In the Results section, we evaluate 

the detection performance of our methods in comparison with other detection methods. This section is followed by 

discussion on the results. Concluding remarks and directions for future work are presented in the final section.  

Background 

Statistical outbreak detection methods 

There are two main approaches for outbreak detection. One is based on regression modeling of surveillance data, the 

other is derived from probability-based process control charts which are widely used in monitoring industrial 

processes. Regression-based models usually use categorical variables to account for correlation and explain data 

features like seasonal and weekly trends. If the data history is short or counts are sparse, the adapted process control 

chart methods provide a better detection performance. These methods generally operate on a measure of how data 

vary from the baseline mean.  

A set of widespread detection methods which were developed based on the process control chart concept are C-

family detection algorithms 
1
. The C1, C2, and C3, are adaptive algorithms developed in the Early Aberration 

Reporting System (EARS) by the Centre of Disease Control and Prevention (CDC). According to the Central Limit 

Theorem, which states that a series of means approaches a Gaussian distribution as the size of series increases, C-

algorithms assume that the expected value of the time series for the given time t is the mean of the values observed 

during the baseline interval. If the difference between the observed value at a given time t and the mean of the 

baseline interval divided by the standard deviation of the baseline is bigger than a threshold, an unusual event is 

flagged and the possibility of a disease outbreak is signalled.  

The C-algorithms are distinguished by the configuration of two parameters, the guardband and the memory. 

Generally, gradually increasing outbreaks can bias the test statistic upward, so the detection algorithm will fail to 

flag the outbreak. To avoid this situation, the C2 and C3 use a 2-day gap, called guardband, between the baseline 

interval and the test interval. Furthermore, C3 includes two recent observations, called memory, in the computation 

of test statistic of time t. In the EARS system, the length of the baseline interval used for the calculation of the 

expected value is 7 days; however, it can also be varied. All detection algorithms can be configured using varying 

alerting thresholds which result in different sensitivity and false alarm rates. 

C-algorithms use a single baseline for both weekdays and weekends. However, most of the surveillance time series 

are affected by weekly patterns. This is because many health-care facilities have fewer visits during weekends and 

there is a sharp increase in the number of visits on Mondays which should not be considered as an outbreak. A 

revised version of C family algorithms that accounts for days of the week is W family algorithms. The W2 algorithm 

is a modified version of the C2 which takes weekly patterns of surveillance time series into account 
2
. In the W2 

algorithm, the baseline data is stratified to two distinct baselines: one for the weekdays, the other for weekends. The 

W3 algorithm includes 2 recent observations of each baseline and calculates the test statistic for time t based on the 

corresponding baseline. 

The performance of outbreak detection algorithms is evaluated in terms of the sensitivity, specificity, and timeliness 

of detection. The sensitivity is the probability that a public health event of interest will be detected in the data given 

that the event really occurred. The specificity is the probability that no health event will be detected when no such 

event has in fact occurred 
3
. The timeliness is the proportion of saved time in the case that the outbreak is detected 

by the algorithm. Timeliness can be expressed as the proportion of saved time when an outbreak is detected relative 

to the onset of an outbreak. If an outbreak is detected, the timeliness of detection of the outbreak is computed as: 

���������� � 	1 �	
�������� �	�����

����������������
 

where ����������������	is the number of days that the outbreak is continuing. The �������� is the index of the 

day within the time series when the outbreak is detected and ����� is the index of the day on which outbreak starts. 

The proportion of delay is subtracted from 1. Therefore, the higher value of the timeliness denotes the earlier 
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detection of outbreak and the higher performance of the detection algorithm. Timeliness is equal to 1, if the outbreak 

is detected on the first day of occurrence. Timeliness is undefined when the outbreak is not detected. The sensitivity 

and timeliness are calculated per outbreak while the specificity is calculated per analysis interval 
3
. 

Majority voting  

Majority voting is an approach to combine prediction or classification methods. Assume that each classifier outputs 

a label for the instance i in the data set. The majority voting method finds the label which has been voted by the 

majority of the classifiers and outputs that label for the instance i. The predictions of different classifiers have equal 

weight in the unweighted majority voting method.  

Hierarchical Mixture of Experts (HME) 

In this section, we describe another method that aggregates the output of several learners for solving classification or 

regression problems and generating a single result. A Mixture of Experts is a structure in which the predictions of 

some learners (i.e. experts) are weighted based on the input variables and then combined to generate a single 

prediction. In this structure, if we have a set of K experts, a probabilistic combination is formed by 

 ���|� � 	∑ "#�� �#��|� 
$
#%&    

where Pk(y|x) is the probability of output y predicted by the kth expert and gk(x) represents the input-dependent 

mixing coefficient for that expert. The mixing coefficients are also known as gating functions. The gating functions 

gk(x) must satisfy the constraints of mixing coefficients, 0 ≤ gk(x) ≤ 1 and ∑ "#�� � 1#  
4
.  

If we let each expert in the mixture  be a mixture of experts itself, then this multilevel gating network leads to a 

more flexible structure, known as Hierarchical Mixture of Experts (HME) 
5
. HME follows the strategy of divide-

and-conquer in statistics. This approach divides the input space into nested sequences of regions and fits simple 

hypotheses within these regions.  

Learning the structure and adjusting the parameters of the HME are considered in a maximum likelihood 

framework. Jordan and Jacobs 
5
 apply the Expectation-Maximization algorithm (EM) for learning HMEs. 

HMEs have previously been used successfully in time series analysis. For example, Jacobs and Jordan 
6
 developed a 

mixture of experts model for a speaker independent, four-class vowel discrimination problem in which the data 

formed two pairs of overlapping classes and different experts learned to concentrate only on one pair of classes. 

They compared this model with standard back propagation networks. and showed that the mixture of experts 

requires half as many epochs to reach the same error level. The idea behind this application is that if a training data 

set can be naturally divided into subsets that correspond to subtasks, using a combination of experts and a gating 

network that decides which expert should be used for each subset will reduce the interference. We hypothesise that 

the outbreak detection task follows this type of patterns as well. 

Methods and Study Design 

Simulated surveillance data 

The simulated surveillance data that we used in this work was generated by the Surveillance Lab of McGill 

University using the Simulation Analysis Platform (SnAP) 
7
. They considered surveillance in an urban area to detect 

waterborne outbreaks due to the failure of a water treatment plant. In this simulation scenario, they varied two 

parameters for generating the outbreak signals: the duration of water contamination was varied over 6 values (72, 

120, 168, 240, 360, 480) and the cryptosporidium concentration was varied in 3 levels (10
-6

, 10
-5

, 10
-4

). Each of 

these 18 scenarios was run 1000 times with random variation of other parameters. Then, these outbreak signals were 

superimposed on baseline data which was the count of people seeking medical help in the emergency departments of 

several Montreal hospitals for gastro-intestinal diseases over 6 years. The onset of the signal was randomly selected, 

relative to the baseline. 

Evaluation set up  

In order to aggregate the strength of several outbreak detection algorithms, we generated a data set including the 

prediction results of C1, C2, C3, W2, and W3 detection algorithms. The hypothesis is that information on whether or 

not in recent days an outbreak has been detected will improve the certainty of predictions in a surveillance system. 

To test this hypothesis, we added the prediction for 7 most recent days from W3 algorithm to the data set. Each 

instance i of the data represents a vector for outbreak prediction on dayi in our analysis, so the data contains 12 
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features. These features include the predictions of C1, C2, C3, W2, W3 for dayi and the predictions of W3 for dayi-7 

to dayi-1. We create various training and testing data sets using the surveillance data with different levels of 

contamination. 

Combining outbreak detection using simple voting 

Assuming that a detection algorithm is a classifier of outbreak versus non-outbreak days, we can aggregate multiple 

outbreak detection algorithms using a combination of classifiers. The simple voting method computes the fraction of 

classifiers which are predicting an outbreak; if this fraction is above a threshold, it predicts an outbreak.  A threshold 

of 0.5 corresponds to simple majority voting.  In the experiments, we use C1, C2, C3, W2, and W3 as the base 

classifiers and vary the classification threshold between 0 and 1 so that the sensitivity of the detection is adjustable 

based on the desired level of false alarm rate. This trade-off is illustrated in the ROC curves.  

HME for outbreak detection 

In this work, focusing on constructing an HME structure to detect disease outbreaks, we use the predictions of 

statistical detection algorithms (C1, C2, C3, W2, W3) as the input of the Experts. The goal is to train a binary 

classifier which predicts whether there is an outbreak on a day or not. We developed several HME structures using 

different subsets of data and evaluated their performance in comparison with other outbreak detection algorithms. 

We assigned the threshold of the classification to 0.5 so that, for the dayi, if ��'��� 	 ∈ 	�������� ) 0.5, then i is 

an outbreak day.  

We used the Bayes Net Toolbox of Matlab*1.07 software for HME structure written by Pierpaolo Brutti. The HME 

structure was learned from a batch training data set using desired number of iterations of the Expectation-

Maximization (EM) algorithm. The architecture of the HME can be adjusted by choosing the number and the type of 

gating layers and experts. We used this set of procedures in Matlab to develop an HME for outbreak detection.  

Results 

In the first experiment that we ran, we used the predictions of C and W algorithms for 300 low contaminated time 

series to create the training set with 14538 instances. To evaluate the accuracy of developed model, we built a 

testing set from 90 time series that are not included in the training process (194040 instances). We used the training 

data to learn an HME structure with 5 gating levels and 32 experts in the lowest level of hierarchy. The performance 

of the learned model was evaluated in predicting the outbreaks of the testing set with 194040 instances. We varied 

the classification threshold of HME over a range between 0 and 1 to estimate the sensitivity-specificity trade-off. 

We also evaluated the majority voting algorithm on the testing data using a range of classification threshold.  

Figure 1 shows the trade-off between the sensitivity and the specificity of majority voting and the HME with 

different thresholds of classification. It also illustrates the ROC curves of C1, C2, C3, W2, and W3 detection 

algorithms with different alerting thresholds evaluated on the same testing time series. 

Focusing on upper left side of the ROC curves, the best sensitivity of the HME was 0.711 at the specificity of 0.898 

and threshold of 0.4.  At the best point of ROC of majority voting, the sensitivity was 0.2 and the specificity was 

0.946.  

In the second experiment, we used simulated surveillance time series with higher levels of contamination to create 

the training and testing data sets. Because the level of contamination of water affects the outbreak characteristics 

(e.g. outbreak duration, outbreak peak size, shape of the signal), therefore, the performance of different detection 

algorithms varies based on different outbreak characteristics among these contamination scenarios. We created a 

training set based on predictions of C and W family algorithms for 75 highly contaminated time series including 

4494 instances and a testing set from untouched 30 time series containing 64680 instances. 

The ROC curves of majority voting and HME are shown in (Figure 2) using different thresholds. It also plots the 

ROC curves of C and W family algorithms evaluated on the same time series with high contamination. 

The sensitivity of majority voting was 1 when the specificity was 0.946. In contrast, the sensitivity of HME is 1 at 

the specificity of 0.963. 

                                                           
*
 https://code.google.com/p/bnt 
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Figure 1. ROC curve of Majority voting, HME, C, and W family detection algorithms evaluated on low 

contamination surveillance time series 

 

Figure 2. ROC curve of Majority voting, HME, C, and W family detection algorithms evaluated on high 

contamination surveillance time series 

In the third experiment, we used time series with both high and low levels of contamination in order to have an 

overall view of the detection performance of algorithms. We built a training data set based on 150 time series and a 
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testing set on 60 time series. Figure 3 shows the ROC curve of the developed HME and majority voting versus C 

and W family algorithms. 

 

Figure 3. ROC curve of Majority voting, HME, C, and W family detection algorithms evaluated on surveillance 

time series with both high and low levels of contamination 

 

To assess the timeliness of developed methods versus C and W family algorithms, we evaluated the timeliness of 

algorithms when the specificity was set to 0.99. The false positive ratio obtained from this configuration was 1%. 

We chose this level of specificity because the alerting ratio of 1 in 100 days is a practical one for public health 

surveillance 
8
. We evaluated the timeliness testing on 3 types of simulated time series data: time series with low 

contamination, time series with high contamination, and time series with low and high contamination. The 

timeliness of the voting majority, HME, and C and W family algorithms with the specificity of 0.99 is summarized 

in (Table 1) for 3 testing data sets.  

 

Table 1. The timeliness of Majority voting, HME, and C W family detection algorithms with the specificity of 0.99  

 Majority voting HME C1 C2 C3 W2 W3 

Low contamination 1 0.5 0.143 0.143 0.143 0.534 0.917 

High contamination 0.727 0.682 0.688 0.74 0.731 0.804 0.75 

Mixed high & low 

contamination 
0.727 0.773 0.685 0.731 0.731 0.796 0.75 

 

In the first row of the table, the best timeliness belongs to majority voting, however, this comes with the sensitivity 

of 0.044 which is lower than the sensitivity of other algorithms. In the second row, W2 has the best timeliness of 

detection. The best timeliness of detection over the mixed testing data was obtained by W2, however, the timeliness 

of the developed HME is very close to the best timeliness. 
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Discussion 

The experimental results show that the detection performance of the developed HME algorithm in terms of 

sensitivity and specificity is higher than simple majority voting algorithm. So it is valuable to build an HME to 

aggregate different predictions rather than using simple majority voting algorithm. 

The results also show that the detection performance of C and W algorithms is dependent on the outbreak 

characteristics (i.e. contamination level) and there is no one single algorithm that always outperforms other methods 

under different circumstances. Although the detection methods behave with various performance levels, the 

developed HME algorithm is competitive to the best detection algorithm in all three experiments and the level of 

contamination of surveillance time series does not influence the relative performance of the HME. Hence, the 

developed detection algorithm based on HME is more robust under different circumstances.  

Conclusion 

In this paper, we proposed to combine various outbreak detection methods for the purpose of improving the overall 

detection performance in surveillance systems. We described a framework based on HMEs that can be employed for 

this method fusion. In addition, we used a majority voting strategy as a simpler alternative for aggregating detection 

methods. Our experimental evaluation of these two approaches to method fusion does not seem to provide 

improvement over the best detection methods for the particular surveillance scenarios used in this paper. However, 

HME outperforms most algorithms tried in our experiments.  

In the developed models, we used the predictions of C and W family detection algorithms, however, the models can 

be extended to consider the predictions of other detection algorithms, like Negative binomial CUSUM and Poisson 

Regression. We intend to do this extension in future, because these methods may provide more diversity of 

predictions. 

We developed the aggregating methods based on temporal surveillance data. We plan to extend our work to consider 

difference sources of surveillance data, like spatiotemporal surveillance data to detect outbreak event in several 

regions. We can also use other sources of surveillance data, like school and work absenteeism rates and others. 

In the developed HME, the predictions of detection algorithms were fed to all the experts of the structure. The model 

can be altered by assuming that each detection algorithm is an expert in the HME architecture and its vote is 

weighted based on determinants of detection performance (e.g. outbreak characteristics, desired false alarm rate). 
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Abstract 
Understanding variation among users’ information needs and the quality of information in an electronic system is 
important for informaticians to ensure data are fit-for-use in answering important questions in clinical and public 
health. To measure variation in satisfaction with currently reported data, as well as perceived importance and need 
with respect to completeness and timeliness, we surveyed epidemiologists and other public health professionals 
across multiple jurisdictions. We observed consensus for some data elements, such as county of residence, which 
respondents perceived as important and felt should always be reported. However information needs differed for 
many data elements, especially when comparing notifiable diseases such as chlamydia to seasonal (influenza) and 
chronic (diabetes) diseases. Given the trend towards greater volume and variety of data as inputs to surveillance 
systems, variation of information needs impacts system design and practice. Systems must be flexible and highly 
configurable to accommodate variation, and informaticians must measure and improve systems and business 
processes to accommodate for variation of both users and information. 

Background and Significance 
At their core, clinical and public health are information enterprises, and data are their lifeblood. Nearly all clinical 
and public health activities involve generating, collecting, storing, analyzing, or sharing data about individual 
patients or populations. Data are particularly vital to joint activities including disease surveillance (1), population 
health assessments (2), and health care policy. Effective clinical and public health practice therefore requires access 
to representative, complete, and timely data from multiple sources (3, 4). Attributes of data such as 
representativeness, completeness, and timeliness are characterized in the information sciences literature as 
dimensions of data quality (5). 
 
The quality of data is most often measured with respect to its fit-for-use in a given context (8), and unfortunately the 
quality of data across the myriad sources from which they are captured, stored, analyzed, or reported is 
heterogeneous and often poor (6, 7). Therefore various contexts in clinical and public health necessitate different 
levels of data quality. For example, emergency department chief complaint data are very timely but often lack 
specificity, making these data useful for early detection of unexplained increases in health care utilization but 
increased activity does not always signal a true outbreak of disease (9). 
 
Understanding the characteristics of data and their sources, including quality, is important for informaticians to 
ensure data are fit-for-use to support important processes in clinical and public health (10). Knowing the quality of 
data is particularly important given that data are increasingly available to clinical and public health professionals 
through a variety of information systems, including electronic health record (EHR), decision support, and 
surveillance systems (11). 
 
To ensure data are fit-for-use, users (or data consumers) must first articulate their information needs within specified 
contexts of use. Gathering and documenting the data requirements for a given context of use is often referred to as 
an information needs assessment, which is often recommended for business process analysis, workflow redesign, 
and the design and deployment of user-centered information systems in an organization, including immunization and 
surveillance systems in public health departments (12-14). Unfortunately there is limited published information 
available on the information needs in public health with respect to surveillance systems. While several surveillance 
systems have been deployed and a variety of jurisdictions utilize such systems, it is unclear whether the information 
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needs across jurisdictions vary with respect to completeness, timeliness, and other key factors identified as barriers 
to traditional surveillance prior to the deployment of e-surveillance systems. 
 
To measure 1) satisfaction with currently reported data; 2) perceived importance and need with respect to 
completeness and timeliness of specific data elements; and 3) consensus in responses across multiple jurisdictions, 
we surveyed epidemiologists and other public health professionals. In this article we describe the development and 
administration of the survey as well as the results. We then discuss the findings in the context of advancing public 
health surveillance in an era of increasingly electronic data sources available for use by health departments. Our 
methods and findings are further applicable to other disciplines within the field of biomedical informatics. 
 
Materials and Methods 
 
Study participants 
Health officials and surveillance program managers in eight states were contacted directly by the researchers and 
invited to participate in the study. Following permission from health department officials, the researchers then 
invited front-line health department surveillance staff via email to complete the survey. Most public health 
professionals have access to email and the Internet at their place of work. Furthermore, state health department 
employees were given permission to use state resources to complete the survey during their normal working hours. 
 
The study originated with state and county health departments participating in the U.S. Centers for Disease Control 
and Prevention (CDC) funded Indiana Center of Excellence in Public Health Informatics (ICEPHI). However, the 
study’s scope expanded to include other jurisdictions following a discussion of the project at a workshop convened 
by the Public Health Informatics Institute (PHII), where surveillance officials from several states expressed a desire 
to participate in the study, so the research team then reached out to an additional six states. The research team 
ultimately invited 45 individuals at 15 health departments in 8 states to participate in the study. 
 
Survey design 
The study used a novel questionnaire designed by the researchers to examine the perceptions and needs of 
communicable disease program staff with respect to data quality. Parts of the instrument used model questions and 
concepts from previous studies examining public health professionals’ information needs (15). However, the 
majority of the questionnaire was developed by integrating the dimensions of data quality with specific 
communicable disease use cases. The use cases were iteratively developed by informatics and epidemiology 
professionals associated with ICEPHI. The group selected a subset of diseases of high priority that represented the 
spectrum of disease classes encountered by health departments: seasonal illness (e.g., influenza), sexually 
transmitted infections (e.g., chlamydia), acute illness (e.g., pertussis), high priority illness (e.g., meningitis), and 
chronic illness (e.g., diabetes). The selected data elements were drawn from those required under Indiana state law 
to be reported to health departments and aligned with the core data elements outlined by the Council for State and 
Territorial Epidemiologists (CSTE) (16). 
 
Prior to use by respondents, the questionnaire was pilot tested by several public health professionals in county and 
state health departments. These participants provided feedback to the study team with respect to unclear and 
inappropriate items as well as wording. The instrument was modified following the pilot testing. 
 
We invited participants via email to complete a web-based survey. Reminder emails were sent to invited participants 
to encourage participation. The survey was fielded between September 2011 and February 2012. The extended time 
was necessary due to changing the scope from Indiana-only to a survey of health department staff in multiple states 
and jurisdictions. 
 
Skip logic was used to minimize time burden on respondents, advancing respondents beyond sections that did not 
pertain to their role within the health department. Furthermore, respondents were given the choice to skip unclear 
and other questions they felt they could not answer. For example, if the respondent indicated that he or she did not 
work with influenza data, then the survey instrument skipped over the series of questions regarding influenza data 
quality. Within each section of the survey, respondents could skip individual questions or items related to 
completeness, timeliness, or satisfaction. 
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Survey data collection 
The survey included questions examining respondent characteristics as well as respondents’ perceptions of data 
quality. Demographic questions sought to assess respondents’ place of employment, role, and length of service. All 
other questions focused on respondent satisfaction with the quality of data submitted to the health department, 
including the relative importance, completeness, and timeliness of various data elements. 
 
The survey used Likert-style scales for respondents to rate various dimensions of data quality and satisfaction for 
each of the common data elements included in reports for the selected diseases. For example, respondents were 
asked to indicate their level of satisfaction overall with existing data for each disease using the following scale: 1 = 
Very Dissatisfied, 2 = Dissatisfied, 3 = Neither Dissatisfied or Satisfied, 4 = Satisfied, and 5 = Very Satisfied. For 
each data element reported for a particular disease, respondents were asked to rate the relative importance of the 
element using the following scale: 1 = Highly Unimportant (data element provides no value to the surveillance 
process; I never use this data element), 2 = Unimportant (data element provides minimal value to the surveillance 
process; I rarely use this data element), 3 = Neither Unimportant nor Important (data element provides limited value 
to the surveillance process; I use this data element, but I use it only because I am required to by policy or law), 4 = 
Important (data element adds value to the surveillance process; I often use this data element), 5 = Highly Important 
(the surveillance process would be difficult if this data element was missing; I almost always use this data element). 
 
In addition to importance, respondents were asked to characterize the completeness of the data received in notifiable 
disease reports. The following scale was used to measure respondents’ perception of completeness: 1 = Mostly 
Incomplete (Defined as 0.00% to 29.99% complete; it is okay for this value to be missing most of the time), 2 = 
Marginally Complete (Defined as 30.00% to 49.99% complete; it is okay for this value to be missing much of the 
time), 3 = Mostly Complete (Defined as 50.00% to 79.99% complete; it is okay for this value to be missing some of 
the time), 4 = Nearly Complete (Defined as 80.00% to 99.99% complete; it is okay for this value to be missing 
occasionally), and 5 = Always Complete (Defined as 100% complete; it is not okay for this value to ever be 
missing). 
 
Finally, the survey asked respondents to indicate their desired and minimally acceptable levels of timeliness 
associated with data reported across diseases. To measure the ratings involved with respondent’s perception on 
timeliness, the following scale was used: 1 = As soon as a clinician determines the diagnosis, 2 = Within 24 hours of 
suspicion or diagnosis, 3 = Within 48 hours of suspicion or diagnosis, 4 = Within 72 hours of suspicion or diagnosis, 
5 = Within 1 week of suspicion or diagnosis, or 9 = No preference or opinion.  
 
Statistical Analysis 
The goals of the analysis were to 1) describe respondents’ perceptions of notifiable disease report data quality with 
respect to satisfaction, importance, desired completeness, and desired timeliness; and 2) measure respondents’ 
consensus across jurisdictions. Descriptive statistics were utilized to characterize respondents’ demographics, and 
Chronbach’s alpha was used to assess reliability. To analyze perceptions of data quality, we used median values and 
the mean absolute deviation (MAD) from the median, a robust measure that represents the average of the absolute 
differences between each score assigned by the respondent and the overall mean (17, 18). 
 
The analysis further examined respondents’ consensus regarding perceived importance of data elements and the 
minimally acceptable levels of completeness. We defined consensus as 70% or greater respondent agreement on the 
importance or minimum level of completeness for a data element. This a priori level of consensus has been used in 
previous studies (19, 20). All analyses were performed using SPSS Version 20. 
 
Results 
 
Demographics 
Table 1 depicts information on the respondents’ characteristics. A total of 33 individuals from more than six states 
responded to the survey. Among respondents, a majority (60.6%) worked at a local health department, and nearly 
one-third (30.3%) worked at a state health departments. Two-thirds of the respondents (66.7%) stated they served as 
an epidemiologist within their organization. Three-quarters (75.8%) of respondents reported working in public 
health for at least 10 years. A majority of respondents indicated they were previously asked to describe their 
information needs and participate in projects that gathered public health workers’ information needs. 
  

672



Table 1. Respondent characteristics and demographic information 
 
   Frequency 
Place of employment   
        Local Health Department  20 (60.6%) 
        State Health Department  10 (30.3%) 
        Academic Institution    2 (6.1%) 
        Federal Government 
 

   1 (3.0%) 

Title or role within organization    
        Epidemiologist  22 (66.7%) 
        Program Manager/Coordinator    4 (12.1%) 
        Public Health Nurse 
        Informaticist (IT Specialist, Health Informaticist) 

   2 (6.1%) 
  2 (6.1%) 

        Other (Infectious Disease Physician, Researcher, Evaluator) 
       

   3 (9.1%) 

Years worked with public health   
        <1 year    1 (3.0%) 
        1-3 years    3 (9.1%) 
        3-5 years    1 (3.0%) 
        5-10 years    3 (9.1%) 
        10-15 years  10 (27.3%) 
        >15 years  16 (48.5%) 
   
Have you ever been asked to outline or describe your needs when it comes to the data and  
information you use to perform your job? 
        Yes  24 (72.7%) 
        No    7 (21.2%) 
        No Response    2 (6.1%) 
   
Have you ever participated in a project to gather or analyze the data or 
information needs of others working in public health? 

  

        Yes  19 (57.6%) 
        No 

 
14 (42.4%) 

 
 
Reliability 
Calculation of Chronbach’s alpha (α) ranged from 0.93 to 0.99 across diseases and dimensions of data quality with 
the exception of chlamydia for which the sample size was too small. Reliability is considered excellent when α is 
greater than 0.90. 
 
Satisfaction of data received 
Table 2 depicts respondents’ satisfaction with the data they currently receive. Many respondents were satisfied with 
the data they received. However, the levels of satisfaction varied across diseases. For three of the diseases 
(influenza, meningitis, and pertussis), more than two-thirds of respondents indicated they were satisfied or highly 
satisfied with existing data. For chlamydia and diabetes, however, respondents were less satisfied. For chlamydia, 
respondents were evenly split between being satisfied or dissatisfied. For diabetes, five respondents (62.5%) were 
ambivalent about current data, and two respondents (25%) indicated they were very dissatisfied with existing data. 
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Table 2. Satisfaction of data currently received by disease 
 
   

Very 
Dissatisfied 

 
 

Dissatisfied 

Neither 
Dissatisfied 
or Satisfied 

 
 

Satisfied 

 
Very 

Satisfied 
Disease      
        Influenza (N = 18) 0 (0.0%) 2 (11.1%) 3 (16.7%) 12 (66.7%) 1 (5.6%) 
        Chlamydia (N = 5) 0 (0.0%) 2 (40.0%) 1 (20.0%) 2 (40.0%) 0 (0.0%) 
        Meningitis (N = 19) 0 (0.0%) 2 (10.5%) 4 (21.1%) 9 (47.4%) 4 (21.1%) 
        Pertussis (N = 12) 0 (0.0%) 2 (16.7%) 2 (16.7%) 7 (58.3%) 1 (8.3%) 
        Diabetes (N = 8) 2 (25.0%) 0 (0.0%) 5 (62.5%) 1 (12.5%) 0 (0.0%) 

 
Ratings are Very Dissatisfied (median = 1), Dissatisfied (median = 2), Neither Satisfied or Dissatisfied (median = 3), Satisfied 
(median = 4), and Very Satisfied (median = 5). 
 
Importance of data element 
Table 3 summarizes respondent ratings for reportable data elements across all five diseases with respect to the data 
elements’ relative importance to public health work processes. The values represent median scores from the Likert 
scale and the mean absolute deviation (MAD). Data elements for which consensus were achieved are bolded for 
emphasis. Importance ranged from 2.0 (Unimportant) to 5.0 (Highly Important) with MAD values ranging from 0.00 
to 1.75. Notably, respondents failed to achieve consensus on any data elements for diabetes. 
 
Table 3. Importance of data element in public health work process by disease 
 
 Influenza 

(N = 18) 
Chlamydia 

(N = 5) 
Meningitis 

(N = 19) 
Pertussis 
(N = 12) 

Diabetes 
(N = 8) 

Data Element      
        Patient Name 2.5 (1.11) 5.0 (0.00) 5.0 (0.72) 5.0 (0.18) 2.0 (1.13) 
        Patient Address 3.5 (1.06) 5.0 (0.25) 5.0 (0.78) 5.0 (0.36) 3.0 (1.13) 
        Patient City 4.0 (0.89) 5.0 (0.00) 5.0 (0.72) 5.0 (0.36) 3.0 (1.00) 
        Patient Zip Code 4.0 (0.56) 5.0 (0.25) 5.0 (1.00) 5.0 (0.45) 4.0 (0.38) 
        Patient County of Residence 5.0 (0.44) 5.0 (0.25) 5.0 (0.78) 5.0 (0.27) 4.0 (1.00) 
        Patient Primary Phone Number 2.5 (1.11) 4.5 (0.75) 5.0 (0.72) 5.0 (0.27) 2.5 (1.25) 
        Patient Date of Birth or Age 5.0 (0.44) 5.0 (0.25) 5.0 (0.89) 5.0 (0.18) 5.0 (0.50) 
        Patient Sex 4.0 (0.78) 5.0 (0.25) 4.0 (1.00) 5.0 (0.64) 5.0 (0.50) 
        Patient Race 4.0 (0.89) 4.5 (0.75) 4.0 (0.82) 4.0 (0.45) 5.0 (0.63) 
        Patient Ethnicity 4.0 (0.78) 3.5 (1.00) 4.0 (0.88) 4.0 (0.55) 4.5 (0.88) 
        Patient Pregnancy Status 4.5 (0.94) 4.5 (1.00) 5.0 (1.00) 4.0 (0.55) 4.0 (0.63) 
        Patient’s Next of Kin Name 2.0 (0.61) 3.0 (0.50) 4.0 (1.11) 4.0 (0.82) 2.0 (0.75) 
        Patient’s Next of Kin Primary Phone 
          Number 

2.0 (0.61) 3.0 (0.50) 4.0 (1.17) 4.0 (1.00) 2.0 (0.75) 

        Provider Name 4.0 (0.61) 5.0 (0.50) 5.0 (0.78) 5.0 (0.36) 3.0 (1.00) 
        Provider Address 4.0 (0.67) 5.0 (0.50) 4.0 (0.71) 4.0 (0.64) 3.5 (1.25) 
        Provider Phone Number 4.0 (0.67) 5.0 (0.50) 5.0 (0.83) 5.0 (0.45) 3.0 (0.88) 
        Date of Onset 5.0 (0.53) 3.5 (1.75) 5.0 (0.78) 5.0 (0.18) 3.5 (0.88) 
        Reason for Visit 5.0 (0.44) 4.0 (1.50) 5.0 (0.88) 4.0 (0.55) 3.5 (0.75) 
        Clinical Diagnosis 5.0 (0.56) 4.5 (1.25) 5.0 (0.89) 5.0 (0.36) 4.0 (0.38) 
        Definitive Diagnostic Test Results 5.0 (0.33) 5.0 (0.00) 5.0 (0.72) 5.0 (0.18) 4.0 (0.38) 
        Person Completing Report Name 3.0 (0.89) 5.0 (1.00) 4.0 (0.71) 4.0 (0.64) 2.0 (1.38) 
        Person Completing Report Address 3.0 (0.67) 3.0 (1.00) 4.0 (0.94) 4.0 (0.82) 2.0 (1.38) 
        Person Completing Report Phone  
          Number 

3.5 (1.00) 5.0 (1.00) 4.0 (0.89) 5.0 (0.73) 3.0 (1.29) 
 

Ratings are Highly Unimportant (median = 1), Unimportant (median = 2), Neither Important nor Unimportant (median = 3), 
Important (median = 4), and Highly Important (median = 5). Values are medians (mean absolute deviation from median). Values 
with respondent agreement of 70% or greater (consensus) are bold. 
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Minimally acceptable level of completeness 
Table 4 summarizes respondent ratings for the minimally acceptable level of completeness for data elements across 
all five diseases. Values represent median scores from the Likert scale and the mean absolute deviation (MAD). 
Data elements for which there was consensus are bolded for emphasis. Minimally acceptable levels of completeness 
ranged from 1.0 (Mostly Incomplete) to 5.0 (Always Complete) with MAD values ranging from 0.00 to 2.00.  Of 
note, Influenza achieved consensus for the only two data elements. 
 
Table 4. Minimally acceptable level of completeness of data element by disease 
 
 Influenza 

(N = 18) 
Chlamydia 

(N = 5) 
Meningitis 

(N = 19) 
Pertussis 
(N = 12) 

Diabetes 
(N = 8) 

Data Element      
        Patient Name 2.5 (1.79) 5.0 (0.00) 5.0 (0.00) 5.0 (0.09) 2.0 (1.71) 
        Patient Address 4.0 (1.50) 5.0 (0.25) 5.0 (0.38) 5.0 (0.18) 3.0 (1.71) 
        Patient City 5.0 (0.87) 5.0 (0.25) 5.0 (0.27) 5.0 (0.09) 4.5 (1.50) 
        Patient Zip Code 4.0 (0.47) 4.5 (0.75) 5.0 (0.50) 5.0 (0.36) 5.0 (0.29) 
        Patient County of Residence 5.0 (0.27) 4.5 (0.75) 5.0 (0.19) 5.0 (0.00) 5.0 (0.71) 
        Patient Primary Phone Number 1.0 (1.29) 5.0 (0.25) 5.0 (0.19) 5.0 (0.18) 2.0 (1.43) 
        Patient Date of Birth or Age 5.0 (0.33) 5.0 (0.25) 5.0 (0.06) 5.0 (0.09) 5.0 (0.29) 
        Patient Sex 4.0 (0.79) 5.0 (0.25) 5.0 (0.44) 5.0 (0.45) 5.0 (0.29) 
        Patient Race 3.0 (0.93) 4.0 (0.25) 3.5 (0.94) 4.0 (0.91) 5.0 (0.43) 
        Patient Ethnicity 3.0 (0.79) 4.0 (0.75) 3.0 (0.88) 4.0 (0.91) 4.0 (0.43) 
        Patient Pregnancy Status 3.5 (1.07) 3.0 (1.25) 4.0 (1.00) 4.0 (0.82) 4.0 (1.00) 
        Patient’s Next of Kin Name 1.0 (0.69) 2.5 (0.75) 4.0 (0.81) 4.0 (0.82) 1.0 (1.00) 
        Patient’s Next of Kin Primary  
          Phone Number 

1.0 (0.69) 2.5 (0.75) 3.5 (0.81) 4.0 (0.91) 1.0 (1.00) 

        Provider Name 4.0 (0.93) 5.0 (0.25) 5.0 (0.13) 5.0 (0.18) 4.0 (1.29) 
        Provider Address 3.0 (1.14) 4.0 (0.25) 4.0 (0.63) 4.0 (0.55) 4.0 (1.43) 
        Provider Phone Number 4.0 (1.14) 5.0 (0.25) 5.0 (0.31) 5.0 (0.18) 4.0 (1.57) 
        Date of Onset 5.0 (0.60) 3.0 (2.00) 5.0 (0.63) 5.0 (0.36) 5.0 (0.43) 
        Reason for Visit 5.0 (0.29) 2.5 (1.75) 4.5 (1.06) 5.0 (0.73) 3.0 (1.00) 
        Clinical Diagnosis 5.0 (0.60) 4.0 (1.50) 5.0 (0.63) 5.0 (0.27) 5.0 (0.29) 
        Definitive Diagnostic Test Results 5.0 (0.50) 5.0 (0.00) 5.0 (0.19) 5.0 (0.18) 5.0 (0.14) 
        Person Completing Report Name 4.0 (1.33) 4.5 (0.75) 5.0 (0.63) 4.0 (0.82) 4.0 (1.43) 
        Person Completing Report Address 2.0 (1.21) 2.5 (1.25) 4.0 (0.94) 4.0 (1.00) 4.0 (1.43) 
        Person Completing Report Phone  
          Number 

4.0 (1.33) 4.5 (0.75) 5.0 (0.73) 5.0 (0.82) 4.0 (1.43) 
 

Ratings are Mostly Incomplete (median = 1), Marginally Complete (median = 2), Mostly Complete (median = 3), Nearly 
Complete (median = 4), and Always Complete (median = 5). Values are medians (mean absolute deviation from median). Values 
with consensus are bold. 
 
Desired and minimally acceptable timeliness 
Table 5 illustrates respondents’ desired timeliness and minimally acceptable timeliness (MAT) for new reported 
cases by disease. Values represent the number of respondents and percentage of respondents for each disease that 
indicated a specific desired or minimally acceptable timeliness. 
 
  

675



Table 5. Desired and minimally acceptable timeliness (MAT) for new reported cases by disease 
 
  As soon as 

clinician 
determines 
diagnosis 

 
 

Within 24 
Hours 

 
 

Within 48 
Hours 

 
 

Within 72 
Hours 

 
 

Within 1 
Week 

No 
preference 

or no 
opinion 

Disease       
        Influenza (Desired) (N = 18) 5 (27.8%) 6 (33.3%) 3 (16.7%) 3 (16.7%) 1 (5.6%) 0 (0.0%) 
        Influenza (MAT) (N = 18) 0 (0.0%) 1 (5.6%) 2 (11.1%) 6 (33.3%) 8 (44.4%) 1 (5.6%) 
       
        Chlamydia (Desired) (N = 4) 0 (0.0%) 2 (50.0%) 2 (50.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 
        Chlamydia (MAT) (N = 4) 0 (0.0%) 0 (0.0%) 0 (0.0%) 1 (25.0%) 3 (75.0%) 0 (0.0%) 
       
        Meningitis (Desired) (N = 17) 13 (76.5%) 3 (17.6%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 1 (5.9%) 
        Meningitis (MAT) (N = 17) 4 (23.5%) 9 (52.9%) 3 (17.6%) 0 (0.0%) 0 (0.0%) 1 (5.9%) 
       
        Pertussis (Desired) (N = 11) 3 (27.3%) 5 (45.5%) 1 (9.1%) 1 (9.1%) 0 (0.0%) 1 (9.1%) 
        Pertussis (MAT) (N = 11) 2 (18.2%) 4 (36.4%) 1 (9.1%) 3 (27.3%) 0 (0.0%) 1 (9.1%) 
       
        Diabetes (Desired) (N = 8) 0 (0.0%) 1 (12.5%) 0 (0.0%) 0 (0.0%) 1 (12.5%) 6 (75.0%) 
        Diabetes (MAT) (N = 8) 0 (0.0%) 0 (0.0%) 0 (0.0%) 0 (0.0%) 2 (25.0%) 6 (75.0%) 

 
 
Discussion 
We surveyed epidemiologists and other public health professionals regarding their information needs with respect to 
reporting processes important to surveillance. A novel but reliable (Chronbach’s α > .93) survey instrument 
measured the relative importance, completeness, and timeliness of various commonly reported data elements across 
a range of diseases that health departments monitor. The results show a wide range of variation in information needs 
and perceived data quality across jurisdictions and diseases. Such variation has a number of implications for 
surveillance practice as well as systems designed to support it. The findings further have importance for the field of 
biomedical informatics given that similar variation is likely to exist in many clinical and public health domains. 
 
Several core data elements reported to public health stood out as being extremely important to public health work 
processes: clinical diagnosis, definitive diagnostic test result, age, county of residence, zip code, city, and 
information on the treating provider. These fields received at least a mean score of 4.0 with a low MAD (< 1.0) 
across at least 4 of the 5 diseases asked about in the survey. As expected, these same fields were associated with 
higher mean scores and lower MAD values for desired level of completeness, indicating a relationship between 
perceived importance and desired completeness of a data element. For the other fields, perceived importance or 
desired completeness varied either within a specific disease (e.g., large variation in scores; a high MAD) or across 
diseases (e.g., mean of 5.0 for some diseases but mean <4.0 for other diseases). These results suggest that despite 
these data elements being recognized by CSTE and other groups as core reporting elements, epidemiologists and 
others vary in their perceptions of these data importance or necessity to surveillance work processes. 
 
We further observed a pattern in the variation across disease categories in which information needs for chlamydia, 
meningitis, and pertussis (notifiable diseases) were generally consistent while the needs for influenza and diabetes 
(seasonal and chronic diseases) varied more dramatically. For example, patient and provider details were more 
consistently perceived as important and needed to be more complete for the notifiable diseases. The means for 
patient fields such as name, address, and phone number had means of 5.0, low MAD values, and achieved greater 
than 70% agreement on the scores for chlamydia, meningitis, and pertussis. Mean scores for influenza varied from 
2.5 for patient name to 4.0 for patient city; MAD values were above 1.0 for patient name and patient address; and 
none of the fields were found to have consensus. For diabetes, scores were generally neutral, and the MAD values 
were above 1.0. 
 
Greater consensus and consistency in information needs for notifiable diseases is likely explained by the fact that 
these diseases are reportable in nearly every state, therefore many public health departments have been receiving 
data on these diseases for a significant number of years (21). Furthermore, public health laws generally require 
providers to report information on these diseases and require health departments to verify that appropriate treatment 
is being administered to the patient. This requires follow-up with either the patient or providers and is the case for 
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meningitis, where the health department may need to provide prophylaxis to contacts in order to limit the spread of 
the disease. Finally, current data routinely captured by health departments on influenza and diabetes tends to be de-
identified as follow-up on these diseases is generally not required, and this may explain the lower levels of 
consensus for importance and completeness observed among respondents. 
 
Clinical and public health organizations are undergoing radical transformation due to changes in policy and 
technology that will require greater emphasis on the use of electronic data and information from a greater number of 
sources. The Health Information Technology for Economic and Clinical Health (HITECH) provisions of the 
American Recovery and Reinvestment Act of 2009 and mobile devices are accelerating the adoption and use of 
health information technologies to collect and manage greater volumes of electronic data (22-26). The increasing 
adoption of clinical information systems by hospitals and providers has prompted the CDC, CSTE, the Association 
of State and Territorial Health Officials, and National Association of City and County Health Officials, among 
others, to urge state and local health departments to prepare for a sharp increase in electronic reporting of data (11, 
27). In a future state where public health departments are receiving and managing large volumes of electronic data 
from EHR systems, mobile devices, patient-controlled platforms and social media, understanding and re-evaluating 
the information needs of front line public health workers will be of critical importance. Variation in needs therefore 
has a number of implications for surveillance systems and practice as well as the field of biomedical informatics. 
 
Implications for Surveillance Systems and Practice 
Our findings complement previous studies that characterize the heterogeneous nature of clinical data across the 
spectrum of health care delivery systems (6). Many notifiable diseases such as chlamydia and meningitis that require 
a public health response, including documentation of treatment or administration of prophylaxis, will warrant timely 
and complete data. On the other hand, chronic diseases such as hypertension or diabetes may not demand the same 
amount of timeliness or level of information. Therefore information systems that support the range of surveillance 
performed by a public health agency must allow for variability to support the needs of different public health laws 
and information needs. Surveillance system developers will need to make their systems flexible and customizable to 
enable localization when implemented within a health department. Yet systems must remain capable of receiving a 
large array of input data from a variety of sources, requiring the use of standards and interoperability while enabling 
localization. Platform based approaches like those used in the SMART (smartplatforms.org) and OpenMRS 
(openmrs.org) efforts are examples of systems that enable application flexibility required by public health. 
 
Our findings further have implications for the business processes involved in receiving and analyzing surveillance 
data. Given variation in user needs, health departments may wish to work on standardizing work processes involved 
in surveillance activities. Such redesign will allow for optimization of human resources in conjunction with 
surveillance information systems. Business process analysis is a technique where user information needs are 
articulated and translated into requirements for information systems (28). The technique further allows for business 
process alignment or changes that don’t affect or involved information systems. Using business process analysis in 
conjunction with enhancements to the information systems will support improvements to surveillance practice. The 
current revolution underway in which surveillance programs and data are being consolidated provides greater 
incentive for agencies to identify user needs and optimize business processes that meet those needs. 
 
Implications for Biomedical Informatics 
Variation is not unique to public health surveillance systems or practice. Therefore platform-based approaches and 
business process techniques to improve system design and implementation is applicable across the spectrum of 
biomedical informatics. Further implications of this study include the role of biomedical informatics in evaluating 
information systems with respect to how well they meet the information needs of end users. Prior literature suggests 
there are few studies that have evaluated implemented systems (3, 29) and the evidence base for many informatics 
interventions remains weak (30). Biomedical informatics scholars and professionals should continue to not only 
development and implement novel systems and functions but also evaluate their ability to meet user needs in 
addition to their impact on patient and population health outcomes (31). 
 
Limitations 
There are several limitations in our methods and results to note. First, the selection of health departments was not 
random, potentially introducing bias into the study population. Second, the overall sample size was limited (N=33) 
and some diseases like chlamydia (N=5) had very small data sets. Therefore analysis of the data was limited to 
descriptive statistics, and causal relationships should not be inferred. Furthermore, the results may not be 
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representative of jurisdictions across the entire United States. Future studies should consider larger samples of health 
department personnel as well as the use of power analysis to enable more robust quantitative exploration of data 
quality across jurisdictions, states, and regions. 
 
Conclusion 
Variation remains an important challenge in biomedical informatics. As information systems increase in their 
adoption and use, the role of informatics professionals in designing systems and information to meet the needs of 
end users becomes paramount. Systems must be flexible and highly configurable to accommodate variation, and 
informaticians must measure and improve systems and business processes to accommodate for variation of both 
users and information. 
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Abstract Presentation 
To support widespread adoption and use of health information technology across the U.S. health care 
system, the Health Information Technology for Economic and Clinical Health (HITECH) Act provisions 
of the American Recovery and Reinvestment Act of 2009 authorized the creation of the Medicare and 
Medicaid Electronic Health Record (EHR) Incentive Program. Now in its third programmatic year, 
thousands of eligible providers and hospitals have participated in this program – attesting to Meaningful 
Use of certified systems, or adopting, implementing, or upgrading their EHRs to meet program 
requirements. As of December 2012, nearly 3,400 hospitals and almost 175,000 providers had been paid 
$9.3 billion under these incentive programs, indicating substantial progress in meeting HITECH’s goals. 
However, many providers and hospitals eligible for these programs have yet to participate 
– raising possible disparities in health IT adoption and use across the U.S.  
 
To ensure that all eligible providers and hospitals that want to participate in the EHR Incentive Program 
have the opportunity to do so, the Centers for Medicare and Medicaid Services, Office of Minority 
Health, and RTI International are analyzing the participation of providers and hospitals eligible to 
participate in the EHR Incentive Program. This presentation will review the methods, findings, and 
implications from this analysis, with emphasis on the Medicare EHR Incentive Program. To assess 
current participation in the Medicare EHR Incentive Program, CMS and RTI compiled data on eligible 
provider and hospital characteristics and, through a series of statistical analyses, determined which of 
these characteristics were most strongly associated with participation and nonparticipation. In addition, 
the authors performed a review of the literature on factors related to EHR adoption, the findings of which 
were used to refine variables included in the statistical analyses as well as to provide context for 
interpretation of results. 
 
The analyses will conclude in the late fall of 2013. Variables we are assessing include provider 
demographic, geographic, organizational, and technological characteristics as well as the attributes 
(including chronic disease burden) of the beneficiaries located near these providers. Examination of 
participation in light of primary care health professional shortage areas (HPSAs) and medically 
underserved areas (MUAs) is of primary interest. The findings from this analysis will be used to identify 
provider types and regions that may require additional support for EHR Incentive Program participation, 
particularly for HPSAs and MUAs. Implications for additional program support will be discussed, as well 
as issues requiring further research. At the end of our presentation session, audience members will 
understand: 

• Current research on EHR Incentive Program participation and EHR adoption; 
• Predictors of participation and non-participation in these programs. Specifically, how 

demographic, organizational, technological, and other factors help explain participation; 
• Possible changes or adjustments to existing policies and programs that would target factors 

that predict low participation; and 
• Additional research needs in the EHR Incentive Program. 

The authors submit that this abstract presentation aligns with Axis II, Axis II. DIRECT APPLICATIONS, 
GOALS, OR PROBLEMS ADDRESSED (APPLICATIONS TRACK), II.17. Improving government and 
community policy relevant to informatics and health quality. 
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Abstract

In this paper, we investigate the use of web data resources in medicine, especially through medical classifications
made available using the principles of Linked Data, to support the interpretation of patterns mined from patient care
trajectories. Interpreting such patterns is naturally a challenge for an analyst, as it requires going through large
amounts of results and access to sufficient background knowledge. We employ linked data, especially as exposed
through the BioPortal system, to create a navigation structure within the patterns obtained form sequential pattern
mining. We show how this approach provides a flexible way to explore data about trajectories of diagnoses and
treatments according to different medical classifications.

Introduction

Since the concept appeared two decades ago, knowledge discovery in databases (KDD) has became increasingly
popular in the biomedical domain1. KDD is an iterative and interactive process of 9 steps2 aiming at “identifying
valid, novel, potentially useful, and ultimately understandable patterns in data”. KDD can be broadly divided in three
main stages: preprocessing of data, data mining and interpretation of results. Data mining is the application of specific
algorithms for extracting patterns from massive data. While it is only a step in KDD process, large efforts have
been devoted to the development of efficient and fast algorithms able to deal with huge amounts of data or complex
data. Though it has received less attention, the interpretation step can in many cases be as problematic. Indeed,
some methods such as association rule mining, frequent itemset search or sequential pattern mining can generate large
amounts of results, overwhelming the analyst and making it difficult to extract much insight from the data. Several
strategies have been employed to select interesting patterns, many of them based on quantitative metrics3. Subjective
evaluation of the patterns is usually carried out by the domain experts who might not be familiar with KDD methods.
Therefore, it is of much importance to improve the interpretability of the results to promote the adoption of KDD by
medical and healthcare professionals.
In the biomedical domain, the collection of enormous amounts of data in administrative or clinical information sys-
tems, as well as in clinical and fundamental research, has stressed the need for formalised and machine processable
knowledge in order to facilitate information management, interoperability and data sharing. Formally structured med-
ical knowledge, such as ontologies, terminologies, classifications, is now widely used to annotate, retrieve or reason
upon biomedical data4. Formalized knowledge can support the KDD process in different ways5, especially as a way
to organise patterns and therefore support domain experts in interpreting the results of the data mining step. In this
context, knowledge should ideally be accessible in distributed resources, without overloading the data management
task which is already very significant in KDD processes. Several initiatives led to the constitution of online reposito-
ries of biomedical knowledge6;7. In parallel, within the paradigm of the Semantic Web, Linked Data has emerged as
a set of principles for exposing, sharing, and connecting pieces of data, information, and knowledge.
In this paper, we present a method that exploits external information available as linked open data to support the
interpretation of data mining results, through automatically building a navigation/exploration structure in the results
of a particular type of data mining tool (namely, sequence mining). We demonstrate this method through a use case
based on the analysis of trajectories of care.
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Patient ID Stay Order Item

p1 1 C34.1

p1 1 I10

p1 1 GEQE007

p1 1 GEHE001

p1 2 C34.1

p1 2 C77.1

p1 2 GFFA022

p1 3 ...

... ... ...

Table 1: An exerpt of the trajectory databases

Mining sequential patterns in trajectories of care

With the increasing burden of chronic conditions, health care systems are facing the challenge of containing medical
expenditures while maintaining quality of care8. Patients with chronic conditions use more services and a greater array
of services than other consumers. Multiple encounters of chronic patients with the healthcare system define a so-called
“trajectory” of care. Lack of coordination along such trajectories, bad implementation of guidelines or inappropriate
organisation of the healthcare system may have a negative impact on quality and costs of care. In that context, the
analysis of trajectories of care could provide useful insights about the real patient’s journey in the health system, and
help practitioners and deciders to better manage chronic care.
Although originally designed for billing and financing purposes, claim databases routinely collect healthcare and ad-
ministrative data, potentially holding valuable information for the analysis of trajectories of care. In France, the PMSI∗

is a nationwide information system, adapted from the Diagnoses Related Groups9, that covers all hospitalisations in
the field of acute care.
In this work, we recomposed the sequences of hospitalisations of patients living in the French region of Lorraine.
Patients were selected in the PMSI database if they had a stay in surgery for Lung cancer. An observation window
of 2 years centred on this surgical stay was used to recompose the trajectory of care of the selected patients. The
trajectory of care for each patient was then modelled as a sequence of stays, each stay being characterised by its main
diagnosis, possible co-morbidities and clinical procedures delivered during the stay. In the PMSI, medical problems
are coded with the 10th International Classification of Diseases (ICD10). Medical and surgical procedures are coded
with a French nomenclature: the CCAM†. The set of trajectories, composed of these ICD10 and CCAM items, were
then mined using a sequential pattern mining algorithm.
Sequential pattern mining was first introduced by Agrawal and Srikant10. It is a popular approach to discover patterns
in ordered data and has multiple application in the biomedical domain11;12;13;14. The task of sequential pattern mining
can be defined as follows:
Let I be a finite set of items. A subset of I is called an itemset. A sequence s = 〈t1t2 . . . tk〉 (ti ⊆ I) is an ordered list
of itemsets. A sequence α = 〈a1a2 . . .an〉 is a subsequence of a sequence β = 〈b1b2 . . .bm〉 if and only if ∃i1,i2, . . . in
such that i1 ≤ i2 ≤ . . . ≤ in and a1 ⊆ bi1 ,a2 ⊆ bi2 . . .an ⊆ bin . We note α ⊆ β and also say that β contains α . Let
D = {s1,s2 . . .sn} be a database of sequences. The support of a sequence α in D is the proportion of sequences of D
containing α . Given a minsup threshold, the problem of frequent sequential pattern mining consists in finding the set
of sequences whose support is greater than minsup.
In this work, each patient is represented by its trajectory of care, i.e. as an ordered sequence of hospital stays. Each
stay is an itemset containing diagnosis codes and procedure codes. An excerpt of the trajectory database is shown in
table 1 for illustration.
In this table, patient p1 had 3 stays. The first stay with diagnoses of malignant neoplasm of upper lobe, bronchus or
lung (C34.1) and hypertension (I10). During this stay, the patient underwent a bronchoscopy (GEQE007) with biopsies
(GEHE001). During a second stay, p1 underwent a lobectomy (GFFA022) and was diagnosed with intrathoracic lymph
node metastasis (C77.1). The trajectory of care of p1 can be written as follow :

〈{C34.1,I10,GEQE007,GEHE001}{C34.1,C77.1,GFFA022}...〉

The trajectory database contained 828 sequences. Mining this database with a support threshold of 300 returned a
set of 379 sequential patterns. Beyond the number of extracted patterns, the interpretation of the results can also be
cumbersome because of their format, as sequential pattern have basically the same form as input sequences.
∗Programme de médicalisation des Systèmes d’Information
†Classification Commune des Actes Médicaux
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Interpretation of sequential patterns with linked data

Linked Data15 is a set of principles and technologies that rely on the architecture of the Web (URIs and links) to
share, model and integrate data. The basic idea is that data objects (e.g., a surgical procedure) are identified by web
addresses (URIs), and the information attached to these objects are represented through links (themselves labeled with
URIs) to values (e.g., an anatomical site) or other URIs representing other objects (e.g., a patient). Besides this simple
technological model, the main novelty introduced by linked data is this idea that raw data is represented and exposed
directly on the Web, making the Web a collective data space connecting contributions from any possible sources.
In the biomedical domain, large scale data generation and high-throughput technologies leveraged the development
of structured knowledge and ontologies facilitating the management of data and scientific findings6. Accessing for-
malised biomedical knowledge stored into shared and public repositories has become essential for researchers who can
now exploit data resources from miscellaneous domains16. Initiatives such as Bioportal7 conform to the principles of
Linked Data by providing access to more than 330 ontologies through a SPARQL endpoint.
Considering the potential development and availability of biomedical Linked Data, it seems natural to investigate it
as a source of additional information to support the interpretation of the results of a data mining process, such as
the ones presented in the previous section. Below, we describe an approach using several linked data endpoints to
collect descriptive dimensions about the items that constitute the sequential patterns. Theses dimensions are used to
automatically classify the extracted patterns, thus generating a structure that can support exploration and navigation
into the results of the data mining step . Figure 1 gives an overview of this approach, which relies on a linked data-based
description of the data mining results, on extracting from external linked data sources selected information about these
items and on organising the extracted patterns in a hierarchy. This hierarchy is obtained by applying Formal Concept
Analysis (FCA)17 on the patterns and their description.

Figure 1: Overview of the approach to using Linked Data in interpreting the results of data mining.
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Linking patterns to terminologies through SPARQL endpoints

Enriching extracted patterns with external information includes two aspects: 1- modelling the data mining results in
RDF, in accordance with the principles of linked data and 2- ensuring that the items in the patterns are identified with
URIs in reference to existing Linked Data sources.
The first step was achieved by creating a generic model of sequential patterns inspired by the “Sequence” Ontology
Design Patterns‡. This model is represented in Figure 2. It defines three main classes ( sequentialPattern, itemSet and
item) and their properties.

Figure 2: RDF Model of the pattern 〈{GEQE007}{C34.1,FCFA017}{ZBQK002}〉 with support 289.

The second step of the representation is the one that connects the generic pattern mining representation described
above with Linked Data-based external information characterising the patterns. Here, we used two external sources of
information relying on the controlled vocabularies employed to code diagnoses and medical procedures in the PMSI
system: the ICD10 and the CCAM.
The ICD10 is available as an RDF graph on Bioportal through a SPARQL18 query endpoint (http://sparql.
bioontology.org/sparql/). ICD10 codes, such as C34.1 are identified by a URI of the form http://purl.

bioontology.org/ontology/ICD10/C34.1. The hierarchical structure of the ICD10 is modelled by the
rdfs:subClassOf property. This property allows to link a code to its ancestors at different levels: chapter, block,
category. For example, the block Extrapyramidal and movement disorders can be reached by chaining the
rdfs:subClassOf property from the code G21.0:Malignant neuroleptic syndrome through the category
G21:Secondary parkinsonism. The Bioportal SPARQL endpoint provides additional properties about ICD10 con-
cepts such as their label, their UMLS Concept Unique Identifier and semantic types. . . Among these, mappings towards
other terminologies (e.g., SNOMED-CT) can constitute an interesting alternative way to explore the ICD10 items,
and therefore sequential patterns made of them. From a technical point of view, ontologies and inter-terminological
mappings are hosted in two separate SPARQL endpoints (http://sparql.bioontology.org/sparql/ and http:

//sparql.bioontology.org/mappings/sparql/).
The CCAM is a nomenclature of clinical procedures that has been developed in France, following the principles
established by the European Galen project19. CCAM concepts are identified by a semistructured 7 digits code (4 letters
and 3 numbers) corresponding to a multi-axial construct. The first two letters give the topography site of procedure, the
third one represents the action and the fourth one the approach or technical device. The last three (numeric) characters
allow to distinguish procedures of similar type. Furthermore, the CCAM is independently organised in an arborescent
structure, grouping procedures according to anatomical systems and their diagnostic/therapeutic nature. To the best of
our knowledge, the CCAM is not available through Linked data technologies. However, CISMeF, a French initiative
indexing health Internet resources, has developed a health multi-terminology portal20. The website§ delivers HTML
content including the CCAM, so we reconstructed the CCAM as a RDF graph, reusing the model and names adopted
by CISMeF, and setup a local RDF store that is accessible through a SPARQL query endpoint.

‡see http://ontologydesignpatterns.org/wiki/Submissions:Sequence
§http://pts.chu-rouen.fr/
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Selection of dimensions for pattern exploration

In our system, once the patterns are linked to external data, the analyst is provided a choice among possible directions
of exploration. Indeed, considering the existing data endpoints (in our case, the two BioPortal ones and the local
store containing the CCAM), the properties attached to the items represent as many descriptors that enrich the initial
sequences used as input of the data mining process. This applies not only to properties that are directly attached to
the items, but also indirectly to any path that can be built from them in the linked data graph (i.e., any property chain)
starting with the items. For example, the analyst can exploit the hierarchical structure of the ICD10 to chain the C34.1
ICD10 code to the label of its block. This operation can be achieved based on the following RDF triples :
ICD10:C34.1 rdfs:subClassOf ICD10:C34

ICD10:C34 rdfs:subClassOf ICD10:C30-C39.9

ICD10:C30-C39.9 skos:prefLabel “Malignant neoplasms
of respiratory and intrathoracic organs”

In order to help the analyst in selecting the property chain he wants to apply as a dimension for exploration, we built
an interface that allows him/her to check what properties apply to items in the mined patterns (see Figure 3). A series
of SPARQL queries are used to find out, in the available linked data endpoints, what properties first apply to any of the
items forming the patterns. Subsequently, the analyst can select what properties apply to the values of these properties.
By repeating this process, he/she can build a chain of properties linking to a set of new descriptors for the patterns. In
the example Figure 3, the top left frame show the properties that can be selected as the next link in the property chain.
On this example, the user has already selected rdfs:subClassOf, meaning that he/she is navigating upward in the
ICD10 tree. The user then has the possibility to apply rdfs:subClassOf to go one level upper in the ICD10, to select
the inter-terminological mappings corresponding to the actual level with the skos:closeMatch property, or to select
another dimension included in the ICD10 (e.g., the corresponding UMLs TUI code).

Figure 3: Creating a property chain for exploring the patterns.

Once a chain of properties has been created, patterns can be reorganised and explored according to the new dimension
of exploration. The new descriptors characterising the patterns can be retrieved using, in principle, a mechanism
similar to executing the following SPARQL query¶:

PREFIX pat: <http://mdnj.kmi.org/pattern#>

SELECT distinct ?sp ?v WHERE {

¶Because chains of properties might span over more than one SPARQL endpoint, the actual implementation is technically more complex than
this, but the query illustrates the basic underlying idea.
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?sp pat:hasItemSet ?is.

?is pat:hasItem ?item.

?item p0 ?v1.

?v1 p1 ?v2.

...

?vn pn ?v

}

Where pat denotes the prefix of our RDF model for sequential patterns and p0...pn the chain of properties selected
by the analyst. The result is a set of pairs ?sp ?v associating sequential patterns with their new descriptors.

Classification and pattern exploration with Formal Concept Analysis

At this stage, we have a set of patterns enriched with a set of new attributes that were absent from the initial data. The
new attributes can be used to meaningfully organise the patterns into a hierarchy, structured according to the chosen
dimension. This can be achieved with Formal Concept Analysis (FCA), a theory of data analysis introduced in21.
FCA is tightly connected with data-mining and especially the search for frequent itemsets22. This method organises
information into a concept lattice representing inherent structures existing in data.
FCA starts with a formal context K = (G,M,I) where G is a set of objects, M is a set of attributes, and the binary
relation I = G×M specifies which objects have which attributes. Two operators, both denoted by ′, connect the power
sets of objects 2G and attributes 2M as follows:

′ : 2G→ 2M,X ′ = {m ∈M|∀g ∈ X ,gIm}
′ : 2M → 2G,Y ′ = {g ∈ G|∀m ∈ Y,gIm}

The composition of the ′ operators, noted ′′, defines a closure operator. For any A ⊆ G and B ⊆ M, A′′ and B′′ are
closed sets whenever A = A′′ and B = B′′.
A formal concept of the context K = (G,M,I) is a pair (A,B)⊆G×M where A′ = B and B′ = A. A is called the extent
and B is called the intent. A concept (A1,B1) is a subconcept of a concept (A2,B2) if A1 ⊆ A2 (which is equivalent
to B2 ⊆ B1) and we write (A1,B1) ≤ (A2,B2). The set of all concepts of a formal context K together with the partial
order relation ≤ forms a lattice and is called concept lattice of K. This lattice can be represented as a Hasse diagram
providing a visual support for interpretation.
In our application, the formal context represents the relation between the set of sequential patterns and the set of new
descriptors. Formally, a sequential pattern p is related to a descriptor d if p contains an item that can be linked to d
with the chaining process previously described.
Since the built lattice constitutes a hierarchy, it is natural to use it for navigating the data upon which it was built. This
has been explored before in several different domains23. Here however, we use the lattice to provide a further level of
abstraction with respect to the original data: First, the sequential pattern mining method provides an additional struc-
ture over individual sequences and second, the lattice provides a way to classify and explore these patterns according
to dimensions brought through Linked Data.
Following this idea, Figures 4(a) and 4(b) show the previously introduced interface with the navigation structure
created. In (a), the chain of properties links patterns to the label of ICD10 blocks (refs:subClassOf twice followed
by skos:prefLabel) as the navigation dimension. The upper-right part of the interface now shows an expandable
hierarchy based on the built lattice, starting from the top concept (the one with an empty extension and all the patterns
in the intension).
Next to each concept are indicators of their size/importance. The first number is the size of the concept extension (the
number of patterns). For example, there are 3 sequential patterns including a diagnosis of a “Malignant neoplasm of
respiratory and intrathoracic organs”. Next is the number of more general concepts, and the number of more specific
concepts (e.g., the previous concept has 1 more general concept, the top of the hierarchy, and 1 more specific ones, as
displayed on the interface).
Finally, each concept in the hierarchy can be selected, to show the details that relate to it. In the lower part of
Figure 4(a), the concept “Chronic lower repiratory disease” has been selected, showing the 3 corresponding sequential
patterns extracted in the data. The first one has the focus: it is a sequence of 2 items and is supported by 300 patients.
Similarly, Figure 4(b) shows the classification of sequential patterns along the “organe” (anatomic) axis of the CCAM.
In that case, patterns including a procedure on the trachea and bronchial tree, as well as a procedure on the lymph
nodes have been filtered. The selected pattern represents trajectories containing a stay with a bronchospy followed by
a stay with a mediastinal lymph node resection.
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(a)

(b)

Figure 4: Screenshots of the interface with the lattices built along (a) the ICD10, (b) the CCAM “organe” axis.

Discussion

The method presented above is generic in the sense that it only requires the results of the pattern mining method to
be represented in accordance with Linked Data principles, and some relevant external Linked Data sources providing
information about the considered items to function. Modelling topological relationships between items in a pattern
could support the analyst for advanced querying, reasoning and classification tasks. The sequential model presented
here is well suited to hospitalisation data and sufficient to express the results of the sequence mining algorithms
family10. It allows the representation of both sequential and simultaneous facts in the form of ordered lists of itemsets.
For expressing more elaborated temporal relationships such as Allen’s interval algebra24, several approach have been
proposed in the field of Linked Data25. However, our approach is not restricted to the exploration of sequential
patterns. This principle could be extended to other kinds of patterns by adapting the pattern RDF model. In our
particular use case, Linked Data provides a highly customisable interface to navigate into patterns representing care
processes. Different views are proposed to the analyst, e.g., classifications of patterns according to diagnoses or to
procedures. In each case, the granularity of the classification can be adjusted using the hierarchical structure of the
ICD10 and the CCAM. The exploration can also take advantage from the multidimensional nature of ontologies like
the CCAM. Flexibility is in our view the core benefit of this approach. The possibility to easily map descriptors
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to patterns by traversing a chain of properties across distant sources of biomedical knowledge illustrates the vast
potential of Linked Data for KDD. This stresses the importance of publicly accessible repositories exposing structured
biomedical knowledge such as BioPortal. It also enables the fusion of private/local and public data and knowledge.
Besides, its obvious integration capabilities of Linked Data, the proposed approach can also reduce data management
costs, which are usually significant in the KDD process.
The idea of using domain knowledge in the KDD process is not new26. In the biomedical field, Pathak & al.27

show the potential of Semantic Web technologies for federating heterogeneous data into an input dataset. Regarding
sequential pattern mining, the seminal work of Srikant and Agrawal10 already considered the possibility of using
taxonomic data. However, these approaches focus on the incorporation of knowledge at the preprocessing or data-
mining step. Our approach makes it possible to identify relevant dimensions in the data at the time of interpretation.
Indeed, it is possible to select any dimension after having produced the sequential patterns, and to compare how
different dimensions produce different navigational structures in the results. These dimensions could of course be
included originally in the data being mined, but at the price of increased computational costs and number of patterns.
Besides, it is not always possible to identify in advance what dimensions are relevant. Our method can be seen as
complementary and as a way of selecting knowledge in combination with other techniques14, thus closing the loop of
the KDD process.
Of course, there are some limitations in the system presented in this paper. As we propose a classification of patterns,
and not individuals, the metrics associated with patterns can be misleading when exploring dimensions that were not
in the input dataset. For example, the support of patterns would change if a different ICD10 level of granularity
was used to code diagnoses. Our approach was designed to suggest such adaptations but anticipating the impact of
changing viewpoints on patterns metrics could clearly improve the system. Another limitation is related to technical
implementation in the federation of queries on multiple SPARQL endpoints. Indeed, while a simplified illustration of
the way in which multiple data endpoint can be used was described above, the actual technical implementation requires
to build the results of querying each step of the chain of properties individually through querying each endpoints,
therefore increasing the complexity and resource requirements of the overall approach.

Conclusion

In this paper, we have described and illustrated on a KDD process related to the mining of patients’ trajectories, an
approach to supporting the analyst in interpreting the results of data mining (especially, sequential pattern mining). The
main contribution of this approach is not necessarily purely technical, but also in demonstrating how the availability
of publicly available medical resources, exposed in a form that makes them easily connectable and integrated, can
significantly impact on our ability to exploit data in a KDD process, to gain insight into the quality and effectiveness
of healthcare in a particular domain.
As discussed above, the tool presented above only constitutes a first preliminary investigation into the possibilities of
injecting background knowledge from Linked Data into the KDD process, with a high number of potential applications
in the medical domain, but current limitations coming form the emerging field of Linked Data that will have to be
tackled.
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Abstract 

Epilepsy is the most common serious neurological disorder affecting 50-60 million persons worldwide. Multi-modal 
electrophysiological data, such as electroencephalography (EEG) and electrocardiography (EKG), are central to 
effective patient care and clinical research in epilepsy. Electrophysiological data is an example of clinical “big 
data” consisting of more than 100 multi-channel signals with recordings from each patient generating 5-10GB of 
data. Current approaches to store and analyze signal data using standalone tools, such as Nihon Kohden neurology 
software, are inadequate to meet the growing volume of data and the need for supporting multi-center collaborative 
studies with real time and interactive access. We introduce the Cloudwave platform in this paper that features a 
Web-based intuitive signal analysis interface integrated with a Hadoop-based data processing module implemented 
on clinical data stored in a “private cloud”. Cloudwave has been developed as part of the National Institute of 
Neurological Disorders and Strokes (NINDS) funded multi-center Prevention and Risk Identification of SUDEP 
Mortality (PRISM) project. The Cloudwave visualization interface provides real-time rendering of multi-modal 
signals with “montages” for EEG feature characterization over 2TB of patient data generated at the Case 
University Hospital Epilepsy Monitoring Unit. Results from performance evaluation of the Cloudwave Hadoop data 
processing module demonstrate one order of magnitude improvement in performance over 77GB of patient data. 
(Cloudwave project: http://prism.case.edu/prism/index.php/Cloudwave)  

1. Introduction 

Epilepsy is a chronic neurological disorder characterized by recurrent, unprovoked seizures affecting variety of 
mental and physical functions. Epilepsy affects about 50-60 million persons worldwide and is the most common 
serious neurological disease. In the United States, the Centers for Disease Control and Prevention estimates that 
epilepsy affects about 2.2 million Americans with a greater prevalence than Parkinson’s disease or multiple sclerosis 
[1]. Epilepsy patients experience seizures due to abnormal signaling by clusters of nerve cells in the brain, which 
may briefly alter a person’s consciousness, movements or actions. Electrical activity of the brain, including seizure 
events, is recorded as electrophysiological data, such as electroencephalogram (EEG). Electrophysiological data is 
essential for diagnosis, drug medication, and long-term care in epilepsy patients. Specifically, EEG signal data is 
considered as gold standard for pre-surgical evaluation of epilepsy patients and helps in characterizing the location 
and extent of the epileptogenic network that is used to guide the surgical procedure [2].  

EEG data represents postsynaptic potentials from large group of neurons and electrodes (either scalp or intracranial) 
are used to record the voltage differences between the different brain regions. Patients are usually admitted to 
Epilepsy Monitoring Units (EMU) to record multiple channel signal data, including EEG, heart rate, blood oxygen 
levels, and electrocardiogram (EKG), over a period of five days. These comprehensive multi-channel patient 
recordings (in the order of 100s) generate very large datasets, for example a 24-hour recording for a patient 
represents 8000 screen images with about 5-10GB of data is generated for a single patient. An EMU usually admits 
about 100-150 patients in a year, which creates significant data management challenges similar to other “Big Data” 
application in terms of efficient storage, visualization, and analysis [3] [4]. The increasing need for multi-center 
clinical research studies exacerbates this challenge by introducing the need to share, interoperate, and integrate 
signal data in real time. 

In addition, collaborative access to electrophysiological data requires reconciling heterogeneous data formats, cross-
platform applications, and integrated environment that keep track of process used to generate results for 
reproducibility [5]. Traditional approaches to signal data management involving standalone tools (e.g. Nihon Koden 
neurology software tool [6]) are not suitable for collaborative research. Researchers face a number issues in using 
standalone tools for managing large scale, multi-modal electrophysiological data, such as: 

691



  

1. No support for synchronous visualization and interaction with shared electrophysiological datasets across 
institutions by multiple researchers; 

2. Limited re-usability of tools across different institutions and projects due to heterogeneous computing 
environments, such as operating systems, hardware configuration, and software libraries; and 

3. Difficulty in maintaining software deployed at multiple sites over the life cycle of the tool/application. 
In contrast, Web-based applications not only address the above challenges with easy accessibility through use of 
ubiquitous Web browsers (e.g. Microsoft Internet Explorer), but also have the ability to be transparently integrated 
with cloud computing resources to support extreme scalability, high fault tolerance, and high rate of service 
availability with low cost [7]. Scientific data management tools are rapidly adopting the cloud computing paradigm, 
which involves Web-based access to both storage and computing resources [8]. The cloud-computing infrastructure 
is also ideally suited for managing “big data” in clinical settings with strict data security and accessibility features. 
For example, Amazon Web Services (AWS) and Microsoft Azure platform provide a reliable, scalable, and 
inexpensive computing platform “in the cloud” that can support health care customers’ applications in a manner 
consistent with HIPAA and HITECH [9, 10].  

Many clinical research projects involving big data resources can also take advantage of high performance distributed 
computing algorithms, such as the popular Map Reduce approach [11], to efficiently process very large datasets 
stored in “private cloud” using open source Hadoop implementation [12]. In this paper, we introduce Cloudwave, a 
Web-based, ontology-driven electrophysiological data analysis and visualization platform that uses Hadoop for 
processing large scale multi-channel signal datasets. Cloudwave has been developed as part of the National Institute 
of Neurological Disorders and Strokes (NINDS) funded multi-center Prevention and Risk Identification of SUDEP 
Mortality (PRISM) project, which is part of the NINDS SUDEP Centers Without Walls initiative. Sudden and 
Unexpected Death in Epilepsy (SUDEP) is a poorly understood phenomenon, where the mechanisms of death are 
unknown and effective prevention strategies are yet to be defined [13]. 

The PRISM project aims to recruit about 1200 patients from four participating EMUs at the Case Western Reserve 
University (CWRU) University Hospitals-Case Medical Center (UH-CMC), Ronald Reagan University of California 
Los Angeles Medical Center (RRUMC-Los Angeles), the National Hospital for Neurology and Neurosurgery 
(NHNN, London, UK), and Northwestern Memorial Hospital (NMH Chicago). Hence, the primary informatics 
challenge in the PRISM project is to allow real time access to patient data from different institutions in a secure 
collaborative environment for clinical researchers. Cloudwave is part of this informatics infrastructure with specific 
focus on enabling researchers to seamlessly search, query, and visualize signal data annotated with clinical events 
for patient cohort identification.  

2. Background 

Scientific applications use cloud resources for both storage and computing in a variety of domains, including 
astronomy (e.g. Panoramic Survey Telescope and Rapid Response System (Pan-STARRS) [8]), genome sequencing 
(e.g. BlastReduce [14]), and molecular dynamics simulation [15]. There has been limited use of cloud infrastructure 
in clinical research primarily due to concern about storing patient data on public clouds, which can be addressed by 
using de-identified datasets [7]. For example, the International Epilepsy Electrophysiology Portal (IEEG) stores de-
identified electrophysiological data on the Amazon Simple Storage Service (S3) and uses a node on the Amazon 
Elastic Compute Cloud (EC2) as a server [5]. The IEEG project aims to allow multiple participants to upload de-
identified patient data on the IEEG portal, which will store the datasets on S3 and allow users to download and 
further analyze the datasets using local tools. Dutta et al. described a similar effort to store electrophysiological data 
on Hadoop cluster [16]. In contrast to these efforts, Cloudwave is an integrated electrophysiological data 
management platform that not only stores signal data on Hadoop but also uses novel application programming 
interface (API) for distributed processing of signal data for real time interactive visualization. 
Cloudwave draws on background knowledge of three resources. The first resource is the Epilepsy and Seizure 
Ontology (EpSO) that is used as the reference terminology in Cloudwave to ensure consistent interpretation of 
signal annotations and support query features in the user interface. The European Data Format (EDF) is the second 
resource that describes a common representation format of electrophysiological data and the third resource is the 
Apache Hadoop platform that implements the Map Reduce distributed computing algorithm. 
Epilepsy and Seizure Ontology (EpSO). EpSO is an epilepsy domain ontology that models epilepsy syndromes, 
EEG signal patterns, both scalp and intracranial electrodes, their placement scheme, and detailed brain anatomy to 
correlate signal events with their location [17]. EpSO uses the World Wide Web Consortium (W3C) recommended 
Web Ontology Language (OWL2) to represent the terms, their properties, and define appropriate restrictions to 
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allow automated reasoning, such as subsumption reasoning over the ontology class structure. At present, EpSO has 
more than 1000 classes, including re-used classes from the Foundational Model of Anatomy (FMA) [18] and the 
Neural ElectroMagnetic Ontologies (NEMO) [19]. EpSO has been developed in close collaboration with 
epileptologists and members of the International League Against Epilepsy (ILAE) Classification and Terminology 
Commission (CTC) to ensure compliance with the ILAE epilepsy and seizure classification system 
recommendations [20]. 
European Data Format (EDF). EDF is the de-facto standard based on eXtensible Markup Language (XML) for 
recording EEG data in commercial equipment and facilitating data interoperability in multi-center research projects 
[21]. An EDF data file consists of a “header record” followed by “data record”. The header record fields contain 
various metadata descriptions, including the date and time of the recording, the number of data records, and the 
number of signals. The data record section has the actual EEG data in form of consecutive fixed-duration segments 
(epoch) of multiple recordings (polygraph) consisting of multiple signals in a single chart. Cloudwave processes and 
stores EDF data files in a relational database for easier access and querying.  
Apache Hadoop. Hadoop is an open-source implementation of the Map Reduce algorithm, which supports data-
intensive distributed applications and was originally developed at Google Inc. for processing large-scale Web data 
[11]. The Map Reduce algorithm consists of two steps called map and reduce, which involving partitioning of 
compute intensive tasks into several disjoint tasks that can be executed in a distributed computing environment 
using commodity hardware. The Hadoop framework transparently provides both reliability and scalability to 
applications. It uses a high performance distributed file system called Hadoop Distributed File System (HDFS) to 
store and manage the large scale data [22]. Hadoop enables applications to access thousands of computing nodes and 
petabytes of data.  

3. Methods 

Cloudwave is a high-performance integrated signal analysis platform with an intuitive Web interface for use by 
clinicians and research staff members that is integrated with Hadoop-based computation module for distributed 
processing of large electrophysiological signal datasets (Figure 1 illustrates the high level system architecture of 
Cloudwave). The Cloudwave platform was 
implemented using agile software engineering 
approach with close and frequent interactions 
with users for rapid prototype development and 
feedback. Cloudwave uses Model View 
Controller (MVC) architecture with Ruby on 
Rails technology stack and an open source 
JavaScript charting library. In the following 
sections, we describe the development of 
different components of Cloudwave.  

3.1 Hadoop Electrophysiological Data 
Processing (HEDP) Module  

As we discussed earlier, electrophysiological 
data recorded for a patient during EMU 
admission spans a five-day period and 
generates multi-channel dataset. A typical 
recording involves 30-40 channels consisting 
of 20 EEG channels, 4 EKG channels, 1 
channel for oxygen desaturation monitoring, 2 
channels for respiratory signal, and 1 channel 
for monitoring blood pressure. Each 
participating EMU in the PRISM project 
generates the signal recordings as EDF files 
with each file corresponding to a single session 
of 6 hours of recording for a patient. 
Approximately, 20 EDF files are generated for 
each patient over a five-day admission period. 
As described earlier, an EDF file contains data 

Figure 1: Cloudwave High Level Architecture 
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records with each data record containing ‘duration’ seconds of ‘ns’ signals, with each signal represented by a 
specific number of samples (described in the header). The ‘duration’ and ‘ns’ are specified in the header record, 
which is stored as Cloudwave metadata. For example, a six-hour recording with 30-40 signals is written in a EDF 
file according to a given time order: {t1 – ch1 samples, ch2 samples, …, chn samples} and {t2 – ch1 samples, ch2 
samples, …, chn samples} represents two sets of signal data from channels 1 to n for time values t1 and t2. The time 
duration is usually 0.1 sec for epilepsy patients with sampling rate ranging from 20-200 samples per 0.1 sec, 
therefore t1=0.1sec and t2=0.2sec in the above example. Due to this file structure, it is difficult to render signals 
and smaller signal time segments from an EDF file for analysis and visualization purposes. To address this 
challenge, individual signals are extracted from EDF files followed by signal analysis on a selected number of signal 
datasets (e.g. calculating RR intervals on ECG signal). The analyzed signals are stored in Cloudwave data format 
and directly accessed by the signal visualization module. 

At present, the UH-CMC EMU has processed about 80 patients generating a total of 4000 EDF files with 400GB of 
data. This dataset is expected to grow rapidly as more patient datasets are aggregated from the other three 
participating EMUs in the PRISM project. Hence, it is essential to use distributed computing approaches to ensure 
scalability and acceptable performance during user interaction across multiple study centers. Unfortunately, there is 
no existing support for processing EDF files in Hadoop. To address this issue, Cloudwave defined and implemented 
a library of classes by extending the Hadoop API, namely: 

1. EDFFileInputFormat: The EDFFileInputFormat class 
defines how the input EDF files are split and read by 
Hadoop. Given a directory of EDF files, the 
EDFFileInputFormat (extended from the abstract type  
FileInputFormat) read every EDF file as a key/value 
pair where the key is the filename and the value is the 
contents of the EDF file.  

2. EDFRecordReader: This class facilitates the actual 
loading of data from its source (HDFS) using the input 
format and converts it into (key, value) pairs. 

3. EDFMapper: The Mapper performs the first phase of 
the MapReduce program. A map task is assigned for 
each EDF file. The Mapper obtains metadata 
information about study and signal header from 
Cloudwave metadata store to process individual signal 
bytes and generates results as (filename, EDFWritable) 
pairs. 

4. EDFWritable: The EDFWritable object has two data 
fields namely signal identifier/label and signal value as 
an array of bytes. The number of elements in this array 
denotes the number of data records of each signal given 
in the signal header. Signal values are stored in 
temporal order for generating the right signal 
waveform. 

5. EDFReducer: Each reducer instance receives a key that 
corresponds to the filename and an iterator over all the 
corresponding EDFWritable values to be written as individual signal files. 

6. EDFFileOutputFormat: The class specifies the output format of the Reducer phase, to generate a files for 
every (key, value) with the key as the signal filename and the value as signal content.  

7. EDFRecordWriter: The EDFRecordWriter creates a directory for each patient-study and writes the processed 
signal values into output files. For example, if an EDF file has 36 signals, then EDFRecordWriter will generate 
a directory with 36 files corresponding to 36 signals. Each file stores the data records of that specific signal. 

Figure 2 illustrates the use of these new EDF-specific classes in the HEDP module to process the EDF. These 
classes will be released to the wider research community both as part of the PRISM project and to the Hadoop user 

Figure 2: EDF Classes using Hadoop API 
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community members interested in electrophysiological signal processing. In the first phase of data processing in 
Cloudwave, the Header section of EDF files, which provides the structural, spatial and temporal information about 
the signal data, is extracted and stored in the Cloudwave metadata store. The Signal Visualization and Analysis 
(SVA) module (described in the next section) uses the signal metadata for query and retrieval of patient data. The 
metadata also contains information about the physical location of the actual signals in the HDFS, which is also used 
by the Data Visualization and Analysis module for loading and rendering the signal data. In the next phase, the EDF 
files are loaded into the HDFS for the Map and Reduce phases. 

The HEDP module executes a Map Reduce “Job” (with map and reduce steps) for every patient corresponding to 
approximately 20 EDF files. In the map phase, the HEDP module loads the study files and assign each file to a map 
task. Each map task produces (key, value) pairs for the signals in the files as shown in Figure 3 for five patients used 
as examples in our current study. In the reduce phase, each reduce task consumes the fragment of (key, value) tuples 
assigned to it and writes the split files based on signals into HDFS. A directory is created for each patient with sub-
directories for each channel. This is shown in the output of the reduce phase in Figure 3. The location of the 
processed files is updated in the Cloudwave metadata store for access by the SVA module.  

The SVA module enable clinicians and research staff members to query, visualize, and analyze signal data in a 
Web-based interface using the output files from HEDP module. 

3.2. Signal Visualization and Analysis (SVA) Module 

Clinicians create patient cohorts in the PRISM project using the characteristics of the electrophysiological signal 
data, for example: 

1. Signal waveform corresponding to seizure events, such “Sign of Four” event, or “Onset of Jittery Phase”; 
2. The time duration of “EEG Suppression” in patients after a seizure occurrence;  
3. Occurrence of cardiac arrhythmia through analysis of EKG signal; and 

Figure 3: Cloudwave MapReduce Workflow 
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4. Time duration between “EEG Suppression” and “Return to Baseline”. 

To support these queries in Cloudwave, the SVA module incorporates a rich set of query composition and 
visualization functionalities. The broad design goals of the SVA module were defined in close coordination with 
clinicians and staff members at the UH-CMC EMU and included a broad range of features, including: 

a) Compressed rendering of long recordings in a signal page for ease of navigation;  
b) Feature to browse select signal “segments” corresponding to seizure-related events without having to scroll 

through every page of recording;  
c) Function to apply different “montage” (representation of EEG channels is referred to as a montage) settings on 

signals for feature extraction and analysis;  
d) Ability to apply frequency filters to reduce noise and other signal artifacts; and  
e) Allow increase or decrease of signal strength by applying amplitude filters to specific signals. 
The SVA module is ideally suited for remote access as well as concurrent visualization and annotation of same 
signal data by multiple users. The SVA interface allows the user to select a patient study, render the signal with 
interesting events, and apply montage as well as filters. These options are implemented as simple drop down menus 
with ability to select multiple values in the drop down menu (Figure 4 illustrates the Montage, Channel and Study 
drop-down menus). These features are discussed in detail in the following sections: 

3.2.1. Signal Montages. Once a patient study is selected, the user can select the appropriate montage, such as 
“bipolar montage” with waveform representing the voltage difference between two adjacent electrodes. 
Implementation of a montage requires computing the appropriate waveform from the relevant electrodes in real time 
in response to user query. SVA 
implements other montages 
including, “referential montage” 
(representing differences between a 
specific electrode and a designated 
reference electrode), “average 
reference montage” (with the 
outputs of all of the amplifiers 
aggregated and their average is 
used as the common reference for 
each channel), and “laplacian 
montage” (each channel represents 
the difference between an electrode and a weighted average of the surrounding electrodes). 

When a montage is selected, the channels defined by that montage are populated within a “select menu”. The user 
may select all or some of the signals/channels for display, as shown in part (c) of Figure 4. After selection of 
appropriate constraints, the SVA module will automatically display the relevant signals in the “charting area”. Users 
may also choose to create their own montages using the “add montage” interface, as shown in part (d) of Figure 4. 
The user has the ability to create any combination of signals for custom montages. 

3.2.2. Event Selection. The “charting area” in the SVA module is implemented using an open source charting 

Figure 5: Selection of Events 

Figure 4: Study, Montage and Signal Selection 
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library called Highcharts [23], which allows creation of general timeline charts in the JavaScript language, including 
sophisticated navigations options like a small navigator series, preset date ranges, date picker, scrolling and panning. 
The SVA module generates a multimodal chart for the selected signals that are synchronized temporally in a single 
screen (Figure 5). In addition, users can choose to view events that are marked on the signals to better navigate 
through the data. The ontology terms from EpSO are used to reconcile differences in the terminology used for 
describing seizure events across the different participating centers. Cloudwave uses REXML as a XML processor in 
Ruby for writing and reading the EpSO OWL file. The ontology-driven approach in Cloudwave enables rendering of 
the correct signal data segment with standardized event markings in response to user query. For example, EMU 
datasets can be labeled with either “Intermittent Seizure” or “Intermittent Slow Activity” to represent the same 
event, which is reconciled to a standardized “IntermittentSlowActivity” term modeled in EpSO. EpSO enables 
Cloudwave to map variations of a term used across different EMUs to a standard reference term to facilitate 
interoperability of signal datasets. 

3.2.3. Filter Selection. Signal analysis is performed by the application of “sensitivity” 
and “frequency” filters as shown in part (a) of Figure 6. The sensitivity filter is 
calculated by multiplying the data by a value chosen from the drop down menu. The 
time constant filter is a low-cut filter that smooth out parts of the signals below a 
selected threshold frequency and the high frequency filter is a high-cut filter that 
smooth out arts of the signal above the given threshold frequency. Part (b) of the figure 
illustrates the selection of 5µV sensitivity filter, part (c) and (d) shows the signal before 
and after application of the filter. 

3.2.4. Optimized Visualization. In addition to the Hadoop-based distributed file 
processing, the SVA module implements “client-side” optimizations to enhance the 
performance of signal visualization. For example, the signals are loaded 
asynchronously when possible and sent to the “client” interface in a format that allows 
“caching” to avoid repeated server access, which often slows down signal visualization. 
For signal rendering, best practices for JavaScript were followed to prevent memory 
leaks and eliminate unnecessary memory usage. The signals are rendered as they are 
selected, instead of waiting for the user to make all selection and submit the request, 
which results in notable reduction in the “wait time” associated with display of multi-
graph chart.  

In the next section, we describe the evaluation results of using Cloudwave to process 
electrophysiological data from patients admitted to the UH-CMC.  

4. Results 

Cloudwave was used to process electrophysiological data from 50 patients admitted to 
the UH-CMC EMU. The patient characteristics were tabulated that can be used by 
researchers in the PRISM project to query for patient cohorts (Table 1).  Females 
outnumbered Males (61% vs. 39%) with a median age of 53 years within a range of 17-

Figure 6: Selection of Filters 

Table 1: Characteristics of 
patient enrolled in PRISM 
SUDEP study 
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75 years. Majority of the patients suffered from epileptic seizures (91%) and only a small number of patients had 
non-epileptic seizures (9%). Almost all the patient recordings were made using surface electrodes on the scalp 
(98%) and only 2% of the recordings were generated from intracranial electrodes. Intracranial electrodes generate 
significantly larger volume of signal data as compared to scalp electrodes (200 vs. 30-40) and the use of Hadoop 
platform enables Cloudwave to efficiently manage intracranial data. 

4.1 Comparative Performance Evaluation. A comparative 
evaluation was performed to effectively measure the 
advantages of using Hadoop distributed computing platform 
for processing signal data in Cloudwave. The evaluation used 
five patient recordings collected from consented patients 
enrolled in the PRISM SUDEP study at UH-CMC EMU. The 
signal files were de-identified and manually verified to 
ensure removal of Protected Health Information (PHI) and 
stored in EDF data representation format. Table 2 shows the 
details of the dataset used in the evaluation with a total of 
77GB of signal data. The evaluation involved processing of 
all five datasets on a standalone signal processing application 
running on a server machine with Quad-Core Intel Xeon 2.3 GHz processor, 3GB main memory, a 256KB L2 cache, 
and 8MB L3 cache. Cloudwave was installed on a single node cluster configuration with Intel Core i7 2.93 GHz 
processor, 16GB main memory, and 8MB cache. 

Two performance tests were performed. The first test compares the time taken (in minutes) to process data on the in 
standalone system and Cloudwave as the number of signals increase for 25 studies per patient. Figure 7 (a) shows 
that it takes 22-36 minutes for 10 signals and 1.5-3 hours (91-177 min) for 40 signals to be processed on the 
standalone system. In contrast, Figure 7 (c) shows that it takes only 4-6 min for 10 signals and 7-11 min for 40 

Table 2: Details of electrophysiological dataset used in 
comparative evaluation of Cloudwave 

Figure 7: Comparative evaluation of performance of Cloudwave versus a standalone electrophysiological data processing 
application 
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signals on Cloudwave. All patient studies are six-hour recordings.  

The second test was done to compare the execution time (in minutes) as the number of studies per patient is 
increased with each study consisting of 40 signals. Figures 7 (b) and (d) shows the results of this test. Figure 7 (b) 
shows that it takes 21-39 minutes for 5 studies and 1.5-3 hours (91-177 min) for 25 studies on the standalone 
system, but Cloudwave takes only 1 min for 5 
studies and 7-11 min for 25 studies (Figure 7(d)).   

Figure 8 (a) and (b) compares the average execution 
time on standalone system and Cloudwave for 
processing data from all 5 patients as the number of 
signals and studies are increased. The results clearly 
demonstrate that there is an order of magnitude 
difference between the average times taken by 
Cloudwave as compared to the standalone system 
for increasing number of studies having 40 
signals/study. 

5. Discussion 

Many Web-based applications that use “Big Data” 
resources often have low user satisfaction due to the 
slow response time in processing and rendering 
requested data on the user interface. Given the 
growing need for multi-center collaborative studies 
in clinical research using large datasets, such as 
electrophysiological datasets, there is an urgent 
need to adopt emerging computing platforms to 
meet these requirements. Hence, use of cloud 
computing resources that satisfy strict privacy and 
security requirements is a viable option for 
managing “Big Data” in clinical research. The 
results of the comparative performance evaluation 
of Cloudwave clearly demonstrate the significant 
advantages of using the Hadoop distributed 
computing platform for processing very large 
electrophysiological signal datasets.  

This is important to address the need to implement 
interactive Web-based signal visualization and analysis functionalities for multi-center collaborative research in the 
PRISM project. In addition, Cloudwave is a generic, domain-agnostic signal management platform that can be used 
in a variety of medical disciplines that need to manage “Big Data”, such as sleep medicine and neurodevelopmental 
disorders. 

Limitations. As part of the next phase of development, we are implementing more complex signal processing 
algorithm, such as Heart Rate Variability (HRV), in Cloudwave to support greater number of analytical 
functionalities. In addition, the current version of Cloudwave does not support secure upload of signal data from 
remote locations. We are in the process of implementing a secured connection for uploading and sharing signal files 
from distributed locations through the SVA module. 

6. Conclusions 

Electrophysiological signal data, such as EEG, are often used as gold standard in the diagnosis and treatment of 
epilepsy. But, signal information generated during a patient’s admission in an EMU results in very large size multi-
modal datasets that cannot be managed using traditional standalone signal processing applications. This is especially 
important in case of multi-center collaborative clinical studies that require researchers to share and interact with 
signal data in real time. To address this challenge, we introduce the Cloudwave platform in this paper that features a 
Web-based intuitive signal analysis interface integrated with a Hadoop-based data processing module implemented 
on clinical data stored in a “private cloud”. The Cloudwave SVA module provides real-time rendering of multi-
modal signals with “montages” for EEG feature characterization of multi-modal patient data generated at the UH-

Figure 8: The average time taken by Cloudwave and the 
standalone application to process various categories of signal 
data 
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CMC EMU. Results from performance evaluation of the Cloudwave Hadoop data processing module demonstrate 
an order of magnitude improvement in data processing performance for more than 77GB of patient data. Cloudwave 
has applicability in a number of medical domains involving large-scale electrophysiological signal data processing 
and analysis. 
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Abstract 

Context:  Arden Syntax is a standard that encodes knowledge as Medical Logic Modules (MLMs) but that lacks a 

standard query data model.   Objective:  Assess to what extent the Health Level Seven (HL7) Virtual Medical 

Record standard (vMR) can represent MLM query data elements.  Method:  340 MLMs containing 3268 queries 

were examined.  Result:  With few exceptions, the vMR can represent these query data elements.   Conclusion:  The 

vMR adequately represents data queried using the Arden Syntax. 

Introduction 

Arden Syntax is an American National Standards Institute (ANSI) formalism supervised by Health Level Seven 

(HL7) for representation of procedural medical knowledge with the goal of facilitating sharing units of knowledge 

known as MLMs.  Some site-specific changes must occur in order for a knowledge base to be transferred from one 

site to another.  Key to minimizing site-specific changes is the standardization of database linkages, which in turn 

requires identification of a standard data model, vocabularies and query syntax.  This is sometimes known as the 

“curly braces problem” of Arden because of the syntactic construct used to enclose these site-specific references1.  

The HL7 vMR draft standard for trial use is a data model developed specifically to standardize data references in 

clinical decision support (CDS) standards such as GELLO and the Decision Support Services (DSS) standard.  The 

present work was undertaken to assess the vMR’s utility as a standard data model for queries in the Arden Syntax. 

Methods 

A robust convenience sample of MLMs was examined.  The data query statements were extracted from these 

MLMs, and the data elements therein were identified.  Each then was assessed to ascertain whether it could be 

specifically represented using the proposed HL7 Release 2 vMR domain analysis model (DAM). 

Results 

A total of 340 MLMs were pooled from 6 source CDS systems, including 19 from 3 vendor knowledge bases and 

312 from 3 academic medical centers.  MLMs concerned mainly with lab tests were the most common (138/331 = 

42%), followed by clinical assessment or classification (75/331 = 23%) and medication (45/331 = 14%).  The 

remainder addressed administrative and miscellaneous topics.  Each MLM contained at least one READ statement 

with a data query.  A total of 3268 queries were identified, and the data elements therein were compared to the vMR 

DAM to assess whether they could be represented.  Nearly all the data elements in these queries could be 

represented by vMR classes and attributes.  A few exceptions were identified, including reference ranges associated 

with a laboratory observation (although an interpretation is representable); identity of a hospital’s clinical service; 

and a patient’s physical location when a laboratory sample is obtained.  However, these elements were present in 

only a small minority of queries.  Also, while the vMR has no explicit attribute related to pregnancy status, this can 

be represented as a vMR clinical statement.  Of note, the primary time of query data elements in Arden is an implicit 

attribute of every query variable and is not explicitly represented, but this, too, is representable in the vMR. 

Conclusions 

With a few albeit important exceptions, the vMR is adequate to represent the data elements found in a large set of 

query statements in a corpus of Arden Syntax MLMs.  The vMR should be augmented to address the gaps so 

identified.  Consideration should be given for use of the vMR to represent data elements in a standard way in queries 

in the Arden Syntax in order to facilitate knowledge sharing. 
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Abstract  

Clinical decision support (CDS) delivered in the context of electronic health record systems is receiving increasing 
attention as a way to help improve clinical practice and health behaviors.  Nevertheless, multiple technologies exist 

to implement and maintain CDS, and there is little consensus on their use.  The use of health information technology 

(HIT) standards for encoding data, representing knowledge and delivering knowledge-based interventions can help 

facilitate implementation of CDS.  However, many standards from numerous standards development organizations 

(SDOs) exist that are variously incorporated into vendor software, and consensus on the use of these standards is 

lacking.    

Accordingly, the purpose of the presentation is twofold.  First, the presenters, who are co-chairs of the Health Level 

Seven CDS Work Group, will survey the state of the art and science regarding HIT standards that are applicable to 

CDS.  In this analysis of the standards landscape, the presenters will emphasize those standards concerning 

knowledge representation and delivery as well as convey the latest developments regarding these standards and 

related efforts to develop new standards.  Second, the presenters will show how this work has been translated into 
software tools and actual implementations that are used to deliver knowledge interventions and to provide CDS. 

 

Description 

The presentation will consist of two themes.  The first theme will address the development of standards for 

knowledge representation and related standards such as standard data models and ontologies.  In this part, the 

presenters will describe the latest versions of standards such as the Arden Syntax, GELLO, Decision Support 

Service and Infobutton standards.  In addition, they will place special emphasis on standards related to Health 

eDecisions (HeD), which is a new initiative sponsored by the Office of the National Coordinator for Health 

Information Technology (ONC) to develop and validate interoperability standards for CDS 

(http://wiki.siframework.org/Health+eDecisions+Homepage).  One of the presenters is the Initiative Coordinator for 

HeD, and the initiative has already led to the adoption of a new draft standard for Health Level Seven International 

(HL7):  the HL7 CDS Knowledge Artifact Implementation Guide.  Additional standards related to HeD are expected 
to be at least balloted, and likely adopted, in the near future.  Ultimately, the standards developed as a part of this 

initiative will be available to policy makers for potential inclusion in future electronic health record (EHR) 

certification requirements.  State-of-the-art updates on these standards will be provided during this session.  The 

goal is to summarize how these standards address the key challenges of implementing CDS and how they fit 

together to facilitate comprehensive solutions for delivering knowledge-driven interventions. 

The presenters also will discuss related work on proposals for new standards.  This discussion will include a 

description of efforts to harmonize the data model and expression languages among various formalisms, such as the 

HL7 Virtual Medical Record (vMR) standard with the National Quality Forum (NQF) Quality Data Model (QDM), 

and the HL7 CDS Knowledge Artifact Implementation Guide with the HL7 Health Quality Measures Format 

(HQMF).  The instructors will describe related efforts in other standards development organizations (SDOs), 

including the Object Management Group (OMG) and ASTM International, as well as work being conducted via the 
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Joint Initiative Council (JIC) for global health informatics standardization.  The context for these efforts, including 

public policy and collaborative projects that promote CDS, will be described.   

The second theme will elaborate how these standards are incorporated in implemented health information systems to 

facilitate the delivery of CDS.  This will provide practical illustrations of how these standards can be used in 

practice. 

The presenters are co-chairs of the HL7 CDS Work Group, the premier SDO for HIT.  One of the presenters is also 
the Initiative Coordinator for the ONC effort to develop and validate CDS standards for potential inclusion in future 

EHR certification requirements.  Together, they will present the details of the latest work in HL7 and other SDOs 

related to CDS, as well as solicit feedback that will help improve the formulation of these standards and their use in 

practice. 

 

Outline of Topics 

 Synthesis of the literature of the state of the science for CDS practice. 

 Overview of the purpose, format and use of current CDS-related standards, including the HL7 Infobutton 

standard, the HL7 Arden Syntax, the HL7 Decision Support Service standard, the HL7 GELLO standard, 

and the HL7 vMR standard.  CDS-related standards from other SDOs also will be addressed. 

 Discussion of HeD and related HL7 standards activities. 

 Discussion of future plans for CDS and related standards. 

 Description of software and projects that leverage CDS standards to deliver knowledge-based interventions 

in a scalable manner, such as the OpenCDS initiative (www.opencds.org), the OpenInfobutton initiative 

(www.openinfobutton.org), and commercial implementations of the Infobutton standard. 

 Discussion of international harmonization efforts being conducted through HL7, the JIC and elsewhere. 

 Highlights of the role that CDS standards play in national and international initiatives, such as Meaningful 

Use and Health eDecisions in the USA. 

 Solicitation of feedback regarding the continued development and implementation of CDS standards. 

 

Educational Goals 

1. Participants will become familiar with the basic purpose and structure of CDS standards such as the HL7 
GELLO standard, the HL7 Arden Syntax standard, the HL7 Decision Support Service standard, HL7 CDS 

Knowledge Artifact Implementation Guide, the HL7 Infobutton standard, the HL7 Health Care Quality Measure 

Format standard, and the HL7 vMR standard. 

2. Participants will learn the plans for and ongoing work related to CDS standards. 

3. Participants will understand how these standards are incorporated in actual implementations and how they may 

be leveraged to deliver CDS. 

4. Participants will learn about open-source tools and resources that can be leveraged to implement standards-

based CDS interventions. 

5. Participants will have the opportunity to contribute ideas for improving CDS standards. 

6. Participants will learn about efforts to harmonize CDS standards across various SDOs. 

 

Who Should Attend 

1. Clinicians interested in using or learning more about CDS systems. 

2. Developers of CDS systems. 
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3. Workers interested in communication and related health data and knowledge representation standards such as 

those sponsored by HL7 and other SDOs. 

4. Practitioners facing the challenges of system interoperability and meaningful use of electronic health record 

systems. 
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Abstract 

A comprehensive social networking telerehabilitation system was introduced that supports goal-driven 
individualized exercise plan by allowing system users to monitor each other’s progress in real time. The proposed 
system successfully integrated exercise principles, physiological telemonitoring, behavioral techniques, and social 
networking to motivated patients and to ensure exercise safety and efficacy.  

Introduction 

The purpose of this project was to introduce a distributed web-based system which would facilitate comprehensive 
rehabilitation in an effective and safe way by remote telemonitoring and social networking using readily available 
in-expensive exercise appliances at home. 

Methods 

The interactive biking exercise (iBikE) system utilized principles of Wagner’s care coordination model, behavior 
modification constructs, and social networking to support effective and safe exercise. To motivate and engage 
patients, the system supports on-going performance feedback and social networking. To ensure exercise efficacy, the 
system remotely controls exercise intensity and duration based on individualized settings tailored to each patient 
needs, and communicates exercise results to clinical care team. To ensure exercise safety, the system includes 
wireless sensors to monitor electrocardiogram, photoplethysmogram, and blood pressure during the exercise which 
allows alert generation when physiological parameters are beyond individualized thresholds. 

Results 

The technical design of the iBikE system supports individualized exercise prescription tailored to each patient 
unique needs and goals, exercise intensity control from a remote server, automated exercise records, real-time 
monitoring, generation of exercise safety alarms, exer-gaming, and social networking support. The exercise bike 
controller which was specifically developed for the iBikE system allows controlling a low-cost motorized ergometer 
directly from internet. The patients could follow exercise settings prescribed by a clinician, or they can engage in a 
real-time joint exercise in a virtual biking exercise group of their peers, or they can utilize prerecorded exercise 
program from an exercise library available from the social network of their peers. The iBikE system generates a 
detailed exercise log which is communicated to the clinical team to allow optimal exercise prescription and 
management. During the exercise, an exercise dashboard is presented to the patients (Figure 1). The dashboard 
represents an on-going exercise as a virtual reality game. In this game, patient can choose desirable landscape for 
joint exercise and see their progress in real-time. Patient heart rate, speed, covered distance are continuously 
displayed, as well how close they are to their target and were they are in relation to the members of their virtual 
exercise group. All exercise parameters are continuously monitored 
and compared to individual thresholds. Crossing any physiological or 
exercise performance thresholds results in warning followed by 
automated termination of exercise if necessary. The system also 
allows patient maintain exercise symptom diary and review their 
progress using graphical representation and trends. 

Discussion 

The proposed system has significant potential in facilitating home-
based telerehabiliation by providing exercise monitoring and 
performance feedback, communicating results to a care management 
team, and supporting serious games and social networking. Figure 1. Dashboard of iBikE system for

social networking telerehabilitation
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Abstract 

    The objective of the study is to design and evaluate scalable solution for building a platform to support clinical 
study meta-data standards authoring through leveraging scalable semantic web technologies. System architecture 
was designed in 4 layers based on the requirements from CDISC SHARE team, containing a normalization layer, a 
persistence layer, a semantic services layer and a curation and harmonization layer. The challenging issues for 
building such a platform are discussed.  

Introduction 

    The vision for Clinical Data Interchange Standards Consortium (CDISC) SHARE project is to build a global 
electronic metadata library, the content of which will be developed using a combination of the BRIDG model and 
the ISO 21090 data type standard as the underlying information model [1]. The core requirement of the CDISC 
SHARE environment is to provide a consistent approach to standards definition and metadata development. The 
objective of the study is to design and evaluate scalable solution for building a platform to support clinical study 
meta-data standards authoring through leveraging scalable semantic web technologies. 

Proposed Solution 

     To successfully achieve scalable solutions for the implementation of the SHARE environment, we consider the 
following 4 components are critical: 1) content representation based on standard meta-data models; 2) content access 
and visualization based on standardized content service models; 3) content integration based on a scalable semantic 
web framework; and 4) content authoring leveraging sophisticated user role and workflow management. From the 
implementation point of view, our proposed solution includes: 1) building normalization services that normalize all 
elements in the SHARE standards using standard meta-data models in a semantic web framework; 2) implementing 
a Semantic Metadata Repository using the RDF triple store technology; 3) building light-weight, standardized 
Semantic Web Services against the Semantic Metadata Repository that supports different needs from standard 
development applications; 4) deploying on a Liferay-based web-portal that provides modular and collaborative 
functionality for access, visualization and authoring of CDISC Standard Objects. 

    Based on the requirements from CDISC SHARE team, our proposed system is composed of four layers: 1) a 
normalization layer; 2) a persistence layer; 3) a semantic services layer; and 4) a curation and harmonization layer. 
For the normalization layer, we will design the URI schemes for CDISC SHARE standards and normalize all 
elements in ISO/IEC 11179 [2] compliant Resource Description Framework (RDF) [3] data model. For the 
persistence layer, we will implement a semantic meta-data repository (MDR) in a RDF triple store with SPARQL 
1.1 capability, and enable SPARQL endpoints. For the semantic services layer, we will build standard Semantic 
Web RESTful services against the semantic MDR, providing the ISO/IEC 11179 compliant Common Data Element 
Services, the Common Terminology Services (CTS) 2 [4] compliant value sets services and the Clinical Information 
Modeling Initiative (CIMI) [5] compliant Detailed Clinical Model Services, with a set of representation formats. For 
the curation and harmonization layer, we will deploy a Liferay-based web-portal that supports sophisticated user 
role and workflow management and develop the User Interface Widgets as a set of portlets that enable community-
based access, visualization and authoring of SHARE standard objects through consuming the standard web services. 
In future, we plan to build a prototype system to demonstrate our proposed solution and the challenging issues for 
building such a platform will be discussed. 

References 
1. CDISC SHARE Project. http://www.cdisc.org/cdisc-share; last visited at March 9, 2013. 
2. ISO/IEC 11179 Standard. http://metadata-standards.org/11179/; last visited at March 9, 2013. 
3. RDF Standard. http://www.w3.org/RDF/; last visited at March 9, 2013. 
4. CTS2 Wiki. http://informatics.mayo.edu/cts2; last visited at March 9, 2013. 
5. CIMI Wiki. http://informatics.mayo.edu/CIMI; last visited at March 9, 2013. 
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An Information Extraction Based Search System for Clinical Records  

Yan Jiao, Wei Wei MS, Wendy W. Chapman PhD 
University of California, San Diego, La Jolla, CA

Abstract 

We are developing an information retrieval system for free-text clinical records that leverages annotations made by  
information extraction techniques. We first created a concept-based retrieval system using UMLS concepts. We 
extended concept-based retrieval with template-based retrieval using three attributes of the concepts: negation (yes, 
no), temporality (historical, recent), and experiencer (patient, other).   

Introduction 

An Information Retrieval system for clinical records could help clinical researchers find targeted records more 
efficiently. Others have developed such systems and have addressed challenges to traditional retrieval techniques 
such as the abundance of synonyms and abbreviations of medical terms in clinical free text1. Challenges largely 
unaddressed include the inability to leverage attribute annotations made by information extraction systems, such as 
negation and temporality, and the need for complex queries representing case definitions comprising multiple 
concepts. Our system supports template-based queries containing attributes as well as complex queries based on 
specific case definitions. 

Methods 

(1) Concept-based search. We use MetaMap2 for extracting UMLS concepts and their negation status. We built on 
top of Lucene for high performance indexing and searching on the concepts. For searching, the query is first 
processed by MetaMap, generating a list of CUIs. Then the CUI concepts form a new query. 

(2) Template-based search. Our initial template includes the name of the concept (i.e., CUI), its negation status, the 
subject experiencing the concept (patient, other), and the time of occurrence of the concept (historical, recent). For 
the concepts extracted, ConText2 is used to assign values to the three attributes. Scores are calculated with a linear 
combination of matching attributes weighted by a user-defined vector α = (α!,α!,α!). For a query q = c, q!, q!, q!  
and a record d = c! , a!!, a!!, a!! !, score!,! = max! 𝐼 𝑐! = 𝑐 α!!

!!! 𝐼 𝑞! ≠ 𝑛𝑢𝑙𝑙 𝐼 𝑞! = 𝑎!" α!!
!!! 𝐼(𝑞! ≠ 𝑛𝑢𝑙𝑙) , 

where 𝐼: condition → {0,1} is an indicator function, c, 𝑐! denote concepts, q! , 𝑎!" denote attributes. We also provide 
options for users to re-rank by any attribute in the query. An example is shown in the figure. 

(3) Case definition search. Multiple templates can be included in a query, such as “patient experiencing recent fever 
AND chest radiograph showing possible or present consolidation AND no atelectasis.”  Score of document d for a 
query Q = {q} is calculated by score!,! = (1 + 𝑠𝑐𝑜𝑟𝑒!,!)!∈!  . 

Conclusion 

We will conduct a formal evaluation using labeled test data. 
We will also implement a graphical user interface for 
displaying search results and adding features such as 
filtering and re-ranking options so that users are better 
assisted in finding records. A user study will be conducted     
to assess usability and improve the search system.   

Acknowledgment This study is funded by NIH 1R01LM010964, VAHSR&D HIR 08-204. 
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Abstract 

Within the AFRICA BUILD1 (AB) project, we have created two communities through a collaborative environment 

based on Web 2.0 tools. The first one is dedicated to the development of a social network for African biomedical 

researchers; the second one is focused on e-learning, with more than 100 African researchers currently improving 

their knowledge on HIV/AIDS and Reproductive Health Research through the tools and knowledge shared through 

the AFRICA BUILD Portal. 

First steps of the AFRICA BUILD Portal (ABP) 

Although the use of information technologies is still not widespread in many African locations, social networks and 

mobile phones facilitate access to information for many people. In the biomedical area, social networks can provide 

a wide variety of information and strengthen links between researchers, providers and groups of patients. The AB 

project aims to promote and support health research in Africa creating solutions from a technological viewpoint, 

improving training and strengthening the links between African biomedical researchers. In such direction, we have 

developed the first prototype of a social network of African health researchers, originally focused on four countries. 

We have carried out several studies to analyze specific requirements and needs in various African locations: we have 

analyzed the state of eHealth and health research in Africa through the study of more than 250 specific references, 

and we have studied concrete health training and research needs existing in Africa through an online survey, focused 

in the four African partners of the project: Cameroon, Egypt, Ghana and Mali. After these studies we developed a 

health research community to share resources and experiences. The AB Community of Developers ―selected and 

trained European and African technicians who collaborate to develop biomedical applications for education and 

research― has integrated several existing tools for research and training, shared among users: (i) a courses’ server 

based on Moodle, Webcasts, and REST Web services; (ii) an open access library integrating PubMed Central, 

Biomed Central and AJOL; (iii) databases with health research educational programs, projects and organizations in 

Africa; (iv) a recommender of scientific news based on user profile; and (v) a service to automatically match 

mobility and training offers and demands. The ABP has a service-oriented architecture in which between the core 

―based on the open source tool ELGG― and the resources created (distributed in Europe and Africa) there are 

some layers of Web Services to integrate the resources and information in the ABP in a transparent way. 

The first prototype of the ABP is being used in two pilots oriented to HIV/AIDS and reproductive health research, 

for more than 100 African researchers. The material of these pilots has been developed by African professors in 

conjunction with members of the Institute of Tropical Medicine of Belgium and the World Health Organization. 

Conclusions 

We have created two communities of African researchers ―one technical and the other biomedical― that aim to 

become the basis of a self-sustainable community of health researchers in Africa. In our studies, we have found that 

using social networks for learning increases student participation in courses and usage of research tools. Our long-

term vision is to improve and disseminate the ABP, including new research functionalities, such as access to public 

statistical data, and social tools that foster collaboration among community members. Similarly, to enhance a 

widespread use in Africa, we will create a mobile application for the ABP. 
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Abstract 

MeSH indexing of MEDLINE is becoming a more difficult task for the group of highly qualified indexing staff at the 

US National Library of Medicine, due to the large yearly growth of MEDLINE and the increasing size of MeSH. 

Since 2002, this task has been assisted by the Medical Text Indexer or MTI program. We extend previous machine 

learning analysis by adding a more diverse set of MeSH headings targeting examples where MTI has been shown to 

perform poorly. Machine learning algorithms exceed MTI’s performance on MeSH headings that are used very 

frequently and headings for which the indexing frequency is very low. We find that when we combine the MTI 

suggestions and the prediction of the learning algorithms, the performance improves compared to any single method 

for most of the evaluated MeSH headings. 

 

Introduction 

 

The NLM indexing process involves analysis of journal articles for subject matter and subsequent assignment of 

appropriate subject headings, drawn from MeSH®, the NLM controlled vocabulary. Maintaining the high quality of 

MEDLINE® indexing is made difficult by the demand of the ever increasing size of the biomedical literature and 

MeSH on a relatively small group of highly qualified indexing contractors and staff at the US National Library of 

Medicine (NLM). We hope that the situation can be eased through improvements to the recommendations made by 

NLM’s indexing tool, the Medical Text Indexer (MTI)
1
. MTI is a support tool for assisting indexers as they add 

MeSH indexing to MEDLINE citations; further details about MTI are presented in the Methods section. 

Our motivation is to improve MTI’s recommendations using automatic methods, viz. machine learning, because 

previously indexed citations are available as training data from MEDLINE. Automatic or semi-automatic methods to 

improve the indexing of selected MeSH headings (MHs) are preferred due to the large number of MeSH headings. 

We previously explored a semi-automatic bottom-up approach
2
, which suggested terms that should be considered 

for building indexing rules. We also evaluated several machine learning algorithms on selected MeSH headings
3,4,5

. 

We found that the bottom-up approach improved the performance on complex MeSH headings like Molecular 

Sequence Data, while the machine learning methods contributed to the improvement of MTI’s performance on a set 

of MeSH headings named Check Tags (special set of MeSH headings defined in the Methods section). 

Despite all these efforts, we concluded that assignment of MeSH headings is a difficult process and that no single 

method performed better than another one over the whole range of MeSH headings
4,5

. Furthermore, there are some 

issues inherent to MeSH indexing and text categorization tasks that need to be taken into account when using 

machine learning: 

 

1. Imbalance between the number of citations indexed with a MeSH heading (positive instances) and the 

number of citations not indexed with it (negative instances). Usually, the number of negative instances 

overwhelms the number of positives. Machine learning algorithms tend to have problems with imbalanced 

sets, building models that tend to predict all previously unseen instances as belonging to the majority class.  

2. Even if a MeSH heading is correctly identified with a citation, it might not be significant enough to be 

included in the indexing. 

3. Inconsistencies in the annotations might appear due to: 

(a) Inconsistency between MeSH indexers
6
. 
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(b) Changes in indexing policy that, over time, can introduce inconsistencies with previously-indexed 

citations. These changes can even apply to routine changes to the structure of MeSH.  

 

In this work, we extend previous analysis adding a more diverse set of MeSH headings, targeting examples in which 

MTI has shown to have poor performance. We expect to overcome some of the problems presented above by: 1) 

using a larger number of machine learning methods that have been chosen to deal with a large number of examples. 

2) by preparing our training and testing sets using MHs which were already in MeSH during the current indexing 

period, and 3) by selecting recently indexed citations. In addition, machine learning algorithms exceed MTI’s 

performance on very frequent MeSH headings and headings for which the indexing frequency is very low. We find 

that when we combine the output of the algorithms, the performance improves. This shows that the indexing 

methods are complementary to each other. The aggregation of the indexing algorithms through voting improves the 

indexing performance for most of the MeSH headings. 

 

Related work 

 

The task of MeSH indexing has been considered as a text categorization problem in the machine learning 

community. We find that most of the methods fit either into pattern matching methods which are based on a 

reference terminology (like UMLS® or MeSH) and machine learning approaches which learn a model from 

examples of previously indexed citations. Among the pattern matching methods, we find MetaMap
7
, as mentioned 

above, and an information retrieval approach by Ruch
8
. Pattern matching considers only the inner structure of the 

terms but not the terms with which they co-occur. This means that if a document is related to a MeSH heading but 

the heading does not appear in the reference source, it will not be suggested. 

Initial work using machine learning was based on the OHSUMED collection
9
 containing all MEDLINE citations in 

270 medical journals over a five-year period (1987-1991) including MeSH indexing provided for a large body of 

data that enabled us to view MH assignment as a classification problem. The scope of the collection determines the 

subset of MeSH that can be explored. For example, Lewis et al.
10

 and Ruiz and Srinivasan
11

 used 49 categories 

related to heart diseases with at least 75 training documents, and Yetisgen-Yildiz and Pratt
12

 expanded the number 

of headings to 634 disease categories. Poulter et al.
13

 provides an overview of these and other studies of 

classification methods applied to MEDLINE and MeSH subsets. Other machine learning algorithms have been 

evaluated which rely on a more complex representation of the citations which do not rely only on unigrams or 

bigrams, e.g., learning based on Inductive Logic Programming
14

. 

MeSH 2013 contains 26,853 terms and over 214,000 entry terms to assist the indexers in determining the 

appropriate terms to assign to a MEDLINE citation.  Small scale studies with machine learning approaches already 

exist
12,15

. On the other hand, the presence of a large number of MeSH headings has forced machine learning 

approaches to be combined with information retrieval methods designed to reduce the search space. For instance, 

PRC and k-NN approaches by Trieschnigg et al.
16

 and Huang et al. look for similar citations in MEDLINE and 

predict MeSH headings by a voting mechanism on the top-scoring citations. An approach based on a deterministic 

variant of Random Indexing has been proposed as well to overcome the size problem
17

. 

In addition to the size problem, imbalance in the data set is another pervasive problem. Limited work exists to tackle 

this problem. Yeganova et al.
21

 evaluated cost based methods and a variant of Support Vector Machine (SVM) based 

on modified Huber Loss, which showed better performance than SVM in some cases but better performance 

compared to cost-based approaches. We have previously evaluated several approaches, including oversampling of 

the minority class and SVM trained on multivariate measures
3
. 

 

Methods 

 

In this section, we present how the framework is trained, how it is used to index citations, and we show the base 

methods used for MeSH indexing. The methods include MTI and several machine learning algorithms. For training 

and testing, we have used a data set of MEDLINE citations from November 2012 to February 2013. Having a recent 
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data set ensures that the latest indexing policies are taken into account. Experience has shown that indexing policy 

changes from year to year.  This changing policy can lead to problems training a machine learning algorithm when it 

is confronted with these conflicting examples in the final indexing. The data set has a total of 143,853 citations. 

From this set 2/3 were selected for training (94,942) and 1/3 was selected for testing (48,911) the indexing methods. 

This data set is available from the MTI_ML package web site (http://ii.nlm.nih.gov/MTI_ML/index.shtml). 

 

MeSH heading selection 

 

For this study, we have selected MeSH headings from four different groups.  The first group includes a set of Check 

Tags for which MTI is already using machine learning to produce recommendations.  We want to use this as a 

baseline for judging the improvements over existing methods.  For the additional groups (defined below) we 

selected the MeSH headings according to MTI’s recent performance. From each group, we have selected the 10 top 

MeSH headings based on their frequency within the group. The description for each of these groups is presented 

below: 

1. Check Tag Performance: Table 1 shows F1-measure (F1) performance on the list of Check Tags.  Check 

Tags are a special class of MeSH headings routinely considered for every article, which cover species, sex 

and human age groups, historical periods, and pregnancy. We studied the indexing of Check Tags in 

previous work,
4,5

 and some of them are now suggested by MTI based on the machine learning models 

coming from that work. A total of 12 MHs are currently processed by the machine learning process. 

2. MeSH headings annotated by MTI with low precision: Table 2 contains the top terms in this category 

sorted by frequency from MeSH headings with 50% or less precision. 

3. MeSH headings annotated by MTI with low recall: Table 3 contains the top terms in this category sorted 

by frequency. 

4. MeSH headings for which MTI did not return any results: Table 4 shows the top terms in this category.  

The frequency for all of these MeSH headings is 1% of the total number of instances of the testing set. 

 

Indexing algorithms 

 

MTI has two main components: MetaMap
18

 and the PubMed Related Citations (PRC)
19

 algorithm. MetaMap 

performs an analysis of the citations and annotates them with Unified Medical Language System (UMLS) concepts. 

Then, the mapping from UMLS to MeSH follows the Restrict-to-MeSH approach, which is based primarily on the 

semantic relationships among UMLS concepts. The PRC algorithm is a modified k-NN algorithm which relies on 

document similarity to assign MeSH headings. This method tends to increase the recall of MetaMap by proposing 

indexing candidates for MeSH headings which are not explicitly present in the citation but have a similar context. 

Finally, a post-processing step arranges the list of MeSH headings, and tailors the output to reflect NLM indexing 

policy. In addition, this post-processing step incorporates suggestions from indexers’ feedback. 

We have selected several learning algorithms. Due to the large number of examples, we have developed specific 

algorithms that can handle binary features efficiently, both in terms of memory and in computation requirements. 

We enumerate the learning algorithms below with implementation specifications. As in previous work, MeSH 

indexing is considered a binary classification. This means that each algorithm will predict if the document should be 

indexed or not with the MeSH heading it was trained for. 

One of the algorithms that we have extensively used is AdaBoostM1 (Ada)
22

 using an implementation of decision 

trees based on C4.5
23

 as base learning algorithm. In previous work, Ada had performed well on the Check Tags set 

and we were interested on evaluating its performance with a larger set of MHs. Our implementation of the C4.5 

relies on binary features, which provide a more efficient implementation of the decision tree in terms of memory and 

time required for training. As with many learning algorithms, the imbalance in the data set seems to bias the model 

towards the most frequent category. We have used oversampling with AdaBoostM1 to deal with this issue (Ada 

Over). 

711



  

SVM has been shown to perform well on text categorization tasks
26

. We have used an implementation of SVM with 

linear kernel based on Hinge loss and stochastic gradient descent
27

. We have considered, as well, the modified 

Huber loss based on Zhang’s work used by Yeganova et al., which has been shown to improve the performance of 

Hinge loss in the case of very imbalanced training sets
27

. It is a wide margin classifier with a quadratic loss function. 

We have limited our work to linear kernels due to the size of our data sets, but it would be worth exploring efficient 

implementations for learning with more complex kernels. 

Finally, we have considered Naïve Bayes (NB) and logistic regression (LR), probabilistic methods that assume 

independence between the features. NB can be seen as a generative algorithm while LR is considered a 

discriminative version of it, targeting the posterior compared to NB that estimates the posterior probability given the 

priors and the evidence. We used the Mallet package
28

 for NB and LR. 

Except for MTI, Naïve Bayes and Logistic regression, all of the other algorithms are available from the MTI ML 

package (http://ii.nlm.nih.gov/MTI_ML/index.shtml). To ensure that all the algorithms used the same set of features, 

we converted the vector representation produced by the MTI ML package to an intermediate format allowed by 

Mallet. 

Combinations of methods have theoretical properties that have proved to increase performance of individual 

methods or within the same set of methods.
29 

Ensemble methods have been successfully applied in information 

retrieval
30

. Better performance of these methods has been observed as well in biomedical tasks other than text 

categorization
31,32

. We therefore first collected binary predictions of each of the indexing methods presented above 

(assign a given MH or not) for each citation in the test set, and then counted the votes of the predictions by the 

methods.  If  the  sum  of  the  votes  was  over  a given threshold,  the  MeSH  heading  was  predicted by  this 

voting method. We have performed experiments with different voting thresholds based on the methods presented 

above. For example, vote 2 denotes that at least two indexing methods agree that the citation should be indexed with 

the MeSH heading under evaluation. Results of the most promising voting thresholds are shown in the Results 

section. 

 

Results 

 

In this section, we present the performance of the indexing methods on the selected MeSH headings. Results are 

spread over four tables. Each table contains a set of the MeSH headings based on the groups presented in the 

Methods section. Performance of the indexing algorithms is measured based on the F1-measure (F1), which is the 

harmonic mean between precision and recall. Each table contains the number of positive examples in the test set and 

the performance of the evaluated algorithms. This means that if, for instance, the MeSH heading Adolescent has 

3,824 positives in the test set, there are 45,087 citations that have not been indexed with this MeSH heading. 

Considering the voting combination, we show only the results when two or three indexing methods agree. When a 

higher agreement level is required, the precision is higher but at the expense of a loss in recall. 

First, we present the results for the Check Tag set, shown in Table 1.  MTI’s performance on these MHs is based on 

the performance of AdaBoost with oversampling, so it is not shown.  We find that SVM shows a better performance 

in many of the MHs. NB shows a lower performance compared to LR, even though it typically approaches its best 

performance when the proportion of positive examples is high. The combination of methods improves over any of 

the individual methods. The combination of three methods seems to perform better when there are a larger number 

of positives. The best performing Check Tag is Humans, which is as well the most frequent of the MeSH headings. 

 

Table 1. Check Tags performance, F1. 
MH Positive NB LR SVM SVM HL Ada Ada Over Vote 2 Vote 3 

Adolescent 3824 0.3694 0.4144 0.4101 0.4126 0.3290 0.3891 0.4708 0.4383 

Adult 8792 0.5162 0.5555 0.5700 0.5545 0.5622 0.5699 0.6214 0.6225 

Aged 6151 0.4934 0.5376 0.5482 0.5365 0.5319 0.5614 0.5978 0.6005 

Aged, 80 and over 2328 0.2996 0.3009 0.3055 0.2959 0.1892 0.3227 0.3753 0.3319 

Child, Preschool 1573 0.1426 0.4396 0.4409 0.4363 0.4250 0.4954 0.5129 0.4895 
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Female 16483 0.6664 0.7373 0.7517 0.7298 0.7490 0.7454 0.7647 0.7764 

Humans 35967 0.8932 0.9233 0.9269 0.9208 0.9261 0.9082 0.9260 0.9337 

Infant 1281 0.0900 0.4142 0.4228 0.4067 0.3881 0.4441 0.4796 0.4450 

Male 15530 0.6482 0.7150 0.7287 0.7082 0.7294 0.7227 0.7489 0.7582 

Middle Aged 8392 0.5525 0.6077 0.6377 0.6121 0.6193 0.6371 0.6597 0.6731 

Swine 285 0.0207 0.5681 0.6111 0.5978 0.6715 0.7071 0.7323 0.6641 

Young Adult 3807 0.3371 0.3158 0.3046 0.3134 0.1642 0.2722 0.3973 0.3294 

 

The low precision set is shown in Table 2. We find that MTI has better performance in a larger number of the 

examples compared to the learning algorithms and has a larger precision compared to the learning methods. On the 

other hand, when it is combined with other learning algorithms in the voting scheme, the performance is much 

higher. An exception to this is Molecular Sequence Data; this MH has been studied in previous work where a set of 

rules were developed using a bottom-up approach
2
. In comparison to the Check Tags, only the combination of two 

methods seems to improve the performance of individual methods. This seems to be the case in the other two MeSH 

heading groups as well. 

 

Table 2. F1 performance on the low precision performance set. 
MH Positive MTI NB LR SVM SVM HL Ada Ada 

Over 

Vote 2 Vote 3 

Age Factors 889 0.0844 0.0079 0.1372 0.1244 0.1406 0.0387 0.1450 0.1748 0.0892 

Brain 823 0.5201 0.0360 0.3384 0.3358 0.3309 0.3299 0.4182 0.4700 0.3992 

Cell Line 781 0.2876 0.1267 0.2219 0.2265 0.2253 0.1094 0.2083 0.3059 0.2502 

Cells, Cultured 1079 0.3046 0.2608 0.2735 0.2784 0.2665 0.1365 0.2688 0.3894 0.2983 

Models, Molecular 851 0.4292 0.2860 0.3710 0.3734 0.3584 0.2000 0.3634 0.4763 0.3960 

Molecular Sequence 

Data 

1527 0.5495 0.4094 0.3116 0.2995 0.3275 0.1715 0.3195 0.5118 0.3938 

RNA, Messenger 628 0.4477 0.0744 0.3698 0.3779 0.3618 0.3277 0.4385 0.4626 0.4158 

Severity of Illness 

Index 

751 0.1824 0.0056 0.1924 0.1742 0.1826 0.0888 0.1755 0.2415 0.1512 

Time Factors 2153 0.0980 0.0538 0.1393 0.0924 0.1284 0.0274 0.0612 0.1513 0.0809 

United States 2658 0.3585 0.2432 0.3269 0.3236 0.3323 0.2899 0.3655 0.4128 0.3504 

 

The low recall performing MeSH headings are presented in Table 3.  MTI’s performance is still better than most of 

the learning algorithms; but when two indexing methods agree, the performance is better for almost all MeSH 

headings in this set. AdaBoost with oversampling improves the performance of most of the other learning 

algorithms. The MeSH headings Age Factors, Time Factors and United States have both low recall and low 

precision. Results for these MeSH headings are shown only in Table 2. 

 

Table 3. F1 performance on the low recall performance set. 
MH Positive MTI NB LR SVM SVM HL Ada Ada Over Vote 2 Vote 3 

Child 2780 0.5836 0.3478 0.5168 0.5447 0.5084 0.5707 0.5723 0.5854 0.5776 

Follow-Up Studies 1470 0.0407 0.2010 0.2300 0.2104 0.2178 0.1347 0.2269 0.2741 0.2049 

Reproducibility of 

Results 

1206 0.3191 0.1411 0.3094 0.3106 0.3138 0.2230 0.2923 0.3722 0.3179 

Retrospective Studies 2183 0.6608 0.3972 0.6197 0.6317 0.6065 0.6580 0.6532 0.6502 0.6592 

Risk Assessment 1014 0.2556 0.0084 0.1610 0.1387 0.1449 0.0728 0.1369 0.2189 0.1436 

Risk Factors 2365 0.4989 0.3301 0.3769 0.3778 0.3722 0.3722 0.4276 0.4774 0.4496 
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Treatment Outcome 2999 0.4202 0.3859 0.3431 0.3393 0.3472 0.3472 0.3639 0.4421 0.4004 

 

Finally, we present the MeSH headings for which MTI does not provide any recommendations. These MeSH 

headings, like History, 19
th

 Century, do not match the content of the positive citations. As we can see in Table 4, the 

learning algorithms are capable of learning a model that can be used to index some of the mentions but do not really 

perform very well overall on these MeSH headings. In this case, the combination of methods only improves on a 

selected number of examples. We find as well that for the MeSH headings Causality and Drug Therapy, the learning 

algorithms cannot provide any recommendations. Looking at relevant citations, we find a large variety of possible 

indexing rules which require contextual information (e.g. identifying an effect for Causality, or identifying a specific 

disease targeted by Drug Therapy). Our bottom-up approach to indexing
2
 could be considered for these two MeSH 

headings. 

 

Table 4. No recall performance, F1. 
MH Positive MTI NB LR SVM SVM HL Ada Ada Over Vote 2 Vote 3 

Causality 54 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 

Drug Therapy 52 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 0.0000 

History, 19th Century 225 0.0000 0.0588 0.1692 0.1143 0.1641 0.1509 0.1812 0.1502 0.0672 

History, 21st Century 318 0.0000 0.1748 0.0981 0.0413 0.0924 0.1497 0.1925 0.1123 0.0364 

Mice, Mutant Strains 60 0.0000 0.0000 0.0000 0.0000 0.0323 0.0000 0.0000 0.0000 0.0000 

Mortality 87 0.0000 0.0119 0.0625 0.0990 0.1000 0.0000 0.0840 0.1132 0.0645 

Neoplasm Metastasis 119 0.0000 0.0000 0.1889 0.2111 0.2054 0.0822 0.2283 0.2289 0.1667 

Radiotherapy 57 0.0000 0.0159 0.0000 0.0000 0.0667 0.0667 0.0580 0.0635 0.0000 

Random Allocation 118 0.0000 0.0000 0.0548 0.0909 0.0755 0.0000 0.0444 0.0964 0.0882 

Ultrasonography 87 0.0000 0.0000 0.0825 0.0645 0.1212 0.0000 0.2240 0.2385 0.0444 

 

Discussion 

 

As we have seen in the Results section, the combination of methods seems to perform better than any single method 

in almost all the evaluated MeSH headings. This is an example of the complexity involved in MeSH indexing and 

the complementarity of the methods, which are capable of covering different aspects required to index each one of 

the MeSH headings. Previous results with combination of methods based on voting
4,5

 did not show this 

improvement, which could be attributed  to the limited variety of methods used in the experiments. The voting 

mechanism seems to perform well when 2 or 3 indexing methods agree. This reinforces the complementarity of the 

indexing methods. 

There are several possible reasons for this complementarity
28

, the learning algorithms might not have enough 

training data compared to the size of the hypothesis space, so the learning algorithms might identify several 

hypothesis with similar performance. The second is that many learning algorithms perform a local search which 

might get stuck at local optima, e.g. the greedy splitting rule for decision trees as used in C4.5. This explains why 

AdaBoost with C4.5 will generally improve the performance of C4.5. In addition, this might help to average the 

inconsistencies that we find in the indexing. And finally, the true function might not be representable by any of the 

hypotheses. For instance, SVM with a linear kernel will try to identify the separating hyperplane, but a hyperplane 

might not perform well when several features are related. 

Considering the number of indexing methods that need to agree in the voting combination, we find the following. 

The optimal number of combined indexing algorithms seems to be when two or three indexing algorithms agree. 

When we just take any suggestion by any indexing method (vote = 1), the recall is high but the precision is very low. 

On the other hand, the more systems are required to agree (vote > 3) the higher the precision but the lower the recall. 
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Other combination methods could be used with the indexing methods in which the confidence of each system could 

be used within a linear combination, reflecting as well the confidence of each one of the indexing methods. 

MTI seems to perform better than individual learning algorithms in many MeSH headings. This does not seem to be 

the case when the MeSH headings tend to be very frequent, e.g. Check Tags, or not very frequent, e.g. as shown in 

Table 4. There are two possible explanations for this behavior. The first one is that MTI is a mixture of different 

methods, which makes it more robust to variations in data, while machine learning methods depend on the quality of 

the training data. Among the methods used by MTI, we find the PRC method which resembles k-NN and relies on 

MEDLINE citations already indexed. On the other hand, MTI relies on terminological resources which might not 

cover ways a MeSH heading might appear in MEDLINE citations or cases in which PRC might not be an 

appropriate method.  

Looking closer at the performance of the learning algorithms, AdaBoostM1 has highest precision. The performance 

of AdaBoost improves with the oversampling. SVM HL has better performance with MeSH headings with little 

number of positive examples but in general SVM produces better results. In the no recall set, MTI’s PRC component 

did not work; and a reason for this is that, despite the other learning algorithms, it is an instance based learning 

algorithm. This means that it is not building a model but comparing the current citation being indexed with already 

indexed ones available from MEDLINE based on the related citations algorithm
19

. Citations deal with many topics 

and in the case of not very frequent MeSH headings, it seems to fail to identify similar citations. Perhaps identifying 

relevant sentences in the citations denoting these low frequency MeSH headings and using those to recover related 

citations might improve the performance of PRC in these cases as well as the performance of other learning 

algorithms. 

Comparing discriminative versus generative methods, LR performs better than NB in almost all the evaluated MeSH 

headings, except in a few cases. Despite having some headings with a large number of examples, LR still performs 

better compared to NB, which indicates that discriminant approaches are preferred, in contrast to NG and Jordan
33 

findings
 
in similar problems. Comparing LR and NB with SVM and SVM HL, we find that the large margin 

classifiers like SVM perform much better.  

A large number of training examples is required to properly train a classifier. We can see this illustrated in Figure 1. 

The performance of the evaluated learning algorithms has been plotted versus the frequency of the MeSH headings. 

The more examples are available the better the performance of the classifiers. Examples of this are Humans, Female 

and Male. We find that the fewer the examples with a MeSH heading, the more difficult it is to train a model with 

good performance. There are exceptions like Swine with an F1 over 0.7. (Swine belongs to the CT set and might be 

easily identified by a small set of key words denoting it in text.)  

 

 

Figure 1. MeSH heading frequency versus F1 measure comparison of the machine learning methods evaluated 
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Even though we did not deeply explore the imbalance problem, the results using AdaBoost with oversampling and 

the modified Huber loss improve the performance compared to other learning methods. In the case of the SVM, we 

have used the modified Huber Loss which has shown an improvement in the performance of the no recall set while 

the performance usually is better for SVM otherwise.  

Conclusions and Future work 

 

We have evaluated several indexing algorithms on a set of selected MeSH headings. The results confirm the 

conclusions from previous work that there is no single indexing algorithm which is better than another one for all the 

MeSH headings. In addition, we find that combining different indexing algorithms using a simple voting approach, 

improves the results by a significant amount compared to the best single performing method. We have evaluated a 

large range of learning algorithms; we believe that using a combination of different methods could further improve 

the performance of MTI. 

As mentioned in the introduction, just finding the mention of a MeSH heading in the citation does not mean that it 

should be indexed with that MeSH heading. There are terms mentioned in the citation that might not be relevant to 

indexing. We would like to include an additional layer to the indexing algorithm in which sections or sentences of 

the citation are selected and used in the indexing instead of all the citation. There are two possibilities, for instance, 

the selection of sections relevant and irrelevant. The first one based on a Hidden Markov Model, which could be 

used to identify relevant sentences, which has been used already in information retrieval
34

. Another is to use a topic 

model given the current indexing as topics
35

 or to use a model developed to identify different topics in the sentences 

of the citation
36

, which might provide a finer grain indexing. 

Finally, there will be some MeSH headings which might not be possible to index properly using the title and abstract 

available in MEDLINE citations since indexers use the full text during their work. On the other hand, we could still 

try to improve the recall by combining the knowledge-based methods, like the MetaMap and Restrict-to-MeSH part 

of MTI (based on MetaMap and MeSH respectively), and statistics from MEDLINE citations in an iterative 

feedback loop. MetaMap and Restrict-to-MeSH use information that is relevant which does not seem to be possible 

to learn from MEDLINE but it contains information that machine learning algorithms miss. 
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Abstract 

In this study, we developed the Korean Working Conditions Survey (KWCS) that improves the utilization of the 

fundamental material of working condition for professional and general public and strengthens the public service 

from the material. We clustered the fundamental material into certain patterns according to gender, age, industry, 

occupation, and area. Then we conducted statistical comparisons of these clustered classifications with inter-social 

groups that related by same interests (labor structure, working patterns, and job satisfactions).We can expect high 

efficiency of data processing and analysis process due to computerized analysis of the working condition survey 

data. 

Introduction and Background 

Working Conditions Surveys were designed to 

determine the extent of exposure to factors that their 

work and exposure to work-related risk factors by 

gender, age, occupation, industry and employment 

type.
1
 Korea conducted employed working conditions 

surveys over three times in 2006, 2010, 2011. However, 

it supported in form of web-services which are limited 

materials yet. Thus, this research was developed web-

based public services which supported for working 

conditions surveys promotion and to increase the 

utilization of surveys of graduates, researchers and the 

general public who are interested in working conditions 

surveys.   

Methods and Results 

The stage of development of the Korean Working 

Conditions Survey(KWCS) is as follows : (1) Basic 

information pattern(input) such as gender, age, industry, 

occupation, region was clustered through clustering 

and classification method by working conditions 

survey’s questionnaire and statistics data which is over 

three years.  

Gender, Age, Type.Industry

Clustering

Classification

Where am I ?

Gender Age Industry

Input data Outcome

New data

 
Figure 1. Clustering and Classification 

(2) Designed of scenario for using materials to extract 

the major concerns related users in clustered basic 

information. (3) Presented a comparison group whether 

it can be included in any group depending on the 

classification scheme.   

 
Figure 2. KWCS (Korean Working Conditions Survey 

Discussion 

This research prepared using material classification 

system to increase the utilization of the working 

condition surveys data and meet the demand that want 

to analyze the basic data. Working Conditions Surveys 

database should be established for integrated 

management in future survey. Furthermore, we need to 

the application of content analysis and acceleration task 

to contribute the policy decisions through annual 

identify trends. More details about KWCS is available 

at  : 
http://www.kosha.or.kr/jsp/kwcs/index.do?fw=index&menuId=7598 
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Abstract 

We are building an expandable framework to better understand the research aspects in clinical research informatics (CRI). The 

framework can be used to 1) identify areas where informatics advances can be applied to clinical research, 2) identify gaps in current 

technologies, and 3) assist new researchers and students in CRI to better understand values and applications of CRI. 

Introduction 

Embi and Payne have described the principle concepts, opportunities and challenges in the domain of clinical research informatics 

(CRI).[1] As a new field, there are clear needs for CRI tool development and training; however, there is no systematic description of 

how the techniques of CRI relate to the concepts of clinical research. The Ontology of Clinical Research (OCRe) has been created to 

describe study designs, investigational interventions, and outcomes of human subject studies. [2]  While OCRe describes the ways 

information standards and clinical terminologies relate to research studies, it does not yet describe how informatics methodologies and 

applications are related. For example, OCRe includes eight types of interventional and observational study designs, dozens of 

statistical analyses, and a variety of specific study design characteristics, but it does not describe the informatics techniques that can 

aid these clinical research processes. The inclusion of such aspects is critical for understanding the contributions and shortcomings of 

CRI, in order to better characterize a research agenda for CRI itself, that is, “clinical research informatics research” (CRIR). We are 

using a principled approach to develop an extension to OCRe that encompasses these additional characteristics. The objectives of the 

CRIR framework are to: 1) identify areas where informatics advances can be applied to clinical research, 2) identify gaps in current 

technologies, and 3) assist new researchers and students in CRI to better understand values and applications of CRI. 

Methods 

We are constructing the CRIR framework by examining the concepts described in clinical research literature (e.g., [3]), in actual 

clinical research protocols, in CRI literature (thus far 117 publications), our own experience and knowledge in informatics research. 

We then organize the concepts into the two main categories by refereeing OCRe: clinical research, informatics research. We analyze 

how and what informatics research can assist clinical research based on scenarios and match them into the specific clinical research 

procedures, which is the third category: informatics research in clinical research. We identify the concepts that are not currently 

represented and represent them in a complementary ontology, using Protégé 4.1. 

Framework description 

Thus far, we have identified 120 concepts in CRIR that are not covered in OCRe; specific activities in clinical research (which 

comprise from hypothesis generation to research study execution) and supportive functions of CRI that relate to these activities (such 

as secondary clinical data analysis can aid hypothesis generation and specific informatics methodologies and tools may aid other steps 

of clinical research).  For example, OCRe has a concept “Hypothesis” as an information entity.  We add concepts to represent the CRI 

tools that can be used to improve the hypothesis-generation process, ranging from the commonplace (search engines for bibliographic 

data bases) to the exotic (automated literature summarization). On the study execution side, CRI offers techniques such as clinical 

trials data management and detection, recording and reporting of adverse events in electronic health records; CRI also offers decision 

support tools to assist clinicians to make more informed decisions in conducting clinical trials. We are also defining concepts related 

to the information needs of clinical researchers. 

Conclusion 

CRIR is not covered by OCRe or other existing knowledge bodies systematically. There are pragmatic benefits building a CRIR 

framework. This is an ongoing effort and we report the main steps and preliminary results here. However a more precise and refined 

framework will require additional internal review and formal evaluation.  
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Abstract 

Clinical databases may contain several records for a single patient. Multiple general entity-resolution algorithms 

have been developed to identify such duplicate records. To achieve optimal accuracy, algorithm parameters must be 

tuned to a particular dataset. The purpose of this study was to determine the required training set size for 

probabilistic, deterministic and Fuzzy Inference Engine (FIE) algorithms with parameters optimized using the 

particle swarm approach. Each algorithm classified potential duplicates into: definite match, non-match and 

indeterminate (i.e., requires manual review). Training sets size ranged from 2,000-10,000 randomly selected record-

pairs. We also evaluated marginal uncertainty sampling for active learning.  Optimization reduced manual review 

size (Deterministic 11.6% vs. 2.5%; FIE 49.6% vs. 1.9%; and Probabilistic 10.5% vs. 3.5%). FIE classified 98.1% 

of the records correctly (precision=1.0). Best performance required training on all 10,000 randomly-selected 

record-pairs. Active learning achieved comparable results with 3,000 records.  Automated optimization is effective 

and targeted sampling can reduce the required training set size. 

Introduction and Background 

Duplicate medical records (i.e., multiple records belonging to a single patient) are associated with operational 

inefficiencies, potential patient harm and liability
1–3

. Consider the case of two records for the same patient, one of 

which indicates a severe drug allergy. A physician working with the alternate record may unknowingly prescribe a 

fatal drug.  

Entity resolution (or de-duplication) is the process of identifying duplicate records. First, various methods are used 

to quantify similarity between identifiers in the records (i.e., name, date of birth, social security number, etc.). 

Scores are then combined by an entity resolution algorithm. In most studies algorithms are set to identify a single 

threshold (match/non-match). However, in order to achieve optimal accuracy, algorithms can be implemented to 

identify two thresholds (separating the dataset into definite matches, a set of questionable cases to be reviewed 

manually, and definite non-matches)
4
. 

In the majority of recent studies manual review has been considered unacceptably expensive. Thus, the main focus 

of research has been on single threshold algorithms
4
. To further minimize human effort, most studies have 

concentrated on automated (unsupervised) entity resolution approaches, such as the deterministic and probabilistic 

methods
4,5

. These methods still require parameter tuning which is usually done manually by an entity resolution 

expert based on “trial and error” with the local data
6,7

. Thus, it is impossible to conclude whether an optimal set of 

parameters has been chosen in the implementation.  

Several recent studies have suggested optimization as an alternative to manual setting of algorithm parameters
6,8

. 

Optimization is a computational process that searches for the optimal set of parameters, by iteratively 

evaluating candidate parameters with respect to algorithm performance on a (manually-reviewed) training set. In the 

case of Electronic Health Records (EHRs) databases the cost of a single error may be so high that it dwarfs the cost 

of human labeling for both a training set and questionable cases (e.g., a missed allergy resulting in the prescription 

of a fatal drug)
9
. In previous work  we demonstrated that setting parameters by optimization reduced the number of 

questionable cases assigned to manual review for common entity resolution algorithms
10

. Best performance was 

noted for the Fuzzy Inference Engine (FIE) algorithm (a deterministic rule based algorithm) which identified 76% of 

the duplicate records (without false positives) and assigned the remainder to manual review after optimization on a 

training set of 10,000 records. 
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This study aimed to 1) establish the necessary training set size for optimizing common entity resolution algorithms 

to two thresholds; and 2) to determine whether training set and questionable cases can be minimized by active 

learning. That is, by sampling only the most informative cases to human labeling
11–13

. We focused on two 

deterministic approaches - the simple deterministic and the rule-based, Fuzzy Inference Engine, and a probabilistic 

Expectation Maximization (EM) approach.  

Methods 

Overview 

After cleaning and standardizing the data we used blocking to limit the search space of potential duplicates (Figure 

1). We reviewed 20,000 randomly-selected record pairs (10,000 training and 10,000 test) 
10

. For each algorithm, we 

defined a baseline set of parameters based on previous literature and preliminary experimentation with the data
7
. We 

then  set parameters using particle swarm optimization
14

 (for a detailed description see 
10

). We ran optimization 

using training sets of increasing size (2,000, 4,000, 6,000, 8,000, 10,000). We also used a simple active learning 

strategy in which we sampled 25 record pairs closest to the thresholds (i.e., the record pairs that were likely to be 

most helpful to define the distinction between matches and non-matches). We started with a random sample of 2,000 

records and then sampled for 25 iterations. Algorithms were tuned for two thresholds (matched/manual 

review/unmatched) aiming to minimize the size of manual review set, under the constraint that there would be no 

false classification (i.e., PPV=NPV=1). We repeated optimization five times. Algorithm performance was evaluated 

against the test set of 10,000 record pairs and we report the averaged results. 

Data preparation and block search 

We retrieved data from the University of Texas Health Science Center at Houston’s clinical data warehouse which 

contained 2.61 million distinct records (including duplicate records). We used eight fields: first name, middle name, 

last name, date of birth, social security number, gender, primary address and primary phone number. We removed 

stop-words (i.e., Mr., Ms., rd., etc.) and punctuation. Missing or invalid data fields were set to null
15

. We 

standardized names using a lookup table
16

. We removed invalid social security numbers based on the instructions 

published in the social security website
17

. To limit the search space of potential duplicates we used a blocking 

procedure, whereby, we identified potentially duplicate record pairs if they matched on: first and last names; first 

name and date of birth; last name and date of birth; or SSN (to increase recall of the blocking search we encoded 

names using Soundex)
18

. This process generated approximately 10 million distinct potential duplicate record-pairs. 

Training and test set generation 

We randomly selected 20,000 record-pairs (10,000 training set and 10,000 test set). We used a stepwise review 

process as described in detail in 
10

. In brief, two reviewers reviewed each record-pair. Reviewers were instructed to 

decide whether the available identifiers were sufficient in order to ascertain match status. Then, they were requested 

to assign a match or non-match status only if they would have been comfortable with a computer making the same 

assertion automatically. If there was any disagreement between the reviewers, or if one of the reviewers thought it 

was impossible to assert match status, the records were forwarded to an evaluation by four independent reviewers. 

At this stage, pairs that were not assigned a match/non-match status unanimously (or by three reviewers when the 

fourth reviewer was uncertain), went to further review by open discussion of the entire review panel (six reviewers). 

Only 48 record-pairs could not be assigned by the four reviewers. These were assigned by consensus after looking 

for additional data (if available) in the patient records (10 matched, 38 non-matched).  

Calculating similarity measures 

To compare identifiers between the two records, we used the Levenshtein edit distance. This is defined as the 

smallest number of edits (e.g., insertions, deletions, substitutions) necessary to make one string equal to another
18

.  

Algorithms 

The simple deterministic algorithm  

The simple deterministic algorithm was based on a summation of weights of similarity scores for eachidentifier
18

. 

We mapped the similarity scores linearly onto an interval between an upper bound (u) and a lower bound (l). In the 

baseline implementation u and l were set to 1 and (-1) respectively. Thus, a similarity score of 0.9 (edit-distance is 

on a scale of 0-1) was mapped to a weight of 0.8 and a similarity score of 0.1 was mapped onto (-0.8). Comparisons 

with a blank field were mapped to zero. By assigning negative weights to highly dissimilar fields we were able to 
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penalize for considerable differences between fields. In the optimization phase, the possible intervals for l and u 

were optimized on the intervals of [-1,0] and [0,1] respectively. For example, an interval could be optimized to [-0.2, 

0.6] meaning a high similarity score of the field supports a match more strongly (will add 0.6 to the total weight) 

than a low similarity score supports a non-match (will subtract 0.2 from the total weight). For example, phone 

number match is moderately indicative of a match status and phone number non-match is not indicative of non-

match because it is common for a person to change phone numbers. 

 

Figure 1. Study design 
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Fuzzy Inference Engine (FIE)  

A fuzzy inference engine is a set of functions and rules that map similarity scores onto weights. FIE uses a 

combination of scores from several identifiers to calculate a weight, and is, in essence, a functional representation of 

a rule based system
19

. We defined four functions and 15 rules based on previous literature and preliminary 

experiments with the data (Figure 2)
19

. Each function takes a set of similarity scores and outputs a weight (ωi). A 

rule maps similarity scores to different functions. If multiple scores are mapped with an OR condition, the maximum 

weight is returned. If an AND condition is used, the minimum weight is returned. The result is then multiplied by 

the rule’s position score (p) which represents whether a rule is used to support or negate a match status. Finally, the 

total weight of a record-pair is calculated by a weighted average. 

       
∑      
  
 

∑   
  
 

 

For example, rule 3 will give a high score to cases where either the address or the phone number in two records are 

very similar, while rule 5 will penalize the total score if either the name or the date of birth are very dissimilar 

(Figure 2). For the baseline implementation we set A1 and A2 values to 0.05, B1 and B2 values to 0.95, position 

scores for rules strongly supporting a match status to 1 and 0 for rules with a weak support. In the optimization 

phase, the thresholds A1, A2 and B1, B2, the position score p and the final matching thresholds were optimized. 

 
Figure 2. Fuzzy Inference Engine 

 

The probabilistic algorithm 

We implemented the Expectation Maximization (EM) extension of the Fellegi-Sunter probabilistic algorithm
20

. For 

each similarity measure, we defined a threshold (pi) that maps it to either 0 or 1. Then, for each field, we calculated 

the probability that the field has the observed value given that the record-pair represents two different patients (u 

probability) and estimated the probability that it has the observed value given that the record-pair represents the 

same person (m probability)
7,21

. We used the EM method - an iterative process designed to find the maximum-

likelihood estimate of a the m probability, where the model depends on the unobserved actual match status (for a 

detailed description of the method see 
20

). For the baseline implementation we set pi for mapping similarity measures 

based on previous literature and experiments with the data
7
. In the optimization phase pi, and the thresholds for final 

match classification were optimized. Specifically, we did not optimize the m and u probabilities which were handled 

by the EM algorithm (i.e., we only optimized those parameters that would have otherwise been set manually). 

Parameters were set based on the training set and EM was performed on the test set (similar to 
22

).   
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0
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1.   For FirstName X2 and LastName X2 -> w
1
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2
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3
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4
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5

6.   For DoB  X2 -> w
6
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7

8.   For MiddleName  X2 -> w
8
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9
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10
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Optimization 

Baseline parameters for each of the algorithms were set by an experienced analyst (M.J.B) based on experimentation 

with the data and baseline parameters reported in the literature to minimize the manual review set size while 

minimizing errors
7,18

.  

We chose the Particle Swarm Optimization, a stochastic global optimization technique, because it does not require 

an initial parameter estimation (all particles initialize randomly within the parameter space)
14

. We used a standard 

implementation of particle swarm as described in
14

. The parameters used in the optimization were 20 particles, a 

particle neighbor size of 2, and an acceleration constant of 2 for 5,000 iterations. We used the same parameters for 

optimizing all algorithms. Optimization was set to minimize the number of records requiring manual review under 

the constraint that the algorithm will have a precision of one (i.e., minimize the number of record-pairs that fall 

between two thresholds, while maintaining PPV=NPV=1). 

Training sets sizes 

We generated five distinct random samples for various training set sizes (2,000, 4,000, 6,000, 8,000 record pairs). 

We than used these training sets for optimization. For each of the training set samples, optimization was performed 

five times. We evaluated the performance on the test set (5 samples X 5 optimization runs) and averaged the results.  

Active learning 

For the active learning stage, we performed a preliminary optimization of the algorithms using a random sample of 

2,000 record pairs. We used the remaining records (8,000) as a validation set. We evaluated the performance of the 

algorithms on the validation set as well as the test set. We used the run on the validation set to identify up to 25 of 

the record pairs on either side of the thresholds (up to a total 100 record-pairs, 1% of the record pairs available for 

sampling). We added these records to the training set, and repeated the optimization process. We reiterated this 

procedure for 25 cycles. We repeated optimization five times in each cycle. Sample size varied between the 

iteration, because there weren’t always 25 records to sample on either side of the thresholds. We report the averaged 

performance of the algorithms on the test set for each iteration.  

Evaluation 

Two-threshold algorithms were constructed to minimize errors as well as manual review set size. We, therefore, 

report error rates as false positive (FP) for cases classified as duplicate; false negative (FN) for cases classified as 

non-duplicates; and the size of the manual review set in percentage (of the 10,000 record pair test set) (Figure 1). 

We also report familiar metrics of recall and precision for duplicate records. 

Results 

Of the 20,000 manually reviewed record-pairs 1215 (6.08%) pairs were found to match (602 and 613 matched pairs 

in the training and test sets respectively).  

Baseline performance 

The baseline implementation of all algorithms were characterized by zero errors on the test set. However, manual 

review sizes were high and ranged from 10.5% (probabilistic), 11.6% (deterministic), and 49.6% (FIE). Recall for 

matched record pairs was highest for the deterministic approach (0.54) (Table 1).  

Algorithm performance for various training set sizes 

Optimization reduced the size of manual review sets (i.e., it increased the recall for both matched and unmatched 

record pairs) for all the algorithms (deterministic 11.6% vs. 2.5%; FIE 49.6% vs. 1.9%; and probabilistic 10.5% vs. 

3.5% for baseline and 10,000 record pairs training set respectively). Best performance was noted for FIE with 

10,000 record pairs which had a recall of 0.76 for matched record pairs, a precision of 1.0 (i.e., no false positive), 

and a manual review size of 1.9%. For the deterministic approaches (deterministic and FIE), the rate of errors 

decreased steadily with growing training set sizes. At the same time, the size of the manual review set increased, but 

was still considerably lower than the baseline implementation. For the probabilistic algorithm we did not note 

additional improvement in performance with training sets larger than 4,000 record pairs (Table 1, Figure 3).  
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Algorithm performance following active learning 

The deterministic algorithm achieved comparable performance to 10,000 record pairs after 22 iterations of active 

learning sampling (3089 record pairs). Using active learning for the probabilistic algorithm achieved better 

performance than random sampling (recall for matched records 0.59, one false positive and a manual review size of 

2.8%). Best performance for active learning with the probabilistic algorithm was noted after seven iterations (2500 

record pairs) and did not improve further. Using active learning for FIE achieved inferior performance than training 

with 10,000 record pairs and plateaued after 13 iterations (2742 record pairs) (Table 1, Figure 3). In all algorithms, 

training sets included all available duplicate records (602 of 10,000 record pairs) by the 19
th

 iteration (Figure 4). 

Table 1. Performance metrics for various training set sizes and active learning  

 Training set size 

  

 Performance metric 

  

Deterministic FIE Probabilistic 

Avg Stdev Avg Stdev Avg Stdev 

0 Match recall 0.54 

 

0.12 

 

0.20 

  Match precision 1.0  1.0  1.0  

(Baseline) Match errors (FP) 0.0 
 

0.0 
 

0.0 
   UnMatch errors (FN) 0.0 

 

0.0 

 

0.0 

   Manual review 11.6% 

 

49.6% 

 

10.5% 

 2,000 Match recall 0.79 0.20 0.94 0.05 0.74 0.16 

 Match precision 0.986 0.25 0.971 0.05 0.986 0.21 

  Match errors (FP) 7.0 6.2 16.9 8.2 6.2 5.1 

  UnMatch errors (FN) 13.2 5.4 9.4 3.7 7.4 3.9 

  Manual review 1.9% 2.0% 0.4% 0.4% 2.0% 1.4% 

4,000 Match recall 0.93 0.05 0.92 0.03 0.62 0.07 

 Match precision 0.982 0.05 0.983 0.03 0.994 0.11 

  Match errors (FP) 9.9 3.7 9.3 3.8 2.4 1.8 

  UnMatch errors (FN) 8.3 5.7 5.6 4.4 7.0 2.9 

  Manual review 0.7% 0.5% 0.7% 0.2% 2.5% 0.5% 

6,000 Match recall 0.81 0.09 0.79 0.05 0.66 0.08 

 Match precision 0.990 0.11 0.990 0.06 0.993 0.13 

  Match errors (FP) 4.7 2.2 4.7 2.0 2.8 1.8 

  UnMatch errors (FN) 5.4 2.6 1.6 1.6 5.4 2.0 

  Manual review 1.9% 0.4% 1.8% 0.3% 2.3% 0.6% 

8,000 Match recall 0.81 0.05 0.83 0.06 0.62 0.07 

 Match precision 0.994 0.07 0.991 0.07 0.993 0.11 

  Match errors (FP) 3.1 1.2 4.5 2.0 2.6 0.8 

  UnMatch errors (FN) 4.2 2.5 0.9 0.8 4.4 2.6 

  Manual review 1.7% 0.2% 1.6% 0.3% 2.6% 0.5% 

10,000 Match recall 0.70 0.01 0.76 0.02 0.59 0.03 

 Match precision 0.997 0.00 1.0 0.03 0.980 0.06 

  Match errors (FP) 1.5 0.5 0.0 0.0 7.5 0.8 

  UnMatch errors (FN) 1.6 0.5 0.1 0.3 1.2 0.4 

  Manual review 2.5% 0.0% 1.9% 0.1% 3.5% 0.2% 

Active learning Match recall 0.70 0.01 0.75 0.01 0.59 0.0 

 Match precision 0.996 0.01 0.993 0.02 0.997 0.00 

25 iterations Match errors (FP) 1.8 0.4 3.0 0.7 1.0 0.0 

(aprox. 3100) UnMatch errors (FN) 1.4 0.9 0.0 0. 0 4 0.0 

  Manual review 2.5% 0.05% 2.1% 0.13% 2.8% 0.01% 

Two-threshold algorithms were constructed to minimize errors as well as manual review set size. We, therefore, report error rates as false positive 

(FP) for cases classified as duplicate; false negative (FN) for cases classified as non-duplicates; and the size of the manual review set in 

percentage (of the 10,000 record pair test set) (Figure 1). We also report familiar metrics of recall and precision for duplicate records.  

726



Discussion 

Performance of the deterministic approaches was dependent on the size of the training set. Best performance was 

noted with a training set of 10,000 record pairs. Using active learning, with as little as 2400 record pairs, improved 

the performance of the probabilistic algorithm beyond that seen with 10,000 randomly sampled record pairs. Active 

learning did not result in an improved performance for the deterministic approaches; however the size of the 

necessary training set was reduced considerably to approximately 3000 records. By the 19
th

 iterations, training sets 

generated by active learning included all the duplicate records from the original 10,000 record pair sample. 

Our study has several limitations. First, the gold standard (i.e., training and test sets) was generated based on the 

same identifiers available to the algorithm. Ideally, the gold standard would be based on additional information (e.g., 

independent genealogic data, immunization records, physical identity verification)
23,24

; which is particularly 

desirable if the available identifiers are insufficient for asserting whether two records match. This was not the case in 

our dataset. Only 48 of the 20,000 were difficult to classify based on the available data. However, it is possible that 

certain misleading cases were missed. For example, infant twins with very similar demographics that were 

considered the same person (Jayden and Jaylen Thompson, SSN 026-94-6788 and 026-94-789, and the rest of the 

identifiers are the same because they are twins), or a woman who married, and had changes and errors in all of her 

demographic data to the point she is considered two different entities. We estimate that the probability of such 

events, is extremely low (i.e., the product of the probabilities of errors in 7-8 data fields for the married woman, or 

the product of the probability of twins and the probability of twins having almost identical first names and SSN). In 

any case, the focus of this study was a comparison of the effect of varying training sizes on the performance of 

common algorithms and it is not expected to be influenced by minor inaccuracies in the gold standard. 

A second limitation is that we used a narrow set of methods for the entity resolution task (i.e., a lenient blocking 

search, a limited set of similarity measures, specific implementations of the studied algorithms and a single 

optimization method). It is possible that other similarity measures or entity resolution algorithms could have resulted 

in better performance with smaller training sets
25–28

. Further, we used the particle swarm optimization to avoid initial 

parameter estimation
14

. However, other optimization methods (e.g., genetic programing or lenient gradient descent) 

might have performed better
6,8

. Third, our baseline parameters (no parameter optimization) may not have been 

optimal. We chose to include this baseline because it is common for institutions to manually tune entity resolution 

algorithms. Since particle swarm optimization does not require a starting parameter set to be defined, our choice of 

baseline parameters does not affect optimization (i.e., training set > 0). Lastly, we used a very basic method of 

marginal uncertainty sampling for active learning 
11

. Active learning is often performed by sampling the most 

informative cases 
11

. Since the optimization process is computationally expensive we sampled a range of cases 

without considering the added contribution of each individual case. More sophisticated active learning methods may 

perform better (i.e., decrease manual review without compromising precision)
12,13

. 

It is difficult to compare our results to previous studies. Entity resolution is highly data-dependent and varies with 

the frequency and complexity of duplicates, the identifiers available for comparison, and data quality factors such as 

missing values and error rates
15,28

. Further, as opposed to single threshold entity resolution, the literature on two-

thresholds with manual review of questionable cases is limited. Most studies have considered manual review too 

expensive and focused on automatic classification using a single threshold
4,29

. Gu and Baxter, evaluated the 

probabilistic EM method using dual thresholds on several synthetic datasets. The manual review sizes they 

described are smaller than observed for our baseline implementation (ranging 3.9%-10%, depending on the rate and 

complexity of duplicate records). However, with a considerably lower precision (1-4 errors per 100 record pairs)
29

. 

Similar results were described by Elfaky et. al. for a probabilistic algorithm using a synthetic dataset (5% manual 

review size, accuracy of 0.98)
22

. It is possible that our baseline parameter setting was not optimal. Alternatively, the 

difference in performance could have been the result of aiming to maximize precision even at the cost of recall. 

Also, possibly our dataset was more complex. In any case, following optimization our results were superior. 

Performance improved steadily for the deterministic algorithms as the training set grew. At 10,000 record pairs FIE 

identified 76% of the duplicate records without false positives. The manual review set was still large (1.9% which 

would translate to approximately 190,000 record-pairs in our institution). It is possible that with a larger training set, 

the manual review set could be reduced further 

Active learning reduced the number of labeled records required to achieve comparable results to using the entire 

training set (10,000 record pairs). For the probabilistic algorithm, training on an active learning based training set 

improved performance compared to training on all 10,000 records in the training set. However, this was not true for 

the deterministic approaches. A possible explanation is that by the 19
th

 iteration the active learning training sets have 
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included all of the available duplicate records (602) in the dataset. Continuing to enrich the training set with 

examples of duplicate records might improve performance. 

 

 

 

 

 

Figure 3. Manual review sizes and error rates for various training set sizes and active learning 

Deterministic algorithm:  

FIE algorithm:  

Probabilistic algorithm:  

Active Learning 

The graphs on the left describe observed errors (left Y axis) and manual review set sizes in percentages (right Y axis) for varying training set sizes 
and for active learning (AL). The graphs on the right show active learning results (notice the different scale for the X axis only). 

 

Incremental training set sizes + Active Learning 
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Several previous studies have evaluated active learning for entity resolution (single threshold). All reported 

achieving optimal performance (F-measures 0.97-0.98) after 100-200 samples
12,13,30

. Unlike our experiment, these 

studies used active learning based on a committee of classifiers (using several decision trees or genetic algorithms to 

classify the unlabeled data, and then sampling cases the classifiers disagreed on) and sampled a single case at every 

iteration. Due to the computational complexity of the optimization process, we started the active learning experiment 

from a baseline of 2,000 record pairs, and sampled multiple cases in every iteration. Using a similar technique to 

those described in previous studies we likely could have reduced the size of the training set even further.  

Manual review required six reviewers just over 

seven days for 20,000 record-pairs. Manual 

review of all questionable cases is a task of 

considerably larger magnitude (i.e., 190,000 

record-pairs in our institution). However, the 

cost of such a review would arguably be much 

less than a single malpractice settlement due to 

fragmented information in duplicate records
9
. 

Further, reviewed questionable cases could be 

used to enrich the training set, similar to active 

learning
18

. Lastly, it is possible that supervised 

machine learning techniques would outperform 

the optimized deterministic and probabilistic 

algorithms
12,13,30

. 

 

 

Conclusions 

Optimized entity resolution algorithms outperformed manual setting of algorithmic parameters for dual-threshold 

entity resolution. Algorithmic performance improved as optimization was performed on larger dataset. Active 

learning reduced the size of the required training set.  
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Abstract 
Utilization of perioperative data to improve quality and manage costs is an increasingly critical function for 
hospitals. Data needs to be made widely available to clinicians, quality managers, and hospital administrators. We 
therefore utilized agile methodologies to develop a robust and scalable perioperative data warehouse. We 
therefore describe a methodology for creating a robust perioperative data warehouse, identifying factors that will 
lead to a successful data warehouse implementation that can support end user business intelligence needs, and 
discuss specific resources required and barriers which might prevent a successful implementation.  
 
Introduction and Background 
Over the past year, we have developed and deployed a robust perioperative Data Warehouse using an agile 
development approach to accommodate the dynamic business requirements and a scale-out methodology to 
efficiently handle the large volumes of data. In order to develop this resource we needed to first understand our 
existing reporting requirements, sources of existing data, and future needs for the organization. Once this 
information had been obtained, we were able to initiate the development of a robust data warehouse. 
 
Methods 
We began by analyzing our current reporting requirements in contrast to the structure of the existing reporting 
database in order to design a more functional Data Warehouse, building in the complex business logic in order to 
support multifaceted analytical reporting and predictive modeling. Some of the challenges that we faced were the 
inconsistency in the data storage and retention policies of the source systems, the combined use of set values and 
free-text entry for some of the data elements, difficult personalities trying to manage the evolving business 
requirements, and a poorly designed base architecture which was not able to accommodate an agile environment. 
Key elements of our successful implementation were the transformation and management of the data inside to 
meet the business requirements and providing seamless and flexible techniques to extract data from the Data 
Warehouse in an efficient and effective manner. Design and development considerations included the importance 
of data validation and the necessity of data cleansing when collating data from multiple source systems. 
Additionally, great efforts were undertaken to model the data into a working structure that supports the 
Institution’s diverse reporting needs. Specific challenges faced included dealing with systems that allow free-text 
entry, and successful management of that data and incorporation into the main data store.   
 
Results 
We have created a perioperative Data Warehouse that serves a variety of Institutional customers.  We have also 
been able to demonstrate a number of functional and beneficial methods to extract data out of the Data 
Warehouse for a variety of reporting needs that support a complex system of clinical analytics.  We are 
successfully using the Data Warehouse to provide critical information in a variety of clinician facing tools, including 
a series of quality scorecards which allow mid-level managers and individual providers to obtain near real-time 
patient and provider level quality data. 
 
Discussion 
In summary, we have demonstrated how effective and accurate Data Warehouse design not only provides 
customers and end users with better performance, and but is also easier for support teams to manage.  By 
combining related elements from across the Institution into one cohesive and consistent structure, we are able to 
service a broad range of reporting needs and provide a more holistic picture of the patient encounter. 
Additionally, the use of proficient design practices can actually provide critical benefits to the Institution by putting 
the right data into the right hands in order to make the key decisions that will improve patient care and 
responsiveness and allow us to continue to deliver world-class health care. 
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Abstract 

A survey of rural hospitals was conducted in the spring of 2012 to better understand their perspectives on health 

information technology (HIT) outsourcing and the role that hospital-to-hospital HIT partnerships (HHPs) can play 

as an outsourcing mechanism. The survey sought to understand how HHPs might be leveraged for HIT 

implementation, as well as the challenges with forming them. The results suggest that HHPs have the potential to 

address rural hospitals’ slow rate of HIT adoption, but there are also challenges to creating these partnerships. 

These issues, as well as avenues for further research, are then discussed. 

Introduction 

Access to high quality healthcare is a key challenge for people living in rural areas around the country.  Rural 

hospitals are often faced with the increased challenge of providing quality healthcare while staying financially 

viable.  As healthcare costs continue to increase, rural hospitals are looking for ways to maintain financial stability 

while still providing the best care possible to their patients.   

One proposed solution to this challenge is implementing a strong health information technology (HIT) infrastructure 

within these hospitals. Furthermore, there has been increased US government effort to make HIT a fundamental part 

of hospitals
7
. A hospital that can effectively utilize HIT can not only lower operating costs, but also reduce medical 

errors
1
.  However, as seen in adoption rates of HIT, not all hospitals have the resources to take advantage of HIT. 

This is especially true of rural hospitals
5
. Often, smaller rural hospitals with limited resources lack the ability to 

invest the financial or human resources needed to build and maintain an effective HIT infrastructure.  For this 

reason, it is important that rural hospitals explore innovative approaches to acquiring and maintaining HIT. 

Outsourcing the design and maintenance of this infrastructure to traditional HIT vendors is problematic because of 

the significant differences in scale. Surveys of IT outsourcing activity by hospitals reveal that in 2005 fewer than 

15% of the IT functions were outsourced
11

. Large HIT vendors find it difficult and unprofitable to engage in the 

myriad of relationships with small rural hospitals and small rural hospitals cannot afford the large contract fees nor 

do they have the expertise or resources needed to initiate and manage such relationships
12

. 

In response to this problem, an innovative approach to outsourcing was put forth by Reddy, et al.
10

 who proposed 

that the smaller rural hospital outsources its HIT to a larger, more technologically advanced, regional hospital.  This 

approach has been termed the hospital-to-hospital HIT partnership (HHP) model, and has been shown to be 

successful in a rural four-hospital setting.  However, there is a need to further explore the perspectives of rural 

hospitals concerning their HIT issues and whether a model such as HHP would be beneficial to them. These needs 

have also been identified by US government agencies, who have put forth rural healthcare initiatives to better 

understand the the needs of rural hospitals and provide them with resources to help expand their IT 

infrastructures
13,14

. 

Therefore, in an attempt to further our understanding about rural hospitals’ perspectives on HIT, we present survey 

results focused on identifying how rural hospitals view the benefits and challenges of HIT, the benefits and 

challenges of the HHP model, interest in outsourcing, and their awareness of resources available to them. We then 

discuss potential factors that are influencing the perception of challenges with HIT and HHP implementation.  

Finally, we conclude with future directions for further research on this topic. 

Background 

HIT can play an important role in a hospital’s ability to care for its patients. HIT has been found to improve patient 

care, lower operating costs, and reduce medical errors
1
. However, not all hospitals have adopted HIT at the same 

rate
2,3

. Several factors have been identified that affect this rate of adoption. These factors include the size of the 
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hospital, whether it is for profit, membership in a larger system and its location in a rural or urban community, 

among others. Large hospitals have access to more resources, are often located in urban areas with better 

information technology infrastructure, and can share resources with other hospitals
1
. At the other end of the 

spectrum, small hospitals in rural areas, without access to the infrastructure or partnerships of their larger 

counterparts, were found to have the slowest rates of adoption. 

 

The research into rural hospitals’ adoption of HIT seeks to understand the specific challenges these organizations 

face
4
. Many are stand-alone providers without a larger hospital network to support them. They also tend to be 

smaller, with less staff that focuses on issues such as HIT. While those at rural hospitals understood the benefits of 

HIT, they have also identified several challenges that have hindered adoption
4
.Several studies have looked at HIT 

adoption in these rural hospitals
5,7,8

. These studies suggest that rural hospitals understand the importance of these 

technologies and motivation is not an issue in their adoption
7
. Many administrative tasks are regularly handled using 

HIT, including patient registration, admission and scheduling, as well as billing and financial management
5,7

. 

However, more recent HIT advancements, such as electronic medical records (EMR) and computerized provider 

order entry (CPOE) systems have not been widely adopted
8
. While financial incentives have been provided for these 

applications, it is not believed that these alone will be enough to increase the rate of adoption
5,8

. For many hospitals 

the cost is too high to support on their own for both initial implementation and long term maintenance of these 

systems
1,5

. 

One question often raised by the slow adoption of HIT by rural hospitals is whether or not these technologies will be 

of particular benefit to those hospitals. Surveys of rural hospitals suggest that these new technologies are seen as 

being potentially beneficial
7,8,9

. Those surveyed largely agreed that advances in HIT would enable them to provide 

better care for their patients. However several key challenges to adoption were identified, relating to the disruption 

caused by implementing a new system
9
. Rural hospitals often lack trained IT professionals who are able to maintain 

new systems and train others to use them. The concerns about breaches in confidentiality and the creation of new 

standards were also identified as factors limiting adoption
9
. 

While the challenges to HIT adoption at rural hospitals have been widely studied, less work has been done to 

identify potential solutions to these challenges. While public funding is available to these hospitals for HIT, they still 

lag behind their urban counterparts, suggesting that funding alone will not solve the problem
4,7

. One way rural 

hospitals can leverage this funding to address these challenges is through HIT outsourcing. However, potential 

partners for outsourcing are limited
12

. In the case of rural hospitals, non-traditional models for outsourcing may need 

to be considered.  

One case study investigated how three rural hospitals and one larger regional hospital formed  a hospital-to-hospital 

HIT outsourcing partnership (HHP)
10

. In these hospitals, it was found that sharing resources reduced the financial 

burden of HIT for the rural hospitals and also gave them access to the trained IT staff of the larger regional hospital. 

While the participants largely found the arrangement to be favorable, challenges did arise both in the complexity of 

the relationship and in issues of autonomy for the rural hospitals. 

Methodology 

Survey Instrument 
In order to assess the current status of rural hospital HIT and the hospitals’ perspectives on HIT partnerships, we 

developed a survey instrument that was based on prior HIT literature (Table 1). This literature informed our survey 

by providing relevant options for participants to rate within each survey question. For example, the options for 

challenges of HIT implementation were previously identified in prior studies and included lack of support from 

hospital management, security concerns related to data, and unavailability of well-trained IT staff. 

 

The survey was created in both paper and online form. The paper survey was sent to the hospitals with a cover letter 

explaining the purpose of the research and asking the participants to either complete the enclosed paper survey or 

visit the link to the online web survey. The Penn State Survey Center hosted the online web survey and assigned 

each participant a unique survey number. The survey center also handled the distribution and collection of the data.  

To try to improve the response rate, a reminder postcard was sent to participants.  This was followed by a phone 

reminder to the participants that we had phone contact information for. The survey was approved by the Penn State 

University Institutional Review Board. 
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Survey Topic Related Research 

Hospital characteristics Burke et al., 2002; AHA, 2005; Casey et al., 2005; Ward et al., 2006; AHA, 2007; Schoenman, 2007 

Types of hospital IT tasks Burke et al., 2002; AHA, 2005; Casey et al., 2005; Ward et al., 2006; AHA, 2007; Schoenman, 2007; 

Bahensky et al., 2011 

Benefits of hospital HIT 

implementation 

Fonkych & Taylor, 2005; Gans et al., 2005; Schoenman, 2007 

Challenges/barriers of hospital HIT 

implementation 

AHA, 2005; Fonkych & Taylor, 2005; Gans et al., 2005; Menachemi et al., 2005; AHA, 2007; 

Schoenman, 2007; Bahensky et al., 2008; Hook et al., 2010 

Funding opportunities for HIT or rural 

hospitals 

Schoenman, 2007 

Federal programs for HIT or rural 

hospitals 

Schoenman, 2007 

Potential HHP benefits Reddy et al., 2008 

Potential HHP challenges Earl, 1996; Reddy et al., 2008 

Types of components for hospitals to 

outsource 

Lorence and Spink, 2004; Menachemi et al., 2007; Diana, 2009 

Types of applications for hospitals to 

outsource 

Lorence and Spink, 2004; Menachemi et al., 2005; Menachemi et al., 2007; Diana, 2009 

Predictors of hospital HIT outsourcing Nam et al., 1996; Ang & Straub, 1998; Aubert et al., 2002; Tiwana et al., 2007 

Table 1: Prior research informing survey questions 

Participants 

Since there is no standard definition for “rural hospitals” in current research, hospitals were selected for participation 

based on Schoenman’s research on rural hospitals
4
. This research used the non-metropolitan classification within the 

US Census. Any hospital whose county was classified as “non-metropolitan” was considered a rural hospital for this 

study. 

 

The Critical Access Hospital Coordinator at the Pennsylvania Office of Rural Health provided a recent report of 

rural hospital information, which was cross-referenced against the American Hospital Associations’ 2011 Hospital 

Guide. In order to scope our study, we identified 8 northeastern US states to include in the study: Pennsylvania, New 

York, Maine, New Hampshire, Vermont, Rhode Island, Connecticut, and Massachusetts. Within these states, any 

hospital located in a non-metropolitan county was included in the study. The name of the CIO or CEO and the 

mailing address for each hospital was recorded to mail the survey to each hospital. The hospital’s demographic 

information (e.g., number of beds) was also recorded. 

 

The survey was sent to 308 hospitals. We incentivized participants to respond by adding them into a drawing for one 

of twenty-five $100 Visa/Mastercard gift cards. Follow-up phone calls were made to any hospitals that did not 

respond within two months. We received a total of 69 surveys. Of those surveys, there were 8 returned stating that 

the hospital did not consider themselves “rural”. Consequently, the total number of completed surveys was 61 

hospitals, a 20% response rate. 

 

Data Analysis 

The Penn State Survey Center compiled the responses into an Excel spreadsheet. The related questions were 

grouped by topic. The responses regarding HIT attitudes were then compared to the current  literature to identify 

whether the results confirmed or contradicted what was in the literature. Since there was little information about HIT 

outsourcing for rural hospitals, the questions related to outsourcing and HHPs were analyzed to find new insights. 

The results were also divided based on respondent and hospital characteristics to identify whether different groups 

had different perspectives. In particular, we looked for instances of consensus across groups, and where expectations 
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did not match the responses. We identified several themes based on the responses and discussed their implications 

within the context of the HHP model. 

Results 

Hospital Characteristics and Participant Information 

While all the respondents came from rural hospitals, there was some variety among those hospitals. The majority 

(97%) of hospitals were non-for-profit. 72% were standalone hospitals, 23% were part of a multi-hospital system 

with the remaining 5% having some other formal relationship with other hospitals. All of the standalone or semi-

independent hospitals reported having their own Chief Information Officer (CIO) or another individual in a full-time 

IT position, while none of the hospitals that were part of larger systems had someone in this role. 92% of hospitals 

had an individual who spearheaded IT initiatives, with only 8% lacking anyone in an IT leadership position. The 

respondents themselves held a variety of positions (Figure 1).  

 

Figure 1: Positions held by respondents 

Current Hospital IT Infrastructure 

A majority of respondents reported that their hospital performed basic IT tasks, with a smaller majority performing 

business process analysis tasks. Most respondents agreed that HIT implementation could increase compliance with 

regulatory/accrediting bodies (98%), reduce medical errors (93%), improve patient satisfaction (76%), increase 

productivity (68%), and increase patient care revenue (60%). However, only a small percentage of hospitals agree 

that HIT implementation can reduce hospital staff (22%).  

Most respondents agreed that lack of acceptance from end-users (72%), unavailability of well-trained IT staff (68%), 

privacy (62%), loss of productivity during transition period (62%), data security (60%), difficulty in qualifying IT 

benefits (60%), and lack of interoperability (53%) and were challenges to HIT implementation. Only a small 

percentage of respondents believed that lack of management support (15%) and difficulty in identifying technology 

that meet hospital needs (27%) were challenges. Our findings were consistent with those in previous studies
4,5,7,8

 

regarding attitudes towards HIT. 

Perspectives on Hospital-to-Hospital Information Technology Partnerships (HHP) 

The respondents had mixed experience with outsourcing HIT services. Just over a third of respondents (37%) said 

their hospitals outsourced for HIT needs, while the remaining 63% did not. The different services which they 

outsourced can be seen in Figure 2. 

 

Figure 2: Current outsourcing for HIT Services 
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Respondents were also asked about the impact of various policy and funding options when it came to their 

consideration of adopting an HHP model, seen in Figure 3. Non-loan funding and measures for ensuring the quality 

of HIT services provided were the most agreed upon factors in this decision-making process. 

 

Figure 3: Impact of policy and funding on HHPs 

When asked about federal programs that might influence the formation of an HHP (Figure 4), respondents identified 

programs such as the HITECH Act as being important to their decision-making process. Not all programs were seen 

as equally valuable. 

 

Figure 4: Importance of Federal Programs on the formation of HHPs 

When it came to the perceived benefits of HHPs (Figure 5), respondents broadly felt that they would enable better 

service through increased access to new HIT and more efficient implementation of existing services. 
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Figure 5: Potential Benefits of HHPs 

Despite these benefits, respondents felt there were many challenges to HHPs that needed to be addressed (Figure 6). 

In particular, the challenges regarding integrating systems were of concern to a majority of respondents, with issues 

of planning and implementation being identified as the most common challenges. It is important to note that a 

minority of respondents identified a lack of internal support from hospital management as being a challenge, 

suggesting that there would not be resistance to these partnerships at an administrative level if these other challenges 

could be addressed. 

 

Figure 6: Challenges to HHPs 

When looking at specific IT infrastructure and HIT applications to be outsourced as part of an HHP, respondents 

favored outsourcing data infrastructure and electronic record applications (Figures 7 & 8). Respondents seemed 

willing to have data stored at external locations, which would be necessary in an HHP. 
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Figure 7: Potential Infrastructure Outsourcing using a HHP 

A majority of respondents also picked more recent technologies such as electronic medical records (EMRs) and 

telemedicine as their top choices for application outsourcing (Figure 8). With the use of EMRs and related 

technologies being identified as one area where rural hospitals lag behind in HIT
2,7

, this suggests that an HHP could 

be used to address this issue. 

 

Figure 8: Potential Application Outsourcing using a HHP 

Discussion 

Experience with HIT Outsourcing 

 Outsources HIT Does not outsource HIT 

Interest in HHPs 37% 29% 

No interest or Unsure about HHPs 0% 34% 

Table 2: Relationship between HIT outsourcing experience and interest in HHPs 

We observed a direct relationship between the use of HIT outsourcing and willingness to form HHPs. There were 

three distinct groups when it came to hospitals’ experiences with HIT outsourcing and their interest in forming 

partnerships (Table 2). The first were those that already outsourced some HIT services. This group expressed the 
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greatest interest in forming HHPs. Of those that did not outsource, some were interested in HHPs while others were 

not. This final group was the most strong in their opinions about the challenges to HHPs, particularly those relating 

to the logistics of integrating systems and changing procedures. One respondent said that any consideration of the 

benefits of and challenges to HHPs had no bearing on their hospital’s decision-making process, as a desire to keep 

services “in-house” overrode any other consideration.  

For hospitals willing to outsource HIT, the HHP model may be a viable solution. Those who expressed a disinterest 

in HHPs may be doing so due to a more general resistance to HIT outsourcing. Our findings also suggest that rural 

hospitals that already engage in HIT outsourcing should be considered as primary candidates for new HHPs.  

Benefits and Challenges of HHP 

The development of successful HHPs will require first and foremost participation. With nearly a third of respondents 

in our survey being either unsure or having no interest in forming partnerships of any kind, this could be problematic 

if these attitudes are more widespread. The issues of lack of interoperability and the complexity of the relationship 

were identified as the most important factors that are keeping these hospitals from forming partnerships. However, 

hospitals that had experience with outsourcing seemed much more receptive to the idea of HHPs. As often is the 

case in organizations with limited resources, the long-term benefits have to be balanced with the short-term 

challenges that might arise.  

Looking at the funding options available to these hospitals, many respondents said they were unaware of many of 

the programs, though all of those that identified themselves as administrators were aware of all the programs. With 

funding being identified as playing a key role in HIT adoption, more may need to be done to increase the awareness 

of funding options. 

When it came to identifying specific benefits to HHPs, once again the respondents were split based on their desire to 

form HHPs. Those with an interest agreed with many of the identified benefits, while those without an interest 

disagreed with the benefits. We cannot conclude from this study whether this is a result of previously held opinions 

about outsourcing having an effect on perceived benefits, or if these are only in relation to the HHP model 

specifically. Further research into hospital’s attitudes towards outsourcing would be useful in understanding this 

issue better. 

Awareness of Funding Opportunities 

Encouraging HHPs or outsourcing in general may be challenging based on our findings. However, funding 

initiatives may be useful in this regard. One of the few responses that was not divided between the groups was the 

importance of funding options, such as the HITECH Act, in the decision to form HHPs. Only two respondents 

identified this act as unimportant in their decision to form partnerships, one of them was the respondent from the 

previous section who categorically denied interest in any form of outsourcing. Having access to additional funding 

may allay some of the perceptions of risk in forming partnerships. Rural hospitals could use these funding 

opportunities to upgrade infrastructure to better integrate with other hospitals’ systems, hire more IT professionals to 

ensure a smooth transition and provide HIT training to hospital staff. As previous studies identified
4,7

, funding was 

not enough on its own to increase and accelerate rural HIT adoption. Solutions such as HHPs may be a useful way to 

leverage that funding.  

If HHPs were to be implemented, respondents said they would use them to implement key HIT technologies that 

rural hospitals have been slow to adopt. This is the most promising finding for the potential for HHPs to address the 

issues of HIT adoption in these hospitals. If they can be put in place, these systems would greatly increase rural 

hospitals’ ability to provide effective care to their patients.  

Limitations 

Due to the limited number of respondents, significant statistical conclusions could not be drawn from the data. 

Though a relationship was found between the desire to form HHPs and previous outsourcing experience, no 

significant relationships could be established relating attitudes to HIT to those regarding HHPs. This may suggest 

that these two issues are independent, or that we do not yet have enough information to form a full picture of the 

broader relationship. Further research will be necessary to address these questions. . However, the collected 

responses were able to provide us important descriptive insights into the views of the rural hospitals about HIT 

outsourcing that have not been reported in previous literature. We plan to conduct future rounds of surveys based on 

the findings from this survey with follow-up phone interviews to help increase the response rates.  
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Conclusion 

This study suggests that rural hospitals have differing attitudes towards HIT outsourcing, and that HHPs were an 

appealing solution to those willing to outsource. However, there are still many challenges that respondents said they 

must overcome to implement these partnerships. Further studies of rural hospitals that have overcome these 

challenges will be useful in understanding how HHPs can be developed. In addition, a comparative study of rural 

hospitals’ attitudes towards outsourcing could help us understand why some hospitals are more willing than others 

to seek outside assistance in regards to their HIT needs. 

Our findings support the existing understanding of rural hospitals’ attitudes to HIT and suggest that new solutions 

for outsourcing, such as HHPs, could be used to promote adoption. Potential barriers include concerns over 

complexity and disruptiveness, which require further study to fully understand. 
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Nursing; 3Fairview Health Services; 4University of Minnesota, Academic Health Center –IS, 
Research Development Services; 5University of Minnesota, School of Nursing 

Introduction and Background 
Academic health centers (AHCs) funded through Clinical Translational Science Awards (CTSA) 
develop infrastructure to accelerate research within the community and across CTSA sites.  
Clinical data repositories (CDRs) are key infrastructure components; however, the type of data 
included varies across CTSAs.  Only two CTSAs were found that include electronic health 
record (EHR) flowsheet data.  The goal of our research was to extend the University of 
Minnesota’s CDR with flowsheet data and determine the data quality for future research.  We 
identified five clinical conditions, the policies for documentation, and the consistency of 
documentation with these policies. The five clinical conditions are:  falls assessment, pressure 
ulcer assessment and prevention, pain management, urinary catheter management, and venous 
thrombosis embolism (VTE) prevention.   
Methods 
Flowsheet data were evaluated using manual chart reviews and CDR queries from a convenience 
sample of 30 patients from two hospitals (three units) associated with a health system’s EHR.  
The audits and queries were performed to understand hospital documentation compliance with 
hospital and unit policies and procedures for the five clinical conditions. Observations and semi-
structured interviews were conducted with staff nurses and unit managers to evaluate factors 
influencing documentation.    
Results 
The chart audit showed that nursing staff usually documented according to hospital policies for 
the five conditions (67%-97%).  Nurses entered critical values initially, then completed 
additional details in a subsequent flowsheet column later (6% of the data for pain had all data 
initially completed compared to 100% for fall risk). The requirement for adding a care plan and 
educating patients was highest for falls risk (100%) and lowest for pressure ulcers (17%). Nurses 
said they usually “chart down the hourly column” and seldom selected additional data not 
displayed. Nurses identified they were aware they should chart at the point-of-care but most 
(80%) did not chart in the patient’s room.  Requirements to chart “every shift” were difficult to 
manually calculate and there was no standard for a “shift” – it was defined as every 8 or 12 hours 
depending on the unit. The CDR queries were easier to track the frequency of ongoing 
assessments. Comparing the manual audit and subsequent CDR queries showed there was a high 
manual error rate (almost 20%).   
Discussion and Conclusion 
EHR flowsheet data quality is important for future research.  Data quality was evaluated based 
on documentation consistent with policies for five clinical conditions. Multiple flowsheet 
columns needed to be evaluated for timeliness of the initial assessment. CDR queries proved 
more reliable than chart audits. Currently, each organization defines flowsheet fields, values and 
workflows. Standardized flowsheet data representation is needed to compare within multi-
facility organizations and across other organizations.  

742



Health Literacy Redefined through Patient Engagement Framework 

Josette Jones, RN, PhD, Fatemah Aloudah, MS 

Indiana University – Purdue University Indianapolis, School of Informatics 

Indianapolis,IN 

 

Today, Internet is competing with traditional Medicine. People go online to seek information for 

their wellbeing, look up treatment options or to find patients like them. Thus, patients’ engagement in 

the healthcare system is becoming inevitable. A Pew recent study showed that 72% of U.S. adults 

have searched online for health information in the past year and 35% went online to diagnose a 

condition (Fox & Duggan, 2013). This has the potential to reshape patient-physician relationship and 

eventually the health care delivery at large.  

 

The government, recognizing the emerging role of patients, has launched an initiative that foster 

patient engagement, the “Patient Engagement Framework”, where patients are invited to a new era of 

health care where they become partners instead of “patients.”  

The Patient Engagement Framework (PEF) provides an excellent approach for healthcare providers 

to gradually engage patients using e-health resources and thus improve outcomes in terms of quality, 

safety and costs while meeting Meaningful Use criteria.  

 

However, a main barrier to engage patients is the limited health literacy skills for the majority of the 

patients. Only 12% of the American adults are proficient health literate (Kutner, Greenberg, Jin, 

Paulsen, & White, 2006). Based on the PEF, patients are assumed to be e-health literate. This poster 

reports on redefining health literacy in terms of Patient Engagement. The four types of health literacy 

as defined by the National Network of Libraries of Medicine: visual, information, computer and 

numeric (Health Literacy, 2013) will be re-evaluated for each level of the PEF. Revisions for the 

definition of health literacy will be proposed. The resulting levels of health literacy will be validated 

in a later study using the Delphi approach.  

The resulting health literacy defined through PE bridges the chasm between patients and health 

knowledge and consequently enable, empower and engage patients more efficiently in his/her care.  
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Validation of Semantic Synsets in Natural Language Processing  

Josette Jones, RN, Ph.D, Indiana University, Indianapolis, IN 

Abdullah Alzeer, RPh, MS, BC, Indiana University, Indianapolis, IN 
 

Abstract 

Natural Language Processing (NLP) is the electronic method to analyzing text. NLP is based on both a set of theories 

and set of technologies. The poster describes our initiative to validate our Natural Language Process at a Semantic 

level to analyze captured meaning in medical reports. The aim of this project is that prove that all sentences and 

proposition in a set have the same meaning. 

Method 

Since a significant portion of medical knowledge is largely embodied in narrative documents as free text, capturing 

and representing the semantic meaning of these documents would enable to create a bridge between clinical 

activities, evidence-based practice, and research. Natural Language Processing (NLP) system may represent this 

knowledge in various ways using one or more symbols (3-5). But the key point is that, no matter what formal 

knowledge representation system is used, each of these sentences should be represented by the same symbols since 

they are semantically equivalent.  Our research team has created synsets, sets of sentences that have the same 

meaning; in order to capture semantic meanings in the medical reports. Our assumption is if a set of sentences have 

the same meaning, then each sentence in this set has the same or at least 90% similar mapping to a “gold standard” 

in NLP: MetaMap. Additionally, we assume that, if the sentences match in meaning, then each sentence in the set 

has the same or at least 90% predicate argument statement (PAS). To validate our approach, we randomly selected 

10 synsets, each set has 100 sentences.  Then, a mapping algorithm was developed to extract results from MetaMap 

batch method and then apply our analysis. The analysis method will involve but not limited to manual process of 

validating meaning of each sentence. This process is performed by a pharmacist who is currently a PhD student in 

health informatics program. This poster demonstrates our approach to validation and preliminary results of the 

mapping of sentences with similar meaning.  

 

Future and expected results 

Our early results show semantic connection between the sentences of each set. In order to validate our process, a larger 

set of sentences must be tested. The learning process for our automated tools is expected to go through iterative 

calibration processes to reach a level of scientific satisfaction.  We hope that per succeeding in our effort; our method 

will be a proof of concept that syntactic natural language processing can be practically used in healthcare to aggregate 

accurate results from variable sources in healthcare field.  
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Abstract 

The purpose of this study is to develop and test the 
feasibility and reliability of a platform to log searches 
for health-related information throughout the WWW 
performed by “cancer survivors”, their relatives and/or 
friends within the context of daily living. A survivor is 
defined as a patient post-therapy and symptom free. 
Thirty cancer survivors’ along with their friends’ and/or 
relatives’ navigational behavior and queries will be 
electronically tracked for three months. 

Introduction 

A cancer patient may lack knowledge or hold unrealistic 
expectations about recovery and outcomes. He/she may 
have formed inaccurate assumptions and be unclear 
about his/her attitudes towards the desirability or 
undesirability of these outcomes. Sometimes a patient 
may be experiencing a lack of support or undue social 
pressure to decide one way or the other; or may lack 
self-confidence or skills to self-manage his/her care. 
Other times a patient may just want to reinforce what 
he/she already knows.  
Health-related websites have the potential to provide 
patients and their caregivers the needed information, 
allowing them to learn about health promotion strategies, 
disease- and condition-specific etiology and treatment 
options (1).  Research  has shown that cancer patients 
and their relatives access the WWW health resources 
when they covertly question the diagnosis and treatment, 
need to make sense of their cancer experience (2, 3) and 
have to acquire competence to face the serious illness(4); 
and often with demonstrated positive impact on the 
decision making related to care (5). 
Given these results, we assume that “cancer survivors” 
continue to use the WWW as an information source. 
Hence people living with or beyond cancer, and their 
caregivers, should have easy access to high quality 
information to meet their medical, practical, emotional 
and financial needs for years after treatment. To date, a 
paucity of published research exists related to the 
information needs of cancer survivors and their 
caregivers and ways these needs can be met.  

Research Design 

The objectives of this pilot study are to develop and test 
reliable data collection methods to discover and analyze 
regularities, patterns or trends from real world, real time 
WWW searches for direct and non-direct health-related 

information performed by cancer patients, their relatives 
and/or friends. Repeated and momentary sampling of 
thirty recovering cancer patients’ and their caregivers’ 
navigational behavior is proposed as the data collection 
method. The data collection period is set for three 
months. 
 
The poster describes the development and test of a 
project-developed portal to enable the convenient 
capturing and analysis of search behavior. It is 
anticipated that the project yields the following 
outcomes: (1) create an effective technique to understand 
recovery information needs. User logs will be mined for 
search terms, regularities in traversal pathways, to 
discover associations, and search strategies. (2) This 
study will have identified specific tasks in daily living 
that are leading to information seeking.  (3) These 
predictors will be used to explore how information 
sources support recovery in real-time. The successful 
development and evaluation of this project will have a 
significant impact on patient-centered health care 
information systems not only for breast cancer, but will 
be transposable for any chronic disease management. 
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Abstract 

To pinpoint automatically the best evidence for clinical decision-making, text-mining methods need to store all the 

full-text journal articles in a readable format and perform computations on them. The overwhelming number of 

journals and their copyright restrictions limit this. Hence, we surveyed 95 cardiologists randomly chosen across the 

US to obtain their subjective opinion on congestive heart failure (CHF) and identified the journals and other metrics 

necessary to automate the process.  

 

Introduction and Background: To overcome the significant barrier of clinicians’ lack of time in fully utilizing 

online health knowledge resources, we previously demonstrated the feasibility of automatically extracting relevant 

sentences from Medline abstracts
1
. However, much of the clinical information remains in the full-text body of the 

articles. The goal of this survey is to identify the top journals for heart failure. The survey results will be used to 

build a prototype clinical decision-making system for CHF prioritizing these journals and to develop a regression 

model to automatically prioritize the journals. 
 

Participants and Methods: All the corresponding authors with emails in Medline abstracts with the Major MeSH 

Term – “Congestive Heart Failure” (about 1500) were invited to participate in the survey. The participants had to 

anonymously consent that they are cardiologists and well familiar with CHF. Of the 100 subjects that consented, 95 

finished. A majority of them have been in practice for over 15 years and published more than 20 cardiology articles. 

We presented to them 59 randomly-ordered journals pre-selected by a team of 8 cardiologists at Mayo Clinic. They 

were asked to rate these journals by their value in information about CHF in a 1-5 scale (1=least value, 5=most 

value). 
 

Results: The mean of the rating averages is 2.42 and the standard deviation is 0.71. The top-9 journals with their 

rating averages are in the below table. The lowest rating average is 1.58 (Basic research in cardiology). A participant 

suggested that we also consider Circulation: CV Quality and Outcomes, which was not in the original list. 

The New England journal of medicine (4.35) Circulation (4.26) JACC (4.21) 

JAMA (3.83) Circulation. Heart failure (3.78) Lancet (3.77) 

JACC. Heart Failure (3.63) European heart journal (3.25) Annals of internal medicine (3.13) 
 

Discussion and Conclusion: While these ratings will help us move forward in CHF, we will also be using them to 

build a machine-learning model to automate the process for other topics. A preliminary linear regression model 

achieves an accuracy of over 80% using widely available journal metrics such as impact factor, h-index, number of 

articles per year and total citations per year. However, other factors such as clinical relevance and open access of the 

articles in the journal might be better indicators than these typical bibliometrics
2
. Our participants ranked the factors 

in this order: clinical relevance (77%), impact factor (64%), study design (42%), human vs. animal research (41%), 

etc. All these factors need to be taken in consideration for extending this work to other clinical topics and for 

ranking individual articles. 
 

Acknowledgements: This work was partly funded by NLM 1K99LM011389. 
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Volume Based Learning in Structured eVisits:  
Impact of Individual and Organizational Experience on Service Efficiency 

Changmi Jung MS1, Rema Padman PhD1, Linda Argote PhD1, Ateev Mehrotra MD,MPH2 
1Carnegie Mellon University, Pittsburgh, PA 

2Harvard Medical School, Boston, MA 
 

Abstract 

When a new type of service or technology emerges, stakeholders may experience a learning curve. eVisit is a new 
model of online care delivery for non-urgent, acute health conditions for which it is important to understand how 
efficiently the service is delivered in order to improve operational productivity and provider capacity. We 
hypothesize that this service efficiency is linked to individual and organizational learning patterns in the care 
delivery environment. This study examines how healthcare providers and their practice organizations exhibit their 
progress in learning to use structured eVisits, and furthermore, how this experience affects their service 
performance. Using physicians’ response times and patients’ wait times associated with eVisits in multiple primary 
care practices affiliated with a major academic medical center, we analyze the association between physicians' and 
clinics’ learning experiences and efficiency of eVisit service. Results demonstrate that there is evidence of individual 
learning with moderating factors with regard to physician eVisit processing time, but no evidence of organizational 
learning on both physician service efficiency and organization’s operational responsiveness (patient wait time). 

Introduction: Introducing online consultation or eVisit in traditionally operating outpatient practices raises two big 
challenges – learning the new technology by its users and integrating this additional care delivery channel into 
existing operational routines. Learning to use a new technology requires experiencing it as well as knowledge 
sharing among the users of the organization. Through accumulated experience, change in organizational knowledge 
takes place, defined as organizational learning1. Studies conclude that performance change is indicative of change in 
knowledge because objectively assessed, performance-based measures can capture both tacit and explicit knowledge 
and productivity improves as an individual and organization accumulates production experience1. Thus, we 
hypothesize that accumulated experience and knowledge sharing will enhance operational productivity over time 
with eVisit service deployed in outpatient primary care practices of a major academic medical center. 

Data and Methods: Using 1,301 eVisits from Sep. 2008 to Dec. 2010, we test our hypothesis that organizational 
and individual physicians’ experiences increase productivity with moderating effects by patients’ health complexity, 
ambiguity of the submitted eVisit, eVisit reason (symptoms), and physician workload. In addition, primary care 
providers (PCP) may respond to their patients sooner due to ‘patient familiarity’. As a disruptive technology, eVisit 
may force operational routines in each practice to change, hence we also hypothesize that patient wait times may be 
high at the inception stage, but may decrease over time as organizations adapt themselves to the new environment. 
We use physician response time (review and reply) as dependent variable and patient wait time (from submission to 
receiving reply) as an indicator of operational productivity. OLS is used as a primary analysis method coupled with 
various combinations of empirical specifications with physician fixed effect. 
Results: Results indicate that on average, response time decreases by 2.5% with 10% increase in individual 
physicians’ experience. Interestingly, individual physician's accumulated experience with eVisit decreases response 
time, but we found no evidence of organizational learning effect on response time. Operational productivity 
increases with increased organizational experience but it is statistically insignificant.  

Discussion: Individual experience seems to contribute to physicians’ productivity improvement, but there is little 
knowledge sharing within practices that may have led to further reduction in response time. Contrary to this increase 
in individual productivity, we found no effect on managerial productivity; individual/organizational experience does 
little to improve patient wait time. These are reasonable findings considering characteristics of PCP practices where 
little knowledge sharing is observed and operational management is less impacted by individual physicians, and the 
small number of daily eVisits may not be sufficient motivation for practices to adjust their operational patterns 
immediately. Ongoing studies will examine further details and extensions with additional data.  
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Preliminary Themes related to the Stakeholder Engagement for Automated 
Data Acquisition for Heart Failure  

Megha Kalsy, MS1, Natalie Kelly, MBA3, Jennifer H. Garvin, PhD MBA RHIA1, 2, 3 
1Department of Biomedical Informatics, 2Division of Epidemiology, University of Utah, Salt 

Lake City, UT; 3VA Health Care System, Salt Lake City, UT 
Abstract 
We undertook a stakeholder engagement process as part of a Department of Veteran Affairs (VA) study. We 
developed an automated data acquisition process for inpatient congestive heart failure quality measurement. We 
used thematic analysis to understand the context of implementation using a combination of the PARIHS framework1 
of Implementation Science and the Socio-Technical Model of Health Information Technology2. We identified 5 
preliminary themes associated with internal organizational features. 
 
Introduction 
The goal of our stakeholder engagement process was to understand the context of a potential implementation of an 
automated quality measurement system for inpatients with congestive heart failure. We used the PARIHS 
framework1, which includes the elements of evidence, context, and facilitation, as well as the Socio-Technical 
Model of Health Information Technology to guide our approach. Prior studies have shown that Health Information 
Technology (HIT) can be used as a facilitator within the PARIHS framework3. We used the Socio-Technical Model2 
and focused on four dimensions: hardware and software, clinical content, workflow and communication, and 
internal organizational features. Previous research found that internal organizational factors relate to sustained 
quality4 and therefore assessed themes related to this dimension of the Socio-Technical Model. We used qualitative 
techniques to undertake5 stakeholder engagement and analyze6 resulting data.  
 
Methods 
We used a snowball sampling technique to identify interviewees. We developed questions and an interview guide 
and undertook interviews. We summarized the main points in the interview and sent them to interviewees for 
validation. We used the validated summaries to generate preliminary themes (codes) to answer our research 
questions.   
 
Results 
We interviewed 10 stakeholders. The interviewees included, among other job categories: clinical quality specialists; 
directors of quality management, clinical analysis and reporting; epidemiology; clinicians and pharmacists; and 
program analysts. The range for the number of years working in the VA of interviewees was 10-35 years with 3 
interviewees unknown. And similarly, the range for the number of years working in quality/patient safety is 6-33 
years with 3 unknown. The preliminary themes associated with internal organizational features were use of:  
evidence based care, quality improvement, measurement and accountability processes, performance measurement 
mechanisms, and quality control reporting.  
 
Conclusion 
Stakeholder engagement process is essential to identify barriers and facilitators to HIT implementation. 
 
VA Disclaimer 
This publication is based upon work supported by the Department of Veterans Affairs, Veterans Health Administration, Office of Research and 
Development, HSR&D, Grant # IBE 09-069.  The views expressed in this article are those of the authors and do not necessarily represent the 
views of the Department of Veterans Affairs or the University of Utah School of Medicine. 
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Implementing QDACT-PC, a Continuous Learning System for Palliative Care  
 

Arif H. Kamal, MD1, Martha B. Adams, MD, MA2,3, Howard Shang3, Joseph Kelly3, Amy P. Abernethy, MD1,3 
1Division of Medical Oncology, Duke Cancer Institute; 2Division of General Internal Medicine and Division of Clinical 
Informatics; 3Center for Learning Health Care, Duke Clinical Research Institute,  
 
Abstract:  Palliative care continues to grow to care for the increasing number of persons with chronic and serious illness.   
In-step with remarkable clinical growth remains a timely need to rapidly and continuously build an ever-changing 
knowledge base to impact treatment decisions, near real time, and in a variety of care settings. Using a novel, hands-on 
multidisciplinary team spanning fields of medicine, information technology and quality; we developed the Quality Data 
Collection Tool for Palliative Care (QDACT-PC).  Testing has proven its usability and feasibility as an electronic solution 
to perform rapid learning in community palliative care.  Early experiences have been valuable to inform the underlying 
technical approach, quality improvement, decision-making, and research efforts.  Further longitudinal experiences will 
inform iterative refinements.  . 
 
Background:  Clinical palliative care (PC) services, the multidisciplinary care philosophy to improve quality of life in 
patients and families with serious illness, have grown six-fold over the last decade.  Despite this, research and quality 
monitoring systems needed to inform palliative care best practices remain immature.  Aligned with several other efforts in 
medicine, a proven rapid learning infrastructure to build the evidence base simultaneous to delivery of clinical care is 
sorely needed.   Further, the solution must be usable in community-based settings where constrained resources and 
clinician time are the norm1. 
 
Methods:  We formed a novel team of palliative care clinicians and administrators, data architecture experts and data 
analysts, software programmers and graphic designers, information security and data reporting experts, and health 
services, outcomes, and quality researchers; to build an electronic rapid learning solution for community palliative care.  
We integrated components of behavioral economics, implementation science, human factors engineering, and the Institute 
for Healthcare Improvement Change Model as our paradigms for development and testing.  Using industry-standard 
usability and feasibility testing alongside two pilot testing periods, we evaluated the implementability of the new solution.  
This was all performed within a novel, four-organization academic/community provider-led collaborative involving Duke 
University, called the Carolinas Consortium for Palliative Care2.        
 
Results:  We developed, tested, and implemented one of the first rapid learning systems for community palliative care 
whose question/response, user interface rules, reports and datasets are driven by a single common data element dictionary.  
Called QDACT-PC, for Quality Data Collection Tool-Palliative Care, this web-based, electronic user interface with 
secure data transmission to a central registry, has collected provider-entered, patient-reported data among 36 clinicians at 
four organizations.  We have demonstrated high usability across all five usual domains, high provider-reported 
satisfaction within feasibility tests, and uninterrupted implementation in community settings.  In only four months, 26,484 
data points across 492 patient encounters have informed two rapid PDSA cycle quality improvement projects targeting 
timely symptom management. These studied the added value of electronic monitoring versus previous paper-based 
efforts, and then personalized versus comparative conformance reports automatically produced by the system and sent to 
providers over 3 months.  Overall, in using QDACT-PC, quality measure conformance increased for timely dyspnea, 
constipation, and pain management from 6%, 4%, and 40%, respectively; to >90% for all three.  Further, clinical decision 
support has assisted in evidence-based decision-making that reflects an evolving standard of care.     
 
Discussion:  Leveraging data acquired during usual clinical care to improve future care processes remains a major priority 
for all stakeholders in medicine.  Current data collection methods aim to transition from the labor intensive chart 
abstraction or paper based data collection to collecting quality data as part of a standard patient encounter via an electronic 
medical records system.  Ideally, this is performed in a format that can be aggregated and compared across collaborating 
institutions and disparate electronic systems. Usable solutions addressing these priorities must integrate knowledge and 
expertise of multidisciplinary teams that span clinical care, technology, and behavioral sciences.  Longitudinal 
experiences and iterative improvements will continue to define characteristics of the ideal infrastructure in this setting.       
  
1. Kamal AH, Currow DC, Ritchie CS, et al: Community-Based Palliative Care: The Natural Evolution for Palliative Care Delivery in the U.S. J Pain Symptom 
Manage, 2012 
2. Bull J, Zafar SY, Wheeler JL, et al: Establishing a regional, multisite database for quality improvement and service planning in community-based palliative care and 
hospice. J Palliat Med 13:1013-20, 2010 
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Readmission Reduction: Automating LACE Risk Scoring in an EDW  
Jyoti Kamal, PhD; Rick Snow, MD; Mary Jane Fellers, RN, MBA; Mrunal Shah, MD  

OhioHealth, Columbus, Ohio 43215 

Abstract: OhioHealth is a nationally recognized health 

system in central Ohio, consisting of 8 hospitals and 55 

practice groups.  As part of a larger analytics initiative to 

implement an Enterprise Data Warehouse (EDW) as well 

as a targeted effort to reduce readmissions, the LACE 

model is being utilized and integrated with the EDW to 

create readmission risk scores for patients on a daily 

basis. Physicians will access these scores to proactively 

plan and coordinate care for patients based on their risk 

stratification.  The effectiveness of the model will be 

monitored by the trends in the readmissions dashboard. 

Introduction: OhioHealth has recently launched the 

development of an EDW
1
 as a high priority informatics 

service for data-driven, informed decision making. The 

OhioHealth EDW will act as the central source of 

information and business intelligence for all executives, 

clinicians and staff to gain deeper insights across the full 

spectrum of OhioHealth operations. The development 

efforts were accelerated through the adoption of 

Healthcare DataWorks’ (HCD) KnowledgeEdge solution 

for integrating clinical, financial, administrative and 

research data in an EDW. Understanding the need to be 

more proactive and cost effective in mitigating the impact 

of reimbursement changes for readmissions, OhioHealth 

has automated a risk scoring methodology in the EDW for 

all in-house patients to better manage readmission risks.   

Overview: Readmissions risk scores are calculated using 

the LACE model. The LACE index
2
 includes “length of 

stay (L); acuity of the admission (A); comorbidity of the 

patient (C) and emergency department use (E)” (Figure 

1).
 
The output of the calculation is a score between 1 and 

17, with 14 and above considered high risk. 

 
Figure1: LACE Index 

Method: Since the attributes required in the LACE model 
are already part of the EDW, the algorithm to calculate 
the readmission score is automated with a daily refresh of 

the EDW.  The subject areas within the EDW used to 

calculate the scores include: 
 Encounter: tracks clinical data for inpatients and 

outpatients, including in-house patients  

 Encounter Bill summary: tracks billing diagnosis, 

procedures, patient type, etc. for all encounters 

The algorithm scans the Encounter subject area for all in-

house patients and based on the LACE model assigns a 

score for the length of stay and acuity. It successively 

checks the Encounter Bill subject area for past diagnosis 

(comorbidities) for all encounters in the past one year and 

number of emergency visits in the last six months, 

assigning scores for each one. A report with the individual 

risk scores for each of the LACE attributes, along with the 

composite LACE index displayed in descending order is 

automatically triggered once the EDW refresh is 

complete. Physicians can access the report via the intranet 

site to help guide appropriate care coordination whether it 

is multi-disciplinary discharge planning, home health 

referral, patient communication, or follow-up 

appointments. In addition to providing drill down to more 

patient details from the report, EDW also enables 

extensive in depth analysis on these patients by payer 

mix, DRG, care provider, patient demographic, average 

cost of care, and clinical and/or financial outcomes etc.  

Conclusions and Next Steps: The report can be filtered 

by hospital, nurse station, working diagnosis, payer or any 

of the patient/encounter attributes available in the EDW. 

The initial focus, however, will be on patients with a 

working diagnosis of CHF, Pneumonia or COPD. The 

results from each hospital will be compared and calibrated 

using past data to better understand what scores constitute 

high risk for readmission at each hospital. The algorithm 

is also automated to maintain history of the LACE index, 

so trends over time can be measured and compared. The 

KnowledgeEdge readmissions dashboard will be utilized 

to provide insights into how well the risk scores are 

working and which interventions and initiatives are the 

most effective in reducing readmissions.  
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Attribute Value Score

1 1

2 2

3 3

4-6 4

7-13 5

>14 7

Not an urgent or emergent admission 0

Urgent or emergent admission 1

No prior history 0

History of myocarial infarction +1

Cerebrovascular disease +1

Peripheral vascular disease +1

Diabetes without complications +1

Congestive Heart failure +2

Diabetes with end organ damage +2

Mild liver disease +2

Any tumor (including lymphoma & leukemia) +2

Dementia +2

Moderate or severe renal disease +3

AIDS +3

Moderate or severe liver disease +4

Metastatic solid tumor +6

No visits 0

1 visit 1

2 visits 2

3 visits 3

4 visits or greater 4

Length of stay

Acuity

Comorbidities in 

the last one year 

(maximum score 

5 for a 

cumulative score 

of 4 and higher)

ER visits during 

the past 6 

months
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Informatics Careers in Industry: What Creates Business Value? 
Aaron Kamauu1 MD MS MPH , Michael N. Cantor2 MD, Hui Cao MD, PhD3,  Henry Wei4 MD 

 
1Anolinx, Salt Lake City, UT USA; 2Pfizer, Inc., New York, NY USA; 3AstraZeneca, 

Wilmington, DE USA; 4Aetna, New York, NY USA 
 

Abstract: Because of its multi-disciplinary nature, informatics is a field with applications in a variety of 
settings. Increasingly, industry is seeing the value of informatics training and hiring graduates and 
professionals in a variety of roles. Experience in informatics also provides the network and capabilities of 
a more entrepreneurial bent. Above all, in industry there is no one specific pathway to getting hired. This 
panel will draw on the diverse backgrounds and experience of the panelists to explain 1) how they arrived 
at their current positions and 2) how their informatics training and experience provides value to their 
companies.  
Panel learning objectives include: 

• Understand the varied career paths that informatics professionals may take 
• Identify the value informatics professionals bring to various health-related industries 
• Obtain recommendations for developing skills that are important in industry 
• Share experience in managing expectations and adjustment during career transitions 
 

 
 
Panel proposal: The panel consists of four informatics professionals with diverse backgrounds and 
pathways to their current positions. After brief introductions, the panel will devote much of its time for 
questions from the audience. Dr. Cantor will discuss his experience in academic medicine, as a CMIO, 
and now as a member of Pfizer’s Clinical Informatics and Innovation group who also continues to see 
patients 1 day/week. Dr. Cao  will discuss her transition from academia to consulting and then to 
applying biomedical informatics in personalized healthcare at a global pharmaceutical company. Dr. 
Kamauu will discuss his experiences in radiology/imaging informatics to electronic health records and 
on in to the pharmaceutical industry, and the entrepreneurial path he took to starting and growing an 
informatics-based company. Dr. Wei will discuss his transition from consulting to the health insurance 
industry, as well as his recent experience as a White House Innovation Fellow. 
 
 
All participants have agreed to participate in the panel. 
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Clinical Decision Support(CDS): From Theory to Practice 
Joseph Kannry MD1, David Bates, MD MSc2, Tonya Hongsermeier MD MBA3 , Michael 

Krall MD MS4 

1Mount Sinai Medical Center, NY, NY, 2Brigham and Women’s Hospital, Boston, Mass., 
3Lahey Clinic, Burlington, Mass., 4Kaiser Permanente, Portland, Oregon 

Abstract 

The promise of Clinical Decision Support (CDS) has always been to transform patient care and improve patient 
safety with delivery of timely and appropriate recommendations that are both patient-specific and more often than 
not appropriately actionable.  However, the users of CDS, providers, are frequently bombarded with inappropriate 
and inapplicable CDS that is frequently neither informational, integrated into the workflow, patient-specific, and 
may present out of date and irrelevant recommendations.  The life cycle of Clinical Decision Support begins with a 
request for CDS, continues with design and implementation, and concludes with ongoing knowledge maintenance. 
This panel will look at how using the best science and latest knowledge regarding CDS can create request and 
maintenance processes that work in the real world.  The full gamut of CDS options will be covered. Dr. David Bates 
will present the best science and knowledge behind CDS that works. Dr. Joseph Kannry will present a case study of 
CDS requests and design processes that use this science to generate useful, useable, and timely patient-specific 
recommendations. Dr. Tonya Hongsermeier will present best practices in knowledge maintenance. Finally, Dr. 
Michael Krall will present a case study of how knowledge maintenance at Kaiser Permanente results in appropriate 
and up-to-date CDS. 

General Description and Outline 

The promise of Clinical Decision Support (CDS) has always been to transform patient care and improve patient 
safety with delivery of timely and appropriate recommendations that are both patient-specific and more often than 
not appropriately actionable.  However, the users of CDS, providers, are frequently bombarded with inappropriate 
and inapplicable CDS that is frequently neither informational, integrated into the workflow, patient-specific, and 
may present out of date and irrelevant recommendations.  The life cycle of Clinical Decision Support begins with a 
request for CDS, continues with design and implementation, and concludes with ongoing knowledge maintenance. 
This panel will look at how using the best science and latest knowledge regarding CDS can create effective request 
and maintenance processes that work. In short, this panel will demonstrate how principles described  in the CDS 
literature result in a useful and effective CDS lifecycle that works in the real world. The full gamut of CDS options 
will be covered during the course of this panel. Each of the case study presenters, Drs. Kannry and Krall 
acknowledges and builds upon the work of Drs. Bates and Hongsermeier. 

Presenters 

Joseph Kannry, MD is Lead Technical Informaticist at Mount Sinai Medical Center.. Dr. Kannry has dual 
appointments in IT and Medicine at Mount Sinai Medical Center. He is Lead Technical Informaticist, EMR Clinical 
Transformation Group, Mount Sinai Medical Center. Dr. Kannry is an Associate Professor in Medicine, and a 
practicing board certified Internist at Mount Sinai’s IMA (Internal Medicine Associates). Dr. Kannry is a graduate 
of the Yale Center for Medical Informatics, a National Library of Medicine training program in Informatics. In 2009 
he was elected Chair of Clinical Information System Working Group (CIS-WG) of AMIA (American Medical 
Informatics Association) and re-elected chair with term ending in 2014. Dr. Kannry was Co-PI for a 1.5 million 
grant award by AHRQ to study the integration of Clinical Prediction Rules into a Commercial EMR and an 
investigator and Epic Lead on the eMerge2 grant which seeks to integrate genomic information at the point of care. 
In his capacity as Epic Lead he a member of the eMERGE EHR Integration Workgroup 
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In 2004, Dr. Kannry successfully led the Ambulatory EMR Selection process for Mount Sinai Medical Center and 
since 2005, he has been the Lead Technical Informaticist for the EMR Clinical Transformation Group. He oversees 
the Ambulatory EMR implementation for both the Hospital Based Practices and Faculty Practice Associates, the 
Personal Health Record implementation, Enterprise Clinical Decision Support, assists with the overall Inpatient 
Implementation the EMR rollout to Voluntary Physicians as well as working to support Mount Sinai's ACO.  In 
2013 Mount Sinai was recipient of the prestigious 2013 Davies Award for Enterprise EHR. The Davies award 
recognizes “outstanding achievement in the implementation and value” from EHRs.  

Dr. Joseph Kannry will introduce the panel as well as present a case study of CDS requests and design processes that 
use this science to generate useful, useable, and timely patient-specific recommendations. Dr. Kannry’s Enterprise 
work, in particular his role leading Enterprise Clinical Decision Support, coupled with his Informatics background 
make him uniquely qualified to give his presentation. 

David Bates, M.D., M.Sc. is Chief Quality Officer, Brigham and Women’s Hospital. Dr. Bates is an internationally 
renowned expert in using information technology to improve clinical decision-making, patient safety, quality-of-
care, cost-effectiveness, and outcomes assessment in medical practice.  A practicing general internist, Dr. Bates is 
Chief Quality Officer at Brigham and Women’s Hospital in Boston where he is also Chief of the Division of General 
Internal Medicine.  He is a Professor of Medicine at Harvard Medical School, and a Professor of Health Policy and 
Management at the Harvard School of Public Health, where he co-directs the Program in Clinical Effectiveness. He 
also serves as Medical Director of Clinical and Quality Analysis for Partners HealthCare. 

 

Dr. Bates is a graduate of Stanford University, and the Johns Hopkins School of Medicine. He began his fellowship 
in general internal medicine at Brigham and Women's Hospital in 1988, and he received an M.Sc. in Health Policy 
and Management from the Harvard School of Public Health in 1990.  He has been elected to the Institute of 
Medicine, the American Society for Clinical Investigation, the Association of American Physicians and the 
American College of Medical Informatics, and is past chairman of the Board of the American Medical Informatics 
Association. He serves as external program lead for research in the World Health Organization’s Global Alliance for 
Patient Safety.  He is the president-elect of the International Society for Quality in Healthcare (ISQua).  Dr. Bates' 
special research interests include clinical decision-making and affecting physician-decision-making, particularly 
using computerized interventions; quality of care and cost-effectiveness and medical practice; and outcome 
assessment.  He has published over 600 peer-reviewed papers. Dr. David Bates will present the best science and 
knowledge behind CDS that works. Dr. Bates is uniquely qualified to give this presentation due to his extensive 
work on clinical decision making and using computerized interventions to change provider behavior. 

Tonya Hongsermeier MD MBA is currently CMIO at Lahey Health.  Formerly, she was a Principal Informatician 
in Clinical Informatics R&D at Partners Healthcare System and has served as a Team Lead on both the AHRQ-
funded Clinical Decision Support Consortium project and the ONC-funded Advancing Clinical Decision Support 
project as well as Coordinator for the S&I Framework's Health eDecisions initiative. Prior to this, she served for 5 
years as Senior Corporate Manager for Clinical Knowledge Management and Decision Support. In this capacity she 
built a knowledge management team and lead implementation of a collaboration, authoring and content management 
platform for enterprise Clinical Decision Support. She also served as a co-chair for the Semantic Web Healthcare-
Life sciences Special Interest Group for the World Wide Web Consortium. She received her MD from Boston 
University and completed her Residency in Medicine and Fellowship in Clinical Nutrition at the Deaconess 
Hospital. She received an MBA in Healthcare Management from BU School of Management in 1995, and has held 
several positions in industry leading a variety of informatics efforts. Prior to joining Partners Healthcare System, she 
was VP for Knowledge Management Solutions and Patient Safety at Cerner Corporation. 

753



 
Michael Krall MD,MS is a Family Physician who has worked with Northwest Permanente, PC since 1983. He is 
the Northwest Permanente Medical Director of Clinical Knowledge Management and Decision Support. He is the 
former Chief of Primary Care of the Salem, Oregon Kaiser Permanente Northwest (KPNW) Medical Offices and the 
former president of the Oregon Academy of Family Physicians. He has worked on clinical information projects in 
KPNW since the late 1980s. In 2002 he completed a Masters of Science in Medical Informatics at the Oregon 
Health and Science University with a thesis on usability and usefulness of electronic health record alerts and 
reminders. Dr Krall has served in several clinical information system roles for the national Kaiser Permanente 
Program Office.  He is Physician Lead for the Kaiser Permanente Interregional Decision Support Subcommittee. In 
2010 Dr. Krall chaired the National Quality Forum CDS Expert Panel. He is Clinical Associate Professor of Family 
Medicine and Medical Informatics at the Oregon Health and Sciences University.Dr. Michael Krall will present a 
case study of knowledge maintenance from Kaiser Permanente that results in appropriate and up-to-date CDS. He is 
uniquely suited to give this presentation due to his work as Northwest Permanente Medical Director of Clinical 
Knowledge Management and Decision Support as well as his national involvement with CDS 

Issues to Be Examined: 

 Defining Clinical Decision Support 

 Identifying and summarizing the characteristics of successful CDS- 

 Reviewing the Clinical Decision Support Life Cycle 

 Case Study of Requesting and Designing CDS Using Best Practice 

 Defining Knowledge Maintenance 

 Reviewing the characteristics of successful knowledge maintenance processes and tools 

 Case Study of  Knowledge Maintenance Using Best Practice: \ 

Content Level: 40% Beginner, 60% Intermediate 

Intended Audience: Clinical Informaticians, Implementers, IT Operations, CMOs, COOs, CIOs, Physicians, Nurses, 
Informatics Researchers. 

All participants have agreed to take part on the panel. 
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Insights from the Implementation Forum’s Discussions: What Thirty 
Percent of AMIA Members Say about HIT Implementation and Use 

Participants:
- Moderator: Martha B Adams, MD, MA, FACP, Duke Center for Health 

Informatics, Duke University
- Organizer & Panelist: Bonnie Kaplan, PhD, FACMI, Yale Center for Medical 

Informatics, Yale Bioethics Center, Yale Information Society Project, Yale 
University 

- Organizer & Panelist: Ross Koppel, PhD, Sociology Department and the Center 
for Clinical Epidemiology and Biostatistics, University of Pennsylvania

- Panelist: Craig Kuziemsky, PhD, Telfer School of Management, University of 
Ottawa

- Panelist: Kourosh Ravvaz, MD, MPH, Laboratory for Public Health Informatics 
and Genomics, Biomedical and Health Informatics, University of Wisconsin-
Milwaukee

- Panelist: Heather Sobko, PhD, RN, Ruth L. Kirschstein Postdoctoral Fellow, 
Comparative Effectiveness and Outcomes Research, Department of Preventive 
Medicine University of Alabama at Birmingham

Over 30% of AMIA’s members are part of the Implementation listserv.  Since its inception in 
September, 2012, members have ardently discussed, debated, and shared wisdom about implementation and 
HIT.  This unique, cross-working group listserv was formed to reduce redundant postings generated by the 
CIS, ELSI, Evaluation, and POI Working Groups' listservs.  The mega-discussion about implementation 
addresses barriers, challenges, and lessons learned about implementing HIT, as well as ways to maximize 
adoption and to make “meaningful use” meaningfully useful.  Listserv participants confront what is well 
understood and what is not, disseminate knowledge, and suggest research agendas to inform practice and 
policy.  The listserv reflects AMIA members’ systematic and rigorous thinking about implementation 
issues.  

Panelists will discuss themes and knowledge emerging from listserv content, focusing on five 
salient areas: education, HIT integration with workflow, pros and cons of current systems, nursing 
perspectives, and user experiences (including ethical concerns).  They will present examples of how listserv 
participants are informing AMIA’s membership about their experiences with HIT; and the challenges, 
successes and lessons learned.  Panelists are current or former working group chairs and informatics 
thought leaders who make up AMIA’s Implementation Forum Steering Committee (with John Holmes, 
Gilad Kuperman, and Donald Schnader).

This panel addresses most conference themes and provides multi-disciplinary viewpoints.  To 
ensure this broad-based approach to provide value to a wide spectrum of AMIA membership, instead of the 
typical four-person panel of 15 minute presentations, the five panelists each will present for 10 minutes 
following an introduction to the Implementation listserv and Steering Committee’s on-going work.  This 
will provide 30 minutes for audience participation and questions.

Learning Objectives and Issues Examined:

Each of the panelists will discuss what the listserv’s literally thousands of exchanges tell us about: 
users’ hopes, frustrations, expectations, joys, successes, challenges, and lessons learned.  In addition, each 
panelist will discuss what the list tells us about interactions with vendors, implementers, clinicians, 
consultants, and IT personnel.

Attendees will be able to:
- Articulate key issues in the relationships between workflow and HIT success 
- Understand members views on the pros and cons of implementation strategies and vendor offerings
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- Better understand users’ perspectives on their HIT experiences and how they relate to implementation 
and use

- Apply insights on improving continuity of care, patient safety, and nursing practice 
- Benefit from educational and research resources discussed in the listserv 

Audience: The session will be of interest to all AMIA members. 

Panelist Presentations: 
.

Bonnie Kaplan, PhD, FACMI, of the Yale Center for Medical Informatics, is also a Yale 
Interdisiciplinary Bioethics Center Scholar and a Faculty Fellow of the Yale Law School’s Information 
Society Project.  She authored chapters on qualitative and mixed-method evaluation in the key evaluation 
textbooks and published seminal methodological and review papers and evaluation studies. Her research 
concerns informatics ethical and legal issues, user perspectives and experiences with HIT, and ethnographic 
sociotechnical evaluation.  Her work on HIT failure and on ethical issues in telehealth were among the most 
read papers the year they were published.  Dr. Kaplan is past chair of the American Medical Informatics 
Association’s Ethical, Legal, and Social Issues Working Group; served twice as chair of the AMIA People 
and Organizational Issues Working Group; and was previously chair of the Organizational and Social Issues 
Working Group of the International Medical Informatics Association.  She is a fellow of the American 
College of Medical Informatics and a recipient of the AMIA President’s Award.  

As with all of the presenters, Dr. Kaplan will provide lessons from the list.  She will especially 
focus on informative and illustrative postings about users’ experiences and on the ethical concerns raised by 
those experiences.  The way end users think about and experience health information technologies 
profoundly relates to the ways they use (or do not use) them.  Ultimately, each user interacts with the 
software in ways that are beneficial, counterproductive, or both.  Their experiences relate to relationships 
among clinicians and patients, what EHRs means to the people involved, and how EHRs relate to their 
work and roles as clinicians and patients.  Dr. Kaplan’s analysis of the listserv harvests the thousands of 
comments and insights about the way users experience HIT. 

Ross Koppel, PhD, FACMI, is a leading scholar of healthcare IT and of the interactions of people, 
computers, and workplaces.  He has a special interest in workarounds.  His articles in JAMA, JAMIA, 
Annals, NEJM, Health Affairs, etc. are considered seminal works in the field.  Professor Koppel is on the 
faculty of the Sociology Department, University of Pennsylvania and on the faculty of the Medical School 
at UPenn, where he is the Principal Investigator of the Study of Hospital Workplace Culture and 
Medication Error.  Dr. Koppel is also the Internal Evaluator of Harvard Medical School’s project to create a 
new HIT architecture. In addition, Ross Koppel is co-investigator of the National Science Foundation 
Project on Safe Cyber Communication and Smart Alerts in Hospitals.  At the American Medical 
Informatics Association, he is also past chair of the Evaluation Working Group and a member of the 
Usability Task Force.

Professor Koppel focuses on the use of computer systems in situ.  His work combines 
ethnographic research, extensive statistical analysis, surveys, and usability studies. Recently he co-authored 
the AHRQ Guide to reducing unintended consequences of HIT, www.ucguide.org.  His newest book, First 
Do Less Harm: Confronting the Inconvenient Problems of Patient Safety (Cornell Univ. Press, 2012) was 
published this May.

Dr. Koppel’s presentation will focus on the listserv’s discussions of clinicians’ and institutional 
leaders’ interactions with vendors, implementation teams, consultants, and interdepartmental issues.  
Koppel will present the range and depths of discussions and debates put forth by listserv members as they 
seek to implement, modify, improve, and use the various HIT systems.  He will also discuss the many 
contributions by members about the need to integrate the many HIT systems found within each institution
—itself a much under-examined but major concern.  Among the contributions to the listserv are many 
comments and insights by vendors and CMIOs. These also will be discussed. 

Craig Kuziemsky, PhD, is an Associate Professor and director of the Master of Health Systems 
Program in the Telfer School of Management at the University of Ottawa.  His research interests include 
modeling  and  designing  information  systems  to  support  collaborative  healthcare  teams.  He  is  also  
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researching healthcare interoperability with a focus on process interoperability. He is co-chair of the IMIA 
working group on Organizational and Social Issues, and associate editor of the Journal of Interprofessional  
Care. 

Understanding the impact that HIT has on work practices remains a work in progress. While HIT 
may effectively automate a task (i.e., CPOE, handovers) the emergence of unintended consequences as a 
side  effect  of  task  automation  is  well  known.  While  we have  standards  for  technical  interoperability, 
standards  for  people  and  process  interoperability  are  far  less  defined.  Yet  people  and  process 
interoperability  is  a  frequent  cause  of  HIT implementation  issues.  We must  consider  HIT design  and 
evaluation  from the  perspective  of  integration  as  healthcare  delivery;  not  a  set  of  mutually exclusive 
activities but rather an integrated system of people, tasks, and technologies. Further, we must recognize 
components interact constantly; it is not static but rather is co-constructed constantly. 

Dr. Kuziemsky’s presentation will provide perspectives on the discussion forum data with regards 
to HIT integration and work practices. He will outline the integration issues that have been identified and 
the approaches and methods used to study and overcome these issues. Finally he will provide insights on 
how we can better understand the embedded nature of work practices in order to design and evaluate HIT to 
achieve people, process, and technical interoperability. 

Kourosh Ravvaz, MD, MPH, is a PhD Candidate in Biomedical and Health Informatics at the 
University of Wisconsin-Milwaukee.  As a member of the Laboratory for Public Health Informatics and 
Genomics, he has been working on different projects addressing the research questions associated with 
biomedical and health knowledge translation continuum from discovery to dissemination, implementation 
and adoption of effective interventions. His current research focus is to develop in-silico modeling and 
simulation platforms to facilitate the process of knowledge translation and conduct outcome research at 
individual and population levels. Dr. Ravvaz represents the AMIA Student Working Group on the AMIA 
Implementation Group and also leads the group’s education and reference team. 

Dr. Ravvaz’s presentation will focus on the educational value and contents of the forum’s postings 
to keep medical informatics trainees abreast of the latest developments and real-world implementation 
challenges within the ever-changing electronic health record systems (EHRs) landscape. Students and 
professionals of this multidisciplinary field are required to equip themselves not only with professional 
knowledge but also with knowledge, lessons, and experiences others learned during implementation of 
EHRs so that they would be more prepared for dealing with the implementation and utilization of health 
information systems. 

Heather J. Sobko, PhD, RN, of the University of Alabama at Birmingham, Department of 
Preventive Medicine, is a Postdoctoral Fellow specializing in comparative effectiveness and outcomes 
research.  Dr. Sobko created a new theoretical model for transdisciplinary research-informed 
implementation processes, “Synergistic Science Transdisciplinary Model of Implementation and 
Evaluation” and demonstrated the model’s effectiveness through the creation and implementation of several 
real-world applications. She is the Founder of i-HEROS (an interactive health robotics company) and IVR 
Care Transition Systems (a comprehensive IVR-supported communication tool for patients and providers). 
Dr. Sobko is a member of the AMIA Affiliation, Structure and Membership Engagement Task Force; Chair, 
Membership and Outreach Committee; and Chair, Nursing Informatics WG Membership Committee.

Dr. Sobko will describe the critical nature of the nurse perspective in the implementation process 
based on nurses’ listserv postings, focusing especially on transitions of care, the role of nurses, and the 
place of new technology to improve those processes.  

Moderator:
Martha B Adams, MD, MA, FACP, is Professor of Medicine, Emerita, at Duke University.  She is 

Chair of the AMIA Working Group Steering Committee and a member of the AMIA Board of Directors.  
She is the Project Coordinator for the Implementation Forum Steering Committee.  Dr. Adams is the recent 
PI of a Susan G. Komen telegenetics study and she has published studies involving mobile technologies as 
well as participated in research involving behavioral health informatics.  Presently she is working with 
Duke and Dutch colleagues to address communication of guidelines for antimicrobial stewardship.  She is 
also working with the Duke Center for Learning Health Care for point-of-care quality monitoring which 
simultaneously informs the evidence base for best practice.  Her background as a clinician of 30 years 
experience further supports the role of moderator for this panel.
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Challenges Implementing Pharmacogenomic Decision Support in the 

Enterprise Clinical Rules Service 
Neelima Karipineni, MD, MMSc
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1
, Howard S. Goldberg, MD

1,2,3
 

1
Clinical Informatics Research and Development, Partners HealthCare System, Boston, 

MA, 
2
Division of General Internal Medicine, Brigham and Women’s Hospital, Boston, MA, 

3
Harvard Medical School, Boston, MA 

 
Abstract 
The barriers to development of pharmacogenomic decision support are not well defined. In order to explore these 

barriers, we implemented the Clinical Pharmacogenetics Implementation Consortium (CPIC) guideline for Codeine 

therapy as part of ongoing content development for the Clinical Decision Support Consortium (CDSC). While we 

were able to successfully implement the guideline, we identified lack of standards for storage, representation, and 

exchange of genomic data as significant obstacles to widespread implementation of pharmacogenomic decision 

support.  

 

Problem 

Pharmacogenomic decision support with real-time phenotype classification is felt to be a critical enabler to the 

practice of personalized medicine; however, the barriers to implementing pharmacogenomic decision support are 

poorly understood. 

 

Purpose 

Codeine metabolism is governed by genetic variants of the cytochrome P450 2D6 enzyme, with slow metabolizers 

seeing little analgesic effect from standard dosing and ultrarapid metabolizers being at high risk for opioid toxicity. 

We sought to better understand implementation requirements through prototyping the CPIC guideline in the 

Enterprise Clinical Rules Service (ECRS), a scalable, interoperable decision support service.
1
  ECRS allows us to 

quickly develop decision support that can be shared across healthcare settings and diverse EHR platforms. 

 

Results 

We implemented the CPIC guideline as a ruleset that is executable on laboratory data in any format currently 

accepted by ECRS. We designed the rules to use a laboratory result with a LOINC code representing the nominal 

CYP2D6 gene mutations and an expected result value of the CYP2D6 diplotype expressed using the star allele 

notation. We authored the intervention as a series of tasks in a rule flow using custom and standard system 

components, including a rudimentary parser to extract individual alleles and copy numbers from the laboratory 

result, decision tables to determine activity score and phenotype, and production rules to generate a final 

recommendation.  Evaluation of the ruleset produces a standard ECRS recommendation that includes a dosing 

recommendation message that can be consumed by an ordering system and displayed to a provider. 

 

Conclusions 

We found that the ECRS supports development of pharmacogenomic decision support that could be widely 

shareable.  However, we identified multiple barriers, including the lack of structured genomics data in laboratory 

repositories, lack of widely accepted laboratory reporting standards for genomic test results, and lack of widely 

accepted genomic data exchange standards, all of which could be addressed only by the development of extensive 

customizations at every client institution.  As the pace of identification of actionable genomic variants accelerates, 

the development of accompanying decision support is critically dependent on the removal of these barriers.  
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The dental plaque control record (PCR) recorded with mobile phone application could be 

used as personal health record (PHR) for the general health control. 

 

Shin Kasahara, Ryusuke Inoue, Eriko Kasahara, Chiaki Sato, Keiichi Sasaki. 

 

Abstract 

Recently, the relationship between dental diseases and systemic health has been 

pointed out. The dental plaque control record (PCR) is simple and convenient index to 

indicate degrees of periodontal diseases, and many studies have shown that there is a 

relationship between PCR and hemoglobin A1c which reflects control status of diabetes 

mellitus. In the present study, we introduce the system to record dental PCR by patients 

themselves with a mobile phone application, and investigate whether the system can 

contribute to the general health control. 

 

The dental plaque control record (PCR) is a score to indicate degrees of dental cleaning. 

Generally, dental PCR is calculated as the percentage of stained area to total dental 

surfaces after tooth stained in dental offices. (AMIA 2011, Poster No 125, Kasahara, 

Inoue, Nakazawa et al). It takes some time to measure PCR accurately, because stained 

tooth surface area is measured by dentists or dental hygienists in the dental clinic 

It is promising to contribute greatly to maintaining systemic good health if patients 

themselves can measure the PCR value and know their status of oral hygiene. 

By referring to degrees of staining in the anterior teeth, the dental healthcare 

professionals may predict PCR of the entire oral cavity. Thus, we compared the values 

measured by the method of this prediction and those obtained by regular counting 

methods. As a result, a high correlation was observed between these two values. It was 

suggested that PCR of the entire oral cavity 

could be determined by measuring PCR of 

front teeth (Figure). 

This result suggests that patients could 

understand their daily PCR status and use 

the PCR status for self-care only by 

capturing anterior teeth stain state with 

camera of mobile phones. Additionally, PCR 

data and image data could be saved as PHR 

and be used secondary. 
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Three years comparison of H-index of panel session participants of AMIA 

2012, 2011 and 2010 annual meetings 
Rahul Kashyap MBBS, Melissa Passe RRT, Taru Dutt, MBBS, Brian Pickering, MD, Vitaly Herasevich, MD, 

PhD 

Multidisciplinary Epidemiology and Translational Research in Intensive Care (METRIC), 

Mayo Clinic College of Medicine, Rochester, MN 

 
Abstract: Hirsch index (H-index) is used to assess the scientific quality of panels at national AMIA meetings in past 

couple of years. We compared the H-index of all the participants in panel sessions at the AMIA 2012 meeting and 

participants with doctoral degrees at the meetings of AMIA 2011 and AMIA 2010. The median H-score of 142, 122 

and 109 participants were, 8 (IQR 3-16), 9 (IQR 4-14) and 6 (IQR 2-13) respectively. 

 

Introduction: 

Attempts have been made to assess the scientific quality of panel sessions for AMIA national meeting by calculating 

the H-index of all panelists for past couple of AMIA national meetings
1-2

. The Hirsch index (H-index) is a tool that 

assesses the productivity and impact of the published works of a scientist
3
. We would like to study if this index 

could be used successfully as a marker of improvement of the scientific quality of panel sessions.  

In our present work we compared the H-index of all the participants in panel sessions at the AMIA 2012 meeting 

and participants with doctoral degrees who participated in panel sessions at the meetings of AMIA 2011 meeting 

with and AMIA 2010 Panelists. 

Methods: 

Scopus reference database has been used for automatic calculation of this H-index, which is equal to a number 

where the citation count is at least as high as the rank
1-2

.  A list of names of all participants for the panel sessions of 

the AMIA 2011 and 2010 program was drawn from the public meeting program in similar fashion as previously 

published manuscript
1
. Data regarding the published work of these participants available up to March 14

th
, 2013 was 

used for the calculations. Participants including moderators were excluded if the individual H-index could not be 

determined. For the final analysis, only panelists possessing doctoral degrees were included from 2010 and 2011 

meetings, all participants were analyzed from 2012 meeting. 

Results:  

A total of 32, 32 and 28 panel sessions were included in the analysis for AMIA 2012, 2011 and 2010. Out of the 

148, 148 and 128 participants, H-index could not be determined for 6, 5 and 8 participants receptively. A total of 21 

vs. 11 participants from 2011 and 2010 meetings were excluded as they did not have a doctoral degree. The median 

H index of the 142, 122and 109 participants who were included in this study were 8 (IQR 3-16), 9 (IQR 4-14) and 6 

(IQR 2-13).The range of individual H-index values was 0-81, 0-74 and 0-65 for AMIA 2012, 2011 and 2010. 

Discussion: 

The H-index is proven to be a successful marker of the quality of panel sessions. Increase in overall H-index in past 

three  years, not only indicate the quality improvement of these sessions’ but sets a trend also. 

  

There are, some limitations: 

1. Reported general limitations of Scopus
1
. 

2. As outlined
1
, For researchers with short careers, the H-index might not reflect their true achievement 

3. Yearly inflation of AMIA 2010 and 2011 panelist wasn’t taken in account. 

 

In conclusion, the H-index is found to be a reliable marker of the scientific quality of panels at national AMIA 

meetings and its use over a period of time, has been helpful in analyzing trends and would further help set up the 

panel qualification guidelines. 
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Abstract 

The ubiquitous availability of robust, standards-based clinical decision support (CDS) has been 

an important goal of the biomedical informatics community for many years.  While many 

notable efforts have been undertaken in this area, attainment of this goal has remained elusive.  

In 2012, the Office of the National Coordinator for Health IT (ONC) launched the Health 

eDecisions (HeD) initiative to directly address this important challenge.  The HeD initiative is a 

public-private partnership to develop and validate interoperability specifications that can be 

widely adopted to enable CDS at scale.  Included in the scope of HeD is the support for two 

broad uses cases:  the sharing of knowledge artifacts for import into CDS systems (Use Case 1) 

and the sharing of patient-specific inferencing capabilities through CDS Guidance Services (Use 

Case 2).  In this panel, HeD leaders and community members – including the CMO of ONC and 

a CDS vendor executive – will provide an overview of HeD, its methodology, and its 

deliverables.  HeD deliverables include functional requirements, interoperability standards, and 

pilot implementations of the standards by commercial CDS and electronic health record (EHR) 

vendors.  Standards developed and validated through HeD processes will be available to policy 

makers for potential inclusion in future EHR certification requirements.   
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Description 

 

The panel will be organized as follows: 

 

Time Speaker Topic 

10 min Reider ONC perspective on motivation for initiating 

HeD  

15 min Hongsermeier Overview of HeD and its methodology 

15 min Boxwala HeD Use Case 1: sharing CDS through standard 

knowledge artifacts 

15 min Kawamoto HeD Use Case 2: sharing CDS through CDS 

Guidance Services 

15 min Lee Pilots overview and vendor perspective 

20 min Reider Panel Discussion, and questions from audience 

 

Dr. Reider will serve as the moderator and introduce each of the panel members and their 

organizations.  He will also describe the motivation behind ONC’s sponsorship of the HeD 

initiative.  Dr. Hongsermeier will provide an overview of the HeD initiative and its methodology.  

Dr. Boxwala will describe activities related to HeD Use Case 1, which encompasses the sharing 

of CDS knowledge artifacts for import into clinical information systems.  Dr. Kawamoto will 

describe activities related to HeD Use Case 2, which utilizes CDS Guidance Services to provide 

patient-specific care recommendations through a software service.  Dr. Lee will provide an 

overview of pilot implementations of the HeD specifications by CDS vendors, EHR vendors, and 

other relevant stakeholder groups, and he will provide a vendor perspective on the value of CDS 

interoperability and of the HeD initiative.  This will be followed by a moderated question and 

answer session led by Dr. Reider, in which the audience will be actively engaged. 

 

Reider: Dr. Reider is the Chief Medical Officer of ONC and the executive sponsor of the HeD 

initiative.  Prior to his leadership role at ONC, Dr. Reider was the Chief Medical Informatics 

Officer of Allscripts.  Dr. Reider will moderate the session and discuss the motivation behind the 

ONC initiating and sponsoring the HeD initiative. 

 

Hongsermeier:  Dr. Hongsermeier is the Chief Medical Information Officer for Lahey Hospital 

and Medical Center, and she served as the Initiative Coordinator for HeD from its inception until 

January 2013.  Dr. Hongsermeier will provide an overview of the HeD initiative and its 

membership.  In particular, she will highlight the diverse and committed membership of the 

initiative, which includes numerous stakeholders from the government, academic, and vendor 

communities.  Dr. Hongsermeier will also describe the systematic methodology of the HeD 

initiative, which utilizes the ONC’s Standards & Interoperability Framework for developing and 

validating interoperability standards.  She will also describe core principles of the HeD initiative, 

which include collaboration, transparency, and pragmatism. 

 

Boxwala: Dr. Boxwala is a Principal Consultant at Meliorix, Inc., and he co-led the development 

of the HeD Use Case 1 specifications.  Prior to Meliorix, Dr. Boxwala led the Section on Clinical 

Informatics at the University of California at San Diego.   Dr. Boxwala will describe the 

functional requirements defined by the HeD community for Use Case 1, which encompasses the 
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sharing of order sets, documentation templates, and event-condition-action rules using a 

common, XML-based CDS knowledge artifact representation format.  Dr. Boxwala will provide 

an overview of this knowledge artifact representation format, which was adopted as a Health 

Level 7 (HL7) draft standard in January 2013.  He will also share examples of CDS knowledge 

artifacts represented using this standard format. 

 

Kawamoto: Dr. Kawamoto is Assistant Professor of Biomedical Informatics and Director of 

Knowledge Management and Mobilization at the University of Utah.  Since January 2013, Dr. 

Kawamoto has served as the Initiative Coordinator for the HeD initiative.  Dr. Kawamoto will 

describe functional requirements, interoperability specifications, and examples for Use Case 2, 

which encompasses obtaining patient-specific care recommendations through CDS Guidance 

Services.  Efforts for Use Case 2 were initiated in earnest in January 2013, following completion 

of much of the specification efforts related to Use Case 1.  HeD specifications for Use Case 2 

leverage the HL7 Decision Support Service standard, whose development was led by Dr. 

Kawamoto.  Interoperability specifications related to Use Case 2 are planned for balloting in 

HL7 in September 2013.   

 

Lee: Dr. Lee is the Vice President of Clinical Informatics at Zynx Health, which is a market 

leader in providing evidence-based CDS solutions.  Dr. Lee and his colleagues at Zynx have 

been intimately engaged in the HeD initiative, contributing hundreds of hours of effort to the 

initiative.  Dr. Lee will provide an overview of the piloting of HeD specifications by vendors.  

Piloting is an integral component of the HeD process, as it ensures the feasibility of the proposed 

approach and allows for enhancements to the specifications based on lessons learned.  Pilot 

activities have been successfully completed for Use Case 1 by multiple groups, including 

knowledge content vendors such as Zynx Health, Wolters Kluwer Health, and newMentor, and 

EHR vendors such as Allscripts  and Design Clinicals.  In addition, pilot activities for Use Case 

2 are anticipated for the fall of 2013.  Dr. Lee will also provide vendor perspective on the value 

of CDS interoperability and of HeD, particularly in relation to the ultimate goal of ensuring that 

all individuals receive the best possible care.  

 

Reider: Dr. Reider will lead a moderated question and answer session.  The focus of this session 

will be to obtain the panelists’ insights on how the HeD initiative can accelerate the achievement 

of improved health and health care.  Audience members will be invited to ask questions and to 

engage in the discussion. 

 

Participation statement 

All proposed panelists are aware of this panel submission and have agreed to participate in the 

panel if the proposal is accepted. 
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Abstract 

Health eDecisions is a public-private initiative sponsored by the Office of the National Coordinator for Health IT to 

enable scalable clinical decision support (CDS).  Included within its scope are the development and validation of 

standards to support (i) sharing knowledge artifacts for import into CDS systems and (ii) sharing patient-specific 

inferencing capabilities as software services.  The standards are being piloted by multiple vendors and may be 

considered for potential inclusion in future EHR certification requirements.  
 

Introduction 

Enabling advanced clinical decision support (CDS) at scale has been an important yet elusive goal of the health 

informatics community for many years.  In 2012, the Office of the National Coordinator for Health IT (ONC) 

launched an initiative known as Health eDecisions (HeD) to catalyze the development and validation of CDS 

standards that address this important need (http://www.healthedecisions.org).  Standards developed and validated 

through the HeD process will be available to policy makers for potential inclusion in future electronic health record 

(EHR) certification requirements.  

Methods 

HeD utilizes the ONC’s Standards & Interoperability (S&I) Framework, which provides a systematic and 

transparent process for developing and validating standards (http://wiki.siframework.org).  The S&I Framework is 

conducted through several distinct phases, including background information gathering; functional requirements 

specification; standards selection, harmonization, and development; pilot testing; and evaluation.   

Results 

Two use cases have been defined as being within the scope of HeD: the specification of a standard CDS knowledge 

artifact format for order sets, documentation templates, and event-condition-action rules (Use Case 1), as well as the 

specification of a standard approach to obtaining patient-specific inferences from CDS Guidance Services (Use Case 

2).  Use Case 1 has led to the adoption of a new CDS knowledge artifact implementation guide as a Health Level 7 

(HL7) draft standard, and the standard has been successfully piloted by multiple EHR vendors and knowledge 

content vendors.  Specifications related to Use Case 2 are in the process of being reviewed as candidate HL7 

standards.  Standards adoption and vendor piloting for Use Case 2 are anticipated to occur in the fall of 2013. 
 

Conclusion 

In a timeframe unprecedented in the area of CDS interoperability, the HeD initiative has brought together a broad 

range of stakeholders to develop and validate standards for enabling CDS at scale.  We anticipate that the efforts of 

this community will make an important impact on the interoperability and availability of CDS in the years to come. 
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FEASIBILITY OF MOBILE PHONE TECHNOLOGIES TO ENGAGE HOMELESS PERSONS IN 
OUTPATIENT CARE. 
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INSTITUTIONS:  
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2. Health Policy and Management, Boston University School of Public Health, Boston, MA, United States. 
3. Department of Quantitative Health Sciences, University of Massachusetts Medical School, Worcester, 
MA, United States. 
 
Objectives: The health of homeless persons is among the worst of any vulnerable group. They 
use emergency department and inpatient care more, and ambulatory care less, than the general 
population.  We sought to evaluate the feasibility and acceptability of mobile phone text 
messaging to improve homeless persons’ linkage to and engagement in outpatient health care 
services.  
 
Methods:  Survey and qualitative interviews with sample of 106 homeless or unstably housed 
veterans living in the Boston metropolitan area. We summarized descriptive survey statistics 
and we analyzed qualitative interview field notes using grounded theory methods.   
 
Results: Participants were 27-65 years old (mean of 53.1) and 77% were white. Most (88%) had 
a working mobile phone.  A third of the phones (29%) were smart phones.  Most participants 
with a mobile phone used texting (71%).  Of the total sample, 94% were interested in receiving 
mobile phone reminders (calls or texts) of upcoming appointments and an equal percent were 
interested in receiving a mobile phone call or text message from their health care provider if 
they had not had a health visit in a long time (e.g. 1-2 years). 
 
Qualitative data indicated that accessing health care is challenging for homeless persons due to 
communication barriers (e.g. lack of mailing address) and reliance on public transportation.  
Many stated that mobile phone reminders would be useful to keep track of appointments, “A lot 
of us vets our memories aren’t that great and to receive something on a cell phone like a text 
message letting me know two days from now I have an appointment --- Yeah, that would be 
very helpful.”   Participants liked text messages because they can be read multiple times, are 
less intrusive than phone calls, and can be responded to at one’s convenience.  
 
Conclusions:  Homeless persons own and use mobile phones, and would be interested in text 
message appointment reminders. This may be an effective means of increasing homeless 
persons’ use of outpatient healthcare services and improving management of chronic 
conditions. 
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Abstract 

Clinical handoffs involve the rapid transfer of patient information from one provider or team to another, through 

activities which may introduce errors and affect care delivery. “Cross-coverage” requires quickly familiarizing 

oneself with unfamiliar patients whose management plans were established by another provider or team. Through this 

work, we describe physicians’ information seeking approaches within an electronic medical record (EMR) during 

physician handoff and chart biopsy at a major academic medical center. We conducted simulated handoff sessions 

and interviews with 21 physicians using standardized patient cases and we analyzed screen capture data, and video 

and audio recordings of interactions with the EMR and handoff printouts. We found highly variable navigation of the 

EMR but greater similarity in physicians’ EMR navigation behavior when the chart review was prompted by simulated 

interruptions. Understanding how physicians seek and assimilate patient data can inform handoff tool design and 

suggest strategies for explicitly supporting EMR chart biopsies. 

Introduction 

Hospitalized patients typically require care from multiple teams of providers whose work shifts align to provide 

continuous 24-hour care.  To manage this process, providers conduct clinical handoffs that involve the transfer of 

information and accountability from one provider or team to another across shifts1. At academic hospitals, rules 

governing consecutive resident physician work hours have increased the frequency of handoffs to at least twice daily2. 

Based on recent length-of-stay data, physicians hand off the care of the average U.S. inpatient at least nine times per 

admission, introducing the potential for harmful communication errors at each transition3. Communication failure has 

been shown to be the key preventable contributing factor for adverse events, reported in 60% of sentinel events4, 5. A 

growing body of literature documents widespread efforts to improve the quality of handoffs through standardization 

of care transitions1, 6. However, handoff norms and practices often develop informally, and physicians learn them from 

peers or attendings7. As a result, handoff processes may vary widely, and formal training in handoffs is uncommon8.  

Evening handoffs are unique as they often involve ‘‘cross-covering.” A cross-covering physician is responsible for a 

patient when the primary team is absent from the hospital9. These physicians typically manage a larger number of 

patients at night, most of whom they have never met or examined. Clinical encounters allow physicians to collect 

large amounts of medical, social and administrative data and organize those data into a mental model of the patient10, 

11. These mental models allow them to integrate new information and make inferences about changes in a patient’s 

condition, based on prior knowledge of the patient’s situation. To maintain continuity of care, cross-covering 

physicians must build accurate mental models of patients whose care they are assuming. They do so through the 

information exchanged during the handoff and through a quick and efficient chart review. This process of reviewing 

the chart to create a mental snapshot of the patient has been called “chart biopsy” by some authors12.  

The growing use of electronic medical records (EMRs) has facilitated the development of electronic tools to support 

handoffs. These electronic tools combine patient data abstracted from the EMR and free-text boxes allowing for a 

narrative record. Pre-populated data typically include demographics, room number, vital signs, laboratory data, and 

current medications. Free text boxes are often used for an informal summary of the patient’s history of present illness, 

problem list, treatment plans, and to-do list for the oncoming provider. Handoff tools display this patient information 

in a structured format,13 and physicians often print it out to use as a reference and they annotate it during their shift. 

The use of such handoff tools data may aid the chart biopsy process.  

Although workflow studies show the benefits of using a handoff tool integrated with an EMR,14 most 

recommendations for the content of verbal physician handoffs and the manner in which such content is acquired and 

communicated are not well supported by evidence15, 16. Observational studies, surveys and recall studies have 

generated suggestions for improving handoff quality, including face-to-face communication, interactive questioning, 

and standardization through mnemonics and checklists17, 18. However, these studies do not describe the process of 

physician data collection or provide an understanding of how physicians use the EMR when cross-covering to develop 
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mental models of patients. While some patterns of EMR navigation patterns have been described,19 repeated switching 

between EMR and paper resources, and between structured and less structured data suggest that the level of experience 

may affect the way and effectiveness of data gathered to develop these mental models20.  

In this study, we studied physicians’ reasoning and use of the EMR after receiving the handoff of four simulated, 

standardized clinical scenarios to uncover opportunities for redesign of electronic clinical tools to better support data 

collection (or chart biopsy). Specifically, our analysis for this paper seeks to accomplish the following: 

1. Describe the chart review process through measurement of user time spent within various EMR sections and 

sequence of pathways between sections. We hypothesized that the habitual order of review of EMR sections 

would trump the order motivated by clinical reasoning (for example early diagnostic hypothesis generation 

which drives data collection). 

2. Describe the effect of a clinical cue on the chart review process. We simulated text pages from nursing staff 

to create interruptive cues, which are a common form of work interruption. We hypothesized that the chart 

review pathway for a patient would be more similar among participants responding to a cue, than during 

“naïve,” unprompted chart reviews.  

3. Evaluate the impact of physician experience on chart biopsy behavior. We hypothesized that attendings 

would follow a shorter, more purposeful pathway compared with residents, as studies show that they tend to 

have a more holistic, less detailed approach21. We also predicted that attending pathways would vary 

extensively based on prior clinical reasoning studies showing small overlap of pertinent features used by 

experts for problem solving22. 

Methods 

Case preparation: From a population of patients managed by two investigators (JB, AW) between Jan 22, 2011 and 

Feb 21, 2012 at two academic medical centers, investigators (KB, AW, JB) identified 6 internal medicine admissions 

and 2 consultations. Selected cases represented a spectrum of clinical complexity and available medical information 

in the EMR. We chose to use real patient charts rather than to create fictitious cases. Due to the complexity of the 

EMR system, creating the wide range of clinical notes, laboratory data and imaging results in a realistic manner would 

not have been feasible. We generated a back-dated case summary page in place of the actual EMR page as this section 

is dynamically linked to an active admission, and therefore would not show the correct data for the selected patient at 

the time of the study sessions. Cases are listed in Table 1. For each case, we created a nursing page event (interruptive 

cue), prompting the participant to review the medical chart and reflect on next steps. These fictitious events were 

chosen with varying degrees of urgency (hemodynamically stable fever, for example, or acute shortness of breath) 

and represent common concerns for which an internal medicine physician would be paged. The original electronic 

handoff printouts, containing auto populated medical data from the EMR and direct physician input, are deleted every 

24 hours. We therefore also re-created back-dated handoff printout summaries. Two investigators (JB, AW) also 

prepared and audio-recorded handoffs for each case.  

Table 1. Overview of patient cases and content of interruptive cues used during simulation.  

 

Participants: We recruited volunteer residents and attendings in Internal Medicine from two academic hospitals, and 

in Family Medicine (one site) between August 2012 and January 2013. All sites share a Cerner Millennium-based 

EMR system with an integrated electronic handoff tool (CORES).13  As compensation, all participants were entered 

into a drawing for two gift cards. The study design was reviewed by the university’s Human Subjects Division. 

Case Main diagnosis Page event

A Pancytopenia with perirectal erythema "Pt shivering, should we take blood cultures?"

B Acute pancreatitis "Pt tremulous and agitated, can we give Ativan?"

C Sepsis in HIV patient "Vancomycin tough 24, should we give next dose?"

D Cecal bascule "FYI - Pt BP is 182/108, asymptomatic"

E Esophagitis and diabetic ketoacidosis "PT had 10 beats of V-tach"

F Leg hematoma and panhypopituitarism "FYI - Pt BP 90/50, asymptomatic"

G* Dyspnea in a polytrauma patient "Pt would like an update on his condition"

H* Perioperative care (ankle surgery) "Pt is having chest pain 3/10, ECG pending"

* Consultation cases 
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Simulation: To understand physician interactions with an EMR and an electronic-based handoff tool, we simulated an 

evening handoff in which the participant begins a cross-cover night shift. Study participants began their simulated 

evening shift by receiving a standardized, pre-recorded audio handoff of four patients. Cases were block randomized 

by type (admissions and consultations), with three admission cases and one consultation assigned to each participant. 

Participants were given the opportunity to ask questions after each recording to maintain some of the interaction that 

occurs during actual handoffs. Subjects were also given printouts from the electronic handoff tool for each of the four 

cases and were invited to annotate these as they might during an actual handoff. Following the handoff, subjects further 

assumed patient care through a medical chart review. During this 25-minute EMR review, participants received an 

interruptive cue once for each patient about a new clinical concern such as low blood pressure. Participants verbally 

described their planned response to the page (for example, calling the nurse back to ask for a new set of vitals). The 

order of interruptive cues for each participant was predetermined prior to data collection and was not related to the 

actual order of chart review chosen by the participant. Cues occurred at approximate 4-minute intervals. EMR 

interactions were captured using a screen capture tool and interactions with handoff printouts were video-recorded. 

At the conclusion of the EMR review, we staged an urgent departure from the hospital, requiring participants to give 

a verbal sign-out of the four cases to a new provider. Following the simulation, participants were asked to comment 

on their EMR use for two of the four patients using a screen capture recording of their chart review in order to probe 

their clinical reasoning, EMR use, and use of handoff printouts for patient assessment (stimulated recall). All sessions 

were conducted using a portable handoff simulation lab at clinical sites where participants worked. In this study, we 

use the term “handoff” when the participant is the receiver, and “sign-out” when the participant is providing 

information at the end of the simulation.  

Data collection: For each subject, we collected the following data: (1) demographics, medical specialty, and duration 

of medical practice; (2) screen capture of all EMR interactions using Morae 3, a usability assessment software; (3) 

annotated printouts or other notes taken during the session and video recordings of all annotations synched with the 

screen capture software; (4) timing of pages relative to the chart review of the case, (5) field notes taken by 

investigators during the session. For the pathway analysis, we grouped EMR pages with similar or overlapping content 

(e.g., vital signs, nursing codes and basic labs are available in both the “IView note” and “Result Review,” and were 

grouped together as “Results” section for this part of the analysis). 

Data Analysis. Using Atlas.ti 7.0, three of the authors (LK, SK, CA) coded the navigation behavior of the participants 

using a video export of the screen capture data recorded by the Morae software during each simulation session. We 

created a preliminary codebook consisting of different pages in the EMR and notable events such as annotations, 

interactions with researchers, and interruptive cues sent to participants during the simulation. The coding team 

iteratively revised the codebook through several rounds of reviews of the coded data to more concretely define the 

observed behavior. We then performed a descriptive analysis of the chart review process following the verbal handoff: 

we studied which EMR pages were visited and the time spent in each of these pages, comparing the use of pages with 

structured information (e.g., labs and medications), less structured information (e.g., medical notes) and image 

information (ECG and radiology images). We refer to structured data as sources where information is generated from 

specific fields or parameters (e.g. blood pressure) in contrast to less structured information such as the free text found 

in clinical notes. We performed stratified analyses by level of experience (attending versus resident), by case and by 

cued or un-cued review (whether the interruptive cue was received after or before the review). This allowed assessment 

of the degree of overlap in the type of EMR pages visited. Finally, we analyzed overall time spent by the participants 

in reviewing the four charts (absolute time and relative percentage). We also examined time spent per case to assess 

the impact of individual differences and case specificity. 

Results 

We recruited a total of 21 participants, 12 residents and nine 

attendings (Table 2). While attendings had more years of 

clinical experience than residents (7.1 vs. 2.3 years), a greater 

proportion of residents reported previous handoff training (67% 

vs. 13%). 

Time spent on the EMR review 

Overall, participants spent just over 6 minutes on average for 

each case (range: 4:48 to 8:15) and almost 25 minutes in total 

(range: 19:12 to 25:35) reviewing patient charts (Table 3). We 

conducted a one-way analysis of variance test (p < 0.05) to 

Resident Attending

Site A (Internal Medicine) 4 3

Site B (Internal Medicine) 4 4

Site C (Family Medicine) 4 2

Female, n(%) 6 (50%) 5 (55%)

ICU exper. (>6 months), n(%) 2 (17%) 3 (33%)

Handoff training, n(%) 8 (67%) 1 (13%)

Mean years experience (SD) 2.3 (1.1) 7.1 (6.1)

Years of EMR use (SD) 1.8 (1.3) 3.9 (2.0)

Table 2. Study participant characteristics. 
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compare if the there was any significantly different time spent between the cases used for the simulation. While there 

was no significant difference in average time spent per case (p=0.07), participants spent slightly more time on cases 

that investigators had judged during the study design to be slightly more complex (e.g., hematoma and 

panhypopituitarism diagnosis in Case F) or cases that required a more complete chart review such as a new 

consultation (Case G). Within cases, time spent varied widely by participant. Participant P14, for example, spent over 

70% of the entire chart review (~17 minutes) on one case (Case F), while the other participants who reviewed the 

same case spent 12% to 40% of their total chart review time on this case. We observed similar variability with Case 

G where one participant spent 62% (~12 minutes) of their time reviewing this patient’s chart, almost twice the overall 

average of 34% among study participants. 

When we analyzed where in the EMR study participants 

spent their time on chart review, we observed an interesting 

split between time spent on structured (e.g., labs) and less 

structured (e.g., clinical notes) information sources. As 

shown in Table 4, clinicians spent the most time on 

progress notes (19%), followed by various structured 

resources such as labs (17%) and vitals (12%). Across 

cases, participants spent 40% of their total chart review 

time in structured data sources, 52% of their time in less 

structured data sources, and approximately 8% of their time 

in imaging. As with the overall trends, the absolute amount 

of time in each section varied from case to case based on 

complexity and length of hospitalization—and, 

consequently, the number of clinical notes for that patient. 

For example, the review of ECG imaging data appeared to 

be common only to two of the cases (Case E and H).  

  

Table 3. Time spent (mm:ss) on chart reviews 

across cases sorted by median time. 

Cases N Min Max Median Mean SD

All 21 19:12 33:03 25:35 24:51 03:55

A 11 02:06 10:06 05:41 05:19 02:13

B 11 02:36 07:39 04:06 04:41 02:03

C 12 01:03 12:10 06:11 06:23 03:53

D 9 02:32 07:26 04:16 04:33 01:46

E 9 03:44 13:00 06:12 06:49 02:52

F 11 02:49 17:00 06:29 07:47 04:08

G 10 04:55 12:05 07:20 07:42 01:58

H 11 01:57 09:23 05:53 06:20 02:23

Table 4. Time spent across participants within types of EMR data sections by case (as a % of total time for a case). 

EMR sections are sorted in descending order of overall time spent and grouped by structured or less structured data. 

† Other Results is an implementation-specific EMR source that primarily includes vitals as well as some lab test information. 

* Includes implementation-specific EMR sections such as a summary page, care team, medication profile summaries, and 

computerized physician order entry (CPOE). 

by case

A B C D E F G H

Structured Data % % % % % % % % %

Lab Results 17 25 27 9 7 45 11 14 2

Other Results† 12 6 6 10 27 7 23 15 5

Medication Admin 8 4 8 18 21 2 6 5 6

Lab Culture 3 6 1 12 <1 4

Less Structured Data

Progress Note 19 32 19 23 20 33 1 23

Admit Note 12 8 52 3 8 15 2 16

Consult Note 11 13 22 11 1 3 20 9

Other Clinical Note 7 1 4 2 1 1 2 30 11

Other EMR Screen* 2 2 3 1 1 2 1 4

Web Reference 1 2 2 1 3

Imaging

ECG Results 5 <1 14 4 <1 20

Radiology Results 3 2 3 6 1 8 2

Total Time (h:mm:ss) 8:15:24 0:56:47 0:48:34 1:18:14 0:39:25 0:54:45 1:20:20 1:11:56 1:05:23

EMR Section (n=21)

%  of total time 

spent (all cases)
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Navigation patterns within the EMR 

We were interested in understanding if physicians employed similar EMR navigation strategies to gather information 

about patients. On average, subjects accessed seven different EMR sections in their review of a single case (range: 1 

to 16 sections). Many participants returned to a given section type multiple times during their chart review. For 

example, P06 went to information on the lab results six times while reviewing Case E and four times for Case A. To 

underscore the variation in navigation patterns, we illustrated the order of EMR sections that physicians went to during 

their chart review for a given case (Figure 1). Few physicians started their analysis in the same EMR section and the 

amount of sections viewed varied widely (range: 3 to 12 sections). While there is considerable diversity overall in the 

order of review of EMR sections, in the instance of Case A, we did observed an emphasis on less structured pages 

(e.g. consultation and progress notes) that likely reflect case-specific medical concerns.  

Analyzing the data across all participants regardless of case, 100% of participants viewed the Labs sections, followed 

by Progress Notes (90%) and Consult Notes (90%). Fewer participants viewed other areas such as Radiology (52%) 

and ECG results (48%), which are more case-specific. In fact, study participants only viewed these sections in the 

cases related to chest pain (case H) and arrhythmia (case E). Between physicians, the overlap in EMR sections 

accessed ranged from as low as 33% (p13 vs. p17) to as high as 92% (e.g. p07 vs. p20). Even within individual cases, 

where we expected greater similarity due to case standardization, we observed similarly diverse information-seeking 

strategies. Table 5 shows the percentage of participants that viewed an EMR section for each case. For Case A, for 

example, only 2 of the 11 participants who reviewed that case went to the Admit Notes, while 10 of the 11 went into 

the Progress Notes. Within cases, we saw more consistent behavior in the use of the Lab Results, Progress notes, and 

Results Review (100% for Case D). The Medication administration section was less frequently viewed, as participants 

seemed to rely more on their handoff printout for this information. We note that the patient in case B had just been 

admitted, and therefore the Admit note was the most recent note (no progress note available). Overall, however, 

physicians employed dissimilar strategies for seeking information about a particular patient case. 

Figure 1. Sample sequence of differing navigation patterns for case A, with cued and un-cued EMR 

review. While there some similarity in common EMR sections, the sequence of navigation and time spent 

for a given case varies substantially between participants. 
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 Table 5. % of study participants that viewed a particular EMR section, by case. 

*includes implementation-specific EMR sections such as a summary page, care team, 

medication profile summaries, and CPOE. 

Effects of cue events on EMR navigation 

While there are a variety of factors that might explain which EMR sections our study participants chose to view, the 

interruptive cues appear to have some influence on the navigation behavior. As we discussed previously, there is a 

wide variation in which sections participants chose to view, both across and within cases. In charts reviewed prior to 

receiving the cue prompt, participants’ navigation is variable. However, after receiving an interruptive cue for a case, 

participants demonstrated greater similarity in navigation patterns. Namely, the first two EMR sections viewed by our 

study participants were typically structured test results such as vitals and labs found within the Other Results section. 

In Figure 2, we have highlighted the increase in structured data, broken out across vitals, labs, and medications. While 

EMR Section (n=21) A B C D E F G H

Structured Data % % % % % % % %

Lab Results 73 67 78 56 82 20 55

Other Results 36 55 50 100 44 82 70 45

Medication Admin 27 27 75 78 22 27 30 45

Lab Culture 45 18 67 11 40

Less-Structured Data

Progress Note 91 67 78 56 82 20 55

Consult Note 91 67 56 11 9 80 36

Admit Note 18 82 11 22 18 20 55

Other Clinical Note 9 18 17 11 11 27 100 27

Other EMR Screen* 36 42 11 22 27 10 18

Web Reference 18 8 9 27

Imaging

ECG Results 8 56 9 10 55

Radiology Results 9 33 11 22 70 18

 

Figure 2. Count of EMR sections that participants viewed as their first or second EMR page before and after receiving 

an interruptive cue (a text page). Structured information has been separated out into vitals (referred to as Other Results 

within the EMR system), labs, and medications in order to demonstrate the change in structured information after a 

physician received the cue event. While the number of times that physicians navigated to less structured information 

remained similar pre and post cue, we observed an increase in views of structured data sources. 

771



 

 

 

 

the use of less structured information remained consistent pre and post cue event, we observed a tendency for a large 

number of participants to go to structured data like vitals across all of the cases. 

In addition, when comparing between cases, there was not a single section viewed by all participants within their 

initial purview of the EMR. But all participants, regardless of case, went into the Other Results section after receiving 

an interruptive cue. We note, however, that the delay until EMR use after being cued was not taken into account, and 

therefore the first two sections that a physician participant viewed after receiving the cue may be not necessarily be 

triggered or influenced by the information from the cue event. 

Physicians experience and information seeking behavior 

We recruited roughly an even number of residents and attendings for this 

study in order to explore differences in their information seeking approaches 

to understanding and building mental models of patients. Overall, the level 

of experience was not associated with the amount of time spent reviewing the 

EMR charts (p=0.35, see Table 6). While not significant, attending physicians 

tended to review a greater number of EMR sections on average than residents 

(p=0.12). This difference is more pronounced in less typical (acute 

pancreatitis (case B)) or more complex scenarios (tumor-related esophagitis 

and diabetes mellitus (case E)). Although there was no significant difference 

in the type of information viewed (structured vs. less structured) by level of 

experience, residents did tend to view images more often than attendings 

(ECG and radiology). In general, we did not observe a significant difference 

between residents and attendings, and in fact observed a continued trend of 

diverse approaches to navigating the EMR even within similar levels of care 

experience. 

All participants found our simulation session realistic, with some degree of 

time-pressure to review charts and the interruptive cues. They described the 

experience as amusing and pleasant, despite possibly increased anxiety due 

to the two observers and the presence of recording devices. None of the 

participants had taken part in the management of the patient cases they were 

assigned during the study session. 

Discussion 

Overall, our data suggest both a need for better information architecture for EMR systems and for better ways to 

collect and summarize clinical information, as the data physicians needed to fully understand a new case were scattered 

across the EMR. Currently, physicians spend a lot of time as information curators, pulling information from different 

parts of the system and putting it together to gather the necessary data for each patient. Although our participants 

tended to gather some data from a core set of EMR sections for each case (progress note, lab results and vitals)—two 

of which were described by Zheng et al in residents’ navigation patterns19—great variation characterized the 

navigation of the other EMR sections (Table 4). Furthermore, the order in which they viewed the EMR pages differed, 

particularly if the review began before the participant received the interruptive cue (Figure 2). To aid their data 

collection, clinicians annotated the handoff printout, both to improve recall and to make a note of the latest available 

results, which were not on the printout.  

EMR systems should support data collection and summarization much more effectively. Some ways to achieve better 

data access include: (1) creating views that unify data about a single patient that is stored in different EMR systems 

(e.g., if a different system is used for inpatient and outpatient care); (2) providing views for accessing data not by type 

(labs vs. radiology reports) but by problem or by a diagnostic hypothesis. One could imagine being able to tag different 

types of EMR data, and then having views that display in one place all data with the same tag. Alternately, the system 

could enable embedding and linking of data so that, for instance, a progress note could hyperlink to the relevant lab 

results, radiology reports, and so on; (3) EMR systems could provide a temporary storage location (a scratchpad) 

where physicians could drag relevant information as they traverse the system, so that they can bring together the 

information they need to understand the patient. Such a scratchpad would not change what is in the EMR system itself, 

but would just provide a way to visually bring together pieces of information that the physician needs to consider, 

regardless where that information is actually located. An advantage of such a scratchpad would be that it would contain 

just the information a particular physician needs, summarizing the case more effectively—for that physician—than 

Table 6. Comparison of the number of 

EMR sections viewed by residents 

and attendings overall and by case. 

Resident Attending

Average 6.3 7.6

Max 16.0 15.0

Min 1.0 2.0

By Case

A 7.3 6.8

B 3.1 6.5

C 8.8 8.8

D 6.3 5.0

E 4.5 10.3

F 6.0 6.3

G 10.0 10.3

H 6.0 5.0
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standardized chart summaries are able to do. Indeed, very few of our participants used the existing chart summary 

page, suggesting the need for improved summary views, views that are personalized, and more easily accessible within 

the system.  

The navigation patterns we observed suggest opportunities for creating catered EMR presentations based on certain 

triggers like an interruptive cue. The overlap in EMR sections that participants visited was considerably greater after 

an interruptive cue (Figures 2 and 3), suggesting that participants interpreted the events and required information 

similarly. A page sent through the EMR and automatically analyzed by a cue-event interpretation module, or an 

abnormal result flagged in the medical chart, would enable the physician receiving the cue to be presented with a 

targeted, customized representation of information related to the cue as soon as the physician accesses the EMR. 

Although such targeted representations might not be perfect, the significant overlap of content that our participants 

accessed after a prompt suggests that they could be made good enough to require only occasional navigation to seek 

additional information. Although we only created eight interruptive cues for this study, these cues were chosen for 

their common occurrence in clinical settings.  Our results show that it is possible to predict which type of EMR section 

participants will tend to visit after receiving certain types of cues (for example, viewing the vital signs for trends after 

being paged for new hypo- or hypertension). Such predictions could be used to ease cued chart review. 

EMR navigation patterns were affected by the complexity of the clinical cases, but may also vary with the level of 

experience. Mamede et al found that complexity made physicians take more time in each case23. Although our study 

may have lacked power to show significant differences, attendings tended to navigate between more EMR sections 

than residents, particularly for less typical or more complex cases (Table 6). They tended to view less EMR sections 

than residents, however, in cases where the interruptive cues were common (e.g, chest pain). The attendings’ shorter 

navigation pattern in cases with the more typical cues could reflect the use of pattern recognition generated by higher 

experience, compared to the slower hypothetico-deductive reasoning used typically by more novice physicians, or in 

more complex cases23, 24. Although future studies are needed to confirm these hypotheses, further analysis of the 

clinical reasoning during the talk-aloud part of our study, should allow more in-depth understanding of this difference 

in navigation patterns by level of experience, and will be presented in a future report. The use of pattern recognition 

to manage common cues could reinforce the ability to predict EMR use when cued, with potential implications for 

new EMR designs as mentioned above or physician training. 

Reliance on clinical notes suggests that a system that automatically populates relevant information in a handoff tool 

could provide valuable support for the handoff process. One initial target for this work should be generation of an 

accurate clinical problem list. The American Recovery and Reinvestment Act of 2009 authorizes the Centers for 

Medicare and Medicaid Services (CMS) to provide electronic health record incentives to providers or health systems 

who demonstrate so-called “meaningful use” of health information technology, in part, by maintaining an up-to-date 

list of current and active diagnoses for at least 80% of patients25. Treatment plan would be another target, and our 

analyses may identify other relevant content. 

Finally, while our sample is limited and the difference did not reach statistical significance, we observed that attending 

physicians accessed more sections of the EMR per case than residents. This finding could be interpreted in several 

ways: although attending physicians’ chart review might be more governed by specific hypotheses they are trying to 

confirm or disconfirm, they may generate more hypotheses than residents, and residents may be more likely to do a 

more general, systematic case overview. Conversely, due to their age and familiarity with technology, residents might 

be more efficient at using the EMR, reflected in a smaller number of section jumps they have to make. Whatever the 

case might be, our data do seem to suggest that in spite of greater experience, attending physicians are unable to access 

all needed information from the EMR significantly more efficiently than the residents can. The large number of 

sections and page switches observed in both groups might be primarily a function of how the data are organized in the 

EMR systems and how the systems themselves are designed. Clinical experience does not seem to be able to overcome 

such technical and design limitations. In cases with common interruptive cues (possible sepsis in case A, high blood 

pressure in case D and chest pain in case G), experts actually viewed less EMR sections than residents. 

Study strengths and limitations 

Our use of a simulation study design with real patient cases and fictitious interruptive cues enabled participants to 

experience as real of an EMR environment as possible while also allowing us to compare participant performances 

both across cases and for each individual case. Using real medical charts provided us with a choice of rich, complex 

cases and it helped address case-specificity issues. Although we have a relatively small number of participants, our 

simulation environment offers high comparability among participants. We would like to note that while approximately 
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half the physician participants were residents, we recruited few novice residents (1st years) because of their lack of 

familiarity with the local EMR system.  

Our simulation approach does have limitations, however. When we created typical interruptive cues to prompt the 

chart review, we restricted those events to sub-acute events, which would not incite the participant to immediately go 

see the patient. Also, the researchers leading the simulations (KB, LK) limited or provided vague responses to 

participant questions during the initial handoff within the simulation in order to incite the participant to navigate in 

the medical chart and retrieve the needed data themselves. It’s possible that in their everyday experience, physicians 

might get more detailed information verbally from their colleagues during the handoff. 

The EMR system used in the study presents similar data in different EMR sections, which complicated our analysis. 

For instance, summary lab results in the clinical notes section contain similar information to the chart summary page. 

Due to this overlap, content seen on one page may not need to be collected from another page. To address this 

limitation, we will need to perform more granular analysis taking into account the specific content and data that 

physicians collected within a given note or page. This will be presented in a future paper. 

Finally, participants’ expertise in cross-covering and case complexity may have an effect on the results. Although all 

participants had performed cross-covering and nightshift work, the daytime hospitalists/attendings are not actively 

providing cross-cover during their shifts anymore. Moreover, the Internal Medicine and Family Medicine participants 

may have differently levels of familiarity with the complexity of the chosen cases in this study which may have 

affected their performance.  

Conclusion 

Our study describes the EMR content that clinicians use during chart reviews to collect pertinent data and develop 

initial impressions for new patients when cross-covering. We found that the data physicians sought during the review 

was spread throughout the EMR, and that physicians' navigation through the EMR was highly variable but that the 

variability was reduced by clinical interruptive cues. We propose designs to improve the data review process, 

especially when the chart review is prompted by the occurrence of an interruptive cue. In these cases, clinicians 

commonly reviewed structured data like vital signs and lab test results, suggesting the possibility for contextual EMR 

views that are automatically initiated by an interruptive cue. When chart review is not guided by an event, however, 

clinicians show less similarity in their navigation patterns. In spite of the diversity of navigation practices, our findings 

indicate that there is a clear need to better consolidate information in the EMR for the chart biopsy process during 

cross-cover. Our work provides pointers for how such consolidation of information could take place, enhancing our 

ability to build tools that can support an effective and safe handoff process.  

Finally, data mining methodologies like those employed in our study are commonly used to analyze the use of web 

applications. We suggest that such methodologies should be a standard part of EMR implementations to help 

healthcare organizations to better understand how their providers use EMR systems and to more effective user 

interfaces that can help providers deliver safer, more efficient care. 
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Introduction Low socioeconomic status (SES) populations are at higher risk for acquiring 

chronic diseases. Among the major causes are individuals' everyday health-related decisions that 

affect their long-term health, in particular their dietary and physical activity habits. In this 

research, we designed a sociotechnical intervention to improve the healthiness of snacks in a low 

SES population. The 12-week field trial intervention had parents and teenagers from ten low SES 

families use a mobile phone snack monitoring application with non-gaming and gaming 

interfaces. The two interfaces were designed based on demographic needs assessments and 

theory-based design. This research will advance the field of biomedical informatics by providing 

concrete guidelines on designing mobile phone-based sociotechnical intervention for low SES 

populations to improve their snacking. Our research also highlights how sociotechnical 

interventions can potentially influence the health behaviors of low SES families.  

Methods We recruited 20 participants from 10 low SES families – a parent and a teenage 

caregiver from each family that provides food to the family regularly. In a 12-week long field 

trial, 5 families used the mobile snack application for 4 weeks while the remaining 5 families 

were in the control group. We asked the participants to complete pre- and post-study photo-

elicitation interviews (PEIs) where they took pictures of their food for one week. Eight 24-hour 

food recalls were administered to examine the difference in snacking behaviors of both groups.  

Results The intervention group participants found the application beneficial and said that it made 

them aware about their eating habits, and educated them about alternative healthier snacks. 

Parents in particular appreciated the ability to monitor what their children were eating. The 

participants also mentioned that the application promoted healthier eating habits; they 

enthusiastically discussed the application with their friends and colleagues. The secondary 

caregivers were motivated by the game and enjoyed competing against the primary caregivers in 

their family. We identified patterns in our participants’ application usage and the qualitative data 

showed potential for behavior change and long-term usage. 

Discussion The demographic-specific interfaces encouraged the participants to consistently use 

the application, however they did not immediately improve their snacking habits. While the 

teenagers found the competitive nature of game engaging, we want to further examine how a 

cooperative game design would perform. The biomedical informatics community can use 

demographic-specific interfaces in developing personal health applications and patient portals 

that require long-term input by patients in different demographic groups. We suggest that using 

demographic-specific interfaces could reduce provider-patient communication barriers and 

present health information in a meaningful way, whereby patients, especially from low SES 

populations, could easily understand and take action on the information. 

Funding This material is based upon work supported by the National Science Foundation under 

Grant No. (IIS-0846024). 
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Abstract 
Voluminous laboratory data are generated while caring for critically ill patients. Though ubiquitous, temporally 

ordered tables become representationally inefficient when numerous results are reviewed.  Here, we present an 

interface combining graphical and tabular displays to improve cognitive performance. 

 

Introduction 

Commercial Electronic Medical Record (EMR) systems provide several display options for reviewing results, but   

consideration of the clinical context is critical for identifying the optimal display technique. Previous testing of 

graphical displays has been associated with improved performance for some clinical tasks, while tabular forms are 

preferred in others
1,2

. While specific data “views” can be developed to optimize performance for common clinical 

contexts, it is also important to develop more generalized tools for visualizing clinical data that can be adapted for 

unique contexts such as those that arise when managing ICU patients.   Here, data from the MIMIC II database of 

ICU patients was used to describe the structure of laboratory data encountered while caring for critically ill patients. 

These results were then used to design a novel platform for visualization of laboratory findings. 

 

Analysis 

On average, a MIMIC II patient had a median of 23 lab collection events, 74 lab types, and 302 lab results, while the 

most complex patient had 269 lab types, 1,892 collection events, and 32,532 lab results.  For a “typical patient”, 

building a simple, temporally ordered table (common in commercial EHRs) would require a 1680 cell table, but with 

only 18% occupied.  Complex patients require even larger tables (above example would require a 414,348 cell table 

with 8% occupied). Consolidation of adjacent cells, selection of specific time periods, or limiting result types can 

reduce the size of the required table, but hide data from view.  On the other hand, a graphical display avoids these 

constraints and allows every data point to be represented, but without specification of the precise value. 

 

Design 

The fully functional, web-based interface described here consists of multiple panes supporting interaction with 

individual patient data.  Below the patient banner, an interactive timeline displays available data events along a 

uniform temporal axis.  Lab results can be viewed as a composite of individual sparklines aligned to a uniform 

temporal axis, a superimposed time plot, or in a traditional tabular form.  The use of multiple panes allows 

simultaneous use of different visualization techniques and integration with sources of data.  Preconfigured views can 

be selected for commonly occurring clinical contexts, or specific data components can be selected interactively 

using either standard interface controls or drag-and-drop interactions.  Using this approach, it is possible to 

graphically represent every data value from multiple lab result types simultaneously, yielding a much higher 

representational efficiency than traditional tabular display. 

 

Conclusion 

This fully functional result viewer demonstrates the feasibility of using widely available, web-based visualization 

tools to graphically represent clinical data from critically ill patients.  This approach supports much greater 

representational efficiency and allows greater integration with other sources of clinical data.   
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Abstract 

The aim of this project is to examine the effectiveness of data visualization in discovering potentially significant factors 
responsible for patient outcomes and their associations using public health nurse (PHN) home visit data. We visualized 
nursing interventions using stream graphs, and patient conditions containing problems, signs and symptoms, and problem 
ratings using sunburst graphs. We visually inspected the graphs to detect between-nurse and between-patient differences, 
established hypotheses, and tested them statistically. 

Introduction 

The PHNs’ home visit data was coded using the Omaha System, a standardized taxonomy for nursing interventions that 
consists of three components: problem, intervention, and outcome evaluation. This data is well-structured and classified, 
allowing prompt analysis for meaningful use in practice. However, it is still challenging to examine such rich and 
longitudinal data comprehensively, without disregarding hidden patterns or outliers. This study visualized nursing 
interventions and patient conditions for 57 low-income female patents aged between 18 and 40 years via interactive  
graphs, to demonstrate use of data visualization with EHR data for hypothesis generation.  

Methods 

Two types of data visualization were used. First, a stream graph (below left) is a stacked graph for longitudinal data where 
the baseline is free. Our work with stream graphs is detailed in a previous report1. Second, a sunburst graph (below right) 
is a multi-level pie chart. Hue (base color) indicated the Omaha System problem. The first, second, and third circles from 
the center indicate patient knowledge, behavior, and status rating for a problem, respectively. Higher (better) rating scores 
were encoded using increasing color values (brightness). The rim of the wheel indicates signs and symptoms of a problem 
and has a hierarchical relationship to the colored problem segment. The sunbursts were reviewed and sorted separately 
using an online card sorting tool to detect differences and generate hypotheses.  

  
Results 

In the visual review of stream graphs of nursing interventions, 2 out of 5 PHNs were found to utilize a higher proportion of 
case management (colored in red) than the others. Based on this visual observation, PHNs were divided into two groups, 
high and low case management, and the groups were statistically significantly different with respect to this measure 
(P<.0001). In the visual review of sunburst graphs, the  presence of mental health problems (colored in yellow) were 
associated with more diagnostic problems and worse condition because graphs with yellow segments tended to have 
brighter and more deeply-colored segments in general. Statistically, mental health problems were significantly associated 
with total number of problems diagnosed (P=0.003) and patient condition as measured by the Maternal Risk Index (MRI)2 
score before intervention (P=0.006). For patient outcome analysis, we hypothesized that patient outcome is associated 
with the intensity of case management and/or the presence of mental health problems. Patients with mental health 
problems had lower MRI scores (P=0.0002). No interaction was observed between the mental health problems and 
intensity of case management (P=0.18). 

Conclusion 

Data visualization approaches enable visual examination of EHR data, enabling comprehensive, holistic data exploration 
to detect patterns and trends rapidly, and to suggest research questions for empirical analysis. 
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Introduction and background 
Chemotherapy infusion poses substantial patient safety risks, due to the cytotoxic nature of 
antineoplastic drugs, patient-specific dosing, and the need for coordination across the healthcare 
team.  Previous health information technology (HIT) projects sought to improve chemotherapy 
infusion safety through expert systems and computerized provider order entry. High profile 
chemotherapy infusion accidents with dire consequences point to the need for continued research 
to ensure usability of chemotherapy infusion HIT and to support coordination across healthcare 
teams. Our research question was: what is the current workflow of chemotherapy infusion 
management and how will the upcoming HIT implementation change workflow? 

Methods 
The research was part of a broader evaluation for the Vanderbilt Oncology Information System 
(VOIS), a longitudinal chemotherapy planning tool. A team of experienced qualitative 
researchers and students observed workflow, information flow, teamwork, computer use, and 
other chemotherapy infusion activities. We observed for ~95 hours total across three specific 
outpatient areas: a breast cancer clinic, an infusion center, and a pharmacy. Researchers observed 
prior to a single-user pilot implementation of VOIS, during the pilot, and after the pilot while the 
clinic reverted to prior processes.  During observation, we recorded free-text notes, conducted 
informal interviews, examined the spatial layout, and collected paper artifacts. After observation, 
we transcribed our notes and uploaded them to Dedoose, a cloud-based qualitative data analysis 
system. We analyzed our notes following Grounded Theory principles. 
Results 
Orders in the Vanderbilt outpatient oncology setting are currently paper-based. The paper orders 
act as a patient’s health plan through his or her chemotherapy journey. Care team members add 
information on each visit, resulting in substantial information accumulation. Chemotherapy 
infusion management workflow begins with nurses and physicians. Nurses prepare for the day’s 
workload by printing information from an electronic whiteboard. Nurses fill out and manually 
verify chemotherapy order forms, using the electronic health record to check laboratory values 
and patient data. The clinic requires that two registered nurses check all orders. Nurses then send 
the orders to a physician. Physicians manually verify order information and then sign it. Nurses 
fax orders to the outpatient pharmacy and to the infusion center, co-located in another part of the 
building. After the faxed order form arrives, the pharmacist manually rechecks the order against 
records and current data. Pharmacists use the electronic whiteboard for communication and 
coordination purposes. If all data on paper forms and in computer systems matches and is 
acceptable, the pharmacist faxes the order form to the infusion center for infusion nurse 
verification. The infusion nurse prepares the patient for chemotherapy infusion and administers 
the medications once delivered by the pharmacy. 
Discussion and Conclusion 
Our study examined current chemotherapy infusion management processes. We observed 
potential patient safety risks and duplicated effort in existing paper-based processes. We 
identified potential unintended consequences related to collaboration and coordination from the 
new computer-based planning system. Future work includes continuing to study workflow as the 
HIT implementation continues across other oncology environments at Vanderbilt.  

779



Enterprise Knowledge Management for Clinical Content Using SharePoint 
 

Alice K. Kirsch, RN, BSN, MA, Mary Patrick, RN, MSN, Harm Scherpbier, MD, MS 
Main Line Health, Bryn Mawr, PA 

Abstract 
 
The Clinical Knowledge Management Zone offers a centralized electronic portal for physician clinical content.  It 
supports enterprise-wide knowledge management since 2008 for four acute care hospitals and one physical 
rehabilitation hospital.  The repository stores all current and expired versions of ordersets for version control and 
management, and provides a reference site for all specialty validation teams involved with content development.     
 
Introduction 
 
Knowledge Management is the systematic, explicit, and deliberate building, renewal, and application of relevant 
intellectual assets to maximize an enterprise’s effectiveness. [1] Main Line Health built a structured repository for 
clinical knowledge management. The key needs for the knowledge management platform for ordersets were: 

 Standardized across the health system 
 Version-managed 
 Physician-owned 
 Evidence-based 
 Supportive of multiple knowledge types 
 Supportive of periodic review and evaluation 
 

System Description 
 

The knowledge repository was established to address the management of all physician clinical content, with 
directories accessible to clinicians for the dissemination of evidence-based clinical knowledge.  Prior to the 
knowledge management system, clinical content was not in a centralized repository, could not be accessed by other 
clinicians throughout the health system, and was difficult to manage.  The latest stable version was sometimes not 
preserved.  Changes were not easily shared among clinicians, and clinical content could not be easily viewed, 
revised or expanded over time. 
Main Line Health developed the centralized repository, using SharePoint, for ordersets, evidence-based guidelines, 
physician documentation templates, decision support rules, workflows and alerts. The repository consists of (and the 
poster will illustrate):  

 Directory of Ordersets and other knowledge, by specialty and clinical department 
 Version management, and archiving of previous versions 
 Ownership and Validation team directory 
 Links to supportive evidence 
 Issues tracking list 
 Annual review and validation schedule 

The first year of this project was dedicated mostly to developing the site for ordersets.  The site holds more than 350 
acute care ordersets from 10 Clinical Departments and more than 40 Divisions.  There are more than 800 versions of 
ordersets represented, ranging over time from 2008 to present.  The largest number of versions for any one orderset 
is 10, and more than 300 ordersets have 2 or more versions.   
 
While SharePoint allows for online asynchronous collaboration, we found that this was too optional and did not 
achieve sufficient participation. Current collaboration is reached through concurrent teleconference work sessions 
centered on managing information within the knowledge management system. We plan to expand the repository to 
incorporate rules, workflows, alerts, and documentation templates. 
 

References 
 
1. Hongsermeier T and Kashyap V.  A knowledge management platform for translational medicine.  Proc AMIA 
Symp. 2005:984 

780



  

Query Health: One Step Toward a Learning Health System 

Jeffrey G. Klann, PhD1,2,3, Michael  D. Buck, PhD4,  
Jeffrey Brown, PhD2, Shawn N. Murphy, MD, PhD1,2,3, Douglas B. Fridsma, MD, PhD5 

1Partners Healthcare, Boston, MA; 2Harvard Medical School, Boston, MA; 3Massachusetts 
General Hospital, Boston, MA; 4New York City Department of Health and Mental 
Hygiene, Queens, NY; 5Office of Science and Technology, Office for the National 

Coordinator for Health Information Technology 
Abstract 
Measuring population health is critical to understanding the healthcare landscape. The Query Health initiative, a 
public-private collaboration convened by the Office of the National Coordinator for Health Information Technology 
(ONC) in 2011, is developing a standards-based, secure, distributed approach for measuring population health 
through electronic health record data, without sharing clinical data from individual sites. To date, Query Health 
has: developed a standards-based methodology; developed a reference implementation; and, launched several pilots 
to gauge its effectiveness for the purpose of population health management. This panel will present these 
accomplishments and future directions of the initiative. Content is appropriate for anyone with interest in 
population health. Prior experience with data analytics is helpful, but the presentations assume no prior knowledge 
of the technologies and standards used. Learning objectives: 

• Understand challenges in distributed clinical queries and how the Query Health methodology and 
reference implementation are enabling these goals. 

• Become familiar with the reference implementation, including how its components can be freely 
downloaded and implemented. 

• Discover how Query Health is enabling three different population health scenarios at three pilots. 
• Understand how Query Health fits into larger US initiatives like Meaningful Use. 
• Explore how Query Health could enhance attendee’s population-level healthcare analyses. 

Introduction 
The US federal government envisions a “learning health system,” in which healthcare data can be dynamically 
aggregated and analyzed for population health management. [1] The increasing focus on Clinical Quality Measures 
(CQMs) in the Meaningful Use incentive program may eventually lead to federal requirements for dynamic, 
distributed clinical queries to support population health surveillance and improvement, [2] enabled by standards and 
technologies from the Query Health initiative.[3] 

The Query Health initiative is a public-private collaboration convened by the Office of the National Coordinator for 
Health Information Technology (ONC) in 2011. Query Health is tasked with developing a standard approach for 
measuring population health through distributed queries of electronic health record data.  

To date, Query Health has made three major accomplishments. One, it has defined the necessary healthcare 
standards and developed a methodology for distributed, secure, standards-based clinical queries. Two, it has 
developed a reference implementation using three best-of-breed technological components. [3] Three, it has 
launched several pilots using this reference implementation, to gauge the effectiveness of Query Health in various 
real-world health care scenarios. 

This panel will discuss these accomplishments in detail, with a focus on the reference implementation and pilots. 

The Query Health Methodology 
• Query Format: Queries are composed in the Health Level 7 (HL7) Health Quality Measures Format (HQMF), 

an XML standard for platform-neutral clinical queries. Query Health and HL7 are finalizing a second revision 
of HQMF that balances flexibility needed by query developers and computational tractability needed in 
implementations. [4] HQMF is also being used by the National Quality Forum (NQF) and the Centers for 
Medicare and Medicaid Services (CMS), who have released many of their CQMs in HQMF format. [5,6]  

• Data Model: HQMF queries are defined using standard terminologies defined by the NQF’s Quality Data 
Model (QDM) and the Consolidated Clinical Document Architecture (CCDA). A forthcoming HQMF QDM 
Implementation Guide will enumerate implementation details of this data model. [7] 
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• Query Transport: Queries are transported securely through a distributed network that conforms to the 
requirements of the Query Health Query Envelope standard. 

• Results Format: Results are reported using the HL7 Quality Reporting Document Architecture (QRDA), 
another platform-neutral XML language based on the HL7 Reference Implementation Model. QRDA is 
already a component of quality reporting for Meaningful Use Stage 2. 

Query Health Reference Implementation 
• Query building: We have adapted the graphical Informatics for Integrating Biology and the Bedside (i2b2) 

query builder to generate HQMF queries, with the help of a CCDA-and-QDM-conformant i2b2 ontology we 
have also developed. i2b2 is a freely available clinical data analytics platform funded by the National Institutes 
of Health (NIH), and used at over 80 sites nationwide. [8] 

• Query Transport: We have extended PopMedNet to comply with the Query Health Query Envelope standard. 
PopMedNet defines a network topology and distributes queries to participating partner sites. PopMedNet is a 
freely available distributed data-sharing platform funded by the Agency for Healthcare Research and Quality 
(AHRQ), the Food and Drug Administration (FDA), ONC, and the NIH. [9] 

• Query Processing: Queries received via PopMedNet are routed to an HQMF-capable query-processing engine. 
We have HQMF-enabled both the i2b2 data repository and the hQuery CCDA document database (developed 
by MITRE). The result is transmitted back to the requester via PopMedNet and can be displayed in either the 
PopMedNet web portal or the i2b2 query builder. 

Query Health Pilots 
• New York City Department of Health: The New York City Department of Health and Mental Hygiene has 

partnered with a network of 600 primary care practices that respond to distributed queries, enabling response to 
real-time public health concerns for both chronic and acute conditions [10]. The current architecture uses a 
proprietary distributed query system that is vendor-specific and not standards-based. Therefore, the Department 
is adopting the Query Health platform to add additional data sources using other platforms, including several 
regional health information exchanges. Also, running a Query Health network in parallel to an existing health 
surveillance network, will allow direct comparisons of Query Health’s speed, stability, and features. 

• FDA: The FDA’s Mini-Sentinel project aims to monitor medical product safety using electronic health data. 
Mini-Sentinel is using Query Health standards for distributed querying and receiving results within a network 
of over 130 million individuals. [11] The Query Health pilot investigates adding i2b2 clinical data repositories 
to the Mini-Sentinel network. 

• MDPHnet: The Massachusetts Department of Health has partnered with three multi-site medical group 
practices in Massachusetts to build a distributed query network. This enables the Department to monitor 
population health based on over one million patients across Massachusetts. The current architecture uses 
PopMedNet and the Electronic Support for Public Health (ESP) data warehouse, which are vendor-neutral but 
not standards-based. [12] The Query Health platform is enabling secure, standardized queries on the same 
architecture.  

Panel Summary 
Query Health is creating a vendor-neutral, standards-based approach for distributed population health queries. Query 
Health is poised to become a federal requirement and is generating interest from vendors such as Allscripts. [13] The 
reference implementation is enabling increased flexibility and broader data partnerships at three pilot sites, and 
several more organizations have expressed interest in become pilots. The panelists will discuss the technical, policy, 
and evaluation achievements of Query Health in the United States thus far. Panelists will also comment on 
approaches for using Query Health’s international standards outside the United States.  

Note that the reference implementation discussion of the panel will focus on i2b2 and PopMedNet, rather than the 
ESP and hQuery data warehouses. However, another key point will be how the various components of the reference 
implementation have been assembled as needed for each pilot. 
Panelists 
Dr. Fridsma is the Director of Science and Technology for the ONC. He will provide an overview of Query Health 
and will contextualize it in light of broader government initiatives. 
Dr. Murphy is the Director of Research Computing at Partners Healthcare and is the chief architect of i2b2. He will 
discuss i2b2, its modular architecture, and the ways it is enabling clinical research and secondary uses of clinical 
data at over eighty sites nationwide. He will also discuss query building and processing in the context of i2b2. 
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Dr. Klann is a co-investigator for the ONC’s SMART contract to enable interoperability and reusable technologies 
across EHRs. He leads the adaptation of i2b2 for Query Health and is active in the development of the next revision 
of HQMF. He will discuss HQMF, the i2b2 HQMF translator, and the i2b2 PopMedNet adapters, in the context of 
“opening up” i2b2 to interact with query standards and Query Health distributed query networks.  
Dr. Buck is the Director of Biomedical Informatics at the New York City Department of Health and Mental 
Hygiene. He developed the QDM-and-CCDA-compliant query-processing ontology, and he leads the New York 
City Query Health Pilot. He will discuss both and explain how Query Health is enabling broader, standards-based 
health surveillance in New York City. 
Dr. Brown, an Assistant Professor in the Harvard Medical School Department of Population Health, leads the 
coordinating center for PopMedNet, and is Director of Scientific Operations for the FDA’s Mini Sentinel Project. 
He will discuss query transport, PopMedNet, and the FDA and MDPHnet pilots. 
All panelists named above have agreed to participate. This work was sponsored by NIH U54LM00874, ONC 
90TR0001/01, and HHSF223200910006I, and AHRQ HS19912-01. 
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Abstract 
New healthcare reimbursement models add urgency to monitoring patient safety. The widespread adoption of 
electronic health records could accelerate this, but automatic adverse event detection has had disappointing 
accuracy. However, the Institute for Healthcare Improvement’s manual review approach is highly accurate. We 
demonstrate a partial automation of this approach using the i2b2 data analytics system and SMART apps platform. 
Because of i2b2’s broad adoption, we believe this can widely enable accurate patient safety assessment. 
Introduction 
Improving patient safety will become increasingly entwined with financial incentives as United States healthcare 
gradually moves from a fee-for-service model to, for example, Accountable Care Organizations. Healthcare is 
inherently risky: a recent study found more than one-third of hospitalizations resulted in at least one adverse event 
[1]. Vigilantly identifying threats to patient safety is a core feature of the Patient Safety Initiative spearheaded by the 
Agency for Healthcare Research and Quality (AHRQ). 
The advent and widespread adoption of the electronic health record is an opportunity to accelerate the Patient Safety 
Initiative. Indeed, AHRQ sponsored the development of a set of patient safety indicators (PSIs) that can be 
automatically run on administrative and billing data. This first effort had disappointing accuracy; PSIs identified less 
than 10% of the adverse events present in one large study. [1] 
In contrast, the Institute for Healthcare Improvement’s Global Trigger Tool (IHI-TT) detected 90% of the adverse 
events. The IHI-TT is an efficient two-stage manual chart review methodology. In phase one, non-expert clinical 
employees examine patient records for “triggers” that might indicate an adverse event. Only “triggered” records are 
given further examination. This methodology is approximately 95% sensitive [1], and, in one study, the triggering 
phase removed 44% of patients from further consideration. [2] 
A computational compromise between the efficiency of the AHRQ PSIs and the performance of the IHI-TT would 
be a boon to safety and quality improvement efforts.  Automation of the triggering phase was recently demonstrated 
[2]. We describe a system using the i2b2 data analytics engine and the SMART reusable medical apps platform that 
combines automated triggering with intuitive tools for analyzing the triggered records. i2b2 is a federally-funded, 
open-source clinical data warehouse in use at over 100 sites worldwide. SMART is a federal project to create a 
platform for innovative reusable medical “apps” that can be used across multiple platforms, including i2b2.  
Methods 
First, we implemented trigger identification in the i2b2 data analytics platform. For this initial work, we chose eight  
automated triggers defined elsewhere [2] that could be built in the i2b2 graphical query builder. We ran these against 
one year of patient data from Partners’ Healthcare data repository. Each query triggered 2-17% of hospitalizations. 
Second, we used SMART and i2b2 tools to categorize and report on adverse events. For triggered hospitalizations, a 
reviewer launches the SMART Patient-Centric view, which allows immediate access to the patient record within 
i2b2. The i2b2 workspace is then used to categorize these hospitalizations as “adverse event” or “no adverse event.” 
Finally, statistics on adverse events are generated and displayed. 
Discussion and Conclusion 
In the future, we plan to implement the triggers portably but separately from the i2b2 query builder so that the more 
complex triggers can be defined. Also, we are planning an evaluation using physician evaluators to determine the 
accuracy of our triggers. 
We believe this tool has powerful implications for allowing vigilant and accurate assessment of patient safety by 
reducing the manual effort of the traditional trigger tool while retaining its performance. Because we are using 
standard, popular, freely available components (i2b2 and SMART), we expect this tool, which will also be available 
under an open-source license, will be broadly disseminable. This work was sponsored by ONC 90TR0001/01. 
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Abstract 

Understanding population-level health trends is essential to effective public health. Therefore, the ONC has 
fostered the Query Health Initiative, a collaboration to develop a national architecture for distributed, population-
level health queries across multiple platforms. This architecture is now available as a reference implementation, 
which is being used in three pilots. Here we demonstrate one pilot, showing how the New York City Department of 
Health and Mental Hygiene is using the Query Health reference implementation to query a network of distributed 
clinical practices to measure population health across a community. This information will enable both local and 
state officials to respond to real-time public health concerns for both chronic and acute conditions. This pilot 
employs Informatics for Integrating Biology and the Bedside (i2b2) for data analytics and PopMedNet (PMN) for 
distributed querying in a Query-Health-compliant environment. The Query Health Reference Implementation lays a 
foundation for dynamic, distributed queries across diverse clinical systems with disparate data models. 
Overview 

In September 2011, the Office of the National Coordinator for Health Information Technology (ONC) launched 
the Query Health initiative, a public-private collaboration to develop standards and services to enable distributed, 
secure, standards-based quality measurement [1]. Query Health defines an architecture that includes existing 
standards and key components. This architecture is now available as a reference implementation, which employs 
Informatics for Integrating Biology and the Bedside (i2b2) for data analytics and PopMedNet (PMN) for distributed 
querying in a Query-Health-compliant environment. [2,3] 

Query Health, at this writing, is gathering feedback from three pilots that have been using the reference 
implementation for several months.[4] Two of the pilots are in cooperation with Departments of Health (New York 
City and Massachusetts) for disease monitoring and surveillance. In the third, the FDA detects adverse drug events 
from clinical data, as part of the Mini-Sentinel project. The three pilots have deployed the platform and sites are 
completing their initial feasibility trials. 

In this demonstration, the New York City Department of Health and Mental Hygiene will demonstrate how they 
query a network of distributed clinical practices to measure population health across a community. This information 
will enable both local and state officials to respond to real-time public health concerns for both chronic and acute 
conditions.  
Description of System 

The workflow of the reference implementation we will demonstrate is as follows. A clinical researcher develops a 
query in a central i2b2 query builder, a convenient graphical interface for developing data-driven research questions. 
The query is automatically translated into a standardized Health Quality Measures Format (HQMF) document and 
transmitted to the PopMedNet portal, which defines a network topology and distributes queries to participating 
partner sites (Data Marts). Once a query reaches and is accepted by a Data Mart, a local i2b2 instance processes the 
HQMF document by converting it into a native i2b2 query with the aid of a data dictionary derived from the 
National Quality Forum’s Quality Data Model and the Consolidated Clinical Document Architecture. It is then 
executed against the i2b2 data repository. The result is transmitted to PopMedNet and results are aggregated for 
viewing in the i2b2 query builder.  The Query Health architecture specifies that results will be delivered in the 
Quality Reporting Data Architecture (QRDA), which will be supported in a future update. 
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Abstract

Electronic health records are an increasingly important source of data for research, allowing for large-scale longitu-
dinal studies on the same population that is being treated. Unlike in controlled studies, though, these data vary widely
in quality, quantity, and structure. In order to know whether algorithms can accurately uncover new knowledge from
these records, or whether findings can be extrapolated to new populations, they must be validated. One approach is
to conduct the same study in multiple sites and compare results, but it is a challenge to determine whether differences
are due to artifacts of the medical process, population differences, or failures of the methods used. In this paper we
describe the results of replicating a data-driven experiment to infer possible causes of congestive heart failure and
their timing using data from two medical systems and two patient populations. We focus on the difficulties faced in
this type of work, lessons learned, and recommendations for future research.

Introduction

Electronic health records (EHRs) have already made vast quantities of data potentially available for research, and
new policies (including the PPACA) mean both that more data will be captured electronically and that there will
be greater incentives to make use of it. These data are intrinsically heterogeneous, spanning numerical laboratory
values, imaging results, and narrative histories, yet there is also heterogeneity in how the same value may be captured
by different institutions. Analysis of this data cannot focus on only structured or unstructured data, but will require
a broad set of tools and techniques. However, in order to validate methods and determine whether results can be
generalized, multisite studies are needed.

As a result, new networks such as the Electronic Medical Records and Genomics (eMERGE) Network [1] and the
HMO Research Network (HMORN) aim to make it possible for studies to be conducted in multiple, diverse, pop-
ulations. One of the key difficulties in trying to replicate studies has been in sharing data (due to HIPAA privacy
controls), but interoperability of records for the purpose of research is a growing concern as well. Unlike concerns
about interoperability in the context of sharing information about individual patients across multiple medical systems,
interoperability for research means being able to apply the same study design and methods in multiple systems, or
combine data from multiple systems in one study. Leaving aside issues with access to data, the structural differences
in how data are collected and stored across different EHRs make this a substantial challenge. For instance, a study
about a disease begins by defining selection criteria for patients, but the same types of data may not be available in
all sites. Conversely, reducing the data characteristics used to only those available everywhere in an identical form
will reduce the study’s power by ignoring important information. While this work can be tedious and difficult, it is
critical if we want to determine whether differing results are due to a failure of the methods used, differences across
populations, or issues with data quality and content.

In this paper we discuss the process of replicating a causal inference study in two different medical systems. We
focus on describing the challenges faced and lessons learned, before proposing recommendations for future work in
designing methods.

Background

While our work involved conducting a study of causes of one disease in two medical centers, our discussion is based
on the broad process of integrating qualitative and quantitative data for research and combining results from multiple
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Figure 1. Overview of inference process. Given raw data for a patient population, ICD-9 codes, medications, and
lab measurements are extracted from the structured data and notes when available to generate event triples (patient
medical record number, event, and time of event) and used to select cases and controls. Causal inference methods are
applied to produce timelines of when significant potential causes occur prior to diagnosis.

medical systems and patient populations. The general process we envision is shown in figure 1, where we begin with
structured and unstructured longitudinal data, apply natural language processing (NLP) techniques to extract events
from the text data (so they can be combined with the structured data for analysis), separate patients into cases and
controls, and use computational approaches for inference on the set of prepared data. This process may be repeated in
a number of systems, at which point we then need a way of comparing and interpreting results.

We are motivated by an attempt to identify causes of congestive heart failure (CHF) in two different populations: one
urban, using data from Columbia University Medical Center (CUMC) in New York City and one rural, using data
from Geisinger Health System in Pennsylvania. CHF is a highly disabling progressive disease, but its early detection
has remained a challenge, with most cases found too late to have a substantial impact on either reversing cardiac
muscle pathology or slowing progression. Thus, improvements in procedures that facilitate early detection may lead
to opportunities for delaying onset or slowing the progression of this disease, as earlier interventions have a higher
chance of success than late stage ones.

Much work has been carried out on curated longitudinal datasets to identify predictors of heart failure and mortality
(e.g., [2,3]). In our scenario, we are instead interested in leveraging raw EHR data for analysis. Due to the challenging
nature of EHR data, much of the prior work on analyzing it has focused on applying data mining and machine learning
techniques for clustering, learning associations, or finding predictive rules [4–6]. Prior work at Geisinger by Stewart,
Roy and Shah [7] applied machine learning methods to predict heart failure 6, 12, and 18 months before diagnosis, but
it still remains to determine whether these relationships are causal and whether the findings apply to other populations.
While causal inference is a more difficult task, the potential impact of finding causes is substantial, as these allow us
to identify targets for intervention in order to prevent or produce particular outcomes.

The causal inference approach used here [8] is based on the idea of causes providing information about the probability
of occurrence or expected value of variables that is not contained in other factors. In this approach, relationships are
described using logical formulas, so one may construct complex causes involving durations, sequences or conjunctions
of factors. There is also a window of time associated with each relationship, so that we find not only that “smoking
causes lung cancer,” but rather something like “smoking causes lung cancer in 20-30 years.” Relationships are then
inferred from data by calculating the average difference each cause, c, makes to an effect, e, given, pairwise, each of
the other potential causes of the same effect (x ∈ X), using:

εavg(c,e) =
∑x∈X P(e|c∧ x)−P(e|¬c∧ x)

|X\c|
. (1)

Other work by Kleinberg [8] has shown how to find the time windows empirically, without any prior knowledge of
them. The basic idea is that one can generate a set of candidate time windows (which need only be at the right level
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of granularity) and then iteratively perturb these (expanding, shifting, shrinking them), while attempting to maximize
εavg and this procedure will converge to the correct window.

After computing the average impact of each cause on its effect (εavg) it remains to determine which values are statisti-
cally significant. Given that large numbers of hypotheses are being tested, this can be treated as a false discovery rate
(FDR) control problem with multiple hypothesis testing [9], and the null hypothesis can be inferred empirically [10].
This allows us to find the relationships that are statistically significant, controlling the FDR, while making few as-
sumptions about the data.

Methods

We aim to learn population-level models of the causes and progression of CHF and aim to do this in a robust way that
can be generalized to multiple populations and diseases. Ultimately, the goal is to use the result of these inferences to
improve the care of individuals. Within these broad constraints we face a number of challenges in these data, including:
heterogeneity, sparsity and missingness, noise, and error. First, data are captured in multiple ways (that may also differ
across institutions) so we must incorporate both structured and unstructured information or risk missing important
events. Second, the longitudinal nature of EHRs allows us to potentially track the sequence of events leading up to
onset of a condition, but also leads to another source of missing data, as there may be large gaps in measurements or
variances in timing across patients. We may have data that is entirely absent, but also must disentangle documentation
biases from data biases. There is the added challenge of attempting to extract this information from notes, which
contain a mixture of current, suspected, and past events in one narrative. Finally, since the data are noisy, we require
methods that are robust in the face of uncertainty as well as a large amount of irrelevant information (noise that may
overwhelm the signal).

Data and processing

We began with data from subsets of the populations of two medical systems: Geisinger and CUMC, with 32,681 and
13,618 patients respectively. Due to the structured nature of the Geisinger EHR, we used only structured data for that
analysis. On the other hand CUMC’s records are in large part text-based, so a mixture of structured and unstructured
data was used.

The following processing was carried out on the narrative part of the CUMC EHR data. All notes were collected for
the patients in our dataset. Some notes were entirely free text without any pre-determined internal structure (e.g., some
primary provider and consult notes, progress notes, signouts), some had some internal structure and well-delimited
sections (e.g., radiology reports), and some were templated with a mix of boilerplate text and free text (e.g., structured
ambulatory consult note).

The content of all the notes was pre-processed to identify document structure (section boundaries and section headers,
lists and paragraph boundaries, and sentence boundaries) [11], shallow syntactic structure (part-of-speech tagging with
the GENIA tagger [12] and phrase chunking with the OpenNLP toolkit [13]), and UMLS concept mentions with our
in-house named-entity recognizer HealthTermFinder. HealthTermFinder identifies named-entity mentions and maps
them against semantic concepts in UMLS [14]. Furthermore, we used a post-processing step to aggregate concepts in
the Disorders semantic group whenever possible, so that semantically similar concepts are merged into one whenever
the two are used in similar contexts (e.g., if a note uses both concepts “morbidly obese” and “obese”, the two were
merged) [15]. At the end of the pipeline, we obtained a list of concept occurrences along with timestamps of the notes
in which they are mentioned. While the Geisinger dataset did not contain any notes, patient records contained problem
and comorbidities lists defined by ICD-9 codes and relevant dates.

Particular attention was given to mentions of medications in the CUMC notes. Medication names were parsed [16]
and were mapped to medication classes and subclasses for a pre-defined set of common and CHF-pertinent classes and
subclasses. Similar mapping to classes and subclasses was carried out for medication orders encoded in the CUMC
EHR. At the end of this pipeline, we obtained a list of medications (and associated (sub)classes) along with timestamps
and source (either note or order). Because of the many open challenges entailed in large-scale, automated medication
reconciliation, we did not attempt to reconcile the note-derived and order-derived medication lists. Furthermore, we
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only kept track of order or mention date, as no information was available about end date for a given medication. There
was no indication encoded for the medication either. In contrast, in the Geisinger dataset, we relied on the structured
medication fields available in their EHR. As such, Geisinger medications were encoded as the tuple (medication,
(sub)classes, indication, start date). The classes and subclasses were the same in both datasets.

Time series of laboratory tests were collected for a total of 75 tests that are either common or pertinent to CHF
diagnosis and progression. These were similar across both datasets.

Finally, ICD-9 codes for billing were also collected across both datasets as time series of ICD-9 occurrences for each
patient.

Causal inference

Using the inference approach described in the previous section, we tested for causal relationships between all variables
in our datasets (medications, lab values, ICD9 codes) and the occurrence of a CHF diagnosis. To use the causal
inference method described, all continuous variables were discretized (using standard reference ranges and institution-
specific ones when available) and text data was processed into id-event-time triples. We used the date of first diagnosis
(using first ICD9 code) instead of all mentions of a condition in our analysis and generated a set of time windows, on
the order of months, up to approximately two years. That is, relationships were tested between all variables and CHF
diagnosis at 4-6 months, 6-8 months and so on. After finding significant relationships, the candidate windows were
refined using the methods described in [8], so that we may begin with a window of 20-24 months but ultimately find
that the onset of diabetes leads to CHF in 17-22 months.

Results

Population characteristics

We begin by comparing the composition of the two populations studied. The study population at Geisinger is repre-
sentative of the population served by Geisinger as a whole and is both stable and homogenous (approximately 95%
white, with less than 1% outmigration in most counties served). The structured nature of the EHR and the criteria
used to determine cases of CHF and controls made it possible to search for and select controls for each patient. On the
other hand, the CUMC population is an ethnically diverse and urban one, with 57% white, 28% black, and 15% asian,
and 32% hispanic. There is also substantial in/out migration, gaps in access to healthcare and potentially movement
between medical systems in the region. Further, the case selection criteria used (as discussed in the following sections)
required both structured and unstructured data. This made matching controls individually to patients infeasible, so we
instead focused on a subset of the population at Columbia, patients with at least three visits to the AIM outpatient
clinic, excluding AIDS patients (there were a few hundred AIDS patients in the CUMC database and none in the
Geisinger data set). This population is relatively stable compared to the CUMC population as a whole and allowed us
to select a large group, whose members were then divided into cases and controls. Tables 1 and 2 compare the top 10
most frequent (by patient, rather than total mentions) ICD9 codes and medication subclasses in the two populations.
Significant differences are indicated in bold.

Case and control criteria

One of the biggest challenges for this type of study is replicating the selection criteria for patients. CHF is particularly
difficult as there is no single lab value that can objectively determine a CHF diagnosis. This step is critical, though,
since mislabeling may lead to substantial false positives and negatives. Further since we aim to determine the timing
of risk factors, we have an added challenge in that we must not only determine which patients have CHF, but when.
Geisinger developed operational criteria for determining cases of CHF in prior work [7], which formed the basis for
the criteria at CUMC. These criteria were reviewed by clinicians and compared against the standard Framingham
criteria [17]. The operational criteria used by Geisinger are shown in table 3.

At Geisinger, patients with any indication of CHF (outpatient visit, medication order, CHF on problem list) were
considered for further analysis, resulting in 6497 potential cases. Of these, 45% (N=2900) met operational criteria but
not Framingham criteria. A much smaller proportion (N=424, 7%) met Framingham criteria but not the operational
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Table 1. Top 10 ICD-9 codes in the two datasets, by raw number of patients and percentage of patients in the dataset.
CUMC Geisinger

401 Essential hypertension 10,669 (79%) 272 Disorders of lipoid metabolism 25,687 (79%)
786 Symptoms involving respiratory system and

other chest symptoms
7,911 (58%) 401 Essential hypertension 25,065 (77%)

272 Disorders of lipoid metabolism 7,908 (58%) 786 Symptoms involving respiratory system and
other chest symptoms

19,481(60%)

789 Other symptoms involving abdomen and
pelvis

7,393 (55%) 780 General symptoms 19,112 (58%)

724 Other and unspecified disorders of back 6,518 (48%) 715 Osteoarthrosis and allied disorders 15,974 (49%)
729 Other disorders of soft tissues 6,422 (47%) 724 Other and unspecified disorders of back 15,056 (46%)
780 General symptoms 6,413 (47%) 729 Other disorders of soft tissues 14,676 (45%)
715 Osteoarthrosis and allied disorders 6,048 (45%) 530 Diseases of esophagus 14,016 (43%)
784 Symptoms involving head and neck 6,046 (45%) 719 Other and unspecified disorders of joint 13,886 (42%)
250 Diabetes mellitus 5,617 (42%) 788 Symptoms involving urinary system 13,529 (41%)

Table 2. Top 10 medication sub-classes for the two datasets by raw number of patients and percentage of patients in
the dataset.

CUMC Geisinger
Analgesics Other 10,230 (76%) Salicylates 21,396 (66%)
Salicylates 8,212 (61%) HMG CoA Reductase Inhibitors 20,383 (62%)
Nonsteroidal Anti-inflammatory Agents (NSAIDs) 7,903 (58%) Nonsteroidal Anti-inflammatory Agents (NSAIDs) 19,878 (61%)
Proton Pump Inhibitors 7,629 (56%) Opioid Combinations 19,123 (59%)
Non-Barbiturate Hypnotics 7,351 (54%) Beta Blockers Cardio-Selective 18,197 (56%)
Opioid Agonists 7,163 (53%) ACE Inhibitors 16,525 (51%)
Surfactant Laxatives 6,875 (51%) Proton Pump Inhibitors 16,404 (50%)
HMG CoA Reductase Inhibitors 6,593 (49%) Glucocorticosteroids 15,490 (47%)
Bulk Chemicals - S’s 6,274 (46%) Fluoroquinolones 14,880 (46%)
Calcium 6,270(46%) Azithromycin 13,726 (42%)

criteria, and 35% (N=2294) met both. Many of the patients who did not meet the Framingham criteria (2 major, 1
major + 2 minor) had documentation of some of the criteria, though 1322 had none. This is likely due to the fact that
most Framingham criteria are documented in notes and difficult to extract with reasonable false positive and negative
rates (many mentions involve “suspicion” of a symptom or a “possible” symptom or may refer to a symptom at a prior
time). Controls were matched based on age and sex with an average of 7.5 controls for each patient. It was found that
a single ICD9 code (whether attached to a visit, or a medication) is a poor indicator for a diagnosis [5, 18], as 20% of
the initial pool (N=1303) had only one ICD9 code without CHF also being on the problem list. This also means that
there are people with medications for CHF yet no outpatient visits for the condition as well as patients with visits for
CHF but no medications for the condition.

The Geisinger operational criteria depend on a few features of the dataset that were not present in the CUMC data:
ICD9 codes associated with each medication, and a structured problem list that is separate from ICD9 codes used
for billing. Making use of medications in this way is impossible to replicate without this information, since knowing
that a patient was prescribed a beta blocker for their CHF is quite different than simply knowing that a patient is on a
beta blocker. As a result of the structural differences between the EHRs, we developed a different set of operational
criteria for CUMC, based on the same principle that a single ICD9 code is a noisy indicator of a diagnosis and other
evidence is required. Due to the structure of the CUMC EHR system, where a patient’s problem list and medications
are at least partly encoded in unstructured notes, we used both structured and unstructured data. Notes were processed
to extract positive mentions of CHF as well as Framingham symptoms as follows. The notes’ raw text was indexed
and a small set of manual queries were iteratively refined to extract the positive mentions. A dedicated website was
created (sample output is shown in figure 2) to allow visualization and review of a patient’s history. The website also
enabled us to improve queries by identifying cases where mentions were erroneously classified as positive or missed.
Despite our success in getting many of the major Framingham criteria from the notes, we found that it was still not
possible to determine when or if a patient is a case based on this criteria alone. Thus we used a mixture of structured
and unstructured information.
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Table 3. Criteria for establishing cases of CHF.
CUMC Geisinger
2 ICD9 codes for CHF 2 medication orders with CHF diagnosis
1 ICD9 code for CHF and 1 mention of CHF in note
on same date

2 outpatient visits with CHF diagnosis

1 ICD9 code for CHF and 1 medication typically in-
dicated for CHF

1 outpatient CHF diagnosis and 1 medication order
with CHF diagnosis
CHF on problem list

Figure 2. View from the system built to visualize CUMC data. Notes with positive mentions of Framingham terms
have the terms listed in bold. Visits such as extended hospital stays are consolidated so they can be viewed as a single
unit. Dates with CHF medications or ICD9 codes are also indicated.

Overall, the CUMC patient records spanned 12.1 years on average (7.0 years stdev). Together they comprise 2.6
million notes (spread across more than 3,000 note types) corresponding to 210 notes per patient on average (albeit with
large variance across patients; 291 notes stdev), 6,180,000 different medications orders, and 4,210,000 different ICD9
codes. The notes are rich in clinical concepts: they contain nearly 4M mentions of UMLS concepts from the Disorder
semantic group [19], and 156M UMLS concept mentions overall. Per patient on average, there are more than 1,000
unique UMLS concept and 400 disorder concepts. The patient records for the CUMC CHF cohort spanned 13.3 years
(stdev 6.7 years). The Geisinger records had an average span of 7 years (on average 2.2 years pre-diagnosis). There
were, on average, 86 encounters per patient, with a total of 1574 unique ICD9 classes, and 558 unique medication
subclasses.

Causal inference results

Figures 3a and 3b show timelines of the causal relationships that were inferred with the window of time (in months)
prior to CHF diagnosis when these factors occur. In the Geisinger population, we found diagnoses of hypothyroidism,
diabetes, overweight and urinary symptoms along with prescription of an antihypertensive medication combination to
be causally significant at varying times. Some of these are known risk factors for CHF (diabetes, overweight), but
others illustrate the difficulty of interpreting results from EHR data. First, note that our effect is not CHF itself (as
we have no way of determining when this progressive illness first begins) but rather clinical diagnosis of the illness.
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Table 4. Comparison of data for both sites, including availability and format.

Geisinger CUMC
Cases 3,838 1,853

Controls 28,843 11,765
Lab values Structured Structured

Medications Structured orders and reconciliation list Structured and from notes
Diagnoses Structured comorbidities and problem list ICD9 codes

Framingham symptoms No Notes
Vital signs Yes No
Visit types Out-patient In-patient and out-patient

Urinary symptoms such as frequent nighttime urination are a symptom of CHF, suggesting that there is documentation
of symptoms prior to a diagnosis (other hypotheses, such as that these were due to diuretics prescribed for CHF were
ruled out). Similarly, while hypertension is a risk factor, we did not find this but instead found a medication for
hypertension. This is likely due to under-documentation of hypertension, along with errors in the measurement of
blood pressure. Note that in all cases this is a new diagnosis of each of these illnesses, as we used the first ICD9 code
for each.

In the CUMC data, a larger number of significant relationships were found, yet many of them (aside from COPD
asthma and angina) involved medications. We believe that this is due to the noise in billing ICD9 codes (rather than
those attached to medications or a problem list), and the text-based nature of the CUMC EHR. In prior work we have
extracted clinical information from the free text notes [15], but this work required the timing for each clinical event.
Since the notes are comprised of a mix of current and past medical histories, including these may have introduced
more noise into the inference [20]. However, if we interpret the medications as indicators for the underlying illness,
we see that diabetes (or use of insulin) is found as being a risk factor in both populations, as is thyroid dysfunction
(hypothyroidism in Geisinger, thyroid hormone prescription in CUMC). Similarly antihypertensive medications are
found in both populations (antihypertensive combination medications in Geisinger, calcium channel blockers and beta
blockers in CUMC).

In general, it is not unexpected that we will make fewer findings in a larger population. This is because we have more
observations of each individual event. In a smaller population we might, due to coincidence or characteristics of the
population, happen to find that people with a particular condition go on to develop CHF. As the population grows,
though, we come closer to observing the true underlying probabilities of each event. We also expect that, due to the
criteria used and method used for determining dates of diagnosis, in this study the timing of CHF onset will be more
accurate in the Geisinger population than in the CUMC one.

Discussion

The use of EHRs to discover actionable knowledge such as causal relationships is a fundamentally new approach
to research that will require new methods and considerations. With much of the prior focus on studies of single
methods and single hospital systems (aside from that of networks such as eMERGE), we face a similar situation to
when genomic sequence data for humans first became available. These data allowed researchers to ask new types
of questions, yet researchers initially focused on getting a single sequence at a time, with no real way of determining
whether or not the sequence was correct. As genome-wide association studies proliferated1 there too researchers would
collect data for one community and attempt to find a set of associations. Only recently have researchers done meta
analyses to determine the common findings among these disparate studies [21]. In biomedical informatics replication
is critical if we are to know whether a finding is specific to a population (or perhaps due to the idiosyncrasies of an
EHR system) or more widely generalizable.

1As of 7/12/2013, NHGRI’s GWAS catalog contains 1657 publications.
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Figure 3. Results of causal inference in both populations. Timelines show occurrence of factors prior to CHF diagno-
sis.

Recommendations

Validation Studies involving EHRs often face the problem of there being no gold standard against which results can
be evaluated. To overcome this experts are often consulted to create labeled datasets [22], but their judgments may be
faulty and the time of experts is often costly. Without a gold standard, though, it is challenging to evaluate conflicting
results. If we find different causal relationships in different populations, we want to separate out what comes from the
data (i.e. as a result of errors and biases), what is from the EHR (artifacts of the healthcare process and documentation
practices) and what is from the methods. The computational methods used in this study were validated on simulated
data from other domains, since there was none available that mimicked the structure of EHRs. The causal inference
methods were validated on simulated financial and neuronal spike train data, and the NLP methods were validated on
clinical texts, but the combination of the two were not validated on data with a structure similar to EHRs.

Shared Resources A primary difficulty in replicating a study in multiple populations is in accessing and sharing these
protected data. One of the lessons learned from this project is the importance of having a set of fully de-identified data
that can be shared widely. Having such a repository will allow methods to be compared objectively on the same data.
Repositories like the MIMIC dataset [23] and the corpora provided through the i2b2 challenges [24] are exciting steps
in this direction. More recently, datasets annotated with ground truth labels have started to appear in the informatics
community [25].

Simulation In parallel to the need for annotated de-identified data, there is a need for simulated datasets. We can
evaluate whether findings are consistent across populations or with current knowledge, but to determine what compu-
tational methods can and cannot do we must have simulated data. A core difficulty in translating computational tools
to biomedical informatics is that they are often proven correct theoretically under some assumptions and applied to
simulated data, but biomedical data has a radically different structure and unique challenges that are not addressed by
generic simulations of networks or data from other fields. While creating realistic data is a challenge, the benefits are
substantial and there are no related privacy issues, or concern about whether data is sufficiently de-identified for public
release.
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Background 

Understanding how clinical decision support (CDS) influences clinician behavior can inform the development of 

more effective systems. We examined CDS use from an ongoing cluster randomized trial CDS based on behavioral 

economic principles to decrease inappropriate antibiotic prescribing for acute respiratory infections (ARIs).  

Methods  

CDS: The CDS was triggered by initiating an antibiotic prescription. When initiating an antibiotic prescription, all 

clinicians were asked whether the antibiotic was for an ARI and, if so, for which specific ARI. For certain ARIs, 

“justification” CDS required the clinician to enter an explicit justification note that becomes a separate medical 

record note; “alternatives” CDS provided a list of alternative, non-antibiotic medications to the clinician; and 

“justification and alternatives” CDS combined the two. 

Study Design: As part of a larger study, we randomly assigned 23 practices with 170 clinicians to one or more of the 

following conditions: 1) justification, 2) alternatives, or 3) justifications and alternatives, or control. 

CDS Analysis: We examined the CDS logs between November 2011 and January 2013. We measured the number 

of alerts per encounter, the rate and distribution of ARI diagnoses, and rates of mutually-exclusive workflows. 

Results 

During the analysis period, there were 29,456 CDS alerts. The intervention clinicians had more multiple alert 

encounters than control clinicians (p<0.0001; Table), especially in the alternative intervention groups. In encounters 

with single alerts, intervention clinicians had a higher rate of non-ARI diagnoses (p<0.0001, Table). Among visits 

with ARI diagnoses, intervention clinicians had a higher rate of antibiotic-appropriate diagnoses (p<0.0001, Table), 

especially in the justification intervention groups. Among single alert encounters with ARI diagnoses there were 

small, but significant differences between the intervention groups in the rate of antibiotic prescribing (p=0.0008); 

clinicians did not complete the antibiotic prescription in 37% to 42% of these visits. 

Table: Antibiotic-Initiated Clinical Decision Support, Diagnoses, and Workflow 

 
Control Justification Alternatives 

Justification and 
Alternatives 

Total CDS alerts, N 6435 7590 8310 7121 

 % 

Multiple alert encounters 23 25 27 27 

Single alert encounters 77 75 73 73 

Diagnoses, single alert encounters     

Non-ARI diagnoses 58 65 68 66 

ARI Diagnoses 42 35 32 34 

Non-antibiotic-appropriate diagnoses 26 18 25 16 

Antibiotic-appropriate diagnoses 74 82 75 84 

Workflow, single alert encounters, ARI diagnoses     

Antibiotic prescription NA 58 63 58 

No antibiotic prescription or incomplete workflow NA 42 37 42 

Conclusion: In an ongoing randomized controlled trial of CDS based on behavioral economic principles to decrease 

inappropriate antibiotic prescribing for ARIs, CDS that provided alternatives was associated with more multiple 

alert encounters; all CDS was associated with more non-ARI diagnosis; and CDS that required clinicians to justify 

antibiotic prescribing was associated with more antibiotic-appropriate diagnoses. In the intervention groups, about 

40% of antibiotic-initiated CDS workflows with an ARI diagnosis were abandoned before completion. 
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Abstract:  Copying text and pasting it elsewhere in the medical record, or allowing it to pull forward 
automatically, can be problematic; however, given the constraints of our electronic medical record 
system, we found a use for these activities that helped us achieve medication reconciliation goals 
for congestive heart failure patients.   
 
Background:  Careful reconciliation of home, hospital and discharge medication lists is important 
for patient safety.  Many hospitals, however, do not have automated electronic systems that help 
providers perform this function.  Prior to 2011, patients were discharged from our hospital with a 
handwritten instruction form, while physician notes were completed in our primary electronic 
medical record (EMR), and discharge summaries were dictated or typed into a secondary EMR.  
Discharge instructions were often illegible, and there was frequent incongruity between the 
medication lists on the handwritten instructions and the typed list recorded in the discharge 
summary.  As a result, our institution frequently failed the Joint Commission Core Measure 
addressing congruence between these lists for patients with congestive heart failure (CHF).  
Enhancement requests for the secondary EMR were not being accepted by its developers.   
 
Purpose:  Develop a process to facilitate medication reconciliation within the constraints of the 
available electronic medical record (EMR) system.    
 
Description:  We developed a discharge instruction template in our primary EMR system to replace 
the handwritten form.  The template was developed with multidisciplinary input, using patient-
friendly language.  The template was devised so that the home medication list could be 
automatically pulled forward from the history & physical template to a field labeled “Your updated 
medication list” in the discharge instructions.  Added, changed and discontinued medications could 
then be noted.  Once finalized, the discharge medication list could be either copied and pasted into 
the discharge summary template in the secondary EMR, or referred to at the time of its dictation.  
The template was piloted on a cardiopulmonary unit at our hospital in April 2011, and then 
gradually adopted by providers on other Medicine units until it was the primary method of 
preparing instructions for nearly all patients discharged from the Medicine service.  The mean 
congruence between discharge instruction medication list and discharge summary medication list 
for patients with a primary diagnosis of CHF was significantly higher during the 15 months after 
discharge instruction template implementation when compared to the 15 months before 
implementation (78.6% vs. 92.8%, P = 0.0001).   
 
Conclusions:  Copying text and carrying it forward from one document to another is thought by 
some to be tantamount to a lapse in professionalism; however, when applied to medication 
reconciliation, these functions increased medication list congruence between patient discharge 
instructions and discharge summaries, improving the safety of medication management at an 
important transition of care. 
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Abstract 

The Intensive Care Unit (ICU) population is heterogeneous. At individual ICUs, the quality of care may vary within 
subgroups. We investigate whether poor outcomes of an ICU can be traced back to excess deaths in specific patient 
subgroups, by discovering candidate subgroups, with  a modified adaptive decision tree boosting algorithm applied 
to 80 Dutch ICUs. Genuine subgroups were selected from candidate subgroups when the case-mix adjusted 
outcomes were poorer than those of the five top performing ICUs. For 59 ICUs we discovered 122 genuine 
subgroups and most were defined by one to four variables, with a median of three [2-4]. Variables Glasgow Coma 
Scale and age were used most. There were 29 ICUs with overall poor outcomes, and for 22 our algorithm found all 
excess deaths. A new method based on adaptive decision tree boosting discovered many subgroups of ICU patients 
for which there is potentially room for outcomes improvement. 

Introduction 

One of the goals of many registries in health care is to assist in improving the quality of care1. These registries 
collect data from patients with a specific disease or treatment, and from multiple centers. A principal measure of 
quality, particularly in surgery and critical care, is patient mortality. However, the Intensive Care Unit (ICU) 
population is heterogeneous reflected by many different subgroups of patients such as surgical and non-surgical, 
acute and planned, old and young patients. Therefore it is necessary to adjust observed death rates by predicted 
mortality risk in order to make valid judgments about quality of care. Predicted mortality risks are typically obtained 
from a predictive model, such as the Acute Physiology and Chronic Health Evaluation IV (APACHE IV)2 model for 
ICU patients. Risk-adjusted mortality rates are typically calculated for an entire hospital or ICU over a given time 
period thus reflecting the overall quality of care in that center or unit during that period. This approach does 
however not identify if there are specific subgroups of patients which are responsible for unexpected high mortality 
rates. Furthermore, low or intermediate overall mortality rates can falsely suggest that there are no subgroups of 
patients where quality is poor. 

The field of machine learning and data mining has provided methods for 'boosting' the performance of predictive 
models, by searching for subgroups where model predictions systematically deviate from observed outcomes. One 
of the most popular methods is AdaBoost, short for Adaptive Boosting, developed by Freund and Shapire3. In this 
paper, we develop a modified Real AdaBoost algorithm for identifying subgroups of ICU patients whose outcomes 
are systematically worse than predicted by the APACHE IV model. While the original AdaBoost algorithm uses the 
identified subgroups to iteratively improve the predictive model, our method does not alter the APACHE IV model 
but reports the subgroups to clinical users as an impetus for quality improvement. In our algorithm, decision trees 
are used as the underlying machine learning method for subgroup discovery. To prevent false-positive warnings all 
subgroups are further selected using the Achievable Benchmarks of Care (ABC) method4. 

The objective of this paper is to investigate whether unexpected high mortality rates in individual ICUs can be 
traced back to excess deaths in specific patient subgroups. To this end, our algorithm was applied to a large dataset 
of ICU patients from the Dutch National Intensive Care Evaluation (NICE) registry, and the quality of the resulting 
subgroups were systematically analyzed.  

Methods 

In this section, we first discuss the dataset that was used in the analysis. Then we introduce the first step of our 
algorithm, the modified Real AdaBoost algorithm that was used to discover, for each ICU that contributed to the 
dataset, candidate subgroups with unexpected high mortality. Subsequently we describe the second step of our 
algorithm, where the ABC method was used to select from these candidates those subgroups with genuine higher 
mortality rates than are seen in other ICUs, referred to as genuine subgroups. We finally describe the methods that 
were used to analyze the quality of the resulting genuine subgroups for this study. 

798



  

Data 

Data of the NICE registry from 2011 was used, consisting of all patients admitted to one of the 80 participating 
ICUs at that time. The NICE registry collects severity of illness data on the first 24 hours that patients are admitted 
to the ICU, as well as ICU and in-hospital mortality and length of stay. We used the APACHE IV model to calculate 
the predicted mortality risk for each patient, and therefore excluded patients according to APACHE IV’s exclusion 
criteria: length of stay less than four hours, readmitted patients, patients with burns, patients aged younger than 16, 
patients admitted after transplant operations, and patients coming from another ICU. Cardiac surgery patients were 
excluded because they have other diagnostic characteristics, are less heterogeneous, and only exist in a minority of 
the Dutch ICUs. All patient identification data, such as name and patient number, have been removed. In the 
Netherlands, there is no need to obtain consent to make use of registries without patient identifying information. The 
NICE registry is officially registered according to the Dutch Personal Data Protection Act. 

Because the APACHE IV model was developed on different data, we recalibrated the model to our dataset by fitting 
a logistic regression model on observed mortality outcomes oi (oi=0,1) using the logit-transformed APACHE IV 
mortality risk pi as only covariate5. Due to the recalibration, overall observed and predicted mortality in the dataset 
are equal and therefore the ratio of observed and predicted mortality, the standardized mortality ratio (SMR), for the 
entire dataset is exactly equal to one. In general, an SMR above one reflects outcomes poorer than predicted while 
an SMR below that value is indicative for outcomes better than predicted. 

Modified Real AdaBoost algorithm 

Adaptive boosting3 is an ensemble-based machine learning method in which different base models are constructed 
on the same dataset in a series of R 'rounds'. Each subsequent base model focuses on instances in the dataset that 
were not correctly predicted by the base models from previous rounds. Eventually, the resulting ensemble of R base 
models jointly makes predictions for new instances using weighted majority voting. In principle, any machine 
learning method can be used to construct the base models but 'weak' (i.e. unstable) learners are known to yield better 
results. A popular choice, which we will also use here, is decision tree learning6. With this choice, each base model 
effectively identifies subgroups of instances that were poorly predicted so far. That is, the weighted majority vote of 
all previous base models systematically deviates from observed outcomes within these subgroups. 

In the first step of our algorithm, we applied adaptive decision tree boosting to 80 subsets of the data contributed by 
the participating ICUs. The resulting ensembles of base models were discarded after round R because we were not 
interested in building new models. Instead our algorithm returned all subgroups, identified in any round, for which 
observed mortality rates exceeded those that were predicted by the recalibrated APACHE IV model. Because this 
model predicts probabilities rather than classes (i.e., survival outcomes), we used the Real AdaBoost algorithm7, 
which is a generalization of the original AdaBoost algorithm for real-valued predictions. Starting off initially with 
weights defined by the APACHE IV predictions, the Real AdaBoost algorithm iteratively reweighs all instances in 
the dataset in order to focus the decision tree learner in subsequent rounds on regions where predictions deviate from 
observed outcomes. Eventually, we obtained for each ICU a set of candidate subgroups with unexpected poor 
outcomes. 

In the first round the weights were calculated as follows for instances i = 1,…,N: 

						 	
for	 0

	for	 1
   (1) 

				and	normalize	such	that	 1																																																																													 

That is, weights were high for instances i with large residuals |yi-pi| and low for instances with small residuals. Let 
S1,…, Sk be the set of candidate subgroups defined by the leaf nodes of the tree that resulted from the weighted 
decision tree analysis, and q1,…, qk be the corresponding class probabilities predicted by the tree. Each candidate 
subgroup Sj is defined by the conjunction of conditions which are associated with the path from the root of the tree 
to the leaf node. For each candidate subgroup Sj, SMR(Sj) was calculated to determine whether the outcomes of the 
ICU were poor for that subgroup, reflected by a ratio above one.  

The SMR for a given candidate subgroup Sj of patients is defined as: 
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SMR(Sj) = 
∑

∑
   (2) 

where os and ps are the observed and predicted mortality outcomes in candidate subgroup Sj. 

In subsequent rounds, weights were adjusted only for candidate subgroups of patients where the outcomes of the 
ICU was poor (e.g. SMR (Sj) above one), to prevent that the same subgroups were found over and again, as follows: 

	 ∗
for	 0

	for	 1
  , m = 2,…,R  (3) 

For the other candidate subgroups, the weight remained equal to that of the previous round. As before, the weights 
were normalized prior to constructing the decision tree. Thus, candidate subgroups were selected based on having a 
poor outcome and a high weight. We performed ten iterations (R=10) of adaptive boosting for each of the 80 ICUs. 
For each decision tree the minimum number of instances per node was set to 20 and the maximum depth of the tree 
was 20. 

ABC Method 

Due to chance or inaccurate APACHE IV model predictions, there is a possibility that the candidate subgroups 
found by the first step do not describe true poor outcomes of the ICUs. Therefore, in the second step of our 
algorithm, we used the ABC method4 for filtering candidate subgroups of patients. Thus, candidate subgroups of 
patients were removed when there was insufficient evidence that the outcomes of the ICUs for the subgroups were 
poor compared to the best performing ICUs for that same subgroup, resulting in a new set of subgroups referred to 
as genuine subgroups.  

For each candidate subgroup, we have the SMR(Sj), 95% confidence interval (CI), and the corresponding ICU for 
which the subgroup was found. To be able to remove candidate subgroups, we first selected all the patients in the 
dataset, containing data from all ICUs, which adhered to the subgroup description Sj resulting in the subgroup 
dataset. Secondly, for all ICUs in the subgroup dataset, the SMR was calculated and sorted from lowest to highest 
based on the value of the SMR. Top performing ICUs were selected based on the following conditions: (1) consist 
of at least five unique ICUs, (2) and  cover at least ten percent of the subgroup dataset. The data of the top 
performing ICUs was aggregated into a new dataset, and accordingly SMR(Sj,abc) and 95% CI was calculated. In the 
last step we compared the SMR(Sj,abc) and 95% CI with the SMR(Sj) and 95% CI of the ICU for which the candidate 
subgroup Sj was initially found by the modified Real Adaboost algorithm. If the ICU’s CI of SMR(Sj) crossed or was 
below the CI of SMR(Sj,abc) we removed the candidate subgroup of the ICU. In all other situations the candidate 
subgroup of the ICU was not removed, as the conclusion was that the outcomes were poor for the candidate 
subgroup.  

Quality of the genuine subgroups 

To further investigate the subgroups found, we recorded per ICU the number of candidate subgroups, number of 
genuine subgroups and per genuine subgroup the number and type of variables describing the demographic and 
diagnostic characteristics of each patient. Each ICU’s overall outcome was categorized as good (95% CI of overall 
SMR below one), intermediate (95% CI of overall SMR crossing one), or poor (95% CI of overall SMR above one). 
The complexity of the genuine subgroups were assessed by determining the number of variables used for each 
subgroup, which variables occur the most, and describing the five genuine subgroups with the poorest outcomes. 
Furthermore, the percentage overlap of patients between different genuine subgroups within ICUs was calculated 
with the ratio of the number of patients (np) existing in all the different genuine subgroups and total number of 
patients of the ICU: 

∑

∑
1 ∗ 100  (4) 

The overlap is a measure indicating whether each genuine subgroup consists of unique patients for the ICU, or 
whether some genuine subgroups are subsets of other genuine subgroups. We also calculated how many excess 
deaths there were for all the patients i = 1,…,L of each ICU in the dataset and the number of excess deaths found for 
all genuine subgroups combined for each ICU. Excess deaths per ICU in the dataset were calculated by:  
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∑ ∑    (5) 

And excess deaths for each genuine subgroup Sj per ICU were calculated by: 

∑ ∑   (6) 

In the ideal situation, we would find at least the same number of excess deaths in the genuine subgroups for all ICUs 
combined from our algorithm  as in the excess deaths for all ICUs combined from the original dataset. 

Results 

Our recalibrated APACHE IV model had an Area Under the Curve (AUC) of 0.88 and the R2-value was 0.43. With 
the use of our modified Real AdaBoost algorithm, 65 of the 80 ICUs had at least one candidate subgroup of patients 
with an unexpected poor outcome. A total of 247 candidate subgroups were found. After applying the ABC method 
122 genuine subgroups remained where the ICU’s outcome for that subgroup was poor, comprising 59 ICUs. Of the 
59 ICUs, there was a median of two genuine subgroups with a range of 1-6.  SMR(Sj) of the genuine subgroups 
ranged from 1.0-4.3 whereas for the top five performing ICUs the range was 0.0-0.9. All genuine subgroups 
combined consisted of 21464 unique patients (44.3% of all national ICU patients) and 3915 unique deaths (43.7% of 
all national ICU deaths). At least one genuine subgroup was found for one ICU with overall good, 48 with 
intermediate, and ten with poor outcomes. Table 1 shows an overview of the overall outcomes of the ICUs and 
whether genuine subgroups were found. The 21 ICUs where no genuine subgroups were found consisted of eight 
ICUs with good, twelve with intermediate, and one with poor outcomes.  

Table 1. Overall outcomes of ICUs and whether genuine subgroups were found. 

ICU outcomes Number of ICUs Number of ICUs with genuine subgroup(s) found 
Good 9 1 
Intermediate 60 48 
Poor 11 10 

Most genuine subgroups used one (13.9%), two (29.5%), three (24.6%), or four (20.5%) variables to describe the 
demographic and diagnostic characteristics of the patients, with a median of three [2-4]. The variable age, lowest 
Glasgow Coma Scale in first 24 hours of ICU admission (GCS, a scale for neurological functioning where a value of 
15 is the best outcome), and admission type (medical, emergency surgery, or planned surgery) occurred the most in 
the genuine subgroups (30.4%, 29.0%, and 7.3% respectively). For 42 of the genuine subgroups, the GCS was above 
10 points. The most common range in age was between 47 and 76. Admission type varied evenly among the genuine 
subgroups. Other variables, such as chronic or acute diagnosis, occurred in five percent or less of the genuine 
subgroups. Table 2 shows the five genuine subgroups which had the highest SMR, and with the 95% CI above one. 
Four of the five genuine subgroups belonged to ICUs with overall intermediate outcomes (ICU A, B, and D), and 
one subgroup was from an ICU with overall poor outcomes (ICU C). All five genuine subgroups used the GCS and 
age. 

Table 2. Five genuine subgroups with poorest outcome found by the modified Real AdaBoost algorithm. 

ICU 

Number 
of 

patients 
in 2011 

Genuine subgroup description 

Number 
of patients 

in ICU  
subgroup 

Number 
of deaths 
in ICU 

subgroup 

Genuine 
SMR 

[95%CI] 

A 1094 

Lowest GCS in first 24h ≥ 7 AND Age ≥ 45 AND Chronic 
Renal Insufficiency = False AND Neoplasm = False AND 

Confirmed Infection = False AND Chronic Respiratory 
Insufficiency = True 

31 7 4.4 [1.7-8.6]

B 497 
Lowest GCS in first 24h ≥ 13 AND Age ≥ 67 AND Planned 

ICU Admission = False AND COPD = True 
27 8 3.3 [1.4-6.2]

C 1121 
Lowest GCS in first 24h ≥ 14 AND Intracranial Mass 

Effect = True 
55 12 3.3 [1.7-5.9]

B 497 
Lowest GCS in first 24h ≥ 13  AND Age ≥ 44 AND Age < 
66 AND Vasoactive Drugs = False AND Gender = Male 

75 6 3.1 [1.1-6.3]

D 281 
Lowest GCS in first 24 hours = 15 AND Age ≥ 57 AND 

Admission Type = Medical AND Gender = Female 
41 10 3.0 [1.4-5.3]
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For 18 ICUs we found patients overlapping between the different genuine subgroups. The overlap ranged from 5.8% 
to 219.4% with a mean of 54.1% and a median of 32.5% implying that there were 32.5% more patients in the 
genuine subgroups than in the original ICU data. Thus, there are genuine subgroups which are subsets of other more 
general genuine subgroups. In 22 of the 29 ICUs with excess deaths, at least the same number of excess deaths were 
reflected in the genuine subgroups. For the seven other ICUs, the percentage of excess deaths found by the genuine 
subgroups was between 80.1% - 96.3%.  

Discussion 

Our paper describes a modified Real AdaBoost algorithm to detect genuine subgroups of patients where ICU 
performance is poor. Additionally we investigated the suitability of our algorithm for use in ICU practice by 
describing the genuine subgroups found and how many excess deaths in the ICU population were reflected by the 
genuine subgroups. The modified Real AdaBoost algorithm detected genuine subgroups in the majority of the ICUs. 
For ten ICUs of the eleven with poor outcomes genuine subgroups were found. Furthermore, in most cases the total 
number of excess deaths in all ICUs were also found by the genuine subgroups. This suggest that we found genuine 
subgroups of patients which were responsible for the majority of the total excess deaths in the ICU population. 

In our algorithm the possibility exists that the APACHE IV model systematically over- or underestimates the 
mortality for some candidate subgroups. However, candidate subgroups with underestimated predictions found in 
our algorithm will be removed by subsequently performing the ABC method. Due to the good AUC and R2-value 
value of the APACHE IV model we expect that the number of times this occurred was kept to a minimum. 
However, our modified Real AdaBoost algorithm will perform worse when using predictive models which 
frequently over- or underestimate the mortality predictions, e.g. have a lower AUC and R2-value. This leads to many 
false positive candidate subgroups found, which are subsequently removed by the ABC method ultimately leading to 
no genuine subgroups found. To overcome this, the number of R rounds can be increased. Another possibility is to 
first apply the adaptive boosting algorithm to the whole study population, leading to new more accurate predictions, 
and then performing subgroup discovery for individual ICUs.  

A limitation is the possible unreliability of the data. A variable such as the GCS is a subjective variable, meaning 
that ICUs may differ in how they score this. Therefore, we may have found GCS in many of the genuine subgroups 
because of these scoring differences. This may also account for other variables thereby influencing the subgroups 
found. However, data quality of the NICE registry is frequently assessed using audits and errors are comparable with 
other registries8.  

Another limitation is that there is some overlap between genuine subgroups. As a consequence certain core groups 
are weighted more heavily than others. Consequently, specific genuine subgroups, with large number of descriptive 
variables, are subsets of other more general genuine subgroups with few descriptive variables. Future research 
should aim at avoiding this overlap, and further improving and evaluating our algorithm. An option is to simulate 
subgroups with high mortality, providing an answer on how high the increase in mortality has to be, and what the 
ICU, and subgroup size minimally needs to be to detect subgroups . Furthermore, a randomized controlled trial can 
be done, providing one half of the ICUs with feedback about the genuine subgroups found by our method. The other 
half of the ICUs receive regular feedback about their risk-adjusted mortality rates. The risk-adjusted mortality rates 
of each ICU are compared before and after the study to see if the intervention group has increased performance. 

A last limitation are the limits or boundaries we set in our modified Real AdaBoost algorithm. We only adjusted 
weights for candidate subgroups where the SMR was above one. Lowering this limit may result in more candidate 
subgroups detected but an increase in false positive candidate subgroups is also possible.  Candidate subgroups were 
only selected as genuine when the subgroup’s lower CI was above the upper CI of the top five ICUs. Candidate 
subgroups not selected do not necessarily imply that the performance of the ICUs in reality was not poor for these 
groups. Furthermore, decision trees were chosen as machine learning method, whereas other methods such as the 
Patient Rule Induction Method9 may yield other results.  

Our algorithm based on decision tree boosting discovered many genuine subgroups of ICU patients, for which there 
is potentially room for outcomes improvement. The resulting genuine subgroups can aid ICUs and management in 
setting up tailored quality improvement initiatives.  
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Introduction 

The Big Data revolution is making its way into healthcare, but with lack of interoperability standards between EHR 

systems, obtaining meaningful analysis from this data is severely limited. One challenge is making sense of the data 

elements gathered from various medical databases, EHR systems and diverse interfaces for the purpose of data 

integration and exchange. 

Many current methods for incorporating seemingly disparate data involve labor-intensive manual mapping of data 

elements to a common data model (CDM) before the data can be used. Additionally, these methods are costly and 

require subject matter expertise.
1
 This project seeks to demonstrate that machine learning algorithms can help map 

discrete data elements to standard nomenclatures and facilitate the rapid discovery of new data elements that can be 

later incorporated into a data dictionary. 

 

Method 

The proposed approach automates many of the steps needed to create data dictionaries by replicating the workflow 

used in manual field mapping. The method includes three modules that correspond to three phases of detecting types 

of data elements: (1) manually created rules to detect well-known formats; (2) analysis of field names; (3) machine 

learning-based models for matching data formats. The modules (1) and (3) use metadata that describe the content of 

an element being matched. The metadata include: data element characteristics such as size, type, the presence of 

special characters, as well as the range of values stored. Using these features, the algorithms are able to successfully 

identify SNOMED-CT, ICD-9-CM, CPT, ICD-10-CM, ICD-10-PCT, LOINC and UCUM coding systems. 

The machine learning algorithms of module (3) also identify data that may not belong to a particular coding system, 

but are represented as an element in the data dictionary. Such a data element is then flagged and left for manual 

inspection. Finally, any data elements that cannot be mapped to known coding systems or to the current data 

dictionary are isolated for further analysis and future adoption into the data dictionary. 

In order to facilitate easy integration of all three modules into a production system, machine learning methods that 

create transparent models such as decision trees and classification rules were preferred. To increase the breadth of 

potential applications of the system the models were built using data gathered from clinical databases of a diverse 

set of medical practices of various specialties and sizes. 

 

Conclusion  

The presented work demonstrates that machine learning can be used to augment the development of data 

dictionaries and speed up the process of assimilating data from diverse data sets.  

Future work on this project will incorporate additional medical terminologies and statistical analysis methods to 

enhance the breadth of datasets that can be discerned by the system.  

Ultimately machine learning algorithms as shown here may be adopted to lower the overhead associated with big 

data initiatives by reducing the amount of manual intervention in creating data dictionaries for large datasets. 
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Abstract 
Several studies focused on the use of electronic health records (EHR) and their effect on reducing medical malpractice. 
Also, eligibility for financial incentives is becoming a major concern in the modern medical practice. In this study, we tried 
to find the effect of these two factors on physician’s perspective about medical malpractice and their overall career 
satisfaction. We conducted a retrospective, secondary data analysis of publicly available data, using SPSS 20. We found 
that physicians using EHRs and eligible for financial incentives have significantly higher overall career satisfaction and 
significantly higher medical malpractice risk concern than those using neither EHRs nor eligible for financial incentives. 
Further studies are needed to clearly identify the relation between these factors. 
Introduction 
EHRs are being implemented across the United States with the promise of decreasing medical errors, improving efficiency 
and the quality of healthcare and outcomes1. While studies have indicated that EHRs might reduce medical malpractice2, 
the studies have not focused on the perceptions of medical malpractice liability among physicians using EHRs when 
compared to those that are not using them. The threat of medical malpractice litigation has been a concern for physicians, 
leading many providers to practice a more cautious treatment plan, also known as defensive medicine, consisting of 
ordering additional tests, consulting specialists more frequently or relying on technology rather than clinical judgment, 
leading to overburdening the healthcare system and threatening patient safety3. We believe that it is important to 
understand these perceptions, especially with promotion of pay for performance healthcare concept4. Research questions 
addressed if EHRs, eligibility for financial incentives, or their interaction are related to the physicians ratings of medical 
career satisfaction and medical malpractice risk. 
Methods 
The data used for this study was obtained in 2008 by the Community Tracking Study Survey of Physicians, conducted by 
The Center for Studying Health System Change (HSC), an independent, non-partisan research organization, on behalf of 
The Robert Wood Foundation5. The original survey instrument was designed by a team of HSC staff in consultation with 
Robert Wood Johnson foundation staff and other experts. The mailed survey had a sample size of approximately 4700 
individual physicians from across the United States and the data was made publicly available by the HSC. The respondents 
were selected using stratified random sampling, based on region and primary care/not primary physician type. Upon 
agreeing to participate in interview, each respondent was sent a mailed questionnaire with the questions and room for 
comments on content, format and layout. The weighted response rate was 61.9 percent and the missing data was imputed. 
A retrospective, secondary data analysis having EHR use (Paper, EHR, combination) crossed with financial incentive (Yes, 
No) using career satisfaction and medical malpractice risk as dependent variables was designed. Analyses were performed 
with the SPSS 20 GLM procedure, implementing a two factor nonparametric multivariate analysis of variance 
(MANOVA), making use of the Puri-Sen L statistics. Rank scores for the dependent variables were created. For main, 
interaction effects and priority research hypothesis, GLM procedure for multivariate statistics was implemented, 
multivariate L statistics were computed and significance tested using Pillai’s trace and finally, only if the multivariate L for 
an effect was significant, univariate L statistics were computed and significance tested. 
Results and Conclusions 
We conducted this study with the research hypothesis that use of EHRs and eligibility for financial incentives have 
statistically significant effects on the physician’s perspective about medical malpractice risk and their overall career 
satisfaction. Analyses found that use of EHRs has no significant effect on the career satisfaction or on medical malpractice 
risk. But we found that physicians eligible for financial incentive have significantly higher overall career satisfaction (L = 
5.04, df = 1, p < .025) and also they are significantly more concerned with medical malpractice risk (L = 12.66, df = 1, p < 
.001). Final planned pairwise comparisons found that physicians using EHRs and eligible for financial incentives 
(Yes/Yes) have significantly higher overall career satisfaction (L = 7.78, df = 1, p < .01) and significantly higher medical 
malpractice risk concern (L = 8.95, df = 1, p < .005), than those using neither EHRs nor eligible for financial incentives 
(No/No). Additional studies need to test the reliability of these findings and further explore the relation between use of 
EHRs and medical malpractice risk perception. 
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Recently NIH has done a number of Gene Wide Association Studies (GWAS) that resulted in massive datasets
that contain subjects generic makeup in the form of single nucleotide polymorphisms (SNP) and labeled with
clinical data. This has led to the emergence of personalized medicine. Our work addresses the problem of at-
tempting to predict an individuals predisposition towards certain chronic diseases based on their genetic makeup.
This has evident benefits in tailoring treatment and testing.

Attempts to employ traditional statistical modeling to build computer based predictors1 did not show any
improvement over using standard clinical data. This is attributed to a curse of dimensionality which is a
predominance of the count features over the count samples in such datasets. Attempts to combat this problem
were focused on manually selecting the features based on a literature search2, these showed only marginal
improvement of predictive power.

Our work attempts to solve this problem by taking an entire available genetic profile into consideration and
to see if analytics can be used to refine the hypothesis generation. To achieve this goal, we propose to employ
state of the art machine learning techniques on a modern big data platform. Our processing pipeline consists of
the following steps. First, we perform an initial filtering to delete obvious not relevant features such as markers
common for the entire population or markers that occur only in a tiny fraction of the samples. Next filtered
data is passed through our forward feature selection algorithm that builds a number of classifiers. The classifiers
are ranked based on their predictive power and then the top N classifiers are selected for further use. These
selected classifiers are combined together to build a super classifier using boosted ensemble of classifiers. The
final ensemble is used as a predictor for the further patients.

Another goal of this work is to ensure the repeatability of the experiments and flexibility to run with any
similar dataset from other studies. To fulfill this goal we have developed an experiment management system
based on Jenkins3 and Hamake4. This system keeps track of changes to the incoming datasets, as well as code
and parameters used in processing. Using such system, it is possible to repeat any experiment that was run in
the past. It also makes it easier to collaborate with third parties by giving them access to our system.
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Abstract 

 

Interprofessional Collaborative Practice Models are being employed in hospital settings to provide better care to 

their patients resulting in improved outcomes. Use of traditional electronic health record (EHR) forms and notes do 

not meet the workflow needs of professionals during these interprofessional collaborative meetings. The purpose of 

this AMIA Student Challenge submission is to propose the development of the Interprofessional Plan of Care EHR 

Interactive Form (IPOC form) including discussion of: 1) the selected challenge; 2) the IPOC form as a proposed 

solution; 3) alternative solutions considered; 4) the strengths and weaknesses; 5) an implementation and 

dissemination plan; and 6) an evaluation plan. A mock-up of the IPOC form, discussion of the forms’ functions, and 

an example of its use will also be included in the submission documents.  

 

Introduction 

 

Interprofessional collaboration is “a patient-centered, team-based approach to health care delivery that 

synergistically maximizes the strengths and skills of each contributing health professional (pg. 1)” 1.  

Interprofessional Collaborative Practice Models are being utilized in hospital settings2, 3, 4 to improve patient care 

outcomes5, 6. One example of this utilization is the Health Resources and Services Administration (HRSA) funded 

Interprofessional Collaborative Acute care Practice-Pediatric Grant (ICAP-Peds) at the University of Kansas 

Hospital in partnership with the University of Kansas School of Health Professions, School of Nursing, and School 

of Medicine. ICAP-Peds utilizes interprofessional collaborative care teams to assist at-risk children and their 

families with their special health care needs during their hospital stay, then transitions them to home and finally back 

to their primary care provider
7
.  Before starting the project, staff and professionals were trained in the Agency for 

Health Quality and Research’s TeamSTEPPS teamwork training
8
. During this session, participants discussed that 

use of traditional electronic health record (EHR) forms and notes would not meet the workflow needs of 

professionals during daily interprofessional collaborative teams meetings, which is also reflected in the literature
9, 10, 

11, 12, 13
. Redesign of EHR systems to reflect and support interprofessional collaborative workflow is critical to 

achieving well-functioning team care that is patient-centered, safer, timelier, and more effective, efficient, and 

equitable
14, 15

. 

 

Selected Challenge 

 

For the EHR to support the ICAP-Peds interprofessional collaborative teams’ workflow needs, development of the 

Interprofessional Plan of Care Interactive EHR form (IPOC form) is being proposed (see appendix). A front-end 

task analysis
16

 was conducted to determine the scope of the ICAP-Peds interprofessional collaborative team’s 

workflow needs. This analysis included document collection, environment and workflow observations, and 

structured and unstructured interviews
16

. Documents gathered included ICAP-Peds project information, list of 

ICAP-Peds interprofessional collaborative team members, Pediatric Intensive Care Unit (PICU) policies and 

procedures, and hospital informatics staff hierarchies. Additionally, the PICU staff (with permission) modified a 

form from another facility to develop a patient/guardian plan of care communication tool. ICAP-Peds team members 

named the form We CARE 4 Kids. This form communicates: 1) HIPAA compliant patient information, 2) the 

interprofessional team members participating in the meeting; 3) current and new patient orders from all the members 

of the interprofessional team; 4) outlines four lay-language worded patient goals for the day; and 5) provides a 

method for communication between the patient/care-giver and the team, if the patient/care-giver were unable to 

participate in the meeting. The information captured in this paper form was the foundation for the proposed IPOC 

form. A limitation of the current paper form is that it meets the specific needs of the PICU, but a second version was 

needed by the Pediatric (Peds) floor team to meet their different patient care and workflow needs.  

 

807



 

  

Observations of the PICU and Peds floor were conducted to determine current environment structure and establish 

workflow. Additionally, observations of interprofessional collaborative care meetings were conducted on two adult 

medical-surgical units for comparison. All observations included establishing: a) physical paths professionals took 

to get from one place to another; b) layouts of locations where particular tasks occurred; c) physical structures such 

as walls, desks, workstations, permanent computer, and workstations on wheels (WOWs) locations; and d) 

conditions under which the tasks were performed
16

. Formal interviews were conducted with the ICAP-Peds team 

lead, two hospital informatitions, and the School of Nursing’s Simulated E-hEalth Delivery System (SEEDS) 

Project Manager. Informal interviews were conducted during observations, or by e-mail and included ICAP-Peds 

interprofessionals, and ICAP-Peds Primary Investigator and staff. Interviews confirmed current workflow practice 

of the interprofessional team members, and established that there was no formal documentation of interprofessional 

collaboration in the EHR system. 

 

The task data from the documents, observations, and interviews were summarized by creating lists of tasks, an 

outline of typical interprofessional collaborative meeting procedure or flow
16

, and a map of the interprofessional 

team members and the direction of information flow between these members during collaboration. Next, from 

reviewing the needs of the ICAP-Peds interprofessional team and the task data findings, it was confirmed that an 

electronic form was needed.  Thus, a draft template of the IPOC form was created based on the findings. Then by 

using the think-aloud technique while conducting walk-throughs (heuristic evaluation) of the draft template in use, 

the two student team members were able to identify issues and make modifications to the IPOC template and 

procedure for use
16

. Lastly, an example case was created to help with further explanation of the IPOC form during 

the mock-up
16

.  

 

IPOC Form as Proposed Solution 

 

The IPOC form must be developed to meet the workflow needs of the interprofessional collaborative team while 

planning how to meet the care needs of the patient. However, a secondary use for the IPOC form is that of a 

communication tool when the patient/guardiancare-giver is not available to participate in the team meeting. Five of 

the six sections of the IPOC form were modified and incorporated from the PICU paper We CARE 4 kids form 

including: 1) key patient information along with the HIPAA compliant patient information; 2) the interprofessional 

team members participating in the meeting; 3) current and new patient orders from all the members of the 

interprofessional team; 4) four lay-language worded patient goals for the day; and 5) communication between the 

patient/care-giver and the team, if the patient/care-giver were unable to participate in the meeting. A sixth section 

that summarizes the interprofessional plan of care was added to focus the interprofessional team on the “big picture” 

plan for patient’s care.   

 

Procedure for using the IPOC form (see appendix presentation).  

 First, each Professional arrives at their facility and logs into the EHR using standard procedures. The 

Professional will then select the names of the patients they will be caring for that day, so that the 

Professional is designated to that patients care team in the EHR system.  

 Second, the Professional then locates a hand held tablet (or similar device) at the unit docking station. Then 

the Professional signs in via retinal scan or another secured, individualized method. Each device is 

programed, so if the Professional is inactive on the tablet for a set time and more than 10 feet away from 

the tablet (tablet to sensor on ID badge), the tablet will lock to ensure confidentiality. Both the time of 

inactivity and the distance from tablet can be adjusted to meet the workflow needs of the professional. 

Additionally, if the tablet leaves the unit it will alarm until returned (this can also be adjusted to meet the 

professional’s workflow).  

 Third, the Professional joins the interprofessional collaborative meeting and either selects the patient from 

their designated list or scans the patient’s ID bracelet/ bar code to bring up that patient’s EHR chart on the 

tablet. The Provider then selects a new IPOC Form within that patient’s chart. Providers can also select the 

IPOC application (app) on the tablet and scan the patient’ bar code for quicker access.  

 Fourth, when the IPOC form opens, it automatically loads with the selected patient’s information, 

interprofessional care team members at the meeting, plan of care (overarching interprofessional goals), and 

active orders from all the professions.  

o The Patient information will include concepts such as the name, medical record number, date of 

birth, gender, admission date, admitting diagnosis, allergies, and assigned medical team (if 

available).   
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o The Interprofessional team section of the IPOC form will load the members attending the 

meeting, according to who is signed into the form and whose ID sensor is near the meeting area. 

Patient/care-giver information can also be added as they are expected to participate as equals 

during the meeting (meets Meaningful Use 2: percent of patient interact with EHR). 

o The Plan of care (interprofessional) will open the listing all of the plan of care items that each 

profession previously documented in their respective sections of the EHR. The team can then 

select the key items summarizing the overarching plan for care (goals/outcomes). A double tap on 

the Plan of care header in the form will collapse this section to just show the items selected by the 

team. Additionally, for the second or subsequent day(s) of the patient’s care, the Plan of care items 

will be designated Active, New, Completed, or Inactive. When an item is designated as Completed 

or Inactive, it will grey out and drop to the bottom of the list.  

o The Active orders will prepopulate all active orders from all the profession’s orders on this 

patient contained in the EHR. The care team will select the ones that summarize the procedures 

and activities for the upcoming timeframe.  

 Fifth, the Interprofessional collaborative team will work through the plan of care and orders for the patient, 

discuss any care issues from multiple perspectives (patient, care-giver, each profession), and make any 

needed care coordination decision.  It is to be noted that one of the key features of this EHR interactive 

form is that providers can use touch capabilities to select a plan of care item or order to modify it. They can 

also create new orders or plan of care items that are discussed and decided upon during the team meeting. 

The system includes built-in functionality so that any orders that are created during the meeting will auto-

populate back to the formal EHR when the form is “Saved”. 

o Interprofessional collaborative meeting workflow: The meetings are guided by one member of the 

IP team such as the Bedside Nurse, Care Coordinator, Case Manager, or Physician. The patient 

(and care-giver) is introduced to team members, then concerns of the case are noted, the team is 

guided through the discussion, and the resulting plan of care is restated, including new orders. 

Either the team lead or bedside nurse will then summarize the top four goals for patient care that 

day in lay-language. This information will be free texted or hand written with a stylus in the Plan 

for Day section. The final IPOC form section allows communication between patient/guardian, 

when they are not able to participate in the meeting.  

o This functionality can be accessed through the Patient’s Health Record (PHR), or completed by 

hand on the print-out version. Those forms complete through the PHR, then are automatically 

routed back into the EHR. These questions or concerns will then be discussed by the 

interprofessional team and a response can be sent back through the PHR by email, through 

sending a version of the form to the PHR, and/or a team member can meet with the patient/care-

giver in person. This specific functionally creates a revolutionary communication connection 

between the patient/ guardian and the interprofessional team members that has not previously 

existed (closing the loop between the EHR, PHR, patient, and team members). 

 Sixth, once all the team members close the form it will be saved and become part of the EHR with 

information that can be trended. A HIPAA compliant version of the form (see appendix) can be sent to the 

patient’s PHR and displayed on a patient smart board located in the patient’s room, or on their TV. For 

those patients without electronic access, a one page HIPAA compliant version can be printed to put on the 

wall of the patients room. Additionally, through an interaction with the EHR’s Admission - Discharge - 

Transfer (ADT) functionality, appropriate electronic educational materials can be pushed to the educational 

channel in the patient’s room, that is customized with educational materials for that patient’s condition. 

Also the educational material can be pushed to the patient’s PHR for review with any member of the 

interprofessional team. This also serves a secondary purpose of helping provider’s associated with the 

patient’s care achieve the Meaningful Use requirement of patient interaction with the EHR system. 

 Seventh, besides providing a daily summary report for the patient, the IPOC form interacts with the EHR 

system. The information can be used to identify trends, support research efforts, and provide evidence of 

interprofessional team collaboration and communication with the patient/guardian.  Such information could 

include individual interprofessional team member participation, plan of care changes over time, 

relationships of plan of care to orders, changes in patient education over time, length of stay by diagnosis 

for patients cared for by interprofessional teams, and also support some financial cost reporting.   

 

Alternative Solutions Considered  
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Currently, we are not aware of any EHR solutions for supporting interprofessional collaborative care team workflow 

documentation needs besides the traditional EHR systems. Tablet applications (apps) of the IPOC form should be 

considered.   

 

Strengths and Weaknesses 

 

There are weaknesses of the IPOC form that will need to be considered and resolved. Most critically, if patient’s 

have complex care issues which trigger large amounts of information to preload within the plan of care and orders 

sections on the IPOC form, team determination of key summary items (in these sections) may become 

overwhelming to the team and slow or halt the quick pace of the meeting. If team determination of the key summary 

items takes too long, the staff will create a work around or decide not to use the form. This would defeat the purpose 

of the form to support interprofessional collaborative team care. One resolution would be to create algorithms for the 

IPOC form that could rank how the content preloads into the plan of care and active orders sections. Content with 

greater disease significance, or content with greater unit or patient need could load higher on the list in these 

sections. Additionally these algorithms for the IPOC form plan of care and active orders sections may have to be 

further modified to meet specific needs of each hospital unit or population. This modification would need to be 

determined through workflow and usability analysis of each particular unit which would be resource consuming 

(time, personnel, cost). Second, the ability of the IPOC form to preload content that currently exists in some 

systems
17 

is limited. However the ability to be interactive with the EHR in regards to a professional being able to 

write a new order while in the IPOC form will have to be developed and maintained. Third, interaction with PHR 

will have to be developed. This will include overcoming issues of interoperability, if the facility’s version of the 

PHR is not used by the patient. Fourth, the IPOC form view and patient report will need to be developed to display 

on many device types including hand held devices, smart phones, tablets, laptops, and desktop computers.  

 

There are many innovative strengths for the IPOC form that support its proposed development. The IPOC form 

facilitates the interprofessional collaborative team medical reasoning and decision-making by documenting the 

outcome of every team meeting, and then supplying that information to the team on a real-time basis throughout the 

hospitalization. With the addition of the Patient/care-giver comment/question section, this allows for pertinent 

medical information regarding the patient to be communicated to all the team members, as the Patient/care-giver 

may think of information that was not previously communicated to the team. Use of this form also supports medical 

reasoning as viewed through the larger context of the patient’s healthcare needs, resulting in a less silo’d approach to 

hospitalization care. As the form contains all profession’s information, this provides a springboard for collaboration 

around all aspects of care, not just the medical orders/plan of care. Additionally, the form facilitates teamwork by 

allowing an even ground for all members of the interprofessional team. Through the form’s design, no professional 

is singled out as more, or less, important that the other professions involved in the care of the patient. But the 

individuality of each profession is not lost either, through inclusion of the specific information in the form.   

 

The IPOC form is revolutionary in that it reduces the documentation burden including current double documentation 

that is taking place on the paper We care for Kids form and then currently repeated in the silo’d EHR notes. The 

IPOC form support usability requirements, allowing for auto-population of relevant data already in the EHR such as 

patient information, interprofessional team information, plan of care, and active orders sections. The auto-population 

feature also decreases the possibility that conflicting information will be simultaneously documented in separate 

areas of the patient’s record. This allows leveraging of the strengths of the human users and computing capabilities 

by reducing the cognitive workload and manual data entry workloads on the human, while maximizing the 

functionality of the form. This results in the EHR system working ‘harder’, so the human can work ‘smarter’.  

 

The IPOC form is also innovative in that it supports communication between the team and the patient/guardian of 

the following: goals to accomplish for the day and for discharge requirements, physical HIPAA compliant report 

that can be printed, trending of patient care and outcomes during the course of stay, and can feed into required 

documentation for meaningful use (discharge summaries, plans of care with transitions, etc). This form is also 

innovative in the ‘how’ of communication delivery.  This form is interactive between the EHR and the PHR. The 

form can be accessed via a mobile device of any type. The form is also connected with the bar code on the patient’s 

wrist band, and with the security features required for the professional to sign into the mobile device. However, the 

form can also be printed on a page of paper, for those patients/care-givers who do not use electronic means of 

communication for whatever reason.  

 

810



 

  

The IPOC form will capture clinical data in the EHR that can effectively support evidence of the temporal evolution 

of the decisions and choices related to interprofessional collaborative clinical care. Lastly, the IPOC form can be 

generalized for use at any facility supporting interprofessional collaborative care models. However, modification 

may need to be made to the plan of care and active orders auto-populating algorithms to appropriately rank content 

to meet specific setting or population needs. 

 

Proposed Implementation and Dissemination Plan 

 

Though we are proposing the development of the IPOC interactive EHR Form to be used during the ICAP-Peds 

Interprofessional collaborative meetings, we feel this form has the potential to be used with TeamSTEPPS Huddles
8
, 

daily interprofessional patient rounds, or any interprofessional meeting discussing a patient’s care.  Entertaining 

discussions about the possibility of the IPOC form being develop for interprofessional collaborative practice within 

two different EHR vendors systems should not be ruled out at this time. However, on the immediate horizon is the 

IPOC Forms’ development in SEEDS this fall (2013) for use in an interprofessional education simulation including 

Nursing (BSN and Advanced Practice), Pharmacy, Occupational Therapy, Dietetics, and Health Information 

Management students. Further developmental steps of the IPOC form in SEEDs will include mapping the 

relationships of the EHR to the sections of the IPOC form; determining if additional forms need to be created that 

will support the preload of information; determine rules that determine how the information is preloaded in to the 

IPOC form; determine if a simulated PHR can be built. Principles for framing the IPOC’s development will include 

usability principles, use case, and interface guidelines as a foundation for user-centered design
19

. Once the IPOC 

form is developed in SEEDs it will need to be heuristically evaluated and usability tested
16, 19 

before being used in 

the simulation this fall.  Once the post simulation evaluation and revisions are completed (see below), the IPOC 

form will be used twice a year in the IPOC-SEEDs simulation and possibly used with other interprofessional EHR 

simulations on the University of Kansas Medical Center campus. The developers of the IPOC form believe in open 

access and would be willing to promote no-cost use of the IPOC form outside of the University.    

 

Proposed Evaluation Plan 

 

The IPOC Form will be evaluated after its use this fall in SEEDs, including repeating the heuristic evaluation and 

usability testing. Approximately, twenty online simulated interprofessional collaborative team meetings discussing a 

patient’s case and plan of care while using the IPOC form will be recorded.  Usability and functionality of the IPOC 

form will be assessed while evaluating the forms use from the videos. Feedback about the IPOC form use will be 

gathered from the students by questionnaire, and if needed, selected interviews will be conducted for further depth 

related to concerns with form use
16

. Revisions will be complete prior to future use. 
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Abstract 

The implementation of an Electronic Health Record (EHR) has provided the means to systematically conduct 
surveillance and evaluation of clinic and community based wellness programs.  This presentation compares several 
data extraction methods designed to capture the number of incident myocardial infarctions (MIs) as part of the 
evaluation of the Heart of New Ulm Program. Specifically, we examine how the number of patients obtained from 
each data source differs. 

Problem 

Development of an efficient and accurate method for identifying incident MI (a patient’s first myocardial infarction) 
in a community before and after the introduction of community based wellness programs for the Heart of New Ulm 
Project.   Due to inconsistent documentation methods and different workflows, current methods for determining 
incident MIs have yielded incongruent results necessitating a more reliable technique for flagging patients.  

Methods 

Advanced extraction techniques were used on three sources of data residing within our Enterprise Data Warehouse 
in order to determine the number of patients from each source who presented with incident MIs.  The data sources 
used were hospital problem list, ambulatory problem list, and coded encounter data.  These data were analyzed and 
chart reviews were performed to get the true count of patients for incident MI occurrences at the New Ulm Medical 
Center in New Ulm, MN.   
 

Discussion/Results 

Preliminary results suggest that ambulatory problem list data will show to be the least robust for determining 
incident MI cases, but may be useful for eliminating cases that are not a patient’s first MI.  Historical hospital 
problem list data and coded encounter data look more promising for final determination of incident MI cases.  Chart 
review is in progress.   
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Abstract 

Objective: To provide quick diagnostic insights to medical practitioners into echocardiograms by only analyzing the 

echocardiogram workflows (defined as the sequence of modalities examined). 

Methods: We define a dictionary of workflows, called subflows, which are commonly encountered in 

echocardiography workflows but are mutually exclusive. We represent each workflow as a mixture of dictionary 

subflows and learn discriminative models for various cardiac diseases using Support Vector Machines. Using these 

discriminative models, we can predict occurrences of diseases for any, yet unseen, echocardiogram workflow.  

Results: Working with a corpus of 2300 echocardiograms workflows, we build a dictionary of 172subflows. Using 

the associated reports (expert created) we identify the ground-truth diagnoses. We then build discriminative models 

for 7 different cardiac diseases. Using just the workflow as input, these models can predict diseases on average with 

over 75% accuracy.  

Conclusions: Mining collection of echocardiography workflows, for the first time, we are able to predict diseases 

without even looking at the image contents. 

 

Introduction 

Sixty years since its invention1, echocardiography remains a critical tool in the hands of cardiologists for diagnosis 

and treatment of a multitude of cardiac diseases. Its ubiquitous presence can be attributed to its relatively non-

invasive nature, ease of use, associated low costs and the array of useful clinical information about the heart 

structure, motion and blood flow that it provides.  

Echocardiography examines the heart with ultrasound waves. Using the core technology of capturing reflected 

ultrasound, it can construct detailed 2D or 3D images of the heart as well as characterize the blood flow therein 

(Doppler).  In the course of an exam, an expert sonographer switches among various modalities (3D Video, 2D 

Video, M-mode, CW-Doppler, PW-Doppler and their hybrids) systematically examining the heart walls, valves and 

blood flow from various viewpoints, making critical measurements along the way. American College of Cardiology, 

American Heart Association, and American Society of Echocardiography, among others, have provided detailed 

guidelines2, 11, 12, 13, 14, 15 and protocols in this regard. In addition to the prior knowledge about the patient and these 

guidelines, findings during the course of an exam also guide a sonographer as he decides on what modality to look at 

next. Typical echocardiogram modalities are depicted in Figure 1. 

A radiologist or a cardiologist typically examines the echocardiogram conducted by the sonographer post-hoc for the 

final diagnosis. This is an arduous (a typical echocardiogram can generate up to 3000 image frames and text) and 

expensive stage (since specialists’ time is costly). Clearly, this is an opportunity where medical informatics can help 

alleviate the cost and the pain. Towards this, automatic intelligent summarization3 of such exams has been attempted 

where key frames from different views and modalities are selected. Though useful, such summarizations do not 

provide any diagnostic insight to the doctors. Methods4 that do provide diagnostics insights tend to tackle the 

problem per modality, are computationally expensive, time consuming and do not take the holistic approach (fuse 

information across modalities) to diagnosis as recommended in the guidelines2.  

In this paper, we examine the hypothesis that given a large enough collection of echocardiogram workflows (defined 

as a sequence of echocardiogram modalities in the order of their examination), patterns indicative of various 

diseases can be indentified. This novel approach is midway between using the echocardiogram workflow for mere 

summarization and using single modality for diagnostic insight. Furthermore, we take a completely data driven 

approach and thus we do not bias the system to look for specific rule based pattern. 
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Starting with a collection of workflows, we build a dictionary of subflows, defined as a sub-sequence of a workflow, 

which are used as a basis to represent workflows. The subflows are selected based on both their frequency of 

occurrence as well as their mutual exclusiveness. These subflows can be thought of as a way to extract features from 

a workflow. Once all the workflows have been transformed into the feature space, using the labels obtained from 

expert created reports, we train one Support Vector Machine (SVM) 24 per disease so that it can discriminate between 

a diseased and a control case. Given a new unseen workflow, we extract same features and use the SVMs to predict 

presence or absence of various diseases. 

Rest of the paper is organized as follows: We begin with a brief survey of workflow, radiology workflow and 

echocardiography workflow related existing work. We then describe the corpus of data we use, its properties and a 

few preprocessing steps. We then describe the echocardiogram workflows and their representation using a subflow 

dictionary. This followed by a description of discriminative model building using SVM. Finally, we present some 

empirical results and concluding remarks. 

 

 

Figure 1. Typical modalities encountered in an echocardiogram. (a) 2D Video (used to study heart structure) (b) 

CW Doppler (used to study blood flow through heart valves) (c) PW Doppler (used to study blood flow in a 

localized region) (d) Color Doppler (used to study blood flow in context of the heart structure) (e) M Mode (used to 

study local structure movements over time) (f) Text (used to record or lookup measurements). 

 

Related Work 

The general topic of workflow analysis has been of interest to researchers for a long time. There is a large body of 

literature that looks at workflow mining as a business process optimization problem5. This work is largely focused 

on indentifying deviation from a standard workflow or discovering a workflow from a collection of noisy and 

incomplete activity logs6, 7. 

In the medical field, given high costs and complexity, there has been an increased focus in the policy sphere to 

standardize workflow and automatically record them for applications like auditing8. There have also been some 

attempts to automatically analyze workflows to standardize processes like surgeries and use them for teaching9. 

Automatic mining of workflows from radiology departments in particular has been used to assess recorded data 

quality and deviations from standard workflows10. 
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In the domain of echocardiography, with the advent of digital imaging, there has been increased focus on providing 

guidelines for workflows11, 12, 13, 14, 15, especially in context of diagnosing diseases. Note that most of the time these 

guidelines do not dictate specific order in which modalities must be examined, rather they describe a set of 

modalities that should be used in tandem to make certain measurements. 

To the best of our knowledge, automatic mining of echocardiography workflows has not been explored thus far. The 

extent of automatic processing of complete echocardiogram studies has been limited to video summarization3, 18, 

though at times, workflow information has been leveraged to accomplish video summarization3.  There are various 

methods that try to automatically detect diseases and compute clinical measurements, but they are often focused on a 

single modality4, 16, 19, 22. 

Within this landscape of workflow and echocardiography literature, this paper presents a novel approach to 

predicting diagnostic information by mining collection of echocardiogram workflows. Not only do we explore a 

novel hypothesis, we also present novel methods – dictionary based workflow classification – to accomplish the set 

goals.  

 

Echocardiogram Data Corpus 

The corpus of data we work with is composed of 2300 echocardiogram exams and their associated expert created 

reports. The echocardiogram data was provided to us in the form of a collection of video frames. These frames 

belong to video segments, called runs that belong to the collection of modalities depicted in Figure 1. To determine 

the workflow, we need to determine the modality that each run belongs to. In absence of the associated DICOM 

headers, given the large number of runs, we used an automatic method to assign a label to each run.  Note that in 

certain instances, a run was composed solely of a single 2D Video frame. 

By manually analyzing the runs, we determined certain characteristics image templates for each modality. These 

templates are show in Figure 2. For each of these templates, we also determined the likely locations for their 

appearance in various modalities. For each frame, using 2D cross-correlation, we obtained a matching score for each 

of the templates show in Figure 2. Finally, using a rule based system (rules were built using manual analysis of the 

corpus), we classified each run as one of the following (a) 2D: run with single 2D frame (b) 2DV: a 2D video run (c) 

Text (d) PW: a PW Doppler run (e) CW: a CW Doppler run (f) Color: a color Doppler run (g) MM: a M-Mode run 

and (h) Und: an undefined run which was a catch all label for runs that could not be classified to other classes. 

Please not the abbreviation in bold, we will use them to denote modalities in the rest of this manuscript. 

 

 

Figure 2. Image templates used to indentify the modality a run belongs to. 

 

There was a total of 143,786 runs identified from the corpus and the distribution of associated labels is presented in 

Figure 3(a). It can be noted that 2D Video make up over 40% of the runs while the undefined cases make up less 

than 0.001% of the total runs. 

Obtaining disease labels for echocardiograms also involved automatic processing. The reports associated with the 

echocardiograms in our corpus were created by experts but are composed of unstructured text. Using a dictionary 

based approach within the Apache Unstructured Information Management Architecture (UIMA) 23, we obtained a list 

of diagnoses from each report.  From the list of diseases, we identified the seven most frequent diseases (TR: 

Tricuspid Regurgitation MR: Mitral Regurgitation LVM: Left Ventricular Hypertrophy AS: Aortic Stenosis AR: 

Aortic Regurgitation AF: Atrial Fibrillation Lev: Levocardia.). These diseases and their frequency of occurrence 
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(number of reports) are presented in Figure 3(b). For each of the disease, the remaining echocardiograms (from the 

total of 2300) were considered the control cases. The dictionary based approach ensured that there were no false-

positives in our diagnoses list. 

 

 

Figure 3. (a) Distribution of various modalities in our echocardiogram data corpus. (b) Distribution of disease labels 

automatically identified using associated expert created reports. TR: Tricuspid Regurgitation MR: Mitral 

Regurgitation LVM: Left Ventricular Hypertrophy AS: Aortic Stenosis AR: Aortic Regurgitation AF: Atrial 

Fibrillation Lev: Levocardia. 

 

Echocardiogram Workflow 

As mentioned before, a sonographer during the course of an exam switches among various echocardiogram 

modalities as he explores the heart. The order of modalities explored is guided by both the standard guidelines as 

well as immediate findings. Consider the following example: guidelines for assessment of Aortic Stenosis dictate 

that CW Doppler be used to investigate the jet velocity. This requires use of 2D Video to position the beam over the 

aortic valve before CW Doppler can be used. Also, it is recommended that Color Doppler be used to avoid recording 

eccentric regurgitant jets from the mitral valve that may cause erroneous CW Doppler readings12. The above 

recommendation translates to most sonographers using approximately similar sequences of modalities to investigate 

Aortic Stenosis. Furthermore, it is likely that in case evidence of Aortic Stenosis is detected, the used pattern may be 

repeated by the sonographer to confirm the finding. 

Motivated by this, we define echocardiography workflow for the purposes of this paper as temporally ordered 

sequence of modalities that are examined in a given echocardiogram exam. A typical echocardiogram exam in our 

collection is about 65 modalities long while the maximum length observed is 211 modalities. Note that 

echocardiogram guidelines sometimes define the workflow down to an even granular level of specificity – the 

viewpoint. Viewpoint refers to the combination of position and angle at which is ultrasound probe is placed on the 

patient. At times the viewpoint data associated with a run is available in the DICOM header. Since our corpus lacks 

DICOM headers, we did not have direct access to this information. That said, there are automatic methods17, 20, 21 for 

determining the viewpoint in a given echocardiogram frame (of course, with associated inaccuracies), but for the 

sake of simplicity, we define our workflow simply in terms of the modalities explored. 

Here is an example of a typical echocardiogram workflow: {2DV, 2DV, 2DV, 2DV, 2DV, Color, 2DV, Color, 

Color, 2DV, Color, CW, Color, CW, 2DV, 2DV, MM, 2D, 2DV, 2D, 2D, TEXT, Color, CW, Color, PW, CW, 

Color, PW, PW, MM, 2DV, 2D}. We will denote each workflow by wi and the set of all workflows as W = {w1, w2, 

… , w2300}. As evident, representing a workflow with an explicit listing of all the modalities can be cumbersome to 

read. Thus in Figure 4 we present a state flow diagram representation for the echocardiogram workflows. 

Description about how to read such diagrams is provided in the caption. 

(a)                                                                                    (b) 
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Figure 4. State transition diagram for a workflow given as {2DV, 2DV, 2DV, 2DV, 2DV, Color, 2DV, Color, 

Color, 2DV, Color, CW, Color, CW, 2DV, 2DV, MM, 2D, 2DV, 2D, 2D, TEXT, Color, CW, Color, PW, CW, 

Color, PW, PW, MM, 2DV, 2D}. The rectangular boxes represent the different modalities and the links between 

them represent a transition. The start state is indicated with darker rectangle. The links are color coded to represent 

their directions. The Legend Box shows that the link that goes from a node listed left of a destination node are 

colored in gray while the reverse direction is coded in red. The opacity of the link indicates it frequency in the 

workflow. The links are also labeled with the transition number. For example, in the above example, the first four 

transitions are all from 2DV to 2DV, indicated by a yellow loop on 2DV. Transition number five, 2DV to Color is 

gray in color while transition number six, back from Color to 2DV, is red. 

 

Echocardiogram Workflow Representation 

Automatically discovering patterns in data requires a definition of similarity or distance between any pair of entities. 

This allows us to compare given entities and look for patterns that a common among similar and dissimilar entities. 

We approach this problem by first preparing a common basis for representation of workflows. Without a common 

basis, comparing workflows is a challenge since they can be of differing lengths and composition. 

Dictionary Construction: We begin by defining a dictionary of salient subflows. We call the dictionary elements 

subflows because of the way they are derived and also due to the fact that they are typically smaller in length than a 

workflow. The objective is to assemble a set of subflows, which we will eventually use to represent workflows, 

which is both descriptive and distinctive. We require them to be descriptive so that when used to represent other 

workflows, the representation is not too erroneous and we require them to be distinctive so that we do not encode 

redundant information in our basis dictionary. 

Foremost, we analyze all possible pairs of workflows in our collection and derive longest common subsequences 

(LCS) 25 from them. Note that a LCS does not have to be contiguously present in the parent workflows.  As an 

example, if w1= {2DV, 2DV, Color, CW, PW, MM, 2DV, 2D} and w2= {Color, CW, Color, CW, 2DV, 2DV}, 
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LCS(w1, w2) = {Color, CW, 2DV}. From our corpus, we derived over 4 million subflows using this pair wise 

analysis.  

In order to reduce the number of elements in this large set, next, we retain only the 10,000 most frequently occurring 

subflows. This step should retain only the most descriptive subflows. Next we remove subflows that are less than 3 

modalities long. This is done so as to not admit subflows in our dictionary that will be found in almost all of the 

workflows. Finally, we carry out a pair wise analysis of the retained subflows and if a set of subflows {s1 s2, …, sk} 

is found such that s1 Є s2 Є … Є sk, where si Є si represents LCS(si, sj) = si, we only retain sk. This is done because 

any information that is captured by s1 through sk-1 is present in sk. Doing this reduces the amount of redundancy 

further in our dictionary. After these steps, we are left with a collection of only 172 subflows that are sufficiently 

descriptive and distinctive. We represent the dictionary with D = {e1, e2, …, e172}, where ei are the dictionary 

elements. Top five elements of the dictionary are presented in Figure 5. 

 

 

Figure 5. Top five elements of the subflow dictionary. Note that the top entry is simply a loop between 2D Video 

and Color Doppler modalities. Also apparent is the fact the 2D Video modality forms an anchor point from which 

transition to most other modalities takes place. Transitions between CW Doppler and Color Doppler are also 

frequent, as one would expect going by the guidelines. Zoom in the digital copy to see details. 

 

Workflow Representation: Once the subflow dictionary has been created, we define a method to represent each 

workflow, no matter its composition or length, in terms of dictionary elements. We accomplish this by comparing a 

given workflow wi against each of the dictionary elements and recording the length of LCS matching score. This is 

defined as 

pij = length(LCS(wi,ej))/min(length(wi), length(ej)). 

Note that this translates each workflow (wi) into a 172-dimensional vector (pi.) where each dimension show the 

amount of overlap the workflow has with each of the dictionary elements. Once in the 172-dimensional subflow 

space, any of various vectors distances e.g. cosine distance, Euclidian distance etc. can be used to compute distances 

between workflows. Thus distance between two workflows wi and wj is defined as 

DDictionary(wi, wj) = d(pi. , pi.), 

where d is any vector space distance. 

 

Discriminative Disease Model 

Using our novel representation of workflows, we seek to build models that can help us identify possible diagnoses. 

For this we call upon the Support Vector Machine (SVM) framework. An SVM is a classifier that, when used with 

two classes, tries to find a boundary in the data space such that the two classes separated by the maximum possible 

margin. Given a set of training data which is composed of a set of vectors and their labels, SVM tries to find the 

parameters of this maximum margin boundary. This boundary can be thought of as a high dimensional line, which is 

characterized by a set of weights (α). Since the objective of this work is to predict occurrence of each of the seven 

cardiac diseases identified before (see Figure 3), we build one SVM model for each one of the diseases. 
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Figure 6.  SVM model parameters for the seven selected diseases. The absolute value along a dimension indicates 

the high importance of the associated dictionary subflow in the discriminative model. TR: Tricuspid Regurgitation 

MR: Mitral Regurgitation LVM: Left Ventricular Hypertrophy AS: Aortic Stenosis AR: Aortic Regurgitation AF: 

Atrial Fibrillation Lev: Levocardia Zoom in the digital copy to see details. 

 

In Figure 6, we present the SVM parameters (α) that were learned for the seven diseases. α is a 172-dimensional 

vector. A large absolute value along a dimension of α indicates the high importance of that particular dimension 

(and associated dictionary element) in the disease discriminative model. In Figure 7 we present the top three most 

important dictionary elements (subflows) for the seven diseases. Even within this small set, one could spot subflows 

that appear frequently, for instance the subflow rank # 3 for TR repeats four times in this collection of twenty-one 

flows. 

 

Figure 7.  Top three highest weighted subflows for each of the disease models. TR: Tricuspid Regurgitation MR: 

Mitral Regurgitation LVM: Left Ventricular Hypertrophy AS: Aortic Stenosis AR: Aortic Regurgitation AF: Atrial 

Fibrillation Lev: Levocardia  Zoom in the digital copy to see details. 

 

    TR            MR           LVH           AS           AR          AF       Lev 

TR                         MR                           LVH 

ASC                          AR                              AF           Lev 
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Results 

For each disease and its associated control group, we conducted several blind experiments to test the workflow 

mining framework described above. In each experiment, we used 95% of the data to train the model and the 

remaining 5% to test. We repeated these experiments 10 times and we report the average accuracy number in Table 

1.  In the section labeled “Subflow Dictionary”, numbers under the column “Control” represent the percentage of 

test workflows that were labeled by experts as disease free that were correctly classified by our system. The numbers 

under the column “Diseased” show the same percentage for expert labeled diseased cases. The “Mean” column 

reports the average of the “Diseased” and “Control” columns.  

In addition to experiments on the proposed method, we also tested a baseline method for comparison. These results 

are presented in Table 1 in the section labeled “Longest Common Subflow”. Instead of defining distance between 

workflows via a dictionary, here we simply use a score based on overlap between two workflows. As per this 

definition, distance between workflows wi and wj is given as 

DLCS(wi, wj) = length(LCS(wi,wj))/min(length(wi), length(wj)). 

For the binary classification task, it can be noted that “Longest Common Subflow” performs hardly better than 

chance. Recall that even a random classifier should be able to attain 50% accuracy. In comparison, the proposed 

dictionary based method performs significantly better. 

The application we are targeting is to quickly provide a summary of possible diseases in a given echocardiogram 

exam to the doctors so as to help them in their task of diagnosing the patient. Since our system, on an average can 

predict diseased cases with 77% accuracy, in conjunctions with a traditional video summarization system, this is a 

critical value addition. For context, an automatic method for disease detection that works with 2D Video and 

requires substantial amount of image processing attains an average of 80% accuracy16. 

 

Table 1. Disease prediction accuracy percentage. Results from the proposed method “Subflow Dictionary” and a 

baseline method “Longest Common Subflow” are presented. In a given row, Control number is the accuracy of the 

systems on cases without the disease, Diseased number is the accuracy on cases with disease and Mean is the 

average of the previous two accuracy numbers. Higher the number, better the system. The proposed method can 

predict disease with over 75% accuracy on average. 

 

 

 

 

 

 

 

 

 

Discussion and Conclusion 

Echocardiogram workflows are known to be important as evident from various guidelines that present modality-

viewpoint sequence protocols for investigating various diseases. But never before has the echocardiogram workflow 

data been explored for unknown and unseen patterns that are indicative of diseases. In this paper we present one of 

the first attempts to exploit these hidden patterns for obtaining quick diagnostic insights into echocardiograms 

without looking into the image content.  

In addition to predicting presence of diseases, our method can also produce evidence to support its opinion. For 

instance, if a workflow is classified to have Aortic Stenosis, we could use the highest ranking subflows that are 

present in the disease discriminative model (Figure 6) for Aortic Stenosis that are also present in the given workflow 

as evidence. Thus, the presented disease models are not mere black-box classifiers. 

 Subflow Dictionary Longest Common Subflow 

 Control Diseased Mean Control Diseased Mean 

Tricuspid Regurgitation 66 % 74 % 70.0 % 59 % 61 % 60.0 % 

Mitral Regurgitation 65 % 74 % 69.5 % 56 % 57 % 56.5 % 

LV Hypertrophy 61 % 74 % 67.5 % 56 % 58 % 57.0 % 

Aortic Sclerosis  62 % 71 % 66.5 % 54 % 52 % 53.0 % 

Aortic Regurgitation 66 % 74 % 70.0 % 56 % 50 % 53.0 % 

Atrial Fibrillation 67 % 78 % 74.0 % 53 % 53 % 53.0 % 

Levocardia 95 % 94 % 95.5 % 70 % 71 % 70.5 % 

Overall 68.9 % 77.0 % 72.9 % 57.7 % 57.4 % 57.6 % 
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We find the current results encouraging but at the same time, our findings suggest various other tantalizing 

directions for further investigation. For instance, the subflows that are often used in diagnosing large number of 

diseases could possible be made part of the standard practice guidelines. If appropriate labels are available, one 

could also use the proposed mechanism to obtain insight into how different subflows correlate with age, gender or 

other physical conditions of the patients. Workflow descriptions obtained from sonographer-trainees can be used to 

detect subflow patterns that are commonly used in error and can be explicitly corrected for. If viewpoint information 

is available, we could describe the workflow in more detail and could possibly obtain higher accuracy rates. 

From the data mining point of view, in the current work, we have treated each disease independently. Looking at 

correlation between workflows among multiple diseases can further bolster our disease detection accuracy. Also, the 

current dictionary based representation of the workflows could be used to carry out unsupervised statistical analysis 

on the space of all workflows. This could possibly allow us to visualize workflows in 2D or 3D space.  

It is important to not look at workflow based disease prediction as an alternative to actual medical image analysis. 

Workflow based prediction provides information complementary to what is present in the images and can used to 

improve the performance of more detailed disease prediction systems. To conclude, we would like to reiterate that in 

this paper we have presented stories from our first few sorties into the yet unexplored universe of echocardiography 

workflow mining. We have built models that can predict diseases without looking into an echocardiogram’s image 

content with reasonably high accuracy. 
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Abstract 

A data warehouse with an advanced analytical workflow platform was used to standardize and integrate 

legacy data collected under a multi-institutional protocol for research. Over 1,000 data elements have 

been loaded into the data warehouse from paper forms and electronic files. A utility with customized 

workflows was used to combine, recode and standardize information across patients and sources for 

gynecologic research.  

 

Project Details 

Purpose: Windber Research Institute (WRI) developed the Data Warehouse for Translational Research 

(DW4TR) with an advanced analytical workflow platform in collaboration with InforSense/IDBS. The 

Department of Defense Gynecologic Cancer Center of Excellence (GYN-COE) and WRI utilized 

DW4TR to standardize and integrate legacy data collected prior to 2012 under a multi-institutional Tissue 

and Data Acquisition Network protocol for deployment for gynecologic cancer research. Methods and 

Results: Over 1,000 data elements including demographic, preoperative, surgicopathologic, specimen, 

treatment, patient outcome and survey data have been loaded into DW4TR for the GYN-COE from paper 

forms and electronic files. DW4TR was deployed to transition legacy data into a standardized format 

updating the data models within DW4TR to accommodate raw data as well as the transformed, recoded 

and standardized data.  The InforSense/IDBS workflow builder was used to combine information across 

patients and from different data-sources using linking, joining, recoding, renaming, grouping, and re-

ordering. Separate workflows consolidated, integrated and exported data into pivot formats for further 

recoding and standardization and one of them is shown in Figure 1. The various workflows were 

packaged into a utility and published to the portal. Conclusions: DW4TR and the published utility were 

successfully utilized to standardize and integrate legacy data from various sources and instruments for 

gynecologic research.   

 

 

 

 

 

 

 

 

 

 

 
Figure 1.  A screenshot of one of the  workflows 

Disclaimer:  The views expressed herein are those of the authors and do not reflect the official policy of 

the Department of Defense, or U.S. Government. 
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Abstract 

Self-monitoring technologies have proliferated in recent years as they offer excellent potential for promoting healthy 
behaviors. Although these technologies have varied ways of providing real-time feedback on a user’s current pro-
gress, we have a dearth of knowledge of the framing effects on the performance feedback these tools provide. With 
an aim to create influential, persuasive performance feedback that will nudge people toward healthy behaviors, we 
conducted an online experiment to investigate the effect of framing on an individual’s self-efficacy. We identified 3 
different types of framing that can be applicable in presenting performance feedback: (1) the valence of perfor-
mance (remaining vs. achieved framing), (2) presentation type (text-only vs. text with visual), and (3) data unit (raw 
vs. percentage). Results show that the achieved framing could lead to an increased perception of individual’s per-
formance capabilities. This work provides empirical guidance for creating persuasive performance feedback, there-
by helping people designing self-monitoring technologies to promote healthy behaviors.  

1. Introduction 

Consumer self-monitoring technologies for health have proliferated in recent years. Examples include pedometers 
for step count,1,2 sleep tracking devices for sleep duration and quality,1–3 electronic scales for weight and body fat 
percentage,4 and glucometers for blood glucose level.5 These self-monitoring technologies often provide real-time 
feedback on a user’s current progress, which we call performance feedback. Performance feedback provided in 
varied ways (e.g., text, visual, positive light, negative light) could foster changes in behavior under observation, 
which is referred to as reactivity (or reactive effect).6 Reactivity often manifests in the frequency of the target 
behavior changing in a desired direction.6 When properly combined with goal setting,7 real-time performance 
feedback is a powerful driver to increase reactivity for health behavior change. 

Our objective in this research was to identify ways to present performance feedback that will nudge people toward 
healthy behaviors. In creating influential, persuasive performance feedback, we were inspired by the well-known 
“Framing Effects.”8 The key idea is that the way information is framed (e.g., highlighting information in a positive 
light vs. negative light) influences people’s behavior. A classic example is in the framing of the odds of a grueling 
operation: many would prefer an operation of where the outcome is “90 out of 100 are alive after five years” than 
one where “10 out of 100 are dead after five years.” Although these two options contain the same information from 
an expected value perspective, people—even experts (i.e., doctors)—are systematically subject to framing effects 
and more apt to prefer surgery when described by survival rate than death rate.9  

Drawing from prior literature and existing self-monitoring technology designs, we identified three types of framing 
that can be applicable in presenting performance feedback in conjunction with a daily goal. First, we modified 
valence of performance, a classic framing on positive versus negative outcomes as introduced in the example on 
surgical outcomes. Second, we modified presentation type comparing text-only feedback with text combined with 
visual feedback. Although most prior framing research examined framing using text descriptions, we investigated 
whether visual elements such as colors and figures can make the valence of performance even more salient than 
text-only valence descriptions. Third, we varied data unit, which has been explored in the context of medical risk 
communication (e.g., communicating genetic abnormalities10). We studied the effect of these framings using a 
hypothetical scenario of a person receiving his/her daily step count from a pedometer. We chose to use the step 
count scenario because pedometers are widely available consumer self-monitoring technologies, and thus people 
could easily understand the meaning of its feedback (i.e., step counts) without training.  

In an effort to identify the kind of framing that can nudge people toward healthy behaviors, we conducted an online 
experiment in which we tested the effect of the three framings described above. In what follows, we provide 
background on existing self-monitoring technologies and prior framing studies that are relevant to our study. Next, 
we detail our study and data analysis methods and report on the results. Based on our findings, we suggest design 
considerations for creating persuasive performance feedback.  
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2. Related Work 

In this section, we provide background on self-monitoring technologies designed for health behavior change, with an 
emphasis on the feedback they provide. In addition, we outline the theoretical and empirical background of framing 
research in the context of health decision-making. 

2.1. Self-Monitoring Technology 

To promote health behavior change, researchers and designers often use technology to monitor health-related 
activities.11 Both research and commercial applications have incorporated automated sensing or manual tracking 
within technology applications to help people monitor and reflect upon their behavior. The field of Personal 
Informatics12 and the Quantified Self movement13 both adopt the approach that through knowledge of one’s 
activities, it becomes possible to reflect on those activities, make self-discoveries, and possibly use that knowledge 
to make changes. Within the health domain, both research and commercial applications have focused on tracking 
physical fitness,1–2,14–17 sleep,1–3,18 diet,19,20 smoking,21 and stress.22  

These examples have varied ways of providing feedback. For example, the UbiFit14 project provides an abstract 
representation of progress through a changing display of flowers on the background screen of a mobile phone, 
whereas the Lullaby application18 provides graphs of raw data about a person’s sleep environment and awakenings. 
Applications also differ in whether they make judgments about a person’s progress as being either positive or 
negative. As an example, FitBit,1 a wearable pedometer and activity tracker, provides a standard, neutral message 
about a user’s progress in the form of step count as well as a more affective display of a flower or emoticon, which 
also runs from neutral to positive. The Fish N’ Steps application15 uses both positive and negative feedback through 
a virtual fish avatar that is happy or sad depending on a person’s activity levels. Applications also differ in their 
presentation of data in a way that people can understand. In tracking sleep, ZEO3 provides an overall “sleep score” 
each day that is unclear to users how that score is determined, whereas the FitBit sleep tracking feature1 provides a 
straightforward number of the hours slept. 

Most applications use a variety of performance feedback methods within the same application. FitBit syncs with a 
website and mobile application, providing a variety of feedback across a range of devices: (1) a text-based 
notification on how many steps are remaining until the user reaches his/her daily goal (Figure 1, left); (2) a visual 
progress bar indicating a percentage achieved against the daily goal (Figure 1, center); and (3) a text-based 
numerical representation of the number of steps taken on the tracking device itself (Figure 1, right). Although many 
users report on the application’s public forums that they are able to use FitBit to successfully motivate themselves to 
take more steps, it is not clear which type of feedback may be most effective in achieving this success. It is also not 
clear from the literature which types might be most effective in actually encouraging users to meet their goals or 
change their behaviors. It is often easier to implement a text-based message than a visual one, but it has not yet been 
studied whether it is worth the effort to make a visual representation. Thus, our work seeks to systematically 
determine which types of performance feedback within a health-related context might be the most effective in 
encouraging people to meet their goals.  

 
Figure 1. Three types of performance feedback in Fitbit interfaces. A text-based notification on how many steps are 
remaining until the user meets his/her goal (left); a visual progress bar indicating a percentage of goal achieved 
(center); and (3) a text-based numerical representation of the total number of steps taken (right). 
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2.2. Framing Studies  

Tversky & Kahneman8 reveal that presenting the same option but varying the framing of acts, contingencies, or out-
comes alters people’s decisions. Tversky & Kahneman proposed Prospect Theory to explain the framing effects,8 
stating that people have an irrational tendency to be less willing to take risk with profits than with losses. In other 
words, people value a sure gain over a probable gain with an equal or greater expected value. In contrast, people 
prefer a probable loss to a smaller loss that is certain when focusing on the prospect of a loss.  

Since Tversky & Kahneman first explained how valence framing influences people’s willingness to take risk, fram-
ings have been studied in many domains. To better understand when and why different types of framing will have an 
effect, Levin and colleagues developed a typology of framings and distinguished between three different kinds of 
framings—risky choice, attribute, and goal framing.23 Our work is particularly inspired by the attribute framing, 
which affects the evaluation of an object or event characteristic. An example of attribute framing is how we describe 
the attribute of ground beef, which can be labeled as either “75% lean” or “25% fat.” A study shows that people 
favor the former even though the two labels convey the same information.24 The most common finding in the attrib-
ute framing literature is that positive framing leads to more favorable evaluations than negative framing.9,24  

In the health domain, Prospect Theory has been used to understand health-relevant judgment and behaviors. Roth-
man & Salovey classify health behaviors into (1) detection behaviors, (2) prevention behaviors, and (3) recuperative 
behaviors and state that the influence of framed information on decision-making is contingent on the degree to 
which performing a health behavior is perceived as risky.25 For example, early detection behaviors (e.g., mammog-
raphy, HIV testing) could be regarded more as “uncertain or risky” behaviors than prevention behaviors (e.g., smok-
ing cessation, exercise) because there is a possibility of discovering that one is sick. In accordance with Prospect 
Theory, empirical studies show that loss-framed messages tend to be more persuasive for promoting detection be-
haviors whereas gain-framed messages tend to be more persuasive for promoting prevention behaviors.26 In our case 
of promoting physical activities (e.g., walking), these findings suggest the use of gain-frame (i.e., emphasizing the 
benefits of physical activities) because conducting physical activities is considered as a prevention behavior. How-
ever, prior research does not address how to best present daily performance feedback that can lead to health-
enhancing, self-beneficial decisions. To leverage the power of real-time feedback of self-monitoring technologies, 
we sought to identify persuasive framing not for the health behavior itself (i.e., walking) but for presenting perfor-
mance feedback toward the goal (i.e., step count).  

Framing is also used in a broad sense, such as varying the presentation type or data unit. Lipkus & Hollands27 and 
Ancker et al.28 provide an extensive review of literature around the use of visuals to enhance health risk communica-
tion. Although some visuals can help reduce the amount of mental computation, the authors argue that not all 
graphics are more intuitive than text. Ancker et al. found that the use of visuals should depend on the purpose of risk 
communication because some types of visuals are more appropriate for enhancing the accuracy of quantitative rea-
soning whereas others are more suitable for promoting behavior change.28 In addition, data presented with different 
units (e.g., raw data, rate, percentage) could have a significant impact on people’s perception of the data. One study 
shows that rates (e.g., three per 1000) were easier to understand than proportions (e.g., one in 333) when patients 
were presented with the risk of genetic abnormalities.10 This finding suggests that the choice of data unit in designing 
performance feedback could alter people’s health decisions. Some health researchers evaluate the efficacy of differ-
ent feedback by measuring behavioral intentions.29 In our work, we provide participants with a hypothetical scenario 
and measure people’s self-efficacy, which is a strong predictor of behavior change and maintenance.30 Numerous 
studies have shown that self-efficacy can be enhanced and that this enhancement is related to subsequent health be-
havior change.30–32 We therefore chose self-efficacy as our dependent variable as the core purpose of performance 
feedback is to influence individuals’ health behaviors.   

3. Research Questions and Experiment Design 

We explored whether the framing of feedback on an individual’s performance affects his/her self-efficacy. We 
examined the effects of three types of framing: valence, presentation type, and data unit. We also suspected that 
these framings might have different effects at various levels of progress toward one’s goals (distance to the goal), 
such as the beginning phase or the ending phase. Thus, we explored the following research questions (RQ).  

RQ1. How do different types of performance feedback framing—(1) valence, (2) presentation type, and (3) 
data unit—influence an individual’s self-efficacy? 

RQ2. Does the distance to the person’s goal influence the framing effect?  
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To examine these research questions, we designed a 2 (valence: achieved vs. remaining) x 2 (presentation type: text-
only vs. text with visuals) x 2 (data unit: raw vs. percentage) x 2 (distance to the goal: low achievement (25%) vs. 
high achievement (75%)) mixed-design with repeated measures. Valence (VALENCE), presentation type 
(PRESENTATION), and data unit (UNIT) were between-subjects factors and distance to the goal (DIST) was a 
within-subjects factor, thereby forming eight different conditions (Table 1). 

4. Method 

We conducted a mixed-design study as an online experiment. We conducted several iterations with pilot participants 
before deriving the final questions, scenarios, and feedback designs that are presented here. We explored our 
research questions in the context of receiving performance feedback on daily step counts from a pedometer where a 
daily goal was set to 10,000 steps. We chose the step count scenario with the daily goal of taking 10,000 steps 
because this scenario was relatively easy to understand and could be applicable to a wide audience. Although 
“10,000 steps a day” is not a magic number, it is easy to understand and applicable for most people to be active, 
considering the U.S. average daily step count is 5,100.33 

4.1. Survey Contents and Study Conditions 

We created online surveys for the eight conditions. Each survey consisted of three sections—(1) interest in 
achieving 10,000 steps daily, (2) self-efficacy questions, and (3) demographic questions. To help participants 
understand the time and effort to achieve 10,000 steps daily, we asked, “Approximately how far do you think is 
10,000 steps?” and revealed the answer (5 miles) on the next page. We also explained the time it typically takes to 
reach 10,000 steps—1 hour 40 minutes for moderate intensity (100 steps per minute), and 1 hour 17 minutes for 
vigorous intensity (130 steps per minute). We then asked the participants about their interest in taking 10,000 steps 
daily to maintain a desirable level of physical activity for health.  

To situate participants in the context of receiving performance feedback, we provided the following hypothetical 
scenario:  

Research has suggested taking 10,000 steps daily for maintaining a desirable level of physical activity for 
health. Suppose you purchased a pedometer (step counter) to monitor your step count, and set a daily goal of 
10,000 steps. You need to wear it every day in your pocket or on your waist, and it gives you real-time 
feedback of the [ remaining | achieved ] steps toward your goal. [The wording (i.e., “remaining” or 
“achieved”) was modified accordingly for each condition.] 

Then we showed step count feedback (Table 1) as an image. We manipulated the feedback in the following manner:  

• Valence of Performance: We varied the valence of performance by describing the performance using the 
“achieved” frame and the “remaining” frame. 

• Presentation Type: We created text-only feedback and text with visual feedback. For the text with visual 
feedback conditions, we provided a progress bar colored in either green or magenta.  

• Data Unit: We varied step count units by using raw number (steps) and percentage (%).  

Table 1. Feedback manipulation for the eight conditions and the number of participants assigned to each condition 
for the low level of goal achievement (25%) case. 

Valence of 
Performance 

Presentation 
Type Data Unit Example feedback (2500 steps) 

# of 
Participants 

Initially 
Assigned 

# of 
Participants 

Included in the 
Analysis 

Achieved 

Text-only 
Raw 2500 steps achieved  66 49 

Percentage 25% achieved  61 49 

Text with visual 
Raw   62 50 

Percentage   58 49 
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Remaining 

Text-only 
Raw 7500 steps remaining 65 50 

Percentage 75% remaining  68 48 

Text with visual 
Raw 

 
69 58 

Percentage 
  

62 47 

Total Number of Participants 511 400 

 

According to our feedback manipulation, “2,500 steps achieved” in the achieved-frame conditions was equal 
progress to “7,500 steps remaining” in the remaining-frame conditions and to “25% achieved” in the percentage 
conditions. Also, the same feedback was provided with and without the visual (progress bar).  

Each participant saw two feedback conditions, varying the distance to the goal at two levels—25% and 75%—in a 
randomized order. Feedback manipulation examples in Table 1 show low achievement of goal achievement (25%) 
case for the eight conditions. The scenario supposed that a participant is receiving the step count feedback on a 
weekday at 4:30pm, which is the time when much of the participants’ day had passed, but they could still have time 
to achieve their goal.  

4.2. Measure 

After showing each feedback, we measured participants’ self-efficacy by asking the following question adopted 
from Bandura31: “Rate how confident you are that you can achieve your daily goal as of now (4:30 PM, weekday).” 
Self-efficacy was measured on a 11-point Likert-like scale, where 0 = “Certain I cannot meet my goal” and 10 = 
“Certain I can meet my goal.” In addition, we conjectured that participants’ interest in taking 10,000 steps daily 
might be related to their base self-efficacy, so we measured the interest level on a 11-point Likert-like scale at the 
very beginning of the survey.   

It was necessary for participants to understand the feedback so that they could answer the self-efficacy question 
based on correct understanding of the feedback. To assess whether participants correctly understood the feedback, 
we included a filtering question. We showed feedback illustrating “3,000 steps remaining” and asked a multiple 
choice comprehension question (Which of the following correctly describes the above feedback?) and provided 
three options—(1) Less than 50% of my daily goal remains, (2) More than 50% of my daily goal remains, and (3) 
None of the above. To filter out those who did not correctly understand the feedback, we placed this question before 
the self-efficacy question. Finally, we repeated the question, “Approximately how far do you think is 10,000 steps?” 
at the end of the survey to filter out those who did not pay attention to the wording of our survey.  

5. Results 

We recruited a convenience sample of 511 participants through word-of-mouth and researchers’ social networks. 
We incentivized participation with the option to enter a drawing for one of four $25 gift cards. Participants were 
randomly assigned to one of the eight conditions. We removed data from 111 participants according to the following 
4 exclusion criteria: 

• Did not understand the feedback correctly (i.e., who got the filtering question wrong, 70 participants) 
• Did not pay attention to the survey (i.e., who got the repeated 10,000 steps question wrong, 9 participants) 
• iPhone/iPad user (due to a bug within the survey application, 7 participants) 
• Outside of U.S. (due to the use of different distance metrics, 25 participants) 

Among the remaining 400 participants, 53% were male (n = 211) and 43% reported they have experience using a 
pedometer (n = 172). The participants’ ages ranged from 19 to 68 with an average age of 32.7 years old. 

We observed that participants’ initial interest level (INTEREST) in taking 10,000 steps daily was significantly 
related to their self-efficacy of achieving the daily goal, F(1, 391) = 48.64, p < .001. Therefore, we used a mixed-
design analysis of covariance (ANCOVA) controlling for the INTEREST as covariate.   
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We found a significant main effect of DIST on the self-efficacy scale, F(1, 391) = 110.20, p < .001. This result 
indicates that, at a set time (i.e., 4:30 pm in our scenario), people who were close to the goal (75% of the goal, M = 
7.65) were more likely to report higher self-efficacy than those who were further from the goal (25% of the goal, M 
= 4.07). The result indicates that we successfully manipulated DIST at two levels. 

5.1. Effect of Valence Framing on Self-Efficacy 

We found a significant main effect of VALENCE on self-efficacy after controlling for the effect of INTEREST, F(1, 
391) = 4.07, p = .04. As Figure 2 shows, the result indicates that participants in the achieved-frame condition (M = 
6.05, 95% CI[5.78, 6.33]) were more likely to report higher self-efficacy than those in the remaining-frame 
condition (M = 5.67, 95% CI[5.41, 5.93]).  

 
Figure 2. The effect of valence framing on self-efficacy score: participants’ self-efficacy was higher when they were 
shown the achieved framing than remaining framing.    

5.2. Effect of Presentation Type Framing on Self-Efficacy 

We found a significant main effect of PRESENTATION on self-efficacy, F(1, 391) = 7.43, p = .007. As Figure 3 
shows, participants in the text-only condition (M = 6.12, 95% CI[5.85, 6.39]) were more likely to report higher self-
efficacy than those in the text with visual condition (M = 5.60, 95% CI[5.33, 5.86]).  

 
Figure 3. The main effect of presentation type on self-efficacy score: participants’ self-efficacy was higher when 
they were shown the text-only feedback than text with visual feedback.  
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5.3. Effect of Data Unit Framing on Self-Efficacy 

The main effect of UNIT was not significant, F(1, 391) = 1.62, p = .20. However, we found a significant interaction 
between UNIT and DIST, F(1, 391) = 10.09, p = .002. This indicates that a difference in data unit had different 
effects on the self-efficacy score at different levels of distance to the goal. To break down this interaction, simple 
contrasts were performed comparing each level of UNIT to one another across different level of DIST. As Figure 4 
shows, at the lower level of goal achievement (25%), the feedback showing raw data led to a higher self-efficacy 
score (M = 4.37, 95% CI[4.02, 4.72]) than the feedback showing percentage data (M = 3.76, 95% CI[3.41, 4.11]), 
F(1, 391) = 5.72, p = .02. However, at the higher level of goal achievement (75%), UNIT had no effect, F(1, 391) = 
.38, p = .54. 

 
Figure 4. The interaction effect between data unit and self-efficacy score: participants’ self-efficacy was higher at 
the 25% distance to the goal condition when they were shown feedback in a raw data format than in a percentage 
data format. 

6. Discussion 

Our study results can guide the design of performance feedback. We identified several framings such as valence and 
presentation type that are better at enhancing people’s self-efficacy than others, though some of these effect sizes 
were small.  

We observed that use of the achieved framing could enhance self-efficacy throughout the various levels of goal 
achievement (25%–75%). This result aligns with previous attribute framing studies of health messages where a 
positive framing of an object or event usually leads to more favorable evaluations than a negative framing. Self-
efficacy is concerned with a person’s beliefs about one’s capabilities of performing a behavior. Thus, we conclude 
that use of the achieved framing for performance feedback influences these perceptions—not necessarily the true 
capabilities of performing a task, but feeling capable of performing a task to achieve a goal. This result indicates that 
people are subject to framing not only when evaluating an external object but also when evaluating one’s own 
capability. Validating the claim at more extreme cases toward the both ends of the goal (e.g., 5%, 95%) warrants 
future research.  

We also observed that performance feedback conveyed using text and visuals (i.e., colored progress bar) did not 
enhance individuals’ self-efficacy when compared to text-only feedback. Ancker et al. note that visuals that improve 
the accuracy of quantitative reasoning appear to be different from visuals that promote behavior change.28 We 
suspect that the progress bar in the visual conditions supported the former rather than the latter, and thus enhancing 
people’s quantitative understanding, rather than improving their self-efficacy. Now that this work has provided a 
better understanding of the role one type of visual plays in conveying performance feedback, our next step is to 
explore the influence of exaggerated, or even judgmental visuals (e.g., emoticons) on self-efficacy. Because 
judgmental visuals convey valence information more saliently, positively framed judgmental visuals, in particular, 
could lead to an improved self-efficacy. 
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To our surprise, data unit (i.e., raw versus percentage) mattered only at 25% (2,500 steps) of goal achievement but 
not at 75% (7,500 steps). We suspect that performance feedback shown in a raw data format (e.g., “2,500 steps” 
achieved) was perceived as a bigger achievement than the same information shown in a percentage format (e.g., 
“25%” achieved). However, this effect was not observed for the distance to the goal at 75% level. It appears that 
when performance achievement level approaches the goal, the perception gap resulting from data unit decreases.   

The research reported in this paper has some limitations. As is often the case with a convenience sample, sampling 
bias could have affected our study results. Our sample is biased toward highly educated and technical people. Also, 
our participants seem to have high interest in physical activities, which is exemplified by their high interest level (M 
= 7.14) in taking 10,000 steps daily and previous high pedometer usage experience (43%). Previous research reports 
that framing effects due to valence manipulation might not occur when the research topic has high intrinsic self-
relevance to the research population.26 The high-interest bias in the subject population makes it less likely that we 
would find a valence framing result, but nonetheless, we observed a significant main effect of valence framing. We 
note that 5% of participants (n = 20) indicated a self-efficacy scale of 10 (i.e., “Certain I can meet my goal”) for both 
25% and 75% distance to the goal conditions. For this group of people, framing would not matter much because 
their self-efficacy is so high they will achieve the goal regardless of feedback types. We included this data in the 
main analysis because this is valid data, and there will always be people with high self-efficacy. However, when we 
excluded this data and re-analyzed, we observed a more significant effect of valence framing, F(1, 371) = 4.49, p = 
.035. In any event, the high-interest bias merely supports our finding further.  

Related contextual limitations of the research include using the hypothetical scenario and measuring self-efficacy 
rather than actual behavior. However, because we are still at the early stage of identifying persuasive framing for the 
design of effective performance feedback, we argue that conducting a field deployment study to measure behavioral 
outcomes is not the best first approach. Conducting an online experiment using a hypothetical scenario allowed us to 
recruit a large number of participants with relatively low cost and helped us understand the effect of different 
framings in a quick time frame. Design implications from this work will help designers and researchers create 
influential, persuasive performance feedback, which could be embedded in a self-monitoring technology for a long-
term deployment study. Also, while we have focused on finding desirable performance feedback in the context of 
step count, it is possible to think of other performance feedback with different types of goals. For example, how 
framing is manifested differently depending on different types of goals in different contexts (e.g., “the higher the 
better” goal as in accumulated step counts, “the lower the better” goal as in smoking cessation, or “the ideal range” 
goal as in calorie intake) opens up many possibilities for future work.   

7. Conclusion 

Our objective in this research was to identify the type of framing that could best convey performance feedback to 
enhance individuals’ self-efficacy. We accomplished this goal by conducting an online experiment with 400 
participants who were given a hypothetical scenario of receiving a real-time performance feedback of daily step 
count. We found that valence and presentation type framings were highly related to individuals’ self-efficacy. 
Specifically, an achieved framing led to higher self-efficacy than a remaining framing and a text-only framing led to 
higher self-efficacy than a text with visual (colored progress bar) framing. Furthermore, we found a significant 
interaction effect between data unit and distance to the goal, indicating data unit might influence people’s perceived 
level of achievement especially at the early phase (25%) along the course of goal achievement. In designing 
performance feedback to enhance people’s self-efficacy, we recommend using a positive framing with data unit that 
can increase the perception of one’s performance capabilities. This work provides empirical guidance for creating 
influential, persuasive performance feedback, thereby helping people designing self-monitoring technologies to 
promote healthy behaviors. 
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Abstract

Audit and feedback can significantly improve healthcare provider performance, but evidence indicating how to give  
feedback is limited, leading to divergent approaches and variable effectiveness. We conducted a critical synthesis  
review of psychological, educational, and organizational management feedback theory to propose a conceptual  
model of tailoring for audit and feedback. Feedback-related theoretical constructs suggest that tailored feedback,  
adapted to recipients' personality, knowledge, behavior, task and environment, can improve performance.

Introduction

Audit and feedback (A&F) is the provision of routine performance summaries to healthcare providers (providers) 
used for quality improvement and clinical  practice guideline implementation. Clinical information systems have 
made audit of electronic records commonplace, but little evidence is available to show how feedback should be 
given to providers. Studies of A&F have revealed a high variability in both the methodologies used and the resulting  
impact  on  clinical  performance,  including  detrimental  effects1.  Psychological,  educational,  and  organizational 
management theory point to feedback tailoring, defined as assessment-based adaptation of feedback messages, as a  
potential moderator of feedback's effect on performance. However, tailored clinical A&F has rarely been evaluated. 

Methods

From  November  2011  to  February,  2013  we 
searched PubMed, Google Scholar, and ISI Web of 
Knowledge  for  literature  about  theories  of 
performance  feedback.  We  identified  theoretical 
constructs concerning tailoring and placed them in a 
preliminary model of tailored A&F, using a “menu 
of constructs” approach to theory development2.

Results

We  found  theoretical  constructs  concerning 
feedback  tailoring  for  personality,  behavior, 
knowledge,  task,  and  environment  (Figure  1). 
Tailored  feedback  could  address  individual  and 
situational differences. For example, providers may perceive tasks as learning opportunities or obligations. Positive 
feedback  provided  about  obligation  tasks  may cause  a  relaxation  response,  reducing  motivation.  This  scenario  
reflects poor “Regulatory fit”, a construct from Regulatory Focus Theory. “Regulatory fit” offers one explanatory  
causal mechanism through which an A&F intervention might negatively impact performance.

Discussion 

Tailoring  can  moderate  the  effect  of  feedback  on  performance.  As  healthcare  organizations  increasingly  use 
electronic  records  for  clinical  performance  monitoring,  understanding  how  to  effectively  deliver  performance 
feedback is becoming a critical knowledge gap. Future research should explore individual and situational features 
for automated tailoring of A&F.
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Figure 1: Theoretical constructs concerning tailored clinical audit 
and feedback.
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Abstract 

In order to complete a self-study for an accreditation visit, an online platform, BlackBoard (Bb), was used to  
house all Systematic Evaluation Plan (SEP) data, information, reports, and accreditation standards, so that all 
faculty had access to these documents, through a secure, password protected system. Discussion sites and wikis 
were setup for each team to use in a Bb evaluation site. 
 
Problem  
A Doctor of Nursing Practice (DNP) program was scheduled for accreditation. Nursing faculty needed access to 
similar documents, which was a problem as all information was in a paper-based system. The school used mail-out 
external surveys, with poor return rates. The role of the faculty was to individually collect data manually using a 
paper-based system. The data was difficult to track and faculty were frustrated because of the lack of continuity.  
 
Purpose  
A. Develop an online platform to house electronic evaluation records. 
B. Transform the role of faculty to a team approach  
C. Write a successful self-study report for the DNP accreditation.    
 
Change implemented 
The role of the nurse faculty changed to a team approach with the use of the electronic evaluation records to write a 
self-study report. 
 
Methodology 
Upon a review of the evidence, it was determined that the online platform utilized, Bb, could house all SEP data, 
information, reports, and accreditation standards through a secure, password protected system. Faculty were familiar 
with Bb, and the use of this system did not result in an added financial cost to the university. To complete the self-
study report, discussion sites and wikis were setup for each team in a Bb Evaluation site. The SEP, evaluation tools, 
evaluation data, and program evaluation reports, for all nursing programs, were organized by program, in 
chronological order, and uploaded to this Blackboard site.   
 
Evaluation results 
Faculty feedback, improvement in timeliness of data collection and turnaround time in evaluation reports, success 
with evaluation process during on-site accreditation visit.  The DNP program did not receive any concerns related to 
evaluation in its accreditation visit. Improvement in program quality was evident.  
 
Conclusions 
The use of Bb as a platform to house evaluation records has significantly improved the data collection process, 
quality of information, and timeliness of reports. 
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Abstract 
New accreditation standards have resulted in a need for Informatics Education in all nursing programs. This 
presentation describes solutions to problems encountered in implementing these new courses in one School of 
Nursing, across bachelors, masters, and doctoral programs, including leveling of content, constraints on credit 
hours, and obtaining faculty consensus.   

 
Description of Problem  
Informatics classes needed to be designed for Bachelors (RN-BSN), Masters (MSN), and Doctoral (DNP) programs. 
Content needed to be leveled across all programs, while understanding that most students had no prior formal 
education in Informatics. Problems included maintaining credit hours while adding new courses in informatics, and 
obtaining faculty consensus for changes in existing courses.  
 
Purpose of the Project 
A. Design Informatics courses for Doctoral, Masters, and Bachelors Nursing Programs 
B. Level content across programs, while providing introductory information  
C. Maintain credit hours in existing programs 
D. Meet CCNE and QSEN Informatics requirements for accreditation 
 
Change Implemented 
Informatics courses were designed and implemented in each curriculum. The DNP and BSN courses have been 
taught and evaluated. The MSN course will be taught for the first time in the spring of 2014.  
 
Methodology 
CCNE and QSEN standards served as a basis for leveling content across programs. Introductory information was 
added in the MSN and DNP courses as it was recognized that these students had no prior formal education in 
Informatics. The DNP Informatics course presented challenges, as the curriculum called for Informatics and Finance 
to be taught in one class. The solution was to base this course on writing a grant for the development of a web-based 
Personal Health Record, which required a business plan for implementation. The MSN Informatics course presented 
a challenge as the curriculum could not be expanded. The solution was to combine two courses to make room for an 
Informatics class. The RN-BSN curriculum was completely overhauled to make room for a new Informatics course 
and to comply with other standards.  
 
Evaluation Results 
Evaluation was performed using end of course satisfaction results and measurement of learning outcomes. All 
evaluations have been positive.  
 
Conclusions 
The DNP program was accredited, while the other programs will be evaluated next year. Course and program 
evaluations have been positive. 
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Abstract 
Health eDecisions (HeD) is a public-private collaborative initiative that has developed a Health Level 7 draft 
standard for representing knowledge artifacts such as order sets.  To enable the import of HeD knowledge artifacts 
into various electronic health record (EHR) systems, an extensible platform based upon open standards and 
software was developed to transform HeD artifacts into vendor-specific knowledge formats.  The solution is 
extensible and could greatly facilitate the adoption of the HeD knowledge artifact standard. 

Introduction 
Health eDecisions (HeD) is an initiative sponsored by the Office of the National Coordinator for Health IT to enable 
advanced clinical decision support (CDS) at scale through the development and validation of CDS interoperability 
standards (http://www.healthedecisions.org).  As a part of this initiative, an XML-based knowledge artifact 
representation format was developed for order sets, documentation templates, and event-condition-action rules, and 
the approach was adopted as a Health Level 7 draft standard in January 2013.  However, current electronic health 
record (EHR) vendors and knowledge content vendors use proprietary knowledge representation formats.  
Therefore, in order to enable the HeD knowledge artifact representation standard to be widely adopted, there is a 
need to be able to transform HeD knowledge artifacts to and from knowledge representation formats already 
supported by the vendor community.  The research described here was undertaken to address this need and to 
develop an extensible, standards-based approach to enabling such transformations. 

Methods 
The model transformation framework was developed using the open-source Eclipse Modeling Framework (EMF).  
The EMF is a Java-based instantiation of the Object Management Group (OMG)’s Meta-Object Facility (MOF) 
standard, which specifies how to define domain-specific models such as the HeD knowledge artifact model.  Within 
EMF, an XML Schema can be used to generate an Eclipse Core (ECore) model corresponding to the schema.  This 
ECore model can then be used to generate a Java implementation within EMF.  Artifact instances can be loaded 
within EMF, and then transformed into various outputs, including descriptive text (via MOF2Text) and other models 
(via the EMF implementation of the OMG Query View Transformation [QVT] standard).   

 
Figure.  HeD Intervention Model Transformation to Vendor Specific Model or Text  

Results 
The described approach (depicted in figure above) was successfully used to build the HeD ECore model and the 
corresponding EMF Java implementation.  MOF2Text was used to generate human-friendly text documents 
compliant with the OASIS OpenDocument standard.  Furthermore, a QVT transformation was created for 
translating from the HeD model to the Veterans Health Administration documentation template format. 

Conclusion 
The transformation of HeD-compliant knowledge artifacts into vendor-specific formats will be critical for enabling 
widespread adoption of the HeD standard.  The approach described here provides a promising framework for 
developing such transformations in an open-source, standards-based, extensible, and scalable manner. 
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Abstract 

The Office of Health Information Technology and e-Health (OHIT) at the Minnesota Department of Health (MDH) 
is pioneering an effort for applied informatics at a state health department. The meaningful use requirements for 
public health have magnified the need and accelerated the urgency for establishing leadership, coordination, and  
training in public health informatics. The OHIT framework for achieving an informatics savvy organization 
includes: 1) Establish leadership and governance capacity; 2) Enable training and mentoring to increase informatics 
competencies; 3) Apply to implement key projects. This paper describes the approach, framework components, 
outcomes, and lessons learned.  
 
Introduction 
Few models or guidelines exist for establishing an applied public health informatics program at a state health 
department and most efforts are focused on a narrow targeted program activity like immunizations.  Meaningful use 
and the required role of a state health department has magnified the agency wide need and urgency to expand the 
informatics capacity. OHIT is pioneering a program of applied informatics at the state health department. 
 
Methods 
The OHIT approach includes: 1) Adapting the MN e-Health leadership, governance and workgroup structure and 
processes to the public health context; 2) Implementing informatics training and mentoring for senior leaders, IT 
staff, and students and 3) Leading and managing projects using strong project and management techniques.  
 
Results 
Some of the outcomes associated with the three components of this approach are summarized in table one.  
Table One: Selected Public Health Informatics Framework Components and Outcomes 

Framework Components   Outcomes Enhancing Public Health Informatics  
Establish  leadership and 
governance, coordination 
capacity 

• Establish 10 elements in informatics capacity for public health  
• Develop a multi-level career path for applied public health informaticians  
• Define roles and strengthen informatics capacity of the  agency 

Implement individual level 
communication, training, and 
mentoring regarding informatics 

• Develop and deliver informatics training for senior public health 
professionals (over 300 participants in  5 sessions)  

• Establish mentor and practicum program for students from nursing, health, 
and public health informatics (over 65 student participants)   

Lead and manage projects using 
strong informatics and project 
management techniques 

• Assign public health informaticians to  programs (e.g. Immunization) 
• Pioneer  and implement  a program to assess EHR adoption, use and 

exchange statewide in 18+ domains ( > 50 setting types)  
• Direct and manage strategic and tactical projects 

 
Summary 
Developing an informatics savvy organization in public health is a necessity due to changing landscape driven by 
meaningful use and other regulatory and market forces.  Experiences in developing an applied informatics program 
at a state health agency are shared including successes to-date, challenges to be addressed and the path forward.  
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Abstract: Disseminating clinical evidence is becoming a national priority for patient care and health services 
research. We performed a study to analyze the correlations between the usage of a guideline-driven interactive case 
simulation tool and promotional activities, using data collected from tracking of user interactions during a period of 
44 weeks. Results have shown that promotional activities are correlated with increase of audience as well as 
intensity of use of the targeting resource, by recipients of promotions, by new users, and through the most 
convenient access channel associated with the promotions. Selection of approaches for resource dissemination 
should consider the potentials and limitations in specific usage scenarios to make them more effective.  
Introduction: Disseminating clinical evidence is becoming a national priority for patient care and health services 
research. Few prior studies have shown how promotional activities can improve dissemination of clinical and 
educational resources. Here we report a pilot study to analyze the correlations between the usage of a guideline-
driven interactive case simulation tool (ICST) [1] and resource dissemination activities. The results from this study 
will: (1) help to identify how dissemination activities can increase the use of resources in specific scenarios, and (2) 
direct the future development of effective approaches for resource dissemination. 
Methods: We selected the Insomnia Screening and Treatment ICST [1], driven by a quick reference guide for HIV 
primary care clinicians developed by the New York State (NYS) Department of Health (DOH) AIDS Institute, as 
the resource under this study. This ICST is part of the NYS HIV Clinical Education Initiative (CEI) online education 
program that has reached out to audiences from 160 countries and all 50 US States. We collected the usage data 
from April 3, 2012 (when the ICST is released) to February 4, 2013 through tracking of user interactions with the 
system. We used two usage measures, episodes (numbers of audience) and frequency of visits to specific part of 
ICST (intensity of use) [1]. We then profiled each measure by multiple dimensions: (1) types of resources in ICST 
(recommendations, sample cases, and user-defined cases) [1]; (2) new vs. returned users; (3) access through web 
browsers vs. native apps; (4) access from large-screen equipment (desktops, tablets, etc.) vs. small-screen hand-held 
devices (smartphones, iPods, etc.); (5) audience from US vs. foreign countries; (6) audience from NYS vs. others; 
and (7) audience from healthcare settings, government, and others. We segmented all usage profiles as bi-weekly 
time-series. We plotted dissemination activities, i.e., sending of education newsletters through emails to those who 
have subscribed to our list-serve, as a binary variable in a bi-weekly time-series with the same formulation. We 
performed correlation analyses between each usage profile and the dissemination activities.     
Results: Pearson correlation coefficients have shown there are strong correlations between promotional activities 
and the following usage profiles: (1) total usage measured by episodes (r=0.500, p=0.015); and (2) usage measured 
by frequency of visits on recommendations (r=0.551, p=0.006), from new users (r=0.538, p=0.008), through web 
browsers (r=0.585, p=0.003), by audience from US (r=0.502, p=0.015), by audience from healthcare settings 
(r=0.607, p=0.002), and by audience from government (r=0.548, p=0.007). No correlations are found between 
promotional activities and the following usage profiles: (1) usage measured by episodes on sample cases (r=-0.091), 
on user-defined cases (r=-0.066), from native apps (r=0.113), from small-screen hand-held devices (r=0.282), and by 
audience from foreign countries (r=0.284); and (2) usage measured by frequency of visits on sample cases 
(r=0.224), on user-defined cases (r=0.270), from returned users (r=0.122), through native apps (r=0.173), from 
small-screen hand-held devices (r=0.271), and by audience from foreign countries (r=0.219).  
Discussions & Conclusion: Promotional activities are correlated with increase of the total numbers of audience as 
well as intensity of use of the targeting resource of the promotion (recommendations), by new users, through web 
browsers (due to the fact that an easy click of the link in a promotional emails will lead to the webpage), by audience 
from US (the targets of promotional emails), and by audience from healthcare settings and government (reflecting 
the fact that our audiences are mostly clinicians and public health professionals). Promotional activities do not seem 
to increase the usage of the ICST functions of sample cases and user-defined cases, through native apps, and from 
small-screen hand-held devices, indicating that these usage scenarios are likely from a core audience of the 
resources who do not need promotions. Selection of approaches for resource dissemination should consider the 
potentials and limitations in specific usage scenarios to make them more effective.        
References: [1] Le XH, Luque AE, Wang D. Assessing the usage of a guideline-driven interactive case simulation 
tool for insomnia screening and treatment in an HIV clinical education program. Medinfo 2013;. (accepted as paper) 
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Diseases are central to most biomedical research, and determining which diseases are referenced by a text – the task 

of disease name normalization or grounding – is important to many lines of clinical and biological inquiry. 

Automated methods for disease name normalization may be useful for reducing the human effort required for 

indexing abstracts (e.g. MeSH), biocuration projects (e.g. the Comprehensive Toxicogenomics Database, CTD), and 

reviewing clinical records (e.g. for epidemiological studies or clinical trial prescreening). 

We have created DNorm, a freely available online service for disease name normalization. DNorm employs the 

machine learning method conditional random fields to locate disease mentions (named entity recognition)
1
. Each 

mention found is then normalized using a novel machine learning methodology based on pairwise learning to rank
2
. 

The combination represents a high-performing and mathematically principled framework for learning similarities 

between mentions and concept names directly from training data. Our online service uses models learned from the 

recently released NCBI Disease Corpus to allow researchers to normalize disease names found in arbitrary 

biomedical text to concepts in MeSH and OMIM
3
. 

We used the NCBI Disease Corpus to compare the performance of the methodology employed by DNorm on 

PubMed abstracts to several existing techniques including dictionary match, MetaMap, and Lucene. DNorm 

achieves 0.782 micro-averaged F-measure and 0.809 macro-averaged F-measure, a significant increase over the 

highest performing baseline method of 0.153 and 0.136, respectively. Evaluation of the methodology on clinical 

notes is currently underway. 

DNorm is available online at http://www.ncbi.nlm.nih.gov/CBBresearch/Lu/Demo/DNorm 
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Abstract 
     This paper examines several different queuing 
models for intensive care units (ICU) and the effects 
on wait times, utilization, return rates, mortalities, 
and number of patients served. Five separate 
intensive care units at an urban hospital are analyzed 
and distributions are fitted for arrivals and service 
durations. A system-based simulation model is built 
to capture all possible cases of patient flow after ICU 
admission. These include mortalities and returns 
before and after hospital exits. Patients are grouped 
into 9 di fferent classes that are categorized by 
severity and length of stay (LOS).  
    Each queuing model varies by the policies that are 
permitted and by the order the patients are admitted. 
The first set of models does not prioritize patients, 
but examines the advantages of smoothing the 
operating schedule for elective surgeries. The second 
set analyzes the differences between prioritizing 
admissions by expected LOS or patient severity. The 
last set permits early ICU discharges and 
conservative and ag gressive bumping policies are 
contrasted. It was found that prioritizing patients by 
severity considerably reduced delays for critical 
cases, but also increased the average waiting time for 
all patients. Aggressive bumping significantly raised 
the return and mortality rates, but more conservative 
methods balance quality and efficiency with lowered 
wait times without serious consequences. 
 

*Corresponding author: Eva Lee, eva.lee@gatech.edu 
 
Introduction 
The current climate of critical care has a heavy 
challenge to meet growing patient demands while 
hospital capacity continues to shrink at an alarming 
rate. According to American Hospital Association, 
the number of hospital beds has reduced by almost 25 
percent in a period of 20 years.1 Due to Certificate of 
Need (CON) regulations, an average occupancy level 
of 85 pe rcent was required before approval to 
increase capacity.2 Since, many hospitals had average 
occupancy below these rates, there was an impression 
in the health care community that there was excess 
capacity. For nonprofit hospitals, average rates had 

reached as low as 66 percent.15 Consequently, 
available beds have continued to decrease across 
states. 
 
In April 2002, a Lewin Group survey reported 62 
percent of U.S. hospitals reached or exceeded 
maximum operating levels. The percentages raised to 
79 percent for urban hospitals and 82 pe rcent for 
level I trauma centers.11 The Center for Disease 
Control reported the number of annual emergency 
department (ED) visits climbed by almost a q uarter 
for the decade ending in 2002. The number of EDs 
reduced by 15% for the same period. 29  
 
Setting hospital capacity by focusing on occupancy 
levels has led to serious circumstances. There have 
been access blocks and substantial increases in 
waiting times.30 The relationship between waiting 
time and average occupancy is not linear. At a point, 
the average delay can start to rise exponentially 
relative to even small increases in utilization.16 Wait 
time depends on the time between arrivals and begin 
of service. These measures have significant 
variability, and delays can be considerably different 
for identical utilization levels. It is not sufficient to 
only emphasize average occupancy levels when 
evaluating the process flow of a health care center. 
 
Increasing average wait times for medical care has 
led to complications that are more significant than 
economic incentives. Poor patient flow has been 
found to be associated with elevated mortality rates, 
longer length-of-stay, and heightened readmission.4,35 
Sprivulis et al. linked ED overcrowding to a 30% 
relative increase in mortality.41 Chalfin et al. 
identified delays to intensive care were correlated 
with longer lengths of stay and higher mortality.3 
During periods of stress, a decision to admit a patient 
may not be entirely clinically driven and nurses are 
prone to medical errors.24  
 
Early discharges are more likely at high occupancy 
levels. The average length of stay can be reduced up 
to 16% for patients discharged from a busy intensive 
care unit (ICU).20 However, the likelihood of 
returning increases substantially.10,20,40 KC et al. 
found overall bounce-back probability was 14%, but 
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rose to 37.4% for early discharged patients.20 Higher 
severity patients are associated with longer revisit 
stays raising their net total length of stay. These 
factors effectively reduce hospital’s peak capacity, 
because the readmission loads add unexpected flow 
related stresses.25 Readmitted patients have also been 
found to have higher mortality rates in addition to 
longer lengths of stays. Snow et al. identified 
mortality rates for returning patients were 26%, three 
times the general population for surgical intensive 
care units.40 Readmissions from premature discharge 
can increase costs and lead to overall worsening of 
medical conditions for patients.11  
 
It is essential to improve the process flow of health 
care centers with motivations that are not purely 
economic. The demand for intensive care is high. 
Green et al. determined 90% of ICUs in New York 
have insufficient capacity to provide proper medical 
care.15 While economics tend to favor high 
occupancy,13 the quality of care does not. This paper 
evaluates different priority methods (some from 
literature, and some we derive) to minimize waiting 
times for admission to intensive care units. An 
emphasis is placed on the severity of medical 
conditions rather than exclusively focusing on market 
factors. The goal is to maximize the number of 
patients served while maintaining good quality of 
care. 
 
Related Work 
In a perfect system, all patients would arrive at the 
same rate and all patients would have the same 
condition and require identical service time. This 
system would be 100% efficient as are many 
automated manufacturing plants.25 This is not the 
case in the health care community. Patients arrive 
unexpectedly with an immense diversity of 
conditions. Therefore, it is  necessary to optimally fit 
the distributions for patient arrival and service time. 
In most studies, the inter-arrival times are regarded as 
a negative exponential distribution.36 The length of 
stay (LOS) can have different distributions for 
different patient types.21 The fit distributions can vary 
from exponential, negative exponential, log-normal, 
or Weibull.7,30,38,42 Kokangul et al. applied a 
Kolmogrov-Smirnov test on five years of admissions 
to a teaching hospital and found arrivals distributed 
as a Poisson process and LOS distributed as log-
normal.21  
 
Siddharthan et al. classified patients into emergency 
and non-emergency care.39 After collecting data from 
an emergency department in Florida, patients were 
grouped as emergency care for major trauma, critical 
care, minor trauma, and non-critical care cases. Non-

emergency care was classified only for primary care 
patients. 53.3 percent of patients were found to 
require emergency care and 46.7 percent were non-
emergency. The average arrival rate, service rate and 
waiting time were calculated for both types. The 
study assumes arrivals follow a Poisson probability 
distribution and service rate follows an exponential 
distribution. Using a proper priority queue 
discipline,19 it found the average waiting time to 
reduce by 10 percent for all patients. The queue gave 
highest priority to emergency care patients, because 
they had the larger average service time. 
  
Chan et al. utilized a more sophisticated priority 
queue with 9 categories of patients.5 Each category 
was classified by low, medium, or high LOS and by 
low, medium, or high severity. The severity of each 
patient was assessed using criteria from Escobar et al. 
where admission diagnoses and laboratory results 
were utilized.12 All groups of patients were tested 
with three different priority models. The model 
assumed a patient must be discharged for new 
arrivals if intensive care units are at full capacity. 
This is due to the inherent urgency of intensive care. 
Each priority model enforced the discharge order for 
patients in intensive care. The three models were 
based on lowest nominal length-of-stay, smallest 
probability of readmission, and lowest readmission 
load. Readmission load is defined as return 
probability multiplied by average LOS for successive 
visits. The study results reported the readmission load 
model outperformed all other priority schemes by up 
to 10%.  
 
Dobson et al. attempted to accurately estimate the 
expected number of patients transferred to 
accommodate more critical arrivals.9 The study did 
not use a complex priority scheme compared to Chan 
et al. Instead, patients were simply discharged by 
lowest remaining length of stay. A Markov model 
was utilized to study the effects of ICU workload on 
patient bumping.  
 
The difficulty of assigning priority to ICU admissions 
is to correctly identify the severity of incoming 
patients. Escobar et al. assessed the severity of each 
patient by assigning the probability of mortality 
based on sex, age, primary condition and chronic 
ailments.12 16,090 ICD admission diagnoses were 
grouped into 44 broad categories. Graham et al. used 
a simpler approach by classifying a diagnosis into 
“high”, “medium”, or “low” risk.14  
 
Adding to the complications of accurately identifying 
patient severity, clinicians typically write diagnosis 
records in free-text format. There have been 
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successful attempts to use machine learning and 
natural language techniques to correctly associate 
notes with hierarchical codes, such as SNOMED-
CT® and ICD-9.6,8,32,33,34,37 However, these methods 
have been found to have considerably lower 
performance in data poor cases.37 More successful 
results were attained when a large volume of clinical 
reports, laboratory results and follow-up reports were 
available.  
 
Regarding strategies for analyzing ICU workflow, 
Chan et al. only prioritized patients by how they were 
bumped from the ICU rather than admitted. 
Discharges were enforced by attempting to minimize 
readmission load according to several factors, 
including return probability and LOS. Dobson et al. 
also prioritized patient transfers from the ICU.9 They 
were ordered according to their remaining length of 
stay. Both of these studies used sophisticated priority 
schemes, but were not entirely realistic. Patients were 
automatically admitted when requesting ICU entry by 
bumping lower priority patients. However, in 
healthcare settings it is not uncommon for average 
wait times for an ICU to exceed 4 hours,28 and 
bumping patients can cause significant medical 
complications.10,20,40  
 
Methods and Computational Design  
Data preparation 
 
32,531 medical records were retrieved from a large 
urban hospital over a o ne year period from March 
2010 to April 2011. Each record included the 
patient’s id, registration number, diagnosis, and 
entrance and exit times of each reserved room during 
the entire hospital stay. Five separate intensive care 
units were analyzed for this study: Cardiovascular 
(CV) Surgery, Neurosurgery, Medical, Neuroscience, 
and Surgical. Since the distribution of LOS may vary 
among different patient types, 21 the Input Analyzer 
in Rockwell Arena® 13.5 was used to fit the LOS 
distribution for each ICU.  
 
Of 5,465 hospital ICU visits, 813 contained a missing 
entry. 14.8 percent of records included the time a 
patient exits an ICU room without the time of entry. 
These offending records were temporarily removed 
to calculate the LOS distributions for each ICU unit 
(Table 1). The fitted distributions were then used to 
sample entrance times for the records with missing 
entries.  
 
 
 
 

 
 
 
 
 
 
 
 
 
 
 
Arrival rates were calculated after all hospital ICU 
visits contained complete records for entry and exit. 
Full lists of entrance times were generated, and 
distributions were fitted from interarrival times for 
each ICU. Arrivals were separated by emergency and 
scheduled surgery admissions (Tables 2, 3). Other 
statistics were calculated to help identify the process 
flow of patients through the system. These included 
return rates after a p atient leaves an ICU, after a 
patient leaves the hospital, and after a patient is 
forcibly bumped from an ICU. Mortality rates were 
determined for patients entering an ICU for initial 
and return visits (Table 4). 
 

ICU Scheduled arrival Distribution 
CV Surgery 

 
493 * BETA(0.554, 2.51) 

Neurosurger
 

WEIB(23.2, 0.695) 
Medical 
 

2 + LOGN(2.98e+003, 3.97e+004) 
Neuroscienc
 

WEIB(68.9, 0.883) 
Surgical GAMM(43.7, 0.715) 

Table 3. Scheduled arrival distribution 
 

ICU P(R|r) P(R|e) P(M) P(R|t) P(M|R) 
CV Surgery 
S  

0.068 0.039 0.077 0.118 0.226 
Neurosurgery 0.034 0.069 0.172 0.111 0.288 
Medical 
 

0.073 0.113 0.160 0.056 0.213 
Neuroscience 0.039 0.069 0.195 0.250 0.407 
Surgical 0.061 0.059 0.075 0.257 0.159 

Table 4. Probabilities for ICU returns and mortality. Return 
probability from room P(R|r), return probability from hospital exit 
P(R|e),  mortality probability P(M), return probability after early 
discharge P(R|t), and mortality probability after return P(M|R) 
 
Natural language processing of clinical diagnosis 
records 
 
The medical records obtained were not  
comprehensive enough to conduct a full contextual 
analysis. In particular, the diagnoses from patient 
records received did not contain standardized codes, 
such as ICD-9. They were free text entries ranging 
only up to 54 characters at maximum. This limits text 
analysis for each record to a few words at most, but it 
is useful to test the applicability of natural language 
processing when the content is very minimal.  

ICU LOS distribution  
CV Surgery 

 

1 + LOGN(84.8, 115) 
Neurosurgery 5 + LOGN(55.8, 75.7) 
Medical 

 

2 + LOGN(54.4, 53.9) 
Neuroscience 4 + LOGN(56.6, 85.4) 
Surgical 7 + LOGN(67.6, 101) 

Table 1. Length of stay distribution 
 

ICU Emergency arrival distribution 
CV Surgery 

 

GAMM(9.37, 0.948) 
Neurosurgery EXPO(13.8) 
Medical 

 

GAMM(8.79, 0.937) 
Neuroscience WEIB(35.9, 1.06) 
Surgical WEIB(8.86, 0.984) 

Table 2. Emergency arrival distribution 
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Due to the difficulty of uniquely matching a patient’s 
diagnosis with minimal content and non-restricted 
entries, the goal is to instead classify the severity of a 
patient’s condition based on these free text entries.  
Severity  is then  calculated by identifying key words 
shown to have high prevalence in cases of mortality. 
 
Of 2,950 diagnoses, 486 r esulted in mortality. The 
clinical terms used in mortality cases were treated 
with higher severity. A list of words was generated 
from all diagnosis records. Another list was produced 
only from the mortality records. NLTK, a natural 
language processing toolkit for Python, was used to 
tokenize the words in each list.31 It was important to 
only include words in the English dictionary and 
remove any common stop words. Wordlist is a corpus 
included in NLTK that contains 234,943 unique 
English words, and the English Stopwords corpus 
contains 127 u nique words. These corpora facilitate 
more significant words to be identified in diagnosis 
records, but many medical terms may be improperly 
excluded. It is possible that common words used by 
clinicians are not included in the standard English 
dictionary provided by the NLTK library.  
 
SNOMED-CT® is a s tandardized reference that 
contains millions of medical concepts developed by 
the American Pathologists and the United Kingdom’s  
National Health Service.25 The July 2011 release 
contained 988,921 unique medical terms. We use this 
release to augment the list of English words provided 
by the NLTK corpus. SNOMED-CT was tokenized 
and stop words were removed using the NLTK 
library. SNOMED-CT was found to contain 94,581 
unique words and when combined with the Wordlist 
corpus, the union created a j oint corpus of 304,760 
unique words. This added 69,817 medical words 
facilitating more content for analysis. With only 
utilizing the Wordlist corpus, 6,008 words were 
matched from diagnosis records. The joint 
SNOMED-CT Wordlist corpus matched 6,535 words 
increasing the data size by 8.7 percent. 
 
In natural language processing, one of the challenges 
is to not treat words differently that have identical 
roots or map to the same stem. The words walking, 
walker, and walked all map to the stem “walk”. 
Stemming is a p rocess that reduces inflected or 
derived words to their appropriate root. In this study, 
the Lancaster stemmer provided by the NLTK toolkit 
was used. 683 u nique words were found from the 
diagnosis records, and 231 unique words were found 
by diagnosis mortality records. With applying the 
Lancaster stemmer, the unique words were reduced 

to 635 and 222 respectively. The frequencies of each 
unique word were then calculated. 
 
A severity score could then be calculated by utilizing 
the word frequency distribution for all diagnosis 
records and the distribution for mortality records. The 
TF-IDF score is a weight used in information 
retrieval. It measures the importance of a t erm in a 
document, but it is offset by the frequency the term 
appears in the entire corpus. The method in this study 
is not exactly identical to information retrieval, and 
there are many possible variants of the TF-IDF 
calculation.27 The importance of the term is measured 
by the frequency it appears in all mortality records. It 
is offset by the frequency it appears in all diagnosis 
records. Therefore, a higher score will be given to a 
term that occurs often in mortality records but not 
often in all diagnosis records. Instead of summing the 
TF-IDF score for each term, the scores are averaged. 
This way more benign terms can reduce the severity 
of the diagnosis. The TF-IDF scores for each 
diagnosis record were calculated as 

 

, ,

,

log

( , ) ( )

t
t

t d t d t

t q t d

Nidf
df

tf idf tf idf
Score q d ave tf idf∈

=

− = ×

= −

 

 
where N is the number of words in the diagnosis 
records that were matched with the NLTK Wordlist 
corpus and the SNOMED-CT corpus, dft is the term 
frequency in all diagnosis records, d is the set of 
words in mortality records, t is the set of words in the 
current diagnosis record, tft,d is the term frequency in 
mortality records, and q is the set of words in the 
current diagnosis record that exist in d.  
 
Patients were clustered into nine different groups 
similar to the study by Chan et al.5 Each group has 
three possible levels for severity and three possible 
levels for LOS. LOS level is divided into three ranges 
by service hours (h). Groups are allocated by LOS < 
25h, 25h < LOS < 57h, and LOS > 57h. This resulted 
in an equal amount of records for each LOS level. 
After the TF-IDF score was calculated for each 
diagnosis record, severity groups were clustered 
using the K-Means algorithm.26 After K-Means 
clustering, the ranges for TF-IDF scores for each 
severity group were TF-IDF < 0.07, 0.07 < TF-IDF < 
0.19, and TF-IDF > 0.21. The mortality rate for 
records in each severity group accurately reflected 
the average TF-IDF score. The lower severity groups 
both had mortality rates at roughly 15 percent. Seven 
percent of entries were classified with highest 
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CP CLOS CS # 

 

LOSPinit P(RP) P(RP)
 

LOSPret 
 1 1 1 1

 

19.468 0.075 0.950 41.971 
2 1 2 1

 

19.606 0.074 0.928 28.543 
3 1 3 4

 
19.720 0.065 0.822 44.027 

4 2 1 1

 

39.491 0.076 0.960 54.448 
5 2 2 9

 
38.179 0.041 0.520 50.014 

6 2 3 2
 

34.405 0.091 1.147 44.280 
7 3 1 2

 

159.712 0.124 1.562 134.017 
8 3 2 9

 
149.481 0.041 0.520 182.770 

9 3 3 6 110.284 0.167 2.103 124.621 

Table 6. Patient group results after clustering. Patient group CP, LOS 
group CLOS, severity group CS, average initial length of stay for patient 
group LOSPinit, return rate for patient group P(RP), ratio between group 
return rate and average return rate P(RP)/μR, and average return length 
of stay for patient group LOSPret  

severity and were found to have a mortality rate of 46 
percent. LOS distributions were then fitted for each 
severity group (Table 5). 
 

CS # 
3 

TF-
IDF 

P(Ms) P(Ms)
/  
 

Expression 
1 1,42

0 
0.026 0.143 0.852 1 + LOGN(72,87.4) 

2 831 0.11 0.152 0.897 4 + LOGN(49.7, 60.3) 
3 174 0.293 0.466 2.755 6 + LOGN(23.7, 19.4) 

Table 5. Severity group results from K-Means clustering. Severity 
group CS, average TF-IDF score for  severity group, mortality rate 
for severity group P(Ms), ratio between group mortality rate  and 
average 
 
After patients were successfully grouped into nine 
separate classes, multiple statistics were calculated 
for later use by priority models in the simulation 
model. These included average initial LOS, return 
rate and average return LOS (Table 6).  

 
Simulation Model 
 
A simulation model was built using Rockwell 
Arena® 13.5 to aid in the development and 
evaluation of the process flow of five intensive care 
units. A separate submodel was created for each ICU: 
CV Surgery, Neurosurgery, Medical, Neuroscience 
and Surgical. Each submodel had both scheduled and 
emergency arrivals. Scheduled arrivals were direct 
transfers after an appointed operation or surgical 
procedure, and emergency arrivals were unexpected 
admissions. The inter-arrival distributions were fitted 
using the Arena Input Analyzer for both cases 
(Tables 2, 3). 
 
Different numbers of beds were allocated and a 
separate queue was designated for each ICU. The full 
computermodel contains scheduled and emergency 
arrivals for all five ICUs. Further, each ICU is 
modeled in detail, including service, queues, clinical 

and patient workflow, and their inter-dependenices 
on patient care and resources.    
 
After a patient departs an intensive care unit, they are 
transferred to an intermediate care room before 
dismissal. The patient may return to an ICU after 
transfer to an intermediate room, and they may also 
return after exiting the hospital. The distributions for 
LOS in intermediate rooms after ICU discharges 
were fitted with Input Analyzer. Distributions were 
also calculated for durations between patient hospital 
exits and subsequent ICU returns (Table 7). 
 

Location Expression 
Intermediate Room 
before ICU return 

 

LOGN(157, 294) 

Intermediate Room 
before hospital exit 

WEIB(76.4, 0.697) 

Outside hospital 
before ICU return 
 

67 + 8.82e+003 * BETA(0.467, 
2.15) 

Table 7. Intermediate room and hospital exit distributions 
 
Estimated probabilities from hospital records were 
utilized in the simulation model. The return and 
mortality rates were separately calculated for each 
ICU (Table 4).  The Return module in our 
computerized model  captures all possibilities for 
returns and exits. It also includes mortality cases 
where patients do not survive their ICU stay.  
 
The simulation model tests six different queuing 
methods and each is executed in Rockwell Arena® for 
a period of 90 days with ten replications. The results 
reported for each queuing model are averages over all 
replications.  
 
ICU Resource Allocation 
 
The goal of this system is to aggressively test the 
process flow of the hospital under heavy conditions.  
The given numbers of beds were approximated for 
each ICU according to an M/M/s queuing model. The 
model assumes there are s identical servers with 
unlimited waiting room capacity. Service duration 
follows an exponential distribution while arrivals 
occur at a constant rate according to a Poisson 
process. Given the number of servers s, average 
arrival rate λ, and average service time 1/μ, the mean 
waiting time in the queue Wq can be calculated under 
the M/M/s model:18  
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ICU λ 
 

λs 
 

µ sr se 
CV Surgery 0.125 0.013 0.011 18 16 
Neurosurgery 0.105 0.034 0.015 20 11 
Medical 0.122 0.002 0.017 14 11 
Neuroscience 0.042 0.014 0.015 7 6 
Surgical 0.140 0.032 0.013 20 15 

Table 8. M/M/s Queueing Model parameters for each ICU. 
Arrival rate (patients/hour) λ, Arrival rate from scheduled 
surgeries (patients/hour) λs, service rate (patients/hour) µ, 
number of beds in the hospitals sr, number of beds in 
simulation model se 
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where Lq is the mean number of patients in the queue, 
pD is the probability that an arrival will experience a 
delay for service,  ρ is the average utilization for the 
queuing system, and s is the number of servers. 
 
In the 2001 US National Hospital Ambulatory 
Medical Care Survey (NHAMCS), the average 
waiting time for an ICU bed reported was 
approximately 4.1 hours.28 In this study, the average 
arrival rate and service duration were determined for 
each intensive care unit. Using the M/M/s model, the 
average wait times were calculated with the given 
number of beds for each ICU (Table 8).  

Parameters in the simulation model are determined 
empirically so as to match the hospital statistics for 
ICU admission delay to accurately evaluate the 
benefits for different test settings. Using the M/M/s 
model, performance measures were calculated for 
each ICU for different levels of bed availability. 
Since the M/M/s assumption of exponential service 
times can lead to underestimating actual congestion,17 
the number of beds selected by the simulation model 
were associated with mean waiting times between 1.8 

– 3.2 hours (Table 9): CV Surgery (16), 
Neurosurgery (11),  Medical (11), Neuroscience (6),  
Surgical (15) 
 
CV Surgery Neurosurgery Medical  

 

Neuroscien
 

Surgical 
S Wq 

 
s Wq s Wq s Wq s Wq 

11 705.54
1 

8 52.162 8 60.122 3 267.6
81 

11 413.78
8 12 51.580 9 14.948 9 15.611 4 23.19

8 
12 42.430 

13 18.190 10 5.684 10 5.834 5 5.606 13 15.265 
14 7.972 11 2.333* 11 2.396* 6 1.531* 14 6.725 
15 3.755 12 0.972 12 1.006 7 0.417*

* 
15 3.170* 

16 1.809* 13 0.400 13 0.419   16 1.525 
17 0.871 14 0.160 14 0.171**   17 0.733 
18 0.414** 15 0.062     18 0.348 
  16 0.023     19 0.161 
  17 0.008     20 0.073** 
  18 0.003       
  19 0.001       
  20 0.000**       

Table 9. Estimated wait times for each ICU using M/M/s 
Queueing Model. Number of beds s, average wait time (hours) Wq. 
* Wq for s used by simulation model 
** Wq for s used by the hospital 
 
Classification of severity group 
 
After a patient arrives at the hospital in the simulation 
model, they are classified into one of nine different 
groups based on their severity score and LOS. The 
LOS is generated from the distribution for the 
requested ICU. There are prior values for the 
percentage of patients in each severity group.  
However, the LOS distributions are slightly different 
for each severity group (Table 5). For example, it is 
rare to find a patient with high severity and high 
LOS. It would not be entirely accurate to assign the 
severity group based only on prior probabilities. 
Therefore, a p osterior probability is calculated by 
multiplying the prior probability with the likelihood 
given a patient’s LOS: 
 

𝑃(𝐶𝑠|𝐿𝑂𝑆) =
𝑃(𝐶𝑠)𝑃(𝐿𝑂𝑆|𝐶𝑠)

𝑃(𝐿𝑂𝑆)  

 
𝑃(𝐿𝑂𝑆) = �𝑃(𝐶𝑠)𝑃(𝐿𝑂𝑆|𝐶𝑠)

𝑠𝜖𝑆

 

 
𝑃(𝐿𝑂𝑆|𝐶𝑠) = 𝑃(𝐿𝑂𝑆;𝜇𝑠,𝜎𝑠) 
 

𝑃(𝐿𝑂𝑆; 𝜇𝑠,𝜎𝑠) =
1

𝐿𝑂𝑆 𝜎𝑠 √2𝜋
 𝑒
−(ln 𝐿𝑂𝑆− 𝜇𝑠)2

2𝜎𝑠2  

where Cs is the severity group class, LOS is the 
sampled value for length of stay from the ICU 
distribution, p(Cs|LOS) is the posterior probability of 
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belonging to Cs given the LOS, p(Cs) is the prior 
probability of belonging to Cs, p(LOS|Cs) is the 
likelihood of observing the LOS given Cs, μs and σs 
are parameters of the log-normal distribution for Cs. 
 
The severity group is assigned to the admitted patient 
based on the calculated posterior probabilities for 
each class. Each group has a set of mortality rates 
determining whether the patient will die during their 
stay in the ICU (Table 5). 
 
Managing Artificial Variability 
 
There is substantial natural variability in hospital 
admissions through the emergency department, but 
there is also artificial variability. In this study, we 
found that 28.2% of entries were admitted to an ICU 
from elective surgeries. If adjusted for patient 
volume, scheduled surgical admissions can vary even 
more than through the Emergency Department 
(ED).23 This can have reciprocal effects where high 
surgical volumes can delay operations and increase 
waiting times for an available room. Operations can 
be cancelled due to a shortage of ICU beds.  
 
In this study, the distribution is calculated for 
interarrival times to each ICU from scheduled and 
unscheduled admissions. A Passive model is first 
tested that uses no priority scheme and factors natural 
and artificial variability of arrivals. Each model 
reports the total patients served, severe patients 
admitted, average waiting times, utilization rate, 
return rate, and mortalities.  
 
The Smooth Model is similar to the Passive Model, 
except it uses an ideal surgery schedule where there 
is no artificial variability. This is to help determine 
the effects the surgery schedule has on the hospital 
process flow. The average time between arrivals is 
calculated for scheduled admissions for each ICU 
(Table 8). Instead of using the fitted distributions for 
scheduled admissions, patients arrive at times 
equidistant from each other for each ICU. 
 
The Smooth Model is not realistic, because even 
operation times can vary in ideal cases where elective 
surgeries are scheduled at efficient times. It is only 
used for evaluation purposes. All subsequent models   
utilize fitted distributions for scheduled admissions, 
but test different priority methods for admitting and 
bumping patients.  
 
Priority models 
 
Typically, a queue admits entries on a first-come-
first-serve (FCFS) basis. However, priority queues 

allow different classes to be treated differently. 
Without preemption, higher class items can jump 
ahead of others within the queue. However, service 
cannot be interrupted for any items in process. In a 
preemptive priority class, higher class items can 
discontinue other items currently in service.16 In this 
study, both preemptive and non-preemptive models 
were tested to analyze the process flow of intensive 
care units. 
  
Four different priority models were evaluated in our 
simulation model.  Specifically, we derive and test 
models that both restrict and allow bumping while 
factoring the consequent mortality and return rates. 
 
Greedy: The greedy method39 gives patients with 
highest LOS the greatest priority. Using queuing 
theory, Siddhartan et al showed that admitting 
patients with larger LOS before others lowered the 
overall average wait time.39 The Greedy model is 
non-preemptive where bumping of patients is not 
permitted in any case. Higher priority patients in the 
queue are not permitted to interrupt lower priority 
patients in service.  
 
Hybrid: The hybrid method admits patients based on 
their severity and their LOS. A patient in the highest 
severity group will be admitted first, but patients in 
the lower severity groups will be ordered according 
to their average LOS. The Hybrid model is also a 
non-preemptive method. It factors admission not only 
on efficiency, but also on the severity of the patient’s 
condition. 
 
The next two priority models are both preemptive. 
They allow the service of lower priority patients to be 
interrupted if a higher priority patient is admitted.   
 
Severity (Conservative) Bumping: The Conservative 
Bumping model is identical to the Hybrid model in 
the order patients are placed in the queue. However, a 
severe patient (Cs = 3) in the queue can bump a non-
severe patient (Cs < 3) from service. Non-severe 
patients cannot bump any patients from service. Non-
severe patients are bumped by lowest remaining 
length of stay plus the associated readmission load:  
 
 

( )tot rem P PretLOS LOS P R LOS= + ×  
 
where LOSrem is the remaining service time, P(RP) is 
the average return rate for the patient group, and 
LOSPret is the average service time for returns for the 
patient group (Table 6), LOStot is the estimated total 
service time. The readmission load is the product of 
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Model Priority Order # Patients P(R) P(M) B Wq Wqs Util 
Passive  1,024 0.173 0.078 0 4.515 4.556 0.693 
Smooth  1,035 0.169 0.075 0 2.560 2.610 0.670 
Greedy 7,8,9,4,5,6,3,2,1 1,043 0.169 0.074 0 2.946 3.840 0.660 
Hybrid 9,6,3,7,8,4,5,2,1 1,033 0.164 0.075 0 3.562 1.411 0.655 
Severity Bumping 9,6,3,7,8,4,5,2,1 1,038 0.165 0.079 7.9 2.768 0.847 0.652 
Aggressive Bumping 9,6,3,7,8,4,5,2,1 1,051 0.174 0.088 93.4 1.062 0.961 0.666 

Table 10. Priority Queuing Model Results. Priority order for patient groups, total patients served, return rate P(R),  
 mortality probability P(M) , number of bumped patients B, average waiting time in the queue for all patients Wq, 
 average waiting time in the queue for severe patients Wqs, average utilization rate 

return probability times return LOS, which is 
calculated using a similar method to the study by 
Chan et al.5  
 
Aggressive Bumping: Severe patients can still not be 
discharged from the ICU while in service. However, 
non-severe patients will be bumped when any type of 
patient requests admission to the ICU. Patients are 
discharged in the same order as the Conservative 
Bumping model. Aggressive Bumping is similar to 
the method used by Chan et al., except severe 
patients are restricted from ICU transfer before 
completion of service.  
 
If a patient is bumped while in service, they will have 
a higher return rate as found in our hospital transfer 
records data (Table 4). Subsequently, the returned 
patients also have a higher mortality rate. All four 
different priority models are tested to determine the 
effects on waiting time, return rate and mortality.  
 
Results 
 
Table 10 reports the results for all six queuing 
models. Without enforcing any priorities for 
admission, the Passive Model reported higher 
average waiting time in the queue (4.5 hours) and 
fewer total patients served (1,024). The utilization 
rate was also 4% higher than any other model.  
 
The Smooth Model also does not enforce priorities, 
but arrivals from elective surgeries occur at a 
constant rate. The hospital only schedules surgeries 
Monday through Friday and operating hours can vary 
significantly. The Smooth Model is an ideal case that 
removes all variation from scheduled surgery 
arrivals. It gave impressive results when compared to 
the Passive Model at 2.5 hours for average waiting 
time and 1,035 for total patients served. This raised 
the amount of patients as well as lowering delays. 
This showed reducing artificial variability is 
beneficial if it is possible to enforce a more 
regimented surgery schedule. 
 
Priority queuing models were tested with artificial 

variability utilizing the fitted distributions for 
scheduled surgery arrivals. The Greedy model only 
prioritizes patients by their expected LOS. It was able 
to serve 1,043 patients at an average waiting time of 
2.95 hours. This model could not capitalize on the 
benefits of uniform patient arrivals as with the 
Smooth Model, but it was able to report better 
performance measures than the Passive Model. The 
average wait time for the Greedy Model was 0.4 
hours higher than the Smooth Model, most likely due 
to temporary bottlenecks from variation in arrivals.  
 
The Greedy model focuses on efficiency rather than 
patient severity. The Hybrid Model prioritizes severe 
patients above all others. Non-severe patients are 
prioritized by expected LOS identical to the Greedy 
Model. The Hybrid Model served 1,033 patients at 
3.6 hours average waiting time. These are weaker 
results, but the average waiting time for severe 
patients was only 1.4 hours compared to 3.8 hours in 
the Greedy Model. The Hybrid Model also had the 
lowest return rate at 16.4%. 
 
The Conservative Bumping and Severity Bumping 
models reported results with substantial differences. 
Both preemptive queuing models prioritize patients 
by severity identical to the Hybrid Model. The 
Conservative model can only bump less severe (Cs < 
3) patients from service when the most severe (Cs = 
3) request ICU admission. The Aggressive Model 
bumps less severe patients from service for any 
patient requesting admission. The Conservative 
Bumping model served 1,038 patients and only 
bumped an average of 7.8 from service. The average 
waiting time was 0.8 hour for severe patients and 2.7 
hours for all patients. The mortality rate was only 
raised by 0.4 percent compared to the Hybrid Model. 
The Aggressive Model served 1,051 patients 
bumping 93 patients with an average waiting time of 
1.1 hours. The return rate increased by 1.0 percent 
and it r eported the highest mortality rate for any 
model at 8.8%.  It is clear that bumping can prove to 
be beneficial but only in heavily restricted cases.  
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Conclusion 
 
Healthcare centers that focus on operating at highest 
efficiency may consequently sacrifice the quality of 
care. By evaluating several different priority 
methods, the ICU system-based simulation model  
helps identify the costs of prioritizing by severity 
rather than efficiency. Severe priority methods do 
raise overall waiting times and lower the amount of 
patients served, but added benefits reduce further 
medical complications. Shorter wait times for severe 
patients result in lower return and mortality rates. 
Severe priority methods can show substantial 
enhancements by conservatively allowing bumping 
policies. Permitting early discharges with severe 
priority models resulted in wait times close to the 
most efficient models. However, without firm 
restrictions, bumping can significantly raise the 
mortality and return rates. 
 
There are several potential future research studies 
that can be conducted with appropriate types of data. 
Our approach is applicable to other hospital data 
streams, for example, ICD diagnosis codes, patient 
resource needs, and hospital utilization status. 
Specifically, it would be beneficial to accurately 
categorize the diagnosis for each patient using 
individual ICD diagnosis codes. This would help 
determine if a p atient return was due to an early 
discharge or because of an entirely new condition. 
Further, in our earlier readmission work43, hospital 
resource usage and utilization information were 
employed to help predict patient readmission 
characteristics and the impact on patient needs and 
quality of care.  
 
The studied hospital has five distinctly specialized 
intensive care units. There may be events where the 
requested ICU is full and a patient is diverted to an 
ICU of a d ifferent specialty.22 It would be 
advantageous to examine the implications regarding 
permitted diversions for associated conditions. An 
analysis could be conducted whether patients benefit 
from diversions to ICUs of different specialties rather 
than remaining in the queue for the desired location.  
 
Patient admissions can also be evaluated more 
globally. If estimated wait times were available for 
each hospital, the costs can be considered for 
redirecting patients to another hospital. The studied 
hospital herein has a s ister medical center at a 
location about six miles away. It would be interesting 
to review records for cases where patients were 
blocked access and directed to this alternative 
location. A future study will analyze these cases and 
determine if transfer times were lower than estimated 

wait times for direct admission. Even in 
circumstances where total wait time were reduced by 
diversion, complications can result from the 
additional transit time. Optimizing patient flow in 
healthcare settings is a challenging balance between 
managing efficiency and maintaining quality of care. 
Hospitals can become more proficient and 
resourceful in daily operations by continuing to build 
system models that attempt to identify and investigate 
all significant interdependent factors. 
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Abstract 

Blood culture is an essential investigation for sepsis. Improving blood culture quality is a big challenge. 

Smartphone blood culture application was developed and implemented at a university hospital. Total 356 sample 

data were collected during pilot test periods. Mean volume of each sample was 4.6±1.6 ml. Samples below 5 ml 

blood volume were 102(28.9%). Intern doctors evaluated this app as good with the aspects of patient safety, 

identification, and timelines. It could also get invaluable blood culture information. 

Introduction 

Blood culture is an essential investigation to diagnosis sepsis, to detect causative agents, and to select appropriate 

antibiotics. For accurate diagnosis, contamination and inadequate sample volume must be prevented. Essential data, 

such as, sampler, sample site, and sample volume, must be gathered at the point of sampling time. Smartphone blood 

culture application was developed to solve these problems and implemented at a university hospital of South Korea. 

This study deals with the experience of smartphone blood culture app in a short term periods. 

Methods 

Smartphone blood culture app based on iPhone 4S was developed as by a programmer of medical information office. 

It could get patient and sample information from legacy system. iPhone camera was used for barcode scan. Samplers 

must login this app as hospital staff ID and scan patient and sample barcode at each. After then, sample site and 

volume could be entered. These data were transmitted to legacy system simultaneously. It was used for 3 weeks 

(2012.07.04-26) at medical intensive care units. Four intern doctors were given iPhone 4S and used them for blood 

culture. Interns were interviewed their opinions to this app. This project was supported by several departments and 

hospital service offices. 

Results 

Total 356 sample data were collected for 22 days. Mean volume of each sample was 4.6±1.6 ml. Samples below 5 

ml blood volume were 102(28.9%). Samples were done at peripheral site 256(71.9%) and central site 100(28.1%). 

four interns entered data, 92(25.8%), 92(25.8%), 122(34.3%), 50(14.0%) times. Interns evaluated this app as good 

for patient safety, patient and sample identification, and timeliness. Barcode scan speed was also evaluated as good. 

Sometimes delay happened for WIFI and login. One intern complained of many data entry fields. Feedback of 

entered data and patient changed location were needed. 

Conclusion 

Smartphone blood culture app was regarded as good for patient safety, identification, timeliness, and efficiency. It 

could get important information of sampler, sample time, sample site, and sample volume at the point of blood 

sampling without delay of clinical processes. These are critical for blood culture quality control. For hospital-wide 

use, more factors must be considered and apps for other operating system must be provided.  
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Abstract 

In this study, we investigated user patterns of entering data into a consumer-facing, family health history (FHH) 

tool. We used empirical data retrieved from Intermountain’s FHH tool, and analyzed patients’ demographics, the 

disease history of patients and families, and patient health habits. Notable findings are 1) female patients entered 

more data than male patients, 2) the genders differed in most frequently entered family diseases, and 3) smokers and 

alcohol consumers entered significantly higher BMI(body mass index), patient diseases, and their family diseases. 

Background and Method 

OurFamilyHealth is a  FHH tool developed at Intermountain Healthcare. It is a powerful tool to enable patients to 

enter their FHH outside the hospital in a systematic way 1. However, the quality of the histories entered in the tool 

has varied from one patient to another. We hypothesized that use in nonmedical settings may expose users to factors 

that interrupt data completion. We conducted statistical analysis based on empirical data to investigate features of 

the FHH and data entry pattern. 2053 patient records (from initial beta launch in Dec in 2010 to Mar in 2013) were 

extracted as XML files from Intermountain’s enterprise data warehouse. We de-identified the data prior to analysis 

by eliminating the tags on personal identification including names, birthdates of patients and families using a 

specifically developed Java application. 

Findings 

Female patients entered more data than male patients concerning their own diseases, their family structure, and the 

family’s diseases. Also they clicked infobuttons more frequently; these are linked to knowledge sources on the web 

to show detailed information about a specific disease which a patient entered (See Table 1). This means that female 

patients were not only more interested in FHH but also more active in using the tool than the male. Most popular 

diseases of male patients / families were high cholesterol (575), hypertension (525), and diabetes (416) out of total 

5351, whereas those for females were depression (681), arthritis (526), and hypertension (472) out of total 6520. 

Table 1. Descriptive statistics of patient FHH records. 

Gender #Patients Age (Avg) #Disease (Avg) #Family (Avg) #Family disease (Avg) #Infobutton 

Female 1,023 37.3 1.9 8.5 7.0 43  

Male 1,030 40.7 0.7 7.2 2.8  29 

Patients who had experience of smoking or alcohol consumption entered more diseases, family diseases, and higher 

BMIs than those without these traits (See Table 2). This implies that smoking and drinking are related to disease 

history and health and so motivated patients to enter more information into the tool. 

Table 2. Relations between smoking / drinking and health information. 

 #Patients #Patient disease (Avg) BMI (Avg) #Family disease (Avg) 

Smoker (Non-smoker) 163 (738) 3.6 (2.2) 30.2 (28.7) 9.1 (8.4) 

Drinker (Non-drinker) 359 (531) 2.7 (2.2) 29.0 (28.9) 9.0 (8.3) 

Future works 

The data entry pattern from the analysis is useful to understand patients with their user behaviors, their interest in 

FHH, and relations between the FHH data elements. We’re planning to utilize the pattern to derive functional 

requirements for improving our application through a personalized user interface and ask drivers. 
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Abstract 

We designed a quasi-experimental study to explore how differences in the presentation of teaching manual may 

affect the effectiveness in learning to use a smartphone for the middle age and elderly. One group received a 

simplified version of the material while the other group received more detailed teaching materials. Our result 

showed that the same learning effectiveness could be achieved with the simplified version with large illustrations 

and using the detailed operating manual. 

Introduction 

According to Taiwan's Ministry of the Interior, 31.7% of Taiwanese population is over 50 years of age.1A middle 

age and elder person usually have different learning capacity, appropriate teaching materials can help them learn 

more effectively.  Currently, there are few studies exploring ways to promote more effective learning for the middle 

age and elderlies learning to use a smartphone. This study aims to investigate if more detailed operations manual 

would affect the effectiveness for the middle age and elderlies learning to use a smartphone. 

Method 

We recruited 60 the middle age and elderly people over the age of 50, after the researchers described the purpose of 

the study, participants who agreed to join the study were assigned into two groups in a 1:1 ratio. All participants 

were asked to complete a survey collecting their demographic characteristics, and received identical smartphones. 

They were then asked to participate in group sessions teaching them how to use the smartphone. The teaching 

sessions were carried out by the same person using same teaching methods, but with the help of different teaching 

manuals. The control group received a detailed operations manual, a supplemented by color screenshot illustrations 

as well as a simplified operation manual, while the experimental group received just the color screen shot 

illustrations and the simplified operation manual. One week after the first teaching session, telephone interviews 

were carried out to understand the views of the middle age and elderlies on the teaching material received. One 

month later we carried out a second teaching session, at the end of which the participants were given a questionnaire 

to explore their learning effectiveness. T-test and chi-square test were used to analyze for statistical significance in 

demographic characteristics and learning effectiveness between the two groups. Descriptive statistics were used to 

present the views of the middle age and elders in teaching methods and materials to assist learning. 

Result 

Except for age, no statistically significant difference was found between the two groups.  The control group was 

significantly younger than the experimental group (p = .004). Logically, a younger group would usually exhibit 

higher learning capability, and in our study, they were given a full set of teaching materials.  However, despite more 

teaching aids given to our younger control group, there was no statistically significant difference between the two 

groups in learning effectiveness. 

Conclusion 

Even though we provided more materials to facilitate the learning process by using a smartphone, there were no 

statistically significant effects in learning effectiveness of the middle age and elderly. 
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Abstract 

The aim of the study is to explore predictors of online health information seeking behaviors (HISB) among 

Hispanics living in Northern Manhattan using a community-based survey. The study found out that female, younger 

age, no hypertension, better health status, higher education level and the use of social networking system increased 

respondents’ odds of HISBs.  

Introduction 

Online health information has emerged as an important health information resource as the number of Internet users 

has grown1. Hispanics are the fastest growing minority group in the United States; however, they are the most 

underserved population in terms of access to online health information2. One objective of Healthy People 2020 is to 

increase the proportion of online health information seekers3. To increase the number of online health information 

seekers and reduce the disparities in access among Hispanics, the predictors of online HISB need to be identified. 

Methods 

The sample comprised 1,490 residents who completed the Washington Heights Inwood Informatics Infrastructure 

for Comparative Effectiveness Research (WICER) survey in Northern Manhattan. Data were analyzed using 

Statistical Package for the Social Science (SPSS) Version 20.0 software. First, differences in categorical variables 

according to Internet uses were tested by chi-square tests. Then, we conducted binary logistic regression to examine 

predictors of online HISBs of respondent and household members. 

Results 

Among the respondents, 8.3% of the sample reported online HISBs and most respondents and 13.3% of respondents’ 

household members had sought health-related information using the Internet. Significant variables in the bivariate 

analyses were gender, age, general health status, hypertension history, and serious health problem, education level, 

nativity, current employment status, health literacy level and the use of social networking system (SNS). In the 

binary logistic regressions, female, younger age, no hypertension, better health status, higher education level and the 

use of SNS increased respondents’ odds of HISBs (R
2
=0.228, p<0.001). Respondents’ gender, younger age, higher 

education level, and having serious problem increased odds of household members’ HISBs (R
2
=.068, p<0.001). 

Table 1. Binary logistic regression explaining respondents’ online HISBs (b=coefficient; 
*
p< .05 

**
p<.01 

***
p<.001) 

Explanatory variables Model 1 b Model 2  b 

Gender (0=male, 1=female) 0.787
**

 0.781
**

 

Age -0.038
***

 -0.035
***

 

Hypertension history -0.582
*
 -0.573

*
 

Education level  1.302
*
 1.137

***
 

Use of SNS  0.870
***

 

Conclusion 

This study showed several predictors for Hispanic online HISBs that had been identified in previous literature. 

Further study with association between online HISBs and health outcomes is needed.  
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Abstract 
ResearchIQ is a semantically anchored integrative query tool that provides researchers with centralized access to a 
variety of distributed knowledge sources. In this abstract, we describe the unified architecture of ResearchIQ that 
includes hybrid semantic/syntactic search, Hadoop-based data provisioning and caching. The search mechanism is 
supported by an extensible Hadoop architecture to populate and query the backend knowledge store. 

Introduction 
Research Integrative Query (ResearchIQ)1 is a semantically-anchored search engine that provides a unified portal to 
a variety of distributed data sets. The semantically annotated data resources are represented as Resource Description 
Framework (RDF) Triples in a centralized RDF triple store. The ResearchIQ1 knowledge repository is comprised of 
data sets categorized using the Biomedical Resource Ontology (BRO)2. Here we describe a unified architecture of 
ResearchIQ1 that leverages the benefit of distributed processing of Hadoop3 along with a two-level caching system. 

Methods and Results 
The data sources are represented in ResearchIQ1 by their 
syntactic and semantic signatures that are created by executing 
corresponding software annotation pipelines. The curated data 
resulting from these software pipelines is fed into a centralized 
RDF triple store. Early informal user feedback and system 
performance tests indicated poor search latency and variable 
search result relevance. Consequently, the unified architecture 
of ResearchIQ combines distributed computing with a highly 
scalable hybrid search architecture to enhance usability. 
ResearchIQ leverages Hadoop’s distributed processing 
capability to automate and accelerate the intense and time-
consuming data provisioning process. In order to decrease the 
search latencies and quickly present results to the end user, a 
two-level caching system: “Cache Level 1” (core search 
engine) and “Cache Level 2” (web application) has been 
implemented. An initial assessment of the system shows 80% 
reduction of search latencies. Additionally, a hybrid search 
mechanism was implemented that combines syntactic and semantic search elements allowing greater flexibility and 
relevance to researchers. 

Discussion 
ResearchIQ1 is currently comprised of more than 20000 resources, including publications (e.g., PubMed abstracts), 
expertise (e.g., OSU:Pro faculty profiles), open federal grant opportunities (e.g., grants.gov), local shared resources 
and laboratory equipment (e.g., microarray analysis, microscopes), and open clinical studies (e.g., clinicaltrials.gov, 
StudySearch4). Since ResearchIQ1 is able to discover both semantically and syntactically annotated resources, it 
gives the user a unique unified platform to search across a broad range of distributed data sources. Future work 
includes continued addition of data sources to the system along with conducting a formal comprehensive usability 
and performance analysis of the system. 
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Background: Electronic health record (EHRs) are increasingly being used within patient 
encounters and as a result, shape how providers and patients communicate. 
Objective: Determine how the EHR effects provider-patient communication in 
encounters. 
Methods: The entire first year class of internal medicine residents (n=37) at the 
University of Utah Health System were randomized using a crossover design where they 
treated simulated patients in two encounters: one using an EHR modeled after the 
Veteran Administration Computerized Patient Record System and the other using a well-
organized paper chart. Block randomization controlled for sequence and case content 
effects. Effects on dyadic communications were measured through analysis of video 
recordings encoded using the Four Habits model. Communication skills for each 
encounter were rated on 23 different attributes on a 1 to 5 point Likert scale (1 being high 
performance) by three independent observers and results were averaged. Five cases were 
lost due to a video equipment error, leaving (n=32) for analysis.  
Results: Most residents had experience with both paper records and EHRs but a 
significant percentage had no prior exposure (21%) to paper charts. Mean typing speed of 
52 +/- 5 wpm and stroke accuracy > 97%. Four Habits scores averaged 0.22 points lower 
(better) in residents using paper charts (p=0.026, Wilcoxin sign-rank test). In nine of 23 
areas, performance trended toward being better (p<0.1 to 0.01) during EHR use. Areas of 
improved performance appeared to be clustered on tasks related to integration of clinical 
information during the interview and reflection of that information in discussions. 
Clinicians appear to be better at expansion of patients concerns (p=0.082), explaining 
what symptoms mean (p=0.07), framing questions to reflect patients’ concerns (p=0.022), 
avoiding jargon (p=0.01), explaining the rationale for tests (p=0.099), testing for 
comprehension of plans (p=0.07) and exploring the patient acceptance of plans (p=0.047) 
when using the EHR. There were several areas where clinicians, as a group, needed 
improvement (median score great than 3.0): making non medical comments at the start of 
visits, eliciting patients’ agenda, assessing the impact of symptoms of patients life, 
exploring the impact of disease on feelings, testing for comprehension of instructions, 
and practicing shared decision making. 
Discussion: Despite well-publicized anecdotes of the detrimental effects of the EHRs on 
communications, in a carefully controlled study using simulated patients, young 
physicians performed better at communication tasks when using an EHR than a paper 
chart.  Perceptions of problems may reflect confirmation bias or the problems of an older 
physician population in adapting EHR environments. Limitations of this study include its 
small sample size, conduct at a single institution and use of one EHR system in 
comparisons. 
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Abstract: Developing an efficient and accurate automatic Information Extraction (IE) system is the foundation for 
research that relies on the IE system to extract and standardize unstructured information for further data analyses, 
especially for increasingly large free text clinical data sets. However, due to institution-specific document formats 
and text characteristics, most previously built/validated IE systems are not easily resused in this environment.  As a 
result, new IE system are typically developed for each new research project, which is time and resource intensive. 
The Extendable and Accumulable Text Extraction Platform (EATEP) is an open source software that is deigned to 
address this problem. The EATEP can support new projects by quickly configuring and implementing previously 
validated IE modules or algorithms and it supports the development of new features to meet specific project 
requirements.   
 

Description: The EATEP accumulates and reuses various modules from basic algorithms to specific Natural 
Language Processing (NLP) methods. Some of the features of EATEP currently include corpus loading for text 
file/XML/database, corpus management, task loading, progress monitoring, sentence and paragraph splitting, pre-
defined analysis of SSN and date, context analysis for experiencer, temporality and assertion.  These modules were 
developed and have been verified by previous studies. Unlike other IE systems, the verified modules in the EATEP 
can be reconfigured by changing parameters and easily adapted to meet specific requirements of new projects.  

The key feature that supports modifiability and accumulability is the Human Experience Dictionary, which is used 
to format and manage human annotations and pattern identification into a simplified human criteria dictionary. It 
combines regular expressions and parameters to simulate natural human responses on text contents to help systems  
recognize complicated patterns and extract information. In the Human Experience Dictionary module, human 
experiences are organized and simplified to a pipeline with describable sequences. Here, human response can be 
spllitted into several simple sub-tasks. Regular expressions and previous verified modules can be reconfigured to 
solve each sub task. The dictionary records module names, logic and parameters so it can reproduce this pipeline 
again like the user’s manual for the brain to a specific text extraction task. The system is considered accululable 
because each modification adds to the dictionary.  

Unlike other IE systems, the EATEP can perform the evaluation work directly without requiring additional software 
or expertise, such as statistical support for validation. Requesting statistical support could add days to the project -- 
EATEP can execute a validation within several seconds. The EATEP performs the evaluation by integrating with the 
Extensible Human Oracle Suite of Tools (the eHOST).  The eHOST has an embedded Inter-Annotator Agreement 
(IAA) system that can load and compare extracted contents with a reference standard, it also generates a detailed 
HTML report that can be used to review and improve the extraction module.      

The EATEP is a stand-alone open source extraction tool based on JAVA. It can be deployed on most operating 
systems, such as Mac, Windows and Linux. It has various importing and exporting methods to exchange data with a 
third-party software, such as exchanging data with annotation tools, like the eHOST and Knowtator, to load 
reference standards or conduct pre-annotation. 

Implement: The EATEP is developed for extraction tasks of researches inside VA Informatics and Computing 
Infrastructure (VINCI). It’s released on Google code site: https://eater.googlecode.com following the GNU GPL V3 
license. 

Acknowledgements: The development of the EATEP was supported by Veterans Affairs Health Services Research 
and Development Award (HIR-08-204); and the eHOST annotation tool was supported by the VA Consortium for 
Healthcare Informatics Research (CHIR), VA HSR HIR 08-374 for integrating Data for Analysis, Anonymization 
and Sharing (iDASH), NIGMS 7R01GM090187.  
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Abstract 

Patient transfer center nurses, coordinating the 
exchange of information between providers during 
inter-facility hospital transfers, play an important role 
in ensuring the quality of care received by patients.  
Understanding more their role in care coordination, is 
warranted (Carayon et al, 2011).  A pilot study was 
done to analyze the content of these conferenced 
phone calls. Findings were integrated with results 
from previous work  (Lenox & Jones, 2013) on the 
cognitive work of these nurses.  

Introduction 

Patient transfer centers offer a centralized point of 
contact for transferring a patient into or between the 
in-patient care settings that comprise any one 
particular healthcare system. There are case studies 
on the improvements seen in patient throughput 
(Ayers, 2012) and physician satisfaction (Amedee, 
Maronge, & Pinsky, 2012) when these centers are 
introduced, but benchmarks, standards, staffing 
requirements or process guidelines were found to be 
lacking. Variations exist in the types of transfers 
supported (intra-facility, inter-facility, or both; within 
healthcare system vs. external to healthcare system) 
as well as additional services provided (e.g., 
transportation).  

Staffing patient transfer centers with critical care 
nurses helps ensure that the verbal exchange of 
clinical information between providers is consistent, 
correct and sound.   

Method 

Phone calls of patient transfers were analyzed to 1) 
map the workflow of these calls, 2) categorize the 
verbal interactions (i.e., information gathering; 
clarification) and 3) categorize and count instances of 
nurse-directed interactions in helping build a) shared 
and b) team situation awareness of the transfer 
between all providers. (Endsley & Bolte, 2003).  

 

Results 

Results will include 1) diagrams of workflow, with 
cognitive artifacts identified 2) a categorization and 
counts of interactions 3) categorize and counts of 

nurse-directed interactions by a) shared information 
requirement (i.e., patient location) and b) team 
information requirement (i.e., nurse’s requirement: 
doctor on call at accepting hospital).  Subset of goal-
directed task analysis of transfer center nurse will be 
presented to illustrate the goal, decision and 
information requirements of this role (Lenox & 
Jones, 2013), and explain the nature of shared and 
team situation awareness within this domain.  

Conclusion 

This role is critical within the patient transfer team.  
Besides activating care resources, these nurses help 
ensure that information passed between transfer team 
members is consistent and accurate, and clinically 
reasonable.   Developing information systems and 
tools that support a shared understanding of the 
patient status can further improve the safety and 
quality of the patient transfer process.  
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Abstract 

This study provides a summary of the latest public health value propositions, use case scenarios, and barriers that can 

be found in recent literature and provides suggestions based on these findings for monitoring and improving public 

health.   

 

Introduction 

Health information exchange (HIE) initiatives are in various stages of development across the United States. These 

aim to aggregate clinical data from patients’ disparate health records, which may be spread over multiple provider and 

payer networks, to the point of care where clinicians and their patients need it most. The implications of these 

initiatives on public health are numerous. This study explores indications of value, use cases, and barriers regarding 

HIE applied to public health found in recent literature and provides suggestions based on these findings.  

 

Methods 

Data was gathered through a literature review search of common health informatics databases using the following 

search terms: health information exchange (OR HIE) AND electronic health record OR public health OR surveillance 

OR epidemiology OR national registry. Screening criteria were articles that provided some indication of value, use 

cases, and barriers for HIE in public health contexts published and published within the last ten years.  

 

Results  

Results from 31 study meeting inclusion criteria are summarized in table 1 below. 

Value Propositions Barriers Suggestions 
Increase efficiency and quality of public 

health notifiable disease surveillance 

Lack of standardized data definitions 

hindering EHR Adoption and HIE efforts 

Improve access to EHR and HIE tools for 

community health centers  

Enhance the ability to transmit reportable 

disease data to appropriate agency 

Low EHR adoption rates hinder states 

from enabling HIE efforts. EHR/HIE 

databases must be representative of the 

populace and its communities if the 

analytic results are to be useful and 

meaningful 

State and federal policies have significant 

effect on adoption of EHRs and HIE. Such 

policies should highlight public health 

benefits 

 

Standardize data definitions to conduct 

comparative research  

Lack of funding and expertise to support 

EHR leads to inadequate functioning of 

EHRs and limits the possibilities of HIE 

Public health alerts to providers should be 

specific to patient’s health condition, user-

friendly, and secure to encourage physician 

utilization and response 

Link public health alerts to patient care 

process to avoid missed care opportunities 

Lack of sustained funding to develop and 

create sustainable HIE models 

Create a national public health strategy 

responsible for maintaining and 

dissemination surveillance definitions for 

notifiable diseases 

Streamline public health information 

collection process 

 Set prioritized clinical protocols for urgent 

public health situations 

Allow better prediction of health, disease 

and quality from public health monitoring 

 Enable centralized decision rules created by 

public health organizations that can be 

plugged into generic EHR/HIE systems 

Laboratory order-entry and result 

reporting 

 Facilitate adoption of EHR and HIE with 

public health related features 

Improved newborn screening   

Support immunization registries   

Monitoring health care utilization and cost 

surveillance 

  

Monitoring and managing health care 

resources 

  

 

Conclusion 

With attention to the aforementioned barriers and suggestions, population data collected from EHRs has the potential 

to provide useful information to evaluate condition-specific clinical process metrics and outcomes, facilitate clinical 

decision support, enhance team-based population care outside the traditional face-to-face clinical encounter, and 

provide feedback on specific patient populations at the point of care. 

859



Crossing the Early Adopter Chasm for HIE 

Cynthia LeRouge, Ph.D.
1
, Brandon Rahn, M.H.A. candidate

1
, Jiajing Chen, M.P.H.

1
, 

Monica Chiarini Tremblay, Ph.D.
2
, Kelvin Hanson, P.A.

1
, 

1 
Saint Louis University, St. Louis, MO; 

2 
Florida International University, Miami, FL 

 
Abstract 

The inability to cross the chasm between early adopters to early majority along the diffusion of innovation (DOI) 
curve is known to largely impact the success of high-tech, disruptive innovations. State HIE’s must cross this DOI 
chasm for three key stakeholder groups. This research looks at promotion and adoption efforts both at the national 
level and state level to gain further understanding regarding movement along the DOI curves for top management, 
consumers, and providers.  
 
Introduction 

Rogers’ DOI theory recognizes five stages of adoption: innovation, early adoption (visionaries), early majority, late 
majority, and laggard [1]. Subsequent work supports that each stage is defined by a different type of target market 
and the movement from one stage to another is not often a smooth path, but frequently requires reformation of 
strategy and efforts to “cross the chasm” between each stage [2]. The largest chasm seems to exist between the early 
adopters (visionaries) and the early majority (pragmatists) stages. More often than not, however, new technologies 
fail to bridge this chasm; thereby, ending the product life cycle with the early adopters, or visionaries. Research on 
the capture of state health information exchange (HIE) systems has repeatedly shown the difficulty in aligning the 
HIE with the necessary stakeholders outside the stages of innovation and early adoption. Faced with three 
stakeholder groups (top management of health organizations, providers, and health consumers) with distinct beliefs, 
understandings and needs, bridging the chasm for many HIEs has been tedious. In addition, the opt-in and opt-out 
differences amongst state HIEs creates additional complications, as its impact on the chasm’s dimensions are 
unknown. We assert that a better understanding of the nuances of the early majority psychographic profile and its 
application to the three primary stakeholder groups will allow for improved early majority capture and improved 
HIE success. 
 
Methodology 

Two state HIEs with distinct patient enrollment methods were selected for study.  An initial literature review 
assisted in developing early majority psychographic profiles of the three HIE stakeholder groups.  Upon review of 
these profiles, an initial model was created to identify the necessary marketing/promotion techniques required for 
successful adoption of the early majority.  This model was finally compared to the two HIEs in question through a 
review of current and archived marketing materials to identify strengths and opportunities for case review. 
 
Results 

Preliminary results (see Figure 1) indicate significant differences 
in the psychographic profiles of each stakeholder group as well as 
a lack of parallel on key promotion and adoption techniques 
including: relationship building, full service technologies, proven 
successes, and long-term assurances. We must recognize that each 
class of stakeholders path along the DOI curve influences the 
other stakeholders. In general, the stakeholders open to the 
concept of early adoption are pragmatists and require clear 
assurances and risk minimization on a number of key issues. Opt-
out enrollment also significantly narrows the early adopter chasm 
for consumers. Understanding these issues and implementing 
aligned techniques should assist in bridging the chasm.  
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a lack of parallel on key promotion and adoption techniques 
including: relationship building, full service technologies, proven 
successes, and long-term assurances. We must recognize that each 
class of stakeholders’ path along the DOI curve influences the 
other stakeholders. In general, the stakeholders open to the 
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assurances and risk minimization on a number of key issues. Opt-
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Title: A Mixed Method Study of Information Availability on Pregnancy Outcomes 

Abstract 

We developed an interface of clinical data elements between the ambulatory EMR and the Triage 

/ L&D information system and measured the impact that this increased data availability had on 

maternal outcomes (obstetrical trauma and adverse outcomes). This was accomplished through 

provider/staff surveys and detailed interviews of stakeholders. Results of multiple regression is 

presented illustrating which data elements had a statistically significant impact.  

Study Design 

We surveyed providers on the inpatient L&D unit at Lehigh Valley Health Network (LVHN) in 

Allentown, PA between 06/2009 and 09/2011 on the availability of seven critical pieces of 

clinical information from outpatient OB/GYN visits. This time period is contemporaneous with 

the deployment of an integrated EHR that interfaced data between the outpatient and inpatient 

settings.  We extracted data on health outcomes, patient and physician characteristics from 

clinical and medical billing databases. We used multiple regression to determine whether greater 

clinical information reduced the incidence and severity of adverse birth outcomes, while 

controlling for patient and provider characteristics, patient risk scores, and whether the clinical 

information was contained in the EHR at the time of survey.  We then measure whether clinical 

information availability increased after the integrated EHR was installed. Finally, we conducted 

multiple rounds of provider interviews to determine their information access preferences and 

perception of the EHR implementation.  

 

Principal Findings 

We find that access to key clinical information significantly reduces the likelihood and severity 

of adverse birth events, but that some types of information are more important.  No statistically 

significant effects of information availability on the medical costs were found. Interviews with 

providers revealed that rather than obtaining information from the integrated EHR (as expected), 

they more frequently accessed the stand-alone outpatient electronic record directly.  

Furthermore, the information providers obtained from the stand-alone record was the most 

strongly associated with reduced adverse birth events.   
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Abstract 

There is growing institutional need by many academic medical centers to provide centralized resources for clinical 
and translational research and to evaluate the impact of those services on research activity.  We are developing an 
informatics platform, called InSPIRE (Information Sharing Platform for an Integrated Research Environment) to 
support such efforts at Dartmouth.  In this presentation, we detail the functional requirements of a web-based 
architecture for initiating, tracking and evaluating clinical and translational research services. 

Introduction 

In developing a core informatics infrastructure for Dartmouth SYNERGY, an institutional center for clinical and 
translational research, we are addressing the needs of three different user groups: (1) investigators initiating and 
managing clinical and translational research, (2) research administrators and staff providing resources and services, 
and (3) institutional administrators evaluating the use of resources and services and the productivity and efficiency 
of funded research activities. We have evaluated the requirements of each user group, and report on a web-based 
architecture that can interconnect the activities of each user group in real time. 

Design 

We defined a set of eight user-interface software components (portlets) to integrate user needs and workflows. (1) 
The Portfolio portlet provides investigators an aggregated view of research activities, based on funding supports, 
grant submissions, research interests, and existing collaborations.  The data is used to track research productivity.  
(2) The Request portlet allows investigators to request services and resources.  It includes a dashboard to show the 
status of request processing. Completion of a request leads to an automated satisfaction survey to measure the 
quality of the service. (3) The Project Management portlet is a collection of requests and approvals associated with 
a user-annotated project. An investigator can share a project with other investigators to permit collaboration on 
activities.  (4) The Recommendations portlet suggests core resources and services based on a project’s design and 
focus. (5) The Core Management portlet allows research core administrators to register new services or resources, 
define workflows associated with requests, and monitor requests.  (6) The Portfolio Tracking portlet provides 
summarized data on portfolios across investigators.  (7) The Core Tracking portlet provides institutional 
administrators an overview of the use, cost and impact of core services.  (8) The Project Tracking portlet collects 
data across projects to measure how well institutional research activities are meeting regulatory requirements and 
performance metrics.  

Implementation 

Figure 1 shows the three-layer architecture we are 
implementing using LifeRay (www.liferay.com), an open-
source web platform. We provide three new services for 
the LifeRay platform: (1) Profiler, (2) Workbench, and (3) 
Recommender. We also develop APIs to access data from 
existing resources, such as those maintained by the IRB, 
the Office of Sponsored Research, and Human Resources. 
We are evaluating the use of previously developed 
ontology-based workflow methods to model research 
activities within the system1. We plan to make code for the 
new portlets and services freely available to other 
informatics groups working on web platforms for clinical 
and translational research monitoring. 

Reference 

1. O'Connor MJ, Shankar RD, Parrish DB, and Das AK. Knowledge-data integration for temporal reasoning in a 
clinical trial system. Int J Med Inform 2009;78(S1):S77-S85. 

Figure 1: Three-layered portlet-based web architecture for InSPIRE 
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Abstract. This study proposes to make use of topic modeling for resolving coreference in medical corpus. The 
basic idea is to model the coreferring mentions as sharing topics. Instead of only inferring topics from observed 
words, we represent discourse, semantic, syntactic and medical corpus constraints as observations as well. 
Keeping the generative and unsupervised nature, the coreference resolver enjoys high modularity and shares 
lexical statistics at the level of abstract entity types. Beyond features from general domains, we also extract 
section heads, UMLS Metathesaurus concepts, such as CUI and GUI into the feature function. Initial tests on 
I2B2 coreference data yields promising results. In our future work, diverse features would be incorporated so 
that a practical end-to-end system would be constructed. 

Background and Introduction. A coreference relation is a 
relation between mentions of the same type that refer to the same 
entity, and coreference resolution is the task of determining 
coreference relations—i.e., whether two mentions refer to the 
same entity or not. One example is like, the patient has diabetes. 
It started last year, where it refers back to diabetes. The process 
of coreference resolution is to find this relation. Coreferential 
expressions are common in clinical narratives, and therefore 
understanding coreference relations plays a critical role in fully 
analyzing clinical documents and accurately compiling a patient 
profile. Despite of interests in coreference resolution in general 
English domain, little research has been conducted in the clinical 
domain. Since the language and description style in clinical 
documents differ from common English, it is necessary to 
understand characteristics of clinical text to properly perform 
coreference resolution.All the state of the art coreference 
systems in general domain have captured semantic compatibility 
to some degree. Among them, Haghighi’s coreference resolution 
model which employs topic modeling for catching hidden semantics, has achieved impressive results[1]. In this 
work, we take similar approach while utilizing language features of medical domains. 
Methods. We develop a coreference resolution model based on the topic modeling shown as Figure 1. We call it 
Topic Modeling Coreference Resolver (TMCR). It is essentially a mixture model where the mixture components 
correspond to entities. We assume a collection of D documents, each with Nd mentions. The inference problem 
is primarily to group a set of mentions {mi, mj, …,mk} which refer to the same topics Zd. Different from Latent 

Dirichlet Allocations (LDA)[2], there are three extensions. Firstly, 
it is a non-parametric LDA. Namely, the number of topics is not 
fixed. Instead, it can be increased dynamically depending on how 
many entities in the corpus. That is why the number of topic 
distribution parameter θ becomes ∞ in Figure 1. Secondly, 

sequential dependency is added, namely, zi depending on zj (one of the antecedents of zi where i>j).  Thirdly, 
besides the topic distribution θ, the generation of topic zi depends on rich observed features as well. Based on 
added variables and original LDA, the objective function of the topic generation now can be defined as, where f 
is a vector of feature functions that are defined on diverse coreferring features. They include tree distance, 
sentence distance, syntactic positions (subject, object and oblique) of the mention and its antecedent in common 
domains. In medical domain, more features, such as section heads, UMLS concepts, like CUI, GUI and other 
medical discourse features should be included. 
Preliminary Results. Using I2B2 2011 coreference annotation corpus[3], initial results have been obtained with 
only bag of words. Both the recall and precision are close to 60% for all the testing data. Considering the fact 
that coreference resolution, as a complex NLP task requires delicate design from both modeling and feature 
induction aspects, the baseline result looks quite promising. Future work waiting for us is to incorporate all 
features listed above and explore more efficient features into TMCR. 
Reference: 
[1] A. Haghighi and D. Klein, "Coreference resolution in a modular, entity-centered model," 2010, pp. 

385-393. 
[2] D. M. Blei, A. Y. Ng, and M. I. Jordan, "Latent Dirichlet allocation," Journal of Machine Learning 

Research, vol. 3, pp. 993-1022, 2003. 
[3] i2b2 - Informatics for Integrating Biology & the Bedside. Available: 

https://http://www.i2b2.org/software/ - downloadables 

 
Figure 1 Graphic Models of TMCR 

𝑝!𝑧!!𝜃, 𝑧! ,𝒂! =
exp  {𝜃!𝑓(𝑧! , 𝑧! ,𝒂)}
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Equation 1 Objective Function of Topics 

 

864
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Abstract: Checklists can improve patient safety and quality of care1. We have developed an Electronic Service 
List (ESL) application to facilitate the use of checklists at Mayo Clinic. ESL saves time by automatically 
collecting pertinent data for hospital services. ESL is widely used in daily rounds at Mayo Clinic in Rochester. 
Introduction: Human error is an unfortunate certainty in every hospital. To help mitigate such errors, the 
concept of a checklist, implemented in manufacturing and aviation2 for many years, was introduced to ICUs 
and hospitals around 2001. In recent years, the concept has gained popularity among health care institutions, 
and many have implemented a checklist for daily rounds. Standardized checklists ensure that tasks are 
performed consistently and completely. A checklist for central venous catheters in ICU patients reduced blood 
stream infection rates by up to 66%, while a mechanical ventilation checklist reduced the average ICU length 
of stay by 50% and also reduced the mortality rate1,3. 
Most checklists and rounds tools are either paper or electronic documents that require manual entry of data 
from a number of Electronic Medical Records (EMR) systems, which is time-consuming and error prone.  To 
overcome these issues, we designed ESL, which automatically retrieves and displays medical information such 
as demographics, allergies, medications, laboratory results, and surgeries for a group of patients within a 
specific service area. The application also provides text fields for manually entering information such as 
diagnoses, problems, checklists, and miscellaneous notes as required. ESL offers a variety of templates to 
display different data fields.  
The objective of this study is to demonstrate the efficiency of ESL by calculating how much time can be saved 
using an automated rounding tool as opposed to manually gathering and entering all patient data. 
Methodology: A total of 101 patient records from the Mayo Clinic-Rochester Thoracic and Cardiovascular 
Surgery units were manually collected over 2 weeks and the time spent gathering data was recorded. ESL is a 
web application using C# and ASP.NET getting data from the Hospital Rules- Based System (HRBS) data 
warehouse, a relational database built on Microsoft SQL Server that integrates a near-real-time copy of clinical 
and administrative data from the heterogeneous and distributed Mayo Clinic EMR systems.  
Authorized users open ESL and select a clinical service or geographic location.  Once a service is selected, 
patients are displayed in a grid along with pertinent medical record information. Typically, only a few seconds 
elapse between the time that the service list is chosen and the time that information is displayed. The results of 
this study compare the time spent to collect the data manually with the time spent to view the data 
automatically using ESL. 
Results: The average time to manually collect data for one patient was 6 min 45 sec (SD± 3 min 55 sec). It 
takes an average of 10 seconds to open the ESL and display data. Given an average daily census of 61 patients 
at the Mayo Clinic Thoracic and Cardiovascular Surgery Intensive Care services, the total time saved for 
clinicians in this area is 412 minutes (6 hours 42 minutes) per day.  
Conclusion: ESL proves to be an effective and efficient solution for performing hospital daily rounds by 
saving up to 7 minutes of clinicians’ time for each patient over manual data collection and entry.   
References: 
1. Peter Pronovost, Dale Needham, Sean Berenholtz, et. al: An Intervention to Decrease Catheter-Related 

Bloodstream Infections in the ICU. N Engl J Med 2006; 355:2725-2 
2. Atul Gawande, The Checklist Manifesto- How to Get Things Right 209 Pages. Metropolitan Books 
3. Atul Gawande, The checklisthttp://www.newyorker.com/reporting/2007/12/10/071210fa_fact_gawande 
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Abstract 

The FDA defines an unmet medical need as a "medical need that is not addressed adequately by an existing therapy.” 
Governmental and private funding agencies, pharmaceutical and biotech companies, different patient groups, and 
hundreds of thousands of scientists across the world constantly face the question - Given limited time and resources, 
which disease area(s) shall I invest at? In this work, we build a quantitative model to systematically measure “unmet 
medical needs” by integrating data from multiple dimensions.  

Discovering and developing innovative and cost-effective medicines that address significantly unmet 
medical needs motivate many governmental and private funding agency, pharmaceutical and biotech 
companies, different patient groups, and hundreds of thousands of scientists across the world. Besides the 
major pandemic chronic diseases such as heart disease, diabetes and cancer, there are also less common 
diseases such as idiopathic pulmonary fibrosis and sickle cell anemia, and very rare diseases such as Fabry 
disease and Crohn’s Disease. Given limited resources and time, how to prioritize our scientific efforts with 
the maximal social-economical benefit becomes a critical question for all of the organizations and 
individuals above. 

In this work, we examine 
the whole disease landscape 
systematically by 
integrating data from 
multiple dimensions, 
including (1) disease 
prevalence and financial 
burden; (2) the maturity of 
biomedical research; (3) 
difficulty of clinical 
development and (4) the 
availability of existing 
treatment (see the Figure 1). 
After mapping the disease 
terminologies, we build a quantitative model with the goal of tracking the inequalities among disease 
occurrence, basic scientific research, clinical development and clinical practice; and identifying the ignored 
niches of unmet medical needs in the past 12 years. 

The preliminary results show that the proposed method is able to identify the dynamic trends of biomedical 
research, clinical development of new treatments and disease burden in the specific disease areas, such as 
influenza, Crohn's disease and HIV infection. The patterns we find are consistent with known historical 
events and independent epidemiological data, which demonstrates that the data we have collected are 
relevant indicators of unmet medical needs and the proposed quantitative model is useful.  

Figure 1: Four polar dimensions of data to study unmet medical needs  
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Abstract
*
: In this abstract, we present a method for automatically predicting Rheumatoid Arthritis (RA) disease activity (DA) 

levels (High, Moderate, Low and Remission) by analyzing the patient’s data within the Electronic Medical Record (EMR). Our 
proposed phenotyping method approximates human expert performance, thus enabling mining the EMR data for patient’s DA.  

Introduction and background: In a previous study, an automatic system was built to query the narrative and codified EMR such 
as billing codes and lab results to accurately define RA cases[1]. As a direct continuation, our objective is to build an automatic 
classifier that can further classify a large cohort of RA cases by disease severity. This task is crucial for PGx studies for 
discovering the biomarkers that can predict RA drug response. It is also challenging since the nuances of different RA disease 
activity levels are often subtle and scattered as free text descriptions throughout the EMRs.  

Methods: We cast the problem as a machine-learning classification of documents from given visits combined with relevant lab 
results. Instead of using traditional human-defined vocabularies as features and rule-based approaches with time-consuming 
processes of dictionary definition and the brittle performance in the presence of pattern changes, we used automatic feature 
selection methods (i.e. Chi-squared and the Correlation-based Feature Selections [2]) for dictionary definition and statistical 
methods (Logistic Regression, Naïve Bayes, Multilayer Perceptron, and Support Vector Machines (SVMs) with different kernels) 
for classification. The training set consisted of 2792 RA clinical notes. The test set included 1749 RA notes. Our feature space 
was the SNOMED-CT and RxNORM concepts as represented by the Unified Medical Language System (UMLS) on which feature 
selection was performed. The Apache clinical Text Analysis and Knowledge Extraction System (cTAKES) was used to analyze the 
text and transform it into informative features (UMLS Concept Unique Identifiers (CUIs), bag-of-word features and bigram 
features) to be combined with relevant lab values as represented in the structured EMR. Normalizing to UMLS enables 
portability across sites and institutions.  

Results: The best performing combination of a machine learning algorithm and features was linear-kernel SVM on UMLS CUI 
features after feature selection combined with lab values. The Area Under the Receiver Operating Characteristic Curve (AUC) is 
0.831 (σ=0.0317), statistically significant as compared to two baselines (bag-of-word features with and without lab features, 
AUC= 0.758, AUC= 0.732, σ=0.0291) (Figure 1). The algorithms 
demonstrated superior performance on cases clinically defined 
as extreme categories of disease activity (Remission and High) 
compared to those defined as intermediate categories 
(Moderate and Low) and when they included laboratory data on 
inflammatory markers. 

Discussion: Automatic RA disease activity discovery from EMR 
data is a learnable task approximating human performance (the 
agreement between expert-estimated DA scores and automatic 
DAS28 scores on the training set is 0.81 in terms of F1 score). 
Our feature selection-based building step is fully automatic and 
computationally efficient, which outperforms expert-defined 
features [2] and greatly reduces development time. As a result, 
this approach might be applicable for defining drug response 
outcomes for genome-wide pharmacogenetic studies that 
require large sample size.  

1. Liao K, Cai T, Gainer V, et al., Electronic Medical Records for 
Discovery Research in Rheumatoid Arthritis. Arthritis Care & 
Research, 2010. 62(8): p. 1120-27. 

2. Lin C, Miller T, Dligach D, et al., Feature Engineering and 
Selection for Rheumatoid Arthritis Disease Activity Classification Using Electronic Medical Records, in ICML Workshop on Machine 
Learning for Clinical Data Analysis. 2012: Edingburgh, UK. 

Figure 1. Comparison of our best DA algorithm and 

baselines in ROC curves. 
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Abstract                                                                           

In this study, the hemodialysis center nurses use” the mobile hemodialysis care information system”, whether integrated care to 

meet their needs Study for a hospital's hemodialysis center nurses, via questionnaires, analyze differences late before use. Results: 

Overall system layout satisfied feel easy to operate, the actual implementation of the good benefits. 

Introduction 

In medical institutions to actively promote the development of nursing information system, the kinds of records form by traditional 

handwriting is turning into a computerized information.But the current action Nursing Informatics car is large and heavy, and is not 

suitable for use in the hemodialysis center. Objective: To use the pad used to the hemodialysis nursing care, assessment of its ease 

of use, convenience. 

Methods  

1. Tools and Software: MioCARE Z100 (6" Capacitive, Optically bonded, weight: 320g, Android™ 2.3 ). Mobile manufacturers 

have developed the hemodialysis nursing system, the combination of cloud web management system, the interface diagram is as 

follows (Figure 1). 

 
Figure 1. hemodialysis nursing system, web management system 

2. Nurses use the MioCARE Z100 to record the condition of patients in the hemodialysis process. After two weeks, allowing users 

to fill out questionnaires (including usefulness, usability ) . 

3. The questionnaire collected the amount of five-point scale (Likert Scale) to measure, the assessment range 1-5 points, from 1 

(strongly disagree) to 5 (strongly agree). 

Results 

1. A total of 11 nurses, 10 completed the questionnaire. Average hemodialysis nursing experience 6.55 years. 

2. Usefulness: generally agree, especially the size of the PAD,the position of the interface configuration. Usability: similar to the 

operation workflow, so good reaction. It’s mean and standard deviation is shown in Table 1. 

Table 1. Usefulness and usability calculated from mean, standard deviation. 

 Mean SD 

Usefulness 4.1 0.36 

Usability 4.2 0.56 

Conclusion 

This study can be found on the easy-to-use tool for nursing is required. Some of the reactions let we have the space for 

improvement, such as: reduce the PAD’s weight that would be more convenient to carry on.  
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Owned smart phones can affect learning download and use the software? 
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Abstract 

Ｒecruiting people with chronic diseases, subjects over the age of 50, to teach them to use a smartphone. to teach 
them to use a smartphone to download and use the software. The main results show that: age in learning is a 
correlation, but in advance whether the smartphone did not differ significantly, which may have difference with the 
usual phone; mainly because most people have to receive phone calls and calling. 

Introduction 

Because society has entered the elderly, patients with chronic diseases, self-care is also being taken seriously. 
Smartphone record health indicators have been widespread. Therefore how to teach elderly people use smartphones 
to download the software and can use recordthe required information is necessary. Goals: The need to record the 
day-to-day record for the elderly can be unauthorized use of the smartphone. 

Methods 

1. The process for teaching elderly, including: execution, telephone interviews, qualitative interviews, appraisal 
four steps to confirm the success of the subsequent transmission of health information. 

2. The study inclusion criteria: (1) high-risk groups of cardiology and family medicine physician referrals 
metabolic syndrome, cardiovascular disease, kidney disease potential population. (2) between the ages of 50 -70 
years. (3) daily monitoring of blood pressure, glycemic functional status. (4) clear consciousness, careful 
description of the research purpose and after step process. 

3. Questionnaires and practical method to collect the results, and then do the analysis of the discussion. 

Result 

Via the returned questionnaires and test results show: Before teaching how to use smartphone , we found that 
whether the smartphone will not affect the learning, but there is a difference in the age, people over the age of 65 in 
the study of reaction is relatively slow. Overall in terms of learning to use a smart phone application, the participants 
have given positive feedback. 

Conclusion 

Prior has a smart phone, did not affect learning download and use the software, there may be because most of the 
participants used only   receive calls and calling. 
Use the record health situation of the smartphone is the trend, so let elderly people will use and like with a currently 
most in need of development. 
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Abstract 

This study describes a domain analysis model (DAM) developed to represent the data stored in the database of 
Genotypes and Phenotypes (dbGaP). To conform to information model standards, we mapped our DAM to 
Biomedical Research Integrated Domain Group (BRIDG) model and the caBIG Life Science DAM (LS DAM). Our 
DAM was represented using BRIDG and LS DAM with a minor extension, which was necessary to cover the data 
use agreement class of our model.     

Introduction  

Public databases for genome-wide association studies (GWAS) have been built for years around the world and the 
amount of phenotype and genotype data is rapidly increasing. To facilitate more accurate and complete search of the 
data in dbGaP, we are currently developing a system called Phenotype Discoverer (PhenDisco)1, a new information 
retrieval system specifically focusing on phenotype information retrieval from dbGaP2. Domain analysis model 
(DAM) is a representation of semantics of subject area of interest that is understandable to users and also supports 
the development of an information system. The overall goal of this project was to develop a DAM for data stored in 
dbGaP (1) to provide visual representation of the data contained in PhenDisco for users, (2) to create a medium to 
communicate on the data content between the technical team and the domain experts during system development, as 
well as (3) to further promote interoperability and harmonization between different GWAS databases. 

Methods 

Two domain experts who are specialized in biomedical research and information modeling collaboratively 
developed the DAM based on the Unified Modeling Language (UML). After creating the initial model, we mapped 
its classes and attributes first to the Biomedical Research Integrated Domain Group (BRIDG) 3.0.3 model3. Then we 
mapped the biology research related classes, which were not fully represented in BRIDG, to LS DAM 2.2.24.  

Results and Conclusions 

DAM for PhenDisco currently composes of 12 major 
classes (Figure 1) established based on the information 
from the data and data submission requirement currently 
available in dbGaP. Our comparison showed that 
BRIDG covers 6 classes and their attributes, including 
classes of Study, Document, Organization, 
Phenotype_Observations, Phenotype_Observation_ 
Results, and Subject. LS DAM covers another 5 classes 
including Sample, Molecular_data, Pedigree_Data, 
Genotype_Phenotype_Analysis, and External_ 
Resources. Data use agreement class was represented by 
extending the document class defined in BRIDG. Future 
works include representing our model using the 
components aligned from the standard models and 
testing the generalizability and validity of our DAM with 
the data content from other GWAS databases and 
domain experts.  

References  
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Figure 1. Class diagram of DAM. 
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Abstract  
 
Informatics interventions often do not deliver expected improvements in cost, safety, and quality. 
Implicitly, many informatics interventions are designed and implemented using a “standard 
economic model,” which assumes that decision-makers are rational, seeking only to maximize 
benefit for themselves and their patients. The standard model assumes that exposure to clinically 
relevant information such as reminders and alerts will lead to high-quality, predictable, rational 
decisions. 
 
Behavioral economics recognizes that people, including physicians, appear to make irrational 
decisions when they confront uncertainty, weigh present and future tradeoffs, or face complexity. 
Behavioral economics recognizes limits to attention and cognition and identifies deviations from 
“rational” behavior that is predictable. The application of behavioral economics to informatics 
requires the identification of “errors” and the subsequent reframing or restructuring physicians’ 
choice options in a way that leads to better decision-making. 
 
This panel consists of collaborators on a national, multi-EHR, randomized controlled trial of 
behavioral economic interventions to reduce inappropriate antibiotic prescribing. The panelists 
will review underlying behavioral economic theory, providing medical and non-medical 
examples. The panelists will consider how behavioral economics can inform the design of 
informatics applications that facilitate better decisions with an ultimate goal of providing patients 
with higher-value, safer, more effective care. 
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Panelist Presentations 
 
Jeffrey A. Linder, MD, MPH, FACP 
Dr. Linder will serve as the panel moderator and will describe informatics applications that 
follow the standard economic model. Dr. Linder will describe non-medical examples of 
behavioral economics – health club membership contract selection, supermarket cashier 
productivity, and wine choice – and consider how lessons from these non-medical examples can 
be applied to informatics applications. 
 
Jason N. Doctor, PhD 
Dr. Doctor will discuss “Behavioral Economics at the Point-of-Care." Dr. Doctor will describe 
how small changes to the choice environment – called “nudges” – at the point-of-care can 
translate into large changes in provider behavior.  He will describe how these nudge 
interventions can be used to increase the uptake of comparatively effective treatments and reduce 
the use of low-value care in medicine.  
 
Daniella Meeker, PhD 
Dr. Meeker will describe the use of public commitment as a mechanism to drive positive 
behavioral changes in patients and physicians. She will share the results of a randomized 
controlled trial using physician public commitment to reduce inappropriate antibiotic prescribing 
in primary care practices.  
 
Mark W. Friedberg, MD, MPP 
Dr. Friedberg will describe an analysis of over 1,500 electronic health record justifications 
written by clinicians when prescribing non-recommended antibiotics. This will include methods 
for analyzing and categorizing responses, presentation of major categories of justifications, and 
response frequencies. Dr. Friedberg will explore EHR-based justification analysis as a new type 
of performance measure for physicians and how it may inform interventions that lead to better 
decision-making. 
 
Stephen D. Persell, MD, MPH 
Dr. Persell has implemented feedback-based interventions in electronic health records to improve 
quality in ambulatory practice. Dr. Persell will discuss medical and non-medical – for example, 
voting and electricity consumption – to highlight effective methods of using feedback to improve 
quality. Dr. Persell will describe types of feedback that have the greatest impact; which clinicians 
respond most to feedback; and choices in framing, goal-setting, and feedback frequency to 
maximize effectiveness.  
 
 
Statement of Agreement 
 
All panel participants have agreed to take part on the panel. 
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Abstract 
Many medications require laboratory monitoring for safety, yet this recommended testing is often not performed. We 
evaluated the effect of a computerized clinical decision support system on adherence to recommended monitoring. 
We found that monitoring declined over time in both control and intervention practices, but to a lesser degree in 
those practices with the clinical decision support intervention. 
Introduction 
Many medications require laboratory testing to assess efficacy or toxicity; however, this recommended monitoring is 
often not performed, potentially leading to adverse drug events. We sought to determine the effect of a computerized 
clinical decision support on adherence to recommended laboratory monitoring in ambulatory care settings.  
Methods 
We conducted a randomized controlled trial of 11 community-based primary care practices (six randomized to 
intervention and five to control; n=17 clinicians participating) using an electronic health record with clinical 
decision support alert capability. Baseline period was 6/1/2010-5/31/2011, and the intervention period was from 
6/23/2011-12/22/2011. There were 32 target medications or medication classes, each of which required one to six 
distinct laboratory tests for appropriate monitoring. When one of these medications was prescribed, the clinical 
decision support determined if the indicated laboratory test(s) had been performed in the preceding 365 days. If 
appropriate testing was not found, an alert was presented to the clinician at the time of medication ordering. The 
primary outcome was the proportion of medications with appropriate laboratory monitoring, defined as the 
completion of all indicated laboratory testing from 365 days prior to the prescription date until 14 days after 
medication prescribing. Patient characteristics included age, sex, number of encounters during the time period and 
number of distinct medication classes of interest during the time period.  
Results 
During the baseline time period, there were 10,541 unique patient-medication encounters in the control practices and 
10,244 in the intervention practices; during the intervention time period, there were 9,535 and 8,066 in the control 
and intervention practices, respectively. At baseline, practices were generally similar on measured demographic and 
clinical parameters [e.g., mean age 60 years (SD14) in control practices, compared with mean age 60 years (SD 15) 
in intervention practices], although some differences were apparent (e.g., mean number of visits was 6.6 in control 
practices vs. 4.5 in intervention practices). During the baseline period, the primary outcome – complete laboratory 
monitoring – occurred for 70.7% of medications in control practices and 79.4% in intervention practices. In 
comparison, during the intervention, complete monitoring occurred for 62.4% of medications in control practices 
and 77.7% in intervention practices. For medications requiring three or more laboratory tests (n=555 during the 
entire study across both control and intervention practices) at most 17.7% had evidence of complete laboratory 
monitoring. Medications with associated tests that are more specialized (e.g., digoxin level) similarly had lower rates 
of complete monitoring.  
Conclusions 
In this randomized controlled trial, adherence to laboratory monitoring recommendations decreased over time in 
both intervention and control practices, although the decline in adherence was less pronounced in the intervention 
group, suggesting some effectiveness.  Interventions may need to target both patients and clinicians to improve the 
complex behavior of laboratory monitoring of medications.  
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Abstract 

We conducted an integrative literature review and 

informal discussions with experts to compare errors 

due to overreliance on information technology (IT) in 

medicine and other industries to develop a 

preliminary phenotypic description of this error type 

and various industry approaches to mitigating these 

errors. The results lay the foundation for future 

research directions in HealthIT and patient safety. 

 

Introduction 

Complex environments,
1
 limited human cognitive 

skills,
2
 overconfidence,

3
 and excessive trust in 

decision support,
4
 have been cited as some of the root 

causes of unintended consequences of IT 

implementation and use. As seen in military, 

aviation, and engineering industries, these factors 

contribute to a type of error known as technology 

over-reliance (ITOR) characterized by a lack of 

awareness of events leading to error until error is 

imminent or has occurred. 

 

Process Methodology 

An integrated review of the health-related literature 

was performed from October 2012-February 2013, 

utilizing Cochrane, CINAHL, and Ovid’s access of 

Medline, preMedline, and EBM Reviews to evaluate 

error research conducted during the last eight years 

with special emphasis on ITOR errors. Salient 

concepts were extracted and informal discussions 

were conducted with domain experts in medicine, 

insurance liability, human factors engineering, 

computer scientists, and cognitive science to provide 

an overview of experts’ definitions, examples, and 

perceptions related to ITOR errors. These scenarios 

were in turn mapped to military, aviation, and 

engineering over-reliance errors, the various industry 

keywords, post-event analysis, and recommendations 

for preventing ITOR errors. 

 

Results 

Over 134,174 results were filtered to 478 results, and 

then further refined to 118 articles pertinent to ITOR; 

review for appropriate ancestor contributions which 

resulted in a final total of 156 articles from multiple 

domains. Complacency and over-confidence emerged 

as common factors in the instances of the Bhopal 

chemical plant disaster, 1994 Blackhawk shootdown 

incident, numerous controlled-flight-into-terrain 

disasters, and the Therac25 incident. Informal expert 

interviews identified (1) inappropriate acceptance of 

electronic medical records (EMR)/clinical decision 

support (CDS) omissions, (2) rejection of appropriate 

EMR messages, (3) automatic acceptance and 

confidence of entered service request execution 

without follow-up, (4) acceptance of automated 

diagnostic interpretation without critical appraisal, 

(5) copying/pasting patient data with subsequent 

omissions and obscuration of vital data, and (6) 

inappropriate alert acceptance and override actions. 

 

Conclusion 

Research in medicine, aviation, military, and 

engineering industries, indicates fatigue, stress, loss 

of situational awareness, and inappropriate 

assignment of authority to automation, as some of the 

causes of ITOR errors.
4,5

 Strategies used in other 

industries to increase situational awareness through 

education, messaging, challenges, and human factors 

engineering can be applied to health scenarios. This 

informal review suggests that we need to learn from 

other industries and use these lessons to identify, 

characterize, define measurements, and develop data 

collection methods for use in trend analysis, causal 

evaluation, and mitigation of ITOR errors in 

medicine.  
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A Modified PICO Linguist Tool using Google Translate 

Fang Liu, MS and Paul Fontelo, MD, MPH 

Abstract 

PICO Linguist is a multilanguage search tool for PubMed/MEDLINE. It allows users to search in 12 languages 
through the BabelMeSH database. After the Google Translate API became openly unavailable, we utilized Google 
Translate’s embedded JavaScript code as an alternative tool to automatically translate PubMed/MEDLINE 
citations from English into the users’ native languages. A pre-configured search query and result site was built for 
the performance and usefulness evaluations, which are ongoing. 

Introduction 

PICO Linguist allows queries in non-English terms through the BabelMeSH database. However, the retrieved 
citations are all in English. It could still be a challenge for understanding the abstract for some non-English speaking 
users. Translated results adding parallel translations in English and the language of choice using a Google Translate 
API ceased to function when Google discontinued the free translation API in 2011. We then focused on Google 
Translate, a Website translator that currently allows more than 60 language translations on the user’s Website. 1 The 
aim is to enhance PICO Linguist’s usefulness and increase comprehension of the abstract for non-English speakers 
searching PubMed/MEDLINE and also to evaluate its performance. It can also evaluate if BabelMeSH combined 
with Google Translate may be a potential tool to search PubMed and perform qualified translation for results.  

Methods 

PICO Linguist allows search queries in 12 non-English languages. The query is translated into English through 
BabelMeSH, which is based on non-English MeSH database and other resources, then sent to PubMed/MEDLINE 
through e-utilities. This evaluation version uses 10 preconfigured searches in French, Spanish, and Portuguese.2 

      

Figure 1. PICO Linguist French Interface and result page with Google Translate. 

Google Translate JavaScript code embedded in Web page’s source code automatically translates a Webpage’s 
content to other languages by selecting the language type on the translation toolbar. It provides the user an 
opportunity to compare PubMed citations (TBL and abstracts) in English, to the translated text through a popup 
window. Users can input their evaluation score (from 1 to 5) in a form using a five-point Likert scale. Scores, 
PubMed ID, and search terms are sent to the server-side database for future analysis and evaluation. 

Result 

The evaluation version of PICO Linguist with Google Translate can display translated text content like the previous 
version with an API. However, it does not does not provide the side-by-side, parallel translation. An embedded add-
on window displays translated PubMed citation and the original text when the user mouse over the displayed text.  

Conclusion 

PICO Linguist provides a modified search tool in non-English languages for PubMed/MEDLINE. To translate result 
citations, it utilized Google Translate embedded in the search result page. Feedback and evaluation are ongoing. 

References 
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Abstract

Several recent genome-wide association studies have identified genetic variants associated with breast cancer.
However, how much these genetic variants may help advance breast cancer risk prediction based on other clinical
features, like mammographic findings, is unknown. We conducted a retrospective case-control study, collecting
mammographic findings and high-frequency/low-penetrance genetic variants from an existing personalized medicine
data repository. A Bayesian network was developed using Tree Augmented Naive Bayes (TAN) by training on the
mammographic findings, with and without the 22 genetic variants collected. We analyzed the predictive performance
using the area under the ROC curve, and found that the genetic variants significantly improved breast cancer risk
prediction on mammograms. We also identified the interaction effect between the genetic variants and collected
mammographic findings in an attempt to link genotype to mammographic phenotype to better understand disease
patterns, mechanisms, and/or natural history.

1 Introduction

Large multi-relational databases containing variables that confer disease risk are increasingly available, providing the
opportunity for informatics tools to better stratify individuals for appropriate healthcare decisions and explore disease
mechanism and behavior. Coincident to this, policy-makers have recommended that interventions, like breast cancer
screening with mammography, be increasingly based on individualized risk and shared decision-making1,2. Targeting
at risk individuals for intervention after mammographic screening has the potential to decrease recommendations for
breast biopsy in women most likely to have an unnecessary procedure for benign findings. Recent large-scale genome-
wide association studies have identified 22 susceptibility loci associated with breast cancer (Table 1). In addition,
there is a long history of development and codification of features observed by radiologists on mammography that
also predict a woman’s risk of breast cancer. However, genetics and mammography abnormality findings have not
yet been used together to predict risk. Furthermore, the opportunity to use this data to interpret genotype/phenotype
association, explain family aggregation of breast cancer, and shed light on disease mechanism or natural history is just
becoming possible.

There have been several attempts to incorporate these genetic variants into the Gail model3 which is a standard clinical
breast cancer risk model including the number of first-degree relatives with a diagnosis of breast cancer, age at menar-
che, age at first live birth and the number of previous breast biopsies. Seven associated SNPs, when added to the Gail
model, increase the area under the receiver operating characteristic (ROC) curve from 0.607 to 0.6324,5. When ten
associated SNPs are added to the Gail model, the area under the ROC curve of the risk model increases from 0.580 to
0.618 on another dataset6. However, the Gail model does not include any mammography features which are clinically
used by radiologists. Therefore, it is still unknown how much these genetic variants improve breast cancer diagnosis
and clinical decision-making after an abnormal mammogram.

The first purpose of this study is to examine the impact of genetic information on improving breast cancer risk pre-
diction on mammograms. We incorporate genetic polymorphisms with the descriptors that radiologists observe on
mammograms while making medical decisions, the American College of Radiology Breast Imaging Reporting and
Data System (BI-RADS)7, version 4, including the shape and the margin of masses, the shape and the distribution
of microcalcifications, background breast density and other associated findings as defined by this standard lexicon in
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Table 1: SNPs evaluated for altered risk of breast cancer.

SNP ID CHR ALLELE OR IN GAIL (2008,2009) IN WACHOLDER ET AL (2010)
RS11249433 9 1 C 0.99 YES

RS4666451 10 2 A 0.83
RS13387042 11,9 2 G 0.68 YES YES

RS1045485 12 2 C 0.86 YES YES

RS17468277 13 2 T 0.86
RS4973768 14 3 T 0.99
RS10941679 15,9 5 G 1.39 PROXY OF RS7716600
RS981782 10 5 G 0.82
RS30099 10 5 T 1.07
RS889312 10 5 C 1.20 YES YES

RS2180341 16 6 G 1.10
RS2046210 17 6 T 0.91
RS13281615 10 8 G 1.26 YES YES

RS2981582 10,18,16,15,9 10 T 1.18 YES YES

RS3817198 10,9 11 C 1.16 YES YES

RS2107425 10 11 T 1.20
RS6220 19,20 12 G 1.24
RS999737 9 14 T 0.98 YES

RS3803662 10,11,9 16 T 1.14 YES YES

RS8051542 10 16 T 1.29
RS12443621 10 16 G 0.93
RS6504950 14 17 A 0.81

Chr: the chromosome the SNP locates.
Allele: the minor allele.
OR: the allelic odds-ratio in the Marshfield Clinic population.

breast imaging. We also include a small number of predictive variables not included in BI-RADS currently. Specifi-
cally, we employ these mammographic findings (49 mammography descriptors) and the 22 genetic variants associated
with breast cancer in 404 case subjects and 399 control subjects from a personalized medicine data repository at the
Marshfield Clinic. We train a Bayesian network using Tree Augmented Naive Bayes (TAN)8 on the mammographic
findings, with and without the 22 genetic variants.

The second purpose of this study is to identify the interaction effect between the genetic variants and the mammo-
graphic findings toward risk prediction, in order to understand the genotype/phenotype relationships that may eluci-
date disease patterns that may not be otherwise evident in this complex multi-relational data. The interaction between
the genetic variants and the mammographic findings also sheds light on how the associated SNPs function to in-
crease or decrease the risk of breast cancer. Specifically, we calculate the conditional mutual information between the
mammography features and the genetic variants given the class variable on the entire dataset.

2 Materials and Methods

2.1 Data

[Subjects] The Personalized Medicine Research Project21 at the Marshfield Clinic was used as the sampling frame
to identify breast cancer cases and controls. The project was reviewed and approved by the Marshfield Clinic IRB.
Subjects were selected using clinical data from Marshfield Clinic Cancer Registry and Data Warehouse. We employed
a retrospective case-control design. Women with a plasma sample available, a mammogram, and a breast biopsy
within 12 months after the mammogram were included in the study. Cases were defined as women having a confirmed
diagnosis of breast cancer obtained from the institutional cancer registry. Controls were confirmed through the elec-
tronic medical records (and absence from the cancer registry) as never having had a breast cancer diagnosis. In our
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Figure 1: Mammography features adopted from the American College of Radiology (BI-RADS lexicon).

case cohort, we included both invasive breast cancer (ductal and lobular) as well as ductal carcinoma in situ. In order
to construct case and control cohorts that were similar in age distribution, we employed an age matching strategy.
Specifically, we selected a control whose age was within five years of the age of each case. Of note, we decided to
focus on high-frequency/low-penetrance genes that affect breast cancer risk as opposed to low frequency genes with
high penetrance (BRCA1 and BRCA2) or intermediate penetrance (CHEK-2). High-frequency/low-penetrance SNPs
generally have frequencies for the rarest allele of > 25% as opposed to the low-frequency, high-penetrance mappings
with population frequencies of < 1%. We excluded individuals who had a known high penetrance genetic mutation.

[Genetic Variants] Our study included 22 genetic variants which have been identified by recent large-scale genome-
wide association studies. Table 1 summarizes detailed information about the 22 SNPs, including the IDs, the original
publications associating them with breast cancer, their chromosomes, the minor alleles and the allelic odds-ratios of the
SNPs in the Marshfield Clinic population. The seven SNPs used in Gail study4,5 were also included in our study. Nine
of the ten SNPs used in Wacholder et al study6 were included in our study, and the remaining SNP rs7716600 from
that study had a proxy rs10941679 in our study. We observed that each SNP only confers a slight increase or decrease
in the risk of breast cancer, in accordance with prior literature. Among the 22 associated SNPs, 11 are associated with
an increased risk of breast cancer (OR>1.0) and 11 are associated with a decreased risk of breast cancer (OR<1.0).
When we built the models with the genetic variants, we coded each genetic variant as whether the subject carries the
minor allele, rather than the specific genotype the subject carries.

[Mammography Features] The American College of Radiology developed the BI-RADS lexicon7 to homogenize
mammographic findings and recommendations. The BI-RADS lexicon consists of a number of mammography de-
scriptors, including the characteristics of masses and microcalcifications, background breast density and other asso-
ciated findings, which can be organized in a hierarchy as shown in Figure 1. Datasets containing mammography
descriptors have been used to build several successful breast cancer risk models and classifiers22,23. Mammography
data was originally recorded as free text reports in the Marshfield database, and thus it was difficult to directly access
the information contained therein. We used a parser to extract mammography features from the text reports; the parser
has been shown to outperform manual extraction24,25. After extraction, every mammography feature takes the value
“present” or “not present” except that the variable mass size is discretized into three values, “not present”, “small” and
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“large”, depending whether there is a reported mass size and whether any dimension of the reported mass size is larger
than 30mm.

Each mammogram also has a BI-RADS category assigned by the radiologist who read the mammogram. The BI-
RADS category indicates the radiologist’s opinion of the absence or presence of breast cancer. In our study, the
BI-RADS assessment category can take values, with an order of increasing probability of malignancy, of 1, 2, 3,
0, 4a, 4, 4b, 4c and 5. We used the BI-RADS assessment category as the predictions from the radiologists. Our
experiment only included diagnostic mammograms, and all the screening mammograms were excluded. Since most of
the subjects have multiple diagnostic mammograms in the electronic medical records, we selected one mammogram
for each subject as follows, to mimic the scenario of the most important doctor visit before diagnosis. For cases, we
selected the mammograms within one year prior to diagnosis. For controls, we selected the mammograms within one
year prior to biopsy. If there were still multiple mammograms left for each subject, we selected the mammogram
with a more suspicious BI-RADS category, with subsequent tiebreakers being, in order, recency and the number of
extracted mammography features.

2.2 Model

We build breast cancer risk models using Bayesian networks, which have been used with mammography data to im-
prove breast cancer diagnosis and clinical decision-making for physicians involved in breast cancer care26,27. Bayesian
networks are directed acyclic graphs that allow efficient and effective representation of the joint probability distribution
over a set of random variables. Each vertex in the graph represents a random variable, and edges represent conditional
independence between the variables. In this paper, we use a special type of Bayesian network model, namely TAN8,
which is an effective, provably efficient supervised learning model which captures the strongest pairwise interactions
between the features in a compact way. Training a TAN model starts with learning a Naive Bayes model with the
case/control output being the class variable and all the other variables being the features. Naive Bayes assumes that all
features are conditionally independent of one another given the class28. Because this assumption may be too strong,
the TAN learning algorithm next builds a maximum spanning tree over the feature variables with the weight between
two variables being the conditional mutual information between two features conditional on the class variable. Even-
tually the parameters in the model, namely the conditional probability tables, are estimated from the data. In our
experiments, we use the TAN implementation in WEKA29.

In total, we construct three TAN models built on different sets of features. The first model is built purely on the 49
mammography features, namely the breast imaging model. The second model is based purely on the 22 associated
SNPs, namely the genetic model. The third model is built on the 49 mammography features and the 22 associated SNPs
together, namely the combined model. We treat the BI-RADS category scores from the radiologists as the predictions
from the radiologists, namely the baseline clinical assessment. We construct ROC curves for each model, and use the
area under the curve (AUC) as a measure of performance of the models. We also provide the precision-recall (PR)
curves for the models. We evaluate the models in the 10-fold cross-validation fashion. The 404 cases and 399 controls
are randomly divided in 10 folds. In each round of the 10-fold cross-validation, we select one fold as the testing data
and the remaining nine folds as the training data, so that each fold is used exactly once for testing.

We further evaluate the interaction between the SNPs and the mammography features toward predicting the class label
(case or control). Specifically, we calculate the conditional mutual information (CMI) between the 22 SNPs and the
49 mammography features given the class label. We also calculate the 95% confidence intervals for the CMI between
each SNP and each mammography feature via bootstrapping. We randomly draw samples with replacement from the
404 cases and the 399 controls, and calculate the conditional mutual information. We bootstrap for 1,000 times and
calculate the corresponding 1,000 CMI values. We sort the 1,000 CMI values from the smallest to the largest, and
report the 26-th smallest value and the 26-th largest value as the boundaries of the 95% confidence interval.

3 Results

We succeeded in identifying 404 cases for which we could match a mammogram within a year prior to a biopsy. We
then identified age-matched controls; however at the end of data collection and verification, 5 of the controls were
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Table 2: The distribution of age at mammogram and family breast cancer history in the cases and the controls.

AGE CASES CONTROLS

< 50 96 67
≥ 50, < 65 141 171

≥ 65 167 161

FAMILY HISTORY CASES CONTROLS

YES 178 134
NO 215 251

UNKNOWN 11 14
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Figure 2: The vertical averaged ROC curves and PR curves for the genetic model, the breast imaging model, the
combined model and the baseline clinical assessment.

confirmed to have breast cancer leaving us with 399 controls for which we could match a mammogram within a year
prior to a biopsy. Among the 404 cases, there are 401 Caucasian cases, two Asian Hmong cases and one case whose
race information is unknown. Among the 399 controls, there are 395 Caucasian controls, three Caucasian/American
Indian controls, and one Caucasian/Asian Hmong control. We summarize the distribution of the ages and family breast
cancer history of the cases and the controls in Marshfield population in Table 2. There are more young people (age
< 50) in the case group than in the control group, and the proportion of elderly people (age ≥ 65) is roughly the same
in the case group and in the control group. For the family history of breast cancer, we observe a considerable larger
proportion of people with family history in the case group than in the control group, which demonstrates the family
aggregation of breast cancer.

The ROC curves and the PR curves for the baseline clinical assessment, the breast imaging model, the genetic model
and the combined model are provided in Figure 2, respectively. For each type of model we vertically average30 its
ROC curves from the ten replications of the 10-fold cross-validation to obtain the final curve; we do likewise for the
PR curves. The area under the ROC curves for the genetic model, the breast imaging model and the combined model
are 0.603, 0.693 and 0.731, respectively. The ROC curve of the combined model almost completely dominates the
ROC curve of the breast imaging model, which suggests that adding the 22 genetic variants can help to improve the
breast cancer risk prediction based on mammographic findings. We perform a two-sided paired t-test on the area under
the ten ROC curves of the breast imaging model and the area under the ten ROC curves of the combined model from
the 10-fold cross-validation, and the difference between them is significant with a P-value 0.021. From the PR curves,
it is also observed that the combined model dominates the breast imaging model and the baseline clinical assessment
at the high recall region (> 0.8) in which we would like to operate, and therefore which we want to optimize.

For each SNP, we summarize the mammography feature with the highest conditional mutual information, the condi-
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Table 4: The contingency tables for SNPs rs4666451, rs1045485, rs2180341 and rs2981582 and their interacting
mammography features.

CASES CONTROLS

RS1045485 CARRY C NOT CARRY C CARRY C NOT CARRY C
PLEOMORPHIC CALCIFICATION PRESENT 3 57 13 57

PLEOMORPHIC CALCIFICATION NOT PRESENT 83 261 82 247
RS2180341 CARRY G NOT CARRY G CARRY G NOT CARRY G

DYSTROPHIC CALCIFICATION PRESENT 0 10 3 6
DYSTROPHIC CALCIFICATION NOT PRESENT 185 209 168 222

RS2981582 CARRY T NOT CARRY T CARRY T NOT CARRY T
DIFFUSE CALCIFICATION PRESENT 9 2 11 0

DIFFUSE CALCIFICATION NOT PRESENT 251 142 235 153
RS4666451 CARRY A NOT CARRY A CARRY A NOT CARRY A

OVAL MASS PRESENT 0 2 9 0
OVAL MASS NOT PRESENT 245 157 257 133

tional mutual information value and the corresponding 95% confidence intervals in Table 3. Most of the interaction
effect is moderate with small CMI values. There are four noteworthy interaction pairs between the genetic variants and
the mammography features toward breast cancer risk prediction with the conditional mutual information above 0.01.
The four interaction pairs are (1) SNP rs1045485 (rs17468277) and pleomorphic calcifications (CMI=0.0141), (2) SNP
rs2180341 and dystrophic calcifications (CMI=0.0115), (3) SNP rs2981582 and diffuse calcifications (CMI=0.0112)
and (4) SNP rs4666451 and oval masses (CMI=0.0100).

4 Discussion

We found that adding the 22 genetic polymorphisms to the 49 radiologist-reported mammographic findings statis-
tically significantly increased the accuracy (as measured by AUC-ROC) of our Bayesian network model, despite a
small sample size. In our preliminary exploration of genotype/phenotype relationships, we identified 4 potentially
noteworthy interacting pairs between the genetic variants and the mammographic findings. These observations im-
ply that radiologists may benefit from the availability of patient genotype information when they are making their
interpretations of mammogram results.

Statistical models by Gail4,5 and Wacholder et al6 added genetic risk factors to epidemiologic risk factors and found
modest improvements in predictive performance. All of these studies used all or a portion of the carefully validated
and widely disseminated Gail model (a logistic regression model) as the baseline model. The variables included in the
most recent analysis6 were the number of first-degree relatives with a diagnosis of breast cancer, age at menarche, age
at first live birth, study entry year, and the number of previous breast biopsies. These investigators added 10 common
genetic variants associated with breast cancer in 5,590 case subjects and 5,998 controls. They found that the AUC
of the non-genetic model was 0.580, whereas the model with genetic component added (10 SNPs) revealed an AUC
of 0.618. Importantly, no model to date has included mammography features describing breast findings. It is not
surprising that our discriminative abilities are superior to prior models because we are using highly predictive features
from mammography including abnormality descriptors and breast density, which to date, have not been included in
previous models. Therefore, we are encouraged by our promising preliminary results.

With the contingency tables in Table 4, we further explore the four interacting pairs from a clinical standpoint:

• SNP rs1045485 (rs17468277) and pleomorphic calcifications: The protective minor allele C of SNP rs1045485
was associated with a reduced risk of breast cancer in the genome-wide association study12 with an allelic
odds-ratio 0.88, and we observe that the allelic odds-ratio in the Marshfield Clinic population is 0.86. Two
earlier studies31,32 found that polymorphisms in CASP8 (rs1045485 and rs1045485/rs17468277) appeared to
be specifically associated with a reduced risk of ductal tumors. Generally, pleomorphic calcifications are a
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malignant descriptor on mammograms indicating ductal carcinoma in situ. We observe 60 cases and 70 controls
with pleomorphic calcifications in our data. However, 13 out of the 70 controls carry the minor allele C of
rs1045485 whereas only 3 out of the 60 cases carry the minor allele. Therefore, when the person does not carry
C at rs1045485 and develops pleomorphic calcification, it is more likely the abnormality is malignant.

• SNP rs2180341 and dystrophic calcifications: The risky minor allele G of SNP rs2180341 was identified to be
associated with an increased risk of breast cancer in the genome-wide association study16 with an allelic odds-
ratio 1.41, and we observe that the allelic odds-ratio in the Marshfield Clinic population is 1.10. Our odds-ratio
estimate is consistent with a recent study33 in which the allelic odds-ratio is estimated to be 1.07 in the Cypriot
population. Dystrophic calcification is generally a benign descriptor on mammograms although we observe 10
cases and 9 controls with dystrophic calcification in our data. However, none of the cases carry the minor allele
G of SNP rs2180341 whereas 3 of the 9 controls carry the minor allele G. Therefore, dystrophic calcifications
continue to be a benign feature even if a woman carries the minor allele G of SNP rs2180341.

• SNP rs2981582 and diffuse calcifications: SNP rs2981582 lies in intron 2 of FGFR2 (fibroblast growth factor
receptor 2), and its risky allele T has been identified to be associated with an increased risk of breast cancer
in several studies10,18,16,15,9 with an allelic odds-ratio 1.2610, and we observe that the allelic odds-ratio in the
Marshfield Clinic population is 1.18. Diffuse calcifications on mammograms are generally benign. In our
dataset, we observe in total 22 people (11 cases and 11 controls) with diffuse calcifications. However, 20 of the
22 people carry the minor allele T of SNP rs2981582, and the 2 people not carrying allele T are both cases.

• SNP rs4666451 and oval masses: The protective minor allele A of SNP rs4666451 was associated with a reduced
risk of breast cancer in a previous genome-wide association study10 with an allelic odds-ratio 0.97, and we
observe the allelic odds-ratio in the Marshfield Clinic population is 0.83. Among the 404 breast cancer cases
and 399 controls, there are only 11 subjects (2 cases and 9 controls) whose mammograms exhibit oval masses.
However, all the controls carry the minor allele A of rs4666451, whereas neither of two cases carry the minor
allele A. Oval masses are generally benign indicators, and we can further strengthen this belief if we know the
person also carries minor allele A of SNP rs4666451.

There are some unavoidable limitations in our study, due to the inherent difficulty of collecting a rich multi-relational
dataset. First, the sample size is small compared with large-scale genome-wide association studies10,18,16,15,9. How-
ever, other studies do not include mammography features or abnormality data4,5,6. Second, all the mammogram reports
in the original database are in free text, rather than structured reports. Although we extract the features with an ac-
curate parser24,25, this extra step introduces noise, and in particular may miss important features for certain subjects.
Third, for each SNP we pick the mammography feature with highest CMI value among the 49 mammography features.
Although we evaluate the 95% confidence intervals for the CMI’s, the selected mammography features may appear
promising by chance. This risk of false positive association generated by this CMI analysis is further exacerbated by
small sample size. However, exploring genotype/phenotype relationships is only a secondary goal of this project and
we approach this analysis with caution, realizing we need more data and refined methodologies to validate our findings
and to eliminate selection bias or the multiple comparison effect.

5 Conclusion

Our study represents the first exploration of breast cancer risk prediction using genetic polymorphisms along with
mammography features. The fact that genetic risk factors improve risk prediction to a statistically significant degree
raises the possibility that stratification based on these risk factors may provide an opportunity to personalize care.
In addition, we plan to further develop the concept of exploring genotype/phenotype relationships to shed light on
disease processes that may, in the future, improve diagnosis and treatment. Though we fully realize the necessity of
increasing our sample size to validate these promising preliminary results, we are cautiously optimistic of the power
of multi-relational databases, like the one we have constructed, both to test risk prediction hypotheses and engage in
data-mining that would not otherwise be possible.

883



Acknowledgements

The authors acknowledge the support of the Wisconsin Genomics Initiative, NCI grant R01CA127379-01 and its
ARRA supplement 3R01CA127379-03S1, NIGMS grant R01GM097618-01, NLM grant R01LM011028-01, NIEHS
grant 5R01ES017400-03, the UW Institute for Clinical and Translational Research (ICTR) and the UW Carbone
Cancer Center.

References

[1] Nelson HD, Tyne K, Naik A, Bougatsos C, Chan BK, Humphrey L. Screening for breast cancer: an update for
the US preventive services task force. Ann Intern Med. 2009;151:727–737.

[2] Schousboe JT, Kerlikowske K, Loh A, Cummings SR. Personalizing mammography by breast density and other
risk factors for breast cancer: analysis of health benefits and cost-effectiveness. Ann Intern Med. 2011;155:10–
20.

[3] Gail MH, Brinton LA, Byar DP, Corle DK, Green SB, Schairer C, et al. Projecting individualized proba-
bilities of developing breast cancer for white females who are being examined annually. J Natl Cancer Inst.
1989;81(24):1879–1886.

[4] Gail MH. Discriminatory accuracy from single-nucleotide polymorphisms in models to predict breast cancer
risk. J Natl Cancer Inst. 2008;100(14):1037–1041.

[5] Gail MH. Value of adding single-nucleotide polymorphism genotypes to a breast cancer risk model. J Natl
Cancer Inst. 2009;101(13):959–963.

[6] Wacholder S, Hartge P, Prentice R, Garcia-Closas M, Feigelson HS, Diver WR, et al. Performance of common
genetic variants in breast-cancer risk models. N Engl J Med. 2010;362(11):986–993.

[7] American College of Radiology and American College of Radiology BI-RADS Committee. Breast imaging
reporting and data system. American College of Radiology; 1998.

[8] Friedman N, Geiger D, Goldszmidt M, Provan G, Langley P, Smyth P. Bayesian network classifiers. Machine
Learning. 1997;p. 131–163.

[9] Thomas G, Jacobs KB, Kraft P, Yeager M, Wacholder S, Cox DG, et al. A multistage genome-wide asso-
ciation study in breast cancer identifies two new risk alleles at 1p11.2 and 14q24.1 (RAD51L1). Nat Genet.
2009;41(5):579–584.

[10] Easton DF, Pooley KA, Dunning AM, Pharoah PDP, Thompson D, Ballinger DG, et al. Genome-wide association
study identifies novel breast cancer susceptibility loci. Nature. 2007;447(17529967):1087–1093.

[11] Stacey SN, Manolescu A, Sulem P, Rafnar T, Gudmundsson J, Gudjonsson SA, et al. Common variants on
chromosomes 2q35 and 16q12 confer susceptibility to estrogen receptor-positive breast cancer. Nat Genet.
2007;39(7):865–869.

[12] Cox A, Dunning AM, Garcia-Closas M, Balasubramanian S, Reed MWR, Pooley KA, et al. A common coding
variant in CASP8 is associated with breast cancer risk. Nat Genet. 2007;39(17293864):352–358.

[13] Odefrey F, Stone J, Gurrin LC, Byrnes GB, Apicella C, Dite GS, et al. Common genetic variants associated with
breast cancer and mammographic density measures that predict disease. Cancer Res. 2010;70(20145138):1449–
1458.

[14] Ahmed S, Thomas G, Ghoussaini M, Healey CS, Humphreys MK, Platte R, et al. Newly discovered breast cancer
susceptibility loci on 3p24 and 17q23.2. Nat Genet. 2009;41(19330027):585–590.

[15] Stacey SN, Manolescu A, Sulem P, Thorlacius S, Gudjonsson SA, Jonsson GF, et al. Common vari-
ants on chromosome 5p12 confer susceptibility to estrogen receptor-positive breast cancer. Nat Genet.
2008;40(18438407):703–706.

884



[16] Gold B, Kirchhoff T, Stefanov S, Lautenberger J, Viale A, Garber J, et al. Genome-wide association study pro-
vides evidence for a breast cancer risk locus at 6q22.33. Proc Natl Acad Sci U S A. 2008;105(18326623):4340–
4345.

[17] Zheng W, Long J, Gao YT, Li C, Zheng Y, Xiang YB, et al. Genome-wide association study identifies a new
breast cancer susceptibility locus at 6q25.1. Nat Genet. 2009;41(19219042):324–328.

[18] Hunter DJ, Kraft P, Jacobs KB, Cox DG, Yeager M, Hankinson SE, et al. A genome-wide association
study identifies alleles in FGFR2 associated with risk of sporadic postmenopausal breast cancer. Nat Genet.
2007;39(17529973):870–874.

[19] Kelemen LE, Sellers TA, Vachon CM. Can genes for mammographic density inform cancer aetiology? Nat Rev
Cancer. 2008;8(18772892):812–823.

[20] Biong M, Gram IT, Brill I, Johansen F, Solvang HK, Alnaes GIG, et al. Genotypes and haplotypes in the insulin-
like growth factors, their receptors and binding proteins in relation to plasma metabolic levels and mammographic
density. BMC Med Genomics. 2010;3(9).

[21] McCarty C, Wilke R, Giampietro P, Wesbrook S, Caldwell M. Marshfield Clinic Personalized Medicine Research
Project (PMRP): design, methods and recruitment for a large population-based biobank. Personalized Med.
2005;2:49–79.

[22] Baker JA, Kornguth PJ, Lo JY, Williford ME, Floyd CE. Breast cancer: prediction with artificial neural network
based on BI-RADS standardized lexicon. Radiology. 1995;196(3):817–822.

[23] Burnside ES, Davis J, Chhatwal J, Alagoz O, Lindstrom MJ, Geller BM, et al. Probabilistic computer model
developed from clinical data in national mammography database format to classify mammographic findings.
Radiology. 2009;251(3):663–672.

[24] Nassif H, Wood R, Burnside ES, Ayvaci M, Shavlik J, Page D. Information extraction for clinical data mining: a
mammography case study. In: IEEE International Conference on Data Mining (ICDM’09) Workshops. Miami,
Florida; 2009. p. 37–42.

[25] Percha B, Nassif H, Lipson J, Burnside E, Rubin D. Automatic classification of mammography reports by BI-
RADS breast tissue composition class. J Am Med Inform Assn. 2012;19(5):913–916.

[26] Kahn Jr CE, Roberts LM, Shaffer KA, Haddawy P. Construction of a Bayesian network for mammographic
diagnosis of breast cancer. Comput Biol Med. 1997;27(1):19–29.

[27] Burnside ES, Rubin DL, Shachter RD. Using a Bayesian network to predict the probability and type of breast
cancer represented by microcalcifications on mammography. Stud Health Technol Inform. 2004;107:13–17.

[28] Lowd D, Domingos P. Naive Bayes models for probability estimation. In: Proceedings of the 22nd international
conference on machine learning; 2005. p. 529–536.

[29] Hall M, Frank E, Holmes G, Pfahringer B, Reutemann P, Witten IH. The WEKA data mining software: an
update. SIGKDD Explor Newsl. 2009;11(1):10–18.

[30] Fawcett T. An introduction to ROC analysis. Pattern recognition letters. 2006;27(8):861–874.

[31] MacPherson G, Healey CS, Teare MD, Balasubramanian SP, Reed MW, Pharoah PD, et al. Association of a
common variant of the CASP8 gene with reduced risk of breast cancer. J Natl Cancer Inst. 2004;96(24):1866–
1869.

[32] Frank B, Bermejo JL, Hemminki K, Klaes R, Bugert P, Wappenschmidt B, et al. Re: association of a common
variant of the CASP8 gene with reduced risk of breast cancer. J Natl Cancer Inst. 2005;97(13):1012.

[33] Loizidou MA, Hadjisavvas A, Ioannidis JP, Kyriacou K. Replication of genome-wide discovered breast cancer
risk loci in the Cypriot population. Breast cancer research and treatment. 2011;128(1):267–272.

885



  

Schema Builder: A Web-based User Interface for Authoring and Sharing 
Natural-Language Processing Schemas 

Yang Liu1, Melissa Castine1, Matthew Hong1, Harry Hochheiser PhD2,  
Wendy W. Chapman PhD1 

1University of California, CA; 2 University of Pittsburgh, PA 

Abstract 

We present Schema Builder, a web-based user interface to create NLP schemas representing variables to be 
extracted from clinical text. Schema Builder allows the user to create rich concept-oriented, unambiguous schemas 
that consist of definitions, linguistic and semantic attributes, synonyms, and mappings to standardized vocabularies. 
The application assists the user by leveraging a detailed generic NLP schema and providing candidate lists for 
synonyms, definitions, and concepts from standardized vocabularies. Schemas can be shared among users.  

Introduction 

Clinical research, quality assessment, and decision support often require targeted extraction of information from 
clinical narratives. Natural Language Processing (NLP) systems generate multi-layered, complex annotations that 
can be queried to assess the presence of the targeted information; however, extensive NLP expertise is required to 
create the queries. Schema Builder addresses the gap between the NLP system output and the targeted information 
needs of domain experts by providing a user interface to assist domain experts in building rich concept-oriented, 
unambiguous schemas that can be used to map to NLP annotations. It will also facilitate collaborative development. 

Schema Builder Use Case 

A researcher wishes to assess the quality of colonoscopy exams. He logs in to Schema Builder and creates a schema 
for the project. First, he creates a patient variable to identify patients at least 50 years of age. Schema Builder 
leverages our generic schema ontology to structure the variable based on the patient class and its allowable 
properties (e.g., age, race, sex). He creates a disease variable for colorectal cancer and selects linguistic modifiers 
for certainty, experiencer, and temporality to expand the variable to family history of colorectal cancer. Schema 
Builder queries the UMLS and presents concept candidates. The researcher selects the best matching concept and 
can apply the definition provided by the UMLS, Wikipedia, or other online sources. Second, the researcher can 
assign values to attributes that are specific to the semantic type of the variable. For instance, he created a variable for 
the medication Moviprep bowel preparation and can therefore specify the dosage, route, and frequency. Third, he 
checks multiple synonym candidates that are retrieved from the UMLS, the Semantic Medline Database, and a large 
clinical report database. A new researcher creates a disease variable for colorectal cancer and finds there is already 
one created by a previous user. He clones this existing variable to his account and adds a linguistic attribute 
“Negated”, resulting in a variable No family history of colorectal cancer (as shown in the figure). The output of 
Schema Builder is an RDF or OWL file of NLP schemas instantiated with variables and their attributes that the user 
wants to identify in the text. The variables in the schema can now be used to query output from an NLP system to 
determine whether the variable occurs in a report.  

System Design  

Schema Builder is a multi-user web application built on Grails 
with rich HTML5 interactions provided by Dojo. Each user is 
permitted to create, edit and share schemas, and clone shared 
schemas or variables from other users. We use MongoDB as a 
document-oriented database to store schemas for high 
performance and also as a memory cache for fast searching.  

Future Work 

We are working on creating relationships between variables. After that, we will carry out user studies and perform 
iterative user interface design. We will use the output of Schema Builder to retrieve patient data and display relevant 
NLP annotations for retrospective chart review.  

Acknowledgment: This study is funded by NIH 1R01LM010964, VAHSR&D HIR 08-204. 
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Introduction and Background: Health Center-Controlled Networks (HCCNs) are consortia of 
community health centers (HCs) funded by the Health Resources and Services Administration 
(HRSA), an agency within the U.S. Department of Health and Human Services. In December 
2012, HRSA funded 37 HCCNs to advance health care quality through health information 
technology (health IT).  The HCCN program, which totals $20 million/year for an expected three 
year project period, has three main goals: 1) to advance the adoption of certified electronic health 
records (EHRs,) 2) to promote the participation of eligible providers (EPs) in the EHR incentive 
program from the Centers for Medicare & Medicaid Services commonly known as “Meaningful 
Use,” and 3) to improve quality through achieving Healthy People 2020 goals and through 
recognition of HCs as Patient-Centered Medical Homes (PCMHs). 

Methods: We analyzed grant application information from each of the HCCNs awarded funding 
in December 2012. We compiled descriptive data about the number of HCs and the number of 
EPs across the HCCN program. We determined baseline data about each HCCN, including the 
percentage of EPs participating in Meaningful Use, the percentage of HCs that have achieved the 
Healthy People 2020 goal on at least one measure reported in the Uniform Data System (UDS)1, 
and the percentage of HCs that have received PCMH recognition. 
 
Results: The HCCN grant program consists of 37 network grantees, which corresponds to 637 
HRSA-funded HCs, 3,113 clinical sites, and 12,095 eligible providers. Within each HCCN, the 
mean percentage of clinical sites that have adopted EHRs is 80% (range 29-100). The mean 
percentage of EPs who have registered and attested/applied for Meaningful Use payments is 61% 
(range 0-100), while the mean percentage of EPs who have received Meaningful Use payments 
is 54% (range 0-100). The mean percentage of HCs that have achieved the Healthy People 2020 
goal on at least one UDS clinical quality measure is 72% (range 0-100). The mean percentage of 
HCs that have achieved PCMH recognition is 26% (range 0-70). 
 
Discussion and Conclusion: The HCCN grant program has substantial reach and has the 
potential to improve the quality of health care for millions of underserved and medically 
vulnerable people served by HRSA-funded HCs. While some HCs are already advanced in terms 
of health IT adoption, significant variation exists. Many HCs are still at the beginning stages of 
EHR implementation. Further, significant work remains to find innovative ways to capture, 
analyze, and return actionable data for quality improvement at the HC level. The HCCNs are 
uniquely positioned to fill this need. 

1 The Uniform Data System (UDS) is a core set of information appropriate for reviewing the 
operation and performance of health centers. Health centers report UDS data to HRSA annually. 
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Abstract: Traditional infobutton processing occurs ‘on-demand’, with data exchange occurring between electronic 

health record (EHR) clients and information resources (e-resources) in real-time. This real-time system approach lacks 

the ability to cache and reuse the results from previous infobutton requests and limits the system’s flexibility in 

extending infobutton functionalities. We propose an innovative infobutton system that incorporates search and indexing 

technology. This approach for infobutton delivery is better suited for analyzing and extracting content from e-

resources, and provides a better platform for integrating semantic web technologies. 

Introduction 

Infobuttons provide clinicians with access to context-specific information to support patient care decision-making. 

Promoted by Meaningful Use incentives and enabled by the HL7 Infobutton Standard,
1
 infobuttons are becoming an 

important function in modern Electronic Health Records (EHR). Intermountain Healthcare has constructed and 

maintained an infobutton manager for over 10 years
2
.  

Most infobutton systems identify relevant online information resources (e.g., UpToDate, Micromedex), and content in 

real-time. This process leads to three important limitations. First, session information is lost after a user closes the 

session. When another user opens the same session the same infobutton process will be repeated, without any awareness 

of previous similar sessions. Second, real-time processing precludes the computation of a global relevance score across 

information resources. Third, little is known about the content available in e-resources until a search is performed. A 

potential solution to these limitations is to split the infobutton manager into online and offline components. By applying 

search engine techniques, the process to extract information from e-resources can be automated. This approach extends 

the flexibility of our infobutton manager by supporting relevance scores of all the related e-resources, extracting short 

summaries for each of the e-resource responses, supporting non-HL7 compliant e-resources with an internal 

indexing/response engine, and providing a platform to integrate semantic web technologies.  

Methods 

The infobutton system will be composed of online and offline services. The offline service will support content 

indexing while the online service will support content search and retrieval, and user interface rendering. The offline 

service can provide several functions: scanning concepts with contexts, parsing and extracting documents, and putting 

all the interested content into index files. The offline service is capable of handling various document formats, including 

XML, HTML, WORD, and PDF files. It provides a backend knowledgebase represented using semantic web 

technologies for infobutton. When the EHR or patient portal sends an infobutton request, the online service will query 

against the index documents that are built from the offline service, instead of searching e-resources in real-time. 

Implementation Status 

We are implementing this new infobutton system for trial use within systems at Intermountain Healthcare. Currently, 

the input concepts cover domains including laboratory tests, microbiology, problem lists, and medications. Context 

attributes supported by the engine include patient age, gender, problems, family history, laboratory test results, and 

medications. We created a list of related e-resources from the infobutton manager engine for each concept with its 

specific context. The parser reads and analyzes document content. We use APACHE Lucene to index the parsed 

content. When triggered by a user’s request, infobutton queries are processed using a set of contextual attributes that are 

automatically captured by the EHR and passed to the infobutton manager through a URL. In return, the infobutton 

system provides relevance scores and extracted summaries in an XML response compliant with the HL7 Infobutton 

Standard.  

Discussion 

The proposed infobutton system applies search engine techniques to add summaries and relevance scores to the output 

stream. Our proposed system can improve the performance of the existing infobutton system and enhance the 

reusability of knowledge responses from e-resources. By adding the offline analytic service to the infobutton workflow 

process, we anticipate that we will be able to integrate more functionalities such as computing relevance score of e-

resources, extracting summaries for each document, and supporting semantic web technologies. 
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ABSTRACT 

Understanding clinical workflow is critical for researchers and healthcare decision makers. Current 

workflow studies tend to oversimplify and underrepresent the complexity of clinical workflow. Continuous 

observation time motion studies (TMS) could enhance clinical workflow studies by providing rich quantitative data 

required for in-depth workflow analyses. However, methodological inconsistencies have been reported in continuous 

observation TMS, potentially reducing the validity of TMS’ data and limiting their contribution to the general state 

of knowledge. We believe that a cornerstone in standardizing TMS is to ensure the reliability of the human 

observers. In this manuscript we review the approaches for inter-observer reliability assessment (IORA) in a 

representative sample of TMS focusing on clinical workflow. We found that IORA is an uncommon practice, 

inconsistently reported, and often uses methods that provide partial and overestimated measures of agreement. Since 

a comprehensive approach to IORA is yet to be proposed and validated, we provide initial recommendations for 

IORA reporting in continuous observation TMS. 

BACKGROUND AND RATIONALE 

Understanding the complexity of clinical workflow provides researchers and administrators with the 

necessary knowledge to assess some of the most critical issues in healthcare, such as: increasing patient safety by 

detecting medication errors1,2, improving quality of care by assessing timeliness of treatments3,4 and procedures5,6, 

productivity7,8 and efficiency9,10, integrating health information technologies and data management platforms11,12, 

and optimizing clinicians workload and time allocation13,14. Clinical workflow is commonly studied using qualitative 

approaches (ethnographic studies and interviews15), while quantitative methods use variations of time motion 

studies16,17. Time motion studies (TMS) were originally developed in industrial engineering and focused on the 

analysis of movements in a task with an emphasis on the amount of time required to perform the task18. Several 

different techniques have been compared for collecting quantitative workflow data19,20,21 (external observers, self-

reports or databases analysis; work sampling vs. continuous observation), defining the use of an external observer as 

the gold standard to quantify clinical workflow22,23.  

It is a common practice among workflow researchers to use a combination of both qualitative and 

quantitative methods. Typically, researchers interpret and model qualitative data onto theoretical activity diagrams24, 

and then enrich the abstracted workflow with time-data25 by having observers record the duration of expected 

ordered milestones26. For example, a common practice in medication administration studies is to develop an 

idealized medication administration flowchart, and then have observers time the duration of each predicted step27,28. 

However, that practice does not take into account interruptions and the intrinsic variability of nursing workflow29. 

A more direct and exhaustive approach towards clinical workflow has been recently introduced within 

continuous observation TMS: workflow time studies. In this variation of continuous observation TMS, observers 

continuously follow a subject for a predefined period of time and record tasks as they occur, producing a data 

schema of time-stamped sequences of tasks30,14. This technique allows observers to track unexpected instances of 

tasks, accounting for task fragmentation, interruptions, and the real-world variability of clinical workflow. However, 

this approach substantially increases the burden on observers, raising concern on observers’ reliability. While the 

introduction of electronic time capture tools has facilitated the recording process by allowing observers to direct 

their attention on the subjects being studied31, the benefits of this methodology to workflow studies might be 

impeded by the complexity of the data capture process, producing unreliable data due to overburdened observers. 

The potential contributions of continuous observation TMS to clinical workflow studies could be meaningfully 

exploited only if the concerns regarding observer reliability can be overcome: the quantitative assessment of 

observers’ reliability should be methodically assessed and reported in a standardized fashion. 
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OBJECTIVE 

 In this report, we aim to contribute to the validation of clinical workflow continuous observation time-

motion studies by analyzing the diverse practices to inter-observer reliability as found in a representative sample of 

reports describing such studies, and further, by assessing their suitability and appropriateness. Specifically, we 

intend to: 

1) Describe the current approaches in inter-observer reliability assessment (IORA) by researchers studying 

clinical workflow using continuous observation time motion studies in the last five years [2008-2012]. 

2) Assess the features and limitations of the methods reported. 

3) Synthesize the preceding analyses and propose a set of recommendation concerning how to address gaps in 

knowledge and practice pertaining to the use of IORA in workflow studies. 

METHODS 

Search Strategy. We concentrated our search effort on PubMed since the focus of our research question is restricted 

to the biomedical domain. We included articles published in English between January 2008 and December 2012, and 

selected the initial query terms based on a subject matter expert driven heuristics. After doing iterative refinement of 

the search strategy, the main query terms included were “Time and Motion Studies”, “Workflow”, “Observation” 

and “Activity,” We filtered out sports related publications because of a decrease in the specificity of the query by 

retrieving mostly motion studies using tracking devices. The query was run on March 2013 and returned 152 

citations [Figure 1]. 

Study Selection. Our study focused on clinical workflow studies using a continuous observation time motion 

methodology: observers having the ability to capture instances of occurring tasks and time-stamping or recording 

their duration. Thus, we excluded non-clinical studies, studies using other time motion approaches (work sampling, 

self-reports, database time-stamps), studies using a unit of timing other than seconds, and studies focusing 

exclusively on timing predefined unique instances of 

milestones in a confined process. The exclusion 

process was conducted by an MD (ML) and an 

RN/PhD in biomedical informatics (PY), both with 

extensive experience with time motion studies. A 

final manual search for potential articles not detected 

by our query and that met the inclusion criteria was 

also conducted. 

Data extraction. An MD (ML) and a PhD candidate 

in biostatistics (SB) fully assessed the included 

articles and extracted data regarding the presence of 

an inter-observer reliability assessment instance, the 

method(s) used (if any) and the value(s) reported.  

Data analysis. Descriptive statistics of the relative 

occurrences of IORA and the methods used were 

summarized. When IORA was reported, a deep 

analysis of the implemented method was attempted. 

RESULTS 

The 152 titles/abstracts were reviewed 

excluding 62 articles. The remaining 90 articles were 

fully reviewed, excluding 50 additional articles. A 

manual search returned an additional 9 articles 

meeting our inclusion criteria but not detected by our 

query. These 49 articles studying clinical workflow 

using continuous observation TMS were fully 

assessed.  

Manual search 

Exclusion 

("Time and Motion Studies"[Mesh] OR "time and motion study"[Title/Abstract] 

OR "time motion study"[Title/Abstract] OR "time-motion study"[Title/Abstract]) 

AND ("Workflow"[Mesh] OR "Workflow"[Title/Abstract] OR 

"Observation"[Title/Abstract] OR "Observation"[Mesh] OR 

"Activities"[Title/Abstract] OR "Activity"[Title/Abstract]) 

NOT "Sports"[Mesh] NOT "Exercise"[Mesh] NOT "Review"[Publication Type]  

AND English[lang] AND "2008/01/01"[PDAT] : "2013/01/01"[PDAT] 

Title/Abstract screen 

(n=152 references) 

Full text articles assessed 

for eligibility  

(n=90 papers) 

Articles for Full Review 

(n=40 papers) 

49 Articles for Full Review 

Articles excluded (n=50) 

     Unable to access full text 

and Previous reasons 

Abstracts excluded (n=62) 

No TMS, Not Clinical, other 

than continuous observation, 

not seconds, milestone tracking. 

PubMed Query 

Relevant Articles 

from Citations (n=9) 

Exclusion 

Figure 1: Search strategy 
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Of the 49 reviewed articles, 47%(23) did not report having conducted any kind of inter-observer reliability 

assessment. Of those, 6%(3) recognized the lack of IORA as a limitation in their discussion. Among those who 

reported an IORA, 50%(13) did not specify the method used to calculate the reported value, while 23%(6) used the 

kappa-coefficient, and the rest used Pearson product-moment correlation, Spearman correlation, interclass 

correlation coefficient, percentage agreement or Bland-Altman. Two articles used a combination of intraclass 

correlation and kappa [Table 1]. 

When assessing articles who reported IORA, the values reported are systematically high. Within the same 

methods, authors do not follow a pattern for reporting values. For example, among those who reported a kappa 

coefficient, some reported a point value, while others reported a lower boundary, or a range, rarely accompanied by 

a confidence interval [Table 2]. 

DISCUSSION 

We found that the reporting of inter-observer reliability is often incomplete and inadequate. Our results 

bring awareness of several potential limitations of the current practices for conducting IORA: the lack of 

consistency of conducting and reporting IORA appropriately, the intrinsic limitations of some of the methods used, 

and partial data integrity assessment by only evaluating one dimension of the data captured. 

Lack of consistency of conducting and reporting 

IORA 

Every data collection method requiring a 

human interface is subject to variability and error in 

the data capture process. In order to minimize and 

handle that variability, first it has to be recognized, 

taken into account and measured, thus allowing 

researchers to conduct a meaningful analysis of the 

data. TMS are not an exception to the rule: the 

value that continuous observation TMS could add to 

workflow studies depends entirely on the raters’ 

experience, focus, and ability to capture reliable 

information of the environment observed. Also, 

reliability and agreement are not fixed properties of 

measurement tools, but rather the product of 

interactions between the tools, subjects and the 

environment under study.32 Hence, IORA should be 

a methodic practice in every TMS. 

In our review, 23 out of 49 articles (47%) 

did not report any form of assessment of IORA, and 13 out of the 26 articles (50%) that reported having conducted 

an IORA did not specify the method used to calculate the values declared.  

The report of IORA statistics were found to be in various formats, including the average percentage 

agreement, the minimum of agreement, a single agreement statistic, or accompanied by a 95% confidence interval 

for the statistics. Even for the authors who specified a method, important information such as the data used for 

calculating reliability and a brief mention of the implementation of the statistical method were systematically 

underreported.  For example, the kappa coefficient is an appropriate measure of reliability, but it is known to be 

influenced by the prevalence of the attribute and the number of categories33,34. For two pairs of observers that have 

the same percentage agreement, the values of the kappa coefficients can be different depending on the specific 

numbers of paired data that agree and disagree34. Therefore, it is difficult for readers to interpret and rely on the 

validity of the studies when not knowing the details of the calculation.  

IORA reported n % 

YES 

single method reported 

  
 Kappa-coefficient 6 12% 

 Pearson product-moment correlations 1 2% 

 Spearman correlation 1 2% 

 interclass correlation coefficient 1 2% 

 percentage agreement 1 2% 

 Bland-Altman 1 2% 

 not specified 13 27% 

multiple methods reported 

  
 intraclass correlation & Kappa 2 4% 

NO     23 47% 

  

Total 49 100% 

Table 1: Inter-observer reliability assessments current practices. 
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It is also important to point out that 

researchers should be aware of two types of 

observer reliability: the intra-observer and inter-

observer reliability. The intra-observer 

reliability (also known as test-retest) assesses 

the variability of a single observer's 

measurements over time, and thus requires 

repeated or replicated data within each 

observer. Given the nature of the inherent 

fluctuating and changing nature of clinical 

processes, intra-rater reliability assessments are 

impractical in continuous observation TMS. 

The inter-observer reliability assesses 

agreement between different observers 

following the same set of subjects, thus is an 

appropriate measure for the reliability in TMS. 

Nevertheless, we found that most studies only 

conducted inter-rater reliability assessments 

prior to data capture in a pilot study. We feel 

that researchers should conduct and report “in-

study” IORA as well in order to control for 

observers’ drift: observers changing rating 

practices over time35. 

 

Intrinsic limitations of methods used 

Among the studies that reported an 

IORA statistics, the most common ones are 

kappa coefficient36, intraclass correlation 

coefficient37 Spearman or Pearson’s correlation 

coefficient, and the Bland-Altman plot38. One 

study39 reported interclass correlation 

coefficient, though we believe that it could be a 

typo. The intraclass correlation coefficient is the 

appropriate definition and measure of 

reliability, not interclass correlation coefficient. 

The kappa coefficient and the 

intraclass correlation coefficient are the 

traditional approaches for assessing agreement 

in categorical data and continuous data, 

respectively41. The kappa coefficient is a 

measure of correlation between categorical 

variables. It has meaning beyond percentage 

agreement corrected for chance. In addition, 

kappa coefficient is designed to measure 

correlation between nominal data (e.g. task 

frequency, number of task categories), but not 

for ordinal data (task order)42. The intraclass 

correlation coefficient is a popular reliability 

measure for continuous data (mean duration time/task), defined as the ratio of the variance of between-observer 

values to the variance of the total (within + between) observed values. It relies on the correct assumption of the 

analysis-of-variance models where the variance components are estimated from. In our review, we found that when 

a statistic was reported, most studies used kappa coefficient for task frequency, and intraclass correlation coefficients 

for mean duration time, but only 9 articles (18%) reported such appropriate statistics. 

Method used value reported details 

Kappa-
coefficient 

0.86 p<0.001 

0.94 -- 

0.78, 0.66 -- 

0.94-0.96 -- 

>0.89 -- 

0.97 95%CI[0,91;1] 

0.82 95%CI[0,61;1] 

0.71 t=41.6, p=0.00 

Pearson 
product-
moment 

correlations 

0.93, 0.89, 0.96 -- 

Spearman 
correlation 

r=0.89 and 0.86 
(frequency) 

r=0.85 and 0.84 
(duration) 

-- 

interclass 
correlation 
coefficient 

>0.95 95%CI[0.85;1] 

percentage 
agreement 

>=85% -- 

Bland-Altman -0.06 95%CI[-0.284;0.164] 

intraclass 
correlation 

0.99   

0.96   

not specified 

85% range 85%-98% 

79% -- 

>80% -- 

78% -- 

82% -- 

>88% -- 

88% -- 

>85% -- 

0.96 -- 

>85% -- 

>85% 95%CI[72%;89%] 

>95% -- 

73% -- 

Table 2: Type and magnitude of values reported for each 
method used 
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The Bland-Altman plot and Limit-of-Agreement estimates (LoA) is the most popular agreement tool used 

by medical researchers in clinical studies. It is a simple approach that is based on the pairwise difference between 

measurements made by the two observers on the same subject, accompanied by the Bland-Altman plot. The Bland-

Altman plot is a scatter plot of the difference versus the average of the readings made by the two observers. It 

provides a visual examination of the outliers and the magnitude of the disagreement, and it is also used to check the 

assumption of the LoA estimates.  For proper inference, the LoA estimates should be compared with a pre-specified 

clinically acceptable range.  In TMS studies, the usual setting involves the comparison of two observers, therefore 

the LoA estimates is an appropriate tool for assessing IORA. However, in our review, only one article used a Bland-

Altman plot, but it did not provide the Bland-Altman plot or report LoA estimates, nor did it mention the pre-

specified acceptable range40.  

The percentage agreement, Spearman’s correlation and Pearson’s correlation coefficients are inappropriate 

for assessing IORA. The percentage agreement ignores the multiple dimensions of the TMS data. The simplification 

of TMS data to calculate percentage agreement can create arbitrarily high agreement statistics, as with the example 

we discussed earlier with kappa coefficient. The Pearson’s correlation coefficient only assesses the linear association 

of measurements between two observers, but not their agreement43. The Spearman's correlation is a nonparametric 

measure of the association between paired measurements. Similar to Pearson’s correlation, it also does not quantify 

the agreement. Despite the fact that these statistics are not recommended by statisticians in agreement studies, we 

found that these methods are still being used when assessing IORA in TMS. 

Multidimensional data 

As workflow researchers, we are interested in every aspect of the clinical workflow: the sequence (order in 

which tasks occur), occurrence (time when tasks occur), count (number of tasks occurrences) and duration of tasks 

required to accomplish a goal. The multi-dimensionality of the data produced by continuous observation TMS 

provides the required information for such comprehensive analyses. Thus, each aspect should be taken into account 

when conducting inter-observer reliability to ensure that we are maintaining the integrity of data produced by TMS. 

To our knowledge, there is no study that has yet looked at the multiple dimensions of TMS for IORA: the 

appropriate methodology for IORA for the rich data of continuous observation TMS needs to be developed. In our 

review, 6%(3) were aware of this issue, and in an initial approach to a more comprehensive approach, they 

attempted to use a combination of 2 methods44,45 (intraclass correlation for time and kappa for categorization) or 

used Spearman’s correlation for both frequency and duration46.  

Recommendations 

Since a comprehensive approach to IORA is yet to be proposed and validated, researchers currently conducting 

TMS should at least report the methods implemented in an appropriate fashion. By following the Guidelines for 

Reporting Reliability and Agreement Studies (GRRAS)32, we encourage researchers in TMS to report the following 

information for IORA:  

 Identify in the abstract that IORA was assessed. 

 Assess the intra-observer reliability before and during the study to control for observer drift 

 Describe the measurement/data collection process 

 Describe the observer population, number, and duration of the observations 

 Describe the statistical analysis for IORA in details 

 Report estimates of IORA statistics including measures of statistical uncertainty (standard error, 95% CI) 

 Include citation if the magnitude of the IORA statistics is compared with a guideline 

 Provide detailed results and explanation of IORA in context if possible 

 Make the data available for method development of IORA in TMS 

 

LIMITATIONS 

 The use of a single database (PubMed/MEDLINE) might have limited the scope of the included articles for 

review, thus any study not indexed in MEDLINE or with insufficient methods description in the abstract might have 

been missed by our query.  
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CONCLUSION 

Inter-observer reliability assessments is not a common practice among clinical workflow TMS. When 

conducted, it is underreported, utilizes methods with limited applicability, and usually focuses only on one 

dimension of the data. Future directions of our work include the development and validation of a comprehensive 

method for IORA in TMS. The establishment of a comprehensive inter-observer reliability assessment method 

presents as the next crucial milestone in validating TMS’ contributions to clinical workflow studies, finally aiming at 

a meaningful and comprehensive time motion driven workflow analysis methodology.  
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ABSTRACT 

Patient-clinician communication plays a critical role in the health care process. Clinicians can impact 

patient behavior and improve overall health with a successful communication strategy. Harvesting the power of 

visualizations and interaction design, we present the development of a prototype for a health score visualization tool. 

Utilizing this web application loaded with validated health scoring algorithms, we expect to enhance the 

communication process between care providers and patients, facilitating the discussion for health promotion and 

disease prevention/management. 

INTRODUCTION 

Patient-clinician communication plays a critical role in the health care process. Patients’ perceptions of the 

value of the healthcare they receive are highly correlated with the quality of the interactions with their healthcare 

team.1 More importantly, effective communication between the two parties improves patients’ health outcomes 

through empowerment and participation in decision making, adherence to treatment and patient self-management.2,3,4,5 

Currently, chronic diseases are among the top causes of morbidity and mortality around the world.6 Most 

chronic diseases can be either prevented or controlled by behavioral changes such as modifying diet, increasing 

physical activity, quitting smoking and adhering to medications. Multiple studies have shown that a simple discussion 

about quitting smoking between a doctor and a current smoker increases the likelihood of a successful quit attempt 

and remaining a nonsmoker in the long term compared to no intervention.7 The positive impact of medical advice—

even without employing behavioral change theories or additional training — has proven successful in other behavioral 

realms such as reducing alcohol consumption, adhering to a healthy diet, and increasing physical activity.8,9 Enhancing 

an individual doctor’s capabilities to encourage behavioral change is easier to implement and involves lower costs 

than many other larger-scale public health interventions to address patient behavior. 10 

Humans recognize graphical patterns faster than written or verbal information and tend to retain more of it if 

two channels of communication are used synchronously11. Visual aids have been used successfully in the past to 

support key health information messages for patients; for example the use of icons to communicate risk for specific 

diseases. 12 Health providers routinely use clinical predictors and risk scores to assess patient health and incorporate 

these factors into decision support tools. However, these deliberations are often not shared with patients, hindering 

their ability to fully understand their own risks and evaluate the benefits and drawbacks of behavior change12–16  
We understand that optimizing doctor-patient communication offers a genuine opportunity to improve patient 

care17,18, that clinicians can produce changes in lifestyle when promoting healthy behaviors and that visualizations 

tend to facilitate the understanding of information. Although there are several “health calculators” available, they all 

have limitations that hinder their adoption and reduce their contribution to a patient encounter. Many provide a single 

scalar output that is hard for the patient to interpret. Other tools, for example those that render a graphical interface, 

only provide a static report page of the current status. These tools require full form resubmission to assess a potential 

different scenario (i.e. any potential changes the patient could make to improve health), and they are usually tied to a 

specific operative system or hardware. 

Accepting the theoretical premises, and having studied the limitations of existing alternatives, we envisioned 

a usable, dynamic, fast and non-disruptive health score calculator and visualization module that would enhance the 

communication process between health care providers and patients, facilitating discussions to promote health and 

prevent or manage disease. 

 

METHODS 

 

CONTEXT SCENARIO 

 Understanding context is crucial to interaction design: by defining the situation, expectation, involved 

individuals and their needs, we can create an application that will facilitate behavior modification. In this case, our 

setting was a private encounter between a physician and a patient in the examination room of an outpatient clinic. Our 

expectation was to create a tool to facilitate patients’ understanding of their current health status and effects of behavior 
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changes on their overall health. This information needs to be displayed in a simple manner and easy to understand by 

non-clinicians. In terms of clinician acceptance, the tool must not interfere with the usual clinical workflow and be 

available only when required. 

 

DESIGN 

Medical scores are usually calculated based on a combination of measurable parameters, either categorical 

or continuous variables, from which a final score is derived. Thus, we designed standard input objects that can be 

implemented for each individual parameter, and a global health indicator that would display a computed final score 

based on those individual parameters. In keeping with our aim of facilitating communication and patient 

comprehension, we strived to create an interface that would be quick and easy to understand by non-clinicians. Hence, 

we designed a “local” color indicator for each parameter using a common standard scheme where green, yellow and 

red represent ideal, intermediate and poor health, respectively. We also designed a normalized and color-coded final 

score ranging from 0% (poor health, red) to 100% (ideal health, green).  

 

INTERACTIVE INTERFACE 

A static representation of a patient’s current health status serves as a basis for discussion and shared decision 

making during an encounter. This functionality can be substantially enhanced by adding an interactive component to 

allow the patient to set behavior change goals and immediately assess the impact of these changes on the overall health 

score. This valuable feature can be extremely motivating for changing behaviors. To achieve this interactive capacity, 

we merged the input form and the visualization page into a single one-page application that allows for real-time data 

input and score calculation, thus avoiding navigating away and re-submitting. Each input listener triggers the 

calculation of the local color indicator based on the thresholds of the logic for the specific score in use, while also 

triggering a recalculation of the global health indicator.  

 

TOOL DEVELOPMENT 

While architecting the solution, we decided to create a lightweight, cross-platform, web application in lieu 

of a native application.  We made this decision in order to reach every potential user and not exclude users based on 

operating system or device, as well as to permit a potential future integration with existing electronic health records. 

We used standard free web technologies including HTML, CSS, JavaScript, jQuery and PHP. The “foundation 4” 

framework (ZURB19) provided us with a responsive design framework using the “mobile-first” paradigm, and we 

leveraged the touch-optimized web framework provided by jQuery mobile20 in order to build a device-agnostic touch-

capable solution. We selected jQuery and JavaScript to code the scoring algorithms, achieving client-side real-time 

calculations. The JustGage21 JavaScript library was used to render the scalable vector graphic (SVG) gauge displaying 

the final health score.  

 

PROTOTYPE SETTING: CARDIOVASCULAR HEALTH PROFILING 

As this project progresses, we intend to build scoring profiles for the major areas of care and clinical 

specialties, loading additional validated scores into our module. For this first prototype we decided to focus on one of 

the major public health problems in the U.S.: cardiovascular disease. Cardiovascular diseases account for the majority 

of deaths in the US and are a major cause of disability in the adult population. Adverse health behaviors are 

consistently associated with increased cardiovascular disease and stroke risk.22 Due to the prevalence and importance 

of cardiovascular disease, as well as the numerous modifiable behavioral factors that can reduce its risk, we decided 

to load the first prototype of our visualization and communication module with a cardiovascular health (CVH) 

calculator. We based our algorithm on a validated metric introduced by the American Heart Association (AHA) in 

Table 1. Measures of CV health in categories of poor, intermediate, and ideal.  

Modifiable factors Poor Health Intermediate Health Ideal Health 

Smoking status Yes Former ≤ 12 months Never or quit > 12 months 

Body mass index ≥30 kg/m2 25 - 29.9 kg/m2 <25 kg/m2 

Physical activity 0 minutes/week of 

moderate or vigorous 

1-149 min mod, 1-74 min vig, or 

1-149 min mod + vig 

≥150 min mod, ≥75 min vig, 

or ≥150 min mod + vig 

Healthy diet score 0 – 1 components 2 – 3 components 4 – 5 components 

Total cholesterol ≥240 mg/dL 200-239 mg/dL or treated to goal <200 mg/dL 

Blood pressure SBP ≥140 mmHg or 

DBP ≥90 mmHg 

SBP 120-139 mmHg or DBP 80-

89 mmHg or treated to goal 

SBP <120 mmHg and 

DBP <80 mmHg 

Fasting glucose ≥126 mg/dL 100-125 mg/dL or treated to goal <100 mg/dL 

 

898



  

201023 prevention campaign Life’s Simple 7.24 This CVH score classifies seven modifiable behaviors and factors into 

categories of ideal, intermediate, and poor CV health. Table 1 summarizes the risk factors used to build the algorithm.  

 

RESULTS 

The final prototype (figure 1) achieved all the specified requirements: we created a light-weight, mobile and 

touch friendly web-based app that provides a quick and easy way to represent health status and promote discussion 

between healthcare providers and patients. The prototype can be accessed at http://www.lopetegui.cl/much from any 

major web browser, and by default will load the cardiovascular health visualization module. 

Currently, the CVH calculator uses at least five of the seven “Simple 7” parameters in order to calculate the 

final health score. The two optional values are patient-entered responses about physical activity and diet that might 

take longer for the patient to populate. Thus, we decided to make these fields optional in order to lessen the time 

burden for patient or physician, and we implemented two different normalizations for the final score depending 

whether the two optional parameters are entered or not. 

Each single parameter has an input that triggers on any change. Accordingly, each time the value is updated, 

the score is recalculated for that parameter, changing the local color indicator to the corresponding color (green, yellow 

or red, for ideal, intermediate, or poor cardiovascular health, respectively). Concurrently, with each value change for 

any local parameter, the global indicator is recalculated and displays the new final score and the respective color. 

Although the form can be used as a standalone companion in any device and usually be populated in under a 

minute, we built the application to receive POST requests, thus enabling it to receive parameters electronically. In our 

local test environment, the application fully integrates with the electronic health record (EHR), available as a “best 

practice alert”. Under that category, the application is available in a non-disruptive manner. When the alert is accessed, 

it triggers an embedded instance of a web browser with the web app, posting the parameters directly from our EHR, 

and displaying the collection dates associated with each parameter. 

 

DISCUSSION 

We built this application to maximize the use of the discussion time during patient encounters in order to 

positively impact both providers and patients. First, on the provider side, the app can support and guide communication 

with the patient about modifiable risk factors. The date associated with each value in the app can also serve as a 

reminder that one of the parameters is missing or outdated, for example prompting the physician to order new labs. 

On the patient side, the app provides a visually attractive and clear way to understand current health status and discuss 

potential changes with a trusted provider. Furthermore, it can motivate behavior change through the dynamic interface. 

The interactivity of our app provides one of the major advantages over other existing tools such as the Simple 

7 web portal and many other health calculators. MUCH’s ability to display the overall health impact of individual 

behavior changes in real time provides physicians with a key tool to motivate behavioral change. Moreover, the 

responsiveness of our app makes it available to every potential user. Lastly, the use of JQuery mobile makes the app 

device-agnostic and touch-ready, allowing the use of touch devices, which can create a closer and more intimate 

patient-provider discussion while using the module.  

 

CURRENT EVALUATION 

 The application is currently being evaluated within a larger research project that studies stroke prevention in 

women 65 and older in the outpatient setting. That study intends to compare an aggregate cardiovascular health score 

of a cohort before and after the implementation of the tool, expecting to produce an improvement of CV health in the 

target population. Surveying clinicians and patients will provide us with data regarding usability acceptance, as well 

as a proxy on the time required to use the tool and its perceived usefulness in the encounter. Once we complete the 

evaluation of the CV health module, we may begin loading more score calculation modules for different diseases and 

specialties and validate those individually. 
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LIMITATIONS 

 The tool is currently limited since in the absence of advice from a medical professional, it does not provide 

additional advice to the patient accessing it directly from home. We intend to include additional information and 

recommendations based on the patient’s specific health conditions in future iterations of the tool. Additionally, when 

using mobile devices, the sliders are more sensitive than when using the app on widescreen desktops, making it harder 

to update an individual parameter to a desired value. In this context, text input should therefore be used instead. 

 

CONCLUSION 

We introduce our prototype named MUCH: Module for Understanding and Communicating Health. Our tool stands 

to make a positive impact on the efficiency and efficacy of communication between health care providers and patients, 

providing a visual framework to guide a current state discussion and to plan a behavior change. Ongoing evaluation 

of real world impact, usability, and acceptance of the tool will enable us to incorporate additional scoring algorithms 

and make this tool available to broader scenarios. 

Figure 1 Screenshot of the prototype 
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Introduction 

There are multiple potential benefits to providing decision making tools, clinical decision support (CDS), to nurses 

at the point of care who face increasingly high cognitive and temporal demands associated with increasing care 

complexity.  Identified barriers to effective use of CDS include: workflow interruption, alert fatigue and poorly 

designed human computer interface. Tailoring alert forms for alignment with individual preferences has the potential 

to improve the adoption of CDS, and could lead to improved decision making, higher quality care and better 

outcomes. The aim of this study was to identify nurse preferences for CDS alert forms and the demographic and 

experiential variables that are associated with these preferences.  

 

Methods 

We conducted a series of individual usability studies with a diverse group of 25 nurses with experience in medical 

surgical nursing. Nurses were recruited initially from 2 institutions with snowball sampling methods that expanded 

to 13 hospitals.  Data were collected in a computer simulation laboratory in 5 iterative cycles. In order to understand 

display preferences, alternative designs for two alert features were considered: evidence based rationale, data graph 

and actions in one long alert versus the same information accessible in 3 separate buttons and an interruptive display 

for easy visibility versus embedded in an access button.  Each subject was instructed to interact with a functional 

electronic nursing information system interface that used standardized terminologies, nursing diagnoses (NANDA-

I), interventions (NIC) and outcomes (NOC), to describe a handoff scenario and was asked to make decisions based 

on the patient information. Data collection methods included audio and videotaped unstructured think aloud and 

structured cognitive interviews. We coded preference data using morae software and examined by pair-wise 

correlations between the preferences and the demographic and experiential variables and preferences.   

Results 

The majority of nurses in our sample liked (1) the use of eye-catching animations and the color red to communicate 

urgency (19/25), (2) messaging with directive actions (15/25),(3) the ability to manipulate a problem list to prioritize 

care (14/25), (4) self contained alert feature with evidence, graph and suggested actions over a similar feature with 

information in separate buttons (16/25) and(5) interruptive visual display for important alerts over an access button 

(9/15). Although not statistically significant, there were some data trends and moderate correlations between the 

nurses’ demographic and experiential variables including: familiarity with NANDA-I, NIC and NOC predicting 

preference for embedded versus interruptive display (p=0.14), years of experience predicting less preference for 

long alert versus separate buttons (p=0.17) and messaging with directive actions (p=0.09). Among nurses using large 

electronic health record (EHR) vendor, 70% preferred separate buttons with smaller information while among nurses 

using smaller EHR vendor’s systems, only 25% preferred separate buttons.  

Discussion 

The design of clinical decision support to guide nurses’ decision making is an important emerging research area with 

the potential to improve quality of care and patient outcomes. CDS forms may need to be tailored to nurses by 

experience level and experience with standardized nursing taxonomies. In addition, our findings also suggest that 

there may be preferred forms of decision support that are influenced by the primary EHR system that the nurse uses 

in the work setting.  A larger sample is needed to confirm this observation. 

903



  

Implementing Comprehensive Derivational Features in Lexical Tools  

Using a Systematical Approach 
 

Chris J. Lu, Ph.D.
1, 2

, Destinee Tormey
1
, Lynn McCreedy, Ph.D.

1
 and Allen C. Browne

 1
 

1
National Library of Medicine, Bethesda, MD; 

2
Medical Science & Computing, Inc, Rockville, MD

 

Abstract 
A systematic approach for automatically generating derivational variants based on the SPECIALIST Lexicon was proposed and 

implemented in Lexical Tools [1]. This approach addressed the prefix (PD), zero (ZD), and suffix (SD) derivations from 

nominalizations (nomD). This paper describes the generation of SD (not from nomD) based on the Lexicon in the Lexical Tools, 

including both SD-Facts and SD-Rules. New derivational features, such as negation, derivation types, and enhanced algorithms 

are also included in the Lexical Tools 2013 release for better precision and recall in NLP applications. 
 

1. Introduction 
The Lexical Tools can be used to retrieve lexical variations, including derivations. Query expansion by substituting subterms 

with derivations (closely related terms that may differ in syntactic category) is an effective Natural Language Processing (NLP) 

technique for better recall without dropping precision, yielding a better result. For example, if the source vocabulary includes 

uricosuric|adj (not in UMLS), the derivational flow (-f:d) will map it to uricosuria|noun, which is a UMLS Metathesaurus term. 

More information, such as concepts (C0151582) and synonyms, can be retrieved for further NLP analysis. 
 

2. SD-Rules and SD-Facts 
The 97 SD-Rules collected in the Lexical Tools are used as candidate rules for generating SD-pairs. First, 42,089 SD-pairs 

matching these candidate rules are retrieved from the Lexicon. About 28% (12,087) of them are from nomD and tagged as valid 

(relevant) by computer. The rest (72%) are sent to linguists for manual tagging. The tagging results of these SD-Rules are sorted 

by the descending order of precision (= relevant, retrieved No./retrieved No.) and then retrieved No. The system performance of 

a subset can be calculated from the sum of cumulative (cum.) precision and recall (= relevant, retrieved No./ relevant No.) of 

rules included in the subset by the above sorting order. An optimized set with the top 65 rules from the 97 candidate rules is 

obtained by: 1) removing 10 duplicated child rules 2) evaluating 9 related parent rules 3) finding the intersection of curves of 

system precision and recall. This model is also used to evaluate new SD-Rules. 10 new SD-Rules (4 from nomD, 5 from factD, 

and 1 from suggestion) are evaluated. Finally, we obtain an optimized set with the cutoff at the intersection of the two

curves of precision and recall, including 73 SD-rules (out of 96 

unique candidate rules) with 95.30% system precision and 

95.01% system recall, as shown in Figure-1 [2]. 

The valid SD-Pairs generated from all candidate SD-Rules 

are added to SD-Facts. The coverage of SD-Facts is 

dramatically increased to an order of magnitude (from 4,559 in 

2012 to 44,832 in 2013) with this approach. The restriction 

algorithm of SD (-kd) in Lexical Tools is enhanced (SD-Facts 

based) to filter out invalid dPairs in the Lexicon to reach 

virtually 100% accuracy (assuming no tagging error). The 

optimized set of SD-Rules is used to predict derivations not in 

the Lexicon and is expected to have above 95% precision. 

 

 

 

 

 

 

 

 

 

 

 

Figure-1. Performance of Optimized Set of SD-Rules

3. Other New Features and Conclusion 
    Two new derivational options are implemented in Lexical Tools: 1) -kn:N|O|B to specify negation, otherwise, or both. By 

default (-kn:O), negative derivations are filtered out because the shift/opposite meaning is usually not desired. For example, 

“anti-convulsive” (a negation of “convulsive”) is filtered out when the concept of “convulsive” is the only focus. Negations can 

be retrieved by –kn:N if opposite meaning is desired. 2) -kt:P|S|Z to specify the derivation type(s) of PD, SD, ZD, or any 

combinations. Visit http://specialist.nlm.nih.gov/lvg for more details. This approach provides a maintainable and scalable system 

for generating derivations with the Lexicon’s annual release and results in comprehensive derivational features in the Lexical 

Tools for better precision and recall. Lexical Tools is distributed by NLM via an Open Source License agreement. 
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Abstract 

We examined what individual factors might be associated with interest in using an electronic personal health record 

(ePHR) among a largely Hispanic immigrant population. Patient’s age, health status, and educational level are 

significant predictors of interest in using an ePHR. Strategies for ePHR adoption should focus on educating this 

population on the potential benefits of an ePHR. 

Introduction 

The slow growth in ePHR use is similar to adoption of electronic medical record (EMR) systems by health care 

providers
1
. This growth may be related to the fact that EMRs are likely the source of data for ePHRs. In 2010, the 

California Healthcare Foundation estimated that 7% of patients were using an ePHR
2
. Vulnerable populations and 

frequent users of health care services may be principal beneficiaries of an ePHR. There is little evidence about how 

interested these individuals are in using an ePHR. Under Stage 2 of the Centers for Medicare and Medicaid Services 

Electronic Health Record Incentive Program, physicians must ensure that at least 5% of their patients can access, 

download, and transmit records through a “patient portal or personal health record”
3
. We examined what individual 

factors might be associated with interest in using an ePHR. 

Methods  

We conducted an observational analysis of data collected from 480 primary care patients. The survey contains self-

reported measures, including demographic, health, socio-environmental, and interest in using an ePHR. Data 

collection took place in a major metropolitan U.S. city in the northeast. Bivariate analyses were conducted between 

each individual factor and interest in using an ePHR. Individual factors with a p value < 0.05 were kept in the 

multiple logistic regression analysis to estimate the effect of individual factors on interest in using an ePHR. 

Results 

The mean age of patients was 48 years (SD=17). They were primarily female (81%), Hispanic (94%), born outside 

of the U.S. (86%), and did not complete high school (53%). Approximately half of the sample reported good health 

and expressed an interest in using an ePHR. Multiple logistic regression revealed that age, health status, and 

educational level are significant predictors of interest in using an ePHR. Younger patients are more likely (OR=0.97, 

95% CI=0.96–0.99) to use an ePHR. Patients who reported good health are 66% more likely to use an ePHR than 

those reporting fair or poor health (OR=1.66; 95% CI=1.10–2.63). Patients who finished college are three times 

more likely to use an ePHR than those with eight grade education or less (OR=3.28; 95% CI=1.43–7.52).  

Conclusion 

This analysis provides a first glimpse at what individual factors are important to consider in ePHR adoption among a 

largely Hispanic immigrant population. A focus should be on education strategies that emphasize the potential 

benefits of an ePHR for patients who are older or perceive that their health is poor. These finding could have 

implications for other underserved groups in efforts to increase access and quality of health care.  

Acknowledgement: This study was funded by R01 HS019853 (S. Bakken, PI). 
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The Health IT Regional Extension Center Program: The role of business intelligence tools in facilitating 
diffusion of innovative practices for health care transformation 
 
Presenters: Kimberly Lynch, MPH, and Ahmed E. Haque, Office of the National Coordinator, Washington, 
DC. 
 
Abstract: The Office of the National Coordinator for Health Information Technology (ONC) Regional 
Extension Center (REC) program supports providers operating in small, rural and underserved settings to 
achieve meaningful use of electronic health record (EHR) systems through assistance with technical and 
organizational barriers encountered during implementation and optimization. Through the program’s 
business intelligence tools, RECs utilize real-time performance monitoring and situational awareness to 
guide and inform the program, as well as support the diffusion process. One of the vehicles that facilitate 
this process is the online Customer Relationship Management (CRM) tool, enabling RECs to track specific 
challenges providers are facing as they work towards achieving meaningful use. The CRM allows RECs to 
develop targeted, locally relevant solutions to provider challenges, smoothing the transition to meaningful 
use of EHRs. These efforts inform individual interactions in provider offices, and similarly are instructive to 
REC and ONC leadership of technical assistance gaps and opportunities. This session will highlight the CRM 
and the role of business intelligence tools in tracking and providing solutions to provider challenges and 
capture the role of RECs as change agents through meaningful use coaching for health care transformation. 
 
Data sources: Primary data, collected from January 2010 through June 2013 as part of monitoring and 
evaluation of the 4-year cooperative REC grant program between 60 non-for-profit organizations and ONC. 
Data from the CRM were merged with other practice- and provider-level datasets as provided by other 
federal agencies, including Centers for Medicare and Medicaid Services EHR Incentive Program Data, and 
regional statistics. 
 
Findings: As of June 2013, the REC program exceeded its target of enrolling and assisting more than 
100,000 primary care providers (PCPs) with adopting EHRs. RECs have enrolled a total of 133,922 PCPs 
across nearly 30,000 practices. Around 80 percent of REC-enrolled PCPs (115,729 providers) had an EHR 
installed and were routinely using the technology. Almost 50 percent of all REC-PCPs had demonstrated 
meaningful use of certified EHR technology. As for challenges, providers across all practice types identified 
the following five meaningful use measures as most challenging: clinical summaries, security review, 
smoking status, medication reconciliation and summary care record. 
 

Conclusions: The REC program was designed to provide assistance and information on best practices to 
accelerate efforts to adopt and optimize the use of EHR technology to improve the health care delivery 
system. The REC program serves as the nationwide infrastructure and dissemination point for meaningful 
transformation in provider practices. Business intelligence tools and methodologies developed and utilized 
by ONC have been central to ensuring RECs target priority populations and identify and resolve challenges 
to adoption and meaningful use. These serve as a model for future quality improvement and healthcare 
transformation programs. 
 
Participants and Learning objectives: 
 1)     Describe how the REC program through its business intelligence tools assists providers in small, rural 
and underserved settings in achieving meaningful use of EHR systems. 
2)     Identify the five meaningful use measures providers cite as the most challenging. 
3)     Demonstrate how RECs provide meaningful use coaching to providers to address their quality 
improvement and health care transformation goals. 

906



QI project:  Opioids and Chronic Noncancer Pain in OEF/OIF/OND Veterans in Primary Care at 
American Lake 

Lawrence Lyon, MD, Ken Hammond, MD, VA PSHCS Medical Informatics 
 

We asked, how are we doing in chronic noncancer pain (CNCP) treatment using opioids?  Are clinical 
treatment guidelines followed?  Is the workflow consistent with safe and effective care?  Is there 
structured data input, facilitating that care, easily retrievable for outcomes reporting, providing 
evidence-generated data? 
 

We looked at outcomes types: process, status and combined, from captured data:  patient-reported 
pain score from clinical documentation, workflow analysis, pharmacy data and pain agreements. 
Our cohort was Veterans seen at American Lake Primary Care, FY’s 2003-2012, a total of 4207 Veterans, 
89.9 % men, 10.1 % women, ages 21-65, average 35; 14 deceased, 52% married, 17% divorced, 24% 
never married, 5% separated. 
We examined these CNCP markers:  >=90 days/FY opioid rx (COT), painful diagnosis >= 3 months (CPDx), 
documented narcotic medication plan, pain score >=4 on >=2 visits over >=3 months, and >=120 mg/day 
morphine equivalent dispensed:   
 

The top 5 opioids prescribed were Vicodin, Percocet, methadone, morphine and oxycodone; Vicodin 
(Hydrocodone/Acetaminophen) is refillable, others are “renewable”; the numbers of patients taking 
>120 Mg MSO4 Eq’s/day by FY were 4 in 2007, 13 in 2008, 24 in 2009, 32 in 2010, 36 in 2011, 26 in 2012. 
Our aggregated outcomes showed that adverse event ICD codes and co-morbidities (depression, PTSD, 
substance use, ICD’s containing ‘suicid’) and clinic visits were all highly statistically significantly 
associated with COT.  48% of patients had CPDx, 32% of those were treated with COT, however 54% of 
patients receiving COT lacked a pain agreement, and 7% of COT patients took >= 120 mg MS04/day.  
Practitioners were highly variable in care, there was no decrease in patient pain burden with treatment, 
and pain agreements were not associated with decreased adverse event ICD’s.  There was no captured 
measure of patient functional status, the gold standard of chronic pain treatment. 
 

There is evidence of significant risk to patients treated with COT from examination of one primary care 
practice site.  We have no consistent functional assessment outcome measure.   
Will consistent measures give us the evidence to guide improvements for the management and 
treatment of chronic pain care in a manner consistent with care quality and safety?   
Would computable, structured data elements, depending on the workflow enabled, promote better 
care and safer practices?  Will a clinical decision tool, eg Athena-OT, result in better care and still fit 
administrative constraints of patient care?  Using informatics tools, could we create pain care “always 
events” demonstrating safe, high quality care? 
We think it may be possible, however, that the current state in this case does not demonstrate that. 
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Using Image References in Radiology Reports to Support Enhanced Report-

to-Image Navigation 

Thusitha Mabotuwana, PhD, Yuechen Qian, PhD, Merlijn Sevenster, PhD 

Philips Research North America, Briarcliff Manor, NY 

Abstract 

Radiology reports frequently contain references to image slices that are illustrative of described findings, for 

instance, “Neurofibroma in superior right extraconal space (series 5, image 104)”. In the current workflow, if a 

report consumer wants to view a referenced image, he or she needs to (1) open prior study, (2) open the series of 

interest (series 5 in this example), and (3) navigate to the corresponding image slice (image 104). This research 

aims to improve this report-to-image navigation process by providing hyperlinks to images. We develop and 

evaluate a regular expressions-based algorithm that recognizes image references at a sentence level. Validation on 

314 image references from general radiology reports shows precision of 99.35%, recall of 98.08% and F-measure 

of 98.71%, suggesting this is a viable approach for image reference extraction. We demonstrate how recognized 

image references can be hyperlinked in a PACS report viewer allowing one-click access to the images.  

 

Introduction 

On a routine basis, radiologists have to work with an increasing number of imaging studies to diagnose patients in 

an optimal manner. Patients, especially ones with cancers, frequently undergo imaging exams and over time 

accumulate many studies, and thereby reports, in their medical records. Each time a new study is acquired, the 

radiologist would typically open one or more prior radiology reports to establish the patient’s clinical context. A 

similar practice can be observed by the consumers of the radiology reports as well, such as oncologists and referring 

physicians.  

In the radiology workflow, after a patient has had an imaging study performed, using X-ray, CT, MRI (or some 

other modality), the images are transferred to the picture archiving and communication system (PACS) using Digital 

Imaging and Communications in Medicine (DICOM) standard [1]. Radiologists read images stored in PACS and 

generate a radiology report generally using a reporting software (e.g., Nuance PowerScribe 360 [2]). The report is 

then transferred to the PACS or the Radiology Information System (RIS) depending on the hospital’s IT 

infrastructure via Health Level 7 (HL7) standard [3]. The radiology reports are narrative in nature and typically 

contain several institution-specific section headers such as Clinical Information to give a brief description of the 

reason for study, Comparison to refer to relevant prior studies, Findings to describe what has been observed in the 

images and Impression which contains diagnostic details and follow-up recommendations.  

Oftentimes, the radiology reports also contain references to specific images of findings, for instance, “Neurofibroma 

in the superior right extraconal space (series 5, image 104) measuring approximately 17 mm”. In the current 

workflow, if a radiologist (or a downstream consumer of the report) wants to look at the images referenced in a prior 

report, for instance, for assessing interval change, the user has to manually open the prior study in the PACS, find 

the series of interest (series 5 in this example), and then navigate to the corresponding image slice (image 104 in this 

example). Imaging studies can have multiple series, such as, for instance, axial, coronal and sagittal series and series 

with dedicated window-level settings. Typically the series description (e.g., AXL W/) is displayed in the PACS 

reading environment, but the series index number (e.g., 5) is not (which is typically used in the references in 

reports). This makes locating the series of interest non-intuitive. Furthermore, a series may contain multiple images 

(typically several hundred in the case of MRIs) making the navigation from report text to images a time consuming 

process.  

If referenced images can be integrated deeply into the radiologist’s reading environment, for instance, by 

hyperlinking image references, this will increase the efficiency and accuracy of the mental process of synthesizing a 

comprehensive patient history. In this paper we describe the development and evaluation of a method for 

recognizing and normalizing image references in narrative radiology reports. We also show how the normalized data 

can be used to support enhanced navigation from the report to the referenced image in a commercial PACS 

environment. 
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Methods 

Dataset and strategy 

We used de-identified production radiology reports from an academic hospital in the Midwest. All electronic 

protected health information (ePHI) was removed (with dates shifted) from the dataset per HIPAA regulations. 

Institute Review Board was waived (Protocol Number: 11-0193-E). The dataset contained over 20,000 radiology 

reports dictated by over 40 different radiologists for over 10,000 patients across ten different modalities.  

 

The development and evaluation plan is divided in three phases. In the pre-development phase, all image reference 

patterns were charted based on a pre-development data set comprising of 250 reports. A recognizer is constructed 

based on these patterns and obvious generalizations. In the development phase, using a ground truth corpus based on 

500 sentences, the recognizer is evaluated and refined accordingly. In the test phase, using a ground truth based on 

another 500 sentences, the final recognizer is evaluated. The data sets used in the three phases are strictly disjoint. 

 

References to images in the report 

Using a pre-development set of 250 randomly selected reports, we first examined the different ways radiologists 

referred to specific images in their free-text reports. The sentences containing image references were manually copy-

pasted into a master document to understand variations. Once all the sentences containing image references were 

identified, we tabulated the ‘high-level’ categories that need to be addressed by the image reference extraction 

algorithms. Table 1 shows a number of typical variations and their interpretation.  

 

Algorithm development 

We identified several components that would be needed to accurately extract image references from narrative 

radiology reports: a natural language processing module to determine sentence boundaries, a measurement and date 

identifier, an image reference extractor to extract the series and image information, and a module to determine the 

temporal context. Following is a brief description of each module in the order they are used in the overall text 

processing pipeline. 

Sentence boundary detector: 

In order to support report-to-image navigation, we need to know which study the image reference is on. It is 

assumed that a reference without an explicitly-specified date or mentioning of comparison/priors typically is on the 

current study. Therefore, extracting image references at a sentence level would make the most logical sense, as 

opposed to, for instance, using information at a paragraph/report level. This assumption was supported by our 

observations of the 250 reports.  

To accomplish this, a sentence boundary detection algorithm was developed that recognizes sections, paragraphs 

and sentences in narrative reports. The algorithm implements a maximum entropy classifier that assigns to each end-

of-sentence marker (‘.’, ‘:’, ‘!’, ‘?’, ‘\n’) in the running text one of four labels: 

 Not end of sentence (e.g., period in ‘Dr. Doe’); 

 End of sentence, and sentence is a section header (e.g., Colon in Findings: section); 

 End of sentence, and sentence is the last sentence in a paragraph; 

 End of sentence and none of the above classes. 

Using this classification, the entire section-paragraph-sentence structure can be reconstructed. In a post-processing 

step, recognized section headers (e.g., Findings) were normalized with respect to a list of known section headers. 
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Table 1: Different ways of referencing images within radiology reports 

Narrative Context Image Reference Comments 

…in the superior right extraconal space (series 

5, image 104) measuring approximately 17 mm 

Series 5, image 104 This is the most common pattern. 

Subcutaneous nodule on (image 23; series 9)… Series 9, image 23 Similar to previous, but “image” 

appears first. Various punctuation 

can appear between series and 

image (e.g., comma, semicolon, 

colon, hyphen, ‘/’, ‘and’, ‘on’). 

…low attenuation in right paramedian anterior 

to the surgical site (axial image 6) 

Axial series, image 6 Reference to series is via an 

imaging plane. 

Enhancing nodule in the inferior right breast 

(63/145) minimally increased compared to prior. 

Image 63 of series with 

145 images 

Has a number-over-number 

pattern. Interpreted as “index of the 

image/number of images in series”. 

Enlarged right hilar lymphadenopathy 

measuring 11 mm (80232/49), unchanged. 

Series 80232, image 49 Similar to above, but first number 

is greater than second. Interpreted 

as “series/image”. 

…luminal cross-sectional dimension of 11 x 

10mm (series 3 image 125/152), unchanged. 

Series 3, image 125 Reference to 152, the total number 

of slices, is redundant since series 

is explicitly specified. 

…precentral gyrus which has been displaced 

medially against the falx (axial image 108 series 

605; coronal image 213 series 865) 

Series 605, image 108 

Series 865, image 213 

References to imaging viewing 

planes are redundant since series is 

explicitly specified. 

…as seen on recent upper GI examination 

(series 7 images 33, 35) 

Series 7, images 33, 35 Multiple images referenced on the 

same series. 

This lesion is best seen on images 51-59, series 

15 

Series 15, images 51-59 

(9 images) 

Multiple images referenced on the 

same series as a range. 

Root thickening and enhancement (series 2801 

and series 3201 image 8) 

Series 2801 and 3201, 

image 8 

Multiple series referenced (this is a 

rare scenario) for same image. 

…hyperdensity embedded in the right posterior 

wall of glottis (image 56 of series 3 and image 

36 of series 8025) 

Series 3, image 56 

Series 8025, image 36 

Multiple image references on 

different series. 

On the 16-October-2011 scan, nodule measures 

3cm (series 5, image 26) 

Series 5, image 26 on 

16-Oct-2011 study 

Refers to an image on a prior 

study. 

…white matter signal increase (series 601 image 

44 on 03-Jun-2010) is not as clearly seen today. 

Series 601, image 44 on 

03-Jun-2010 study 

Similar to above, but study date is 

after image reference. 

8mm nodule at the left base (image 60; series 5) 

is unchanged compared to the prior exam (image 

61; series 6; 22-Jul-2001 study). 

Series 5, image 60 on 

current; 

Series 6, image 61 on 

22-Jul-2001 study 

Multiple image references – one on 

current, one on prior. Word 

‘comparison’ is sometimes used 

instead of ‘prior’. 

5 mm (series 4, image 72), previously 9 mm, 

(series 4, image 51). 

Series 4, image 72 on 

current; 

Series 4, image 51 on 

prior 

Similar to previous, but no explicit 

date reference to prior study. 

On the 12/19/10 scan as measured on series 2 

image 120 is 3.9 x 2.7 cm and on the 26-Feb-

2011 CT series 3 image 109 is 3.8 x 2.6 cm 

Series 2, image 120 (on 

19-Dec-2010 study); 

Series 3, image 109 (on 

26-Feb-2011 study)  

Multiple image references 

belonging to multiple prior studies. 
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Measurement and date identifier: 

Phrases with numerical characters act as distractors to the image reference recognition process, if they appear close 

to image references. The most prevalent distractor categories are dates and measurements, e.g., “…nodule is 

unchanged compared to the prior exam (series 8; image 14; 20-Sep-2003 study)”. In this case, the reference 

extraction algorithm needs to determine that the referenced image is 14, instead of ignoring punctuations and 

extracting images 14-20 or images 14 and image 20. We used two regular expressions to label phrases that denote 

measurements and dates (e.g., 5 mm, 5 x 3 mm, and 10-July-2011, 20/12/2010). The output of the distractor 

recognition step is a labeling of substrings in a given sentence, which can then be ignored by the image reference 

recognition step.  

 

Image reference extractor: 

We took a rule-based approach to extract the references. Each rule was implemented by means of a regular 

expression. Four primary rules were identified: 

1. The first rule extracts references where both the series and image information are provided explicitly along with 

one or more numeric values (e.g., series 55, images 45, 46 and 48; image number 14 on series 20; image 

50/series 4; series 4, image 43, image 44; series 3 image 125/152; coronal series 5, image 33).  

2. This rule is similar to the first, but a series can be referred to using a scanning plane, for instance, coronal image 

118; axial image 5/44 and axial images 5-12.    

3. Third rule extracts information from sentences that contain series related information (via the word “series” or 

reference to a scanning plane), but do not contain “image” along with the corresponding numeric values (e.g., 

series 80254/48; coronal/35 and 280; series 8). 

4. The last rule looks for the number-over-number pattern, not matched by any of the prior rules. An example of 

this is left lower lobe has increased in size, measuring 2 x 1.6 cm (65/131). By convention, we interpret the first 

number as the particular image number (65 in this case) and the second number as the total number of images in 

the series (131 in this example) if the first number is less than or equal to the second. Similarly, the result is 

interpreted as series/image if the first number is greater than the second, for instance, Enlarged right hilar 

lymphadenopathy measuring 11 mm (80232/49). For this rule to hold, the image value or the number of slices 

needs to be out of date ranges (e.g., 11/25 will not be matched by this rule). Our design is based on the 

assumption that in a clinical environment, it would be more favorable to interpret image references accurately 

than introducing false positives (i.e., minimizing false-positives at the expense of having false-negatives). 

Our method allows for finding multiple image references in a single sentence using different rules, for instance, two 

references will be extracted from Mild centrilobular and paraseptal emphysema. 2.3 x 2.3 by 2-cm (16/49, 

coronal/35) lobulated nodule in the left lower lobe adjacent to the hilum using rules 4 and 3 respectively. 

 

Temporal context extractor: 

To determine to which study an image reference points, we look for combinations of keywords (e.g., ‘scan’ and 

‘study’) and dates that occur to the left of an image reference (e.g., On the 12/19/10 scan as measured on series 2 

image 120…); dates that occur to the right of an image reference (e.g., …white matter signal increase (series 601 

image 44 on 03-Jun-2010) is not as clearly seen today); and keywords such as ‘prior’ and ‘previous’ occurring near 

the image reference (e.g., …measures 3 mm (series 4, image 52), previously 4 mm (series 4, image 32) and …on 

image 17 series 4 of prior study). If this search yielded one or more results, we determined that the image reference 

does not point to the current exam. In addition, if a date was found, we determined that this was the prior study’s 

date. 

 

Ground truth construction 

With the assistance of the sentence boundary detection module, we first parsed all reports (excluding the 250 used 

for algorithm development) to extract the sentences within the reports. Determining the ground truth for all these 

sentences was not practical, and therefore we filtered out sentences that did not contain any numerical characters. 
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This reduced the total number of sentences to 85,157. This set was further filtered based on whether the sentence 

contained the strings ‘image’, ‘series’, ‘coronal’, ‘axial’, ‘sagittal’, ‘oblique’ or a number-over-number pattern 

(‘…/…’). This resulted in 4,992 sentences. From this set, we randomly selected 500 sentences as the development 

set and another 500 sentences as the test set.  

We developed a ground truth annotation tool for capturing the image reference(s) mentioned in a sentence. For a 

selected sentence, the user can manually enter the series number, image number and the temporal resolution (i.e., 

study date) which would be considered the ‘ground truth’. To speed up the annotation process, we pre-populate the 

image references as determined by our algorithms and display this to the user. For instance, in Figure 1, two 

references were extracted from the highlighted text (shown in blue) – one from the current study, and one from the 

study dated 22-Jul-2001. 

 

 

Figure 1: Tool to establish ground truth 

 

In this instance, if the extracted information is correct the user can move onto the next sentence upon which the row 

will be highlighted in grey indicating that this row has already been processed. If extra information is mistakenly 

extracted or the correct reference is not extracted, the user can enter the correct information directly into the table 

(towards the bottom of the screen).  

 

Validation 

In our evaluation, an instance is a substring of a sentence, a date and a non-empty list of series–image pairs. An 

instance is positive if its associated substring contains an image reference and its associated list contains precisely 

the series–image pairs to which the substring refers. A negative instance is any non-positive instance. In the context 

of a classifier, a positive instance is true positive, if the classifier correctly recognizes the image reference in free 

text and correctly retrieves the referenced date and series–image pairs. The notions of false positive and false 

negative are defined similarly. As an example, if there are two image references in a sentence and the algorithm only 

extracted one of them correctly (or extracted both references, but series number/image number/temporal resolution 

extraction was incorrect), the sentence is classified as a false-negative. 
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Let tp, fp and fn denote the number of true positives, false positive and false negatives, respectively, for a given 

classifier. Then, the classifier’s precision and recall are defined as tp/(tp+fp) and tp/(tp+fn) respectively. The F-

measure of the classifier is defined as the harmonic mean of its precision and recall: 

2×precision×recall/(precision+recall). 

 

Results 

Development set 

We evaluated our system on the development set before refinement. Author TM annotated the sentences in the 

development set which contained 371 image references. In this evaluation, two false negative were found (see Table 

2) resulting in F-measure 99.73% (precision 100%, recall 99.46%). 

 

Table 2: 2x2 contingency table for evaluation on development set (n = 371) 

  Ground Truth 

  True False 

Extracted 
References 

True  369 0 

False  2 - 

 

The reason for the two false negatives was that in one instance, the word ‘image’ was repeated (series 7 image 

image 295/314). If the repeat would not have been there, it would have matched the first rule. Initially we coded our 

algorithms so that for the number-over-number rule to hold, it needs to appear within parenthesis since this was a 

commonly seen pattern. In the other false-negative, an image reference was interpreted as a date (…nodule in the 

right upper lobe (5/19) unchanged). The latter is the expected behavior in order to minimize false-positives and 

consistent with our fourth rule. The reference extraction algorithm was refined so as to recognize number-over-

number patterns that are not enclosed by parentheses and to handle duplicate words. 

 

Test set 

Author MS annotated the sentences in the test set. 314 image references were found for 263 sentences from 228 

unique reports. F-measure on the test set was 98.71% (precision 99.35%, recall 98.08%). Table 3 shows the 2x2 

contingency table for the validation results. 276 of the references matched the first rule, 11 matched the second rule, 

9 matched the third and 18 matched the fourth. We observed a maximum of 8 references in a single report.  

 

Table 3: 2x2 contingency table for evaluation on test set (n = 314) 

  Ground Truth 

  True False  

Extracted 

References 

True 306 2 

False 6 - 

 

The two false positives were found in the following two sentences.  

1. Additionally, a focus of increased attenuation is noted in the manubrium (65; sagittal series 80213) likely 

representing an inflammatory process – in this case, the algorithm extracted two references: ‘Series: 

sagittal, image: 65’ and ‘Series: 80213, image: 65’. Since the sentence refers to only one image, we counted 

this as a false positive. 

2. An example of this lesion class would include right parietal cortex lesions in series 6 image 9 (compared to 

series 6 image 10 on 17-Oct) – in this instance, 17-Oct was not correctly marked as a valid date, and 
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therefore the algorithm extracted Series: 6, image: 10, 17 resulting in an additional reference. As a result, 

the temporal resolution for the second reference was incorrect as well. 

The six false negatives were found in the following sentences: 

1. An index nodule measures 5 mm on image 55 Jan-2005 study. – this did not match any of our rules. 

2. Anterior to the stent there is heterogenous density of the native mural thrombus, present on non-contrast 

and delayed images (image 116, narrow windows), consistent with heterogenous evolving thrombus. – we 

had not considered ‘narrow window’ as being a valid series. 

3. Using similar axial dimensions for comparison to the prior study from 3/2009, the sinus of Valsalva in the 

axial plane is approximately 53 mm (series 301 image 13), similar to 2009 study (series 401 image 12). – 

temporal resolution for the second reference was incorrect since ‘2009 study’ was not detected as a valid 

prior date. 

4. However, there are areas of poor visualization of the dura in this region (series 1601 images 8 versus 9), 

and there is a moderate quantity of soft tissue (paraspinal) edema that extends inferiorly from this region 

down to approximately C5. – ‘versus’ was not considered as a valid separator and therefore only Series: 

1601, image: 8 was extracted by the algorithm. 

5. Anterior mediastinal mass measuring 8.9 x 4.9 cm and axial dimensions (3/42), previously measured 10.3 x 

6.0 cm (2/26). – ‘2/26’ was not extracted as being a valid reference. This is as expected since the ‘2/26’ can 

be also interpreted as a date. 

6. Anterior mediastinal soft tissue mass measures 2.2 x 3.1 cm (3/25), previously 2.2 x 3.2-cm. – ‘3/25’ was 

not extracted as being a valid reference. This is as expected (similar to previous case). 

 

PACS integration 

To demonstrate how the developed algorithms can be used in practice, we integrated our algorithms into Philips 

iSite Radiology PACS [4] where a user can simply click on the hyperlink in the custom-rendered radiology report to 

open the corresponding image (in the correct study, and series). Figure 2 shows how the image references have been 

hyperlinked, and how clicking on a particular reference has opened the corresponding image in a separate window. 
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Figure 2: Application of image reference extraction algorithms in iSite PACS for a selected patient. The report 

window (on the right) shows the hyperlinked references while the two image windows (on the left and middle) show 

the corresponding images that have been opened by clicking on the linked references. 

 

Discussion 

In this work we have demonstrated how a pattern-matching approach can be used to extract image references from 

radiology reports. As demonstrated, the developed algorithms can be used in the context of an image reference 

extraction module which can then be integrated into a broader framework as needed, for instance, to allow 

radiologists and other consumers of radiology reports to easily navigate from a report to image(s). Also, the 

proposed technique was validated using production study descriptions with very high accuracy indicating that a 

pattern-matching approach can be used for image reference extraction, for instance, opposed to more involved, data-

intensive statistical methods. We also demonstrated an application of the algorithms by integrating the algorithms 

into iSite Radiology. 

Information extraction from narrative radiology reports has been an important area of radiology informatics. Much 

of the past research has focused on extracting clinical findings from reports. For instance, Prasad et. al. [5] 

developed a medical  finding  extraction  module to automatically extract findings and associated modifiers to  

structure  radiology  reports. Mamlin et. al. [6] used natural language processing (NLP) techniques to extract 

findings from cancer-related radiology reports. From an implementation point of view, the work by Lakhani et. al. 

[7] is perhaps the most closely related to our work. They developed a rule-based algorithm to identify critical results 

from radiology reports. Conceptually, our work contributes to realizing the notion of ‘multimedia radiology report’ 

[8] in which radiological findings, recommendations and diagnoses are connected with other information sources, 

such as medical encyclopedia [9] and images. Hyperlinking image references, has been alluded to in the literature 

[10], but to the best of our knowledge this is the first attempt where image references have been extracted from the 

reports and integrated within a PACS. 

The current study has several limitations. The most notable is that the reports we used were from one hospital, and 

therefore the style of reporting image references may not be generalizable to other institutions, although the reports 

were produced by over 40 radiologists providing a large spectrum of writing styles. Secondly, the algorithm 

integration into iSite Radiology currently only works for image references with named series, for instance, those 

matched by our first rule. We intend to make the integration more dynamic so that the integration engine can 
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dynamically determine the series that contains a given number of slices (e.g., a reference matched by the fourth 

rule). The integration engine currently does not account for prior studies either; for instance, the reference to the 

prior study in 5 mm (series 4, image 72), previously 9 mm, (series 4, image 51) is indicated by the word 

‘previously’. In this case, the integration engine will need more advanced NLP techniques to determine the exact 

prior study, for instance, by extracting it from the Study Comparison section of the report. Thirdly, our interpretation 

of the number-over-number pattern n/m, is based the assumption that n is the image index and m is the number of 

slices if n≤m, and that n is the series index and m is the image index if n>m. Further research will be needed to 

disambiguate between image/series or series/image versus image/total images, perhaps by using more dynamic 

PACS integration with cascaded rule checking. Lastly, this research did not explore the clinical validity of providing 

image references to PACS users. 

Several of the false-negative sentences contained references that were difficult to distinguish from a date (e.g., 3/25). 

Our observation is that series references often contain either a single digit, or five digits (typically <10 or >80,000 in 

our dataset). We have also noticed that series ‘4’ typically refers to a lung series. Such observations could be site 

and/or institution specific, but it may be possible to create specific algorithms to resolve date-related ambiguities 

using heuristics, more contextual information and rules as well as developing active learning techniques.  

As future work, we are working on improving the PACS integration as well as exploring how the extracted image 

references can be used in the actual radiology workflow to improve workflow efficiency. Further, exploring 

algorithm integration options into the report creation workflow itself could be useful since it can be validated by the 

radiologist at the point of report creation which may also encourage/train them to create better linked reports. 
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Abstract 

There is an increasing demand from heterogeneous organizations for collection and reporting of comparable 

healthcare quality metrics. Many of these metrics are captured in narrative format during the process of patient 

care. Manual abstraction of such entities is time consuming and expensive. We developed an ontology-based 

concept extraction framework that may increase the precision of existing natural language processing methods.  

 

Introduction 

The Institute of Medicine reports a growing demand in recent years for quality improvement within the healthcare 

industry. In response, numerous organizations have been involved in the development and reporting of quality 

measurement metrics. However, disparate data models from such organizations shift the burden of accurate and 

reliable metrics extraction and reporting to healthcare providers. Furthermore, manual abstraction of quality metrics 

and diverse implementation of Electronic Health Record (EHR) systems deepens the complexity of consistent, valid, 

explicit, and comparable quality measurement reporting within healthcare provider organizations. 

 

Objective 

We propose an ontology-based concept extraction framework to utilize unstructured clinical text for defining and 

reporting quality of care metrics that are interpretable and comparable across boundaries of different institutions. 

 

Methods 

Dictated patient notes are extracted from an EMR system and preprocessed for identification of section headers 

within each note. One XML file was generated per each note from MetaMap v2012 output. A section ontology was 

built from extracted section headers using the Resource Description Framework (RDF) standard. MetaMap XML 

outputs were converted into RDF format and populated into a triple store. We developed another ontology 

comprising concepts representing five quality metrics for extraction from clinical notes: Diabetes, Hypertension, 

Cardiac Surgery, Transient Ischemic Attack, and CNS tumor. We also extracted all subclasses of above concepts 

from SNOMED CT and imported into the same ontology. SPARQL information retrieval protocol was used for 

reporting extracted concepts under 4 different conditions: baseline NLP output, including targeted diseases ontology, 

excluding negated concepts, and including section ontology. 

 

Results 

A total of 967 clinical narrative notes from 20 sample patients were processed. We identified 730 unique section 

headers within 8 different note types. Precision, Recall, and F measures are calculated for each metric and condition 

by comparing the query results with existing manual extraction data (gold standard). Pooled and average precisions 

are calculated after addition of each condition to the query (Figure 1). 

  

Discussion 

We believe that semantic modeling and an ontology-based approach 

in particular, can provide a unique way for improving the clarity of 

meaning in extraction of quality metrics from clinical narratives. 

The proposed framework may increase the precision of natural 

language processing for information extraction purposes.  

 

 

This research was funded by a training fellowship from the Keck Center of the Gulf Coast Consortia, on the Training 

Program in Patient Safety and Quality, Agency for Healthcare Research and Quality (AHRQ) T32HS017586. 

Figure1. Pooled & Average precision after additions 

of each condition to the baseline NLP output query 

 

 

917



Knowledge Driven Inclusion and Exclusion Criteria Refinement within the 
FURTHeR Framework 

 
Randy K. Madsen, BS, Richard L. Bradshaw, MS, N. Dustin Schultz, MS,  

Ryan Butcher, MS, Ramkiran Gouripeddi, MBBS, MS 
Joyce A. Mitchell, PhD, Julio C. Facelli PhD 

Department of Biomedical Informatics, University of Utah, Salt Lake City, UT 

Abstract 

We report on our study of potential methods to present users with real-time feedback in a web application, allowing 
researchers to improve their queries during the selection of inclusion/exclusion criteria within heterogeneous 
clinical data sources. 

Introduction 

Selection of inclusion and exclusion criteria in a federated query system presents unique issues of effectiveness 
between heterogeneous data sources. Criteria selection among query tools often relies on native concepts in a 
specific data source that are provided directly to the researcher. Conversely, in a federated model with multiple 
sources that can support different types of objects and attributes to be queried, these differences often require the 
researcher to have direct knowledge of each data source to make effective queries. We propose here methods to alert 
researchers of selection criteria viability for each of the supported data sources of the system. We demonstrate this 
using the Federated Utah Research and Translational Health electronic Repository (FURTHeR)1-2, terminology 
services and the FURTHeR Metadata Repository 3 to present researchers critical information in the query building 
process. 

Methods 

Analysis of functional requirements to improve the user interface for FURTHeR, by means of a usability study, 
indicated that a fundamental change in how selection criteria are presented to users was needed. Researchers wanted 
feedback throughout the construction of a query. To accomplish this we break up the query into objects, i.e. patient, 
biological specimen, lab test, etc., for which attributes can be specified. Criteria are selected, such as a diagnosis for 
a patient or a container type for a biospecimen, by searching the terminology server. Selected criteria are then 
displayed with metadata such as data source availability, the local coding system, pre-calculated counts, and 
standard ontological relationships (e.g. parent and child concepts, and other attributes). Given this immediate 
feedback a researcher can determine if one or more data sources supports the criteria in the context that is 
appropriate. 

Conclusion 

We believe this new method for selecting criteria will greatly reduce the time to knowledgeably construct queries. 
Metadata embedded in each data source can be unlocked and presented in real-time to the researcher enabling self-
guided and intelligent interrogation of the system. User interface mockups have been created and technical analysis 
is in process for future versions of FURTHeR. 

Acknowledgements: Supported by Department of HHS Congressionally-Mandated Health Information Technology 
Grant 1 D1BRH20425 from the Health Resources and Services Administration along with the NCRR, NCATS, and 
NIH via Grant UL1RR025764 and supplement 3UL1RR025764-02S2. We acknowledge terminology support by 
Apelon, Inc., technical and infrastructure support from The University of Utah Center for High Performance 
Computing. 
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Background: Electronic medical records (EMR) provide hospitals and other care providers with comprehensive, 
centralized, and computerized archives of documentation; however, as a medium for communicating clinical 
information EMRs are limited.  Only select sentences or values in clinical notes may be of interest to a consulting or 
covering care provider.  Verbal “handoffs” between physicians often provide general overviews incorporating this 
type of prioritized information, but important information may sometimes be omitted or distorted.   

Objective: Medical communication might benefit from a separate, but complementary system to the EMR, in which 
care providers share the clinical assessments or insights they find to be most relevant for a patient’s care.  Given the 
rise in popularity of microblogging platforms for diverse applications, we propose a new framework for recording, 
analyzing, visualizing, and filtering snippets of clinically important statements in a socially-generated record 
represented in an RDF model. 

Methods: Nanorecords are based on the nanopublication standard1 and make use of common RDF models, including 
the Event Ontology2.  As nanopublications, nanorecords consist of three parts: an assertion, a provenance 
description, and meta-information. The assertion is the core part and contains the actual content of the record. The 
provenance part describes how this content of the assertion came to be, e.g. which resources it was based on. The 
third part is similar but describes the nanorecord itself: when, how, and by whom it was created. Only a small 
number of new types and relations were defined in an RDF schema file found at http://purl.org/nanorecord/schema. 

Results: Based on a recently published case report, we generated 85 nanorecords that might represent the short 
clinical statements made between members of the care team3.  Out of 85 statements recorded in the nanorecord, we 
had 19 hypothetical authors who authored anywhere from 1 to 22 statements.  Nine types of statements were defined 
with a relatively even distribution among the different types.  The detailed representation of nanorecords allows for 
different kinds of specific analyses and visualizations.  For demonstration purposes, we used two data 
transformations driven by publicly available tools to represent the nanorecords in different fashions, 1) time and 2) 
contribution of authors.  The timeline visualization displays important health events over time, generating an 
overview of a patient’s health, and zooming in reveals increased details associated with the events.  Using the graph 
description language DOT and the layout engine fdp4, we generated a graph showing the relative contributions of 
each author, as well as their relative temporal involvement in the patient’s care. 

Conclusion: Nanorecords offer a new medium for communicating the most important clinical assessments and 
events during a hospital course.  Using the RDF framework of nanopublications, we are able to attribute clinically 
important pieces of information to the core statement, like authorship, statement type, related statements, and time of 
notation.  The flexibility of this framework allows nanorecords to be easily manipulated into useful representations 
with very little effort. As a result, nanorecords could find practical applications in a wide range of clinical activities 
that rely on collaboration and communication of accurate information.  
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Abstract 

Understanding how to govern emerging distributed research networks is essential to their success. Distributed 

research networks aggregate patient medical data from many institutions leaving data within the local provider 

security system. While much is known about patients’ views on secondary medical research, little is known about 

their views on governance of research networks. We conducted six focus groups with patients from three medical 

centers across the U.S. to understand their perspectives on privacy, consent, and ethical concerns of sharing their 

data as part of research networks. Participants positively endorsed sharing their health data with these networks 

believing that doing so could advance healthcare knowledge. However, patients expressed several concerns 

regarding security and broader ethical issues such as commercialism, public benefit, and social responsibility. We 

suggest that network governance guidelines move beyond strict technical requirements and address wider socio-

ethical concerns by fully including patients in governance processes. 

Introduction 

Distributed research networks (DRNs) are currently proliferating across the United States. These innovative 

structures harness electronic medical records (EHRs) and other technologies for large-scale health research. DRNs 

allow researchers to aggregate patient data for research yet retain local control as access is coordinated through a 

central hub that distributes data for research purposes according to user requests1. To achieve acceptance and use, 

DRNs must adhere to various state and federal laws as well as consider emergent ethical and social issues raised by 
their innovation. Federal policies such as the Health Insurance Portability and Accountability Act of 1996 (HIPAA) 

and the Common Rule govern how research data can be accessed and used by clinicians and researchers. State laws 

apply but vary in scope; many are relevant to individual institutions that comprise DRNs, yet state laws are not 

directed explicitly toward research networks themselves. The design and implementation of research networks such 

as DRNs requires addressing a complex patchwork of federal and state laws, institutional policies, as well as 

numerous technical, regulatory, and ethical issues that together constitute the landscape of technoscientific 

governance. Effective and transparent governance policies are needed to ensure public protection, build public trust 

and encourage patients to allow their health information to be aggregated and shared in these networks.  

The term governance signals that the usual distinctions among science, technology and politics as separate, non-

overlapping categories are not clear boundaries but instead co-produced through various co-relations. That is, the 

development and administrative control of technological systems are not narrowly matters of government and laws, 

but also include the activities of a wide range of actors occupying various social worlds, including industry, 
scientific organizations, public groups, consumers, and markets2. While many actors are involved with and affected 

by DRNs, patients and members of the public are not involved in the governance of these networks and only rarely 

are their perspectives taken into consideration in design, implementation, and governance decisions. Yet, patients 

are primary stakeholders – the “data” comprising DRNs are built from and designed to analyze patient health 

information. Yet, DRN governance practices to date have not included patient perspectives.  

This paper begins with the design and governance of one DRN: A multi-site research study led by UC San Diego, 

Scalable National Network for Effectiveness Research (SCANNER) 3. SCANNER’s goal is to develop and evaluate 

an electronic health information infrastructure that supports comparative effectiveness research (CER) to address 

highly prevalent health conditions such as cardiovascular disease and diabetes. The larger SCANNER research study 

includes fine-tuning design and governance of policies for data sharing to allow different levels of sharing 

depending on factors such as institutional differences in data sharing policies, IRB guidelines and patient consent 
practices, and other variables. Our goal was to understand the ways designers and institutional actors are themselves 

part of a wide range of de-centralized networks and shifting assemblages of power that together constitute the field 

of technoscientific governance of DRNs. 

SCANNER included the development of a privacy and security framework informed by applicable federal privacy 

and security laws and state health information exchange (HIE) guidelines. A systematic policy review as well as the 
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convening of a 7-member panel of policy and technical experts was assembled to review, provide expert input, and 

design a privacy and security framework analysis4. A second component of SCANNER, and the basis of our 

analysis, was to conduct patient focus groups within the project sites in an effort to understand patient perspectives 

about the use of their health information in data sharing in general and DRNs in particular so that these actors and 

their perspectives could be integrated into design and use practices.  The focus group objective was to capture 

patient attitudes by staging discussion into three expanding case scenarios beginning with EHRs in general and 
gradually moving to a concluding scenario of DRNs. The following three research questions together, we argue, 

inform how patient perspectives might be incorporated into governance structures and practices of DRNs: 

1. What are the contours of patient knowledge about the use of health information in research and research 

networks? 

2. What are patient preferences and concerns regarding the use of their health information in research 

networks? Specifically, what issues, concerns, and institutional actors and groups are considered in their 

opinions of their own health information in research networks? 

3. Finally, what are patients’ perspectives on how to design informed consent practices and data access 

governance that meet their own concerns and perspectives? 

Background 

Theories of governance in science and technology are largely concerned with the interrelationships among science, 

technology, and politics. Governance theories place a special emphasis on democratic engagement, the relationship 
between “scientific” and wider social concerns, and the resolution of political conflict and controversy raising 

important questions about the process of scientific knowledge production, its interaction with the public realm, and 

policies regarding its use2. Governance theories broadly understand governance as a set of multi-dimensional power 

relations, proposing an interplay of expert and public social actors, and a mix of top-down, horizontal, and bottom-

up policy initiatives2, 5. Governance policies, then, are applied specifically to clusters of technoscience and include a 

wide range of activities including but not limited to governance of clinical decision support6, governance of personal 

health records and clinical data sharing for Health Information Organizations (HIOs)7 and the Nationwide Health 

Information Network (NwHIN)8, as well as research networks themselves.  

Frameworks for Governing Patient Data. Research governance is defined as a “system of administration and 

supervision through which research is managed, participants and staff are protected, and accountability is assured”9. 

A technical report on standards for DRNs by the Patient Centered Outcomes Research Institute (PCORI) 
recommends governance principles that include auditing of the users and uses of the data through a data access 

committee, network and data use agreements, and setting up governing bodies that include stakeholders1. 

Committees and workgroups should be created for critical network domains to assure collaboration with network 

participants and stakeholders, which include patients and members of the public. While the PCORI principles cover 

governance policy for comparative effectiveness research (CER), further policies are still needed to ensure legal, 

ethical, and socially responsible conduct of research networks10. 

Patient Perspectives on Health Data Sharing. While little is known about patients’ perspectives on governance of 

research networks, much is known about how patients view the use of the health information, including 

biomaterials, in research. This extant literature informs analysis of what patient concerns to include in research and 

practices around the governance of DRNs. First, there is low awareness among the general public regarding the 

current use and future plans for integrating patient health information into secondary research. As a result, patient 

education is needed about research and information sharing practices11-14. Second, privacy both for oneself and for 
one’s immediate and extended (future) family, is the most important concern raised by patients when asked about 

sharing their health data11, 15-17. Importantly, while the literature on medical research using health records suggests that 

privacy should be assured by researchers in order to gain patient trust, it remains unclear if patients’ views of 

privacy are directly linked with their actual decisions to include their health information in medical research16, 18. 

Theoretical sharing preferences often do not match actual sharing behavior19. For patients, concerns over privacy are 

tightly linked to concerns over security, and some studies have suggested these concerns may be a barrier to 

consumer acceptance of both electronic health record research and electronic health record sharing20-22. 

Third, when patients express favorable opinions about sharing of health information, they overwhelmingly do so in 

the context that societal gain might emerge from their participation15. As a result of these three areas of patient 

concerns, important to the governance of research is the question of how to balance individual privacy with social 

good12, 23-24. Finally, studies show that a large majority of patients would like control over how their health records are 
used. While they may be willing to share their data for clinical care purposes, a majority want to be able to at least 
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positively authorize the use of their records for research13, 17, 19, 25-30. This finding is consistent with research on 

consumer opinions on biobanks and genetic research: the majority of patients want to be able to consent at least once 

to having their data shared, however, specific, granular consent options often differ16, 31-32. Researchers have thus 

suggested that flexible consent models be built into electronic medical records13-14, 33. Finally, meaningful consent has 

emerged as an important consideration when future research purposes as well as risks and benefits are not known.  

In all, addressing issues of patient education, privacy and security, concerns regarding social good (or what 
researchers define as benevolence and justice), and consent practices as well as consent limitations are critical to not 

only garnering public acceptance and participation in DRNs, but also to establishing governance policies and 

practices that incorporate patients as stakeholders. Building on this literature, a deeper understanding of patient 

knowledge and preferences regarding the sharing of data in DRNs is essential to ensuring a patient-centered 

governance structure. 

Methods 

Researchers at San Francisco State University (SFSU) designed a qualitative component to elicit in-depth patient 

views on data networks, sharing of data for research, and perspectives on consent and access options. A semi-

structured focus group guide was designed around three case scenarios that gradually moved the group discussion 

from perspectives on the use of data in clinical research to sharing across research sites to sharing in DRNs.  

Recruitment and Sample. Focus groups were conducted at the three SCANNER project sites: Partners Healthcare in 

Massachusetts (two focus groups, 12 participants total), the San Diego Veteran’s Healthcare System (two focus 
groups, 14 participants total), and the University of California San Diego Medical Center (two focus groups, 10 

participants total). Each of the focus groups lasted between 90 and 120 minutes. Recruitment was coordinated by 

SCANNER site leaders in collaboration with physicians. Efforts were made to recruit a diverse group of patients 

using a combination of relationship building and networking strategies. Eligibility criteria included: diagnosis of 

diabetes or cardiovascular disease; not in inpatient/acute care, rehabilitation or skilled nursing facility at the time of 

focus group; 18 years of age or older; and able to converse in English. 

Interested participants were given an information sheet about the project. Once volunteers were identified and 

agreed to participate, the SFSU research team sent a confirmation letter and scheduled a time for the focus group. 

Focus groups were conducted at the SCANNER sites in accessible and private conference rooms separate from any 

clinical encounter sites or physician office locations. Before the focus groups were conducted, the facilitator 

explained focus group procedures, including the importance of protecting the confidentiality of the group discussion, 
and asked the respondents to sign the informed consent forms. In order to ensure confidentiality, participants were 

assigned a participant ID # and all names were erased from the transcripts. IRB approval was obtained at all sites. 

Table 1 summarizes the demographics of the 36 focus group participants across all three sites. The high percentage 

of men is due to conducting two of the focus groups at the San Diego VA, and in Boston all but one of the 

participants were men. The majority of the participants (69.4%) identified as white and college educated (88.9%). 

22% of participants made less than $40,000 per year, while 50% of participants made over $80,000 per year.  

Table 1. Demographics of Participants 

Variable Focus Group #s 

(percentages) N=36 

Variable Focus Group #s 

(percentages) N=36 

Gender:  Women 

 Men 

7 (19.4%) 

29 (80.6%) 

Age:  Average 

  Range 

63.4 y/o 

29-81 y/o 

Ethnicity:  White/Caucasian 

  Hispanic/Latino(a) 

 Black 
  Asian 

  Native American 

25 (69.4%) 

4 (11.1%) 

3 (8.3%) 
3 (8.3%) 

1 (2.8%) 

Income:    
< $20,000 

 $20,000 - $40,000 
 $40,000 – $80,000 

 > $80,000 

 

3 (8.3%) 

5 (13.9%) 
10 (27.8%) 

18 (50.0%) 

Diagnoses (not mutually exclusive): 

 Diabetes 

 Hypertension 

 Heart Disease 

 

21 (58.3%) 

26 (72.2%) 

15 (41.7%) 

Education Level: 
 Did not graduate high school 

 High school graduate 

 Some college or graduate 

 Graduate degree 

 Declined to answer 

 

1 (2.8%) 

2 (5.6%) 

23 (63.9%) 

9 (25%) 

1 (2.8%) 
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Focus Group Design and Analysis. Two researchers conducted the focus groups which involved a structured set of 

scenarios designed to generate conversations around known themes from the literature, such as patient preferences 

for data sharing, informed consent, access to data and results, and organizational ethics. Three progressive scenarios 

were posed. Scenario 1 asked participants how they would feel about sharing their de-identified information for a 

study involving data from only their provider’s practice. In Scenario 2, de-identified data would be used in a 

research study involving patient data from several providers/hospitals. For Scenario 3, they were asked their 
thoughts about sharing their de-identified health information in an electronic research network involving data from 

many patients across many institutions. Research questions were open-ended and repeated for each scenario. The 

three questions were: How do you feel about participating in a study where your health information will be used in 

this way?; Do you have any questions or concerns about your health information being used in this way?; Finally, do 

you think there might be any advantages to using your health information in this way? 

The six focus groups were analyzed inductively following the principles of grounded theory methodology33-34
. Two 

researchers independently coded the focus group transcripts to promote consistency of interpretation. Transcripts 

were coded for participants’ attitudes, opinions, and preferences within each focus group topic. We then looked for 

patterns that crosscut main topics such as specific ethical and security concerns of participants. Once agreement 

regarding the interpretive codes and their operational meaning was reached between both researchers, codes were 

organized into conceptual memos which served as the thematic basis for the findings in this paper.  

Results 

Focus group participants positively endorsed sharing their data in research networks. This perspective was driven by 

a belief that large-scale research could be used for public benefit by improving healthcare practices and the health of 

communities. Such endorsement, however, was accompanied by participants’ concerns over electronic security and 

a range of ethical and social concerns that increased from Scenario 1 to 3. In Scenario 1, for example, participants 

had almost no reservation about sharing their de-identified data as long as they were assured it would remain 

anonymous (even after explanations by the moderators, participants continued to conflate the terms “de-identified” 

and “anonymous”). Security concerns were minimal based on the perception that when data stays within a single 

provider database, security breaches are minimized. In this scenario, participants mentioned only minor ethical 

concerns such as ensuring their family’s health records would not be involved without their consent. 

As we moved to Scenario 2, a research study involving patient data across a few providers/hospitals, participants 

began voicing concerns around security, privacy, and ethics. The idea of transmitting data electronically across 
institutions led to the perception of increased potential for breaches and misuse or mishandling of health records as 

additional staff and organizations became involved. Here, participants began voicing concerns about research 

administration such as who would be leading the research, and who would have access to and benefit from the 

results, and what might it mean for relatives and future generations if privacy was not protected. Corporations, 

including health insurance companies, emerged as examples of entities some participants would want barred from 

having access to the data. 

With the introduction of Scenario 3, participants’ concerns escalated around security and broad ethical issues. For 

example, participants raised concerns over security breaches, including hacking and stealing of data, across the 

focus groups. One participant stated: “It’s interesting how you put the computer system [network] in there because 

now we’re really getting into the ability for information to easily be stolen.” Another stated: “I would want to know 

what kind of security the central network is using. Are they using any type of encryption at all, who has access to the 

system? How do they maintain that type of access, you know, just general [questions].” In this scenario, participants 
also voiced ethical concerns such as social good and social justice. These primarily revolved around two related but 

also separate issues: corporate involvement in the research network and administration of the network. Both include 

concerns regarding how data findings would be used, for what groups, and for whose benefit. Participants 

considered these to be topics that are politically charged and included debates over “profit motives,” “unavoidable 

commercialism,” and organizational interests versus social good. 

Trust as a Key Factor for Sharing Health Data. Most participants emphasized that their willingness to share their 

health data was, in part, driven by trust in their doctors to do the right thing for patients. For many, if their doctors 

asked or suggested they participate in a research study, they were inclined to do so. In fact, many of the participants 

in these focus groups joined as a result of their trust in their doctor. In probing this perception, it also became clear 

that participants place their trust in actual people, such as their doctors, rather than in institutions or networks.  
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As the scenarios grew in scale, trust became more difficult to ensure. For example, participants reflected that while 

they can trust their doctor it is hard to trust a system. Even if commercial entities are not involved in the DRNs, 

participants spoke with hesitancy of the bureaucratic and often political nature of large institutions and how they are 

governed. However, participants were also realistic about the need to place trust in institutions, or else no large-scale 

research would ever get done. Participants related their feelings of trust to their options for authorizing sharing: if 

they can trust that their health information will be put to good use helping others and not simply used for 
commercial profits, they are willing to share data in DRNs (See Box 1). 

Box 1: Trust in Physicians and Systems 

Trust in physicians: 
“I was recommended by my physician and I have such high regard for him that if he had recommended me then 

you know I think that it would probably by worthwhile. He knows the value of time.”  

“I am a catholic and I say that because I went to confession one day and I had major surgery coming up and I was 

worried about it you know, and the priest said to me, You trust god don’t you and I sad yes I do and he says, 

well, you have to learn to trust my doctor….and so I trust my doctor.”  

“At some point you have to trust somebody in something if you’re going to want to participate. If you don’t want to 

participate then tell your doctor, ‘No I don’t want my information sent.’ Because then if you do find out it gets 

sent then again she’s going to fall into that same lawsuit of ‘I told you no, you don’t have my consent. Show me 

my signature somewhere.’” 

Trust in a system: 
“Yeah but then we’re just building another bureaucracy… you’re gonna have to have somebody take care of the 

operation you know I mean it’s not going to be – you’re talking about 300 million people you know. And that’s 

like putting it on the – in a little organization who has a lot of control.” 

“Who is going to make those decisions?...controllability affects everybody’s life you know no matter what we talk 

about…this is going to be so big that it’s going to be political. We’re not talking about a local community…One 

way or another you’re going to build that bureaucracy.” 

Socio-Ethical Concerns of DRNs. Beyond considerations of ethics in research (such as those enumerated in the 

Belmont Report35) lie broader social-ethical concerns raised by participants. These included discussions of the 

conduct of powerful entities such as corporations in the use of and subsequent ownership over research data. 

Participants held multiple concerns related to ethical principles of justice including the institutional stakeholders 

involved with DRNs. A shared and unanimous concern surfaced across all the focus groups: who will have access to 

the data, for what purpose, and to who’s benefit and/or exclusion? Discussion of these concerns often revolved 

around issues with corporate involvement in research networks. The quotes in Box 2 speak to participants’ concerns 

that results of large-scale studies might only end up benefitting the corporations involved. 

Additionally, questions of governance emerged in concerns about administrative control, management of 
bureaucracy, and what participants regarded as an uncertain political field of development and management. As one 

participant asked: what kind of “half-life” will the data have? How will it be captured and stored? Notably, 

participants did not directly state that they would refuse to share their clinical data if a corporation was involved in 

the production or dissemination of the study results, but did express concern over this possibility.  

Box 2: Corporate Access 

Concerns over corporate involvement and access to the data  
“As we get further and further away from the core research and it then goes to private corporations I get a little 

more hesitant but I’m generally okay as long as the anonymity is there… I don’t often feel like big corporations 
have anything other than their best interest at heart, and how they use that research is you know once it’s in their 

hands is I don’t know, I’m a little bit more resistant as it gets passed further and further beyond the true research 

participants.” 

“If you raise the issue about how the information is to be used, you mentioned government, industry, 

universities, I have somewhat of a suspicion of large pharmaceutical companies that are pushing one 

particular med and they want to see efficacy because they want to sell that med whereas a competing 

company that might have a somewhat different kind of med but still is looking for the same results you’re 

not going to have the objectivity in that process.” 
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Public Justice: Balancing Profit and Public Good. While there was no overall agreement among participants about 

research results leading to a product or products with profit potential, many participants expressed concern with 

potential commercial involvement in DRNs. Some participants supported corporate profits if the company 

developed new or modified medical technologies that would help people and if such help could be distributed 

equitably. Conversations took place around how equity could be ensured and who would decide and ensure this 

goal. Others expressed ambivalence around the negative associations people have with some commercial entities, in 
this context pharmaceutical and health insurance companies. Some participants felt that companies place profit 

before benefits to individuals. One participant said they do not trust pharmaceutical companies to offer patients what 

is in their best interest. However, some participants also felt that the profit motive was a powerful reason for health 

technologies to be improved which would ultimately benefit patients.. 

For some, the public availability of knowledge and treatment offered through potential discoveries would outweigh 

the concerns of financial gains to commercial entities; but if only a select few would benefit from this research, then 

participants were less enthusiastic about including their healthcare data in the network. Participants in one focus 

group discussed why benefits from DRN research findings need to benefit both the researchers and the public; it 

cannot be just one or the other: the researchers need incentives to do the research, but the data is coming from a 

mass database that involves both public and private health institutions. Box 3 illustrates participants’ concerns about 

corporate involvement and profit-making. 

Box 3: Commercial and Profit-Making Motives 

Concerns over corporate involvement and commercialism:  
“To me it really depends. I would be a lot more inclined to help out an educational facility than I would a 

biomedical company that’s trying to make a profit on a drug, just the motive would depend. They have a higher 

standard with which to prove to me why I should participate.”  

“[Research] pursues a good end to benefit others. My concern is that certainly that’s not the philosophy of the 

insurance companies and they also have access or may have access to this information… They’re not looking 

for ways to lower their prices but they’re looking for ways to be more competitive.” 

Ambivalence about profit-making: 
“You can say that well if it goes to a corporation they’re going to develop a new drug, they’re going to market the 

heck out of that drug; they’re going to make millions of dollars, but on the other end if the drug is helping 

people I think that’s okay.”  

“I think everybody’s in agreement that we have no problem sharing the information, we’re glad to contribute to 
the betterment of women and men in kind but the problem is how is this information going to be used? By 

whom? And will it have some negative results if it’s in the wrong control?”  

Profit motives can be positive: 
“[Sharing your data] is a good thing although you’d never know it, I mean you’d never really know what you 

provided, I mean you’re one of hundreds of thousands you know. But this happens all the time and it’s a good 

thing, it’s a good thing.”  

“I personally wouldn’t [have a problem with the company profiting off the results of the research]. They’re going 

to get the information some way at some point from someone and you know I think it’s good to contribute and 

be a part of that.”  

Assuring Social Responsibility. Balancing individual needs and social responsibility emerged as a theme of 

discussion for patients as they reflected on data sharing. We found that for the participants who were supportive of 

commercial entities profiting from the health research spoke directly or indirectly of “social responsibility.” This 
was frequently referenced when discussing affordable access to the medical technologies developed from DRNs. 

Participants asked if companies would intend to create some way for those who cannot afford their medical products 

or drugs to have access to them. In our analysis the long discussions about affordability pointed to the larger theme 

of social responsibility and justice. That is, the idea that benefit be equitably distributed across publics regardless of 

ability to pay, insurance status, citizenship, location, or other factors that often stratify access. Box 4 displays 

participants’ comments about social responsibility extending beyond commercial profits to include equitable and fair 

distribution of knowledge and products that result from research. 

Box 4: Social Responsibility 
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Commitments to social responsibility: 
“I think here there are two issues and the scenario is very interesting because it puts us in a very contradictory 

framework. Why contradictory? Because on one hand we have reached what we are pursuing here, the benefit 

of the patient, but on the other hand we see the concept of commercial, sold commercially. So then here is the 

thing so is this a contribution to everybody? Yes, contribution to benefit the patient. But also we’ve contributed 

to the benefit of a company that is selling this product. I don’t have problems with that but certainly these 

companies most of the times they’ve refused to release the patents after certain time which is the time that they 
should be releasing these patents.” 

“This point…is a very interesting point: there are health issues in Africa that could be solved if the pharmaceutical 

companies could drop the prices of the medicines, and the real price of the medicine is low but because it’s the 

only company that sells that particular medicine they put in a very high price. And we don’t need to go as you 

said we don’t need to go to Africa, here we have troubles. So I would really put that emphasis that you 

mentioned like kind of a social responsibility into the use of the information. If there is this commitment it 

would be excellent.” 

Authorization for Electronic Data Sharing. Participants were asked to discuss four data sharing authorization 

options within the research network scenarios using de-identified data: 1) broad opt-in; 2) broad opt-out; 3) project-

specific approval; and 4) no authorization required. In explaining each scenario to the participants, the facilitators 

acknowledged that forming a review board was not current practice and that project specific approval by an 

“administrator” would have to be worked out by the DRN in accordance with their practice guidelines. 

Overwhelmingly, though not unanimously, participants favored option 1, broad opt-in, where they would be asked 
during their first medical visit if they consented to having their health information included in future studies. One 

participant stated: “I don’t think consent should be assumed, I think there should have to be affirmative positive 

consent.” The issue of “trust” was also raised among participants: their feelings on consenting came back to the 

issue of trust. If they can trust that their health information will be put to good use helping others, they are willing to 

consent to future studies. However, participants also asked how a one-time consent could capture specific 

information about future projects and, thus, questioned the very notion of informed consent. One participant who 

favored project specific approval thought this would more accurately reflect real-time information, including 

potential risks and benefits.  

Participants did not prefer option 2, broad opt-out, since data could be used without initial authorization. A few 

participants discussed how the importance of what they were signing (consent forms) could slip through the cracks: 

when they go for a medical visit, they are concerned about their personal health, and the last thing on their minds is 
trying to understand consent forms. One participant felt conflicted over being able to opt-out since their information 

is valuable for advancing medical knowledge (see Box 5 below). Most participants also did not like option 3, 

project-specific consent, since requiring consent authorizations for every future study would be too much of a 

burden for both them and their doctors. Two participants did like option 3, however. One stated they would like to 

be able to learn about each study their information is used in, such as who is funding it and what will be done with 

the results. Another participant felt nervous about broad-opt in, and wanted to be able to re-consent for each project 

noting that the specifics would vary for each and every research study. Box 5 represents participants’ diverse 

thoughts on data sharing authorization options. 

Box 5: Conflict Between Risks and Benefits of Authorization 

Feelings of confliction over risks versus benefits of consent options: 
“I’m defeating the purpose [of doing research with health data] by saying well I want to have the option to say no, 

I don’t want this particular thing used but because you know again that’s the purpose of this is to have all the 

data so I don’t know, it’s where I’m kind of torn or conflicted by it to some degree.”  

Feelings of nervousness over broad opt-in only: 
“I don’t like it. That’s just me because I mean it’s just like you sign the form once and you never see it again and 

then later on in life it ends up biting you in the ass ‘cause well you signed the form once and you never saw it 

again. But someone goes out and dusts off your records and says ‘Hey look here.’ I’m like, ‘Well Goddam I 

guess I did sign it.’ And you can’t do anything about it. There’s no option.”  

Thoughts on trust and consent: 
“But again it comes back to the issue of trust. Is the information going to be used basically for your benefit, is it 

going to be used more or less according to standards or appropriate research? And there comes a point where 
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Discussion 

Focus groups with patients reveal that governance when including patient perspectives can move beyond the more 

narrow requirements of federal and state polices and institutional administrative and technical requirements to 

include broad ethical and social issues36. Based on empirical data of patient perspectives we found that patients are 

driven by trust and when asked to participate in research networks they hold socio-ethical concerns beyond those 

regulated by the conduct of human subject research enacted in IRB practices. These included discussions of the 

conduct of powerful entities such as corporations in the use of and subsequent ownership over research data. These 

results may not be surprising in light of the recent public attention to issues of research ethics and justice in high 
profile books and cases, such as The Immoral Life of Henrietta Lacks37, high profile court cases such as the Myriad 

Genetics suit over the patenting of the BRCA1 and BRCA2 genes that is now before the U.S. supreme court38, and 

the research case involving Arizona State University and data collected from the Havasupai tribe39. These cases, as 

well as many other historical cases of research ethics, have brought important public awareness to issues of human 

subjects protection, ethics in use of personal health information and biomaterials, and considerations of social justice 

as well as ethical principles of justice in medical research. Participants in these focus groups engaged in discussions 

over the ethical use of research that similarly moved beyond ethical principles captured by research policies.  

Situating these findings within social scientific and medical frameworks of governance allows us to more thoroughly 

address public participation and trust in what is sure to be an expanding field of distributed research networks. 

Governance of DRNs must include systems of administration that ensure participants and staff is protected and 

accountability is assured. However, as this research shows, patient informed governance would expand beyond these 
technical assurances to include broader assurance of public good, social responsibility, and fairness and equity if 

public trust is to be built and public participation assured. These are essential to the success of these networks.  

Building public trust and engagement in DRNs will require work on many fronts, including patient and stakeholder 

education campaigns, transparent administrative processes, and open disclosure of engagement in the networks, 

especially by commercial entities. Public education campaigns could start with doctors’ offices and hospitals that 

use electronic medical records introducing patients to the concept of DRNs and discussing the specific networks the 

providers participate in. Patients must be educated about the security measures taken to safeguard medical records 

and how secondary use of data for research can benefit the public. Transparent administrative processes will also 

further engage the public in the governance of research networks. Administrators must be able to clearly 

communicate who runs the network, how it is funded, who controls access to the data, what entities and persons can 

gain access for research, and how results are disseminated. Patients in our focus groups seemed to favor a 

compromise between tightly controlled access to the data and open access, suggesting their attentiveness to the risks 
and benefits of data privacy compared with advancing healthcare knowledge. Finally, open disclosure of 

commercial involvement, including identifying any corporate social responsibility, can facilitate public trust.  

Governance along these lines might enhance public trust in systems and, thus, garner patient participation in 

research. Interestingly, as we found here and as others have found14, participants mostly discussed trust in reference 

to their doctors, which suggests that trust of their doctors may then confer benefits of trust to the research networks. 

We do not assume naively that including patient views erases issues of power and politics. While doing so includes 

multiple perspectives, attention to the processes of how and along what avenues so-called publics are engaged (i.e., 

through social movement activism, as corporate designed patient groups, in public research projects, etc.) will 

inform whether and to what extent broad sets of interests and values are built into the ongoing management of 

research. Such an approach only holds the potential to check and balance the power of decision-making; it does not 

determine its fate. Thus, as Irwin stated, it is valuable to retain a critical awareness of “new scientific governance” 
models and theory: while this literature supports public engagement in all scientific endeavors, it is possible that in 

the end nothing may change and the decision-making will still come from top-down administration only; network 

designers must remain aware of a top-down commitment to “bottom-up” processes40. 

There are a number of limitations to this study. Our focus group findings are not generalizable to represent the U.S. 

public. In particular, our participants were highly educated and males were significantly overrepresented (80.6% 

males vs. 19.4% females). Also, patients are not a homogenous group. Different populations of patients will have 

different opinions and needs regarding sharing their data and support for DRNs, and more studies are needed to 

reflect these differences. Focus groups elicit the underlying thoughts and feelings behind participants’ statements 

and beliefs, but do not allow us to test any hypotheses or to quantify participants’ answers to validate findings. 

Further, given that some of the issues presented, especially the issue of data authorization policies, were unknown, 

you just have to say I hope it’s going to work out.” 
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responses by patients were speculative. Future research should include large-scale surveys and other studies that 

would yield quantifiable data and allow empirical tests based on the themes elucidated from these focus groups as 

they relate to DRNs. Finally, studies should ground responses in actual practices and among patients who 

themselves have been asked to participate in a DRNs and thereby seek to further understand the relationship 

between patients’ thoughts on specific aspects of DRN governance and their willingness to actually share their data 

with these networks. 

Conclusion 

Our findings provide a basis for further thinking through of what patient-centered governance in electronic research 

networks would look like. A challenge with respect to ethical issues that arise from emerging technologies is that 

they can give rise to concerns that cannot be dealt with adequately by existing regulations or guidelines. Governance 

in regards to new technologies is not a one-time event but an ongoing process. Much work needs to done regarding 

the assessment of current regulations, the development of new insights into how ethical issues pertain to emerging 

technologies, and how public concerns may be considered in policymaking. Public understanding, dialogue, and 

engagement are already part of science and technology conversation, but given the fast pace of innovation and 

change, new efforts must strive to create mutual benefits for all actors involved in innovation. 
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Shared Mental Models in Team Handoff and the Role of EHR 

Lena Mamykina, PhD1, David R. Kaufman, PhD2, R. Stanley Hum, MD, MA1 
1Columbia University, New York, NY; 2Arizona State University, Scottsdale, AZ 

Abstract. A critical component of clinical teamwork is the ability of team members to develop shared mental models 
(SMM) of their patients, and to maintain these shared models through transitions of care. In this study we examined 
the degrees of SMM within patient care teams in a Cardiothoracic Intensive Care Unit of a large teaching hospital. 
The study showed that when pressed for time, clinicians focus in their handoffs on data most pertinent to their 
discipline and role-specific responsibilities, and filter out what they perceive as less urgent. Verbal handoffs of 
different members of patient care teams had strikingly low degrees of content overlap, suggesting possible 
divergence in their mental models of patient cases. We examine the role of Electronic Health Record in facilitating 
construction of shared mental models and suggest design directions for future HIT.  

Introduction. Teamwork is a vital component of critical care. One of the crucial aspects of teamwork is a team’s 
ability to develop shared cognitive representations of task requirements, procedures, and role responsibilities, 
commonly referred to as shared mental models1 (SMM). In context of patient care, SSM involve a common 
understanding of the patient state, trends, and ways to effect change (e.g., change in therapy). SMM were shown to 
have positive impact on team performance in military tactical teams, and were correlated with reduced patient length 
of stay and effective medical management. The focus of this work was on understanding interdisciplinary teams’ 
ability to develop shared mental models of their patients and patients’ care and maintain these models through 
transitions of care. 

Methods. Patient presentations during verbal handoffs were used as a manifestation of clinicians’ mental models of 
patient cases. The researchers recorded, analyzed, and compared the content of verbal handoffs of different members 
of patient care teams. Transcripts were divided into smallest utterances with a coherent meaning and coded using 
taxonomy of handoff communication events1. Utterances made by different clinicians on the team during their 
handoffs were compared, and statements that had identical (or similar) content were identified. The SMM index was 
then calculated as the ratio of the sum of the statements that overlapped in content to the average number of 
statements in handoffs of that team. Finally, researchers conducted in-depth interviews with four clinicians (one 
nurse, one fellow, and two residents) to assess their perceptions in regards to transitions of care and the role of EHR.   

Results. The overlap analysis of the handoffs by different clinicians caring for the same patient produced the 
following results: for the 11 transitions of care captured in the study, the overlap index ranged from close to 0.25 to 
only 0.009 (SMM index values range from 0 to 1). Over half of all the transitions of care (6 out of 11) had overlap 
index below 0.1. Notably, for the transitions of care with the lowest overlap index, patient identifiers (name, age) 
were the only consistent information across the different handoffs. Qualitative interviews with clinicians in the unit 
suggested that the clinicians perceived suboptimal documentation practices as complicating the flow of information 
between team members. In addition, fragmentation of data in EHR exacerbated existing information silos, creating 
divisions between clinicians in different roles. Finally, all study participants noted the absence of tools for 
facilitating inter-disciplinary handoff.  

Discussion. This study further illustrated the potentially disruptive impact of transitions of care on clinicians’ ability 
to develop and maintain shared mental models of their patients. When pressed for time, clinicians focus in their 
handoffs on data most pertinent to their discipline and role-specific responsibilities, and filter out what they perceive 
as less urgent, creating gaps in understanding between clinicians on a patient care team. Our study suggested that 
these gaps can be further exacerbated by ineffective design of EHR systems that create information silos and often 
lack tools to support intra-team communication. We propose that computerized handoff tools can help clinicians 
capture and maintain a shared inter-disciplinary narrative, and situate it in the context of discipline-specific 
observations and to-do lists.  
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ABSTRACT 
Objectives: To better characterize patient understanding of their risk of cardiac complications from non-cardiac 
surgery and to develop a patient driven clinical decision support system for preoperative patient risk management. 
Methods: A patient-driven preoperative self-assessment decision support tool for perioperative assessment was 
created.  Patient’ self-perception of cardiac risk and self-report data for risk factors were compared with gold 
standard preoperative physician assessment to evaluate agreement. 
Results: The patient generated cardiac risk profile was used for risk score generation and had excellent agreement 
with the expert physician assessment. However, patient subjective self-perception risk of cardiovascular 
complications had poor agreement with expert assessment. 
Conclusion: A patient driven cardiac risk assessment tool provides a high degree of agreement with expert provider 
assessment demonstrating clinical feasibility. The limited agreement between provider risk assessment and patient 
self-perception underscores a need for further work including focused preoperative patient education on cardiac risk. 
 

INTRODUCTION 
Surgical interventions provide opportunities for patients to alleviate potential morbidity and mortality. However, 
these procedures frequently result in cardiac, pulmonary, bleeding and infectious complications. Surgery is a 
frequent health care intervention with an estimated 6 million non-cardiac surgical procedures performed every year 
in the United States, with progressive growth in procedures noted each subsequent year (1,2). Approximately 25% 
of these procedures include major intra-abdominal, thoracic, vascular, and orthopedic procedures known to be 
associated with significant perioperative cardiovascular morbidity and mortality (3).  

The American College of Cardiology/American Heart Association (ACC/AHA) issued perioperative guidelines for 
non-cardiac surgery in 2007(2), as well as a focused update on preoperative beta blockade in 2009 (3), and endorsed 
guidelines to direct clinicians to estimate the risk of major adverse myocardial events. These guidelines modified 
recommendations on the Revised Cardiac Risk Index (RCRI)  (4,5)  to highlight a set of conditions associated with 
higher post-operative morbidity and mortality for patients undergoing surgery. The primary risk factors of the RCRI 
include ischemic heart disease, compensated or prior congestive heart failure, cerebrovascular disease, diabetes 
mellitus requiring insulin, and renal insufficiency typically with a creatinine level of 2.0 or above (5). 

Although the RCRI guidelines have been an important attempt to simplify preoperative risk assessment, it remains a 
significant challenge for clinical practitioners to provide proper evidence-based preoperative evaluations given the 
constantly changing clinical evidence and the broad realm of specialty literature pertinent to preoperative testing and 
risk management (6-11). As surgical interventions continue to evolve with increasingly complex and costly 
procedures, there is a critical need to improve the preoperative assessment to effectively identify clinical risk factors 
and manage existing co-morbidities. In the perioperative window, from one month before to one month after the 
surgical intervention, targeted risk mitigation can be implemented to reduce surgical complication risk. In the 
context of growing surgical work volumes, there is a paucity of well-trained primary providers and preoperative 
assessment clinics to address patient needs with ongoing growth in the number of preoperative assessments  (12,13), 
(14). An important partner for the surgical team is the patient, who ultimately has the most at stake from the surgical 
benefits and potential complications (15). Unfortunately, few tools are available for patients to self-identify surgical 
risk and empower them to work in tandem with multi-disciplinary surgical teams. Such tools could help patients 
become better informed of their surgical risk and address an important knowledge gap since most patients have 
limited recall of the risks and benefits of surgical interventions after completing the pre-operative clinical workup  
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(16,17). In addition to the potential educational and clinical benefits to the patients, patient driven decision support 
tools could also be a cost-effective adjunct tool for surgical quality efforts including Accountable Care 
Organizations (ACO), medical homes, and other efforts to enhance clinical quality. Having effective patient driven 
clinical assessments can provide surgical providers a greater appreciation of surgical risks prior to their planned 
procedures and facilitate optimized multi-specialty care delivery. 

Though patients may not fully understand all the details discussed with their providers prior to their surgical 
procedures, the informed consent process has been established to insure discussions of risk and benefits do take 
place. The preoperative care process makes it possible for patients to better understand any planned procedures by 
asking their providers targeted questions and to facilitate their own information gathering. Prior studies on patient 
understanding of clinical risk focused on patient perceptions of risks and benefits, (16-20) but there is limited data 
on whether patient risk perceptions have a significant correlation with provider risk assessment. Such mutual 
understanding by both patients and providers is important to better manage potential complications that can occur 
during surgical procedures. When gaps in the patient and provider perceptions are present, this creates an important 
education opportunity to help patients fully appreciate the implications of any planned procedure. 
 

BACKGROUND 
The identification and management of clinical risk prior to surgery occurs in the context of significant time 
constraints. Typically, the clinical workup prior to surgery is a full history and physical examination completed 30 
days prior to surgery to fulfill regulatory requirements and to maintain clinical care standards. These preoperative 
visits focus on clinical conditions that may affect anesthesia and surgery and are usually completed by a primary 
care provider or in an anesthesiology clinic. Frequently, these medical evaluations are provided in conjunction with 
surgery specific patient education and assessment and coordinated with surgical, anesthesia and medical providers. 
In this 30 day preoperative window, the patient is at risk of having exacerbations of their chronic medical conditions 
contributing to operative morbidity and mortality. As a result, it is important that patients have their assessments 
completed as close as possible to their surgery, yet it is important to allow enough time to mitigate any clinical 
conditions which may place the patient at increased surgical  risk. Frequently, diagnostic testing and specialty 
consultation are required prior to the surgical date to insure appropriate care. Unfortunately, no clinical guidelines 
provide guidance on how to optimize pre-operative assessment timing. Patients with complicated medical histories 
often require a complicated evaluation and treatment regimens prior to surgery that may involve multiple 
preoperative assessments in order to optimize their clinical conditions (17). The effectiveness of these visits is 
clinically important since the decompensation of chronic conditions just prior to surgery may lead to late 
cancellations resulting in unfilled operating room slots. Late surgical cancellations can have substantial adverse 
effects on hospital revenue since many operating rooms costs are fixed expenditures and surgical procedures 
generating substantial proportions of hospital revenue (21). To optimally deliver surgical care, preoperative planning 
and risk management capacity must be enhanced for those patients at risk of clinical decompensation prior to and 
after surgery (22). 

Patient self-assessment software can potentially mitigate time pressures in the 30-day preoperative window by 
adding important triage data to better identify the at-risk population. Such tools would optimally be patient-driven 
since they are most aware of any new changes that occur prior to surgery. However, to use such patient-driven 
information collection systems, it is important to establish  validity and reliability. The ability of patients to self-
identify clinical risk factors has been previously established in many studies of chronic disease  (21,23-26). 
However, tools for patient self-identification of clinical risk factors have not translated efficiently from large 
research studies for use in clinical care. There are strategic advantages to having patients identify their own clinical 
risk factors both in terms of patient understanding of their own clinical conditions and to facilitate accurate clinical 
history data. In addition, a patient driven approach could potentially be used to reduce treatment costs by minimizing 
provider mediation to obtain medical information. Although personal health records have the potential to facilitate 
pertinent patient driven clinical data, the lack of effective direct connections to the patient’s electronic medical 
record remains a major limitation. An additional question is whether patient self-identification of risk factors is valid 
for focused clinical assessments such as cardiac risk (27). In order to address some of the critical needs of 
preoperative assessment, a continuous improvement project was undertaken to assess if patient self-report data on 
cardiac risk could be validated against the current standard of clinical practice. Patient self report data on cardiac 
risk perception and objective cardiac risk factors were compared with the provider mediated revised cardiac risk 
index assessment. The RCRI was selected for use since it is the most widely used clinical assessment that has been 
validated for use in planning pre-operative clinical interventions and is well established in existing care guidelines 
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(28-30). The authors were motivated to use a widely used risk scale with minor modifications of the descriptive 
disease elements and symptomatic verbiage to facilitate  patient comprehension. The primary project goal is to 
create a valid and evidence-based foundation for  a patient driven preoperative cardiac risk decision support tool for 
preoperative clinical  decision making.  
 

METHODS 
Study Design – A prospective, single center, hospital based observational study to evaluate an institutionally 
approved continuous quality improvement initiative was conducted at VA Medical Center (VAMC) in Minneapolis, 
Minnesota. 

Site Description - A total of 309 patients, who visited the preoperative medicine clinic in the Department of General 
Medicine VAMC Minneapolis during the study period were included in the study. The Minneapolis Veterans 
Administration Hospital is a major referral site within the VA system and serves as a  surgical multi-specialty site 
for the VISN 23 region. The VISN 23 clinical health care network serves more than 400,000 enrolled Veterans 
residing in the states of Iowa, Minnesota, Nebraska, North Dakota, South Dakota and portions of Illinois, Kansas, 
Missouri, Wisconsin and Wyoming. The preoperative medical clinic operated from the Minneapolis clinical site is a 
large preoperative medicine clinic site with 10 clinicians providing preoperative medical assessments. 

Patient Selection – All patients, referred to the Pre-operative Medicine Clinic during the study period from 1 Dec 
2011 to 28 February 2013 were eligible for the study. After excluding 5 patients who were not able to complete 
surveys, a total of 304 patient surveys and medical records were analyzed for this study. 

Cardiac Risk Tool Development– The survey tool used for this study was developed with a goal of enabling patients 
to complete this survey online through secured messaging at remote sites. The implementation of the survey with 
electronic messaging can help facilitate remote care and potentially enhance the ability to aggregate patient history 
and medical information with direct links to electronic patient medical records. (Figure 1) 

To accurately assess and capture patient medical and surgical history, exercise tolerance, and cardiovascular risk 
perceptions, a survey instrument was developed as a 25-question assessment tool. The instrument was developed by 
mapping the American Heart Association Guidelines for Pre-operative risk assessment of cardiac complications of 
Non-Cardiac Surgery (Figure 2). Specific questions were developed to identify each of the six revised cardiac risk 
index factors and a mapping algorithm was established to generate a RCRI score with expert provider review. 
Where applicable, questions from established and validated patient instruments like Rose Questionnaire for ischemic 
heart disease; Questionnaire to Verify Stroke Free Status (QVSFS) for cerebrovascular disease; and Compendium of 
Physical Activity for exercise capacity, were modified and used to generate survey questions. In addition to the 
objective cardiac risk factor assessment, questions were developed to identify patient cardiac risk perception on a 
graded scale. These results were scored with a mapping algorithm to identify relative levels of risk perceived by the 
patients that reflected current clinical guidelines.  

The development included iterative pilot surveys assessed by practicing preoperative medical providers and patients. 
The survey content was tailored for patient use with an approximate reading level of grade 7 by Flesch-Kincaid 
Readability analysis to facilitate patient use.  

 

 

Figure 1: Overview of Methods  
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Figure 2: Overview of Survey Development 

Questions on important surgical contraindications including certain high risk surgical preclusion criteria, preexisting 
conditions, cardiovascular risk perception, exercise tolerance, and elements of the 6 revised cardiac risk index risk 
factors were adapted for patient use and incorporated into the instrument. The validity assessment in this paper 
focuses on the patient perception of their cardiac risk as well as patient self-reported cardiac history to assess tool 
reliability when compared to gold standard provider evaluation. 

Statistical Analysis: Provider notes for each patient’s preoperative medical visit were examined by assessing 
provider risk scoring and their objective cardiac risk assessment. Study data was analyzed using the SAS statistical 
package (Version 9.3, Cary, N.C.). A p-value of less than 0.05 was considered to be significant. 

RESULTS 
In Table 1, the characteristics of the study patients included self-reported cardiac risk tool responders. Exercise 
tolerance was included in the table as it is an important predictor of cardiac risk with surgery and provides an 
important surrogate measure of the group cardiac risk. 

Patient cardiac risk was evaluated using patient self-assessment tool responses, which were mapped and aggregated 
to create a revised cardiac risk index score. These results were compared with a clinical chart review of the final 
medical consultation on cardiac  risk completed by each patient’s clinical provider during their preoperative visit. 
Patient self-assessment was completed just prior to the planned preoperative clinical visit providing a very low 
likelihood of a change in clinical status between the time of the patient self-report and the medical provider’s 
assessment. The risk factor results with aggregated scores are noted in table 2. 

The patient self-report of their estimated cardiac risk with surgery is listed in Table 2. These results were compared 
with the clinical provider’s estimate of operative cardiac risk documented in the clinical chart after the patient’s 
routine preoperative medical visits was completed. The results were assessed for inter-rater reliability by calculating 
a kappa statistic (31). The Kappa Statistic (Weighted) for percent agreement between RCR Score generated from 
patient survey instrument and Chart review is 0.78.(95% C.I.0.72-0.85). These results demonstrated a substantial 
level of agreement between the two estimates of reported cardiac risk. 
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Table 1: Study Patient Characteristics 

 
 

 
 

 
 

 

 

 

 

 

Table 2: Comparison of Calculated RCRI Scores: 
Calculated from Clinician notes versus Patient Self-Reported Cardiac Risk Factors 

After excluding surveys with missing data elements for patient self-assessment and provider perceptions of 
cardiovascular risk, 282 surveys were used for comparing risk perceptions. As described in Table 3, the aggregate 
frequencies of cardiac risk perceptions were similar but demonstrated substantial disparities for inter-rater agreement 
between patient and providers. The calculated kappa showed that the patient’s self risk perception had poor level of 
overall agreement with physician perception of cardiac risk with a weighted Kappa score of only 0.18 (95% C.I. 
0.04-0.31) with individual kappa for low, intermediate and high risk comparisons being 0.17. 0.08 and 0.21 
respectively. 

 

 

 

 

 

 

 

Table 3: Comparison of Perceived Cardiac Risk-  
Clinician Assessment Versus Patient Self-Risk Estimate Survey 

Age mean (+ S.D.) 
{Range} 

63 years (+12) 
{25 – 94 years} 

Males n (percent) 290 (95%) 

Exercise Tolerance (> 4 Mets) 
n (percent) 

276 (93%) 

Calculated from Provider 
Notes, Chart Review 

n (%) 

Revised Cardiac 
Risk Index Score 

Calculated from Patient 
Surveys 
n (%) 

209 (69) 0 211 (70) 

64 (21) 1 60 (20) 

16 (5) 2 23 (8) 

7 (2) 3 4 (1) 

3 (1) 4 2 (0.6) 

2 (0.6) 5 1 (0.3) 

From Provider 
Report 
n (%) 

Perceived 
Cardiac Risk 

From Patient 
Report  
n (%) 

236 (84) Low 242 (86) 

41 (15) Intermediate 36 (13) 

5 (2) High 4 (1) 
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There were only 19 high risk procedures planned among the participating patients and most major surgical 
subspecialties were included in study with 105 of the planned surgeries deemed to have low estimated cardiac risk 
and 178 of the procedures designated as intermediate (Table 4). Tables 5, identifies the types of procedures for 
which the patients were being evaluated. Cardiac surgeries were excluded as they received their preoperative 
assessment from the cardiothoracic clinical service lines at the clinical site of the study and practice guidelines 
assess risk for cardiac surgery differently than non-cardiac surgery.  
 

 

 

 

Table 4: Risk categories for performed 
surgeries 

 
 

 

 

Table 5: List of Surgical Procedures 

DISCUSSION 
The results of the assessment of this quality improvement initiative provide two key insights on patient self-
assessment of cardiac risk. The patient’s self-assessment of their perceived pre-operative cardiac risk had poor 
agreement with expert clinical providers. In contrast, the patient self-report of their primary cardiac risk factors 
showed substantial inter-rater reliability with the provider assessment. In addition, the patient self-reported risk data 
mapped well to the existing clinical standards of preoperative cardiac risk (Revised Cardiac Risk Index) 
demonstrating the feasibility of a patient driven approach. These findings provide important evidence that patients 
can adequately provide self-report data that can accurately estimate cardiac risk with surgical interventions. The 
ability of patients to self-report risk factors with similar results to the gold standard provider clinical assessment 
indicates that the development of decision support tools with patient driven interfaces may potentially be used for 
preoperative cardiac assessment. In contrast, patients appear less able to predictably provide an accurate perception 
of their pre-operative cardiac risk, which matches the gold standard assessment of their clinical providers.  
 There are a number of limitations to this evaluation. The sample size is relatively modest, which makes it 
difficult to ensure that the patient self-report of cardiac risk factors and self-perception data is a true representation 
of Veterans Administration preoperative patients. The data collected in the study focuses on a regional Veterans 
Administration pre-operative patient population and the data is generated from a single clinical practice site. It is 
unclear if these results could be extended to non-VA clinical sites given the predominant male distribution of the 

Risk Category n (%) 

Low Risk 107 (35) 

Intermediate Risk 178 (59) 

High Risk 19 (6) 

Procedure Type n (%) 

Orthopedic 89 (29) 

Neurosurgery 38 (13) 

Otolaryngology 34 (11) 

General Surgery 32 (11) 

Ambulatory 31 (10) 

Urology 27 (9) 

Ophthalmology 23(8) 

Vascular 15(5) 

Podiatry 7 (2) 

 Colorectal 2 (0.6) 

Dental 2 (0.6) 

Cardio-Thoracic 1 (0.3) 

OB-GYN 1 (0.3) 
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sample and mandates further study. Another limitation is the relative lack of high cardiac risk surgical procedures in 
the study population. It is unclear how patients perceive the risk of these procedures and correspondingly uncertain 
whether that perception can be detected in the objective risk data related to procedures. Further assessment, 
including patients undergoing high-risk procedures, can be used to assess this aspect of the survey in future work.  

 The future work for the project, based on the findings to date, will focus on developing patient friendly computer 
interfaces in the secure messaging application. In addition, the survey tool may also be used to pre-screen patients 
with high-risk characteristics to potentially receive high-risk assessments, which have been developed at the clinical 
site of this research project (21,32). Patient prescreening can potentially be matched with protocols to preorder 
cardiac assessments when indicated. This could help improve clinical care coordination, particularly for those 
patients who have to travel hundreds of miles for their preoperative assessment as part of the national VA health 
care system.	  
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Abstract  

Despite the growing limited English proficiency (LEP) population in the US, and federal regulations requiring multilingual health 

information be available for LEP individuals, there is a lack of available high quality multilingual health promotion materials. The 

costs and personnel time associated with creating high quality translations serve as barriers to their creation, especially in resource 

limited public health settings. To explore the potential adoption of novel machine translation and document dissemination 

technologies for improving the creation and sharing of translated public health materials, we interviewed key health department 

personnel in Washington State. We analyzed translation workflow, elucidated key themes regarding public health translation work, 

and assessed attitudes towards electronic document exchange and machine translation. Public health personnel expressed the need 

for human quality assurance and oversight, but appreciated the potential of novel information technologies to assist in the production 

and dissemination of translated materials for public health practice. 

Keywords:   

Public health, public health informatics, machine translation workflow. 

Introduction   

Limited English Proficiency (LEP), or limited ability to read, speak, write or understand English, is associated with disparities in 

health care and health status. This is increasingly important in the US, as the non-English speaking population is growing rapidly. The 

US Census found that the number of Hispanic individuals grew from 35.3 million in 2000 to 50.5 million in 2010, an increase of 43% 

[1]; over the past decade, almost 56% of the population growth in the US can be attributed to minorities [2]. Due to cultural and 

language barriers, LEP individuals have difficulty obtaining health information, show reduced comprehension of healthcare 

information, and are subject to decreased quality of care and access to services [3].  

 

Despite the increasing demand for multilingual health information, there is a lack of available translated materials in public health. 

The involvement of local health departments (LHDs) is essential in ameliorating this dearth.  LHDs interface directly with the 

community and play an integral role in the dissemination of health promotion and disease prevention information to the public [4]. 

One of the ten essential public health services provided by LHDs is “to inform, educate, and empower people about health issues” [5]. 

However, assistance is needed to fill the language gap.  The National Association of County and City Health Officials (NACCHO) 

recently found that in two-thirds of all LHD jurisdictions, the staff members are less diverse than the population they serve, making 

translation by bilingual staff insufficient to serve the needs of the population [5]. 

 

The cost and time required to create translations are enormous barriers for public health agencies. Efforts to improved ways to create 

timely, relevant health information for LEP individuals has stimulated interest in applying translation technologies used routinely in 

business to the public health domain in order to reduce the time and cost of producing  translated health materials. While current 

online machine translators (such as Google Translate) are easily available, it is unknown if machine translation technology (MT) 

would be acceptable for use in public health practice.  

 

Background 

 

Through our NLM funded TransPHorm project (http://www.nwcphp.org/research/translation) we are investigating the use of machine 

translation to improve access to translated public health materials. An important goal of this work is to better understand how machine 

translation technology would best fit into public health translation workflow.  Applying qualitative methods, we sought to better 

understand current public health practices around development and dissemination of multilingual health materials [6]. We are 

investigating whether a machine translator “trained” in the domain of public health could be useful for public health practice. 

 

This qualitative study is part of a larger effort employing a cognitive work analysis framework to better understand the functionality 

of an information system in the context of work practice. We conducted qualitative interviews to explore current translation processes 

at three small to medium local health departments in Washington State to assess their potential adoption of novel information 

technologies for the purpose of facilitating translation and dissemination of multilingual health materials. To this end, we also 

explored to what extent health department share their translated materials with other LHDs, and investigated attitudes towards 

document exchange. This work builds on our investigations of the two largest health departments in Washington State: Public Health 

Seattle & King County and the Washington Department of Health. The methods and results of a study of three small and medium 

health departments are described below. 
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Methods  

Site selection 

The Kitsap County Health District (KCHD), Benton-Franklin Health District (BFHD), and Grant County Health District (GCHD) are 

medium-sized
1
 LHDs in Central Washington. Grant and Benton-Franklin Counties serve a large number of non-English speakers 

(Table 1), the majority of which speak Spanish. Franklin County has an especially high number of individuals who speak English 

‘less than very well’, at 32% [7]. All LHDs perform health promotion and provide personal and environmental health services. LHDs 

were chosen based on the demographics of the counties they serve, their size and their willingness to participate. 

 

Table 1. LHDs interviewed. 

 

LHD # FTEs Population served % LEP 

KCHD <100 254,633 3.3 

BFHD  <100 263,133 14.8 

GCHD <25 91,265 17.1 

Participant profile 

Interviews were conducted with eight employees who were involved in the translation of health promotion materials. Four employees 

were interviewed from KCHD, two from BFHD, and two from GCHD. The job titles and departments of the interviewees are 

summarized in Table 2.  

Data collection methods 

Qualitative methods of semi-structured interviews were used to collect and analyze data. Semi-structured interviews were conducted 

by phone (KCHD) or in-person (BFHD, GCHD) by a public health informaticist, a project manager skilled in conducting qualitative 

interviews, and a graduate student in biomedical and health informatics. IRB approval for this study was obtained from the University 

of Washington Human Subjects Division. 

 

Semi-structured interviews  

When possible, interviews were conducted on site, but some follow-up interviews and interviews with Kitsap County were conducted 

by phone. The semi-structured interviews consisted of open-ended questions which focused on, but were not limited to, employee 

background and role; workflow of document creation, translation, and post-editing; opinion on and use of document exchange; 

perceived barriers, challenges, and facilitators of translation; and knowledge and perception of MT. Interviews were conducted by two 

researchers and recorded with a Sony digital tape recorder. Field notes as well as examples of recent translation projects were 

collected.  

 

Data analysis 

Interview recordings were transcribed by either study staff or professional transcriptionists. The interviews were then coded using an 

iteratively-developed coding scheme which was developed in a prior investigation of the two largest health departments in 

Washington State: Public Health –Seattle & King County and the Washington State Department of Health as part of a larger 

assessment of translation processes [8]. Transcripts were coded by one member of the study staff (HM) and were verified by another 

(MB) using constant comparative methods. Tasks and actors were identified to create workflow diagrams for each of four phases: 

material development, translation, quality assurance, and post-translation. Workflow commonalities were identified and merged for 

the purpose of this analysis. The resulting analysis consists of a workflow diagram and thematic analysis. 

Results 

The three LHDs translated differing amounts of materials. The frequency of translation was lower for KCHD, where there was a 

smaller LEP population. 

Table 2. Employees interviewed. 

LHD Job title Department 

KCHD Director Clinical Services 

KCHD Epidemiologist Health Information Resources 

KCHD Department Manager Health Information Resources 

KCHD Management Analyst Administration 

BFHD Receptionist Environmental Health 

BFHD Program Supervisor Environmental Health 

GCHD Public Health Educator  Personal Health Services 

GCHD Health Outreach Coordinator Personal Health Services 

                                                           
1 According to definitions used by NACCHO. 
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All employees participated in some aspect of the translation process. The director, department manager, and program supervisor were 

all involved in the development of English and translated materials. The management analyst interfaced with the Clinical Services 

department and a third-party vendor when certified translations were needed. The other four employees (epidemiologist, receptionist, 

public health educator and health outreach coordinator) were bilingual staff members directly responsible for performing translations.  

 

Translation workflow 

The workflow diagram for the translation process (Figure 1) illustrates the phases of material development, translation, quality 

assurance, and post-translation. The workflow differed among LHDs, and variations are annotated. 

 

Triggers cited for the development of English or non-English materials included non-compliance of food workers, a change in 

program requirements, or the communication of essential information for safety. Almost all interviewees involved in document 

creation mentioned that they first look to borrow materials from other agencies, unless the topic is district-specific. 

 

Once the document is finalized, it is sent to a bilingual staff member if translation is necessary. Bilingual employees often collaborate 

to share opinions about dialect and word choice. After the initial translation is completed, another bilingual staff member edits for 

accuracy, grammar, tone, reading level, and to ensure that the message is clearly conveyed. Some bilingual employees communicate 

with the project or program manager throughout this process to ensure that choices made while translating have the approval of the 

manager.  

 

In finalizing the document, necessary approvals are sought, and once granted the document can be disseminated. Documents are made 

available at the LHD or distributed by clinical workers or environmental health staff. The perception of several translation staff is that 

district websites are not frequently accessed by LEP groups; dissemination efforts focus on the production and distribution of print 

materials.  

 

After the translation processes and workflow were established, we explored the attitudes toward and current usage of electronic 

document exchange and machine translation during the translation process. We sought interviewees’ opinions about how these 

information technologies might be incorporated into their translation work.  

Thematic Analysis 

We performed a thematic analysis to identify and examine factors which influenced the nature of the work performed. This section 

will outline the major themes that emerged, including the importance of translation quality, translation needs and needs awareness, 

and health departments’ change in focus to policy work. We will also discuss participants’ attitudes towards document exchange and 

MT. 

 

Importance of quality assurance in the translation process 

LHD’s perceptions of what makes a translation high quality influenced the depth and focus of the quality assurance process. When 

LHDs had strong, defined beliefs about the goals of translation and what elements must be present for a translation to be high quality, 

this was reflected in their workflow.  For example, several LHDs emphasized the need for the document to be at an appropriate 

reading level and to convey the key message. Employees translated with this goal in mind and focused on lowering the reading level, 

adopting a conversational tone, and simplifying medical terminology which would be confusing for someone with minimal education. 

 

Needs and needs awareness 

Among the three health departments, there were differing opinions about what was considered a ‘need’ for translation. Interviewees 

mainly seemed to gauge need by the amount of foreign language speakers in their community. Additional considerations included 

health issues that were particularly pertinent to specific LEP groups, like food safety for multilingual food workers.   

 

LHDs had differing levels of certainty about whether the needs of their community were met. Employees at LHD B were especially 

cognizant of the fact that there was a lot of unmet need. There were many languages they were pressured to translate for, such as 

African dialects, which they could not fulfill due to staff and resource limitations. 

 

Focus on policy, not health promotion 

Several employees noted that as a result of budget cuts, their LHD was placing more of a priority on policy work than on public health 

education and outreach. This may have implications for the volume of translations produced by the district; the district doing the 

largest amount of policy work was also translating the least. Additionally, as a result of recent budget cuts, there were fewer health 

educators employed by the health department. Therefore, there are fewer employees who had time to devote to material development 

and translation.  

Attitudes towards document exchange 

We asked interviewees about their experiences with both sharing and borrowing health promotion documents. Borrowing materials 

was commonly practiced; participants found that searching for an existing document was extremely useful as a first step and could 

potentially save a lot of time.  
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Figure 1. Workflow diagram. 
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Table 3. Illustrative Quotes for Themes that Influence Translation Processes. 

 

Theme Subtheme Illustrative Quote 

Importance of 

quality  

Definition of 

quality 

“It will be not so much the accuracy but being able to get the point to the public.” – Bilingual 

Employee 

“In order for [the food worker] to be able to talk with me about this I need [him] to understand 

what we’re trying to get across, because a lot of it’s intent, you know, the words might be fine 

but the intent is off.” –Bilingual Employee 

Confidence in 

quality 

“I’ve spoken with families from many different socioeconomic levels. I’m pretty confident in 

that if I can read it, that I know that they’re going to be able to understand it.” –Bilingual 

Employee 

Translation 

needs 

Considerations 

for need 

“The only population that we are I think maybe obligated to write for would be the Hispanic 

based on the percent of population.” –Department Manager 

Awareness of 

unmet need 

“And then I found that we had a huge need, because we have a lot of compliance issues at some 

of our restaurants that do not speak English, and I was like we need to focus on this.” 

 –Program Supervisor 

“We have a lot of different speakers but we don’t have anyone that meets the threshold [to 

require document translation]” –Department Manager 

Focus on policy, 

not health 

promotion 

 “The focus [of the health promotion team] has really shifted from doing public presentation 

kind of outreach work to doing much more policy work, they’re not really out serving the 

community in a very public way.” –Bilingual Employee 

 

Table 4. Illustrative Quotes for Attitudes towards Technologies 

 

Technology Theme Illustrative Quote 

Electronic 

Document 

Sharing 

Utility of 

borrowing 

“And wherever we can link to credible sources, we do. One of our principles is we’re not going 

to try to duplicate our own information most of the time unless there’s a compelling reason. 

We’re going to use information that other trusted public health sources or even national 

sources have.” -Department Manager 

Positive attitude 

towards sharing 

“It saves us so much time when someone’s done a lot of the work and you can kind of cater it to 

what you need if the bulk is there. I think that’s great if they would [share materials].”  

-Bilingual employee 

Machine 

Translation 

MT 

shortcomings 

“I guess my experience in the past has just been that Google doesn’t always understand, or 

those kinds of technologies don’t always understand, the context of what you’re saying so the 

translation may be grammatically correct but contextually totally wrong.” -Bilingual employee 

 

“It doesn’t recognize sometimes the medical terminology that I input, you know, it’s not able to 

recognize that as a word. So either it doesn’t translate it or it translate into something that’s 

not even close.” –Bilingual employee 

Fears about 

automation 

“If I found one that was super good, I would probably find myself using it all the time. Which 

isn’t a problem but then it would make my – it would defeat the purpose of my ability to 

translate, I don’t know. I’m a little crazy about kind of the job security.”-Bilingual employee 

Recognition of 

potential 

“I know it’s not getting the full intent here but I can at least get close, and that’s what I’m 

going for. And [MT] has improved.” -Program Manager 

 

“It is faster. I mean, I can do it the other way but it takes me more time for me to make a 

sentence, but if I put it in Google translate it will give me an idea.” –Bilingual Employee 

 

 

Interviewees were selective about where they choose to look for documents. They looked to agencies that were reputable, had more 

resources, or served populations with similar demographics. State health departments and the CDC were cited as examples of 

agencies from which LHDs borrowed documents. However, participants mentioned that in cases where the materials needed were 

specific to their locality, they usually had to create the document themselves. 

 

None of the LHDs had formal policies about document sharing, and none of the interviewees said that they or their districts went out 

of their way to share materials. Despite this, most interviewees had a positive attitude towards sharing, and noted than they had or 

would share freely if asked. Employees’ positive attitudes toward document exchange seemed to be to be in part because they 

recognized the utility of borrowing documents. We also specifically asked about use of the H.E.R.E. database, which is an online 

clearinghouse of public health education and health promotion materials in Washington State [9] and is a potential venue for LHDs in 

Washington State to post and borrow translated materials. While most of the interviewees were familiar with the H.E.R.E. database, 

they rarely used it. This was sometimes because the document needed was county specific. Another reason the database was not 

heavily used was interviewees’ perception that there were not many contributors to the site or available documents. As a result, 

interviewees favored sources that they had successfully used before.   
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Attitudes towards Machine Translation 

To gauge interviewees’ attitudes about machine translation, we first asked if they had any experience with it and, if not, gave a short 

overview of typical translation engines to familiarize them.  

 

Most interviewees had personal experience with online translators at some point; machine translation was used during the translation 

process at LHDs A and B, but not at LHD C. Interviewees used online translators in a variety of ways; they used them to double-

check spelling or accent marks for specific words, and to speed up the process by translating larger chunks of text, creating a starting 

point for post-editing.  

However, interviewees were not impressed by current online translators, and were negative or ambivalent about their experiences. 

Interviewees noted that machine translation ignores the context of the document, does not modify the reading level, and has difficulty 

recognizing medical terminology. Interviewees also frequently mentioned how imperative it is that humans be a major part of the 

translation process to ensure high quality. Part of the skepticism about the potential of machine translation may stem from fears that a 

public health domain specific machine translation would displace bilingual employees in the translation process. Despite the 

skepticism, some bilingual interviewees did show appreciation for limited use of machine translation to speed up translations.  Most 

interviewees expressed interest in a machine translator that was more targeted to the domain of public health and its terminology. 

LHD B noted that even if the resulting translation were not of highest quality, it would still be advantageous to better serve the LEP 

groups in the community by making more multilingual materials available. Quotes illustrating these themes can be found in Table 4.  

Discussion   

This study highlights some of the workflow processes for translation at resource-limited LHDs, themes that influence the practice of 

translation, and attitudes about MT and electronic document exchange. 

 

Our results indicate that in theory, document exchange and public health domain-specific MT would be welcomed by employees at 

LHDs if this technology would speed up the translation process and quality could be assured. However, the themes and attitudes 

reveal a more complex landscape at LHDs. Districts place varying emphasis on quality and have different perceptions about the needs 

of their community. Interviewees at LHD C, in which the LEP population was the lowest, had a less well defined concept of quality 

and were satisfied with the volume of health promotion materials that they were providing. Interviewees at LHD B strove to ensure 

quality through a multi-step QA process and were aware of the vast community need left unfulfilled.  Districts like LHD B would 

likely be more enthusiastic about participating in document exchange or attempting to create more translated documents through the 

use of MT.  

 

Our findings confirm that human involvement is integral to the translation process; because MT cannot change the reading level or 

ensure that the main message is communicated, a human post-editor is necessary [10]. They also indicate that, while many employees 

attempt to borrow materials from other agencies, there is little focus on sharing materials. Overcoming this barrier will be necessary to 

foster a high level of document exchange and dissemination of the work of translating materials. 

 

This study had several strengths. Through use of qualitative data, we were able to model the work of translation and elucidate nuances 

and overall context which could affect how information technology can play a role at LHDs. We interviewed multiple personnel at 

each district and were able to verify the accuracy for many claims from individual employees. However, the study had several 

limitations. Because LHDs varied in their practices and we gathered interviews from only three different LHDs, it was difficult to 

make generalizations. In addition, current public health domain-specific translation technologies are only now being developed, so 

interviewee’s opinions on the topic were speculative. 

 

The results also indicate that the environment of the LHD is shifting. Personnel report that there is decreased funding for creating 

health promotion material in their already resource strained setting, underlying the importance of finding creative solutions to 

lowering the financial burden of creating translated materials. As funds for health education efforts disappear, it will become ever 

more crucial to find more efficient and cost effective ways to create, translate, share and disseminate health promotion materials. 

 

Acknowledgments 

The authors wish to thank the staff from the Kitsap County, Benton-Franklin County and Grant County Health Districts who 

generously volunteered their time, and Megumu Brownstein for her contributions to data collection and analysis. In addition we 

would like to thank the Northwest Center for Public Health Practice (NWCPHP) for supporting Ms. Mandel’s travel. This work was 

supported in part by Grant # 5R01LM010811 from the National Library of Medicine (NLM). The content is solely the responsibility 

of the authors and does not necessarily represent the official views of the NLM or the National Institutes of Health.  

References 

[1] 2010 Census shows nation's Hispanic population grew four times faster than total U.S. population [Internet]. Washington DC: 

United States Census; 2011 May 26. [updated 2011 May 26; cited 2012 Nov 12]. Available from: 

http://2010.census.gov/news/releases/operations/cb11-cn146.html.  

[2] Hispanics account for more than half of nation's growth in past decade [Internet]. Washington DC: Pew Research Center; 2011 

Mar 25. [updated [date unknown]; cited 2012 Nov 12]. Available from: http://pewresearch.org/pubs/1940/hispanic-united-states-

population-growth-2010-census. 

944



[3] Jacobs E, Chen AH, Karliner LS, Agger-Gupta N, Mutha S. The need for more research on language barriers in health care: a 

proposed research agenda. Milbank Q. 2006 March; 84(1): 111–133. 

[4] The National Profile of Local Health Departments Study Series [Internet]. Washington DC: National Association of County & 

City Health Officials; c2012. The local health department workforce: findings from the 2005 national profile of local health 

departments study; 2007 Jan [cited 2012 Nov 120]; [about 16 screens]. Available from: 

http://www.naccho.org/topics/infrastructure/profile/upload/LHD_Workforce-Final.pdf 

[5] 2010 National profile of local health departments [Internet]. Washington DC: National Association of County & City Health 

Officials; c2012. 2010 National Profile of Local Health Departments; 2011 Aug [cited 2012 Nov 120]; [about 108 screens]. 

Available from: http://www.naccho.org/topics/infrastructure/profile/resources/2010report/upload/2010_Profile_main_report-

web.pdf. 

[6] Vicente, Kim. Cognitive work analysis: toward safe, productive, and healthy computer-based work. 5th ed. Mawau: Lawrence 

Erlbaum Associates, Inc; 1999. 

[7] American FactFinder [Internet]. Washington DC: U.S. Census Bureau; [date unknown]. Selected social characteristics in the 

United States: 2009-2011 American Community Survey 3-year estimates; [date unknown] [cited 2012 Nov 120]; [about 14 

screens]. Available from: 

http://factfinder2.census.gov/bkmk/table/1.0/en/ACS/11_3YR/DP02/0500000US53005|0500000US53021|0500000US53025|0500

000US53035 

[8] Brownstein M, Capurro D, Cole K, Karaz H, and Turner, A.M. Improving access to translated materials through machine 

translation.  Presented at Joint Conference on Health; Vancouver, WA; October 2011. 

[9] Health Education Resource Exchange [Internet]. Washington: Department of Health; [date unknown]. Updated 2012 Nov 8; cited 

2012 Nov 12. Available from: http://here.doh.wa.gov/. 

[10] Vasconcellos, M and Leon, M. SPANAM and ENGSPA: Machine translation at the Pan American Health Organization. 

Computational Linguistics. 1985 April; 11(2-3): 122-136. 

 

 

945



Methods of Notifying Patients of Laboratory Test Results Pre/Post 

Implementation of a Patient Portal in a Pediatric Community Practice 
Nivethietha Maniam

1
, Garrett M. Chinn

2,4
, Lynn A. Volk, MHS

1
, David W. Bates, MD, 

MSc
1,2,3

, Steven R. Simon, MD, MPH
1,3,4

 
1
Partners HealthCare, Wellesley, MA; 

2
Brigham and Women’s Hospital, Boston, MA; 

3
Harvard Medical School, Boston, MA; 

4
VA Boston Healthcare System, Boston, MA 

 

Abstract: When physicians do not communicate laboratory results to patients, the quality of patient care may be 

compromised. We examined how physicians’ methods and timeliness of communicating laboratory test results in a 

pediatric practice changed with use of a patient portal.  After portal implementation, more patients were notified of 

laboratory results within 30 days. The number of results posted to the portal decreased over time, however, patients 

were notified of their results 2.3 days quicker. 

Background: Timely notification of laboratory test results is an element of CMS’s meaningful use criteria and a 

JCAHO Patient Safety Goal; however, little is known about the adoption of web-based patient portals to 

communicate test results in community practices and its comparison to other methods of laboratory result 

notification. Prior research indicates that 36% of clinicians do not routinely inform their patients about test results, 

and only 23% of primary care physicians have a reliable method to ensure that abnormal test results receive the 

appropriate follow-up.
1
  

Methods: We studied the timing and method of test result notification before and after adoption of a web-based 

patient portal in a pediatric office practice. Before the portal, physicians utilized in-person (follow-up visit), 

telephone, letter, or regular email message encounters to communicate results.  The patient portal enabled physicians 

to post results to the portal, generating a portal email message notifying the patient of portal activity.  We extracted 

automated data from the EHR, including date of physician review of test results, date of patient notification, and 

notification method. We compared the timing and method of notification across three time periods. The primary 

outcome measure was the percent of results communicated within 30 days by each notification method. Secondary 

outcome measures included the average time to patient notification of lab results through patient portal.  

Results: 2055 results were reviewed.  After portal adoption there was a 9% increase (from 54% to 63%)  in lab 

results notifications made within 30 days. Over time, patient portal notification decreased from 30% to 17%, while 

telephone notification increased to its pre-adoption level.  Average time to notification using patient portal emails 

decreased from 5.3 days in early post-adoption to 3.0 days in late post-adoption.  

 Pre-Portal Adoption  

11/20/08 – 5/19/09 
Early Portal Adoption 

9/20/09-3/19/10  
Late Portal Adoption  

7/1/10-11/30/10 

Total Notified within 30 days 384/711 (54%) 399/643 (62%) 442/701(63%) 

Method of Notification 

(% those notified within 30 days) 

   

Telephone 74% 49% 72% 

In-person 17% 13% 11% 

Postal Mail 1% 2% <1% 

Email 2% <1% <1% 

Portal Email Not available 30% 17% 

Unspecified 10% 9% 5% 

*Percents may add up to over 100% because some patients may have been notified of laboratory results by more 

than one method.  

Conclusions:  After patient portal implementation, more patients were notified of laboratory results within 30 days.  

The data from a single pediatric practice suggest that a majority of patients may prefer to have their results 

communicated by telephone rather than a patient portal. However, while patient portal use decreased over time, 

those patients who did use the patient portal were notified more quickly.  Therefore, when implementing a patient 

portal, understanding patient preferences for test notification will help to improve timely results management.  

Reference:  

Institute of Medicine. Crossing the quality chasm: a new health system for the 21st century. National Academy 

Press; 2001. 
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Abstract 

Predicting the popularity or access usage of an article has the potential to improve the quality of PubMed searches.  
We can model the click trend of each article as its access changes over time by mining the PubMed query logs, 
which contain the previous access history for all articles. In this article, we examine the access patterns produced 
by PubMed users in two years (July 2009 to July 2011). We explore the time series of accesses for each article in the 
query logs, model the trends with regression approaches, and subsequently use the models for prediction. We show 
that the click trends of PubMed articles are best fitted with a log-normal regression model. This model allows the 
number of accesses an article receives and the time since it first becomes available in PubMed to be related via 
quadratic and logistic functions, with the model parameters to be estimated via maximum likelihood. Our 
experiments predicting the number of accesses for an article based on its past usage demonstrate that the mean 
absolute error and mean absolute percentage error of our model are 4.0% and 8.1% lower than the power-law 
regression model, respectively. The log-normal distribution is also shown to perform significantly better than a 
previous prediction method based on a human memory theory in cognitive science. This work warrants further 
investigation on the utility of such a log-normal regression approach towards improving information access in 
PubMed.  

 

Introduction 

Millions of users access biomedical articles in PubMed each day (1, 2). However, the total number of article access 
is not evenly distributed. Rather, less than half of the PubMed articles account for almost 90% of the access traffic 
during a given time period. Because the popularity of an article is a result of collective user behavior, from a 
sociological point of view, it may be correlated with the quality of the article. Previous studies (3) have confirmed 
there is a correlation between an article’s accesses and its citations, which is commonly used as an indicator of its 
impact. Hence, if the access pattern of an article can be predicted, then relevant search results may be supplemented 
by document popularity for improved ranking (4). 

Overall, PubMed articles exhibit very different and diverse access patterns (5). Some articles receive a large number 
of clicks in the few days after they are first indexed in PubMed but the number of clicks decay rapidly shortly after, 
while others have a much slower decrease in clicks over time. There are also articles that consistently receive very 
few clicks over time. In this paper, we present a study of utilizing the previous access history of an article to forecast 
their access patterns in the future, as part of our long-term investigation of PubMed logs (6-11). More specifically, 
we propose using the log-normal regression to model the click trend of each article, then estimating the parameters 
of the model based on the past article access data. There have been few previous attempts to address this problem. In 
particular, Goodwin and colleagues (12) adopted an approach based on the Anderson and Schooler model (13). In 
this study we use different modeling methods and conduct benchmarking experiments on a much larger PubMed 
document set (vs. a local medical library's proxy logs in (12)) with multiple evaluation metrics.  

Predicting usage is a common approach to estimate values at some specific future times. Past research has shown 
that the future demands can be estimated as a function of past data using formal statistical methods, such as 
Bayesian inference (14), trend estimation (15) and time series analysis (16). These methods have applications in 
economics, medical research and many other areas. Regression analysis is one of the most widely used statistical 
techniques in forecasting and prediction, and a large number of techniques for carrying out regression analysis have 
been developed (17). For example, proportional hazards models, also known as Cox models (18), are well-
recognized techniques for exploring the relationship between the survival of a patient and several explanatory 
variables. 

In library sciences, Burrell proposed a stochastic model to predict the borrowing of books from a library collection 
based on the circulation statistics for a fixed period of time (19). This model was adapted by Anderson and Schooler 
to explain the usage of human memory (13). They elaborated the model by changing the underlying function to a 
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power-law distribution, which was derived from their assumption in cognitive science that the human memory 
retention functions tend to satisfy a power relationship. Recently, as social media has become more and more 
popular, there has been some research focusing on predicting the popularity of online social media content, such as 
video on YouTube, or news on Digg (20). For example, Szabo and Huberman proposed a methodology to predict 
the popularity of online content based on a finding of the correlation of popularity between early and later times
(21). Their models were based on an observation that the logarithmically transformed long time popularity of an 
online content is highly correlated with its early measured popularity. Lee et al. used a Cox model to predict the 
number of comments for the threads of two online discussion forums (22). 

Methods 

PubMed access data 

For this research, we obtained PubMed query logs for all articles that were accessed from July 1, 2009 to June 30, 
2011. As such, we have daily click data for each paper that was accessed within this 2-year time duration. In order to 
compare with the previous study, a subset of 1,840,558 articles was selected and that each is associated with access 
data for more than 30 days during the 2-year time period. 

Log-normal distribution 

Previous work (12) suggested that the document access pattern follows a power-law distribution. When plotted on a 
log-log scale, the power-law curve appears to be linear, which means the access pattern of each article is 
monotonically decreasing. However, our query log data shows that the log-log plot of the access pattern is a 
parabola rather than a straight line. 

Figure 1 shows the power-law plot of the clicking numbers for articles in different ages. A straight line is assumed to 
be able to fit the data if the clicking numbers are exponentially distributed, which can be expressed as: 

                                                                          )ln()(ln)(ln
0

0 d
ddCdC ���                                                                (1) 

where C(d) is the clicking numbers in day d, d0 is the first day when the article becomes available in PubMed, and α
is the decay which indicates the decreasing rate with d0. As can be seen in Figure 1, despite a high correlation, the 
computed clicking numbers based on the equation 1 (the solid straight line) do not fit perfectly with the real data (in 
blue diamond dots).  

 
Figure 1. Scatter plot with the fitted line of clicking numbers versus article ages, both in natural log scales. 
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Further, when we plot the actual clicking numbers C(d) over the logarithm of article ages ln(d), it appears that the 
random variable follows a normal distribution with standard deviation σ (red curve in Figure 2). This suggests that 
the clicking number C(d) is distributed normally around an logarithmic-age-dependent variable, and the probability 
of being clicked can be derived based on the probability density function (PDF) of the normal distribution:  
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Figure 2. Scatter plot of actual clicking numbers versus article ages in natural log scale. 

Let 'ln xx � ; and because we need to keep the integration of density over all possible values as 1 
( 	 	 �� 1)'(ln)'(ln')'(~ xdxfdxxf ), we have the distribution of clicking number over the age:      
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Eq. 2 is a log-normal distribution. For estimating the two parameters μ and σ in log-normal distributions, we can use 
maximum likelihood because it is efficient in empirical settings: 
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�           (3) 

where (x1, x2,…, xn) is a sample of observations, n is the total observed number of clicks an article, and xk is the day 
when the kth click was observed. As such, we can predict the clicking number of an article at day d as: 
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where Ct is the total clicking number of an article in its lifetime, which can be estimated based on the observation 
and Eq. 2: 



�

m
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where n is the total observed number of clicks, and m is the day when the clicks were observed. 

From Eq. 4, we can have:  
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Let 
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�
� ������� tC and we can estimate the parameters of Eq. 5 using least squares, 

which appeared to be more accurate in our prediction than the maximum likelihood method in Eq 3. It should be 
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noted that, as pointed by Mitzenmacher (23), if σ is sufficiently large, then the quadratic term of Equation 6 will be 
small enough so that the result will appear almost linear for a large range of values. That explains why the log-
normal distribution was often approximated by power-law distributions in previous studies (24). 

Anderson and Schooler Model 

This Anderson and Schooler model (13) predicts the odds of a memory being retrieved based on the recency and 
frequency of past retrieval (referred as Recency of Access (ROA) and Frequency of Access (FOA) respectively). 
Although such a model was for explaining the human memory phenomena in psychological area when first 
proposed, it is actually applicable to many other prediction tasks. 

When both ROA and FOA models were applied for predicting document access (12), Equation 6 was used where the 
parameter d is the decay that controls how quickly the access of an article decreases. The parameter n is the total 
number of accesses for a given document. The parameter tk is the time (in days) since the kth access of the article. 

�
�

�
�
�

�

�

�
n

k

d
kt

1
ln  (6) 

By such calculation, a higher score will be assigned to a document if it has been accessed within a shorter and more 
recent period. The basic assumption is that the “strengths” of individual accesses decay as a power function of the 
time elapsed between two consecutive article accesses. Thus if the document is accessed recently (tn is small) and it 
is a short time for all accesses (t1 is small), the total “strength” will be high. 

The authors in (12) also proposed to use FOA along to predict document access as in Equation 7, which essentially 
assumes that the n accesses are evenly spaced over a given period of time T. 

� �Td
d

n ln
1

ln ��
�
�

�
�
�
�

 (7) 

In (12), d was empirically determined to be 0.1 and 0.05 in (6) and (7) respectively based on the data for all articles 
that were accessed fewer than 100 times, which in fact ignores the fact that the decreasing rate of access number 
vary between articles. 

Power-law distribution 

Instead of using the Anderson and Schooler Model as in (12), we also explored power-law distribution directly to 
model the correlations between past and later times of the logarithmically transformed document accesses. Such a 
correlation can be described by a linear model: 

� � ),(ln)(ln)(),(ln)(ln 0000 ddrdCdCddrdC ���         (8) 

where C(d) is the clicking numbers of an article in day d; d0 is the day where the article is available; r(d, d0) 
accounts for the linear relationship between the log-transformed accesses at different times. 

The straight-line on the log-log plot is often regarded as the signature of a power-law distribution. The main attribute 
of power-law is its scale invariance. In general, a power-law distribution has the form: 

kaxxf �)(  
which produces the linear relationship when logarithms are taken of both f(x) and x. The linearity of accesses on the 
logarithmic scale makes it possible to predict the number of clicking at any given time in the future as they are 
approximated to be a constant product of the accesses measured at an earlier time. Similar to Eq. 4, the clicking 
number of an article at day m can be calculated as: 

kam  (9) 
The parameter values for the predictions a, similar to u�  and σ in Eq. 4, can be obtained with maximum likelihood 
fitting from the training data as in the case of the log-normal distribution. 
 
 

950



  

Evaluation metrics 

We first evaluated the results with the correlation coefficients between the predicted and actual number of access. 
Suppose X=[x1, x2,… xn] and Y=[y1, y2,… yn] are series of predicted and actual clicking numbers of n articles 
respectively, the sample correlation coefficient is used to estimate the Pearson correlation r between X and Y: 
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where x  and y  are the sample means of X and Y, and sx and sy are the sample standard deviations of X and Y. 
In addition, we used two commonly used metrics for measuring prediction errors (differences between predicted vs. 
actual number of access): Mean Absolute Error (MAE) and Mean Absolute Percentage Error (MAPE). 

MAE = 1
n

xi � yi
i=1

n

� = 1
n

ei
i=1

n

�              MAPE = 100%
n

xi � yi
xi +1.0i=1

n

�  

As the name suggests, MAE is an average of the absolute errors ei = xi �yi . Note that the MAPE formulation is 
includes an adjustment factor 1.0 as the actual value of access may be 0. 
 

Results 

Table 1 shows the correlation between the predicted data and actual data using different methods and parameters. As 
in (12), the results were based on the prediction for a 30-day period using access data from past 364 days. Using the 
exact prediction models and parameter values in (12), we obtained the correlation scores of 0.634 for the model 
based on FOA and ROA, and 0.656 for the model based on FOA along. Compared to the results previously reported 
(See Figure 5 and Figure 6 in (12)), FOA and ROA results on our log data were lower, especially for the model 
based only on FOA (0.656 vs. 0.932). 

To optimize performance using the Anderson and Schooler model, we modified the value of parameter d based on 
our dataset, and by doing so we were able to achieve higher performance (setting d to be 0.5 for the ROA and FOA 
model and 0.9 for the FOA model respectively). However, despite this effort, our correlation scores (0.638 and 
0.879) are still lower than those results reported in (12). We believe such a discrepancy in performance is likely due 
to the discrepancies between the two datasets.  As pointed out in (12), their results were specific to the Houston 
Academy of Medicine-Texas Medical Center (HAM-TMC) users, while PubMed users include both professionals 
and the general public (i.e. not just the academic users). Our data is also different from theirs in that we include an 
article’s accesses since it first becomes available in PubMed. No such arrangements were made to the dataset in 
(12). 

 
Table 1. Correlation results of different methods 

Methods Pearson Correlation 

ROA and FOA (d=0.1) 0.631 
FOA (d=0.05) 0.656 
ROA and FOA (d=0.5) 0.638 
FOA (d=0.9) 0.879 
Power-law distribution 0.885 
Log-normal distribution 0.891 

 

By contrast, the power-law and log-normal distributions both yield higher correction scores (0.885 and 0.891 
respectively) than the Anderson and Schooler model. One plausible explanation for this is that the parameters of 
these two models were derived for each article individually while the parameters of the Anderson and Schooler 
model were considered identical for all articles. As such, the two higher-performing models are able to take into 
account the fact that different articles may have different decay rate in terms of the number of accesses after they 
become available in PubMed. 
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Table 2 shows the prediction results with a moving window using both the power-law and log-normal models. That 
is, unlike the previous experiments in Table 1 where the same 364 days were used for predicting future access for 
each of the next 30 days, we chose to use the last 364 days when predicting for the very next day. So even though 
the number of days for each prediction did not change (fixed to be 364), the actual 364 days for each of predicted 30 
days were different. As can be seen in Table 2, the log-normal model yielded smaller errors and higher correlation 
scores than the power-law model. Although the overall trend in Table 2 is consistent with that in Table 1, both 
correlations in Table 2 are greater than those in Table 1, suggesting that the prediction with a moving window is 
more effective than using a fixed time period. 

 

Table 2. Prediction with a moving window and with access data from past 364 days. 

Methods Correlation MAE MAPE 
Power-law distribution 0.893 0.7490 32.78% 

Log-normal distribution 0.907 0.7204 30.97% 
 

Finally, in addition to using a moving window, we evaluated results by tuning another parameter: the different 
number of days to be used in prediction. To find a time period that can achieve the most accurate prediction, we 
tested our two models with historical access from the 2 most recent days before the prediction day to the entire 
lifetime of the article. Table 3 shows that the power-law model achieved the smallest error and highest correlation if 
the previous 76 days was used for prediction, while the log-normal model achieved the best performance with data 
from the previous 204 days. Once again, the table shows that the log-normal model predicts the article’s accesses 
more accurately than the power-law model. Note that in this case, the MAPE score of the log-normal model is less 
than 30%, which is typically considered as good performance for forecasting (25). 

Table 3. Prediction with a moving window and with optimized length of past access data. 

Methods Correlation MAE MAPE 

Power-law distribution  

(document access data from past 76 days) 
0.915 0.7301 31.70% 

Log-normal distribution 

(document access data from past 204 days) 
0.939 0.7012 29.13% 

 

 

Discussion 

To understand in what typical circumstances the log-normal regression model performs better than the power-law 
model, we show two real-world cases of article access, along with the prediction patterns of the two models. As 
shown in Figure 2, the power-law regression model (the red line) has difficulty in making accurate predictions based 
on a short period past usage. Such a situation applies to those new PubMed articles that have only limited past 
access data and before the prediction and the escalating trend of its access had just ended (Figure 2), the power-law 
regression model would forecast a reverse trend for such articles, while the log-normal regression model (the green 
line) could model such situations more correctly. 
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Figure 2. Actual and predicted access trends of a PubMed article. Both prediction methods were executed at day 6 
as illustrated by the gray vertical line. 

The log-normal regression model performs better also in cases like Figure 3.  Despite the power-law regression
model captures the correct trend in general, the variations in the first 20 days of the article made the predicted value 
by power-law regression model shape like a flat curve. 

 
Figure 3. Actual and predicted access trends of a PubMed article. Both prediction methods were executed at the day 
20 as illustrated by the gray vertical line. 

The log-log plots of the actual and predicted access for the above articles are shown in Figure 4 and Figure 5
respectively. These figures further illustrate that fitting the specific historical data with a straight line in these cases 
results in a wrong trend (Figure 4), or could not accurately capture the gradient of the data (Figure 5). As log-normal
distributions sometimes are very similar to power-law distributions and are often mistaken for power-law
distributions (26), these two examples demonstrate that the log-normal distribution is more appropriate in describing 
the access trends in PubMed. 
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Figure 4. Log-log plot of same data in Figure 2. 

 
Figure 5. Log-log plot of same data in Figure 3. 

However, it should be pointed out that the log-normal regression model also needs sufficient historical data to 
forecast the correct access trend. The historical data should contain at least one extra day of the access after reaching 
peak access (for most articles in our dataset, the peak of access generally happens within the first 7 days). Otherwise 
the log-normal regression model is unable to locate the vertex of the parabola and is subject to making erroreous 
predictions. Moreover, the log-normal regression model takes advantage over the power-law regression model in 
forecasting articles with a relatively short period of historical data. For articles with a long period of historical data, 
the escalating trend of the access in the early days would have less effect on the parameter estimation, and the access 
of the article falls into a monotonically decreasing interval. Thus the advantage of the log-normal regression model 
based on the log-normal distribution is weakened. 

Finally, as we mentioned before, for some articles their access patterns do not always follow the power-law or log-
normal distribution. Figure 6 shows such an example where the article became available on October 2010, and its 
usage gradually decreased since then. However from May to June 2011, the article received a burst of access. In 
cases like this, neither of the methods was able to make accurate predictions accordingly. 

954



 

 
Figure 6. Actual and predicted access trends of a PubMed article 

Conclusions 

Our results suggest that the access pattern of PubMed articles can be forecasted based on the previous usages of the 
articles. The performance of the proposed log-normal regression and power-law regression models are better than 
previously reported the FOA and ROA models (12) because our two models allow parameter estimation for each 
article individually. More importantly, the fact that predictions by the log-normal model fit best with the actual data 
indicates that the article access pattern might follow a log-normal distribution, rather than a power-law distribution 
as previously reported. 

Several research issues remain for the future work. First as Cha and colleagues suggested, the exact popularity 
distribution might depend on the content (27). Hence, it would be useful to know in what situations the article access
distribution can be suitably approximated by a power-law distribution. We would also like to improve the prediction 
accuracy through combining other techniques with the proposed model. Finally, as PubMed articles currently are not 
ranked by relevance or popularity (28, 29), we would like to enable efficient ranking of the articles, based on 
probabilistic IR models integrated with the predicted access probabilities as the prior distribution. 
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      Abstract: As part of the development of a novel electronic 
medical record (EMR) interface, graphic icons were 
developed for specific clinical domains or tasks. A group 
of end-users (clinical fellows) were queried regarding how 
effectively these icons represent their intended meaning.  
Participants varied considerably in their interpretation of 
icon meaning.  Some icons performed less favorably than 
others and require further improvement.  This work has 
implications for the development of an EMR interface that 
leads to a better user experience. 
 
Introduction: EMR platforms continue to proliferate, 
often with insufficient attention to aspects important to 
ensure that meaningful information is conveyed to users. 
These include 1) fundamental principles that facilitate 
effective ease of use, and 2) clinician input into the 
prioritization and organization of data.  Attempts have 
been made to optimize these and other factors in the effort 
to build a novel EMR interface known as AWARE 
(Ambient Warning And Response Evaluation) for critical 
care in which clinical data is organized into organ system 
domains. The AWARE interface combines textual and 
graphical elements including simple, universally 
understandable icons that represent a specific clinical 
domain or task.  Following an iterative design cycle, 
clinical users were then surveyed on perceived icon 
meaning. 
 
Methods: The web-based LimeSurvey tool was used to 
assess user understanding of 15 icons representing various 
clinical domains or tasks. Two questions were included in 
the survey.  The first question asked participants to submit 
free text interpretations of each icon.  In the second 
question, the icons were randomly ordered and participants 
were asked to match the icons to descriptions of their 
intended meaning.  Thirty-four critical care and pulmonary 
fellows were surveyed.  
 
Results: Fourteen of the 34 fellows surveyed responded to 
Question 1, resulting in a response rate of 41.2%. Eleven 
participants submitted responses to both survey questions.  
Interpretation accuracy rates and the associated alternative 
interpretations are presented for each icon in the table. 
 
Conclusions:  There was considerable variability in the 
participants’ ability to correctly identify the intended 
meaning of some icons. Further effort is needed to refine 
the icons so that they effectively convey the intended 
meaning to a higher percentage of clinicians. 

Icon Intended 
Meaning 

Interpret
ation 

Accuracy 

Alternate 
Written 

Interpretations 

  

Medications  1.00   

  

Dialysis  0.91  Kidney/Renal  

  

Discharge  0.91  Exit, Logout  

  

Vasopressor  0.82  Cardiac, ECMO  

  

Mechanical 
Ventilation 

 0.82  Lungs/pulmona
ry 

  

Non-
invasive 
Ventilation 

 0.82  Lungs/pulmona
ry, Ventilator 
Settings 

  

Clinical 
Note 

 0.73  Checklist, To 
do, Order entry, 
Problem list 

  

Infectious 
Disease 

 0.73  Alert, Microbe, 
Toxicology, 
Cancer 

  

Task list  0.64  Checklist, Flag, 
Home Page, 
Order Review 

  

Checklist  0.64  Completed, 
Task list, Okay 

  

Endocrine  0.64  Thyroid, Brain 
& Lungs 

  

Other  0.55  Information, 
Important 

  

Hematology  0.55  Drips, Infusions 

  

Claim  0.45  Important, 
Complete, 
Other, Star 

  

Skin  0.27  Patient, Help 

Table: Interpretation accuracy and associated 
comments for EMR icons 
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Abstract: We hypothesize that many unintended consequences in healthcare result from a mismatch between system and 
task flexibility. Systematic Yet Flexible (SYF) systems encourage systematic approaches to tasks that allow flexibility in 
atypical situations. Despite recognition that SYF systems can improve efficiency, only general design goals for developing 
SYF exist [1-4]. Thus, we developed SYFSA (Systematic Yet Flexible Systems Analysis), a framework for analyzing and 
designing Systematic Yet Flexible systems that uses qualitative and quantitative analyses to compare trade-offs between 
systematicity and flexibility across multiple designs. The qualitative analysis involves comparing an idealized model and its 
associated constraints, or a lack thereof, to a system that is intended to support the task. Quantitative measures include 
interface efficiency, task completion rate, and an information-theoretic measure of flexibility. Here we describe SYFSA and 
show how it can be used to balance systematicity and flexibility for a data entry task.  
 
Background: We developed SYFSA (Systematic Yet Flexible 
System Analysis), a framework for analyzing and designing SYF 
systems. SYFSA formally considers the tradeoffs between 
systematicity and flexibility by analyzing a task across three 
related problem spaces: the idealized space, which represents 
perfect conditions, the natural space, which accounts for real-world 
restrictions, and the system space, which represents how a task is 
implemented.   
 

Methods: The qualitative portion of SYFSA involves considering 
the task of gender selection. Our model had three options: male, 
female, and unidentified. We create an idealized task model that 
assumes an ideal user; i.e., a user who completes the task perfectly 
every time the task is attempted and, therefore, has perfect 
accuracy and efficiency. We then use this model to create three 
system models. In the graphs, the purple, yellow, and red lines 
represent interfaces that do not allow error correction, allow for 
error correction, and allow the user to exit without completing the 
task, respectively. Based on the interface models, we then develop 
a Markov Model for each interface and find the stationary 
distribution among interface states. From this, we calculate the task 
completion rates, by dividing the number of successes by the total 
number of attemps, and interface efficiency, by dividing the 
amount of information between three equally likely options by the 
average number of steps required to successfully complete a task (MFP),  as a function of a simulated user’s knowledge, k. 
As k goes from 0 to 1, the user transitions from taking actions at random or having no knowledge (k=0), to taking only 
correct actions and having perfect knowledge (k=1). 
 

Results: Both graphs show a trade-off: the interface that offers no flexibility (red) has a higher task completion rate at all 
levels of user knowledge (Figure 2), but is less efficient than the interface that allows for error correction (purple).   
 

Discussion: In more complex examples, such as number entry for infusion pumps, we found that small changes in the user 
interface can have dramatic differences with respect to interface efficiency and task completion rates. 
 

Conclusion: SYFSA can reveal trade-offs between systematicity and flexibility.  
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Abstract 
Despite increases in the scientific evidence for a variety of medical treatments, a gap remains in the 
adoption of best medical practices. This manuscript describes a process for adapting published summary 
guides from comparative effectiveness research to render them concise, targeted to audience, and easily 
actionable; and a strategy for disseminating such evidence to patients and their physicians through a web-
based portal and linked electronic health record. This project adapted summary guides about oral 
medications for adults with type 2 diabetes to a fifth-grade literacy level and modified the resulting 
materials based on evaluations with the Suitability Assessment of Materials instrument. Focus groups and 
individual interviews with patients, diabetes providers, and health literacy experts were employed to 
evaluate and enhance the adapted summary guide. We present the lessons learned as general guidelines for 
the creation of concise, targeted, and actionable evidence and its delivery to both patients and providers 
through increasingly prevalent health information technologies.  
 
Introduction 
The availability and application of evidence to support the effectiveness of treatment options are critical to 
the reform of healthcare in the United States. The American Recovery and Reinvestment Act of 2009 
allocated $1.1 billion for the conduct of comparative effectiveness research. Comparative effectiveness 
research is defined by the Institute of Medicine as “the generation and synthesis of evidence that compares 
the benefits and harms of alternative methods to prevent, diagnose, treat, and monitor a clinical condition or 
to improve the delivery of care” with the purpose “to assist consumers, clinicians, purchasers, and 
policymakers to make informed decisions that will improve health care at both the individual and 
population levels.”1 Although comparative effectiveness research has increased over the past decades, the 
translation of the evidence to clinical practice does not seem to be consistent.   
 
The Agency for Healthcare Research and Quality (AHRQ) received substantial funding for comparative 
effectiveness research and developed the Innovative Adaptation and Dissemination of AHRQ Comparative 
Effectiveness Research Products (iADAPT) program to address the gap between the creation of evidence 
and its application in practice. The iAdapt program sought to increase the accessibility and application of 
summary guides of comparative effectiveness research for high-priority, high-impact diseases, such as type 
2 diabetes.  
 
This manuscript presents a process for adapting summary guides of comparative effectiveness research to 
render them concise, targeted to audience, and easily actionable; and also a strategy for disseminating such 
evidence to patients through a patient portal and to their physicians through a linked electronic health 
record (EHR). Patient portals are “healthcare-related online applications that allow patients to interact and 
communicate with their healthcare providers, such as physicians and hospitals”2 and many are directly 
linked to electronic health records, providing an innovative platform to allow consumers and clinicians to 
share information and decision making. This manuscript presents the experience and lessons from 
developing and applying adaptation and delivery processes to the AHRQ Summary Guide, "Comparative 
Effectiveness and Safety of Oral Diabetes Medications for Adults With Type 2 Diabetes.” 
 
Methods 
Overview  
The overall goals of this project were to adapt the contents of an evidence-based summary guide, 
“Comparative Effectiveness and Safety of Oral Diabetes Medications for Adults With Type 2 Diabetes,” to 
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be concise, targeted, and easily actionable, while preserving the fidelity of the original guide's technical 
contents, and to disseminate this evidence to patients and providers through information technologies 
routinely used for healthcare delivery. Concise was defined as succinct and 5thgrade literacy level 
appropriate; targeted was defined as explicitly tied to relevant patient cases; and actionable was defined as 
being linked to a series of concrete steps patients and physicians could take to follow the summary guide's 
contents when making healthcare decisions.   
 
An initial adaptation and web page for delivery through a patient portal were designed using a 5th grade 
literacy level and sequential evaluations and modifications using the Suitability Assessment of Materials 
(SAM). The project applied qualitative methods including focus groups, individual interviews, and surveys 
to assess and revise the adaption and web page.  
 
This research was conducted at the Vanderbilt University Medical Center (VUMC), a comprehensive 
health care facility in central Tennessee. The project leveraged the widely adopted VUMC patient portal, 
My Health At Vanderbilt (MHAV). The MHAV patient portal was launched in 2005 and provides standard 
patient portal features such as access to selected portions of the electronic health record, secure electronic 
messaging between patients and healthcare providers, and the delivery of customized health information. 
MHAV currently has over 215,208 registered users. On average, over 11,469 users access the site each day; 
and MHAV has been successfully used to deliver targeted educational materials to patients based on their 
health problems.3  MHAV has employed a systematic approach to creating procedures and policies in an 
effort to develop best practices for patient portal access and functionality.4  Among the features offered 
through MHAV, the most widely used is secure messaging between patients and healthcare providers 
(855,840 threads between providers and patients in 2012), and self-reported use of secure messaging has 
been associated with improved glycemic control in diabetic patients at our institution.5  Portal features such 
as messaging and links to the VUMC EHR were employed to make the information targeted and actionable 
(i.e., linked to tools that allowed communication with a provider) to relevant patients (i.e., individuals with 
type 2 diabetes who were taking oral medications).  
 
Initial Adaption  
The summary guide, known as the “Quick Type 2 Diabetes Summary Guide,” was adapted by reviewing 
electronically-available AHRQ materials for type 2 diabetes patients on their web site. Three pharmacy 
interns assisted the research team in condensing this information into a one-page guide to help patients 
understand and communicate with their healthcare providers about oral medications for diabetes.   
 
Materials were designed for people with a 5th grade health literacy. Literacy plays an important role in 
disease management interventions for patients with type 2 diabetes mellitus. Many researchers have 
demonstrated the effects of health literacy and numeracy on various clinical outcomes. Literacy skills have 
explained racial differences in medication adherence,6 and self-efficacy has been shown to mediate the 
impact of limited literacy skills on medication adherence.7  Low diabetes numeracy skills, not low general 
numeracy or limited literacy skills, have explained the association between African American race and poor 
glycemic control.8 With regard to health literacy, the summary guide was adapted to be succinct and to use 
a short, directive sentence structure.  
 
The goal of 5th grade literacy was verified by utilization of the Suitability Assessment of Materials (SAM).9 
This instrument assesses the appropriateness of health education materials on a variety of factors described 
in Table 1, and it been used for both written materials and web-based materials.10, 11, 12 When the initial 
adaptations and design of the portal website were near complete, the materials were assessed using SAM 
and scored by a research team member (AM).  Sequential modifications to the adaptation were made to 
ensure at least a superior rating (over 70%). Later, two other team members were asked to evaluate the 
materials using the SAM, and the Fleiss Kappa statistic was measured to determine consistency across the 
three raters.   
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Factor to be Rated Factor Aspects to be Evaluated 
Content purpose of materials is evident, includes content about behaviors, scope is 

limited to key factors, and includes a summary or review at the end of the 
materials 

Literacy Demand reading grade level, writing style, vocabulary, context, and use of advance 
organizers (ex. headers or “road signs” to help guide the reader) 

Graphics cover graphic shows purpose, type of graphics, relevance, proper explanations 
and captions 

Layout/Typography layout factors such as white space, short sentences, contrast and use of 
shadowing, typography focus on large easy to read fonts, and use of 
subheadings to partition excessive information 

Learning, Stimulation, 
Motivation 

includes interactions such as worksheets or questions/answers, desired 
behavior patterns are modeled and shown in specific terms, and topics are 
broken down into smaller parts to provide for small successes that can 
promote motivation for behavior change 

Cultural Appropriateness materials are matched in logic, language and experience; uses culturally 
appropriate images and examples).   

Table 1. Evaluation metrics from the Suitability Assessment of Materials, by Doak and Doak.9   
 
 
 
Focus Groups, Interviews, and Surveys 
Focus groups and one-on-one interviews were conducted with patients, healthcare providers, and domain 
experts in diabetes and health literacy to design the adaptations of the summary guide to fit the needs of 
these target groups and to identify potential barriers to successful adoption of the evidence. Patients were 
recruited from the VUMC affiliated adult medicine clinics, which collectively care for over 50,000 adult 
patients, including over 3,700 with diabetes. The clinics serve a diverse patient population, including all 
racial and ethnic groups, and represent a broad range of literacy, educational levels, and socioeconomic 
statuses.8, 13, 14   The research team recruited patients with type 2 diabetes mellitus using several methods, 
including email messages to the VUMC research listserv, fliers posted in the VUMC Internal Medicine and 
Diabetes clinics, and a blind in-clinic approach in VUMC Internal Medicine. Eligible participants were 
English-speaking patients with a diagnosis of type 2 diabetes mellitus for at least 12 months, age over 18 
years, current prescription for oral diabetes medications, usage of MHAV within the last 24 months, and a 
primary care provider at a VUMC clinic. 
 
Healthcare providers were recruited through the VUMC research notifications listserv and email messages 
sent to internal medicine clinic providers. Eligible healthcare providers were licensed primary care 
practitioners in an internal medicine and /or pediatric practice who used MHAV and provided clinical care 
for adult patients with type 2 diabetes. A purposive selection process was used to recruit domain experts, 
requiring at least 5 years of experience either in health literacy, diabetes, or both.  This study was approved 
by the VUMC Institutional Review Board, and all study subjects provided informed consent. Patients and 
healthcare providers were compensated for participation.  
 
A total of 7 focus groups, comprised healthcare providers, patients, or subject-matter experts, were 
conducted by a pair of study researchers: one researcher (YXH) served as moderator to facilitate discussion 
and ensure full and equal participation, and the other researcher served as note-taker. The moderator 
conducted 4 one-on-one interviews with healthcare providers who were unavailable to attend a focus group. 
Participants completed a survey that included information about demographics and familiarity with 
technology.  Participants were provided with links to the summary guide on the AHRQ web site and were 
also given printed copies of the summary guides. 
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Patient focus groups engaged in a discussion that followed a semi-structured guide including items about 
current diabetes treatments and use of MHAV, and they answered questions about the summary guides 
such as the following: How satisfied were you with the interface design of the Summary Guide?  Would you 
recommend the Summary Guide to other patients with diabetes?  Physicians and nurses were asked similar 
items tailored to their role as healthcare providers for patients with diabetes. Additional adaptations were 
made to the summary guide and portal web sites based on feedback from these focus groups.  
 
 
Results 
Initial Adaptation 
The initial adaptation of the AHRQ materials produced a one-page guide designed to promote behavior 
change and reinforce evidence about oral medications for diabetes in an easy to read layout. It was made to 
be literacy-appropriate and culturally relevant for the study populations involved. Literacy considerations 
include brevity, white spaces, numbered steps divided into discrete actions, sentence construction, and 
word choice.  The top of the guide lays out “4 Things to Know About Your Diabetes Pills,” and it provides 
easily actionable, brief steps to follow for better results from a patient’s diabetes management with 
medication. Important side effects are strategically highlighted underneath, where they are easy to see, but 
do not detract from the main steps to take in applying the evidence.  More warning signs are underneath the 
steps, and a list of symptoms that should be acted upon by the patient calling a doctor.  Below the warning 
is a brief chart of medications and associated side effects.  The chart helps the patient find personally 
relevant information about his/her drugs.  Layout establishes importance by order and placement, and the 
color in the document makes it friendlier and more attractive to the patients. 
 
Focus Group Input 
A total of 20 patients (12 females, 8 males; 15 white, 5 black, 1 other), 8 healthcare professionals 
(including 2 diabetes educators and 2 endocrinologists), and 6 domain experts participated in this study’s 
focus groups and interviews. Focus groups and interviews lasted approximately 60 to 75 minutes. Focus 
groups and interviews lasted approximately 60 to 75 minutes.   
 
Patient focus group input resulted in a variety of changes and additions to the adaptations that are described 
below.  First, personalized information was added at the top of the portal resource. Specifically, a list of 
oral diabetes medications from the patient’s medication list in the EMR system was provided. Another 
feature recommended by the patient and expert focus groups was a pronunciation key. Adjacent to each 
medication name, the web page includes pronunciation guides with an audio demonstration of the 
articulation (Figure 1).  
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Figure 1: The iAdapt resource in the MHAV Patient Portal. This screen shows features described 
in the text including: personalized drug chart, pronunciation guide and audio file, Fast Facts, 
volunteer solicitation, and the top of the AHRQ management guides, included our adapted 
summary guide. 

 
 
Patient focus group comments also guided the addition of educational links to the portal site that presented 
the summary guide evidence. Relevant comments included, “I have a huge problem with the fact that 
they’ve chosen to leave out exercise and diet in their perspective...I wish they could give us a limited 
amount of information on diet and exercise…” “It tells you how they work. This is the first time somebody 
actually told me HOW the medicines are supposed to work, rather than just take this---it will make you 
better...It was a good beginning. If I wanted more, I know I could go find some somewhere;” “It tells me 
what the symptoms [of lactic acidosis] are, but I still don't know what it is;” “Like nutrition information 
and other things that could be part of a package [of materials for a patient just diagnosed with diabetes].” 
Supplementary resources added to the site included links to expert-curated sites featuring information about 
nutrition, exercise, type 2 diabetes research volunteer opportunities, Fast Facts, a graph using pictures to 
explain type 2 diabetes, and a mechanism for users to provide feedback about the site. All links take the 
user directly to the relevant portion of each web site and are appropriate for patients with type 2 diabetes.  
Sources of these educational links are VUMC, Centers for Disease Control (CDC), Let’s Move!, the 
National Institute of Diabetes and Digestive and Kidney Diseases, and Diabetes for Dummies (Figure 2). 
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Figure 3: Screenshot of iAdapt resource in the MHAV Patient Portal  Note:  Figure 3 
shows the rest of the AHRQ materials, share tools, and the supplementary physical 
activity, nutrition, and information links.  

   
 
A set of “Fast Facts” was created to appear in a box located in the upper right corner of the page. A relevant 
diabetes fact is highlighted, and the fact changes each time the patient visits the site. The user can scroll to 
another fact easily by pushing the arrow located at the bottom of the “Fast Facts” widget.  Information for 
these facts was sourced from web sites such as the AHRQ, CDC, the National Diabetes Education Program 
(NDEP), diabetes.com, and National Institutes of Health (NIH) websites and then rewritten to be literacy 
appropriate.  Some examples of fast facts chosen are “You have a higher risk of being diagnosed with 
diabetes if you are: Asian American, Hispanics/Latino, African American,” “In 2005, 2.4 percent of 
American adults ages 20-39 had type 2 diabetes (CDC),” and “The risk for death among people with 
diabetes is about double that of people without diabetes (ndep.nih.gov).” This feature was included to 
address patients’ expressed interest in quick information about their diabetes and diabetes medications. The 
focus groups indicated that such information would be interesting and informative: “I like the fast facts, you 
know, the bullet points” (patient); “I think this is the most valuable information of the whole thing” (expert). 
 
Several other additions and changes to the site directly resulted from focus group suggestions. For example, 
a link to relevant research opportunities was included. Volunteers can sign up for studies related to their 
condition by emailing the person listed in that section of the page.  The patient focus group also liked the 
idea of a graphic representation of how type 2 diabetes works, “that’s the thing that threw me because it 
was just all text. When reading some of this, I like to see, you know, like a slide of what’s going on.”  The 
team addressed this request by incorporating the diagram displayed in Figure 3 into the MHAV patient 
portal.  Finally, emphasis was placed on the portal resource being easily navigable.  Specifically, the 
research team attempted to reduce the number of clicks for the user to get to desired information and 
limited page length to reduce scrolling. 
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Figure 3. This figure demonstrates the process of type 2 diabetes graphically. 
 
 
 
Final Patient Portal Interface and Evaluation 
The final product of the adaptation process was a patient-portal based web site that included the adapted 
“Quick Summary Guide,” (Figure 4), other AHRQ materials relevant to the type 2 diabetes mellitus oral 
medications, and supplementary links to help patients understand how to improve their health. The site was 
designed to allow patients to learn and take action in a single location. Patients can see their medications, 
read relevant literacy-appropriate materials, and message their healthcare providers regarding what they 
have learned through MHAV.  The research team is in the process of evaluating whether this information 
affected communication between patients and providers and clinical outcomes. 
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Three members of the 
research advisory team 
evaluated the adapted 
materials using the SAM 
instrument as described 
above. We found slight 
agreement among the three 
raters, who were chosen 
based on expertise related to 
health literacy and/or 
diabetes: Kappa = 0.05 with 
p value equal to 0.6, (95 
percent confidence interval :-
0.201, 0.321).  The 
maximum possible score for 
this project on the SAM was 
40, due to the fact that the 
researchers discerned that 
items 3a (“cover graphic 
shows purpose”) and 5a 
(“interaction used”) were 
non-applicable to the scope 
of this project. All three 
reviewers rated the resource 
in the adequate to superior 
range (40 percent and above), 
scores being 35, 34, and 18.  
The SAM evaluators offered 
written and verbal feedback 
with their assessments to 
explain some of their rating 
decisions.  
    
Discussion 
This experience of adapting 
evidence from comparative 
effectiveness research for 
delivery to patients and 
providers through a 
technology patient portal 
yielded several generalizable 
lessons. Through a review of 

related research and direct patient comments, we learned that form was important. Patients described a 
desire to be able to easily access the information that was relevant to them and have links to related 
information about managing their health. Patients also wanted personalized information and multimedia 
such as graphics and audio to support the content.  
 
This project offers several important lessons.  First, the project defines a generalizable approach to adapting 
summary guides to be more readily and effectively used online by patients and healthcare providers. 
Collecting feedback from end-users (i.e., patients and providers) during the design phase of a project 
ensures that materials are adapted to be relevant and targeted. Adapted summary guides and supplementary 
information such as those described in this paper can be introduced into provider workflow through EHRs 
that can match relevant resources to patients with specific diagnoses.  This information also can be 
provided on patient health portals, and providers and patients alike can be informed of this information 

 

Figure 4: Quick Type 2 Diabetes Summary Guide Note: Figure 1 shows the 
study’s one-page adaptation of the AHRQ summary guides.  At the top are 4 
things to know about a patient’s diabetes pills, and how to manage type 2 
diabetes with pills.  The middle is comprised of side effects, and what merits an 
emergency side effect.  The chart at the bottom indicates which side effects are 
most closely associated with each oral medication for type 2 diabetes. 

4 Things to Know About Your Diabetes Pills

Taking two or 
more diabetes 
pills can lower 
blood sugar 
more than just 
one pill. Taking 
the pills will 
help you reach 
your goals.

1
Take your pills 
every day as  
directed by 
your doctor.

Test your 
blood sugar 
as directed by 
your doctor.

Follow any 
workout or 
food plans  
your doctor 
gives to you.

2 3 4

Many of these pills can have di!erent side e!ects.
When your blood sugar is low, you may feel dizzy, confused, 
shaky, clammy, or weak. Call your doctor as soon as you can if
you have any of these feelings. Hypoglycemia happens when 
your blood sugar drops too low.

  
if you have  
breathing trouble, 
vomiting or stomach 
pain, muscle pain  
or weakness, chills, or 
feeling light-headed.

Drugs Side Effects
Metformin (Glucophage, Fortamet, Glumetza, or Riomet) stomach problems

Glimepiride (Amaryl), Glipizide (Glucotrol),  
Glyburide (Micronase, Glynase, Diabetamide, Diabeta),  
Chlorpropamide (Diabinese)

lower blood sugar too much
weight gain

Repaglinide (Prandin), Nateglinide (Starlix) lower blood sugar too much
weight gain

Pioglitazone (Actos), Rosiglitazone (Avandia) heart problems
weight gain
increase good and bad cholesterol
swelling in your arms and legs

Acarbose (Precose), Miglitol (Glyset) stomach problems

Sitagliptin (Januvia) lower blood sugar too much

Tolazamide (Tolinase), Tolbutamide (Orinase) lower blood sugar too much
stomach problems

Bromocriptine (Cycloset) stomach problems

Other side effects
include: 

Weight gain
Increase in cholesterol
Stomach problems
Swelling in arms or legs
Heart problems
Lactic acidosis (mostly in people with 
kidney or liver problems)

CALL YOUR DOCTOR
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through email, appropriate clinic advertisements, and other forms of dissemination as contextually 
appropriate. Second, the project utilizes state of the art health information technology tools to disseminate 
adapted comparative effectiveness research evidence, and attempts to reach providers both directly and 
through patients.  The adapted evidence is made inherently actionable when presented in conjunction with 
patient portal and EHR tools that support patient and provider communication. In addition, this online 
presentation allows users to provide immediate feedback about the adapted material, which can be collected 
in a formative manner through messaging or simple feedback plug-ins. Third, the project expands on 
burgeoning research investigating whether providing scientific evidence directly to relevant patients is 
more effective than delivering evidence to healthcare providers, and whether such knowledge learned from 
patients is incorporated into general practice. Empowering patients with concise and targeted information 
along with a mechanism to communicate directly with their healthcare teams can facilitate the management 
of health conditions (e.g., medication change) as well as improve the quality of the summary guides (e.g., 
inclusion of new medications on the market). 
 
The research team plans several enhancements to this adaptation after completion of its evaluation; many of 
these ideas arose from patient and provider feedback on the resources. We plan to incorporate graphics to 
represent concepts such as exercise, nutrition, and information about diabetes.  Such graphics would make 
the site not only more literacy appropriate, but warmer and more user-friendly. Both healthcare providers 
and patients expressed interest in adding pictures of pills. As one provider from our focus group sessions 
indicated, “I have a lot of patients come in and say I’ve got this pillbox and I don’t know what I’m taking.”  
The dynamic nature of both the appearance of pills and the availability of generics pose resource and 
practically challenges for this enhancement.  Insurance information and medication cost are also features 
that we would like incorporate into to this portal resource.  Ideally, patients could receive personalized 
information about the cost of pills, cased on their insurance provider. Providers from our focus groups 
indicated that “the dollars makes a big difference in compliance. You know, if the patient knows that you're 
sort of considering that when you are prescribing….” We believe the current medical comparison chart 
would be more useful as a dynamic application, which allowed patients to selectively hide or show side 
effects and medications, and to record personal experiences with side effects, which would then be 
automatically reported to their healthcare providers. Finally, printing capabilities on the website would be 
useful for patients, along with other sharing tools.  Many users still prefer paper to reading on a screen, as 
evidenced in both our patient and provider focus groups, “I’m kind of old school and I do prefer to sit down 
with a paper and read it (patient); “I like printouts and stuff I can give out” (provider).  The print button on 
the screen, next to the materials to be read would allow less-computer-literate and computer-savvy users 
alike the capability to easily print out from the page. 
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Abstract Methicillin-resistant staphylococcus aureus (MRSA) infection increases morbidity and mortality. We are 
developing informatics methods to automate the categorization of MRSA infections through natural language 
processing (NLP) and a rule-based system. Central to both computational steps is a MRSA ontology that defines 
concepts and relationships relevant for the categorization process. The ontology provides the targets for NLP output 
and the language for writing categorization rules. 

Introduction Healthcare-associated MRSA is a preventable infection that increases the morbidity and mortality of 
patients in hospitals and the community. The VA MRSA Prevention Initiative screens patients on admission, 
transfer, and discharge from hospital; results are analyzed in the context of all medical documentation to distinguish 
between MRSA colonization and infection and to implement transmission prevention. The objective of the VA 
CHIR-MRSA project is to create informatics tools that classify MRSA status of hospitalized patients in accord with 
CDC criteria, in order to streamline surveillance and prevention. 

System development Based on the algorithms developed by subject matter experts (SMEs), we created a two-step 
process for categorizing hospitalizations in which patients test positive for MRSA in urine and/or blood cultures. 
First, natural language processing (NLP) techniques are applied to text documents to infer signs and symptoms that 
may be present. A rule-based inference engine then combines this data with structured clinical data available in 
electronic health records to determine the status of the hospitalized patient. Central to both computational steps is a 
MRSA ontology that defines concepts and relationships relevant for the categorization process. The ontology, with 
associated synonyms, provides a collection of concepts and relationships for NLP to recognize in source documents. 
The NLP pipeline includes a plugin that reads the ontology and uses it to generate a visit-concept matrix that 
indicates whether the concept (or its negation) is present in documents associated with those hospitalizations. The 
rule-based system uses the terms in the ontology to implement the categorization algorithms, machine learning and 
annotations. As reported previously, we developed the MRSA ontology in Protege OWL 3.4. Concepts in the 
ontology were obtained from published documents, vetted by SMEs and augmented by terms identified in the 
categorization algorithms. These are linked to SNOMED CT IDs whenever possible. When an exact match is not 
available, concepts can be defined through post-coordination (e.g., ‘burn infection’ is defined as an ‘infection 
associated with some burn’). Alternatively, very specialized concepts (e.g., ‘superficial incisional primary surgical 
site infection’) are defined as a subclass of an available SNOMEDCT concept (e.g., ‘surgical site infection). 

Results Our MRSA ontology currently has 431 concepts. This ontology is frequently updated as new concepts 
relevant to our efforts are identified. The published literature provided 264 concepts; 139 came from SMEs. Most 
terms have SNOMED IDs (84%). Synonyms have been added by SMEs and through linkage of SNOMED ID to 
ULMS, a total of 5,440 synonyms for 355 concepts. Forty-one concepts were retired when SMEs designated them as 
not relevant to MRSA, for example ‘Hepatitis B antigen’. 

Implications Using an ontology as the source of vocabulary for NLP and rule-based inference provides the ability to 
link synonyms and related terms in a clear logical formalism. This system to support MRSA surveillance based on 
categorization of patients with a positive MRSA culture could issue alerts to infection prevention specialists and 
clinicians through electronic health record messaging in real time, potentially reducing manual review time and 
enabling time sensitive actions for better surveillance and infection prevention. 

Acknowledgements: VA Consortium for Healthcare Informatics Research (CHIR), HSR&D HIR 08-374, CHIR-
MRSA), HIR 09-004 (B Doebbeling PI). Views expressed are those of the authors and not necessarily those of the 
Department of Veterans Affairs or other affiliated institutions. 
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Abstract  

Electronic health records (EHR) can be used to improve the processes of healthcare delivery, for example increasing referral 

completion for consultations and procedures, and leading to enhanced revenue. Here, in a pre-post implementation design, 

we show that using referral order data in our EHR we were able to design a system to significantly increase the referral 

completion rate in our healthcare system.  In the first 12 month of the programs, almost 62,000 additional referrals were 

completed, with the percent of referrals completed or scheduled within 1 month of the referral order being placed in the EHR 

increased from 48% to 61%.  These increased visit lead to an increase in gross revenue of approximately $1,000,000 per 

month to our healthcare system and self-perceived patient satisfaction. 
 

Introduction   

Through the American Reinvestment and Recovery Act “Meaningful Use” program, more and more data is being entered 

into electronic health records (EHRs).  Increasing opportunities exist to use this growing digital data to improve the 

operational processes of healthcare delivery.  One significant opportunity is in helping with the referral completion process.  

This example represents an opportunity not only to improve the quality of care provided, but also to improve patient 

satisfaction and revenue for the healthcare system. 
 

Methods  
The MetroHealth System is a large academic tertiary care, safety-net health provider in northeast OH.  All referral orders for 

consults and procedures are entered into our Epic EHR through computerized physician order entry.  In an effort to improve 

our quality of care and increase volumes for appropriate care, we started to pull and distribute daily reports of consultation 

and procedure referral orders that were more than 24 hours old and for which the referral had not been completed or was not 

scheduled to be completed.  147 different types of consult referrals were included and 54 different types of procedure 

referrals were included in this initiative.  Daily reports were distributed to administrative staff charged with attempting to call 

all patients twice.  This system was implemented in February 2012. 
 

Results    

In the first 12 months of this program referrals completed or scheduled at one month increased from 48% to 61%, leading to 

61,939 additional specialty visits and additional 18,963 procedures scheduled or completed.  Each week an average 1038 

visits (680 consults and 379 procedures) were scheduled.  Patients answered 58.9% of the time, with 82.9% resulting in a 

scheduled visit.  Completed visits associated with this program have provided addition gross revenue of ~$1,000,000 per 

month, even in our payer mix of 19% self-pay, 26% Medicare, 31% Medicaid, 22% private insurance, and 2% other.  
 

Conclusion  

Here we demonstrate the potential to use EHR data to significantly increase the referral completion rate within our healthcare 

system.  This effort simultaneously improved care quality, patient satisfaction, and billable visits.  Additional opportunities 

exist to use EHR data to improve the operational processes in healthcare for the benefits of patients and healthcare providers.   

 

Table 1.  Referrals scheduled (consults and procedures) over 52-week study. 
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Abstract 

In an effort to improve inpatient influenza vaccination rates in an academic medical center, we developed a set of 

escalating EHR-based alerts.  A non-interruptive reminder that fired 24 hours after admission was followed by an 

interruptive alert prior to discharge if the vaccine was still needed.  The rate at which immunizations were 

administered or addressed rose from 58.1% to 80.2% following implementation.  The interruptive reminder was 

much more effective at eliciting response from the provider.   

Introduction 

The Joint Commission Core Measure set includes performance measure requirements for inpatient influenza 

immunization. Electronic health record (EHR)-based alerts have the potential to improve rates of influenza 

vaccination
1,2

, but the optimal mechanism for designing and deploying these alerts has not been established. In an 

effort to improve vaccination rates while minimizing the number of interruptive alerts, we developed an escalating 

alert system. An “early” non-interruptive alert began firing 24 hours after admission to inform providers that the 

vaccine was indicated.  This alert appeared on the order entry screen for providers and did not require interaction. If 

the early alert was ignored, a “late” interruptive alert fired when the patient was nearing discharge. We assessed the 

impact of our alerts on overall vaccination rates and compared provider responses to the early and late alerts.   

Methods 

The University of Virginia Health System is a 577 bed acute care hospital with primary care and subspecialty clinics 

in central Virginia. We implemented a comprehensive EHR in March 2011 in the inpatient setting. Our influenza 

alert was implemented on 1/30/2013 and fired for admitted patients 6 months of age or older with no documented 

history of a vaccine for the current flu season.  We measured rates for which the vaccine was administered or 

addressed in hospitalizations with a discharge date occurring within 40 days prior to and following implementation 

of the alerts, comparing to a similar time frame in the prior year to adjust for confounders.  Our metric of 

“administered or addressed” includes either a completed immunization during the encounter, or documentation of a 

contraindication, refusal, or prior receipt of the vaccine.  To compare provider response to the early and late alerts, 

we measured the proportion of encounters in which the alert received a direct response (the provider either opened 

the influenza order set, or documented a reason such as refused) and compared how often the provider gave the 

desired response (opened the influenza order set).  

Results 

The rate at which the immunization was administered or addressed rose from 58.1% to 80.2% after alert 

implementation (p<0.001, Fisher’s exact), compared to a change of 48.6% to 49.5% during the same time period in 

2011-2012.  The early alert fired in 890 unique hospitalizations from 2/1/2013 to 3/11/2013, and in 176 encounters 

the alert received at least one response (19.8%).  In 118 of the cases, the influenza vaccine order set was opened in 

response to the early alert (13.2%).  The late alert fired in 945 hospitalizations with a response in 482 cases (51.0%).  

In 244 cases the order set was opened (25.8%).  The differences between the early and late alert in terms of both 

overall response rate (19.8% vs. 51.0%) and desired response rate (13.2% vs. 25.8%) were significant (p<0.001 for 

both, Fisher’s exact).   

Conclusion 

The set of escalating alerts was successful in improving the rate at which influenza vaccinations were administered 

or addressed in the inpatient setting.  The early, non-interruptive alert was much more frequently ignored by 

providers, who preferentially responded to the late, interruptive alert. The improved response may be explained by 

the interruptive nature of this alert or the fact that due to the impending discharge less time was available to further 

delay placing an order.   It is also difficult to ascertain the degree to which the earlier alert may have increased the 

likelihood of response to the late alert, by increasing provider awareness earlier in the hospitalization.   

References 
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Introduction: Cancer patients can have a high risk of Methicillin-resistant Staphylococcus aureus (MRSA) 

colonization.  It is unclear how predictive known risk factors are of colonization upon arrival in a healthcare delivery 

setting. 

Objectives: Evaluate MRSA colonization risk factors and develop a risk model to predict colonization. 

Methods: 449 cancer patients from three Cancer Treatment Centers of America


 (CTCA) regional medical facilities 

were screened for MRSA colonization between July 2010 and October 2010.  Clinician experts identified 11 MRSA 

risk factors for investigation. The information gain of each risk factor for colonization was calculated and 

transformed into a 0-10 relative weight.  

Results: MRSA colonization prevalence was 2.9% (13/449). Risk factors were weighted: presence of a central 

venous access device(10), ICU/SCTU admission(5), previous MRSA colonization(4), extensive exposure to 

healthcare system within past 1 year(3), broad spectrum antibiotic exposure within past 3 months(2), previous 

MRSA infections(1), and other 5 risk factors(0). The model had an AUC of 0.78. 

Discussions: Model’s AUC was improved over original clinician estimates.  This method of evaluating MRSA 

colonization risk generated 1) a quantitative and clinically intuitive relative risk weight for each factor, 2) a 

framework for a simple, adjustable threshold classification model that could be tuned according to desired context. 
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Abstract 

Clinical notes can be complex and consist of multiple topics, making information retrieval (IR) tasks difficult. This 

study examined two common IR approaches, vector space model (VSM) and latent semantic indexing (LSI), to see 

how well they performed in a large heterogeneous corpus of clinical notes. The corpus consisted of 14,734 clinical 

notes representing 343 note titles. Across all 10 queries, the VSM system had higher average performance than the 

LSI system. Future work will examine the impact of targeted IR for these two systems. 

Introduction 

Clinical notes can range from simple and concise to complex and lengthy, often having numerous sections with 

different aspects related to a patient’s care. The presence of templates, along with “copying and pasting” behaviors, 

may add additional complexity by including information not directly relevant to the main purpose of the note. 

Therefore, retrieving clinical notes relevant to a specified information need can be challenging given the complex, 

multi-topic characteristics of some of these documents. Common approaches in information retrieval (IR) include 

matching terms from a query exactly or statistically-deriving latent “concepts” and then matching based on those 

concepts. However, given the presence of complex clinical documents, statistically-derived concepts from entire 

documents may make spurious relationships that reduce retrieval performance. Thus, as part of a larger study, we 

investigated how well these two common IR techniques worked on a large heterogeneous corpus of clinical notes. 

Methods 

Two information retrieval systems were tested. The first system used the vector space model (VSM), representing 

exact term matching. The second system used latent semantic indexing (LSI), a way of determining latent 

“concepts” based on term associations within documents. The IR systems were tested against 11 MRSA-related 

queries that were created by our clinical experts. A corpus of 14,734 clinical notes representing 343 note titles over 

the years 2007-2009 from the electronic health record of 25 Veterans (20 screened positive for MRSA) was used to 

create a reference standard. Two clinicians independently judged documents as being relevant, partially relevant, or 

not relevant to a given query over two rounds. The first round used pooling with relevance feedback for up to five 

iterations. After completing the iterations, any documents judged relevant or partially relevant by one clinician, but 

not seen by the other clinician were reviewed. The second round selected all documents ranked within the top 10 for 

each IR system that had not yet been judged. Adjudication was done after both rounds. Agreement was calculated by 

combining documents from the relevant and partially relevant categories (Cohen’s κ=0.68). The corpus was indexed 

by first running each document through a natural language processing pipeline, where text representing concepts 

from SNOMED-CT was replaced by concept identifiers. All queries were also run through the same NLP pipeline. 

Each IR system was evaluated based on precision, recall, and f-measure on the top 10 documents for each query. 

Results 

After the first round of judgment, no relevant documents were found for one query and it was dropped from 

subsequent analysis. A total of 313 relevant documents were found across the remaining 10 queries. Averaged over 

the 10 queries, the VSM system performed better than the LSI system across all three measures (Precision@10: 

0.7300 vs. 0.4900; Recall@10: 0.3347 vs. 0.1734; F-measure@10: 0.4237 vs. 0.2382). At the individual query level, 

the VSM system outperformed the LSI system six times and tied three times across all three measures. VSM likely 

performed better than LSI because 93.6% of relevant documents had at least one term from its associated query. 

Conclusion 

This preliminary analysis evaluated two IR approaches, VSM and LSI, on a heterogeneous collection of clinical 

notes. The results demonstrate the simpler VSM system outperformed the LSI system. Given the complexity of the 

notes in the corpus, it is likely deriving latent concepts from an entire document results in misleading signals, while 

direct term matching is less susceptible to these problems. Further work is needed to determine what impact sections 

within a note not relevant to a query have on these IR systems. 
 

Funding for this work was provided by the VHA HSR&D pilot grant 10-266. The views expressed in this work are 

those of the authors and do not necessarily reflect the position or policy of the VA or the US government. 
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Abstract 

We retrieved electronic health record data on lab order, verification, and follow-up processes at UT Physicians and 

developed a dashboard to describe metrics for evaluating these processes. A two-month pilot evaluation of one 

department indicates some room for improvement in standardizing and improving processes to improve quality of 

care, patient safety, and satisfaction. 

Introduction 

Reliable lab order, verification, and follow-up processes are necessary for safe care and caregiver and patient 

satisfaction. As part of the University of Texas System Systems Engineering in Healthcare Initiative, we sought to 

standardize and improve these processes in order to reduce costs and improve quality of care, patient safety, and 

patient and clinician satisfaction. 

Methods 

We reviewed current practices and began identifying areas for improvement in lab order, verification, and follow-up 

processes at UT Physicians, a large, multi-specialty, ambulatory practice in Houston, TX. We first extracted data 

from our clinical data warehouse, a Microsoft SQLServer database that contains backup data from the electronic 

health record (EHR), using SQL queries. When possible, we verified retrieved data through EHR walkthroughs and 

clinician shadowing. After retrieving the data, we developed a dashboard using Microsoft Excel to summarize the 

data and present relevant lab-related metrics, such as number of orders entered electronically, number of orders with 

results, and time to physician verification of resulted labs. We performed a pilot evaluation of the data extraction 

and dashboard development in the otorhinolaryngology department during a two month period. 

Results 

We successfully retrieved lab order, result, and verification data from the EHR using the clinical data warehouse. 

Additional effort was required after extracting the data using a computer script to automatically identify and merge 

resulted labs that did not correspond with initial entered orders. Causes of unmerged labs included incorrect order 

entry, patient choosing an alternate lab location, or error in lab processes when accessing an electronic order. Lab 

orders also sometimes automatically triggered additional orders for further testing (i.e., reflex labs), compromising 

the one-to-one relationship between lab orders and results.  

Initial dashboard metrics for otorhinolaryngology during the two month pilot period identified 348 (87%) of orders 

entered electronically. We identified 147 results that required merging with an entered order; some results could not 

be merged automatically, indicating a likely higher true rate of electronically entered orders. Of the electronically 

entered orders, 86% of orders were entered with correct lab location, 88% of orders resulted within two weeks, and 

99% of results verified within two weeks. Among 17% of results for which physicians indicated that follow-up was 

necessary, 14% followed up through phone call and 3% followed up through patient discussion. 

Conclusion 

EHR data was useful in identifying and evaluating current lab order, result, and verification processes. Some room 

for improvement was identified in the processes, including reducing errors that lead to results needing to be merged 

and decreasing time to verification of lab results. Next step include identification and implementation of 

interventions to improve these processes to improve quality of care, patient safety, and satisfaction. 

Acknowledgments: This project was supported in part by The University of Texas System’s Systems Engineering 

in Healthcare Initiative and NCRR Grant 3UL1RR024148.  
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Abstract: Deep venous thrombosis and pulmonary embolism are diseases associated with 

significant morbidity and mortality.  Known risk factors are attributed for only slight majority of 

venous thromboembolic disease (VTE) with the remainder of risk presumably related to 

unidentified genetic factors. We designed a general purpose Natural Language (NLP) algorithm 

to retrospectively capture both acute and historical cases of thromboembolic disease in a de-

identified electronic health record.  Applying the NLP algorithm to a separate evaluation set 

found a positive predictive value of 84.7% and sensitivity of 95.3% for an F-measure of 0.897, 

which was similar to the training set of 0.925.  Use of the same algorithm on problem lists only 

in patients without VTE ICD-9s was found to be the best means of capturing historical cases with 

a PPV of 83%.  NLP of VTE ICD-9 positive cases and non-ICD-9 positive problem lists provides 

an effective means for capture of both acute and historical cases of venous thromboembolic 

disease.    

 

Introduction 

Venous thromboembolism (VTE) includes a spectrum of disease processes from the potentially 

life threatening pulmonary embolism (PE) to deep venous thrombosis (DVT).  Reported 

incidence of VTE ranges from 7.1 to 11.7 persons per 10,000 person years for community 

residents.(1-2)  VTE risk for post surgical patients can be as much as 20-fold higher within the 

first three months of surgery.(3)  While prophylactic treatment with anticoagulants is routinely 

utilized for hospitalized patients with known risk factors, current understanding of the genetic 

components to VTE risk is incomplete.(4)  Identification of the VTE phenotype prepares a 

foundation for larger population studies to identify clinical and genetic risks for thromboembolic 

disease.   In this study we describe a multifilter step algorithm using billing codes and natural 

language processing (NLP) to capture VTE cases in an electronic health record (EHR). 

 

Defining cases of VTE in an EHR is complex due to the lack of specificity of ICD-9 codes, 

common presence of VTE prophylaxis for most hospitalized patients, and limited data signal for 

historical cases (often lacking billing codes, for instance).  Research has shown that billing code 

data is incomplete for capturing VTE events.(5) Even in a well-defined postoperative 

observation cohort, International Classification of Diseases, Ninth Revision (ICD-9) codes alone 

had poor positive predictive value (PPV) of 29% and only fair sensitivity (68%) in capturing 

VTE disease.(6) The AHRQ Patient Safety Indicators, comprise multiple algorithms for VTE 

identification but ultimately rely on ICD-9 codes.  These have been shown to yield slightly better 

VTE identification results with a PPV (54.5%) and sensitivity (87%).(7) Using an NLP only 

surveillance process to identify real time Peripherally Inserted Central Catheter line associated 

DVTs, Evans and colleagues identified an overall incidence of 2.8% with a PPV 98% and 

sensitivity of 94% for patients with evidence of acute DVTs.(8)  
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In this study we applied both ICD-9 and NLP methods to identify VTE cases retrospectively in a 

general academic medical center population, with a goal of identifying both acute and historical 

VTE. Use of NLP alone was required to identify the smaller subset of patients with no ICD-9s, 

typically representing previous VTE events and best found in problem list documentation.    

Given the frequency of VTE “rule out” and prophylaxis language in clinical notes and text-based 

forms with atypical negation signals, we found general purpose NLP inadequate and required 

post-processing to achieve sufficient performance. 

 

Methods 

 

Vanderbilt University Medical Center is an 832-bed, tertiary care facility and major teaching 

center in Nashville, Tennessee.  It uses a locally-developed Electronic Health Record (EHR) 

system, called StarPanel, which has been in use throughout the medical center since the early 

1990s.  Patient care notes in the form of clinic notes, problem lists, hospital admission and 

discharges and radiographic data are stored as free text documents. For research use, Vanderbilt 

has developed the Synthetic Derivative (SD), a de-identified image of StarPanel.  Data from the 

SD includes billing codes, laboratory results, radiographic reports, clinical notes and problem 

lists.  The SD is linked to the Vanderbilt DNA biobank, BioVU.(9)  Genetic samples in BioVU 

are accrued sequentially from discarded blood draws.  Approximately the first 10000 patients 

accrued into BioVU were studied previously and validated for known genetic associations with 

five common diseases.(10-11)  In this study, we used this same set of patients for VTE 

description and algorithm development.  This work represents a preliminary step for further 

exploration of this phenotype across the SD. 

 

Gold Standard Population: From the original BioVU set, 590 individuals were identified with 

at least one VTE ICD-9 code.  (See Appendix 1 for ICD-9 codes included).  All cases were 

reviewed in the SD for determination of VTE status by the primary author, a practicing physician 

board-certified in internal medicine and pediatrics. Author JCD, also a practicing physician 

board-certified in internal medicine, validated all cases of undetermined status. We defined cases 

as positive in the SD if radiological procedures reported VTE or if clinical notes or problem lists 

discussed previous VTE disease.  For negative cases, notes and other EHR data were specifically 

reviewed around date of the ICD-9 to determine whether correlating notes were available to 

confirm VTE disease.  Many of these individuals appear to have ICD-9 codes for secondary 

processes such as monitoring of coumadin treatment after joint replacement and not for actual 

VTE disease. A small minority of patients did not have notes with sufficient information to rule 

in or rule out VTE.  These individuals were classified as unknown.   

 

We defined DVT disease as any venous thrombosis associated with a deep vein and with the 

potential to lead to a pulmonary embolism.  Deep veins included internal jugular, super vena 

cava, inferior venal cava, brachial, radial, ulnar, iliac, femoral, popliteal and profunda femoris 

veins.  Abdominal specific veins splenic, portal, renal and mesenteric were excluded, since these 

are part of the portal circulation.  We also excluded these superficial veins including the external 

jugular, cephalic, basilica, median cubital, small saphenous and greater saphenous.  Finally 

thrombophlebitis, arterial, tumor or sinus thrombosis and manmade venous conduits were 

excluded from consideration as VTE disease. Pulmonary embolism positives relied on computed 
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tomography angiography and ventilation/perfusion (V/Q) scans to define positives or 

documentation supporting historical diagnoses.      

 

Natural Language Processing Definition:  Notes from the Synthetic Derivative for the BioVU 

subset were processed by the KnowledgeMap Concept Identifier (KMCI), a general purpose 

NLP program in use at Vanderbilt for the last ten years.(12) For this study, we preprocessed the 

documents using the SecTag section tagging software to identify subcomponent sections of 

clinical notes such as History of Present Illness or Physical Exam.  Negation detection was 

completed with a modified version of NegEx.(13-14)  KMCI derives lists of concepts (e.g., 

CUIs) from the Unified Medical Language System (UMLS) with local context of negation 

attributes and section location.  The KMCI output was loaded into a database for secondary 

processing.   

We curated a list of CUI’s for the VTE algorithm, beginning from a sample review of medical 

school lectures for VTE previously processed in the KnowlegeMap curriculum management 

system.  This system contains 24,000 documents over 10 years of the Vanderbilt School of 

Medicine curriculum.  We expanded the list of related VTE CUIs by manual query of the 

database for distinct concepts.  The final list contained twenty-seven VTE concepts. (See 

appendix 2 for list.)   

 

Initial database review of the original VTE text strings revealed instances where these CUIs were 

misidentified (e.g. “PE” for “Physical Exam” and not for Pulmonary Embolism) and note 

sections with non-patient specific VTE information such as family history. Based upon these 

findings, all VTE CUIs defined by KMCI as non-negated concepts, without an attribute of “other 

experiencer”, “risk” or “possible” and not from note sections related to physical exam, family 

medical history or social history were considered first round positive for VTE.  We also excluded 

medical student notes in general after identifying extensive discussions on VTE disease that did 

not describe patient specific attributes.  

  

Further study identified two classes of false positives in the training set.  The first category of 

false positives consisted of positive assertions related to discussions of procedural risk, 

prophylaxis and diagnostic consideration.  These assertions represented modifiers other than 

typical negation, such as a patient being “at risk” for a DVT, a “possible complication” (e.g., 

from surgery), or a patient needing DVT prophylaxis.  This class of false positives was also 

constrained by a large number of concepts separating the VTE CUI from the negation value. 

 

The second class of false positives derived from overlap of VTE CUIs with non-VTE 

thrombosis.  The second category comprised other thrombosis conditions for which the CUI was 

not specific enough for VTE disease, such as splenic vein thrombosis, which did not meet our 

VTE gold standard definition based on venous location.   

 

To further refine our algorithm, we implemented a secondary negation process to remove false 

positive cases. Since KMCI concepts are broken into subcomponent text strings of their 

sentences we needed whole sentence level reconstruction to perform a secondary negation.  We 

developed a program to reassemble the VTE containing sentences CUIs then negated concepts 

with regular expressions for risk, prophylaxis, testing indications and non-VTE thrombosis. For 

the secondary algorithm, any sentences not negated on this final pass were considered true cases.  
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For this set of negation modifiers, we included the list of status modifiers previously found 

relevant for colonoscopy reports for presence of procedure.(15) 

 

We iteratively revised the algorithm and compared performance to the gold standard results to 

determine sensitivity and positive predictive value.  We also evaluated patients without ICD-9 

codes, which were reviewed as previously described as either true or false for VTE.  

Documentation was divided into clinical notes and Problem List (PL) only sets.  Results were 

presented for clinical notes only, problem lists only and problem list and notes together.  

 

Evaluation: Evaluation of the algorithm was divided into two sets.  The first replicated 

application of NLP to an ICD-9 population.  A random set of 2275 individuals not a part of the 

original SD set were processed identically based initially on the presence of a single VTE ICD-9 

code.  The second evaluation looked at effectiveness of the NLP algorithm for the remaining 

training set population that did not have a VTE ICD-9.  For non-ICD-9 review, the NLP 

algorithm was applied to the problem lists of the remaining training set individuals identifying a 

total of 100 non-ICD-9 patients.   

 

Figure 1.  Flowchart of NLP Algorithm for Training and Evaluation Sets.  PL=Problem lists 

(free-text lists of diagnoses and procedures). 
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Results 

     

From the 9504 individuals processed from the original BioVU set, 590 individuals had at least 

one ICD-9 for VTE.  Of these patients, 407 were positive for our gold standard VTE definition, 

giving a positive predictive value (PPV) for billing codes alone of 69.0%. The addition of our 

NLP algorithm to the notes from ICD-9 positive individuals increased the PPV to 90.1%. and 

sensitivity to 91.6% with a F-measure of 0.908.  The PPV of PL alone was 97.2% with an overall 

sensitivity 42.8% and a F-measure of 0.594.   NLP processed Problem Lists added an addition 14 

(3.4%) historical cases that otherwise would not have been captured. The combination of Notes 

and PL together identified 387 of the original 407 VTE positive cases from the training set 

giving a Sensitivity of 95.1% and PPV of 90.0% (see Figure 1). 

 

Of the 100 non-ICD-9 Problem List alone identified individuals, manual review of these cases 

found that 83 were VTE disease positive giving a PPV for these individuals of 83.0%, all 

historical examples.  For the entire training set, 97 individuals or 19.8% of all VTE cases were 

identified as historical only.    

 

In the evaluation set, 91 individuals were identified with at least one VTE ICD-9 diagnosis.  

Manual review of cases in the SD identified 64 who met the gold standard VTE definition giving 

a PPV of 70.3% for billing codes alone.   Identical NLP processing of these patients consisted of 

concept identification by KMCI, followed by primary negation, VTE CUI sentence selection and 

then positive assertion and thrombosis overlap secondary negation.  The PPV in the evaluation 

set was 84.7%, sensitivity of 95.3 and F-measure of 0.897 with the NLP algorithm finding 61 out 

of 64 of the true positive patients.   

 

Discussion 

 

Venous thromboembolic disease is a significant cause of morbidity and mortality.  The known 

risk factors for VTE development stasis, injury and hypercoagulability are limited by the 

unknown risk factors that also contribute to disease development.(16-17)  This study presents a 

general population NLP algorithm utilizing billing codes and problem lists to phenotypically 

define VTE.   

 

Defining VTE disease separate from procedural risk, hospital prophylaxis or diagnostic 

consideration is challenging due to the frequency these later concepts are found in the medical 

record.  The significant morbidity risks related to VTE disease drives extensive care processes 

especially in high-risk populations that leads to extensive documentation in hospital and ED 

records which are often not related to actual disease in the individual. This documentation often 

takes the form of a positive assertion that is not accessible to classical negation techniques.   

 

In the algorithm presented here, we applied a stepwise negation technique using classical 

negation followed by recapitulation of VTE concept sentences treated to another round of 

negation for positive assertions and overlap of VTE CUIs.     
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Historical cases accounted for more than 20% of the total true VTE diagnoses.   The majority of 

these did not have a VTE ICD9 associated with them and were primarily identified through the 

Problem List.  For these instances, NLP of our unstructured text Problem List allowed inclusion 

of these cases that would not have been identified otherwise.  The problem list in StarPanel is 

directly defined by providers for purposes of clinical care only as opposed to ICD9 codes which 

reflects a more varied needs of billing requirements. As such its PPV was much higher than 

typically associated with ICD9 codes reflecting it clinical provenance and active ongoing use by 

providers to help to direct patient care. 

 

In our study here, over 2500 individuals were positive in some form for a VTE concept, whereas 

only 490 had disease.  As such an NLP algorithm provides a method to identify all instances of 

disease in a large cohort from the medical chart for which manual review would be arduous.   

 

Another challenge in developing the NLP VTE algorithm included overlap of thrombosis 

concepts with non-VTE disease. This limitation made patient level DVT/PE diagnosis more 

difficult to confirm.  For both problems of frequency of nondisease VTE documentation and 

overlap of VTE concepts were addressed by a two-step negation process.   In the first step, 

classically defined negated concepts and concepts possibly related to family or social history 

were removed from consideration.  In the second step, the remaining “positive” statements of 

VTE, were evaluated for other modifying words.   

 

Discussions of procedure risk represents a special case of EHR documentation that is often 

templated and verbose making correlation of the VTE noun with the risk verb (sometimes 5-6 

lines, and >40 concepts, away) more difficult in a traditional limited window approach to 

connect nouns with verbs.  Our sentence-level approach also allowed for negation of this type of 

risk documentation.     

 

VTE disease identification performed best when derived from the VTE ICD-9 cohort and then 

refined by further NLP processing of both hospital notes and problem lists together.  Problem 

lists alone showed the best PPV as would be expected for the specificity of this subtype of 

documentation.  Manual review of the non ICD-9 PL notes confirmed that the majority of these 

concepts were historical.  

 

Causes for failure of the NLP algorithm to remove false positive cases, were often related to 

overlap of thrombosis concept with nonvenous thrombotic disease and positive assertion 

sentences that were not negatable.  Given the nature of VTE concepts in the EHR, this limitation 

constrains the maximal effectiveness of our NLP algorithm.  Limitations of this study include the 

possibility over fitting of our secondary negation model by including too many objects and 

implementation at only one institution.  The similar F-measure between the training and 

evaluation sets suggests a similar consistency of clinical documentation for this problem.   

 

The secondary negation of positive assertion items fell into four categories, concepts related to 

risk of procedures, prophylaxis, differential diagnosis discussion and overlap of thrombosis 

concepts.  The main components to our VTE NLP algorithm relate to a two-step process of ICD-

9 or Problem List for non-ICD-9 initial identification of patients followed by classical negation 

and then positive assertion negation.   
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The complex nature of VTE concept presentation within this EHR demonstration constrains this 

phenotype algorithm to a heuristic model. Consequently a limitation of this model is its 

dependence on the variability of text formatting of VTE concepts within the EHR.      

 

Conclusion:  This ICD-9 and NLP algorithm provides a method to identify patients 

retrospectively with venous thromboembolic disease.  The use of ICD-9s as a precursor for 

cohort determination is more effective than standalone NLP for disease refinement. The density 

of VTE concepts in hospital documentation especially, warrants a two-step negation process for 

both negative, relatively positive assertions and CUI concept overlap.  This work provides a 

foundation for further larger scale phenotype defined genetic studies. 

 

 

Appendix 1: 

VTE codes included: 

V12.51                  Personal history of venous thrombosis and embolism 

453, 453.0 , 453.1, 453.2 

               453.4                    Deep vein thrombosis, unspecified 

               453.40                  Venous embolism and thrombosis of unspecified deep vessels of 

 Lower extremity 

               453.41                   Venous embolism and thrombosis of deep vessels of proximal lower 

     Extremity 

               453.42                   Deep Vein thrombosis, distal 

               453.8                     Embolism and thrombosis of other specified veins 

   453.81, 453.82, 453.83, 453.84, 453.85, 453.86, 453.87, 453.89 

               453.6, 453.50, 453.75, 453.51, 453.79, 453.77, 453.52, 453.5 

453.82, 453.7, 453.71, 453.73, 453.74, 453.76                

                

               415.1                     Pulmonary embolism and infarction 

               415.11                  Iatrogenic pulmonary embolism and infarction 

               415.19                   Other pulmonary embolism and infarction  

 

Excluding all  

452                           Portal vein thrombosis   

451.12                    Septic pulmonary emboli 

 

Appendix 2:  NLP Definition 

 

1.  Combine CUI definitions with clinically indexed notes processed by KnowledgeMap 

a. Using CUIs:   34065, 149871, 340708, 856721, 741877, 743004, 877687, 

877624, 40038, 40053, 40046, 151946, 42487, 333203, 333204, 392108, 

1456118, 151950, 589110, 877618, 1290394, 392108, 87086, 272416, 459853, 

38834, 42487 

b. Excluding clinical sections denoted by Family History or Social History 

c. Excluding CUI with negation attributes: 

other_experiencer|negate|negphrase|risk|possible 
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2. Secondary VTE Evaluator 

a. Reassembles sentence structure 

b. Negates original string, other non-VTE thrombosis and positive assertion with 

regular expressions 
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ABSTRACT: Repositories of electronic health records (EHR) offer opportunities to perform 
clinical studies on rare diseases and traits.  We used natural language processing (NLP) to 
identify individuals with two rare congenital chest deformities, pectus excavatum (PE) and 
pectus carinatum (PC), from a population of greater than 2 million records. We analyzed 4361 
PE cases and 848 PC cases with phenome-wide association studies (PheWAS) to discover 
possible new associations.  Results from the PheWAS reaffirmed known comorbidities and 
suggested new correlations for both PE and PC, with 249 total associations surpassing a 
Bonferroni correction. The results from this clinical study offer further insight into these two 
chest wall deformities. To our knowledge, this is the first application of PheWAS to better define 
a rare clinical trait, and it represents one of the largest cohorts of PC and PE individuals 
identified to date. 
INTRODUCTION: Pectus excavatum (PE) and pectus carinatum (PC) appear more commonly 
in males and usually present either at birth or during puberty.  PE is considered the most 
common congenital chest wall deformity, and ~40% of affected PE and 25% of affected PC 
individuals have an immediate family member with the condition. Previous clinical studies on 
these two chest deformities have typically been conducted on extended family units. 

METHODS: Records in Vanderbilt University's Synthetic Derivative (SD), a de-identified 
version of the EHR, that contained the word "pectus" were analyzed using the KnowledgeMap 
Concept Identifier (KMCI) to determine which individuals had PE and PC.1 Cases of PE and PC 
were manually reviewed for positive predictive value (after removing family history and negated 
concepts). The control population contained patients with records that did not contain the word 
"pectus" and had at least one lateral chest x-ray or chest computed tomography scan.  The ICD9 
codes for these individuals were amassed and converted to "PheWAS codes," and the PheWAS 
was performed using an R statistical package. Only results with p-values less than the Bonferroni 
correction (3.01x10-5) were considered as significant. 
RESULTS AND DISCUSSION: The PPV of NLP to identify PE and PC cases were 88% and 
80%, respectively.  The PheWAS identified 105 and 144 phenotypes significantly related to PE 
and PC, respectively, with p-values as low as 5.6x10-76.  Some of these phenotypes, such as chest 
wall deformities, scoliosis, mitral valve disorders, and traits common to Marfan syndrome, 
reaffirmed both previously identified comorbid diseases and validate the methods used in this 
study. The PheWAS also identified cardiac complications, respiratory anomalies, nervous system 
disorders, gastrointestinal complications and cognitive diseases (including adult-onset dementia), 
all with p-values between 9.62x10-38 and 3.01x10-5, not previous linked to PE or PC. PE was also 
protective for diabetes (p= 5.31x10-29) and obesity (p= 9.33x10-13).  Future work is needed to 
further define associated phenotypes, some of which may result from congenital syndromes and 
chromosomal abnormalities. This study offers insight into two congenital conditions that have 
not been researched copiously and demonstrates the value of PheWAS for rare clinical traits in 
addition to genetic analyses. 
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HTSQL and HTRAF: An Innovative Platform that Enables Rapid Delivery
of Web Applications and Helps Researchers and Funding Agencies Make

Better Use of Mental Health Data

Owen McGettrick, BA, Oleksiy Golovko, BS, Clark Evans, BS, Leon Rozenblit, JD, PhD
Prometheus Research LLC, New Haven, CT

HTSQL is a high-level navigational query language for data analysts, medical researchers, and other accidental                           
programmers who use it for working with complex data structures from heterogeneous data sources. HTRAF is a                               
lightweight data-binding tool for building research oriented websites and data-driven applications using HTSQL.                       
We describe the successful use of the HTSQL/HTRAF open source platform to empower medical research staff to                               
create and maintain their own data-driven web applications without hiring programmers.

Description of the Problem Addressed
Research data changes rapidly, and researchers often need new applications and tools to efficiently work with their                               
data. Yet the cost, time, and technical skill typically required to develop Web applications is unattainable by most                                 
researchers. Over the last decade, we’ve developed/evolved an open source toolset that bridges this gap by directly                               
addressing the needs of medical research environments. Together, HTSQL/HTRAF can be used by non-programmers                         
with knowledge of basic HTML to rapidly build interfaces and applications that present and interact with research                               
data. The HTSQL/HTRAF platform relies solely on JavaScript and CSS and runs in any modern web browser, making                                 
it easy to deploy and maintain. When additional capabilities are needed, developers can extend the platform by                               
adding new elements and templates.

Specific Purposes of the System
We used HTSQL/HTRAF to speed the development of decision-making applications for two distinct business cases:                           
a grant-making autism foundation and a large autism research center. The foundation required a decision support                             
platform that centralized external grant sources, published literature, and internal grant applications for purposes of                           
better defining scientific direction and impact. In contrast, the large autism research center needed to make informed                               
decisions about study recruitment, enrollment, and clinical diagnosis. In both cases, we rapidly developed custom                           
dashboards using HTRAF, a jQuery-based JavaScript framework that binds relational database query results to                         
HTML elements on a Web page. Our analysts were able to create these dashboards within days (as opposed to                                   
months) and simple modifications were possible within hours by updating HTSQL queries (as opposed to                           
hand-coding with jQuery). The dashboards were securely available via HTTPS; an authentication/authorization                     
system allowed staff with appropriate role permissions to login and interact with the dashboards to support their                               
decision-making processes. The clients have used the dashboards successfully for over a year. As anticipated,                           
modification requests were frequent, and the platform handled needed changes efficiently.
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Information Extraction from Medical Documents to Determine 
Patient Alcohol, Tobacco, and Illicit Drug Use 
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Suhas Khot, Anthony Juehne, Rakesh Nagarajan MD, PhD  
Washington University School of Medicine, St. Louis, MO 

Abstract  
We combined IBM LanguageWare Natural Language Processing  (NLP) with our Clinical Investigation Data 
Exploration Repository (CIDER) to search a large collection of free text electronic medical record content for 
uncoded information about alcohol, tobacco, and illicit drug use. The final precision and recall for each domain 
was over 90%. NLP tools to evaluate these three domains are being integrated into CIDER. 

Introduction 
It is a widely-agreed upon principle that more efficient and secure access to cleaner data leads to more robust 
research. However, the lack of uniformity and standard operating procedures for data entry has generated a large 
aggregate of unstructured data within electronic medical records, especially free text nursing, allied health, and 
physician notes. Structured acquisition of these data could propel applied health care research. Application of 
Natural Language Processing to medical data repositories may recover valuable information from patient records, 
which might otherwise be unwieldy for researchers and therefore is an important tool to develop and test.  

The Center for Biomedical Informatics (CBMI) at Washington University Medical School has already developed a 
research patient data warehouse containing complete medical information from over five million patients within the 
BJC Healthcare system. This HIPPA compliant Clinical Investigation Data Exploration Repository (CIDER) allows 
for seamless but regulated electronic access to patient data through a powerful querying functionality and a secure, 
web-based graphical user interface.[1] CIDER can access over one-thousand types of medical documents containing 
potentially valuable information stored as free text.  

Methods 
Researchers at CBMI worked with BJC using IBM LanguageWare [2] to parse loose, unstructured data within 
medical documents, develop a dictionary to annotate desired data, and 
integrate this mapped, structured data terminology for querying three 
commonly used domains for research that are not discretely stored within 
the EMR: alcohol, tobacco, and illicit drug use. To refine the process, we 
employed clinical and epidemiological experts to refine the domains and 
user interface through use-case testing in addition to verifying the 
accuracy of terminology and context ambiguity. 

Results 
Manually annotated documents defining a gold-standard generated a 
dictionary to control for false positives due to semantic ambiguity. 
Information was parsed from Admission, Discharge Summaries, History, 
and Physical Exam documents to extract and structure fields of: positive 
use, current use, substance type, volume, duration, quit duration 
(cessation), and family history. When the NLP extracted information was compared against the gold-standard, the 
final precision and recall for each of the domains was above 90%. All three domains are being integrated into 
CIDER for end-user use. 
  
Conclusion 
The CIDER NLP application supports the development of independent, scalable, pluggable components and 
selective extraction of unstructured data from a group of documents. A proof-of-concept demonstration of this 
system is being maintained to give clinical researchers access to meaningful clinical information that previously 
required laborious extraction if it were to be recovered at all. 
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Abstract 

Clinicians raise several information needs in the course of care. Most of these needs can be met by online health  
knowledge resources such as UpToDate. However, finding relevant information in these resources often requires  
significant time and cognitive effort.

Objective: To design and assess algorithms for extracting from UpToDate the sentences that represent the most  
clinically useful information for patient care decision making. 

Methods: We developed algorithms based on semantic predications extracted with SemRep,  a semantic natural  
language  processing  parser.  Two  algorithms  were  compared  against  a  gold  standard  composed  of  UpToDate  
sentences rated in terms of clinical usefulness. 

Results: Clinically useful sentences were strongly correlated with predication frequency (correlation= 0.95). The  
two algorithms did not differ in terms of top ten precision (53% vs. 49%; p=0.06). 

Conclusions:  Semantic  predications  may  serve  as  the  basis  for  extracting  clinically  useful  sentences.  Future  
research is needed to improve the algorithms. 

Introduction

Clinicians’ patient care information needs are common and frequently unmet [1]. Most of these information needs 
can  be  met  by online  health  knowledge resources  like  Medline and  UpToDate  [2].  However,  clinically useful 
information is not always easy to find [3]. The most useful information for the care of a specific patient may be 
buried within long documents  or  fragmented across  multiple documents  and resources.  Therefore,  methods are  
needed to help clinicians identify clinically useful information efficiently and effectively. 

Research on information extraction and summarization has been done in the biomedical text-mining domain, but  
most previous studies have been restricted to  titles,  abstracts,  and metadata from Medline records [4-7].  More 
recently, the focus has shifted to extracting and summarizing information from the full-text of biomedical journals 
[8].  Although biomedical  journals  are  sometimes  useful  for  clinical  decision making,  they are not  designed  to  
directly answer clinicians’ information needs [3]. On the other hand, resources such as UpToDate provide expert 
reviews on clinical topics with the goal of helping clinicians meet their patient care information needs. Although 
UpToDate documents provide summary recommendations on specific topics, these documents are still relatively 
long, often with over 200 sentences.   

The overall goal of our research is to generate automatically knowledge summaries to support patient care decision 
making. Our approach consists of extracting clinically useful sentences from relevant documents using semantic  
natural language processing (NLP) methods. Specifically, in the present study we aimed at designing and assessing  
an algorithm that extracts clinically useful sentences on treatment recommendations for specific conditions from 
UpToDate documents. 

Background 

Clinicians’ information needs. A seminal study by Covell et al. found that clinicians raise two questions out of 
every three  patients  seen  and  that  70% of  these  information  needs  go  unmet  [9].  A recent  systematic  review 
identified several studies that confirmed Covell’s findings [1]. The review also identified significant barriers that 
limit clinicians’ ability to meet their information needs, especially clinicians’ lack of time and perception that an  
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answer cannot be easily found in the available resources.  In  our research,  we aim to address these barriers by 
reducing the time and cognitive effort that clinicians need to devote seeking for information.

Information extraction and summarization.  Overall,  text  summarization can be  classified into two types:  1) 
extractive summarization; and 2) abstractive summarization. In extractive summarization, the sentences are selected 
based on their relevance and key words.  In abstractive summarization, novel sentences based on important concepts 
are created  [8].  However,  this  method has  many underlying challenges and is  less  popular  than  the extractive 
method. 

Researchers  have  investigated  both  extractive  and  abstractive  text  summarization  of  the  biomedical  literature. 
Fiszman  et  al.  designed  a  method  that  generates graphical  abstractive  summarization  based  on  semantic 
interpretation of biomedical text [5]. Reeve et al. used the Unified Medical Language System (UMLS) to extract 
semantically related sentences for summaries [10]. Another method was proposed by Jin et al. to generate gene 
summaries  from Medline  abstracts  based  on the  selection  of  information rich  sentences  [11].  Agarwal  and  Yu 
presented a method to extract  figures in the biomedical  literature based on a sentence classification system for 
selection of sentences from the full text [12]. Despite providing a foundation for our research, most prior studies 
have focused on assisting biomedical researchers, such as in generating new hypothesis. Unlike these studies, our 
goal is to summarize clinically useful recommendations to assist patient care decision making. 

Previous Related Work.  In  a  previous study,  we assessed  the  feasibility of  generating knowledge summaries 
composed  of  relevant  sentences  extracted  from Medline  citations  [7].  The  system  consists  of  a  pipeline  that 
integrates  multiple NLP tools  and information retrieval  resources,  including the UMLS Metathesaurus [13] for 
concept  extraction,  SemRep for  semantic  predication  extraction,  [14]  and  MedRank for  sentence  ranking.  The 
system achieved a high precision in extracting sentences related to the topic of interest,  but  MedRank did not  
perform well extracting the most clinically useful sentences. In the present study, we focused on full-text documents 
rather than abstracts and used a different approach to sentence ranking, which is described in the Method section.  

SemRep.  SemRep is  a  semantic  NLP parser  that  uses  underspecified  syntactic  analysis  and  structured  domain 
knowledge from the UMLS [14]. SemRep extracts a set of semantic predications that consist of a subject (e.g., a  
medication), an object (e.g., a condition), and a predicate (e.g., ‘TREATS’). Predications extracted by SemRep can 
be loaded into a relational database for further processing according to the needs of specific applications [15]. An 
example of a sentence and its SemRep output is listed below in Table 1. Our underlying assumption is that clinically 
useful treatment sentences generate a higher density of treatment-related predications than other sentences. This  
assumption served as the basis for designing our algorithm.

Method

The study method consisted of: 1) developing a gold standard composed of UpToDate sentences that were manually 
annotated regarding their clinical usefulness; 2) processing UpToDate documents with SemRep to generate sentence 
predications; 3) designing candidate algorithms to identify clinically useful sentences and selecting best candidate 
algorithms for the evaluation phase; and 4) comparing the performance of the selected algorithms.

Gold Standard. The gold standard consisted of a training set with 5 UpToDate treatment documents and a test set 
with  12  documents  on  the  treatment  of  four  conditions:  coronary  artery  disease  (CAD),  hypertension  (HT),  
depression, and heart failure (HF). The 12 documents consisted of the 3 most frequently accessed documents on the 
treatment of each of the 4 conditions according to UpToDate’s usage log. In the gold standard, sentences were  
annotated  according to  a  5-point  scale  that  rated  the  clinical  usefulness  of  sentences.  The scale  was  designed 
according to  previous studies  that  showed clinician’s  preferences  for  patient-specific,  objective,  and  actionable 
recommendations as opposed to study results and background information. Table 2 describes the rating instrument  
with examples. 

The gold standard and the rating instrument were iteratively developed by three clinicians. First, one document was 
independently rated by two clinicians (RM, GDF), yielding an inter-rater agreement (linear weighted kappa) of 0.52.  
Disagreements  were  reconciled  through  consensus  and  the  instrument  was  refined.  In  the  next  step  a  second 
document  was  rated  independently by the  same two clinicians  (linear  weighted  kappa= 0.74)  and  was  further 
refined. Next, another document was rated by RM and a third clinician who had not been previously exposed to the 
annotation instrument (linear weighted kappa=0.82). Given the high inter-rater reliability of the instrument, only one 
clinician (RM) rated the remaining documents. 
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Processing documents with SemRep. UpToDate documents in the training and test sets were obtained in XML 
format  and  then  transformed by a  script  into  SemRep’s  input  format.  The  documents  were  then  submitted  to 
SemRep for batch processing. Last, the SemRep output was loaded into a relational database that was designed in  
previous research on Medline citations [15]. 

Designing candidate algorithms and selecting algorithms for final evaluation. Informed by documents in the 
training set, we designed several algorithm variations for preliminary analysis. The design was guided by manually 
inspecting sentences and their predications as well as by analyzing the frequency and types of predications generated 
by useful vs. not useful sentences. Candidate algorithms were then evaluated using the training set. Two algorithms  
that appeared to perform best were selected for the final evaluation:  Algorithm1 and Algorithm2. Both algorithms 
were implemented as SQL statements that queried the predication database. 

Algorithm1 was based on the density of predications in a sentence. The higher the number of predications generated  
by the sentence, the higher the sentence ranking. When two or more sentences had the same number of predications,  
the  sentence  that  appeared  later  in  the  document  received  preference,  since  earlier  sentences  tended  to  be 
background sentences. 

Algorithm2 was similar to Algorithm1, except that it excluded from the final output sentences and predications that 
were considered to be less useful for clinical decision making. For this, the algorithm applied the following steps: 

1)  select  predications  with  a  predicate  type  of  ‘TREATS’,  ‘ADMINISTERED’,  ‘AFFECTS’,  ‘PREVENTS’, 
‘PROCESS_OF’, ‘compared_with’, ‘higher_than’, ‘lower_than’, or ‘same_as’;

2) exclude sentences that contain one or more of the following predicate types: 'METHOD_OF', 'OCCURS_IN',  
'COEXISTS_WITH',  'DISRUPTS',  'AUGMENTS',  'STIMULATES',  'INHIBITS',  'ASSOCIATED_WITH', 
'CAUSES',  'LOCATION_OF',  'CAUSES',  'PART_OF',  'COMPLICATES',  'ISA',  'PRODUCES',  'PRECEDES', 
'USES’; 

3) exclude sentences with predications whose subject is “placebo”.

Evaluation. The two algorithms selected in the previous step were compared in terms of three outcome measures 1)  
top 10 precision (primary outcome); 2) average rating of the top 10 sentences; and 3) top 10 recall. Top 10 precision  
was obtained as the percentage of sentences among the top 10 ranked ones that were rated as Level 4 or 5 sentences  
in the gold standard. Average rating was obtained by calculating the average of the gold standard ratings for the top  
10 sentences.  Statistical significance was tested with Student’s paired t-test for top 10 precision and recall, and 
Wilcoxon ranked sum test for the average rating. 

Results

Documents in the training set had a total of 1293 sentences. Out of these, 743 (57.5%) sentences generated no 
predications.  The  average  number  of  predications  for  sentences  rated  as  Level  4  and  5  was  1.38  and  1.58 
respectively. Other sentences had less than 1 predication on average. 

Table 3 provides descriptive statistics for the test set. The 12 documents in the test set had 2833 sentences. Of these,  
1623 (57.3%) sentences did not generate any predications. The correlation coefficient between sentence rating and 
average number of predications was 0.95. Sentences rated as Levels 4 and 5 generated 1.19 and 1.23 predications 
per sentence respectively, while other sentences generated less than 1 predication on average.

 

Table 4 presents the top 10 precision, top 10 recall, and average rating of the top 10 documents for both algorithms.  
No difference was found between Algorithm1 and Algorithm2 in terms of top 10 precision (53% vs. 49%; p=0.06) 
and average rating (3.5 vs. 3.4; p=0.4). Algorithm2 was significantly better than Algorithm1 in terms of top 10 recall 
(p=0.0002).

Discussion

In this study we aimed to develop and assess an algorithm that extracts clinically useful sentences from UpToDate.  
The ultimate goal is to automatically summarize treatment recommendations to help clinicians meet their patient 
care information needs. Both algorithms performed reasonably well but further studies are needed to improve the 
precision of extracted sentences. Using the algorithms designed in our study, about half of the sentences extracted by 
the  algorithms  in  a  knowledge  summary  would  not  be  clinically  useful.  The  two  algorithms  had  equivalent  
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performance in terms of the primary outcome (top 10 precision). Although Algorithm2 had better top 10 recall, the 
absolute difference was only 7%. In addition, clinicians may favor precision over recall given the time constraints in  
busy clinical  settings.  However,  clinicians’ preference for precision over recall  has not been studied and needs 
further investigation. In this study, Algorithm1 may be a better option because it is simpler than Algorithm2. Perhaps 
most important  is  the finding that  clinical  usefulness is  highly correlated with the number of  predications in a  
sentence.

Although  predication  density  seems  to  be  a  strong  predictor  for  identifying  clinically  useful  sentences,  other  
approaches  are  needed  to  improve  algorithm performance.  We  conducted  an  analysis  of  UpToDate  sentences 
classified as useful vs. not useful in order to better understand their linguistic characteristics and to identify possible 
future directions. One characteristic that is significantly more prevalent in useful sentences is the use of  deontic  
modality [16], particularly, of  obligative type. This modality type is generally expressed by verbs such as  suggest 
and recommend. In particular, when such verbs take as subject the first-person plural pronoun (“we”), the sentences 
that they appear in are generally useful sentences that indicate actionable statements, such as the following: “For 
patients with heart failure, we suggest amiodarone in preference to dofetilide.”

Table 4. Performance of the algorithms on each document of the test set.

Algorithm1 Algorithm2
Document* Top 10 

precision
Average 
rating

Top 10 
recall

Top 10 
precision

Average 
rating

Top 10 
recall

CAD1 50% 3.4 23% 30% 2.8 21%
CAD2 90% 3.9 21% 80% 3.9 31%
CAD3 20% 3.2 08% 20% 2.7 20%
Depression1 50% 3.4 11% 40% 3.4 12%
Depression2 40% 3.4 20% 30% 3.1 38%
Depression3 30% 3.1 23% 30% 3.1 33%
HF1 90% 3.9 15% 70% 4.0 19%
HF2 60% 3.7 08% 70% 3.8 14%
HF3 50% 3.5 09% 50% 3.2 17%
HT1 50% 3.4 19% 50% 3.4 31%
HT2 50% 3.4 41% 50% 3.4 50%
HT3 60% 3.5 42% 60% 3.5 46%
Average 53% 3.5 16% 49% 3.4 23%†

*CAD = Coronary artery disease; HT = Hypertension; HF = Heart Failure; †statistically significant

Another characteristic of useful sentences seems to be the high level of certainty, or lack of hedging. Hedging is  
often indicated by modal auxiliaries, such as may and can. In UpToDate, the use of hedging seems to be correlated 
with non-useful sentences. A highly speculative statement like the following would not be considered useful  in  
clinical care. “For example, although the atrial myocardium may not be capable of sustaining AF in this setting, it  
may be able to generate and sustain atrial flutter.” 

Statements supported by specific,  quantitative evidence are generally characterized as useful. In  particular,  it  is  
noteworthy that all statements mentioning statistical significance with respect to some finding were deemed useful.  
On the other hand, statements indicating unspecific evidence are generally considered not useful. For example, in 
the following sentence hedging expressed with may also contributes to characterization of the sentence as not useful 
“Compared with MTX, there is less information available regarding the long-term safety of biologic DMARDs, and 
there is some evidence that the risk may be greater with these agents.”

We also analyzed documents that yielded extreme precisions (high and low) to identify characteristics that may have 
contributed to creating these outliers. For example, the second document on coronary artery disease (90% top 10 
precision) contained several evidence-based sentences such as “Angiotensin converting enzyme (ACE) inhibitors 
and  angiotensin  receptor  blockers  (ARBs)  decrease  cardiovascular  mortality  in  post  MI patients  with  systolic  
dysfunction and ACE inhibitors in most patients with an acute anterior MI.” On the other hand, the third document 
on coronary artery disease focused primarily on describing the latest research on the treatment of this condition. For 
example,  the  document  contained  sentences  like  “A randomized  trial  comparing  PCI  with  DES  to  minimally 
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invasive  direct  coronary  artery  bypass  surgery  (MIDCAB)  evaluated  outcomes  in  130  patients  with  isolated 
proximal LAD disease.” 

Limitations.  This  study had  several  limitations.  First,  although  reliable  the  sentence  usefulness  scale  was  not  
clinically validated. For example, it is unknown whether sentences rated as more useful actually help clinicians’ 
meet information needs. Second, the evaluation was limited to four conditions and treatment topics, and the study 
was limited to UpToDate. Thus, it is unknown whether the method can be generalized to other conditions, areas 
(e.g.,  diagnosis),  and  knowledge  resources.  Our  algorithms used  no  information  that  is  specific  to  UpToDate.  
Therefore, the algorithms are likely to generalize to other resources. Third, we did not test whether the retrieved 
sentences when combined produce a readable summary. Future studies are needed to design and assess summary 
presentation and readability. 

Conclusion and Future work

Our study found that clinically useful sentences were strongly correlated with a higher number of predications. The  
two algorithms performed equally in terms of top 10 precision, achieving a reasonable top 10 precision (53% and 
49%). Although usable, future research is needed to improve algorithm performance. Identifying deontic modality 
constructions and hedging seem to be promising approaches. Although SemRep is currently unable to identify these 
meta-predication  constructions,  work  to  implement  this  capability  is  underway.  These  topics  have  also  been  
garnering much interest  from the  clinical  and biomedical  NLP communities  recently [17,  18],  and  we plan to 
enhance our system based on insights from such research. Another potential approach is to employ machine learning 
sentence classification with SemRep predications as predictors.
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Abstract:  The Computerized Patient Reported Outcomes system (cPRO, http://cprohealth.org) was developed over 

the past 10 years and is freely available under the “3 clause BSD” open source license.  ~20-30 cPRO systems have 

been deployed in support of research and/or clinical care in oncology1,2, HIV care3, and chronic pain management, 

demonstrating that PROs can be effectively implemented across multiple domains, with a single software platform, 

and that the resultant information can be integrated into clinical care via a variety of workflows. 

Introduction:  Patient reported data and outcomes (PROs) integrated into clinical practice can improve patient-

provider communication; elicit patient perspective to help understand effects of disease and treatment on function, 

symptoms, and satisfaction with treatment; improve clinical care and outcomes; and facilitate clinical research. We 

have implemented cPRO in clinical settings for oncology, HIV care, and chronic pain management, both to collect 

PROs and to deliver tailored educational content based on patient characteristics and elicited preferences. 

cPRO projects comprise a series of flexible web-based, interactive, domain-specific health assessments and 

interventions, built on a common platform developed to support research projects. The software platform has met 

the needs of (a) patients in a variety of clinical and home settings, (b) technical and security requirements of ~15 

clinical care organizations domestically and internationally, and (c) both clinical and research practitioners. 

Results:  cPRO was developed as an open source survey system to support both patient-provider communication 

and patient education. Over the last decade, we have developed the following specific features: 

 Assessments that are constructed from a "library" of validated instruments and custom questionnaires. 

 A variety of procedures for secure patient access in mobile kiosk settings (eg waiting rooms), web, and 

mobile use, including self-registration, numerical code ticket systems, and managed authentication. 

 Integrated logic for simple skip patterns, as well as complex decisions based on scores calculated from 

answers, and computer adaptive testing using PROMIS item response theory algorithms and instruments. 

 Patient and provider interfaces refined via iterative user-centered design practices, and literacy testing.4 

 Web interfaces for building and editing assessments by investigators, without software programming. 

 A flexible patient and research subject management component allowing for integration with a variety of 

research and clinical workflows including various clinical appointment scheduling systems. 

 Compatibility with clinic- and patient-owned web browsers, touch screens, and mobile devices. 

 Automated alert/notification features to specific responses, such as suicidal ideation or study eligibility. 

 Real-time PRO reporting for use in clinical care, including tailoring of presentation format and content, and 

computerized reporting of both unstructured and some structured data using HL7 messages to EMRs. 

 Longitudinal summarization/reporting of PROs to patients, clinicians, and researchers. 

Conclusion:  cPRO demonstrates the feasibility of an open source approach to widespread deployment of PRO 

collection in clinical care, with real-time results made available to providers in both paper and computerized 

formats, and with integration into a variety of clinical and patient workflows. 
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Abstract 

When evaluating database technologies, MUMPS, the foundation of VistA and many EMRs, is often overlooked as 

antiquated or obsolete. However, as a database technology, MUMPS is still quite relevant and could be considered 

the precursor to many of today’s more trendy “NoSQL” databases. Here, we have demonstrated that MUMPS can 

be adapted as a modern JSON data store which meets the needs for developing the next generation of web-based 

clinical applications. 

 

Introduction 

The VA’s health management platform (HMP) needs a clinical data repository (CDR), optimized for web-based 

applications, to cache patient data from multiple sources. NoSQL databases such as MongoDB, Cassandra, and 

Hadoop, have become popular technologies for web-based application development by emphasizing speed, 

efficiency and scalability over the rigid schema design of traditional relational databases.  MUMPS, the underlying 

database technology of VistA, has a proven track record of reliability and performance and meets all our design 

requirements. A MUMPS global, the basic unit of data storage, is remarkably similar to modern “NoSQL” databases 

and easily lends itself to representation as a JSON document, a hugely popular data interchange format for web-

applications.  

 

Methods 

JDS is a simple web server, implemented in MUMPS, which defines a URL syntax for storing and fetching JSON-

based records.  It has a minimal schema and requires only a URN-formatted primary record identifier. This permits 

storage of a broad range of clinical data elements.  It features efficient, high-throughput retrieval of records via user-

defined, healthcare-relevant indexes and record-links. Storage of each clinical object and associated indexes is 

wrapped in a database transaction. Additionally, further filtering and transformation of retrieved records is possible 

through the same URL syntax. Reference terminologies are embedded and can be used to perform efficient 

subsumption queries. 

 

Queries can be performed through any web-browser or via a Java client library which features a domain specific 

query language (DSL).  This facilitates 1) efficient query building, 2) fast serialization and de-serialization of 

records to native Java data structures and 3) further client-side filtering, sorting and transformation capabilities. 

 

Results 

JDS is currently the primary data store for HMP and has successfully 

supported the development of many advanced clinical functions 

including results review, decision support, data visualization and 

workflow driven, multi-patient panels. Early results show that JDS is 

very responsive (<5ms average query response time for single record key 

queries) and meets all its robust data storage and indexing requirements. 

An experimental port of JDS to MongoDB demonstrated similar results, 

indicating the JDS model may be scalable to partitioned, “cloud storage” 

databases as well. An early version of JDS and the HMP were published 

to OSHERA.org as open-source software in December 2012. 

 

Conclusion 

The MUMPS storage engine, despite its age and perception, can be an effective technology for modern clinical data 

repositories.  More work is needed to test its performance and capabilities. 

Figure: Simple query for the most recent 

HGBA1C value (using the LOINC code) collected 

this year for patient id 1630. 
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Abstract 

We developed standardized patient scenarios for usability testing of medication alerts. Scenarios were developed to 
prompt specific alerts and minimize the risk of biasing prescribers’ actions. Correct and incorrect actions were 
established a priori to evaluate prescribing errors. These methods were part of a larger simulation study to 
comparatively evaluate the effect of two different alert designs on prescribing errors. These scenarios may serve as 
use cases, which other healthcare organizations or IT vendors can use to evaluate alert system usability. We will 
present the scenario development process and example scenarios, along with key findings from the simulation study. 

Introduction 
Healthcare is a complex socio-technical system and appropriately evaluating electronic health record (EHR) systems 

is difficult. AMIA recommends the development of standardized use cases, or scenarios, for the evaluation of 

specific functionalities in order to test and certify different EHR systems. The objective of this project was to 
develop standardized patient scenarios for use in usability testing of medication alerts. 

Background 

Standardized patient scenarios, with multiple medications requiring prescriber review, were developed to achieve 

the goals of a usability evaluation of medication alerts. Briefly, these goals were to assess design modifications to 

drug-allergy, drug-drug interaction, and drug-disease alerts, and to evaluate whether design changes to alerts 

improved usability and reduced prescribing errors. 

Methods 

Three outpatient, primary care scenarios were developed to prompt a total of 5 drug-allergy alerts, 11 drug-drug 

interaction alerts, and 3 drug-disease alerts within one 30 minute session. Scenarios were iteratively developed over 

12 months to test both common and infrequent prescribing tasks. We also worked to develop tasks where 

appropriate responses to alerts would be unambiguous, in order to clearly discern how alert design influences 

prescribing errors. Correct and incorrect clinical actions were outlined prior to data collection. Scenarios were pilot 

tested with one individual from each of the end-user groups (physicians, pharmacists, nurses) for medication alerts. 

Results 

As a result of pilot testing, scenarios underwent numerous changes, for example: additional laboratory results were 

included to aid in the evaluation of prescribing errors; some medications were changed to limit prescriber confusion 

over causes of abnormal laboratory values to more accurately test specific tasks, and extraneous information was 

removed to reduce time requirements. Twenty prescribers completed the standardized scenarios for both designs. 

Fewer prescribing errors occurred with the redesigned alerts (median errors per prescriber: 2 vs. 4, p=0.024), and 

prescribers ratings for interface quality (p=0.005), and overall satisfaction (p=0.033) significantly improved. 

Discussion 

Standardized scenarios enabled us to rigorously evaluate alert usability and prescribing outcomes. Insights from this 

work may help others develop scenarios more easily or adapt these scenarios for other EHR evaluations. Such 

scenarios may form the foundation of standardized EHR testing both commercially and in a research setting. 
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Abstract 
We conducted in-depth interviews with providers at 11 Department of Veterans Affairs (VA) pilot sites to assess the 
usability and usefulness of Virtual Lifetime Electronic Record (VLER) Health Exchange, which occurs through the 
eHealth Exchange. Among providers who accessed VLER Health (n=28), overall satisfaction with VLER Health was 
high (79%), with some providers reporting concerns about system usability. Seventy-one percent of providers who 
accessed VLER Health reported one or more positive changes in their practice due to use of the system. 

Introduction 
As part of the VLER Health Exchange Pilot Program, VA providers can access clinical data from the Department of 
Defense and participating private sector health care organizations through the eHealth Exchange (formerly 
Nationwide Health Information Network). VA providers access VLER Health through a secure portal integrated 
with the VA electronic health record (i.e., VistA). The objectives of this analysis were to describe the status of 
VLER Health adoption, identify perceived impacts of VLER Health on Veteran care, and identify key factors that 
mediate adoption and use of VLER Health. 

Method 
We conducted in-depth telephone interviews with staff from 11 VLER Health pilot geographical sites. A 
convenience sample of 10 staff per site (users and non-users) and an additional 50 documented VLER Health users 
were contacted for participation. Only providers who received training to use VLER Health were eligible to 
participate. Interviews were conducted from February 2012 to April 2012 and reflect VLER Health implementation 
status, which varied by site, at the time of the interviews. The VLER Health provider interview guide focused on 
key factors that might influence adoption, such as awareness, training, and perceived usability and usefulness. 

Results 
Seventy-three of 167 (44%) providers agreed to participate in the VLER Health provider interviews. All participants 
received training to use VLER Health, and 28 of 73 (38%) participants reported use of the VLER Health system. 

Among all participating providers (n=73), 75% trusted the accuracy of VLER Health data, and 90% trusted the 
privacy and security protections of VLER Health as much as or more than phone or fax. Of note, some providers 
reserved judgment about accuracy (15%) and privacy (8%) until they had greater experience with VLER Health. 

Among providers who used VLER Health (n=28), 
71% reported one or more positive changes in 
patient care or clinical practice. The perceived 
impacts of using VLER Health on specific clinical 
processes are described in Table 1. 

A majority of VLER Health users (79%) reported 
overall satisfaction with the way VLER Health 
works. Some users reported challenges with 
system response time (43%) and with identifying 
patients who have data available through VLER 
Health (29%).  

Conclusion 
VA providers’ experience, as part of the first 
large-scale implementation of the eHealth Exchange, demonstrates their relative willingness to trust electronic 
health information exchange, and suggests that a net benefit in health care delivery can be realized early in 
implementation with few disruptions in clinical workflow. Ongoing refinements to the user interface and technical 
systems are needed to improve usability and adoption. 

Table 1. Perceived effects of using VLER Health on clinical 
processes, VLER Health users only (n=28) 

Process 

Perceived effect of using 
VLER Health 

Positive 
change 

No 
change 

Negative 
change 

Clinical decision-making 57% 43% 0% 
Coordination and 
communication with other 
health care providers 

46% 54% 0% 

Clinical workflow 32% 57% 11% 
Communication with 
patients 57% 43% 0% 
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The increased adoption of electronic health records (EHRs) is anticipated to increase the use and efficiency of 
immunization and other public health registries.  State and local registries are important to public health by consolidating 
often-fragmented health data.  This study evaluated 1.7 million immunization records submitted to the NYC Citywide 
Immunization Registry from 2007 to 2011, a period of increased EHR adoption.  The study found record submissions from 
the immunization module supplanting other submission methods and an improved timeliness of submissions. 
  

Introduction  
The New York City Department of Health and Mental Hygiene (NYC-DOH&MH) manages the Primary Care Information 
Project (PCIP).  Begun in 2005, the PCIP aims to improve population health through increased use of health information 
technology.  These efforts are supported by local, state and federal moneys, including over $11 million in funding from 
New York State’s Healthcare Efficiency and Affordability Law for New Yorkers (HEAL-NY) capitol grant program.  PCIP 
contracted with an EHR vendor to offer subsidized EHRs to primary care practices in underserved communities.  These 
EHRs were specifically designed with features to support population level health monitoring.  One such feature enabled 
direct reporting of immunization data to the NYC Citywide Immunization Registry (CIR) through a customized 
immunization module developed collaboratively by PCIP and NYC-CIR. At the time of module deployment there were two 
electronic options for submitting immunization records to CIR: 1) automatically via the EHR reporting module, or 2) direct 
batch file transfer via a Web File Repository (WFR). Records also could be submitted manually via the CIR Web portal. 
 

Methods 
To evaluate the impact of immunization reporting via the EHR we collected data for children aged 0 – 6 years from 217 
practices participating in the PCIP for the period January 1, 2007 through May 31, 2011.  We obtained approximately 1.7 
million de-identified immunization records for the 1.25 years prior to (pre-launch) and after (post-launch) practices were 
certified by CIR for error-free reporting via the immunization module. We examined the pattern of immunizations 
submitted pre/post launch by calculating the mean difference in number of records submitted per day; the number of 
records within the 14 days legally mandated limit and within a 2 day desired limit; and median lag time in number of days. 
 

Results 
The results showed the proportion of electronic submissions supplanting other submission methods over the study period, 
as shown in Figure 1. The percent of all records submitted within the 14-day legal requirement increased from 84% to 87%, 
and within 2 days increased from 60% to 75%. The median lag time for reporting decreased from 13 to 10 days.  
Differences are significant at p < 0.001. 
 

Discussion/Limitations 
Automated reporting via an EHR effectively changed 
immunization reporting patterns and increased timeliness. 
Timely reporting to a regional/state registry can pose problems 
for community-based primary care because resources are often 
suboptimal [1]. Our findings suggest that an EHR may reduce 
variability in the timeliness of reporting from these settings. 
The ability of EHRs to improve reporting of health data to 
registries has implications for achieving public health goals for 
many at risk populations.  The study was limited by the 
structure of the data that prevented a more granular analysis of 
submission methods (EHR vs. WFR) and completeness of 
vaccine schedules.  
 
1.  Calman, N., et.al. (2012). Strengthening Public Health and Primary Care 
Collaboration through Electronic Health Records. AJPH, 102 (11): 1-6. 
 
Acknowledgments Study supported by NYS DOH, contract # C023699 

Figure 1. Immunization records submitted to CIR via the 
EHR compared to other submission methods. 
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Abstract: We developed a semi-automated ontology development and management system (SEAM) and used it to create 
ontologies to support medically unexplained syndromes detection and management among veterans. This SEAM system 
helps the ontology development by automatically extracting terms, concepts, and relations from narrative text, and then 
offering a streamlined graphical user interface to edit and create content in the ontology that can finally be exported in 
OWL format. 
  
Introduction: The development and maintenance of ontologies is usually a manual, lengthy, and resource-intensive 
process. Several tools have been developed to ease this process, such as Protégé.1 Various semi-automated methods to 
develop and maintain ontologies have been studied in recent years. These methods typically consist of an iterative process 
of automated extraction of potential new elements of information from text, followed by a manual curation of the new 
proposed ontology elements. The result of this manual curation is then used to augment the automated extraction system 
knowledgebase. The main advantage of these semi-automated methods is the significant reduction in human effort, allowing 
for faster and less resource-intensive ontology development and maintenance. We adopted this approach in the context of 
providing Veterans Health Administration (VHA) clinical research with methods and instruments for improving detection 
and mitigation of health problems in deployed veterans, and more specifically on the detection of medically unexplained 
syndromes (MUS), a challenging family of syndromes because of their complex and sometimes ill-defined and overlapping 
diagnostic criteria. 
 
Methods: For the development of the semi-automated ontology development and management (SEAM) application, we 
conducted an extensive review of existing methods and tools for terms, concepts, and relation discovery in unstructured 
text. We used the review findings to inform the development of the ontology management system, as described below.   
For the user interface, we based our developments on two ideas: card sorting and concept laddering. The former is a simple 
method to elicit categorization of concepts, giving the user functionalities to group ‘cards’ (automatically extracted terms 
and concepts in our case) into categories they can name. The latter is a method to organize concepts in hierarchies, giving 
users functionalities to organize concepts in taxonomies and create relations between them. 
 
Results: SEAM helps ontology development by automatically extracting terms, concepts (i.e., groups of synonymous 
terms), and relations from narrative text. Users can then edit this automatically extracted information and export ontologies. 
The two main components are a Natural Language Processing (NLP) process that runs in the background and a graphical 
user interface. The background process uses NLP to automatically extract prominent terms, concepts, as well as synonymy, 
hierarchical (‘is_a’), and mereological (‘part_of’) relations between these concepts. More details are available in another 
publication.2 The extracted concepts and relations are stored in a triple store repository. 
The graphical user interface accesses the triple store repository and displays the automatically extracted concepts and 
relations for manual editing and validation. We developed a user-friendly streamlined interface where concepts and 
relations are created by simply dragging and dropping extracted terms or concepts on top of other terms or concepts. This 
implementation of the card sorting and laddering approaches is novel. During the concept creation phase, combining 
extracted terms indicates that they are synonyms and the system creates a new concept (group), which the user can then 
name; combining concepts creates a new higher-level concept. During the relation creation phase, combining extracted 
concepts creates a relation between them; the default relation type is hierarchical and concepts or groups of concepts (i.e., 
portions of a taxonomy) can be placed where desired in the resulting taxonomies. Both concepts and relations can be further 
edited. The resulting ontology is finally exported as an OWL file. 
 
Conclusion: The SEAM system was used to develop ontologies for MUS and offered significant help for this complex task. 
We are currently working on the evaluation of the system.  
 
Acknowledgments: Project funded under VA HSR&D contract 11RT0150.  
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Abstract: The PHIS+ inter-institutional clinical database is currently being developed to support pediatric comparative 
effectiveness research and includes information from clinical narratives. Therapy for complicated appendicitis is an 
example of effectiveness research we are pursuing, and we are currently developing an information extraction 
application for this purpose, to detect peripherally inserted central catheter-based intravenous antibiotherapy.  
 
Introduction: The PHIS+ project aims at enriching an administrative database with clinical data from six different 
pediatric hospitals to enable comparative effectiveness studies in the pediatric population.1 Appendectomy is the most 
common acute surgical emergency in children, and is correlated with relatively high treatment-associated resource 
utilization due to case volume and morbidity of perforated disease. The evidence base is limited and variation in care is 
extreme. Increasing evidence suggests that oral antibiotherapy may be as efficacious as the traditional peripherally 
inserted central catheter (PICC) based intravenous therapy, at a lower cost.2 Additional strong prospective evidence is 
needed in this domain, but the detection of patients treated with a PICC line is limited by insufficient coding of such 
device use. Most clinical data added to the PHIS+ database is already coded, but other important clinical information 
such as PICC lines can only be found in narrative clinical text. To allow for efficient and rapid access to this data, we are 
now developing a Natural Language Processing application to extract mentions of such devices from pediatric diagnostic 
imaging reports, and significantly enhance the detection of patients treated with these devices.  
 
Methods: A stratified random corpus of 250 radiology reports from the six participating pediatric healthcare 
organizations was created by the Children’s Hospitals Association hosting the centralized PHIS+ database. This corpus is 
being annotated by experts to train and evaluate an information extraction application. The acute appendicitis information 
extraction application is currently in development and combines components that were adapted from the Textractor 
system,3 with new components developed for this application.  
 
Results: As shown in the figure, processing starts with text pre-processing (sentence boundaries detection, tokenization, 

part-of-speech tagging, and noun phrases chunking). Mentions 
of devices are then detected with three parallel methods: a 
regular expressions-based search, a dictionary lookup (based on 
Apache Lucene and a subset of the UMLS Metathesaurus 
filtered for the Biomedical or Dental Material and Medical 
Device semantic types as well as a list of concepts), and a 
conditional random field-based named entity recognition to 
enhance sensitivity. Concepts detected with these three methods 
are then combined if overlapping and their local context 

(temporality and negation) is then analyzed. The system finally outputs assertions of PICC and similar devices, along 
with their negation and temporality attributes.  
 
Conclusion: The acute appendicitis information extraction application in development implements methods and 
resources adapted for fast performance and high accuracy, and will be eventually trained and evaluated with our corpus, 
using a 10-fold cross-validation approach. It will then be used to extract information from a very large collection of 
diagnostic imaging reports in the PHIS+ database. 
 
Acknowledgments: Project funded under grant number R01 HS019862 from the AHRQ. Late James E. Levin MD, PhD, 
had major contributions to this project. 
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Abstract  
In 2008 the Agency for Healthcare Research and Quality (AHRQ) funded the Clinical Decision Support (CDS) 
Consortium to assess, define, demonstrate, and evaluate best practices for knowledge management (KM) and CDS 
at scale, across various EHR platforms, in order to enhance care and clinical knowledge delivery. The CDS 
Consortium (CDSC) collaborated with more than thirty organizations, overcame significant CDS challenges, and 
delivered all of the AHRQ required products. The CDSC had to develop additional products that neither AHRQ nor 
the CDSC anticipated, which became pivotal in achieving the AHRQ objectives. CDS Services represent one of the 
viable approaches for delivering the most up-to-date CDS, including Meaningful Use (MU) required CDS, to an 
array of clinical users while limiting the costs of knowledge support and maintenance. CDS Services could be one of 
the channels that accelerate achieving CDS goals nationwide.    

Introduction 
The CDSC is a collaborative focused on sharing clinical CDS content across provider organizations (one of the 
Grand Challenges of CDS1). The CDSC encountered a number of diverse challenges; including the need to translate 
clinical guidelines into actionable rules, alerts, reminders, and other forms of CDS in an electronic health record 
(EHR), as well as the challenge of technical integration of CDS Services into diverse EHR platforms. 

Methods 
The CDSC engaged a wide range of stakeholders; including, academic healthcare organizations and commercial and 
government entities. We created nine teams that addressed different aspects of the CDS challenges.  

Results 
While the development of standardized knowledge representation that is suitable for sharing across sites continues to 
be elusive, we arrived at a practical four layered knowledge translation approach that accommodates rules, info 
buttons, order sets, and documentation templates. However, challenges remain with terminology alignment, 
normalization and translation services, and a standard for regular expressions in event-condition-action rules. We 
anticipated meeting these issues with the CCD standards; however, the standard was interpreted inconsistently, 
making interoperability difficult and time-consuming. We expected that customization of knowledge for each site 
would be required, but found that the same logic worked across each site without localization. 
Though CDS Services are agnostic to workflow insertion points, the CDSC found that services work best when 
triggered prior to the patient care visit, due to reduced problems with data collection, transmission, and execution 
speed. Additionally, performance of real-time CDS services was challenging due to extended CCD creation times. It 
also takes time for organizations to build trust and share knowledge in a collaborative environment. Finally, the 
CDSC developed a legal framework for handling intellectual property, patient privacy, and indemnification issues, 
and established a governance committee to facilitate knowledge sharing.  

Conclusion 
The CDSC created a solid foundation for a CDS system that could become the benchmark for national CDS: 
scalable, interoperable, and EHR agnostic. While the CDSC has made progress in legal, governance, technical 
integration, clinical vocabularies, and metadata issues, more work remains to solve the remaining Grand Challenges.  

References 
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Abstract Successful adoption and effective use of Health IT is a central tenet of national policy 
objectives around the Western world. Health IT adoption and use is viewed as a prerequisite to effect cost 
control and quality improvement for healthcare delivery. However, with the broad adoption of health IT 
certain unintended consequences of its use are being observed. This panel will focus on the potential 
hazards which may arise from the untoward use of health IT, discuss the primary sociotechnical, usability 
and human factors related issues, and understand basic approaches to defining and measuring a Health 
IT hazard function. Examples and illustrations will be presented from three countries: US, Australia, and 
Denmark. 

 
Learning Objectives Include 

1. Understand the potential hazards which may arise from use of Health IT in clinical 
practice 

2. Understand the primary socio-technical, usability and human factors engineering related 
issues associated with untoward use of Health IT 

3. Understand basic approach to defining and measuring an Health IT hazard function, 
using the AHRQ Hazard Manager as an illustration 

4. Understand research issues associated with defining, measuring, and mitigating Health 
IT-related hazards 

Description 

In this panel, experts from around the world will discuss the potential hazards that may be associated with 
use of health information technologies in clinical practice. Various perspectives on the nature of different 
hazards arising with use of health IT will be offered and use the experience in Australia, Denmark, and 
the US for examples. Particular focus will be placed on a description of the AHRQ funded pilot 
demonstration of the Health IT Hazard Manager. Basic and advanced methods employed by the hazard 
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manager system, as well as examples from other countries, will be presented. Research issues 
associated with defining, measuring, and mitigating help IT related hazards will be discussed. 
 
Tentative schedule 

Time Speaker Topic 

15’ Middleton Introduction to Panel; Discussion of Health IT use-related 
hazards and overview of the AMIA Board Position Paper 
on Usability and Health IT.  

15’ Magrabi Overview of Health IT implementation in Australia and 
status of the near real-time identification of patient safety 
incidents reported by health professionals project, and 
national efforts at measuring health IT use-related medical 
errors in hospitals and general practice. 
 

15’ Nohr Overview of Health IT implementation in Denmark and 
status of the health IT-related adverse event monitoring 
system, and national efforts at measuring health IT use-
related medical errors. 
 

15’ Walker Overview of the AHRQ beta-test for the Health IT Hazard 
Manager, and discussion of results and implications for 
health IT use at participating trial sites. 
 

30’ All Discussion and Q&A 

 

Panelist Roles 

Blackford Middleton, MD, MPH, MSc, FACMI Dr. Middleton serves as the organizer for this 
panel. He will summarize the AMIA board position paper on usability and health IT impact on 
patient safety and quality of care. He Chaired the AMIA task force on this project. 

Farah Magrabi, PhD Dr. Magrabi will serve as an expert panelist and discuss the research 
underway in Australia and at the UNSW on assessment and mitigation of health IT-related 
medical error.  

 
James Walker, MD Dr. Walker will serve as an expert panelist and discuss the AHRQ Hazard 
Manager research and development, and results from the pilot test. 

Christian Nohr, MSc, PhD Dr. Nohr will serve as an expert panelist and discuss the research 
underway in Denmark and at Aalborg University on assessment and mitigation of health IT-
related medical error.  

Participation statement 
All proposed panelists are aware of this panel submission and have agreed to participate in the 
panel if the proposal is accepted. 
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Introduction and Background: Discovering time expressions in clinical text is an important first step in building 
temporally aware models of clinical elements. This problem has been well studied in the general domain, and the 
best methods obtain F1-scores of 90 or greater. However, the clinical domain is different in many ways, and 
preliminary experiments showed that models built for the general domain are not applicable to the clinical domain. 
We thus investigated a variety of methods and features for discovering time expressions in the clinical domain. 
Methods: We developed machine learning methods and features for this task, and trained them on the THYME 
(Temporal History of Your Medical Events) corpus. We implemented five different models. The first model was a 
left-to-right token chunker that used a support vector machine (SVM) to classify each token with a BIO label (at the 
beginning, inside or outside of a time expression). The second method was a right-to-left token chunker that 
performed the same process, but started at the end of the sentence and worked backward. The third method was a 
conditional random field (CRF) that jointly classified the BIO labels for all tokens in the sentence at the same time. 
The fourth method was a constituent classifier that used an SVM to classify each constituent in a syntactic parse tree 
as being a complete temporal expression or not. The fifth method was an ensemble classifier that used a CRF to 
combine the outputs of the first four classifiers. The first four models included features such as character types 
(uppercase, digits, etc.), words, part-of-speech tags, a gazetteer of time words, and the type of syntactic constituent 
(e.g. NP). The BIO models included these same features for all tokens in a window around each token. The 
constituency model included features like the syntactic type of the parent and children in the parse tree. The 
ensemble model used as features the predictions of each of the first four models. 
     We evaluate two configurations, one using gold standard phrase-structure information, and one using the parser 
in Apache cTAKES (clinical Text Analysis and Knowledge Extraction System; ctakes.apache.org). We report F1-
score, with a correct count requiring an exact span match. As a baseline we use the top system from TempEval 2013 
(Bethard 2013), which is trained on general domain text. We train and evaluate our systems on the completed 
portion of the THYME corpus, containing 26 patients with 3 notes each, for a total of 78 notes. Parameters were 
tuned on a development set. The training data contains 759 time expressions and the evaluation set has 203. 
Results 
 Gold Standard Trees System Trees 
System Precision Recall F1 Precision Recall F1 
ClearTK (General-domain system)    0.653 0.557 0.601 
SVM Tagger 0.827 0.798 0.812 0.775 0.680 0.724 
Backwards 0.829 0.788 0.808 0.801 0.714 0.755 
CRF 0.799 0.764 0.781 0.795 0.690 0.739 
Parser-based 0.912 0.714 0.801 0.831 0.507 0.630 
Ensemble CRF 0.835 0.773 0.803 0.793 0.680 0.732 
The BIO chunker models perform best, with the forward tagger recording the best performance with gold trees and 
the backwards tagger performing best with system trees. Ensemble CRF did not increase performance. 
Discussion and Conclusion: We have developed a system for discovering time expressions which trains on clinical 
data to outperform a state of the art system from the general domain. Unfortunately, we are not able to directly 
compare to the i2b2 Challenge systems (Sun et al., 2013) because as i2b2-funded researchers we were not eligible 
for the competition and do not have access to that data due to the 1-year data moratorium for non-participants. Gold 
trees provide a major gain, suggesting that efforts to improve constituency parsing in the clinical domain will have a 
benefit. The system will be released as part of a temporal information extraction system in Apache cTAKES. 
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Abstract 
We present eTACTS, a Web search engine that allows users to select eligibility tags to filter clinical trial search 
results. A controlled vocabulary of frequent tags is automatically mined by cross-processing clinical trial eligibility 
criteria and used to index all the trials in ClinicalTrials.gov. After an initial search, these tags are presented to the 
users as an interactive tag cloud for iterative reduction of resulting trials. The cloud is dynamically updated at every 
tag selection with respect to the tag frequency and co-occurrences in the remaining trials. 

Introduction 
Free-text eligibility criteria are often not processed by clinical trial search engines. Nevertheless, they contain 

details about eligible research volunteers that should be taken into account to provide meaningful and limited-size 
results to the end users. To this aim we developed eTACTS, a novel interactive retrieval framework using common 
eligibility tags to dynamically filter clinical trial search results. 

System Description 
eTACTS includes two components: (a) offline unsupervised tag mining and clinical trial indexing; and (b) 

online tag-based trial search. The system is linked to the ClinicalTrials.gov repository through the freely available 
API; data are updated on a daily basis overnight. 

Tag mining automatically processes the free-text eligibility criteria of a representative set of clinical trials to 
extract relevant n-grams. Relevancy is defined by the grammatical role of the words included in the n-grams, limited 
presence of stop words, and matching with the UMLS lexicon. Terms that match the UMLS are also substituted by 
their preferred UMLS terms. Only the relatively frequent n-grams (i.e., appearing in at least 2% of the trials) are 
retained and automatically polished (i.e., not discriminative n-gram and substring removal) to obtain a controlled 
vocabulary of tags. At indexing time, each clinical trial available at ClinicalTrials.gov is annotated with only the 
tags extracted from the text. By relying on a controlled vocabulary, this approach minimizes the sparseness of the 
eligibility criteria index and provides intuitive and meaningful annotations more amenable for the users. In fact, we 
obtained a vocabulary composed of 391 tags, which is more manageable than the one achieved by separately 
annotating eligibility criteria with UMLS concepts (composed by 31,153 tags). 

At search time, after an initial search (i.e., free-text query or advanced form-based), eTACTS presents to the 
user a clickable tag cloud including 20 tags that most frequently appear in the resulting set. Users can personalize 
the cloud by including only tags belonging to a certain semantic category (e.g., conditions, drugs) or according to 
inclusion/exclusion criteria. Users select tags to filter the resulting trials, one at a time. At every user selection, the 
system retains only the trials containing the set of chosen tags in the eligibility criteria and suggests a new cloud for 
further filtering. The algorithm looks for the tags that could maximally reduce the number of trials given the current 
status (i.e., the tags already chosen) for each user interaction. This mechanism is achieved using a set of association 
rules mined offline from the trial index, which measure the co-occurrence between the tags. The user will be able to 
manually review the clinical trials left at each iteration, or go back to a larger set of results by simply removing one 
of the selected tags. Evaluation showed that eTACTS rapidly reduced search results from over a thousand trials to 
ten, highlighted trials that are generally not top-ranked by conventional search engines, and retrieved a greater 
number of suitable trials than existing search engines (e.g., ClinicalTrials.gov, PatientsLikeMe) [1] . 

Results Dissemination 
The eTACTS prototype is currently available online at: http://is.gd/eTACTS. In addition, its source code is 
downloadable for local testing from: https://github.com/riccardomiotto/etacts. 
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Abstract 

Safe blood transfusion and the efficient supply of blood products are important. Therefore, we developed a blood 

transfusion order entry system. We designed a bar code check module for use in the operating room. This was linked 

with related systems based on the results of a workflow analysis. Using this system, the anesthesiologist can reference 

the real-time status and the location of the blood products he/she has ordered. This system ensures patient safety and 

the efficient supply of blood products. 

Background and Objective 

Ensuring safe blood transfusion is a high priority in all hospitals. A bar code-based transfusion check system used at 

the bed side that identifies the delivered blood product specific for the patient has been implemented worldwide, 

contributing to patient safety. This should play an important role in operating rooms, where blood products are used 

frequently. Another issue concerning blood transfusion is efficient supply management. With paper-based order 

information, there can be problems with legibility and a time lag from order to delivery. As a result, an anesthesiologist 

sometimes orders more blood products than are needed and is forced to dispose of them. Furthermore, handwriting 

the product lot number potentially causes transcription error. Therefore, we developed a blood transfusion order entry 

system that ensures patient safety, enables efficient supply management, and reduces the documentation workload. 

Methods 

We implemented the system in a 1,150-bed university hospital in Japan. First, we designed a blood transfusion order 

entry module using bar code-based identification for use in the operating room. Then, after a workflow analysis, the 

module was linked to the blood product management system used in the hospital blood bank, the surgery scheduling 

system, and the anesthesia information management system. 

Results 

Figure 1 shows a screen shot of the system. The 

anesthesiologist can operate it readily during anesthetic 

management. The system workflow is as follows: 1) the 

anesthesiologist orders blood products by touching the 

screen; 2) the number of products ordered is increased; 3) the 

ordered products are assigned bar code checks in the blood 

bank, then the number of products prepared and ordered 

products is decreased; 4) the number of products on the move 

is shown; 5) the product is checked with the patient 

information from the surgery scheduling system using the 

bar code before being brought into the operating room and 

the number of products on stock is increased; and 6) the 

anesthesiologist checks the product using the bar code before 

administering it to the patient. The number on stock is then 

decreased and the lot numbers are transferred automatically 

to the anesthesia information management system. 

Discussion and Conclusion 

Using this system, an anesthesiologist can trace and reference the real-time status and the location of ordered blood 

products. This ability was realized by aggregating the information produced during the routine processes of each 

system in the blood transfusion process. Patient safety is ensured by bar code checks at three locations: the blood bank, 

on entry to the operating room, and before administering the products. Unnecessary orders are reduced because the 

anesthesiologist can estimate the approximate arrival time of the ordered products and is aware of the stock in the 

operating room. This system should contribute to patient safety, the efficient and effective supply of blood products, 

and reducing documentation by the anesthesiologist. 
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Fig 1.  The blood transfusion order entry screen. 
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Abstract 

Federation of disparate biospecimen and clinical data is a critical component to building patient cohorts. We show 

how to use caTissue as a contributing source of common biospecimen data into a federated query system of clinical 

data. Using the FURTHeR framework we show how to expose row level biospecimen data linked to clinical data. 

Introduction 

In an effort to reduce the time needed to identify available biospecimens we have produced a simplified common 

model of biospecimen data to work in concert with contributing biospecimen management systems. As such, we 

offer the National Cancer Institute biobanking management system, caTissue, as a core service to researchers at the 

University of Utah. In order to connect and make this new resource available to our FURTHeR
1-2

 platform, we are 

developing a custom extraction, transform, and load (ETL) process to load caTissue data into a data mart for 

federation. The data mart is a denormalized row level schema focusing primarily on the specimen and participant 

entity types, whereas the NCI Common Biospecimen Model (CBM) focuses on aggregate counts of persons and 

specimens. This simplified data model allows FURTHeR to efficiently query and link biospecimens to existing 

cohorts among external heterogeneous data sources of clinical data. The federation of biospecimen, demographics, 

and clinical data requires harmonization of terminologies between heterogeneous systems.  

Methods 

The caTissue data model is comprised of hundreds of tables, requiring an ETL process design that can traverse this 

complexity and extract critical data into a simplified and denormalized format. The extraction is developed by 

creating SQL queries, which are implemented as database dynamic views for future reuse purposes. The 

terminology translations are performed using Representational State Transfer (REST) based service calls to a 

terminology server. This allows translation of local terms such as person gender, race, diagnosis, etc. into 

standardized terminology concepts. The final loading step in the ETL process is loading the data into the caTissue 

data mart using the Pentaho Kettle tool. This new data model, derived from the NCI Common Biospecimen Model 

(CBM), focuses on identifiable row level data and is designed to support various biospecimen data sources. 

Conclusion 

The expansion of biospecimen data available to FURTHeR3 will present researchers a broader view of potential 

cohorts that may qualify for their study requirements. It may also reduce the amount of time and resources required 

to perform their studies by reusing existing specimens and associated data. The biospecimen data mart provides a 

simple row-level view into caTissue and facilitates tasks such as reporting, data sharing, and data federation. 
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Abstract  

Automated Word Sense Disambiguation in clinical documents is a prerequisite to accurate extraction of medical 
information. Emerging methods utilizing hyperdimensional computing present new approaches to this problem. In 
this paper, we evaluate one such approach, the Binary Spatter Code Word Sense Disambiguation algorithm, on 50 
ambiguous abbreviation sets derived from clinical notes. This algorithm uses reversible vector transformations to 
encode ambiguous terms and their context-specific senses into vectors representing surrounding terms. The sense 
for a new context is then inferred from vectors representing the terms it contains. One-to-one BSC-WSD achieves 
average accuracy of 94.55% when considering the orientation and distance of neighboring terms relative to the 
target abbreviation, outperforming Support Vector Machine and Naïve Bayes classifiers. Furthermore, it is 
practical to deal with all 50 abbreviations in an identical manner using a single one-to-many BSC-WSD model with 
average accuracy of 93.91%, which is not possible with common machine learning algorithms.  

 

Introduction 

Ambiguity (one word with multiple possible meanings) is very common in clinical text, especially for clinical 
abbreviations (including both acronyms and other abbreviated words) (1-2). Ambiguous words are often used to 
convey essential medical information (3), so correctly interpreting the meaning of an ambiguous term, referred to as 
Word Sense Disambiguation (WSD) (4), is important. Consequently, automated WSD is a critical cornerstone for 
the development of high quality medical Natural Language Processing (NLP) systems (5). However, automatic 
interpretation of the correct meaning of a given word within a sentence is non-trivial, and remains one of the major 
challenges in medical NLP research (6-7). Many WSD methods have been proposed, including Machine Learning 
(ML)-based, knowledge-based, and hybrid approaches. Among them, supervised ML algorithms have shown 
excellent performance in WSD tasks. However, individual classifiers need to be built for each ambiguous term, 
which makes ML-based methods less practical. As one of the approaches to solve automatic WSD, there is a 
recently emerged distributional model named the Binary Spatter Code Word Sense Disambiguation (BSC-WSD) 
algorithm, which is based on the hyperdimensional computing paradigm (8). This algorithm has shown performance 
comparable to established ML approaches on a disambiguation test set derived from the biomedical literature (9), 
but has yet to be adapted to, or evaluated in the context of the task of disambiguating clinical terms. 

This paper discusses the evaluation and refinement of the BSC-WSD algorithm for clinical abbreviation 
disambiguation with two main contributions: 1) We demonstrate that the BSC-WSD algorithm can achieve a better 
performance than the Support Vector Machine (SVM) and the Naïve Bayes (NB) algorithms for disambiguation of 
clinical abbreviations; and 2) We modify the BSC-WSD algorithm to take into account the orientation and distance 
of other terms with respect to the ambiguous term (i.e., occurrence to the left or to the right of the ambiguous term), 
achieving a better performance. Unlike the other approaches evaluated, a single BSC-WSD model can disambiguate 
all abbreviations in the corpus without complex parameter optimizations, indicating a more practical solution for 
clinical WSD.  

 

 

 

 

 

1007



  

Background 

Supervised ML algorithms have been utilized to address the WSD problem in the clinical domain (10-11). In 
general, supervised ML achieves high performance when trained on enough annotated samples with well-distributed 
senses (12). It is well known that obtaining sufficient numbers of annotated examples for supervised ML creates a 
bottleneck (13), as it requires the effort and time of medical experts. The SVM and NB algorithms are commonly 
used classifiers with stable performance on clinical WSD tasks (10). However, no clearly superior ML algorithms 
have been identified for the resolution of ambiguous abbreviations to date (11,14). Another limitation of ML-based 
WSD methods is that an individual classifier is required to resolve each ambiguous word. 

As inputs for supervised ML algorithms, various types of features from overlapping multi-disciplinary fields have 
been considered. Generally, these are categorized into domain knowledge-based, linguistic, statistical, and general 
document-level features from the fields of biomedical NLP, computational linguistics, statistics, and medicine (15). 
Domain knowledge-based features often rely on medical vocabularies and ontologies such as the Unified Medical 
Language System (UMLS) (16) and customized medical dictionaries. Linguistic features are derived from the 
patterns of human natural languages, and statistical features use general distributional information such as co-
occurrence statistics. Lastly, clinical features often include clinical contextual information such as medical 
specialties or section header titles in clinical notes. Among various feature types, the statistical Bag-of-Words 
(BoW) feature, which considers the words surrounding an ambiguous term, has been broadly used for clinical WSD 
tasks (10-11). 

Emerging approaches to modeling semantics have used reversible vector transformations to encode additional 
information about the target term, such as the relative position of other terms (17-18) and syntactic dependencies 
(19). In recent work, we have used a reversible vector transformation to encode the sense of an ambiguous term into 
semantic vector representations of neighboring terms. A vector representation that combines elemental vector 
representations for an ambiguous word (term) and one of its senses (meanings) is generated. This combined “word-
sense” vector is encoded into the semantic vector representations for terms surrounding the ambiguous word. When 
a new context with the ambiguous term is encountered, applying the inverse of this transformation to the semantic 
vectors for the terms in this context results in the recovery of the (sense) vector representation for the context-
appropriate sense of the term concerned. This approach, named the Binary Spatter Code WSD algorithm (BSC-
WSD) in accordance with the underlying representational approach (20), showed comparable performance to 
existing supervised ML methods on a test set derived from the biomedical literature (9). However, it has yet to be 
evaluated for abbreviation disambiguation, or on clinical texts.  

The Binary Spatter Code (BSC) (21) is one of a family of representational approaches collectively known as Vector 
Symbolic Architectures (VSAs) (22). VSAs were developed in response to Fodor and Pylyshyn’s widely publicized 
critique of the inability of connectionist models of cognition to encode nested compositional structure (23). As such, 
they descend from Smolensky’s tensor product-based approach (24), but offer considerable advantages in scalability 
on account of their utilization of reversible vector products that preserve the dimensionality of their component 
vectors. For example, the BSC uses pairwise exclusive OR (XOR) to combine high-dimensional binary component 
vectors, while Plate’s widely-used Holographic Reduced Representations use circular convolution of either real or 
complex component vectors (25). VSAs have been applied to model a range of cognitive phenomena (for example 
(17,26,27)), by encoding information using vectors of high dimensionality as a representational unit. On account of 
this representational choice, it has been argued that VSAs and their operators represent a new computational 
paradigm, termed hyperdimensional computing (8), which provides human-like characteristics such as robustness to 
noise, approximate matching and analogical reasoning that are absent in traditional computational architectures. 
While a detailed account of this argument is beyond the scope of this paper, we refer the interested reader to Pentti 
Kanerva’s excellent introduction to the subject for further details (8).  

Recently, VSAs have been used to encode additional information into distributional models of semantics (17–19). 
Of particular relevance to the current work, Sahlgren and his colleagues used an alternative approach in which 
reversible vector transformation is achieved by permuting vector elements (18), to encode the relative position of 
terms in a sliding window. In some of these experiments, permutation of elemental vectors representing terms was 
used to indicate their orientation to the left or to the right of a target term. This approach produced the best results in 
a synonym test evaluation when compared with other ways of encoding relative position, suggesting that encoding 
orientation in this manner may be beneficial for distributional models of term semantics. Motivated by this finding, 
as well as the precedent for encoding orientation provided by the seminal Hyperspace Analog to Language model 
(HAL) (28) and recent findings that terms to the left of an ambiguous term may be of greater value for classification 
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(15), we introduce in this paper a novel variant of the BSC-WSD algorithm. This model uses permutation of 
elemental vectors to indicate their orientation with respect to a target term, with the hypothesis that this additional 
information will lead to enhanced performance. In addition, we evaluate the effect of weighting the contribution of 
surrounding terms to a context vector such that their contribution is inversely proportional to their distance from the 
target term, an approach that also has precedent in the HAL model (28).  

In the section that follows, we describe our experiments in which we evaluate this novel variant of BSC-WSD 
against our original BSC-WSD implementation, as well as two widely used supervised ML methods, using a set of 
human-annotated ambiguous clinical abbreviations. 

 

Method 

Data set 

The Natural Language Processing/Information Extraction (NLP/IE) (University of Minnesota) group released a 
dataset consisting of the most frequent acronyms and abbreviations encountered in clinical text (29). Moon et al. 
have created a dataset containing 50 ambiguous abbreviations with annotated samples (15), which were used in this 
study. Each acronym and abbreviation set consists of 500 annotated samples. Individual samples typically include 
several sentences that surround the primary sentence that contains the target acronym or abbreviation. For our 
experiments, we extracted the 500 sentences containing the targeted acronyms and abbreviations. Therefore, a total 
of 25,000 sentences (50 acronyms/abbreviations * 500 sentences) were used in this study. These 50 acronyms and 
abbreviations have a total of 267 senses, with an average of approximately five senses per acronym or abbreviation. 
Therefore, this set is both larger in size and more complex with respect to the number of senses than the NLM-WSD 
data set used to evaluate the BSC-WSD algorithm previously (9). 

 

Features 

BoW features based on sentences were utilized, because a BoW feature has been an effective and simple statistical 
feature (10-11) for sense disambiguation tasks as compared with other types of features such as semantic type 
information or part-of-speech tags. As a basic BoW feature, all occurring unique terms were considered at the 
sentence level. Pre-processing of free text features was identical across experiments, and accomplished using the 
indexing component Lucene (30), an open source search engine used to derive statistical features from each 
sentence. This was regarded as one feature set. As an alternative, words in the left word window preceding the target 
abbreviation and words in the right word window after the target abbreviation were considered as different features. 
This was done because the left window was shown to offer more utility for classification as compared with the right 
window in previous research (15). For example, when “CVP” is the target ambiguous term, the first and second 
appearance of the term “line” are considered as different features, considering the orientation/direction in the 
sentence below (the left window is shown in italics, and the right window in boldface).  

“CV line was placed and his initial CVP rate was in the range of 4, and internal line 
has also been placed by anesthesiology.” 

We encoded this feature using a novel permutation-based variant of the BSC-WSD algorithm that we will describe 
subsequently. We also evaluated additional features such as the section header information (a total of 1,510 unique 
section headers titles. Examples include “Chief Complaint”, “History Of The Present Illness”, “Impression/Plan”, 
and “Laboratory Results”) for local contextual information within in the clinical documents. In addition, we 
extracted Unified Medical Language System (UMLS) (16) Concept Unique Identifiers (CUIs) and semantic type 
information for these sentences. CUIs and semantic types were extracted from the sentence components surrounding 
the acronym/abbreviation in question using MetaMap (31) (version 2011) including all concepts extracted with a 
high confidence score (A cut-off score of 900 or 1000).  
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Algorithm 

For the baseline, three fully supervised classification algorithms were evaluated. The performance of Majority Sense 
(taking the most frequently occurring sense in the training component of each pre-defined 10-fold cross validation 
set), NB, and SVM algorithms were utilized as implemented in the ZeroR, NaiveBayes, and LibSVM classes 
respectively in the open source Weka software package (32). These were then compared with variants of BSC-
WSD, including a novel adaptation to encode orientation. In the case of the SVM, we used the C-SVC type and 
linear kernels with optimized parameters (cost and epsilon). 

The BSC-WSD algorithm was implemented based on methods and classes provided by the Semantic Vectors 
software package (33–36). The algorithm is based on the Binary Spatter Code (BSC) (21), developed by Pentti 
Kanerva, which uses hyperdimensional binary vectors (dimension >= 10,000 bits) to represent both terms (or 
concepts) and the nature of the relationships between them. The algorithm proceeds as follows.  

First, elemental vector representations are created for each ambiguous term and unique sense. We will refer to these 
elemental vectors as E(term) and E(sense), respectively. For example, for the sentence above we would anticipate 
generating the elemental vectors E(CVP) (representing the ambiguous term) and E(CVP|Central Venous Pressure) 
(representing the context-specific sense). Elemental vectors in the BSC are hyperdimensional binary vectors, 
initialized at random with a 50% chance of either a zero or one occurring at each dimension. The dimensionality of 
the space makes it highly probable that any two randomly constructed vectors will be orthogonal, or close-to-
orthogonal, to one another (with orthogonal defined as Hamming distance =  !"#$%&"'%

!
  - for a detailed statistical 

analysis see (8,37)). This property makes the model robust, as it is highly unlikely that any two elemental vectors 
will be confused with one another, despite their being distorted during the training process. In order to ensure 
consistency across experiments, we employed a deterministic variant of this approach in which the random number 
generator is seeded with a hash function derived from the term in question, which is described in more detail in (38). 

Given a context for training, the elemental vector for the ambiguous term and sense in this context are combined 
with one another to generate a bound product. We will refer to this binding operation using the symbol ⊗ . With the 
BSC, binding is accomplished using pairwise exclusive OR (XOR), which is its own inverse. However, to maintain 
consistency with other hyperdimensional computing approaches we will use the symbol    to refer to the inverse of 
binding. The bound product representing the ambiguous term and its specific sense is added to the semantic vectors 
of the other terms that co-occur with the ambiguous term in this context (for example, other terms in the same 
sentence). These are initially zero, but acquire information as training proceeds. With the BSC, addition of binary 
vectors is accomplished by counting the number of 1’s and 0’s added in each dimension, and assigning a 1 to the 
superposed product, if the number of 1’s is greater. In the case that the number of 1’s and 0’s are tied, 1 or 0 is 
randomly assigned. When this has occurred for all contexts, ambiguous terms, and senses, training is complete.  

When a new context is encountered, the semantic vectors for the terms in this context are added together, and the 
inverse of the binding product is applied to this cumulative context vector. As shown with the symbolic 
representation below, we would anticipate the result of this operation approximating the vector representing the 
context-appropriate sense of the term concerned. In symbols, the key operations of the BSC-WSD are as follows: 

Training: for every other term in the training context 

  𝑆 𝑡𝑒𝑟𝑚   += 𝐸 𝑠𝑒𝑛𝑠𝑒   ⨂  𝐸(𝑎𝑚𝑏𝑖𝑔𝑢𝑜𝑢𝑠  𝑡𝑒𝑟𝑚)   

 

Testing: for a newly encountered context  

  𝑆(𝑐𝑜𝑛𝑡𝑒𝑥𝑡) = 𝑆(𝑡𝑒𝑟𝑚!)!
!!!   

  𝑆 𝑐𝑜𝑛𝑡𝑒𝑥𝑡   ⊘   𝑆(𝑎𝑚𝑏𝑖𝑔𝑢𝑜𝑢𝑠  𝑡𝑒𝑟𝑚) ≈ 𝐸 𝑠𝑒𝑛𝑠𝑒    

The vector product  S(context)S(ambiguous term)  is compared with the vectors representing each sense of the 
term concerned, and the sense with the most similar vector representation to this product is selected.  

BSC-WSD with 32,768 dimensions was applied with three different settings (orientation, log weighting and distance 
weighting). In some experiments, we modified the basic BSC-WSD algorithm to encode the direction of a term 
relative to the target term using permutation of the bound product during training, and reversing this permutation 
during testing (Orientation-based BSC-WSD in Table 1). The permutations utilized involved shifting every block of 
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64 bits one position to the right (P+1) or left (P-1). For terms to the left of the target term during training,
S(term)+ = P−1{E(sense)⊗E(ambiguous term)} and during testing S(context)+ = P+1{S(term)} . For simple 
discrimination from the left orientation, the orientation of terms on the right was encoded by exclusion and no 
permutation was required. 

We tested two other settings of the BSC-WSD algorithm. One differentiation involved weighting words in 
accordance with their statistical distributions across the corpus and distance from the target word (Weighted and D-
Weighted BSC-WSD in Table 1). The other involved changing the mapping method used in the testing phase (One-
to-one or One-to-all mapping of BSC-WSD in Table 1). In the first case, words the semantic context vectors 
constructed during the test phase are weighted in accordance with their local and global frequencies using the log-
entropy weighting metric (39), and additions to the semantic term vectors of surrounding terms are weighted using 
the local “log” component of this metric during the training phase. Entropy-based BSC-WSD offers more weight to 
words with high local frequencies (the local “log” component), and less to words with high global frequencies (the 
global “entropy” component). In addition, additions during both phases are weighted depending on the distance 
between the term concerned and the target word. In other words, the closest word to the target acronym/abbreviation 
has a highest weight within a single context. 

The log-entropy weighting for individual term was calculated as follows: 

𝐺𝑙𝑜𝑏𝑎𝑙  𝑤𝑒𝑖𝑔ℎ𝑡   𝑖 = 1 + 𝑝!"𝑙𝑜𝑔! 𝑝!"
𝑙𝑜𝑔!𝑛!

  𝑤ℎ𝑒𝑟𝑒, 

𝑝!" =   
𝐹𝑟𝑒𝑞𝑢𝑒𝑛𝑐𝑦  𝑜𝑓  𝑡𝑒𝑟𝑚  𝑖  𝑖𝑛  𝑑𝑜𝑐𝑢𝑚𝑒𝑛𝑡  𝑗

𝐺𝑙𝑜𝑏𝑎𝑙  𝑓𝑟𝑒𝑞𝑢𝑒𝑛𝑐𝑦  𝑜𝑓  𝑡𝑒𝑟𝑚  𝑖
 

𝐿𝑜𝑐𝑎𝑙  𝑤𝑒𝑖𝑔ℎ𝑡   𝑖, 𝑗 = 𝑙𝑜𝑔  (1 + 𝐹𝑟𝑒𝑞𝑢𝑒𝑛𝑐𝑦  𝑜𝑓  𝑡𝑒𝑟𝑚  𝑖  𝑖𝑛  𝑑𝑜𝑐𝑢𝑚𝑒𝑛𝑡  𝑗) 
𝐿𝑜𝑔  𝑒𝑛𝑡𝑟𝑜𝑝𝑦   𝑖, 𝑗 =   𝐺𝑙𝑜𝑏𝑎𝑙  𝑤𝑒𝑖𝑔ℎ𝑡   𝑖   ×  𝐿𝑜𝑐𝑎𝑙  𝑤𝑒𝑖𝑔ℎ𝑡  (𝑖, 𝑗) 

 

The distance weighting was calculated as follows: 

𝐷𝑖𝑠𝑡𝑎𝑛𝑐𝑒  𝑊𝑒𝑖𝑔ℎ𝑡𝑖𝑛𝑔 =   𝐿𝑜𝑔  𝑒𝑛𝑡𝑟𝑜𝑝𝑦   𝑖, 𝑗 ∗
1

𝑑𝑖𝑠𝑡𝑎𝑛𝑐𝑒  𝑓𝑟𝑜𝑚  𝑡𝑒𝑟𝑚  𝑖  𝑡𝑜  𝑡𝑎𝑟𝑔𝑒𝑡  𝑡𝑒𝑟𝑚  𝑖𝑛  𝑑𝑜𝑐𝑢𝑚𝑒𝑛𝑡  𝑗
 

 

Another setting involved the sense-mapping method. The BSC-WSD algorithm is restricted to finding a sense within 
senses of the particular abbreviation only (One-to-one mapping of BSC-WSD in Table 1) in the test phase. In other 
words, the BSC-WSD algorithm can limit the scope of senses for categorization to those that are relevant to the 
individual target term, or use a single set of vectors containing all of the senses of all of the ambiguous terms in the 
set for convenient search. In the latter case, randomly occurring overlap between elemental vectors results in a small 
probability that the vectors representing the senses of other target terms will be retrieved instead of the vector 
representing the relevant sense of the target term. We would anticipate this noise leading to a small drop in 
performance, in exchange for the convenience of maintaining a common search space that addresses all ambiguous 
terms. When BSC-WSD deals with the senses of all ambiguous terms simultaneously, it can be considered as a one-
to-all mapping method. On the other hand, if BSC-WSD constrains its scope to the senses of one target abbreviation, 
the classification task corresponds to the approach taken with other commonly applied methods of supervised ML, 
as it functions as a one-to-one mapping method. In practice, with the BSC-WSD the difference between these 
approaches is minimal, as one-to-one mapping is accomplished by restricting the search space in the test phase to 
those senses related to the term in question by incorporating a single “if” statement (if the term is stored with the 
sense vector concerned) without changing the training process. However, the one-to-one approach provides the 
grounds for a fair comparison with our baseline methods, as only the senses of the term in question are considered as 
possibilities for classification. 
For the system evaluation, accuracy is reported in 10-fold cross-validation settings. Accuracy can be calculated as: 

 

𝐴𝑐𝑐𝑢𝑟𝑎𝑐𝑦 =    𝑐𝑜𝑟𝑟𝑒𝑐𝑡𝑙𝑦  𝑐𝑙𝑎𝑠𝑠𝑖𝑓𝑖𝑒𝑑  𝑠𝑎𝑚𝑝𝑙𝑒𝑠 ∗ 100
𝑡𝑜𝑡𝑎𝑙  𝑛𝑢𝑚𝑏𝑒𝑟  𝑜𝑓  𝑠𝑎𝑚𝑝𝑙𝑒𝑠
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Table 1. Best performance of baseline algorithms in comparison with different BSC-WSD settings 

 
 
Word 

Baseline BSC-WSD 

Majority 
Sense  NB 

SVM 
(cost=1 & 

epsilon=0.5) 

Oriented & 
Weighted 

(one-to-one) 

Oriented & 
D-Weighted 
(one-to-one) 

 Oriented & 
Weighted 

(one-to-all) 

Oriented & 
D-Weighted 
(one-to-all) 

AB  69.00 96.20 96.80 95.80 96.40 95.80 96.40 
AC  17.80 90.40 92.00 94.40 94.60 94.40 94.20 
ASA  80.80 94.40 97.40 96.20 95.40 95.20 93.80 
AV 74.80 95.00 97.40 96.60 98.00 96.60 98.00 
AVR  76.20 95.60 94.80 94.40 95.80 94.40 95.00 
BAL  91.40 95.60 95.80 93.00 93.20 92.40 92.40 
BK  68.60 98.20 97.00 98.40 99.00 98.40 99.00 
C&S  86.80 98.00 99.20 98.80 99.00 98.00 98.60 
C3  42.00 95.00 94.80 97.60 97.00 97.60 96.80 
C4  52.20 94.80 93.80 96.60 95.60 96.00 95.60 
CA  78.20 95.40 95.80 90.00 93.80 89.80 93.20 
CDI  24.80 95.40 97.40 95.40 97.00 95.40 96.60 
CEA  88.80 95.60 95.40 93.60 95.00 93.60 94.60 
CTA  79.20 96.20 96.60 97.80 97.00 96.80 96.20 
CVA  55.60 96.80 97.80 97.20 95.80 96.60 95.20 
CVP  87.20 97.20 94.80 95.40 94.80 95.40 94.20 
CVS  91.40 89.00 90.00 91.00 91.40 90.40 90.20 
DC  56.40 88.20 92.20 89.40 91.60 89.00 90.60 
DIP  92.40 97.20 98.00 96.80 97.40 96.60 97.20 
DM  57.20 94.80 95.60 95.40 96.00 95.40 95.40 
DT  67.20 90.60 93.20 93.80 93.60 93.00 93.00 
ER  89.60 98.60 98.60 95.40 97.80 95.20 97.60 
FISH  89.80 99.60 98.40 99.20 99.20 99.20 99.20 
IM  92.20 97.80 98.40 99.20 99.20 99.20 99.00 
IR  78.80 97.60 96.60 98.20 98.60 98.20 98.40 
IT  45.00 88.00 87.80 88.20 91.80 87.80 91.20 
IVF  61.60 95.00 91.80 94.60 95.00 94.40 94.20 
LE  69.00 95.20 93.60 93.20 93.00 93.20 92.40 
MP  35.80 68.20 66.40 65.80 68.80 65.40 68.60 
MR  62.80 94.60 91.40 94.80 95.40 94.60 95.40 
MSSA  83.60 95.40 94.80 94.80 94.80 94.80 94.80 
NAD  75.40 94.40 93.20 93.20 95.00 90.40 90.60 
OP  61.60 94.60 95.40 95.40 95.80 68.20 90.40 
OTC  93.80 91.60 96.80 96.40 97.20 95.60 95.60 
PA  42.40 93.00 93.40 89.00 94.40 89.00 94.20 
PAC 55.00 92.60 93.00 93.60 95.40 93.60 95.20 
PCP  58.80 89.80 89.40 86.40 91.20 86.40   91.00 
PDA  72.20 91.60 88.40 90.00 92.20 90.00 91.60 
PE  81.60 93.40 99.20 98.40 98.40 98.20 98.40 
PR  50.40 96.40 96.40 95.00 96.00 94.80 95.80 
RA  78.80 90.40 90.40 88.80 90.20 88.00 89.60 
RT  67.20 91.60 93.80 92.40 93.20 92.20 92.20 
SA  74.60   95.40 94.80 93.80 95.40 93.40 94.80 
SBP  83.40 95.80 96.00 96.00 95.80 95.80 95.20 
SMA  70.60 90.20 88.40 85.60 88.60 85.60 88.60 
T1  35.00 91.40 90.00 93.00 94.40 93.00 94.40 
T2  45.40 89.80 88.20 84.80 90.40 84.80 90.40 
T3  53.60 93.40 91.40 92.40 91.40 92.00 91.00 
T4  84.80 96.60 95.20 95.20 95.60 95.00 95.20 
VBG  59.80 94.20 95.40 95.60 96.00 93.80 94.20 
Average 67.81 93.72 93.85 93.52 94.55 92.65 93.91 
* Oriented: Orientation-based BSC-WSD 
* Weighted: Entropy-based BSC-WSD 
* D-Weighted: Entropy-based BSC-WSD with distance weighting  
* One-to-one: one-to-one mapping method of BSC-WSD 
* One-to-all: one-to-all mapping method of BSC-WSD 
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Result  

When considering BoW features only without orientation, SVM classifiers (with optimized parameter cost as 1 and 
epsilon as 0.5) offer the best performance with an average accuracy of 93.85%, as compared with NB classifiers’ 
average accuracy of 93.72% across all 50 acronyms and abbreviations. NB classifiers show better sense 
disambiguation than Majority Sense classifiers, which have an average accuracy of 67.81%. The entropy-based 
BSC-WSD algorithm with distance weighing with sentence-level BoW features has an average accuracy of 92.56% 
(one-to-one mapping) and 91.61% (one-to-all mapping), although in 13 of 50 abbreviations (10 cases for one-to-one 
BSC-WSD and 3 cases for one-to-all BSC-WSD) it shows the best accuracy over all classifiers when considering 
BoW features exclusively. 

With regard to orientation/direction of BoW, the average accuracy of SVM classifiers (with optimized parameter 
cost as 1 and epsilon as 0.3) and NB classifiers slightly decreased in performance to 93.54% and 92.79%, 
respectively. Table 1 represents the performance of the novel permutation-based variant of the BSC-WSD algorithm 
that takes into account the orientation/direction, and at times the distance of the BoW features relative to the target 
term. The best average accuracy is 94.55% using entropy-based distance weighting and one-to-one mapping with the 
BSC-WSD algorithm. In the case of entropy-based distance weighting and one-to-all mapping, the BSC-WSD 
algorithm has an accuracy of 93.91%. The BSC-WSD algorithm with one-to-one mapping shows 31 of the best 
individual performances among 50 sets over all classifiers. In case of the BSC-WSD algorithm with one-to-all 
mapping, it shows 9 of the best individual performances.  

The results of the BSC-WSD algorithm (oriented, entropy-based distance weighting and one-to-one mapping) 
exceed the best performance of the SVM and NB algorithms. According to the Wilcoxon signed-rank test between 
the best results from SVM and NB algorithms (without orientation and with optimized parameter cost as 1 and 
epsilon as 0.5) and individual results from the oriented and weighted one-to-one mapping BSC-WSD algorithm, 
these improvements are statistically significant (p = 0.008 between BSC-WSD and SVM, p = 0.003 between BSC-
WSD and NB). 23 of the 50 abbreviation sets show the best performance with this BSC-WSD algorithm over all 
classifiers. There is no statistically significant difference between the one-to-all BSC-WSD algorithm (oriented, 
entropy-based with distance weighting) and the best SVM algorithm (without orientation and with optimized 
parameter cost as 1 and epsilon as 0.5), though the performance of BSC-WSD is still superior with this mapping. 

Different settings of the BSC-WSD algorithm present independent improvements of performance. The performance 
with orientation-based, log entropy-based, and log entropy-based with distance weighting BSC-WSD were 
improved by 1.06%, 1.60%, and 1.70% respectively as compared with the basic BSC-WSD algorithm (which had an 
average accuracy of 90.86%).  

 

Discussion and limitation 

This paper demonstrates the application of the supervised BSC-WSD algorithms to disambiguate 50 abbreviations in 
clinical texts with various settings. By taking into account the orientation/direction of BoW features relative to the 
target term, our novel permutation-based variant of the BSC-WSD algorithm shows significantly better performance 
than SVM and NB algorithms. Furthermore, the one-to-many mapping-based BSC-WSD algorithm can 
disambiguate 50 acronyms and abbreviations with reasonably high accuracy. This offers an advantage over common 
supervised ML algorithms, where an independent classifier must be trained for each term.  

Several other features were applied in an attempt to improve performance. However, performance was not improved 
in the disambiguation task. Mapped CUIs information and semantic information utilizing MetaMap resulted in a 
slight deterioration of the overall performance of BoW features. These phenomena may be explained by the fact that 
these features are originally based on BoW features. Adding additional information did not appear to add valuable 
information. Another possible explanation is that limited clinical term coverage (2), inconsistences and ambiguous 
concepts within the UMLS (5,40) negatively affected the overall performance. Combining BoW features with 
section header information from clinical texts also did not improve the performance. Different expressions of word 
form or inconsistent levels of hierarchy for section header information may introduce additional noise into the 
disambiguation process. Therefore, we are investigating the use of controlled terminologies of section headers such 
as SecTag (41).  

As we considered as a context the sentence containing the acronym concerned, the presence of clinical texts 
containing many fragmented sentences may be a potential limitation (42) in our study. Clinical “sentences” are often 
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ungrammatical and some of them lack periods. Moreover, formatting of note style may be different depending on 
the preference of each individual author. For example, one physician may prefer to enter a space between a section 
header and the remaining context, while another may tend to use tabulation to distinguish them. These incomplete 
sentence structures and different styles of writing cause difficulties for detection of consistent sentence boundaries, 
and these inconsistent sentence boundaries may damage the extraction of minimal contextual information for one 
sentence. However, this limitation would affect all algorithms tested. 

Finally, there is a trade-off with respect to one parameter, the dimensionality used for the BSC-WSD algorithm. 
Performance remained strong at lower dimensionality also, with performance improvements over NB and SVM 
retained with vectors of 4,096 bits (the average accuracy of 94%). This reduction in dimensionality improves 
computational efficiency, as the average time for training scales at a rate that is linear to the dimensionality of the 
vectors (approximately 84 seconds per fold at 32K at 8 seconds per fold at 4K in our experiments).  

 

Conclusion 

This paper presents the application of the BSC-WSD algorithm to disambiguate acronyms and abbreviations in the 
clinical domain. The BSC-WSD algorithm without any parameter optimization shows competitive performance with 
common supervised ML algorithms. This is consistent with previous evaluations using a smaller test set derived 
from the biomedical literature. In addition, we developed a novel permutation-based variant of the algorithm that 
considers the orientation/direction and distance of BoW features with respect to the target term, further improving 
the performance of the algorithm. The best performance significantly outperforms the best performance obtained 
with the SVM and NB algorithms. Furthermore, the BSC-WSD algorithm creates one model for all 50 abbreviations 
to deal with sense disambiguation, presenting a convenient alternative to other supervised ML algorithms. While 
overall accuracy was similar across algorithms, we note that the performance across examples of the baseline 
algorithms was more strongly correlated with the performance of the majority sense approach (r=0.43 and 0.44 for 
NB and SVM respectively, as compared with r=0.33 (one-to-one mapping) and 0.31 (one-to-all mapping) for BSC-
WSD). This suggests that the BSC-WSD approach may offer an advantage when the training examples for each 
sense are evenly distributed. The BSC-WSD algorithm is conceptually very different from the baseline approaches. 
Rather than defining a classifier for each ambiguous term, the information required to disambiguate all of the 
ambiguous terms encountered is dispersed across a set of semantic vectors representing other terms in the corpus. 
When a new context is encountered, a vector similar to the elemental vector used to encode the relevant sense is 
extracted from the superposition of the semantic vectors for the terms in this context. The fact that this approach 
appears to perform effectively in a manner that is complementary to established approaches suggests it represents a 
promising new avenue for WSD research. 
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Abstract: 

 

It has been documented in the literature that hypertension in the pediatric population is frequently under-

diagnosed. Other studies suggest that the incidence may actually be increasing .  In adult populations, 

hypertension is well known to cause and/or contribute to significant morbidity and mortality.  As such, there is 

growing interest in the implications of long standing hypertension in children.  We describe the process to 

implement blood pressure percentile calculations within an EMR and propose a study to evaluate its impact and 

effectiveness.  

 

Background: 

 

The Longitudinal Medical Record (LMR) is an in-house developed ambulatory Electronic Health Record  used 

across the Partners HealthCare System (PHS) enterprise.  The LMR is a CCHIT-certified complete electronic health 

record.  Included within the Patient Chart modules is a flowsheet section that contains vital signs and other clinical 

information that can be followed over time.  In children, due to the physiological changes occurring with growth, 

hypertension should not be defined using the adult definition but should instead be based on age and height specific 

percentiles.
1
 

 

Methodology: 

This project illustrates the methods used in developing and implementing a new vital sign: Blood Pressure 

(BP) Percentile.  An embedded calculation system was developed in the LMR that provides a percentile 

presentation of both BP measurements.  This new calculation contains a percentile value for both the systolic 

and diastolic blood pressures and is presented in a similar way – a fraction with the numerator being the 

systolic BP percentile and the denominator being the diastolic BP percentile.  This new measure was placed 

immediately below the actual BP measurement value in the Flowsheet used by Pediatric practices across PHS. 

 

Study: 

The goal of this study is to assess the impact of adding the automatic calculation of blood pressure 

percentiles based sex, age and height to LMR on the identification rates of hypertension in children. The 

following research questions are to be assessed: 

1) Does the availability of an automatic calculation of blood pressure percentile improve the 

detection rate of elevated blood pressure in children? 

2) Does the addition of this calculation increase referral patterns to subspecialty care? 

3) Does the addition of this calculation affect the prescribing rate of antihypertensive agents in 

pediatric patients? 

 

1. Vidal E, Murer L, Matteucci MC. Blood pressure measurement in children: which method? which is 

the gold standard.  J Nephrol. 2013 Jan 9:0. doi: 10.5301/jn.5000244. [Epub ahead of print] 
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Abstract 
To evaluate the uptake of ideas from a novel HIT 

architecture project, we monitored 10 HIT-related 

websites for a 16 month period.  As no viable form of 

tracking existed previously, we used 5 concepts for 

classification and identified 13 key words for content 

diversification. Patterns show an increase in average 

web post frequency over time, from 9 posts per week 

in the first 8 months to 14 posts per week in the 

second 8 months.  

Introduction 
SMART (Substitutable Apps and Reusable 

Technologies) initiative, one of the five programs 

under the ONC’s Strategic Health IT Advanced 

Research Projects (SHARP) program, requires 

awareness and uptake in the general community, yet 

documenting this uptake is daunting.  We selected 10 

HIT-related websites to monitor for evidence of the 

uptake of ideas promoted by the SMART initiative. 

This study was conducted by the University of 

Wisconsin-Madison for the external evaluation 

commissioned by the SMART team.  

After a preliminary and unfruitful strategy 

involving Google alerts, we created a new strategy 

based on a manual curation approach with human –

judgment based tagging.  

Methods 
Procedure 

We employed a human curation approach to 

detect evidence of awareness and uptake of SMART 

technology. Each week we manually examined the 

same 10 HIT-related websites, searching for web 

posts that addressed one of five key concepts: a) 

flexible health information infrastructure, b) modular 

health technology, c) mobile medical applications, d) 

substitutable apps, e) interoperable platform. Once a 

web post has been deemed relevant and labeled by 

one or two of the five key concepts, it is then tagged 

with any number of 13 key words. 

Data Sources 
In February 2012, the SMART external 

evaluation team at UW-Madison began monitoring  

web posts in ten non-academic online sources [1-10] 

that discuss concepts and ideas related to 

interoperability, substitutability, and medical apps. 

The ten websites we have been monitoring were 

identified based on three criteria: credibility, content, 

and popularity. 

Data Analysis 

Three different analysts classified five different 

web posts into the five key concepts, and the results 

were compared to assess the reliability of our 

classification process.   

The key words were compiled over time by the 

primary analyst. Tagging a web post with a key word 

allows us to depict the diversity of content in articles 

that address the same key concept.  

Thirteen key words were noted. 1) Information 

silos, 2) Mobile health technology, 3) Mobile health 

applications, 4) Healthcare coordination facilitation, 

5) Platform architecture, 6) Cross platform exchange, 

7) Bidirectional data, 8) Regional HIE, 9) App store, 

10) “plug and play” connectivity, 11) Open source 

health technology, 12) Health information exchange 

platform. 13) Cloud-based storage.  

Results 
Patterns show an increase in average web post 

frequency over time, resulting in a steady increase in 

the cumulative amount of relevant web posts, totaling 

548 at the time of this writing. 
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Introduction 

 Meaningful Use (MU) incentives have led to a flurry of (EHR) system changes. These changes represent major 
organizational change, but the potential impact of MU-EHR implementation on clinicians’ workload has not been 
established. MU objectives focus on physician activities, such as order entry, e-prescribing, or drug alerts. Nursing 
workload within MU-EHRs may have changed less or might even decrease with streamlined receipt of physician 
orders. The aim of this pilot study was to identify the impact of a change from a H-EHR to a MU-EHR on nurse and 
physician workload and work in two UCCs. 

Methods 

We used a pre-post intervention design. Mixed methods including validated surveys (NASA-TLX, System Usability 
Scale), unstructured work observations, and structured time motion studies, were collected before and 6 month 
following EHR change in two UCCs. Participants included 16 nursing staff (RNs and medical assistants) and 9 
physician staff (MDs, advanced practice nurses and physician assistants).  
 
Results 
 
Professional differences in perceived workload in response to adopting  the MU-EHR system were apparent (see 
Figure 1). Physician staff perceived workload increased from the pre-implementation (H-EHR) to the post-
implementation phase (MU-EHR), with large effect sizes for mental demand, temporal demand, combined effort, 
and frustration, and medium effect size for physical activity. On the other hand, the impact of the change on the 
nursing staff’s workload was much smaller, with medium effect sizes for combined effort and mental demand 
(higher workload for MU) and for frustration (lower workload for MU), and small effect sizes for temporal demand,  
and physical activity.  
 

   
 
Table 1.NASA TLX Nurse and Physician Ratings. 

Discussion 

The SUS usability results suggested why  adopting the MU-EHR increased physician more than nursing staff’s 
perceived workload.  Physicians rated the MU-EHR as less usable than the H-EHR for all SUS items.While the 
nurses also  found the MU-EHR system more challenging to learn and somewhat harder to use than the H-EHR, 
they thought it was better integrated and preferred using it. Second, the time-motion results suggest that adopting the 
MU-EHR more dramatically changed physicians’ work: Physicians did more computer writing, while nursing staff 
did less when using the new system. Physicians also had higher overall computer use in the MU-EHR including 
directly entering notes into the MU-EHR instead of dictating.  
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Abstract 

Biomedical ontologies are often large and complex, making ontology development and maintenance a challenge. To 

address this challenge, scientists use automated techniques to alleviate the difficulty of ontology development. How-

ever, for many ontology-engineering tasks, human judgment is still necessary. Microtask crowdsourcing, wherein 

human workers receive remuneration to complete simple, short tasks, is one method to obtain contributions by hu-

mans at a large scale. Previously, we developed and refined an effective method to verify ontology hierarchy using 

microtask crowdsourcing. In this work, we report on applying this method to find errors in the SNOMED CT CORE 

subset. By using crowdsourcing via Amazon Mechanical Turk with a Bayesian inference model, we correctly verified 

86% of the relations from the CORE subset of SNOMED CT in which Rector and colleagues previously identified 

errors via manual inspection. Our results demonstrate that an ontology developer could deploy this method in order 

to audit large-scale ontologies quickly and relatively cheaply. 

 

Crowdsourcing Ontology Development 

Biomedical ontologies underpin many methods and systems in biomedicine.
1
 With their growing use and develop-

ment, the size and complexity of biomedical ontologies is also increasing rapidly. The National Center for 

Biomedical Ontology’s (NCBO) BioPortal has over 320 ontologies as of this writing and many of these ontologies 

have thousands and even tens of thousands of terms; several ontologies have more than 100,000 terms.
2
 As ontolo-

gies become larger, their development and maintenance becomes more difficult and more error prone. For example, 

Rector, Ceusters, and others have identified significant errors in SNOMED CT and the National Cancer Institute 

Thesaurus (NCIt).
3,4

 In fact, entire journal issues have focused on auditing ontologies and terminologies.
5
 Ontolo-

gies, such as SNOMED CT, are mandated for representing meaningful use of Electronic Health Records (EHRs). 

Ontologies have become a standard tool for data integration in life sciences. ICD-11 is being developed as an ontol-

ogy. With the wide-spread and growing use of ontologies in healthcare and life sciences, quality assurance of the 

ontology content becomes increasingly important. 

 

To combat development challenges, researchers have devised automated methods for tasks such as ontology crea-

tion, alignment, and verification. Yet, these methods cannot begin to solve the challenges of ontology engineering 

and thus require humans to supplement them. A recent development, microtask crowdsourcing, allows one to break 

down complex tasks into simple, short tasks for humans to complete. Workers, usually in an online marketplace, 

complete these tasks for a small fee. Researchers have shown that with properly designed methods, crowdsourcing 

performs extremely well, especially on tasks that only humans can currently solve. For instance, researchers have 

used crowdsourcing for editing text and finding objects in images.
6,7

 Thus, we see microtask crowdsourcing as one 

method to obtain human judgment at the large scale necessary for maintaining the growing biomedical ontologies. 

 

Previously, we developed crowdsourcing methods for both ontology verification and alignment. For alignment, we 

supplemented a well performing alignment algorithm, AROMA
8
, from the Ontology Alignment Evaluation Initiative 

(OAEI)
9,10

 with verification of the algorithm’s output using microtasking.
11

 Using the ontologies from OAEI 2007, 

AROMA generated candidate matches with a precision of 0.35 (i.e., 35% of the alignments the algorithm suggested 

were truly correct). To improve these results, we created microtasks for these mappings where workers verified the 

correctness of the generated mappings. With the worker verifications, we increased precision to 0.75 with no change 

in recall.
11

 In another study, we developed a hierarchy-verification task where crowd workers determined if short 

statements representing the ontology hierarchy are True or False. When performing the hierarchy-verification task 

on the Common Anatomy Reference Ontology (CARO),
12

 a reference ontology for anatomy, workers were 81% 

accurate on average, performing similarly to experts (i.e., volunteers NCBO mailing list and the Open Biomedical 

Ontology anatomy mailing list).
13

 The success of these studies indicates that crowdsourcing can indeed assist with 

ontology-engineering tasks. 
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Considering the need for scalable verification of biomedical ontologies and the success of our initial work, we asked 

the following question: Can we rediscover the errors that experts previously identified in biomedical ontologies by 

using crowdsourced ontology verification? Specifically, we used our hierarchy-verification crowdsourcing method 

to audit a subset of the SNOMED CT hierarchy that Rector and colleagues had previously identified as containing 

errors.
3
 In the 2011 study by Rector and colleagues, the authors manually validated the CORE Problem List subset 

of SNOMED CT after classification with SNOROCKET, and found a number of errors (e.g., Diabetes classified as a 

Disorder of the Abdomen). 

 

In this work, we make the following contributions: 

1. A novel Bayesian inference model that aggregates the responses of individual crowd workers to a single re-

sponse with a credibility interval and a performance-tuning parameter. Users can optimize the model to 

detect confidently correct or incorrect relations. 

2. An evaluation of the hierarchy-verification task in using crowdsourcing to identify errors in SNOMED CT. 

3. A base framework upon which to develop a crowdsource-based ontology verification system. 

 

Background 

 

Crowdsourcing  

Defined as “the act of taking a job traditionally performed by a designated agent (usually an employee) and out-

sourcing it to an undefined, generally large group of people in the form of an open call,” crowdsourcing has become 

a promising method to solve complex tasks.
14,15

 Many fields have successfully used crowdsourcing in tasks such as 

large-scale identification of objects in images, automatic editing of documents, and content curation. There are 

online platforms that enable crowdsourcing, such as Amazon’s Mechanical Turk, CrowdFlower, oDesk, and Houdi-

ni. The basic workflow of crowdsourcing in all of these platforms is similar. First, a “requester” (a human or 

computer) creates a task for “workers” to complete and posts that task on a platform of her choice. Generally, a re-

quester also specifies certain characteristics a worker must meet to perform the task. Next, workers find the task, 

complete it, and return the results to the requester. If the results meet a requester’s approval criteria, she then com-

pensates the worker. In most cases, a larger automated system generates many tasks, most of which are 

“microtasks”—small tasks that workers can complete quickly and easily for low cost. Systems then combine the 

results that the workers produced using various statistical methods.
16

 For example, in a hypothetical setup, a set of 

workers each independently determines if there is a face in an image. A system then aggregates the results by a 

method (e.g., majority voting) to determine the presence of a face in the image. Crowdsourcing holds promise to 

solve problems that are currently not amenable to automation quickly and effectively. 

 

Most crowdsourcing methods use a variety of techniques to filter and find users that perform best at solving the giv-

en task and have proper domain knowledge for that task. One method to select workers is through qualification tests. 

Qualification tests are sets of questions (or tasks) with known correct answers that a worker must first complete to 

show he can complete an assigned task. For example, an image identification qualification test would show users 

images where the requester already knows that there is a specific object in the image. If a worker performs well on 

this test, the requester assumes the worker will perform well on the main image-identification tasks. Requesters also 

use qualification tests to identify workers with the proper domain knowledge for a task. For example, if a task re-

quires knowledge of biology, a requester may administer a test that only those with biology knowledge can complete 

easily. 

 

Managing Data 

There are efforts to apply crowdsourcing to manage structured data, such as those in databases or on the semantic 

web. Linott and colleagues have developed GalaxyZoo and Zooniverse, a higly successful system in which citizen 

scientists help manage and categorize vast amounts of scientific data
17

. Von Ahn and colleagues developed “games 

with a purpose” wherein workers (gamers) play a game to help categorize images, to label songs, and to describe 

concepts.
18

 Researchers have successfully applied this idea to ontology engineering tasks such as ontology align-

ment and annotation.
19,20

 Sarasua et al.
11

 used microtask crowdsourcing to improve the performance of ontology 

alignment algorithms. In the Linked Open Data efforts, ZenCrowd helped link concepts and entities via crowdsourc-

ing.
21

 There is a clear opportunity to apply crowdsourcing to other areas of ontology development and maintenance. 
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Hierarchy-Verification Task  

Biomedical ontologies predominantly use hierarchical relationships. Subclass relations constitute over 80% of on-

tology relations in more than two thirds of the 296 public BioPortal ontologies, with over 50% of these ontologies 

using only subclass relations. By verifying the correctness of subclass relations, we will complete a large portion of 

the ontology verification task. Thus, we focused on this task first. 

 

In previous work, we developed, tested, and refined a hierarchy verification task.
13

 In this task, workers verify hier-

archical relationships in an ontology. Specifically, we presented workers with a short statement that describes a 

relationship between two concepts and we then asked the users to verify if the statement is True or False. For exam-

ple, we might ask a worker to answer the following True or False statement, based on a relation in an ontology that 

the class Heart is a subclass of a class Organ: 

 Heart is a kind of Organ. 

 

For this study, we used the CARO ontology and we showed that workers who passed a biology qualification test, on 

average, performed similarly to domain experts in terms of accuracy of their responses. Furthermore, we showed 

that worker performance depends on task formulation. We determined how to best formulate a question (presented 

in the above example), how to add appropriate context by providing workers with concept definitions, and how to 

screen workers through domain-specific qualification tests.
22

 

 

Auditing SNOMED CT 

In 2011, Rector and colleagues performed a non-exhaustive, ad hoc audit on the CORE Problem List Subset of 

SNOMED CT.
3
 The authors used SNOROCKET, an OWL 2 EL reasoner, to compute the inferred hierarchy, and 

then manually inspected this hierarchy. The authors found major errors for concepts related to myocardial infarction, 

diabetes, and hypertension. In this brief audit, they identified approximately seven inferred hierarchy relations that 

were in error (Table 1). They then suggested repairs for these errors and revisions to the SNOMED CT anatomy 

schema. For example, the authors found that Hypertensive Renal Disease was classified as Hyperten-

sion/Hypertensive Disorder. Hypertensive renal disease is actually a complication caused by Hypertension, not a 

kind of Hypertension. They suggested the ontology be revised to differentiate hypertension and hypertensive com-

plications. Finally, they concluded that SNOMED CT contains systematic errors in its hierarchy, and requires quality 

assurance and correction. In this work, we apply crowdsourcing methods, building off our hierarchy-verification 

task, to reproduce some of the results of Rector and colleagues through crowdsourcing. 

 

Table 1: Relations used in this experiment, based on errors found by Rector et al.3 

Child Parent 

True 

Diabetes Mellitus Disorder of Carbohydrate Metabolism 

Pneumonia Lung Consolidation 

Hypertensive Disorder, systemic arterial Disorder of Cardiovascular system 

Myocardial Infarction Structural Disorder of the Heart 

Graves' Disease Autoimmune endocrine disease 

Chronic Intracranial Subdural Hematoma Intracranial Hemorrhage 

Aortic Valve Structure Heart Part 

False 

Neuropathy Disorder of soft tissue 

Diabetes Mellitus Disorder of abdomen 

Optic Disc Swelling Eye Swelling 

Graves' Disease Immune Hypersensitivity Disorder 

Hypertensive Disorder, systemic arterial Disorder of soft tissue 

Papilledema Neuropathy 

Hypertensive Renal Disease Hypertensive Disorder, systemic arterial 
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Methods 

 

Overview 

We extracted a subset of relations from SNOMED CT that we knew to be correct or incorrect, using the work by 

Rector and colleagues as the basis. We then translated these relations to statements for crowd workers to verify. We 

submitted these statements as hierarchy verification tasks to Amazon’s Mechanical Turk for consideration after 

crowd workers had passed various qualification tests. After retrieving worker responses for each task, we aggregated 

responses using a Bayesian inference model that combines worker responses based on the frequency of their True 

and False answers. We measured worker performance by comparing their aggregate responses to a reference of cor-

rect responses. 

 

Ontology and Ground Truth 

We obtained 14 relations from the SNOMED CT CORE Problem List Subset (Aug. 2010). We used seven relations 

that Rector and colleagues determined to be incorrect (False). These relations are also presented in Rector et al. We 

then selected seven relations between concepts related to the first seven that were not in error (True). Table 1 pre-

sents the relations and whether the relation is correct. 

 

Base Task 

We translated each of the relations in Table 1 to a statement that a crowd worker could verify as True or False. In 

addition to the statement, we provided definitions from the Unified Medical Language System (UMLS) for the two 

concepts in the relation. Finally, we constructed the verification statements in the form “A is a kind of B”, where A 

and B are concepts. In previous work,
22

 we determined that this positive, indicative form provides the best worker 

performance. Figure 1 provides an example of a single task as presented to a worker. 

 

 
Figure 1: Example task presented to a worker. 

Crowdsourcing Platform 

After we created the tasks, we uploaded them to a crowdsourcing platform. For our work, we chose Amazon’s Me-

chanical Turk. Amazon Mechanical Turk provides many APIs to create and upload tasks programmatically. Once a 

task is uploaded, interested workers select and complete it. This platform is also one of the most popular systems, 

giving us access to a large number of workers. Our method is applicable to most platforms. 

 

Worker qualification 

Qualification tests screen workers to ensure that those completing a task have the appropriate knowledge. We have 

previously shown that the type of qualification test required can significantly affect worker performance on a task. 

For this experiment, we used three qualification tests, each with 7 questions: Biology, Medicine, and Ontology. To 

pass, a worker must correctly answer 4 questions. The biology test contains questions similar to those found on a 

high-school biology test. The Medicine test contains questions sampled from an older medical board exam practice 

manual. The ontology test contains questions developed by the first author, JM, teaching staff for the biomedical 

ontology course taught at Stanford University. Figure 2 presents example questions from each qualification test. 

Amazon Mechanical Turk automatically manages these qualification tests. 
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Figure 2: Examples of Ontology, Biology, and Medicine qualifications, respectively 

Combining Worker Responses 

The power of crowdsourcing lies in the aggregate response of the crowd, not in individual responses of any worker. 

For example, a simple way to aggregate responses from multiple workers is majority voting: if a requester asks mul-

tiple workers to perform the same task, then the aggregate response is the response that the majority selects. To have 

more flexibility in model performance (i.e., sensitivity and specificity) than simple majority voting, we developed a 

more general Bayesian Inference model to aggregate worker responses. This model uses the frequency of worker’s 

True and False answers to generate a single final answer. Specifically, our model uses a beta distribution and a con-

jugate Jeffrey’s prior that gives the probability that a statement for each ontology relation is True. In practice, we 

counted the number of True responses (S) and total responses (N) for each task. Using S and N as α and β parame-

ters, respectively, for a Beta distribution, we obtained the probability of a statement being True above a tunable 

threshold. Above a given threshold, if the probability that a statement is True is greater than 0.5, we mark that state-

ment as True, else it is False. Majority voting is a special case of this model where the threshold is 0.5. Figure 3 

gives an example of this Bayesian inference method. If one thresholds the model at 0.5, it becomes majority voting. 

 

Measuring Performance 

We compared worker performance using accuracy and area under the receiver operating characteristic curve (AUC). 

The receiver operating characteristic curve (ROC) provides a summary of a binary classifier’s performance (speci-

ficity and sensitivity) at various thresholds. The AUC is a single summary statistic for the ROC. In this work, our 

Bayesian inference model is indeed a binary classifier, determining if a statement is True or False. Specifically, we 

selected various thresholds between zero and one and determined the aggregate worker response for all statements at 

that threshold. We then compared the aggregated responses with the known answers from Rector et al. and 

SNOMED CT (Table 1) and measured accuracy, sensitivity, and specificity. Using sensitivity and specificity at each 

threshold, we created a ROC and calculated the AUC. Finally, we used Fisher’s exact test to determine if worker 

performance differed significantly from random. 
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Figure 3: Example of the Bayesian inference model with no responses, 4 worker responses, followed by 8. The 

threshold is fixed at 0.5 (i.e., majority voting). (a) Jordan’s prior where a statement is equally likely to be True or 

False. (b) The model updated with 4 responses, two false and two true. It is equally likely the statement is true or 

false. (c) The model with 8 total responses, 6 True and 2 False. After receiving 4 additional True responses, the 

model shifts toward True and more of the distribution is above the threshold. 

Worker Remuneration 

Depending on whether or not we required the workers to pass a qualification test, we paid them $0.02 or $0.03 for 
each task that they completed. Each task consisted of verifying 1 relation as True or False. We created 14 tasks total. 

 

Results 

On the Amazon Mechanical Turk platform, we requested 40 responses for each relation/task (14 tasks total) per 
qualification type. Table 2 presents the number of responses we received and the median time until a worker submit-
ted a task response from its creation on Mechanical Turk. A worker completed a task in 12.3 seconds on average 
(from starting a task to completing it). The overall median waiting time to receive a task response was 59.34 minutes 
(3.83 min without qualifications). In total, we paid $37.24, with some workers skipping tasks.  

 

Table 2: Number of workers who responded to each task (verification statement), by qualification type. 

Qualification 

Type 

Minimum 

Worker 

Task 

Responses 

(out of 40) 

Maximum 

Worker  

Task 

Responses 

(out of 40) 

Median  

Time  

to Receive 

Response 

(minutes) 

Biology 40 40 174.73

Medicine 23 24 328.1

None 40 40 3.83

Ontology 9 10 381.07

 

After receiving responses, we aggregated them by using the statistical methods we developed earlier. Table 4 sum-
marizes aggregated performance on 14 relations by qualification type. One might consider comparing performance 
to majority voting, but, because our model is more general, the AUC metric already includes the special case of ma-
jority voting. For reference, we provide average individual worker performance in Table 3, using two different 
methods to calculate accuracy. In the first, we only measure worker performance based on the tasks to which they 
responded. In the second, we compare performance across all tasks, assuming that questions a worker skipped would 
have been incorrect 50% of the time. This second method helps control for the unknown biases of workers skipping 
tasks. Qualification questions did not seem to vary our method’s performance. However, our aggregation method 
clearly performed better in comparison to averaged worker responses. Furthermore, our method performed statisti-
cally better than random. 
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Table 3: Average performance of workers before aggregation. We compute accuracy in two ways. (1) We only 

measure worker performance on tasks to which they responded. (2) We measure performance across all tasks. 

For questions a worker skipped, we assumed 50% were correct, given random selection. 

Qualification 

Type 

Average Accuracy 

on all tasks  

performed 

Average Accuracy

on all tasks given 

Biology 0.659 0.627

Medicine 0.620 0.621

None 0.708 0.613

Ontology 0.643 0.643

 

Table 4: Method performance using Bayesian Inference model. *Significance via fisher’s exact test, p<0.05. 

Qualification 

Type 

AUC Maximum  

Accuracy Across 

Thresholds  

Biology 0.847 0.857* 

Medicine 0.847 0.786 

None 0.878 0.857* 

Ontology 0.847 0.857* 

 

Discussion 

Our method successfully verifies over 85% of the relations in the test set. Furthermore, it performs better than aver-

age worker performance. With this method, qualification tests do not have a significant effect on worker 

performance. We believe that the reason the workers without qualification did as well as the workers who had to 

pass the qualification test was because we provided enough context for the questions. Specifically, the UMLS defini-

tions provided enough details about the concepts to enable workers to determine the hierarchy relationship. Indeed, 

our earlier work demonstrated that without the context, the qualification requirements had significant effect on the 

accuracy of the responses. This result shows that when we provide enough context, we may not need qualification 

requirements. Thus, one can remove qualification tests and still maintain performance using this method. The lack of 

qualification has the benefit of earlier responses, as workers complete non-qualification tasks earlier than those tasks 

with qualifications (Table 2). 

 

Unexpectedly, workers who passed the medicine qualification (MD) were not as accurate as others. This result might 

indicate that these experts relied on intuition instead of the definitions that we provided as part of the question form. 

Another explanation for this result is the small number of relations to verify. With more relations, those who quali-

fied as MDs may approach or exceed the general performance. Additionally, the performance disparity might 

indicate that one or more relations were poorly stated and needed further review. Those who passed the ontology 

qualification tests performed well. We suggest that the ontology qualification test selected workers who were able 

reason about the definitions and the concepts presented. 
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Threshold selection 

A user can tune this method for the type of performance she desires by selecting a proper threshold. For example, a 

user could select a threshold to confidently find errors (true negatives) for an expert to fix. In other words, such a 

threshold would enable the crowd to identify the problems in the hierarchy that the requester can then pass to a do-

main expert. Alternatively, a user may wish to quantify the overall quality of the ontology by determining how many 

relations are correct (true positives). One could design a system to select programmatically the optimal threshold. 

First, a user would specify which type of relations is of more interest: correct relations (true positives) or incorrect 

relations (true negatives). A system would select a pre-defined threshold corresponding to the selected relation type.  

Next, she would run the method on a subset of an ontology. The user would note which relations the system correct-

ly predicted. Using these data, the system could then refine threshold selection to optimize true negatives or true 

positives.  Finally, with the threshold selected, the method provides additional information about relations such as 

the certainty they are True or False (e.g. 90% certain a relation is True). 

 

Cost 

In this study, we paid $37.24 to verify 14 statements from SNOMED CT. This cost overestimates true cost of verify-

ing these 14 relations at least by a factor of 4 because we had four sets of experiments—one for each qualification 

type. Currently, we estimate between 5 and 10 non-spam responses will be necessary to verify a relation. At the 

payment rate of $0.02 per response, the total cost is $0.10-$0.20 per relation. SNOMED CT contains approximately 

600,000 relations. Thus, it would cost between $60,000 to $120,000 to verify all of the SNOMED CT relations. It 

would likely cost more for an expert to do the same task. Additionally, the cost benefits of a verified version of 

SNOMED CT likely outweigh the initial cost to verify it. Finally, one might verify only the most commonly used 

portions of an ontology, drastically reducing cost. In the future, we will examine methods to dynamically price tasks 

to reduce overall cost.
23

 We will also determine the minimum number of responses and minimum cost necessary to 

have some level of certainty (e.g., 90%) of a relation being True or False. 

 

Controlling for Spam or Malicious Responses 

Many crowdsourcing methods address spam responses, where users just pick random responses in order to get paid. 

Applying spam filters did not significantly affect our methods performance. However, spam reduction will become 

more important as we develop methods to decrease the number of needed responses. One way to remove spam is by 

weighting user responses based on a confidence they are providing a good answer. For example, we could assign 

more weight to workers that agree with the majority response. In turn, this method will down-weight those responses 

from users who likely provide spam. Such weighting has the additional benefit that the method will converge on a 

useful result more quickly. In future work, we will add weighting in an effort to increase confidence in the aggregat-

ed response and also reduce the number of responses necessary to reach confidence. 

 

Framework for an ontology verification system 

This method serves as a base framework for an ontology verification system. In the future, we will examine how to 

automatically prioritize relations for verification, to generate task verification statements, to provide definitions, and 

select the optimal performance threshold. Such a system could be integrated directly into an ontology development 

environment such as Protégé. For example, a user, having entered their Amazon credentials, could select relations, 

either manually or by some predefined characteristic, for automatic verification. After verification, Protégé would 

present the user a list of errors in their ontology, sorted by confidence. The user could then revise their ontology or 

ask for more worker responses. 

 

Conclusions 

 

Given the growth and ubiquity of biomedical ontologies, a scalable method to audit and verify large-scale biomedi-

cal ontologies is very important. In this work, we described a method to do so in a high-performance, cost effective 

way by using crowdsourcing and Bayesian inference. We then showed that this method could nearly recapitulate 

errors that Rector and colleagues found in the CORE Problem List Subset of SNOMED CT. This method could be a 

component of a system for auditing an ontology that generates verification microtasks and determines the optimal 

verification parameters based on user preferences. Finally, we described how one might integrate our method into an 

ontology development environment to allow users to rapidly audit their ontology. Such methods are becoming espe-

cially important with the increased use of ontologies in medicine, for example, as controlled vocabularies for EHRs, 

and in life sciences for data integration.  
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Abstract 

Chemotherapy-Induced Nausea and Vomiting (CINV) are the most feared and common side-effects of chemotherapy 

for cancer patients. Several recent studies demonstrated that patient-related factors also significantly affect the risk 

of CINV but how those factors altogether affect the risk of CINV is an unknown fact. This is more applicable for the 

moderately emetogenic chemotherapy (MEC) risk group since it has been classified as a broader risk group (i.e., 

chances of emetogenecity ranges from 30% to 90%). In this study, we built a decision tree model to classify the 

patients at high-risk vs. low-risk for the MEC during delayed phase. This tree model can be implemented as a 

standalone-software or integrated with a clinical decision support system. 

Introduction 

The main care plan for CINV consists of preventative care using antiemetics before chemotherapy. CINV 

considerably impairs the life quality of cancer patients and increases the healthcare cost due to extended 

hospitalization or re-hospitalization [1]. Thus, it is imperative to identify the patients at high risk of CINV and 

provide sufficient antiemetic prophylaxis before chemotherapy. In this study, we built a decision tree-based 

classification model that can classify the patients at-risk vs. no-risk with high accuracy. 

Methods 

Study Design and Data Collection: This was a single-center retrospective study in patients receiving moderately 

emetogenic chemotherapy (MEC) and standard antiemetic prophylaxis. This study was approved by the Institutional 

Review Board of the participating site. Data was collected by reviewing the patients’ records for the period of 1
st
 

June, 2010 to 31
st
 July, 2012. A total of 891 chemotherapy events were reviewed for this study to collect data on 14 

risk factors: age, sex, race, BMI, type of cancer, stage of cancer, number of comorbidities, alcohol intake, current 

smoking habit, anxiety, dehydration, number of prior chemotherapy regimens, history of CINV during the last cycle 

of chemotherapy and the symptom of moderate to severe CINV (at least grade 2 or more) during delayed phase. 

Decision Tree Induction: We used the most popular decision tree algorithm called C4.5 [2]. The C4.5 algorithm 

utilizes the information gain (or entropy minimization) for the attribute selection criteria. The “confidence factor 

(CF)” parameter is used for model optimization. First, we determined the optimal CF that maximizes the accuracy, 

sensitivity and specificity of the model. Finally, we built the model using the optimal CF. The 10-fold cross 

validation method was used to measure the accuracy, sensitivity and specificity of the model. 

Results 

The best decision tree is generated for the confidence factor of 0.05. The tree 

consists of 10 rules. The accuracy, sensitivity and specificity of the model are 

80.81%, 78.3% and 83.3%, respectively. Table 1 presents the confusion matrix.  

Discussion 

This study demonstrates that our prediction model is able to accurately predict the patients at high risk of CINV for 

the MEC during delayed phase. This decision tree model is easy to interpret by the oncologists and it can be 

implemented as a standalone-software as well as integrated with a clinical decision support system. It will help the 

oncologists to optimize the antiemetic therapy for the patients at risk of CINV. 
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Table 1. Confusion Matrix 

 
Classified As 

CINV Positive Negative 

Positive 350 97 

Negative 74 370 
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Abstract 

We report steps for creating a reference standard of clinical acronyms and abbreviations for the ShARe/CLEF 
eHealth 2013 challenge – Task 2.  

Introduction 

Care providers and patients alike can have difficulties understanding clinical reports due to nonstandard, domain-
specific acronyms and abbreviations (AAs). A natural language processing (NLP) system can help make reports 
easier to understand by automatically tagging and mapping AAs to concepts from a controlled vocabulary. These 
concepts can be used to retrieve user-friendly materials providing more informative descriptions for consumer health 
applications. Shared tasks are advocated as a useful solution for developing new NLP technologies. We developed a 
reference standard of clinical AAs for the ShARe/CLEF eHealth 2013 Challenge to facilitate this goal1. 

Methods 

For this IRB-approved annotation task, we recruited 9 Finnish nursing professionals, 1 Australian nurse, 1 
Australian NLP researcher, and 2 American informaticians. We defined the annotation task as 1) annotate AA 
instances in the text and 2) assign AA annotations a concept unique identifier (CUI) from the Unified Medical 
Language System (UMLS). We annotated the ShARe corpus that includes de-identified discharge summaries, 
radiology reports, echocardiograms, and electrocardiograms from the MIMIC II corpus2. The reports were already 
annotated with disease and disorder annotations. The ShARe/CLEF AAs corpus consists of 300 clinical reports (200 
training/100 test). To develop guidelines, two biomedical informaticians (DLM and BRS) annotated 10 reports. 
Disagreements were discussed with a panel of 4 NLP domain experts. We revised guidelines based on this feedback.  

Reference Standard Generation 

In phase 1, 11 annotators annotated acronyms and abbreviation mentions (boundary detection) and mapped the 
annotations to CUIs (normalization). In phase 2, 1 biomedical informatician adjudicated phase 1 annotations. In 
phase 3, 1 biomedical informatician with training as a respiratory therapist adjudicated phase 2 annotations. We 
provided annotators materials - guidelines, annotation tool instructions, training videos, and annotation practice 
reports. We trained annotators how to annotate clinical texts using the annotation tool eHOST3. The final corpus 
contains about 7,500 AAs. Phase 2 and 3 annotations demonstrate high agreement with F1-scores of 85 (training set) 
and 91 (test set). Some example annotations reflective of the corpus include: 

(1) He was given [Vanco]AA. à  “Vanco” is an AA with CUI C0042313: Vancomycin. 
(2) Father had colon [ca]AA. à  “ca” is an AA with CUI C0006826: Malignant Neoplasms. 
(3) Tricuspid Valve: Trivial [TR]AA. à  “TR” is an AA with CUI C0040961: Tricuspid Valve Insufficiency. 
 
Acknowledgments We thank our annotators. We extend our appreciation to Guergana Savova, Noemie Elhadad, 
Sameer Pradhan, Qing Zeng, and Hanna Suominen for invaluable feedback. This work is partially supported by NIH 
5R01GM090187, VAHSR&D HIR 08-374, NLM 5T15LM007059, and NICTA (Department of Broadband, 
Communications and the Digital Economy and the Australian Research Council through the ICT Centre of 
Excellence program). 
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Abstract 

We present a pilot study of an annotation schema representing problems and their attributes, along with their 
relationship to temporal modifiers. We evaluated the ability for humans to annotate clinical reports using the 
schema and assessed the contribution of semantic annotations in determining the status of a problem mention as 
active, inactive, proposed, resolved, negated, or other.  Our hypothesis is that the schema captures semantic 
information useful for generating an accurate problem list. Clinical named entities such as reference events, time 
points, time durations, aspectual phase, ordering words and their relationships including modifications and 
ordering relations can be annotated by humans with low to moderate recall. Once identified, most attributes can be 
annotated with low to moderate agreement. Some attributes – Experiencer, Existence, and Certainty - are more 
informative than other attributes – Intermittency and Generalized/Conditional - for predicting a problem mention’s 
status. Support vector machine outperformed Naïve Bayes and Decision Tree for predicting a problem’s status. 

Introduction 

In medicine, clinical narratives such as emergency department reports provide a concise overview of the patient’s 
progress with respect to a clinical encounter. The clinical narrative is a flexible medium that supports documentation 
of signs, symptoms and diseases experienced by a patient accompanied by tests, procedures and treatments 
administered by care providers to manage the patient’s problem status. These narratives have a rich history of use in 
electronic medical record systems1 and are written to convey important clinical events that inform clinicians 
providing quality care. Natural language processing (NLP) is an approach used to identify, encode and extract these 
clinical events from clinical narratives to support a variety of use cases. NLP techniques can be used to extract 
patient medication lists2,3, identify adverse drug effects4, and generate problem lists5,6.  Our long-term goal is to 
develop an NLP system that supports information extraction of clinical named entities and events for patient care 
environments including automatically generating patient problem lists for care providers and visually displaying 
medical record information for clinical researchers. 

One important step necessary to building an automated NLP system that supports these uses is the development of 
an annotation schema that explicitly describes the information the NLP system should identify. Typically, humans 
annotate using the schema and the resulting annotations guide development of an automated extraction system. 
Before going to the effort of building an NLP system to annotate according to the schema, it is useful to evaluate 
inter-annotator agreement using the schema and test the informativeness of the schema information for the end goal 
– if the schema features are not useful for an NLP system, these features should not be encoded. In this paper, we 
will 1) introduce an annotation schema that supports clinical information extraction, 2) determine how well 
annotators apply the annotation schema to clinical reports, and 3) evaluate the informativeness of these annotation 
schema features for predicting a problem mention’s status. After revising the schema based on this study, we will 
annotate a larger corpus and develop NLP methods to extract information according to the schema. 

Background 

Traditionally, annotation schemas are used to capture information to be manually and/or automatically identified, 
structured, or extracted from clinical narratives. Researchers have developed these schemas to model semantic 
information at the document, section, sentence, and mention levels. Mention-level annotations can model a clinical 
named entity or event at the clause or phrase level, such as the type of clinical condition represented by a noun 
phrase. Researchers develop annotation schemas to model salient clinical named entity and event mentions (NEs) in 
clinical narratives such as patients, disorders, drugs, procedures, and temporal concepts. In addition to specifying the 
semantic categories of information to annotate in the report, the schemas often include attributes describing the NEs 
in context, addressing questions of who, what, when, where, and how. Other schemas aim to encode semantic 
relationships that occur between mention pairs including is-a and associated-with relationships. In the following 
section, we will review schemas developed for NEs, attributes, and relationships in clinical text. The works 
reviewed are not meant to be representative of all annotation schemas, but provide context for the schema we 
developed, which leveraged existing schemas.  
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Annotated Clinical Corpora 

Several annotated clinical corpora have been developed in recent years to model the information contained in 
clinical reports, including CLEF7, i2B2 VA/Challenge8, and TimeML9. As part of a partnership with Royal Marsden 
Hospital, the CLEF project uses information extraction to support clinical research and evidenced-based medicine7. 
Named entities and events captured include conditions, locus, drug, etc. Condition and Locus have attributes such as 
negation and laterality, respectively. Relationships between named entities include coreferring and causal relations. 
As part of a shared task, the 2010 i2B2 VA/Challenge, discharge summaries were annotated with clinical named 
entities (problems, tests, and treatments), their assertion attributes (present, absent, possible, etc.), and causal 
relations (improves, reveals, etc.)8. One of the first efforts to adapt Saurí et al.’s TimeML schema9 to clinical corpora 
was undertaken by Savova et al.10. Their adaptation includes named entities representing TIMEX3 and events, 
attributes capturing tense, class, degree, and modality, and relationships linking TLINKS and ALINKS. 

Our aim was to develop a schema that integrates named NEs, attributes, and relationships that are important for 
automatically identifying active problems that should be added to a patient problem list. We borrowed heavily from 
these existing schemas adding new elements when they did not already exist. We also aimed to align our annotated 
elements with current annotation initiatives in the NLP community including SHARP’s Common Type System11 and 
ShARe’s Semantic Schema12 to support the development of a generalizable NLP problem list generator applicable to 
data from different institutions. 

 

Methods 

In the next section, we introduce the annotation schema, describe a pilot study to evaluate the schema, and describe 
a proof of concept study using attributes in the schema as features for predicting a problem mention’s status.  

Annotation Schema Introduction 

The schema we developed addresses information important for interpreting a patient’s clinical conditions: 1) NEs, 2) 
attributes and their values, and 3) relationships between NEs. 

NEs  

We developed our annotation schema to encode information related to a patient’s disorders; therefore, other NE 
mentions are only annotated according to the schema if the NE is necessary for interpretation of the disorder.  

For each NE, we define boundaries – start and end offsets – for the NE span in the text with square brackets 
followed by a subscript indicating the annotation type e.g., [chest pain]CO is a spanned clinical condition mention. 

Ø Conditions (CO): All problems represented by the UMLS semantic group disorders: signs, symptoms, 
diagnoses, and test results. “Patient had minor [chest pain]CO.” Condition entities were annotated according to 
the guidelines described in Chapman et al. 200513 and Chapman et al. 200614. 

Ø Reference events (RE): events that place the condition in a particular setting or clinical context. “Patient [was 
referred to cardiology]RE for [chest pain]CO.” Reference events are restricted to common care events 
(admissions, transfers, consults, discharge) and events (motorcycle crash) associated with temporal concepts 
(“[CVA]CO from [motorcycle crash]RE [in 1990]TI”) that are useful for determining when the clinical condition 
occurred.   

Ø Time points (TP): a particular instance in time. “[Three days ago]TP he had a [stroke]CO.”  

Ø Time durations (TD): an interval or period of time. “[For the last three days]TD he denied [extreme fatigue]CO.” 

Ø Aspectual phase (AP): the stage or phase of the event at a particular point in time (e.g., initial, middle, or 
end). “The [onset]AP of her [nausea]CO occurred after eating a fish dinner.” Aspectual phase describes the aspect 
of the interval representing the life cycle of an NE.  

Ø Ordering word (OR): an expression positioning two events with respect to each other or a point of perspective 
in the discourse. “[After]OR [admission]RE, she [vomited]CO”. A point of perspective can be a reference to other 
explicit events outside the current sentence boundaries or implicit time perspectives (narrative time, 
aforementioned time reference) in the discourse.  
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Figure 1 shows a section of an 
ED report annotated for these 
NEs and relationships. 

Attributes 

Identifying and spanning the 
NEs mentions in the text alone 
does not provide the necessary 
information for understanding 
the contextual characteristics of 
the mention in the sentence.  In 
this section, we review the 
attributes for each NE mention.  

Condition Attributes: Every 
condition mention was annotated 
with the following attributes and 
their possible values (bolded 
values are the values applied to 
the example sentence): 

 

 

Ø Experiencer – who is experiencing the condition.  
Ex. The patient’s mother had [breast cancer]CO.  – Experiencer: other, patient 
 

Ø Existence – whether a condition was present or not in the context of the mention.  
Ex. He denies [chest pain]CO  – Existence: no, yes 
 

Ø Change – whether there is variation in degree or quality of the condition.   
Ex. She has had recurrent episodes of [viral meningitis]CO  – Change: unmarked, changing, unchanging, decreasing, 
increasing, worsening, improving, recurrence  
 

Ø Intermittency – whether the condition is episodic in nature. 
Ex. White female who complains of [maroon stools]CO two times.  – Intermittent: unmarked, yes, no 
 

Ø Certainty – the amount of certainty expressed about whether a condition exists or not. 
Ex. I have no suspicion for [bacterial infection]CO  – Certainty: unmarked, high, moderate, low 
 

Ø Mental State – whether an outward thought or feeling about a condition is mentioned.  
Ex. It seems to me there is some active upper [GI bleeding]CO. – Mental State: yes, no 
 

Ø Generalized/Conditional – whether a condition is in a non-particular or conditional context. 
Ex. The patient has [chest pain]CO at rest. . – Generalized/Conditional: yes, no 
 

Ø Relation to Current Visit – position of the condition time interval to the current encounter. 
Ex. Past medical history: [Chronic Obstructive Pulmonary Disease]CO  – Relation to Current Visit:  
Before, Meets_Overlaps, After 
 
For all conditions in which Relation to Current Visit equaled Before, we applied the following attributes: 
Ø MagBeforeCurrentVisit – the magnitude of the condition’s onset before the current encounter.  
Ex. He has had [abdominal pain]CO for the last two days  – MagBeforeCurrentVisit: 2, notClear, N/A,  
DateGiven  
Ø UtsBeforeCurrentVisit – the units of the condition’s onset before the current encounter. 
Ex. He has had [abdominal pain]CO for the last two days  – UtsBeforeCurrentVisit: days, notClear, N/A,  
DateGiven, hours, weeks, months, years 
 

Figure 1. NE mentions spanned with relationships in clinical text. 
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Reference Event Attributes: We defined a subset of common key events or reference events describing where a 
condition occurred including common events of ambulatory care visits (admission, discharge, transfer). Our 
previous study20 indicated there is also a need for non-clinical events that indirectly link temporal concepts to 
condition mentions. For instance, in the sentence “[In 2000]TP, the patient [had a serious fall]RE resulting in a 
[shattered knee cap]CO.”, we know that the knee injury occurred in the year 2000, but the fall (a non-clinical event) 
is the linguistic link between the condition and temporal concepts. In our annotation schema, reference events do not 
have attributes, but will eventually be annotated by semantic types e.g., admission event. 
 
Point Attributes: Time points provide a reference for when a NE occurred. Time points generally refer to the 
beginning or end of intervals and are sometimes relative to the date of the emergency department visit. The 
attributes defined for time points will be used to map the time point to the beginning or end of an interval in later 
processing. We defined the Point attribute values using a subset of the temporal values defined by Zhou et al15. and 
similarly used by Irvine et al16. 
Ex. [Approximately one week ago]TP he had episodes of [fever]CO.  

Ø Distance Expressed – whether temporal concept contains a length of time. – yes, no 

Ø Point Type – what type of temporal concept – Date and Time, Relative Date and Time, Fuzzy Time, Point of 
Perspective, Time Pronoun 
 

Duration Attributes: Time durations give an indication of how long a NE took place. The attributes for durations 
include common characteristics (beginning, length, and end) used to represent intervals and Duration attribute 
values are the same as Point attribute values.   
Ex. He has had [abdominal pain]CO [for the last two days]TD.  

Ø Length Expressed – whether temporal concept contains the length of interval – yes, no 

Ø Beginning Type – what type of temporal concept is at the start of the interval –Date and Time, Relative Date 
and Time, Fuzzy Time, Point of Perspective, Time Pronoun  

Ø Ending Type– what type of temporal concept is at the end of the interval –Date and Time, Relative Date and 
Time, Fuzzy Time, Point of Perspective, Time Pronoun  

 

Aspectual Phase Attributes: Aspectual phase words denote the stage of NEs at a particular time in the narrative. 
For aspectual mentions, our annotation schema defines attribute values consistent with the TimeML specification9.  

Ex. Her [fever]CO has [abated]AP.  

Ø Phase Type –whether beginning, middle or end of event – Initiation, Continuation, Culmination 
 

Ordering Word Attributes: Ordering words denote the sequential position of reference events and conditions with 
respect to one another. We used a simplified set of Allen’s temporal intervals17 similar to Saurí et al.’s TimeML 
TLinks9 to annotate the ordering type between NEs. We instructed annotators to determine the ordering type that 
most closely represents the ordering word (e.g., follows is semantically similar to “after”) then assign the NEs as 
arguments 1 and 2 to semantically represent what was meant (e.g., “syncopal episode” after “weak”). 

Ex. [Syncopal episode]CO [yesterday]TP [after]OR feeling quite [weak]CO.  

Ø Ordering Type – temporal position of one entity/event to another – Precedes, During, Follows 
 

Relationships 

In the early phase of our project, we recognized that the large number of explicit and implicit relationships among 
NEs could present a cognitive burden on even the most skilled annotator. The focus of our task is to model 
relationships that describe the condition in a given context relative to a particular place (reference events), time 
(temporal concepts), stage (aspectual phase), and order (ordering words). As such, we only annotated two 
relationship types, modifies and orders, between mentions using four simple and restrictive rules.  
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Ø Rule 1: Reference event modifies condition.  Only instantiate a condition as a reference event when it serves as 
a direct link to a clinical condition. 

Ex. Patient [presented to the emergency department]RE  [chest pain]CO free.  
 

Ø Rule 2: Temporal concept (Points and Durations) modifies conditions and reference events. 
Ex. He has had [abdominal pain]CO [for the last two days]TD.  
 

Ø Rule 3: Aspectual phase modifies conditions and reference events. 
Ex. Her [fever]CO has [abated]AP.  
 

Ø Rule 4: Ordering expression orders all combinations of pairs of conditions, reference events and points of 
perspective with respect to each other. 

Ex. [Syncopal episode]CO [yesterday]TP [after]OR feeling quite [weak]CO.  
 

 The arrows in the following section contain the same meaning as arrows defined in Figure 1 and directional 
constraints between mentions are illustrated in Figure 2 below. 

1. Annotation Study Design 

We conducted a pilot annotation study approved by 
the University of Pittsburgh Institute Review Board. 
We randomly selected 30 de-identified emergency 
department (ED) reports from the University of 
Pittsburgh Medical Center. One author (JD) 
annotated these reports for clinical conditions. A 
second annotator reviewed the annotations and came 
to consensus with JD on any missing or spurious 
annotations. Five authors (DM, PJ, JW, HH and WC) 
initially developed the annotation schema based on a 

literature review of linguistic phenomenon, on existing 
schemas, and on error analyses of the ConText algorithm18 and temporal classifiers developed by our lab19,20. Once 
the annotation guidelines were written, two authors (DM and PJ) annotated the remaining NEs, attributes and 
relationships in the 30 ED reports. Using the Knowtator annotation tool21, the authors reached consensus using two 
authors (JW and WC) as adjudicators for any disagreements.  The resulting annotations and guidelines were updated 
iteratively through this process serving as the reference standard and training materials for the annotation study 
described next.   

Medical and nonmedical students were recruited from the University of Pittsburgh using flyers distributed 
throughout the campus. Over the course of three days, we obtained informed consent, trained subjects about our 
annotation schema, and reviewed annotation software (Protégé 3.3.1 with Knowtator plugin). In an attempt to reduce 
the likelihood of annotator fatigue due to the schema’s complexity, we assigned the majority attribute value for the 
previously annotated conditions as default values. Annotators were instructed to change the default value to 
semantically represent the mention in the text and to annotate additional NEs in the sentence containing the pre-
annotated condition as needed.  Annotators were given three weeks to independently complete annotation of the 30 
ED reports. To determine each annotator’s accuracy at the task, we compared each annotator’s completed dataset 
against the reference standard with a python (v 2.5) script we developed, as follows:  

 

NEs 

We evaluated the agreement for identifying NEs (other than previously annotated, clinical condition NEs) by 
assessing annotated mentions against reference standard NE annotations. We considered exact and overlapping span 
to be true positive NE annotations if the overlapping annotations were assigned the same NE type.  

We counted the number of true positives (TP: mention occurs in the reference standard), false positives (FP: 
mention does not occur in the reference standard) and false negatives (FN: mention was not annotated from the 

Figure 2. Allowed relationships between NEs. 
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reference standard). We computed recall to determine the proportion of the reference standard NEs annotators 
identified and precision to determine the proportion of annotated NEs also generated by the reference standard22.  
We could not count the number of true negative annotations (i.e., a string was correctly not annotated as an NE); 
therefore, we applied the F1 score as a surrogate for kappa, since the F1 score approaches kappa as the number of 
true negatives become large22. We report the mean and standard deviation for each metric. 

Attributes 

For each leniently matched NE, we applied Cohen’s kappa, a chance-corrected agreement measure, between two 
annotators23, to attributes with a finite set of values, e.g., Experiencer has two values: patient or other. For NE pair 
relationships with a lenient match, we measured agreement of their relationship attributes the same way.  

Relationships 

For relationships, we report the average count of relationships created by annotators. For each relationship that 
matched the reference standard, we counted the number of true positives (TP: annotated NE pair with arguments 
occurs in the reference standard), false positives (FP: annotated NE pair with arguments does not occur in the 
reference standard) and false negatives (FN: annotated NE pair with arguments in the reference standard was not 
annotated). We calculated recall and precision of relationship pair identification.  We also calculated the F1 score as 
a surrogate for kappa.  

We report the mean and standard deviation for each NE, attribute, and relationship metric. 

2. Problem Mention Status Study Design 

Using the reference standard generated for attributes of clinical conditions and aspectual phase, we conducted a 
proof of concept study to evaluate the informativeness of the semantic annotations when predicting a problem 
mention’s status. According to our model of problem lists, a mention of a clinical condition or problem can have one 
of six possible status labels: 

Ø Active (A):  a condition mention occurring with high certainty within the patient with an onset within two 
weeks of the admission and being actively managed during the current episode of care.  

Ø Inactive (I): a condition mention chronically experienced by the patient, but not being managed during the 
current episode of care. 

Ø Proposed (P): a condition mention being considered as occurring or diagnosed with less than high certainty.  

Ø Resolved (R): a condition mention that occurred during the current episode of care, but was either successfully 
treated or culminated on its own.  

Ø Negated (N): a condition mention being denied or that never occurred. 

Ø Other (O): any other condition mention not classified with the five previous status labels. 

Two biomedical informaticians (post doctorates) annotated each condition mention with a status label. One domain 
expert (physician) adjudicated (Adj) the disagreements, creating the final reference standard. We measured inter-
annotator agreement using Cohen’s kappa.   

We split the dataset into training (70%) and test (30%). Using Weka 3.6.8, we selected three supervised learning 
classifiers –Decision Tree, Naïve Bayes, and Support Vector Machine– to predict a problem mention’s status. We 
used condition and aspectual phase attributes as input features. We evaluated the condition input features using a 
feature selection study. Using 10-fold cross validation and the training set, we implemented a best-first, bidirectional 
search method optimizing accuracy to learn the informativeness of each condition input feature for each classifier. 
We report the proportion of folds that identified each attribute as informative for high accuracy on the training set. 
We built a classifier using the full training set and applying only the input features observed as useful in one or more 
training folds to classify unseen problem mention statuses on the held out test set. We report the performance of the 
classifier for both training and test sets using Weighted Average Accuracy, Area under the Receiver Operating 
Curve (ROC), Recall, Precision, and F1 score.  

Results 

In this section, we report results of our annotation study and of our problem mention status classification study. 
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1. Annotation Study 

We report annotator agreement with the reference standard for NEs, their attributes, and relationships between them. 
Of the initial 14 annotators recruited, these results are based on 10 students that completed the annotation study. 

NEs 

Our dataset is comprised of 30 emergency department reports. The reference standard (RS) has a total of 555 NEs 
with a distribution of: 283 conditions (51%), 93 reference events (17%), 66 time points (12%), 55 durations (10%), 
32 aspectual phase (6%) and 26 ordering words (5%) (Table 1). On average, annotators spanned fewer mentions 
than the reference standard with mean distribution values of 64 reference events (13%), 59 time points (12%), 37 
durations (8%), 31 aspectual phase (6%) and 15 ordering words (3%).  

Table 1. Mean proportion of spanned NEs compared to reference standard.  
 Reference Events Points Durations Aspectual Phase Ordering Words 
RS Counts 93 66 55 32 26 
Counts 64.4 +- 23.8 59 +- 13.4 37.4 +- 7.1 31.5 +- 8.3 14.6 +- 9.4 
TP 44.6 +- 10.8 47.4 +- 7.3 29.6 +- 5.9 20.9 +- 5.7 8.1 +- 3.8 
FP 19.8 +- 16.3 11.6 +-7.8 7.8 +- 2 10.6 +- 4.5 6.5 +- 6.6 
FN 48.4 +- 10.8  18.6 +- 7.3 25.4 +- 5.9 11.1 +- 5.7  17.9 +- 3.8 
F1 Score 56.3 +- 9.4 75.9 +- 6.3 63.6 +- 8.0 64.8 +- 13.9 38.2 +- 14.0 
Recall 48.0 +- 11.7 73.2 +- 10.5 53.8 +- 10.7 65.3 +- 17.8 31.2 +- 14.7 
Precision 72.8 +- 15.4 80.8 +- 9.3 79.1 +- 4.5 66.2 +- 10.8 66.2 +- 22.2 
 

Attributes 

Condition Attributes: For condition mentions, the average kappa agreement between an annotator and the 
reference standard varied from low kappa for Intermittency: 0.39 +- 0.1 and Generalized or Conditional: 0.46 +- 0.3 
to moderate kappa for Magnitude before Current Visit: 0.5 +- 0.2, Certainty: 0.52 +- 0.1, Units before Current Visit: 
0.56 +- 0.2, Mental State: 0.59 +- 0.2, Change: 0.63 +- 0.1, Relation to Current Visit: 0.64 +- 0.1 to high kappa for 
Existence: 0.8+-0.1 and Experiencer: 1.0 +- 0. 

Point Attributes: For point mentions, annotators correctly identified an average of 47 matches with the reference 
standard.  Annotators achieved moderate kappa for Type: 0.6 +- 0.2 and Distance Expressed: 0.7 +- 0.2 attribute 
values. 

Duration Attributes: For duration mentions, annotators correctly identified an average of 30 matches with the 
reference standard. Annotators achieved low to moderate kappa for Beginning Type: 0.40 +- 0.2, Ending Type: 0.50 
+- 0.3, and Length Expressed: 0.70 +- 0.2.  

Aspectual Phase Attributes: For aspectual phase mentions, annotators correctly an average of 21 matches with the 
reference standard. Annotators achieved high kappa for Phase Type: 0.96 +- 0.3. 

Ordering Word Attributes: For ordering word mentions, annotators correctly identified an average of 8 TP 
matches with the reference standard. Annotators averaged moderate agreement for Ordering Type: 0.4 +- 0.4. 
 

Relationships 

Reference Event Relationships: On average, annotators correctly identified 45 (59%) modifying relationships. For 
correctly identified modifying relationships, annotators achieved high recall and precision identifying the events 
condition mentions being modified (Table 2). 

Point Relationships: On average, annotators correctly identified 47 (72%) modifying relationships. For correctly 
identified modifying relationships, annotators produced substantial recall and precision for identifying reference 
events and conditions being modified. 

Duration Relationships: On average, annotators correctly identified 30 (53%) modifying relationships. For 
correctly identified modifying relationships, annotators produced substantial recall and precision for identifying 
reference events and conditions being modified. 
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Aspectual Phase Relationships: On average, annotators correctly identified 21 (60%) modifying relationships. For 
correctly identified modifying relationships, annotators produced high recall and precision for identifying reference 
events and conditions being modified. 

Ordering Word Relationship: On average, annotators correctly identified 8 (27%) ordering relationships. For 
correctly identified ordering relationships, annotators had low recall and precision identifying events being ordered.  

Table 2. Mean relationships and arguments identified by annotators. 
NEs Reference Events Points Durations Aspectual Phase Ordering Words 
RS 76 65 57 35 30 
Counts 44.6 +- 10.8 47.4 +- 7.3 29.6 +- 5.9 20.9 +- 5.7 8.1 +- 3.8 
F1 Score 94.6 +- 4.9 77.1 +- 4.7 88.1 +- 5.4 91.5 +- 2.9 19.5 +- 9.4 
Recall 92.1 +- 8 77.6 +- 6.8 88.6 +- 4.9 91.9 +- 4.2 16.0 +- 9.4 
Precision 97.6 +- 1.8 76.9 +- 4.1 87.6 +- 6.5 91.3 +- 3.6 35.3 +- 26.9 
 

2. Problem Mention Status Study  

Kappa agreement between pairs was A1-A2 (23.6%), A1-Adj (33.4%), and A2-Adj (77.3%). The most prevalent 
status was Active among annotators (Table 3). The majority of disagreements between A1-A2 were Inactive/Active.  

Table 3. Count and prevalence (%) of status label by annotator. 
 Active (A) Inactive (I) Proposed (P) Resolved (R) Negated (N) Other (O) 
A1 110 (39%) 101 (36%) 5 (2%) 29 (2%) 31 (11%) 7 (2%) 
A2 198 (70%) 28 (10%) 7 (2%) 0 (0%) 28 (10%) 22 (8%) 
Adj  181 (64%) 21 (7%) 7 (2%) 22 (8%) 26 (9%) 25 (9%) 
 

The most prevalent attribute values observed for conditions in the reference standard were Experiencer: patient 
(98%), Existence: yes (89%), Certainty: unmarked (95%), Mental State: no (95%), Intermittency: unmarked (83%), 
Change: unmarked (82%), Generalized/Conditional: no (88%), Relation to Current Visit: Meets_Overlaps (63%), 
Magnitude Before Current Visit (not shown): notClear (55%) and Units Before the Current Visit (not shown): 
notClear (55%) (Table 4). The attribute values reflect the prevalence of feature attribute values for classification. 

 Table 4. Reference standard - distribution of condition attribute values used in feature vectors. 
Experiencer Existence Certainty Mental State Intermittency Change Generalized/ 

Conditional 
Relation to 

Current Visit 
yes (98%) yes (89%) unmarked (95%) yes (95%) unmarked (83%) unmarked (82%) yes (88%) Meet/Overlap (63%) 

no (2%) no (11%) moderate (3%) no (5%) yes (16%) worsening (5%) no (12%) Before (29%) 
  low (>1%)  no (>1%) unchanging (4%)  After (8%) 
  high (<1%)   improving (3%)   
     increasing (3%)   
     decreasing (2%)   
     recurrence (1%)   

 

We observed condition attributes, Experiencer and Existence, are consistently 100% informative for asserting a 
problem mention’s status among classifiers (Table 5). Naïve Bayes and Support Vector Machine determined all 
attributes relevant for at least 1 fold. In contrast Decision Tree, only determined 5 of 10 attributes relevant. 

Table 5. Count (#) of Folds/10 that an attribute was determined relevant. 
Condition attributes Decision Tree Naïve Bayes Support Vector Machine 

Experiencer 10 (100%) 10 (100%) 10 (100%) 
Existence 10 (100%) 10 (100%) 10 (100%) 
Change 0 (0%) 8 (80 %) 10 (100%) 
Intermittency 0 (0%) 3 (30%) 4 (40%) 
Certainty 7 (70%) 8 (80%) 10 (100%) 
Mental State 0 (0%) 2 (20%) 9 (90%) 
Generalized/Conditional 0 (0%) 1 (10%) 3 (30%) 
Relation to Current Visit 10 (100%) 4 (40%) 9 (90%) 
Magnitude&Units > 2 wks 0 (0%) 6 (60%) 6 (60%) 
Aspectual Phase 1 (10%) 8 (80%) 10 (100%) 
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Our training set of 198 (70%) conditions had a distribution of Active 127 (64%), Inactive 15 (8%), Proposed 6 (3%), 
Resolved 15 (8%), Negated 18 (9%), and Other 17 (9%); our test set of 85 (30%) conditions had a distribution of 
Active 54 (64%), Inactive 6 (7%), Proposed 2 (3%), Resolved 7 (8%), Negated 8 (9%), and Other 8 (9%). All 
classifiers outperformed a majority class baseline (Active: 64% Overall Accuracy) in Table 6. For Weighted 
Average Accuracy, the test set was between 4-9 points lower than the training set among classifiers. For Weighted 
Accuracy and F1 Score, Support Vector Machines demonstrated higher performance over Decision Tree and Naïve 
Bayes. Performances were higher for Active and Negated and lower for Inactive and Resolved among classifiers.  

Table 6. Classifier performances on training and test data. 
Classifier  Status  Wt. Accuracy ROC Recall Precision F1 Score 

  Train Test Train Test Train Test Train Test Train Test 

Decision 
Tree 

A   80.9 83.8 93.7 90.7 77.8 77.8 85.0 83.8 
I   79.3 89.9 0.0 0.0 0.0 0.0 0.0 0.0 
P   82.0 67.8 33.3 50.0 50.0 50.0 40.0 50.0 
R   56.9 73.4 0.0 0.0 0.0 0.0 0.0 0.0 
N   99.0 98.1 100.0 100.0 0.9 72.7 94.7 84.2 
O   94.2 75.4 94.1 62.5 80.0 55.6 86.5 58.8 

Wt. Ave  78.3 74.1 81.8 83.5 78.3 74.1 66.5 62.7 71.8 67.9 

Naïve Bayes 

A   85.6 84.1 89.0 83.3 77.9 75.0 83.1 78.9 
I   83.4 87.6 6.7 0.0 9.1 0.0 7.7 0.0 
P   95.2 98.8 16.7 0.0 50.0 0.0 25.0 0.0 
R   85.1 80.5 13.3 0.0 40.0 0.0 20.0 0.0 
N   99.4 100.0 94.4 100.0 89.5 72.7 91.9 84.2 
O   97.8 86.4 70.6 50.0 75.0 50.0 72.7 50.0 

Wt. Ave  73.7 67.1 88.0 86.1 73.7 67.1 69.8 59.2 70.7 62.8 

Support 
Vector 

Machine 

A   81.7 76.0 92.9 87.0 84.9 81.0 88.7 83.9 
I   85.6 81.0 13.3 0.0 100.0 0.0 85.6 0.0 
P   99.3 99.1 83.3 50.0 71.4 50.0 76.9 50.0 
R   87.9 76.8 46.7 28.6 70.0 50.0 56.0 36.4 
N   99.7 99.1 100.0 100.0 90.0 72.7 94.7 84.2 
O   99.2 78.0 100.0 75.0 85.0 60.0 91.9 66.7 

Wt. Ave  84.3 75.3 86.1 79.3 84.3 75.3 85.0 69.3 81.8 71.7 
 

Discussion and Future Work 

1. Annotation Study: We introduced an annotation schema for clinical information extraction of events for 
generating an accurate problem mention status. We learned that agreement for annotation condition attributes ranges 
from moderate to high. Annotators had some difficulty identifying other clinical named entities and their 
relationships suffering from low to moderate recall; annotators had moderate agreement for other clinical named 
entities attributes. This observation is not surprising as the literature shows agreement suffers beyond 2 categories 
especially for less prevalent categories24. Indeed, a study of the CLEF schema reports moderate F1 scores in the 60s 
for entity and relationship annotations from clinical narratives7. We plan to increase training, apply NLP system pre-
annotations, and use eHOST’s Oracle function to improve recall and classification of NEs in future studies25.  

2. Problem Mention Status Study: From our feature selection study, we learned that attributes like Experiencer, 
Existence, and Certainty are consistently more informative than other attributes for predicting mention status among 
classifiers. From our classification study, we observed that classifiers (Naïve Bayes and Support Vector Machine) 
that use rare occurring attributes like Change, Mental State, and Intermittency perform better than a classifier 
(Decision Tree) that does not use them. We suspect our classifiers performed poorly predicting status labels for 
Inactive, Resolved, and Proposed due to subtle differences in definition between status labels (Inactive and 
Resolved) and few instances in the dataset. In terms of comparable studies, like the i2B2 assertion classification, 
other researchers have demonstrated adding lexical, syntactic, section, and other semantic annotations can boost 
performance26. We plan to add such annotations including Unified Medical Language System concept unique 
identifiers and discourse annotations to our schema before applying our experiments to the SHARP and ShARe 
corpora. We will expand our study to other report types such as discharge summaries, radiology, electrocardiograms, 
echocardiograms, and progress notes. We are actively annotating document-level problem annotations and their 
statuses for these corpora.  
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Abstract: In order to understand the environmental and genetic factors contributing to autism, we are 

extending an existing Autism Ontology with DSM-IV vocabulary definitions, risk factors, phenotypic 

manifestations and their prevalence. We use logical rules along with class restrictions for deducing 

phenotypes from patients' ADI-R data and the DSM-IV criteria. 

Background: The mechanism of autism is unknown, and it is critical to organize patient data concern-

ing genetic and environmental risk factors as well as phenotypic manifestations. Ontologies help in 

such data integration task as a way to standardize data and knowledge about the disease and to create a 

knowledge infrastructure for studying how genetic and environmental factors impact the disease devel-

opment. There already exists an ontology for autism, represented in the OWL formalism [1]. It contains 

knowledge regarding assessment tools and phenotypes relevant to autism and a set of rules which al-

lows deduction of specific phenotypes based on autism assessment tools' results. In order to support the 

extraction of information from electronic health records, our goal is to enrich this ontology with 

knowledge regarding the diagnosis of autism, its risk factors, and phenotypic manifestations. 

Methods: We extend the current Autism ontology with DSM-IV vocabulary definitions, risk factors, 

phenotypic manifestations and their prevalence, using controlled vocabulary terms and synonyms for 

these concepts. The DSM-IV definitions for autism are hierarchical. The upper level includes 3 criteria. 

The first criterion is the most complex one, and includes 3 sub-criteria, each containing 4 different pa-

tient phenotypes. We represent relevant concepts and definitions using a hierarchical relations structure 

provided by the Web Ontology Language (OWL) as implemented in the Protégé tool. All concepts 

(risk factors and manifestations) and their definitions are represented as a condition of a certain human 

(e.g., human with delayed spoken words, human meeting DSM definition A2, etc.) rather than a stand-

alone class (or concept). We define OWL classes corresponding to DSM-IV sub-criteria by combining 

patient phenotypes with logical operators. The upper level DSM-IV criteria necessitate counting the 

number of sub-criteria from specific categories that hold, which requires support of k-of-N counting. 

Since OWL reasoners cannot typically perform k-of-N counting, we are creating a plug-in to perform 

the desired operation. To deduce a diagnosis for a patient we take the following steps: New patient in-

stances are created and populated manually with data from the Simons Foundation Autism Research 

Initiative (SFARI). This data set includes for each patient results from structured interviews used for 

diagnosing autism (Autism Diagnostic Interview-Revised (ADI-R) [2]). We define SWRL (Semantic 

Web Rule Language) rules based on ADI-R to abstract data from the populated patient instances and 

deduce which phenotypes each patient displays. In this way, the Pellet OWL reasoner can deduce all 

the DSM-IV sub-criteria that a specific patient instance meets. After developing the plugin we will be 

able to infer whether patients meet DSM criteria.   

Results: 45 SWRL rules deducing different phenotypes from the SFARI data were implemented for 5 

ADI-R items (e.g., 5 different rules were implemented for age of first spoken word: delayed word, 

milestone not reached, no word, word not delayed, question not asked). Class restrictions were imple-

mented for 2 DSM-IV criteria concerning spoken language and social conversation. All restrictions and 

SWRL rules were tested with actual SFARI data of 7 patients. 

Conclusion: We can use OWL definitions and reasoning to infer patients meeting DSM-IV criteria 

based on ADI-R assessments. Next steps include: (i) developing the new k-of-N counting plug-in for 

Protégé; (ii) automating instance population with SFARI data; (iii) adding prevalence and frequency 

information for phenotypes; (iv) adding vocabulary codes and synonyms. 

Acknowledgement: This work was partly funded by the Conte Center for Computational Neuropsy-

chiatric Genomics (NIH P50MH94267) 
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Abstract 

To assist Los Angeles urban safety net clinics in managing diabetes patients we created CEDRIC, then added a GIS 

module to contextualize factors that affect a patient’s ability to adhere to recommended behavior modifications. 

Now, to facilitate educating patients on diabetes, reporting behavior modification progress and medication 

adherence, blood glucose monitoring, appointment scheduling, and alerting to self-management tasks we have 

added a mHealth module to CEDRIC as well.  

Introduction 

Diabetes is challenging both to patients and providers, and more so among minority and poor communities who are 

disproportionately affected and likely to encounter barriers in accessing healthcare. Innovative health informatics 

technologies offer potential solutions to improve chronic disease management, such as in diabetes, where perhaps it 

will take a large allocation of manpower and other health-related resources to make a difference in health outcome. 

CEDRIC was developed to address the needs of urban safety net clinics in Los Angeles, with an initial rollout 

specifically tailored for diabetes patient management.1 Considering that patients in these clinics reside in the same 

under-resourced areas, we immediately realized that clinic providers can benefit from a source of geographic 

information --- such as locations of health food sources, physical activity areas, etc--- to be able to account for a 

patient’s ability to follow standard behavior modification recommendations. Thus, Geo-CEDRIC was developed and 

with it a physician can adapt a prescription according to a patient’s locale.2 mHealth refers to the utilization of 

mobile devices for healthcare and is also a promising tool for chronic disease management outside the clinic. Recent 

studies show, for patients in underserved settings, that mHealth interventions promote increased disease awareness, 

provider-patient communication, healthy behaviors and adherence to medication. It follows that extending the 

capabilities of CEDRIC for mHealth can further assist urban safety net clinics in achieving better health outcomes 

for the patients they serve.  

Methods 

After consulting several diabetes clinician-researchers, we decided on mHealth intervention areas to focus on: 1) 

patient education, 2) recording/reporting behavior modifications (diet and exercise, weight loss), 3) medication and 

adherence, 4) blood glucose monitoring, and 5) appointment scheduling. In addition, it was deemed necessary that 

the module should support alerts to self-management tasks and to abnormal clinical results. Finally, clinicians prefer 

being able to select and customize mHealth interventions to be promoted to individual patients --- reflecting the 

clinical requirements that differ from patient to patient, and the many management styles among as many diabetes 

healthcare providers. We partnered with Shorthand Mobile to develop the mHealth app used for CEDRIC. 

Results 

mHealth conducted via CEDRIC has the following process: 1) initial set-up in the clinic where a clinician explains 

self-management tasks to patients and mHealth interventions, choosing from a menu of pre-programmed 

interventions contained within the module; 2) the mHealth user interface is downloaded or set-up in the patient’s 

phone and training is provided in its use, 3) pre-programmed alerts are sent to patients prompting them to perform 

tasks and/or enter data, 4) data are either stored in cell phones until the next clinic visit or sent instantly via SMS 

through the Shorthand Mobile’s server to CEDRIC, and 5) the clinician evaluates the patient’s performance of self-

management tasks periodically or at the time of the next clinic visit.

                                                           
1 Ogunyemi et al. Stud Health Technol Inform. 2010;160(Pt 1):208-12. 
2 Robinson et al. Manuscript in preparation. 
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Abstract: To investigate the feasibility of  using routinely-collected time-series  outpatient  data for  detection of
disease outbreaks in Malawi.  We graphed and performed cross correlation analysis of total visits from 6 district
hospitals in Malawi between January 2010 and December 2012. Additionally, we searched for outbreak reports
from ProMed mail using HealthMap to correlate with activity in the graphs.  Visual inspection of the graphs show
variations that correlate with known Cholera outbreaks.  Max correlation between sites ranged between 0.058 and
0.932 with lag at max correlation of zero months.

Background: The government of  Malawi relies  on national  paper-based health  records for  biosurveillance  and
detection of disease outbreaks. However, since late 2009, computerized electronic point-of-care registers have been
deployed in outpatient hospitals. The electronic registers are used by non-medically trained clerks for recording
patient diagnoses that are coded into national indicators. This study aims at determining if the time series out-patient
visit data contains information that represents events of public health importance, which could be used for real-time
outbreak detection and biosurveillance.

Methods:  We retrospectively  analyzed  de-identified,  aggregated  counts  of  cases  of  coded  indicators  from the
outpatient departments of 6 district hospitals in Malawi collected between December 2009 and September 2012. We
performed cross correlation analysis on the data and recorded coefficients and lag values at maximum correlation.
We collected disease outbreak reports gleaned from HealthMap/ProMed for Malawi with publication dates during
the collection period. 

Results: Visual inspection of the graphs show variations that correlate with Cholera reports.  A spike of activity in
March 2011 has no associated ProMed reports.  Correlation coefficients between sites ranged between 0.058 and
0.932 with lag at max correlation of zero months.

Conclusions:  Our  preliminary  results  show  that  outpatient  visit  data  recorded  in  the  registration  system  by
non-medically trained clerks contains data that may be useful for public health surveillance.

References:

1. Wong WK, Moore AW. Classical time-series methods for biosurveillance. Handbook of biosurveillance,
ch. 14;2006.

Figure 1: Total visits normalized by standard deviation in six Malawi hospital districts with the dates of ProMed reports for Cholera, Measles, 
Rabies, Typhoid and Chicken Pox indicated on the x-axis.
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Abstract - Many neurological and psychiatric illnesses are, for mysterious reasons, not manifested until a person 
becomes an adult. Pre-illness data for diseases such as epilepsy and schizophrenia, limited to cohorts of high risk 
probands, are difficult and very expensive to collect because there are no valid predictive biomarkers.  However, in 
the normal course of care, and now in the electronic health record, a large amount of observational data can be 
captured.  We are focusing on the brain Magnetic Resonance Images (MRI’s) of children, acquired prior to disease 
onset, to find characteristics predictive of or associated with subsequent disease onset.  In the course of 
understanding any observational clinical data that has not previously been used for research, we must characterize 
the normal state and its variance.  We are doing this with the massive medical image data repositories that exist at 
the Massachusetts General Hospital and Boston Children’s Hospital with freely available software from Informatics 
for Integrating Biology and the Bedside (i2b2). 

Background - Medical Researchers are able to obtain imaging studies from a hospital Picture Archiving and 
Communication System (PACS) through the globally available i2b2 module named Medical Imaging Informatics 
Bench to Bedside (mi2b2 @ https://community.i2b2.org/wiki/display/mi2b2/ ).  Through the addition of this module 
to an i2b2 installation, one can connect to a PACS in a HIPAA compliant fashion, and in a manner that can be 
guaranteed not to overtax the resources of a PACS, obtain the medical images.  With this high throughput pipeline in 
place, we have begun to construct atlases of normal pediatric brain MRI’s from our archive; that is the first step 
towards understanding the early changes in emergent brain diseases. 

Methods - The ability to determine and consolidate normal MRI scans for later comparison with cohorts of patients 
who are identified to have neuropathological changes later in life is critical.  The early goal is to build an atlas of 
machine-readable, quantitatively characterized, representative MRI’s from patients aged 0 – 6 years old.  Doing this 
for small increments of ages is important, because the myelination patterns of the brain are changing rapidly during 
early growth. All MRIs are obtained in the normal course of clinical care.  Therefore, we set about 1) finding 
children who were free of major neurologic or psychiatric illness and 2) understanding the range of scan acquisition 
parameters that will provide the best compromise between quality and quantity of available images. 

Results – Healthy children were identified by excluding patients 1) with an abnormal brain MRI identified by a 
neuroradiologist (as stated in the Radiology report), 2) an EMR diagnosis of an acute head injury at the time of the 
brain MRI and 3) a lifetime history of one of 177 diseases related to neurological or mental health disease (e.g. 
developmental disorder, congenital abnormality, and cerebral neoplasm).  This process identified 163 MRI’s of 
normal children from a pool of about 1600 MRI’s at the MGH, with about 15000 MRI’s pending characterization at 
the Boston Children’s Hospital.   A ranking of phenotype “normalcy” is combined with a ranking of image quality 
to optimize inclusion in the age appropriate normal-child atlas.  The synthesized images with quantified variance are 
presented to investigators using the open source; web browser based X Toolkit (https://github.com/xtk/X). 

Conclusion - Childhood manifestations of emergent adult diseases must be studied retrospectively. We are enabling 
quantitative comparisons of pediatric MRIs by compiling a set of normal atlases built from medical images collected 
during the course of routine clinical care.  The mi2b2 software platform makes this possible through combining 
queries of phenotype and imaging data to yield a longitudinal representation of a patient’s brain developmental 
evolution. This work was funded by U54 LM008748 and R01EB014947 
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Abstract 

Online social networks revolutionized the way people communicate with one another and reinvented the realm of 

social support and influence with respect to health behaviors. Existing studies of social networks for behavior 

change do not consider the individual attributes of participants. In this poster, we map the individual stages and 

processes of change within an online support group with the goal of personalizing and tailoring behavior change 

support systems that harness social influence. 

Introduction 

Online social networks provide a unique opportunity to understand human behavior since the communication 

between the members of a network is captured electronically. Existing research on social networks exclusively focus 

on understanding the social dimension of behavior change
1
. However, little research has been conducted to use 

online network content to understand individual factors affecting behavior change within these settings. In this 

poster, we use the Transtheoretical Model of Change
2
 to understand individualized stages and processes of change. 

Methods 

A database of 16,492 de-identified public messages of QuitNet, an online social network for smoking cessation was 

used in our study. From this database, 100 messages were randomly selected as part of this analysis. The inclusion 

criterion was a quantitative marker indicating the numbers of days lapsed since the member’s last occasion of 

smoking. For these messages, we identified both the stage(s) and process(es) of change within each message (see 

Figure 1). The boundaries between stages of change were based on existing questionnaires used in behavioral 

therapy for smoking
3
 demarked by number of days without smoking. Qualitative mapping for processes of change 

(e.g. consciousness raising, self-reevaluation, stimulus control) was achieved by conducting a thorough line-by-line 

analysis of the message content.  

Results 

Stages and processes of change were identifiable in 72 

messages. 42% of the analyzed messages fell into the ‘Action’ 

stage, while the remaining 58% belonged to the ‘Maintenance’ 

stage. Self-reevaluation, helping relationships, reinforcement 

management, counter- conditioning, and dramatic relief were 

the most commonly found processes of change. 

Conclusion 

Communication content of online social networks reflects the 

behavioral attributes of individuals in real-time as they go 

about their daily lives, providing empirical support for models of human behavior and making our understanding of 

health-related behaviors ecologically-robust. Such insights can lead to evidence-based, tailored behavior change 

support systems that operate at both individual and network levels. 

Acknowledgement: This study is supported in part by UTHealth Innovation for Cancer Prevention Research Pre-doctoral 

Fellowship, CPRIT grant # RP101503. Disclaimer: The content is solely the responsibility of the authors and does not 

necessarily represent the official views of the Cancer Prevention and Research Institute of Texas 
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Abstract 

Medical waveform Format Encoding Rules (MFER) 

is a description standard for medical waveforms such 

as electrocardiograms (ECGs) that is able to 

synthesize 18-lead ECGs from standard resting 12-

lead ECGs. Results of this study suggest that 18-lead 

ECGs synthesized from MFER-formatted 12-lead 

ECGs improve the diagnosis of vasospastic angina 

with coronary spasm provocation test during 

coronary angiography. 

Introduction 

Medical waveform Format Encoding Rules (MFER) 

is a description standard that is able to describe all 

other medical waveforms, including electrocardio-

grams (ECGs).
1
 One of its primary merits includes its 

ability to synthesize 18-lead ECGs from standard 

resting 12-lead ECGs. Compared to 12-lead ECGs, 

ECGs consist of the following six additional leads: 

three posterior chest leads (V7-V9); and three right-

sided precordial leads (V3R-V5R). Although these 

additional leads provide important information, 

acquiring data from the posterior and right-sided 

precordial areas is time-consuming and thereby not 

routinely recorded.
2
 Therefore, the purpose of this 

study was to investigate whether 18-lead ECGs 

reconstructed from MFER-formatted 12-lead ECGs 

could improve the diagnosis of vasospastic angina 

(VSA). 

Methods 

Pharmacological provocation tests of coronary artery 

spasm were performed with intracoronary injection 

of acetylcholine (Ach) during coronary angiography 

in accordance with Japanese Circulation Society 

(JCS) guidelines.
3
 The positive diagnosis of the 

provocation tests was defined as a total or subtotal 

(>90%) coronary artery narrowing induced by Ach, 

accompanied by chest pain and/or ischemic ECG 

changes. Additional leads (V3R, V4R, V5R, V7, V8, 

and V9) were mathematically derived from recorded 

standard 12-lead ECGs in MFER format to 

synthesize 18-lead ECGs.
4
 ST-segment changes were 

then compared between the 18-lead and 12-lead 

ECGs. Means and standard deviations (SDs) were 

calculated for continuous variables. 

Results 

Study subjects comprised 51 consecutive in-patients 

(males, 54%; mean age±SD, 65±11 years) who 

underwent pharmacological provocation tests for 

diagnosis of VSA between April 19 and September 

10, 2012. A total of 37 patients who underwent 

spasm provocation tests had positive outcomes. Four 

cases were excluded from this study due to complete 

left branch bundle block, complete right branch 

bundle block, frequent extra ventricular beats and 

paroxysmal supraventricular tachycardia. ST-

segment changes were documented on 18-lead ECGs 

in four patients among 33 positive cases (ST 

elevation at V3R and V4R in two patients; ST 

depression at V7, V8, and V9 in two patients). In 

contrast, ST-segment changes were documented on 

18-lead ECGs in three patients among 13 negative 

cases (ST elevation at V3R and V4R in one patient; 

ST depression at V7 and V8 in two patients). 

Conclusion 

In this study, synthesized 18-lead ECGs led to more 

accurate diagnosis of VSA, especially in relation to 

the wider detection of posterior and/or right 

ventricular involvement. Therefore, our results 

suggest that MFER-formatted ECGs are highly 

reliable and useful for improving the diagnostic 

ability of VSA. 
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Introduction: mHealth is an emerging field in which mobile devices are used to monitor the health of individuals. In this research,  
we are specifically interested in detecting signatures of cocaine in human subjects using wireless on-body sensors. Cocaine affects  
the heart, brain, blood vessels and lungs. It is known to affect the electrophysiology of the heart, potentially altering the shape of  
electrocardiogram (ECG) waveforms.  Some previous studies  (Magnano et  al,  Levin et  al)  have found that  there is  significant 
changes in QTc (corrected QT) distance and changes in T wave amplitude in the presence of cocaine. Our aim in this work is to test  
the hypothesis that cocaine use can be reliably detected by analysis of ECG waveforms obtained from consumer-grade wireless  
ECG sensors. Our technical contributions include a framework for securely capturing and transmitting sensor data and a pipeline for 
pre-processing noisy ECG data from wireless sensors. We report initial results from a study of six subjects. Our results show that we  
can reliably detect signatures of cocaine both within and across subjects as well as discriminate between various levels of the drug.

Study: As part of an ongoing National Institute on Drug Abuse (NIDA)-approved cocaine use study at Yale University, we have 
collected data from subjects using a wireless ECG chest band. Data is obtained under a variety of conditions including baseline  
sessions following a week of no drug use, as well as sessions where the participants can self administer cocaine intravenously in  
different amounts (8mg, 16mg, 32mg) per 70 kgs. The subjects wear the sensors (Zephyr BioHarness) for the entire duration of the  
self administration day. This sensor streams raw ECG data to a server via a smartphone. The ECG data is supplemented with 
additional information including session boundaries, cocaine infusion times, infusion quantity, etc.

Methods: We preprocess the ECG data by segmenting it into individual periods based on the R wave heights. We standardize the 
period lengths by resampling the waveforms in the time domain. To deal with noise in the sensor, we average standardized periods  
over 30 second sliding windows. Within each window, we also extract PT, QT, QTc, RT and PR distances (Refer to figure A). We 
use different combinations of these features in a set of binary classification tasks where we attempt to discriminate between samples  
from the different sessions (baseline, 8mg, 16mg, 32mg). We use logistic regression as the classifier. We consider estimating the 
logistic regression model and testing it both within subjects and between subjects.

Results: We analyzed data from six subjects. Our results suggest that we can reliably detect the presence of cocaine within subjects  
(refer to figure B; groups (L to R) represent standardized features, distance between peaks, distance between peaks plus heights and 
all features; the bars (L to R) within groups represent baseline vs 8mg, baseline vs 16mg, baseline vs 32mg and baseline vs dosage  
respectively). We also performed six-fold cross validation by training on five subjects and testing on the held-out subject (refer to  
figure C; the legend is same as figure B). For both types of analyses, we report the area under the ROC curve, which is significantly  
above chance when using the resampled and averaged ECG waveforms as features. 
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Abstract 

For large academic institutions, the demands for accessing clinical data, for both research and operational purposes, are 
ever increasing with the adoption of electronic health records. These demands have led to the creation of self-service tools 
specifically for researchers. The goal of our work is to understand the data requests of all users in order to inform the design 
of an enterprise self-service platform. 

Introduction 

With the proliferation of electronic clinical data, the demands for accessing this information for both research and operational 
purposes are ever increasing. To address these demands, the research community has developed informatics platforms that 
enable self-service capabilities for researchers1,2 . Understanding the needs of both researchers and operational leaders could 
inform the design of an enterprise self-service platform for clinical data. 
At our institution, a process was implemented in the last two years to track and manage all requests for clinical data, in order 
to better understand the data needs of requesters and track how data were being released from data sources. All data 
requesters submit a formal request to a committee, detailing the nature of the request and the data elements of interest. The 
committee assesses, categorizes and prioritizes the requests for the appropriate data source stewards.  

Our goal in this study is to understand the complexity of these data requests in order to determine how much a self-service 
query tool could increase the overall efficiency of supplying data for requests at our institution. 

Methods 

Data requests for the first ten months of 2012 were collected for analysis. A subset of more recent requests was analyzed 
manually. During analysis, each request was categorized in terms of its ability to be answered directly through the use of a 
self-service tool; these categories were - Yes, No, or Partial. The Partial category represented requests where a significant 
portion of the request (i.e., selecting a cohort of patients based on structured demographic or diagnostic characteristics) could 
be addressed with a self-service tool, but would then require a data analyst to manually complete the request by either 
incorporating logic or building queries for more complicated data types. Data on each request regarding overall complexity 
and the specific data source was also collected. 

Results 

Overall, there were 300+ data requests in the ten-month period. 60% of these requests were identified as taking <40 hours to 
complete, which was the lowest category of effort assigned. 38% of all requests were for hospital operations purposes, 33% 
were research focused, and 13% were for patient care management. 183 requests were manually analyzed for self-service 
feasibility. Based on the complexity of the requests, 17% were determined to be too difficult for a self-service tool to handle. 
However, it was determined a self-service tool could solely address 46% of the requests. Examining the requests further by 
number of hours required to complete the tasks, we observed that 83% of the self-serviceable requests were requests that 
required less than 40 hours to complete. 

Conclusion 

This preliminary study shows the potential usefulness of a self-service tool to reduce the time and resources required to 
acquire clinical data, especially for less-complicated requests. The challenge of collecting this data is in identifying a 
consistent set of data elements based on requesters’ role. This will be the focus of future work.   
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Abstract 

The new concept of Patient-Affective System Design is proposed, hypothesizing that healthcare that engages patients 
also increases efficacy. Incentive structures encouraging proactive action, such as payment for annual wellness 
training, or personal health records that provide positive reinforcement are examples of systems components that 
together can increase patient activation and health. Health informatics is critical in quantifying patient behavior 
and design preference. Health informatics can benefit from an affective systems design view also. 

Description 

The new concept of Patient Affective Systems Design (PASD) focuses on engaging patients through the design of 
the entire system and individual components. Health informatics is rooted in the clinical setting; however care is 
increasingly occurring outside of traditional settings1 requiring patients to become more involved in their care. 
Activated patients, those engaged in their care, aide positive outcomes in the non-hospital care setting2,3. Affective 
product design, methods that make products engaging and pleasurable to use, has been shown to indicate intent to 
purchase, emotional connection with a device4,5, making patient activation easier. However, the affective design 
concept is limited by its lack of a socio-technical work systems perspective. An example (albeit unhealthy) affective 
system is a casino, where the ornate physical objects, reward structure, layout, and customer service are all designed 
together to encourage gambling. As health information is generated outside of the clinic, it becomes more important 
to use health informatics to quantify patient behavior and preferences to aide in the affective design of systems. 
Informatics can also benefit from affective design techniques to create more patient-engaging information systems.  

Affective Design, also known as Aesthetic Engineering, and Hedonomics, uses quantitative measurement and 
testing of user experience or selection to create devices which are demonstrably more enjoyable to use or desirable. 
Affective studies have been carried out in domains such as blood glucose meters, mobile phones, and websites. 
Studies measure user response to controlled experimental conditions to determine the magnitude and direction of the 
changes on measures such as aesthetic preference, satisfaction, intent to purchase, or desirability. IT systems are 
used to collect data, administer the controlled experiments, and analyze results for the product or design in question. 

Health informatics is necessary to move from affective product design to affective system design. Affective design 
does not have methods that can handle complex data structures, patient privacy protections, and other challenges 
required to perform the large-scale systems-level analysis required to achieve PASD. However, methods and tools to 
achieve PASD are available in the Health Informatics. For example, access to Electronic Health Records for data 
about patient outcomes can be used for natural or planned experiments. Health Informatics Technology, such as 
Personal Health Records could be used to remotely measure patient engagement, preference, and activation. 
Conversely, Health Informatics stands to benefit from PASD by using affective design methods and a socio-
technical work systems view; it is more likely that ancillary aspects of interventions, such as incentive structure, can 
be designed to further encourage patient engagement.  
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Abstract 

The adoption of electronic medical records was a milestone in healthcare, but they have proven tedious to maintain. 
Increasingly, medical records contain information that is repeated within individual and even across multiple records. 
Such redundancy is frustrating and contributes to poor documentation as studies have shown that clinicians often 
copy-and-paste old, potentially out-of-date information into patients’ records. Moreover, it requires clinicians to 
spend additional time with documentation that could otherwise be spent with patients who often experience 
unreasonably long wait times. Therefore, we propose a solution to reduce the time clinicians must spend creating 
and editing medical records by generating patient-specific medical record templates from similarities found among 
patients in large medical data warehouses. Specifically, this work predicts the most likely fill-in-the-blank sentences 
to add to patients’ records based on information the patient provided through customized surveys during hospital 
wait time. In this way, our solution decreases the entry of unneeded information by clinicians, replaces patient idle 
time with relevant activity, and at the same time predicts information needed for improvements in patient’s health 
quality indices, reimbursements, and medical legal-justifications.  

 
Introduction 

Electronic medical records (EMRs) are useful tools in day-to-day health care, but record editing is a burdensome 
and time-consuming process. Patient records are generally obtained through manual data entry, whereby patients fill 
out paper forms that are in turn partially transcribed by a healthcare professional into their medical record. During 
this process, patients typically interact with various care staff and provide answers to the same questions multiple 
times. Thus, the documentation process is not only repetitive and tedious, but even wastes patients’ time. 

Many clinicians see similarly afflicted patients over the course of their day, and thus often create similar content 
across several patients’ medical records. This is exemplified in specialities and during outbreaks of common illness 
(e.g. flu, colds, etc.). At the same time, outpatients wait 15 minutes, on average, before seeing a clinician.8 Our goals 
are to (1) reduce the time doctors spend with documentation in order to permit additional patient interaction, and (2) 
provide patients with relevant, informative activity during their stay while implicitly reducing their wait times.  

The main contributions of our work are twofold: (1) we develop a probabilistic algorithm for generating patient-
specific templates; and (2) we propose to leverage the patient wait time in order to reduce the burden of 
documentation on clinicians. Specifically, we propose surveying patients for their medical information and using the 
results for generating relevant medical record content. The surveyed information is used to select medical records 
from similarly afflicted patients. The common content from the selected records is abstracted in order to generate a 
pre-populated medical record template. This is accomplished in four steps by (1) learning a patient-relevant medical 
context, (2) learning a medically similar patient cohort, (3) learning a medical record template and (4) customizing 
templates by specialities or health professionals’ roles. 

Our solution aims to transform the nature of the clinical documentation by introducing dynamic personalized 
templates and by increasing the patient involvement in this process. The long-term goal is to integrate this dynamic 
personalized EMR model with additional clinical decision support tools and to create an intelligent documentation 
aid that can facilitate the work of a healthcare professional. 
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Background 

In order to make EMRs faster to create and consume, clinicians often repeat content within each record and across 
multiple records. A recent study demonstrated that the majority of medical records consist of more than 20% 
duplicated content.1 As early as 2006, there were calls for an EMR system that could “ automatically and 
intelligently delete 90% of text processed by copy-and-paste.”2 

Prior work suggests that information duplication introduces errors in medical documentation. For example, in a 2007 
case study3 a 77 year-old woman who was hospitalized with an initial note to receive heparin for venous 
thromboembolism prevention had her note copied and pasted for four days, and was ultimately discharged without 
receiving heparin. Two days later she was rehospitalized with a pulmonary embolism. Siegler et al. noted that copy-
and-paste had caused “a number of unexpected problems and concerns about electronic note writing … including 
reducing the credibility of the recorded findings, clouding clinical thinking, limiting proper coding, and robbing the 
chart of its narrative flow and function.”4 

At the same time, patients are frustrated by long wait times to see care staff, and patient satisfaction decreases as a 
result.5,6 This is especially true in non-elderly (<65 years) patients, for whom shorter wait times are more 
significantly associated with treatment satisfaction.7 In contrast to these expectations for more expedient care, the 
mean wait time in U.S. emergency departments (EDs) increased 25%, from 46.5 minutes to 58.1 minutes from 2003 
through 2009.8 This is often worse in EDs located in urban areas (62.4 minutes), or with 50,000 or more annual 
visits (69.8 minutes). Engaging patients in their medical treatment should also be a priority. Prior work has 
suggested that having highly-involved patients promotes better alignment of patients' and physicians' goals and 
agendas by influencing the extent and type of information physicians provide.9  

One common solution for reducing clinical documentation time is to use hard coded medical record templates. This 
solution has focused on using established expert knowledge of patient care to create condition-specific hard-coded 
templates.10 Another solution used to diminish clinical documentation time is to hire a transcriber to capture medical 
dictations or to use sophisticated speech to text applications, but recent work has suggested that physicians who 
dictate their notes appeared to have worse quality of care than physicians who used structured EMR 
documentation.11 

Our method focuses on creating patient templates, but differs from past template-based work by generating a 
flexible and patient-customized template. Instead of cloning sentences or paragraphs blindly, we use natural 
language processing and statistical techniques for predicting, constructing, and updating these standard templates 
with most likely sentences based on the information from similar patients. 

Methods  

We propose generating a pre-populated medical record template by first learning a patient-relevant medical context. 
The patient medical context is then used to retrieve a medically similar patient cohort. We use the medical records of 
the patient cohort to generate a medical record template using statistical and language processing techniques. Our 
solution is depicted in Figure 1 and we further give a step-by-step methodology description. In addition, a working 
coded example of our solution together with an interactive presentation of the methodology is available at 
http://web.mit.edu/andreeab/www/AMIAStudentChallenge2013.  

(1) Context Learning: Learning a patient’s context refers to using a patient’s wait time to gather relevant medical 
history and current symptoms. Each patient is presented with an electronic survey which captures information 
regarding current symptoms, together with the medical, family, and social history. The survey questions are 
dynamically generated based on previous answers such that only relevant information is collected. Dynamic 
question generation is done via a rule-based approach,12 and is customized per each clinic and speciality.  The 
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patient answers are automatically recorded into a centralized EMR system and can be accessed in real-time by 
doctors. We further refer to the patient survey answers as the survey answers. 

(2) Cohort Learning: We define a medically similar patient cohort as a set of patients with similar health conditions, 
as captured in their medical records.13 In order to retrieve the patient cohort of interest, we start with all the patient 
records from an institutional EMR system. We treat each patient record as a word blob and count the occurrence rate 
R of the survey answers inside each blob. We create a similarity ranking between the current patient and the 
remaining patient population by scoring the patient records inside the EMR system based on the highest occurrence 
rate R. We define the top 20% of the ranked patient records as the medically similar patient cohort. 

 

Figure 1. System overview 

(3) Medical Record Template Learning: We assume that each medical record is organized into medically relevant 
sections (e.g., current symptoms, medical history, follow-up). We use a rule-based language processing system in 
order to identify the sentences and sections of each medical record inside the patient cohort.14,15,16 The rule-based 
system is developed on and optimized for the medical domain. We cluster together the common sections, and 
discard the sections occurring only one time. For each section in a section cluster we generate a ranked list of the 
sentences with the most commonly occurring n-grams (i.e., sequences of n consecutive words). The ranked 
sentences represent the most commonly used sentences inside that specific section, or the sentences that are most 
likely to be copy-pasted into a new patient record. We refer to the ranking score as the copy-paste score of each 
sentence. By ranking sentences through their n-gram frequency we can capture the common content while still 
allowing for variation (e.g., “Patient was given 10 ml of insulin”, “Patient was given 15 ml of insulin”). In our list of 
ranked sentences we only record the common content of each sentence and mark the content variation as a fill-in 
area (e.g., “Patient was given … of insulin”). 

P(sentence|section) = i!1,K P(trigram(i)|section), where K is the length of the set of n-grams in a sentence 

In order to generate a pre-populated medical record, we use the common sections identified by our language 
processing system. Under each section, we include the top k% (k=3) of the ranked sentences from the specific 
section cluster. We propose to use a specific user-interface where each of the pre-populated sentences can be deleted 
by a one-click, thus allowing the doctor to easily alter the pre-populated content. We also create a special section 
that records the survey questions and patient answers.  
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(4) Customizing Templates by Specialities: Finally, each template is customized for distributed care teams by 
assigning an accessibility score to each learned sentence based on the specialities of  healthcare professionals who 
authored the corresponding documents in  the patient cohort from Step (2).     

Discussion  

Our solution leverages two untapped resources to generate relevant, contextual templates: large volumes of existing 
patient data, and patient waiting time. In using patient input, we not only encourage patients to become more 
involved in their care process but also save the care staff time spent querying, and often re-querying, each patient 
about their condition and medical history. This information also provides context to learn a medically similar cohort. 
In reusing existing patient data, our approach saves clinicians additional time filling out documentation by 
predicting and pre-populating the repeated patterns of information in patient medical record.  

A primary challenge in creating patient-specific templates by reusing information from existing records is how 
accurate the template should be. We expect to reduce the irrelevant or noisy results retrieved by language processing 
techniques by utilizing only sentences with frequent occurrence; however, properly abstracting these sentences may 
very sensitive to the available data. We expect that our system will occasionally retrieve partially irrelevant content 
for a given patient. To reduce the errors that may be introduced by inaccurate templates, we implement a “one-click 
delete” functionality for each template sentence in order to quickly remove the irrelevant content,. We rely on the 
healthcare professional to review the automatically generated template and filter out the irrelevant content. Other 
considerations include how many templates should be provided, how to generate templates for rarely encountered 
symptoms, and how to best present these templates to physicians. Similarly, our current solution assumes a single 
template is generated per patient visit, but it is also reasonable to assume that multiple templates could be generated 
in an alternative solution which varies the number of top sentences used per template. 

Often patients are unsure about their current condition. Therefore, our solution accommodates for their uncertainty, 
or inability to express the current symptoms, using explained content during the dynamically generated survey and 
the option to receive clarification from a health professional. Likewise, we encourage unique symptom descriptions 
through the use of text fields rather than strictly multiple choice selection. In the future, we also plan to integrate the 
survey generation with the information already available inside the patient’s medical record, in order to only capture 
relevant, contextual information regarding a patient’s previous illnesses or history which is not already stored in the 
EMR system. 

Expert-guided templates have demonstrated improvements in clinical authoring time and are more timely than other 
methods like transcription services. However, these methods are tightly coupled with the specific healthcare 
organization and with the healthcare staff that define them, and do not take advantage of large amounts of repetitive 
patient data which is already available. Our solution proposes a more personalized approach to the medical 
documentation process, where the key element is patient involvement. A variation of our current implementation 
would be to integrate the probabilistically chosen sentences with content from hard-coded medical record templates. 
This variation would allow for the integration of expert knowledge with knowledge retrieved from the patient.  

We propose to evaluate our solution in a real-life setting. Specifically, our evaluation plan will recruit subjects -- 
both patients and doctors -- in order to determine overall satisfaction. This will be achieved by evaluating the 
satisfaction rate of patients taking the survey, how likely they are to fill in a survey on a second visit, and whether 
the survey was a relevant or informative activity for them. Further, the usage of pre-populated templates will be 
evaluated through doctor satisfaction studies and analyzing the amount of time spent on medical documentation 
when the pre-populated template is available versus when the entire medical record is written up by the doctor. 
Finally, we are also interested to assess whether the medical records based on the pre-populated templates are more 
complete and present a lower rate of errors compared to regular records. 

Finally, our solution requires minimal changes to the medical records system, and therefore can be easily 
implemented inside hospitals where the surveys can be distributed on mobile devices. 
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Conclusion 
We propose a solution to transform the siloed nature of clinical documentation by integrating the most useful data 
from the prior notes into the new notes without repeated care staff transcription or literal ‘copy-and-paste’. By 
searching through patient records for similar records, our system supports a “kernel method” of medical reasoning, 
where other patients’ records are weighted according to their relevance to the current patient. The patient wait time 
is leveraged and transformed into an activity relevant to the healthcare process. Overall, we expect this solution to 
diminish the time doctors spend documenting and increase the doctor-patient interaction time, to transform the 
patient wait time into an informative and relevant activity, and to reduce both the doctor and the patient frustrations 
with the healthcare system.  
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Abstract 

We made time-series analysis of yearly health checkup data using Hidden-Markov Model (HMM). It is found that 

we can classify the checkup data into three groups with different health risks. HMM also gives the transition 

probabilities between these states, which imply that HMM is promising method to evaluate the current risk of 

lifestyle diseases and to predict the change of the risk in the near future. 

Introduction 

One of the important tasks of medical information science is to improve knowledge about the relation between 

lifestyle and health for preventing people from severe disease. Health checkup data obtained every year will give us 

the important suggestion for the progression of life-related diseases. In this study, we made a time-series analysis of 

yearly health checkup data using Hidden Markov model (HMM) [1, 2]. 

Methods and Result 

We analyzed health checkup data between 2002 and 2007, provided by the medical center in Gifu prefecture, Japan. 

We used the following 8 parameters to construct feature vectors:  Body Mass Index (BMI), Systolic Blood Pressure 

(SBP), Hematocrit (Ht), Platelet (PLT), GOT, Total Cholesterol (T.Chol), Neutral Fat (NF) and Casual Blood 

Glucose (CBG). We analyzed health checkup data of 14,691 and 20,277 men for age 20’s and age 30’s, respectively.  

We show the result of our analysis in Fig. 1. Using HMM, we classify the health-checkup data into three states. The 

average of BMI in each states are 21.04, 21.39, and 24.37 for age 20’s, and 20.81, 23.43 and 24.28 for age 30’s. 

Therefore these three states represent the groups with different health risks. The transition probabilities between 

states are also presented in the figure. These transition probabilities inform us the change of the risk in the next year. 

 
Figure 1. Result of HMM analysis for Age 20’s and 30’s. 

Conclusion 

Using HMM, we can classify the health-checkup data into the states with different health risks and estimate the 

change of risk in the near future. 
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Background: DoD and VA are undertaking development of a new, shared user experience (UX) for their Integrated 
Electronic Health Record (iEHR). Having EHRs that once led the market, they desire a UX that offers significant 
improvement over that of current government and vendor solutions. EHR systems have failed to support high-level 
cognitive processing, including integration of complex relationships, projection, simulation and planning. Ironically, 
large volumes of data these systems return make it harder for users to synthesize information. iEHR UX design leads 
created a notional UX that emphasizes information integration. It has novel features designed to support a complex 
mental model of the patient’s healthcare status and to speed information access: it displays relationships of key 
clinical information objects (interventions, observations, conditions, and goals) and features documentation by 
annotating information objects with automated assembly of context-sensitive notes instead of traditional notes. 

Methods: In a randomized controlled trial, the new integrated UX was compared to one closely resembling VA’s 
Computerized Patient Record System (CPRS). 58 government and non-government physicians used one UX to 
complete 10 assessments and plans from vignettes constructed to test 5 characteristics highlighted by cognitive 
systems engineering. Each subject received 8 minutes of training on the assigned UX. To simulate time pressure in 
clinical care, subjects were given 10 minutes to complete each case. The information content in each UX was 
identical. A panel of 3 experienced physicians agreed on correct assessments of problems and treatments. Other 
physicians, blinded to the experimental condition, coded subject responses with high agreement (kappas>0.70). 

Results: The Integrated UX performed significantly better in speed and accuracy of assessment. Improvement in 
time to complete assessments and plans was 18 seconds faster (p=0.044) overall and ranged from 0 to 36 seconds 
across vignette types. Improvement in appropriate responses on vignettes was 11% (p=0.006) overall and ranged 
from 6% to 17% across vignette types. The largest improvements occurred in vignettes featuring high complexity 
and interruptions. Appropriateness of plans was not significantly different between UXs. 

Discussion: Despite minimal training, the integrated UX performed significantly better in outcomes theoretically 
supported by the UX. The UX provided weak cognitive support for planning and demonstrated no improvements in 
this regard. We assumed that more accurate assessments would lead to more appropriate plans. These findings 
underline the need to use evidence-based design of UX to achieve desired endpoints. In addition to objectively 
performing better with the Integrated UX, nearly all users expressed liking the new UX; many described it as fun. 
We expect that with more practice and less recreational exploration of the UX, users would derive more benefit from 
the Integrated UX than measured in this study. 
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Abstract: In preparation for a new, custom-developed emergency department (ED) electronic documentation 
system, we performed an exploratory task analysis to understand emergency physician electronic documentation 
workflow and requirements.  We studied a series of emergency medicine resident physicians while they performed 
and electronically documented an ED patient encounter in a medical simulation center. We found that residents 
spent the majority of their time (65%) on documentation related activities and varied in their task sequence. 
Background: Research suggests that physicians spend the majority of their time on activities other than those 
involving patient interaction, such as documentation.1,2 In addition, physicians, particularly in the ED, are often 
multi-tasking and need to transition between activities quickly and unexpectedly.1,3 This dynamic nature of the ED 
care setting introduces challenges in synthesizing, capturing and obtaining necessary patient data, which can lead to 
errors and information gaps without a supportive information system. We had a unique opportunity to develop a 
custom electronic documentation system for ED physicians and sought to understand the ED physician’s workflow 
and requirements in order to inform system design. 
Methods: Resident physicians from our emergency medicine residency program were invited to participate in this 
study, performed at the Neil and Elise Wallace STRATUS Center for Medical Simulation at Brigham and Women’s 
Hospital.  Each participant performed the same simulated patient encounter, which included electronic 
documentation on a 55-year-old male presenting with head trauma. A physician-actor played the role of the patient 
using a standardized script. Participants documented the simulated encounter on the quality assurance version of the 
Massachusetts General Hospital web-based ED information system (EDIS), a system well known to study 
participants that includes patient entry, patient tracking, clinical documentation, and discharge management.4  The 
simulated patient encounter was video recorded, computer events were recorded using Morae (Techsmith Corp), and 
trained observers took notes.  Times, type of activity performed (including simultaneous activities) and actions 
performed by the residents were captured.  Coded activities noted include History Taking, Physical Examination, 
Patient Education Discussion, Documentation, Documentation and History Taking, History Taking and Physical 
Examination, and Discussion with Patient and Documentation. We calculated overall scenario time as well as the 
time spent on each activity, both for each participant and averaged across all participants.  The average length of 
time participants spent on simultaneous activities involving documentation was also recorded.  We also identified 
the sequence of tasks performed by each participant.   
Results: Eight residents participated in the study. The entire simulation session including exam, history taking, 
documentation and discussion with the patient averaged 17 minutes (range 8.3-23.5 min).  Activities that included 
documentation (Documentation, Documentation and History Taking, and Discussion with Patient and 
Documentation) totaled an average of 11 minutes (65% of the session).  On average, 3.5 minutes (21%) of the 
session were spent on simultaneous activities. The most common workflow sequence, used by 5/8 participants 
during the first part of the visit, was Documentation and History Taking, Physical Examination, Patient Discussion 
regarding the plan followed by Documentation. Most participants concluded the session alternating between 
discussing the plan with the patient and actively documenting. The average number of transitions (switching 
between major activities) per session was 6.3.   
Conclusion: In this task analysis, we confirmed that documentation is a large part of the ED patient encounter.  
Further, we found that resident physicians have different workflows and approaches, even when presented with the 
same patient scenario.  EDIS must be designed to be more efficient and to be flexible to support different user 
workflows.  
1. Weigl M, Muller A, Zupanc A, Angerer P. Participant observation of time allocation, direct patient contact and simultaneous activities in 

hospital physicians. BMC health services research. 2009;9:110. 
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Introduction and Background: Barcode-based electronic Medication Administration and 
Reconciliation (eMAR) has been shown to reduce medication errors and potential adverse drug 
events.[1] However, many current eMAR systems use computers on wheels that can be difficult 
to maneuver and barcode scanners that often require multiple scans. We developed a prototype 
next generation eMAR system using a tablet with Near Field Communication (NFC). We 
compared the efficiency and usability of the prototype NFC eMAR with a traditional barcode 
based eMAR on a computer on wheels in simulated medication administration scenarios.   
Methods: The application was built on a 7” tablet (Nexus 7, Google, Mountain View, CA) with 
NFC, a standard wireless communication protocol that allows secure exchange of small amounts 
of data. The NFC eMAR user interface and workflow was identical to the current barcode eMAR 
system.  We conducted a pilot study at an academic medical center’s medical simulation center 
with medical/surgical nurses who had experience using the existing eMAR system.  Nurses 
participated in two simulated medication administration scenarios; one using the bar-code based 
eMAR system and the second using the prototype NFC eMAR application.  We compared 
overall scenario completion time using a paired t-test and total scanning attempts using the 
Wilcoxon signed-rank test for paired data.  We also collected participant feedback on the NFC 
eMAR application using a modified IBM Post-Study System Usability Questionnaire (PSSUQ) 
and a semi-structured interview. 
Results: Twenty nurses, who had an average of six years experience using our current eMAR 
system, participated in the sessions. We were unable to analyze time and scan attempts for two 
participants due to unavailable video recordings.  The mean time to complete the scenarios using 
the NFC tablet and the barcode system was 202 seconds and 182 seconds, respectively (p=0.09). 
The mean NFC eMAR scan attempts was 7.5 compared to 6.5 attempts with the barcode system 
(p=0.13). In the PSSUQ, over 90% of participants found the NFC tablet eMAR system was easy 
to use, easy to learn, and enabled them to complete scenarios effectively and quickly. During the 
interviews nurse participants expressed interest in using the tablet in the hospital; suggestions 
focused on implementation issues, such as device storage and infection control.      
Discussion and Conclusion: There were no statistically significant differences in medication 
administration efficiency using the established bar-code based eMAR and prototype NFC eMAR 
systems.  As first time users with minimal training, participants overwhelmingly (>90%) found 
the NFC eMAR prototype highly usable.  NFC enabled mobile eMAR was well received by 
nurses in a simulated scenario and offers promise to improve nurse efficiency; however, larger 
studies in clinical settings are needed to further assess the impact on nursing efficiency. 
1 Poon EG, Keohane, CA, Yoon, CS et al. Effect of Bar-Code Technology on the Safety of Medication Administration. N Engl J Med 2010; 
362:1698-1707  
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Abstract 

Many tasks in the biomedical domain require specific information on objects and concepts of interest 

such as diseases. The profusion of information makes it difficult to understand what is available and 

what distinguishes one source from the next. We present a review of current sources of disease 

knowledge and provide a comparative analysis of three emerging sources (MEDIC, Disease Ontology 

and Google Freebase), contrasted with the comprehensive Unified Medical Language System (UMLS).  

Introduction and objective 

Desiderata for disease knowledge sources have been somewhat constant over the past decades [1,2]. 

However, when the need for a disease-related knowledge source arises, it remains difficult to assess 

which existing sources can accommodate the task requirements, either directly or after specific tailoring.   

Methods and Results 

We selected three terminological resources on diseases for their emerging use and the fact that they 

attempt to merge already existing sources: MEDIC, Disease Ontology and Google Freebase. We   

compare the sources content to assess the overlaps and specificity of each source in terms of concepts 

and relationships between them. For this analysis we focused on Medical Subject Headings (MeSH) and 

Online Mendelian Inheritance in Men (OMIM) concepts as well as the hierarchical and synonymy 

relationships. Data is contrasted with the Unified Medical Language System
®

 (UMLS
®

), a highly 

comprehensive terminological resource in the biomedical domain.  

Table 1 presents the sources content. Further analysis shows that these sources are complementary. 

While Google Freebase contents are not as structured as the other sources reviewed, it relies on current 

web-based documents to extract disease terms. As a result, based on our analysis of a random sample, 

67% of the terms that appear in Freebase but cannot be linked to the UMLS are either new synonyms 

for existing UMLS concepts (37%) or terms denoting concepts that are not in UMLS, such as rare 

diseases (30%). Furthermore, of the 7,828 MeSH and 3,997 OMIM concepts present both in the UMLS 

and MEDIC, we identified 2,831 links present in the UMLS but not in MEDIC. This constitutes a 

potential source of links between concepts that could be reviewed by MEDIC curators, and can also 

help improving quality assurance for all resources involved.  

 Number of Diseases Number of OMIM-MeSH links 

UMLS – DISORDER 538,351        MeSH: 8,052 

                     OMIM: 6,823 

Synonym      – 5,884 

Hierarchical –   681 

Google Freebase 10,635         MeSH: 4,914 

                    OMIM: 994 

Synonym      – 0 

Hierarchical –  0 

Disease Ontology 8,630           MeSH: 2,883 

                    OMIM: 1,660 

Synonym      – 1,356 

Hierarchical – 457 

MEDIC 9,658           MeSH: 7,828 

                    OMIM: 3,997  

Synonym      – 2,168 

Hierarchical – 2,790 

Table 1. Contents of three disease resources and the UMLS 
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Abstract: Journal entries about personal experiences related to fear, happiness, and sadness can 
be accurately classified using supervised machine learning methods. Given labeled examples, 
supervised learning algorithms can combine bag-of-words and LIWC-based features to predict 
the emotion described in each journal entry with high accuracy.  
Introduction and Background: Previous work in this area includes the field of sentiment 
analysis, which uses computational methods to identify opinions, particularly on social media. 
Additionally, work by Pennebaker et al. on LIWC uses word counting to find emotions and 
themes in writing samples [1]. We use an automatic classifier to identify if personal journals 
express fear, happiness or sadness; the features we selected result in higher accuracies than those 
reported in existing related works. 
Methods: Participants were instructed to write about 3 personal experiences, each approximately 
one-third of a page of typed computer text, in which they felt fear, happiness, and sadness. 
Additionally, participants were told to write in the present tense and to include the sensations and 
physical reactions they experienced. A total of 307 participant stories were collected: 103 about 
fear, 102 about happiness, and 102 about sadness. Each journal was converted into a feature 
vector using the bag-of-words model as well as features derived from LIWC [1]. Each LIWC 
word category (e.g. “verb” or “work”) is treated as a feature, and the feature value is the word 
category’s output value.  
Results: Ten-fold cross-
validation was performed using 
all of the classifiers in the 
Weka toolkit [2]. The highest-
accuracy classifiers for each 
feature set are shown in the table (right).  
Discussion and Conclusion:  Participants’ descriptions of these three emotions vary 
significantly in terms of grammar, diction, and subject matter, and can be classified 
programmatically with high accuracy by combining bag of words and LIWC-based features. 
This method could be applied to automate coding of personal writing samples rather than relying 
on human coders. Such a tool could also by medical professionals used to monitor the status of 
mental health patients via their writing, or to identify depressed individuals on social media.  
References: 
[1] Tausczik, Y. R., & Pennebaker, J. W. (2010). The psychological meaning of words: LIWC 

and computerized text analysis methods. Journal of Language and Social Psychology, 29(1), 
24-54. 

[2] Hall, M., Frank, E., Holmes, G., Pfahringer, B., Reutemann, P., & Witten, I. H. (2009). The 
WEKA data mining software: an update. ACM SIGKDD Explorations Newsletter, 11(1), 10-
18. 

Feature set Classifier Accuracy 
BOW only Multinomial Naïve Bayes 89.25% 
LIWC only SVM (linear kernel) 89.90% 

LIWC + BOW Multilayer Perceptron 91.53% 
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Abstract 

The Army has implemented Secure Messaging as the preferred method of communication for its health care team 

and patients. Through the use of team based workflow within a Patient Centered Medical Home Model, the Army 

has achieved a successful adoption rate of 10,000 patients per month. 

Introduction 

Although the benefits of electronic communication between physicians and patients have been extensively discussed 

in the literature, adoption rate has not met expectations.  A number of adoption barriers identified include concern 

about security, confidentially, workload, and reimbursement.  With technological advances, communication can now 

be conducted reliably and securely over the web asynchronously, but reported adoption rates remain low.  The Army 

Medical Department is currently undergoing a transformation to the Patient Centered Medical Home (PCMH) 

model.  In our PCMH model, we have introduced team based workflows with secure messaging as the preferred 

mean of communication between patients and providers.  

Methodology 

The Army has implemented a patient centered Medical Home suite of capabilities within the RelayHealth Secure 

Messaging platform that include:  administrative messages, clinical messages,  broadcast messaging to cohorts of 

patients, appointment reminder messages, multi-media patient education library, physician to physician connectivity 

(clinical messaging for care collaboration), and a personal health record.  Multiple workflows model have been 

developed and implemented to support both face-to-face and non-face-to-face interactions with secure messaging. In 

our study, enrollment and message volumes were tracked monthly.  A literature search was conducted and 71 

citations were reviewed and searched for monthly secure messaging enrollment rates.  

Results 

By deploying secure messaging into the clinical workflow of the PCMH model the Army has successfully deployed 

2,036 licenses with  an enrollment rate of 10,000 patients a month.  As of Feb 2013 the Army Medical Department 

(AMEDD) has over 100,000 active patient enrollments with 40 to 50 thousand messages a month. In comparison, 

Zhou reported an enrollment of 18,094 patients over 48 months (337/month) at Kaiser Permanente,1 Adamson 

reported 4,282 patients enrolled over 24 months at Mayo (178/month),2 and Liederman reported 6,394 patients 

enrolled over 17 months (376/month) at University of California Davis Health System.3 

Conclusion 

By implementing the Secure Messaging platform into a team based workflow the Army medical department has 

been able to demonstrate rapid deployment and use of Secure Messaging.  Future analysis will first look at how the 

use of Secure Messaging impacts the volume of phone calls and face-to-face visit demand on the PCMH practices 

and then further analysis will look at message type and content to determine how chronic disease is managed and 

how well patients are activated using Secure Messaging between typical office visits. 
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Abstract 

Electronic Health Record (EHR) data offer untapped potential for chronic disease surveillance. New York City is 

creating an EHR-based surveillance system (the NYC Macroscope) to monitor prevalence, treatment and control of 

chronic diseases, risk factors and preventive services, and is validating this system using a population-based 

examination survey.  By sharing our planning process, we hope to foster collaboration in this rapidly evolving field.  

Background 

In the last decade, Electronic Health Record (EHR) use among office-based physicians has increased four-fold1.  As 

the burden of chronic disease increases and public health departments face shrinking budgets and staff, EHR data 

may hold public health promise.  The potential of EHR data has been recognized, if not always realized, in 

syndromic surveillance2.  However, until recently, little has been done to capture EHR data for population-level 

chronic disease tracking.  As health information exchange becomes increasingly widespread, public health 

communities need guidance on how to harness EHR data to improve population health surveillance.   

The NYC Macroscope Project 

The New York City Department of Health and Mental Hygiene (DOHMH) is developing a prototype called the 

NYC Macroscope, an EHR-based surveillance system capturing data from 600 ambulatory practices serving 1.5 

million patients annually.  Since 2008, DOHMH’s Primary Care Information Project has used EHR data to support 

quality improvement and program evaluation3.  In 2011, we developed a system to distribute ad-hoc SQL queries to 

connected practices and receive aggregate, de-identified counts back overnight4.  In 2012, DOHMH and the City 

University of New York School of Public Health (CUNY SPH) created a series of EHR indicators to measure 

prevalence, treatment and control of chronic diseases, risk factors and preventive services at the population level.  

These indicators form the skeleton of the NYC Macroscope.  

To understand how best to construct the NYC Macroscope indicators and assess their ability to describe disease 

among different New York City subpopulations, CUNY SPH and DOHMH are conducting a gold standard, 

representative, population-based survey, the 2013 NYC Health and Nutrition Examination Survey.  We will 

compare health estimates from survey and EHR data to generate best practices for indicator construction, data 

analysis, and population weighting, and we will document lessons learned from these explorations for other 

jurisdictions in 2014-2015.  By disseminating our planning process as well as our subsequent results, we aim to 

stimulate dialogue with other stakeholders interested in using EHR data outside of clinical care.           

Conclusion 

EHRs offer a wealth of promising but tricky data.  Many jurisdictions could benefit by incorporating these data into 

their health monitoring systems.  With this project, we hope to provide a blueprint to other users on how to approach 

the possibilities and pitfalls of EHR data in the context of public health surveillance.   
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Abstract 

We examine the necessity of utilizing team user models in the design of health information technology systems. 

Introduction 
Much of healthcare depends on distributed systems of clinical providers

1
, however, HIT has generally failed to 

support clinical teams in areas such as communication, collaboration, coordination, and temporal awareness
2
. 

Emergent features of teams such as strategy formulation, situation monitoring, and leadership may require specific 

support
3
.  

The TURF framework, a method of Work-Centered Design, provides a qualitative and quantitative means of 

developing systems through task, user, representational, and functional analyses
4
. In its current state, TURF assesses 

individual users’ needs, but we believe it can also be extended to the assessment of team needs. The broad goal of 

this project is to develop an interface to support team use of a specific form of HIT, namely dashboards. We focus 

on an Emergency Department in an ongoing study to increase situation awareness in critical care environments. 

Thus far, we have conducted a focus group and developed a survey exploring a needs assessment of team-based 

work.  

Methods 
Through iterative focus groups with five attending ER physicians, we generated a number of potential themes of 

team-based work in the Emergency Department. These areas include: management of trauma code procedures, 

management of resources particularly in overcrowding conditions, and distribution of workload (i.e., assignment of 

new patients to providers/nurses). 

From these focus groups, we narrowed our efforts to issues of workload. A survey was designed to capture how 

attending physicians and charge nurses determine the workload of those under their supervision and the factors 

influencing their assignment of new duties (Figure 1). Additionally, the survey investigates how residents, nurses, 

and other physicians ascertain the availability of others as a resource to their own work (e.g., source of potential 

help, availability for interruption). Ultimately, such data will be used to hone methods for identifying team-based 

tasks, team needs, and the potential of HIT to support such work.   

Q. What factors do you consider when assigning patients to your residents? (Please select all that apply.) 

� Experience level of the resident or fellow 

� Complexity of the patient case 

� Workload of the resident or fellow 

� Proximity 

Figure 1. Sample survey question to identify how providers allocate patients to those under their supervision. 

Discussion and Conclusions 

The survey is ongoing. We anticipate the results will pinpoint areas of team-based efforts and provide indicators of 

workload efforts (e.g., number of patients currently assigned, physical location, time to bed delays)
1
. 

Improving our understanding of team users’ needs will help in the interface design of systems in the healthcare 

settings. Patient safety and quality will improve through the enhancement of each clinician teams’ efficiency, 

effectiveness, coordination, communication, and acceptance and use of the HIT.  
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Abstract 

The demand for knowledge acquisition from health records has molded natural language processing as an 
indispensable resource to information processing. This paper describes the use of four Brazilian Portuguese 
controlled terminologies as to assist named entity recognition in renal biopsy reports written in free text. The pre-
processing tasks of the corpus and the terminologies are also presented. 

Introduction 

Named entity recognition is an important task for information extraction. Medical controlled terminologies are 
known to promote named entity recognition in medical records. Natural language processing techniques and text 
mining are also key approaches to enable information extraction. 

Methods 

Our corpus consists of 3,728 renal biopsy reports related to patients from all Brazilian regions. All reports were 
written by a single pathologist. The reports are written in natural language and are organized in five sections: Macro 
examination, Microscopic examination, Direct Immunofluorescence, Diagnosis and Observation. Aiming to 
recognize the medical terms, reports and the terminologies have been pre-processed: accents were removed, words 
were converted to lowercase, stop-words were removed and stemming was applied. We designed, implemented and 
applied a terminology based named entity recognizer in every report sentence1. All the four UMLS2 available 
Brazilian Portuguese terminologies have been used: MeSH, MedDRA, WHO and ICPC.  

Results 

Using our recognizer, 393 terms from MeSH, 182 terms from MedDRA, 58 terms from WHO and only 5 terms from 
ICPC have been found in the corpus. From the total number of 149,842 terms in the four terminologies, less than 1% 
have been annotated. 

Conclusion 

Manual validation is under way. Early conclusions point that the small amount of Brazilian Portuguese medical 
terms found in reports is due to the absence of Brazilian Portuguese nephrology terminologies. The ICPC is a 
dictionary for Primary Care while WHO is a terminology for Adverse Drug Reaction. MeSH and MedDRA are 
general medical terminologies, which explain their better performance. Therefore, a specific nephrology 
terminology is also under way. 
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Introduction: Patients are using secure messages with increasing frequency to communicate with their 

healthcare providers.  Secure messages, however, do not have homogeneous content and require 

different members of the healthcare institution to adequately answer questions posed in the messages.  

Some messages concern follow-ups of previous office visits or laboratory test results that require direct 

provider input.  Others messages are about new symptoms that may require further questioning or 

triage prior to an appointment.1 Still others relate to billing or form completion (prior authorization, 

home health care) and are best handled by someone from secretarial staff or business office.  Sending 

all patient secure messages to the provider or care team can result in inefficient use of valuable provider 

and nursing time.  The eTraffic controller job was a newly created position for clinical assistants trained 

in secure message sorting and forwarding.  Our study examines message outcomes before and after the 

eTraffic controller. 

Methods:  We examined secure message flow before and after implementation of the eTraffic controller 

(a clinical assistant trained in resolving or forwarding messages to the appropriate healthcare staff). The 

eTraffic controller was trained to sort and forward incoming messages in an effort to minimize rework 

and duplication of effort.  For example, the eTraffic controllers were instructed to send messages about 

new symptoms to a triage nurse but messages about old symptoms that had been previously evaluated 

were sent directly to the most recent provider.  Messages about billing or appointments were to be 

forwarded to the business office and appointment coordinators respectively.  The ideal eTraffic 

controller process was one message transfer to the right person or inbox so that message ownership 

and resolution was completed with a single hand off and without involving persons either overqualified 

or under qualified to handle the message content.  For baseline comparison of messages before and 

after eTraffic controller implementation, messages were categorized into subtypes (e.g. symptom, 

medication, and test result messages).  Measures were time to message resolution, number of message 

handoffs, and proportion of message handles by job category (provider, nurse, clinical assistant, 

secretary) 

Results:  We examined 715 messages (355 prior to eTraffic and 360 after).  The pre and post eTraffic 

controller messages were proportionately similar in requests about symptoms, medication questions 

and test result reviews. Mean nursing message handles per message before e Traffic controller was 1.04 

per message and after was 0.81, a drop of 22% (p<.0001).  Mean handles by MD providers per secure 

message were 0.50 pre eTraffic and 0.60 after for an increase of 20% (p=0.004).  Mean time to message 

resolution was not statistically different (pre eTraffic =24.7 hrs. post =21.9 hrs., p=0.29). 

Conclusion:  Use of the eTraffic controller was associated with a reduction in message handling by 

nursing staff but providers saw an increase.  We could not attribute the rise in provider involvement in 

messages to specific changes in message content requiring provider review.  As volume of secure 

messages increases, further efforts will be needed to distribute the work of answering these messages 

across the care team.  We are exploring patient self-sorting of messages, inclusion of pharmacists as 

message answerers, and algorithms for eTraffic controller sorting. 
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Introduction and Background: Respiratory rate (RR/minute) is an underutilized but potentially 

useful non-invasive vital sign. In hemorrhagic shock, RR increases because fall in arterial 

pressure increases vasomotor activity and acidosis stimulates the chemo-sensitive area of the 

respiratory center. RR has great potential, together with other non-invasive vital signs, to identify 

or exclude patients with life –threatening hemorrhage in the field and during in-hospital 

resuscitation. RR is a ‘forgotten’ vital sign in ‘real-world’ trauma patient resuscitation because of 

artifacts due to multiple patient care activities interfere with sensor signals. The aim of this study 

was to develop signal processing methods to improve measurement of RR during trauma patient 

resuscitation. We tested the hypothesis that application of advanced signal processing methods to 

photopletymograph (PPG) waveforms can match RR of mechanically ventilated trauma patients. 

Methods: PPG waveforms (240 Hz) were collected from 22 mechanically ventilated trauma 

patients during the 1
st
 hour of resuscitation. ‘Gold standard’ RR reference was end-tidal CO2 

respiration rate (CO2_RR) from GE Marquette monitor. Savitzky-Golay filtering reduced 

waveform noise while maintaining the shape and height of waveform peaks. Fast Fourier 

Transform (FFT) then extracted RR from PPG waveform (PPG_RR). PPG_RR and GE monitor 

reported ECG based RR (ECG_RR) were compared to the ‘gold standard’ CO2_RR using 

Student’s t-test; p<0.05 was considered statistically significant. The absolute mean difference 

(∑) ± standard deviation (SD) was used to reflect the RR accuracy and stability. 

Results: Total of 25.4 hours during which PPG waveforms, ECG_RR and CO2_RR are all 

available for the study. The ∑ ± SD between our algorithm based PPG_RR and CO2_RR was 

3.21 ± 3.55 breaths per min. The difference between ECG_RR and CO2_RR was 5.75 ± 6.00 

breaths per minute. Student’s t-test showed significant difference in both mean difference (p = 

0.02) and standard deviation (p=0.0008) with respect to ‘gold standard’ CO2_RR between 

PPG_RR and ECG_RR.  

Discussion: RR can be successfully extracted from real-world noisy PPG signals with reasonable 

accuracy in mechanically ventilated trauma patients, even when signals are corrupted by motion 

artifacts, using a simple Savitzky-Golay filtering and time-averaged FFT approach. As judged by 

mean and SD of absolute difference, the respiratory rate can be extracted successfully from the 

PPG waveform of ventilated patients. The ability to add RR to PPG oxygen saturation, PPG 

heart rate and assess PPG waveform features would advance the potential status of decision 

support for pulse oximetry in the field and for pre-hospital triage. 

Absolute difference compared 

with CO2_RR 

RR derived from 

PPG (PPG_RR) 

RR reported by  

GE monitor (ECG_RR) 

Student’s t-test  

p value 

Mean difference (breaths/min) 3.21 5.75 P = 0.02 

Standard deviation (breaths/min) 3.55 6.00 P = 0.008 

Funded by USAF: FA 8650-11-2-6D01 and FA 8650-11-2-6142 and ONR N00014-12-C-0120 
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Abstract 

Diana Forsythe was a pioneering anthropologist who raised innovative and unsettling questions about the role of 
information technology in life and work, and differences in perspective between designers and users of technology. 
Diana was known for her tenacious defense of the integrity of ethnographic research, and for her enthusiastic 
examination of the “culture of no culture”1,2 that is American science and biomedicine. We examine Diana’s 
ongoing influence and relevance from the varied perspectives of four distinguished informatics researchers. 

Introduction 

Diana Forsythe was a pioneering anthropologist of science, technology and work. Her research focused on artificial 
intelligence (AI) and biomedical informatics, and as an early member of AMIA, she worked closely with many 
investigators who remain active in biomedical informatics today. Diana was a strong-minded, rigorously methodical 
anthropologist, approaching her work among medical informaticists and AI researchers with the same ethnographic 
stance that she, in previous work, used in a more geographically and culturally remote society. She provided 
numerous important contributions to research that continue to be relevant today. This panel will explore the impact 
of Diana’s work on her generation of medical informatics research, and the continued relevance her insights have for 
current and future generations of investigators. The panelists include three distinguished AMIA members: 

 Dr. Jos Aarts, a senior research scientist in the Institute of Health Policy and Management at Erasmus 
University, Rotterdam, where he conducts ethnographic research and teaches qualitative methods in a 
European tradition that has been highly influenced by Diana’s work. 

 Dr. Paul Gorman, a physician informaticist and friend of Diana’s who teaches and conducts interpretive 
ethnographic research at Oregon Health & Sciences University. 

 Dr. Madhu Reddy, a computer and information scientist and co-author of two papers that received the 
Diana Forsythe Award in 2002 and 2010, has been active in the computer science and design communities 
that have been most influenced by Diana’s work, including the field of Computer Supported Cooperative 
Work (CSCW). 

The panel will also include a perspective from the world beyond AMIA, where Diana’s work has influenced design 
research in health informatics and other areas: 

 Dr. Geraldine Fitzpatrick, a distinguished researcher, designer and teacher in Human-Computer 
Interaction (HCI) and CSCW who specializes in qualitative methods; co-author with Gunnar Ellingsen of 
“A Review of 25 Years of CSCW Research in Healthcare: Contributions, Challenges and Future Agenda”. 

The panel will be moderated by Dr. Laurie Novak, a health systems anthropologist and co-chair of the Diana 
Forsythe Award committee for AMIA 2013.  
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Brief Description of Panelist Presentations  

Jos Aarts 

The 2011 IOM ‘Health IT and Patient Safety’ states that patient safety is an emergent property of a sociotechnical 
system 3. A sociotechnical system takes into account context of use. Sociotechnical thinking developed in Europe to 
address changing workplace conditions as a result of introducing new technologies, to stimulate workers to take 
control of these conditions and emancipate them vis-à-vis new technologies. Though not named as such, 
ethnographic studies were considered essential to understand the interaction between worker and technology. 
Different strands emerged, including the Scandinavian approach of Computer Supported Collaborative Work 
(CSCW) to involve users in the co-design and implementation of information technology and the interpretive 
approach of Science and Technology Studies (STS). 4,5 Diana Forsythe positioned her studies firmly in these 
traditions. It is not surprising that the Diana Forsythe Award was won in majority by European health information 
technology researchers, Carl May (2001), Rebecca Randell (2004), Carsten Østerlund (2005), Davide Nicolini 
(2007), Gianluca Miscione (2008), Nelly Oudshoorn (2009), Maja Korica (2011) and Eivor Oborn (2012). A decade 
ago the concept of a sociotechnical system was virtually unknown in American health informatics, now a proper 
understanding of success of HIT is almost impossible without referring to this concept. Dr. Jos Aarts will outline 
how this line of thinking gradually percolated American health informatics and its importance to evaluating the 
impact of the HIT stimulus program and Meaningful Use provisions of the HITECH act. 
 
Geraldine Fitzpatrick 

Diana Forsythe’s work reached well beyond the Medical Informatics community. I recall in particular her huge 
influence on my own work. “Brilliant paper; parallels of work building expert systems and work building 
workflow/process support systems. Issues of decontextualising work, deleting the social.” This is a note I wrote 
sometime in the mid 90s, attached to my bibliography entry for her 1993 paper “The Construction of Work in 
Artificial Intelligence”, in which she drew attention to the “systematic deletions in practitioners’ representations of 
their own work” and “the system builder’s own tacit assumptions” in the design of a medical expert system. 
  
Forsythe also drew attention to researchers themselves in her widely cited 1998 CSCW Journal article “It's Just a 
Matter of Common Sense': Ethnography as Invisible Work”, leading me to add a qualifying note in my 1998 thesis 
about my “more pragmatic use of ethnographic approaches for the purposes of design […] in recognition of the 
depth of skills, knowledge and experience required to be a ‘pure’ ethnographer within a social science discipline 
(Forsythe, 1998)” 
  
In these and all her papers, there is a fundamental call for reflexivity in one’s own practices. This call is even more 
relevant today as we deal with the tensions arising from increasing computerisation of healthcare and the associated 
problems with adoption and outcomes often reported in literature. To properly address these tensions moving 
forward, I will argue for a Forsythe-like reflexive lens for three different groups: designers/system builders, on their 
continued tacit assumptions and prioritization of different agendas in design; on researchers, the methods they use 
and, in particular thinking of Forsythe’s 1991 paper “Broadening Our Approach to Evaluating Medical Information 
Systems”, how their evaluation studies can better contextualize work and technology adoption, and make the social 
visible; and on practitioners and clinicians themselves, to be more reflexive about their own invisible and tacit work 
practices so that they can more pro-actively contribute to the co-design of work and systems. 
 
Paul Gorman 
 
Without question, our field of biomedical informatics would not be the same today were it not for the work of Diana 
Forsythe. The imprint she left is far reaching and continues to grow, reflected in the increasing numbers of 
qualitative researchers in our field, reflected in the excellent papers we deliberate over each year when we struggle 
to  choose the recipient of the annual Diana Forsythe Award, and reflected in the fact that the use of ethnographic 
and qualitative methods which in the past were the exception, are now perfectly routine and expected to be included 
in biomedical informatics research and development. In the spirit of the best science, Diana urged us to question our 
assumptions, insisted that we be rigorous in our methods, and invited us to view the world from alternate 
perspectives. For patients, and for clinicians, this has been a very good thing, ensuring that an authentic and genuine 
account of the experiences of patients, nurses, doctors and others be a part of the story in designing, developing, and 
evaluating information systems in health care. 
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Madhu Reddy 

Diana Forsythe’s work has influenced a large number of new researchers in the biomedical informatics community 
who wanted to utilize interpretative research techniques to understand informatics-related issues with the same rigor 
and insight that she had. I view myself as one of those researchers. In my presentation, I will describe three ways 
that Diana’s work has influenced my research. 

First, Diana argued for the importance of interpretative research techniques in the biomedical informatics 
community. She had been a strong advocate of applying these research techniques to a variety of informatics 
problems. In particular, she argued that interpretative research will give insight into problems that may difficult to 
gather using other research methods. An example of this is in workflow research. The use of interpretative research 
methods have provided valuable understanding of the relationships between the use of HIT and workflow.6,7 

Second, Diana argued for rigor in applying these research techniques. She well-understood that many biomedical 
informatics researchers were not familiar with interpretative research and consequently would evaluate the value of 
those methods by the methods they were familiar with. Therefore, Diana’s work reflected the rigor of careful data 
collection, analysis, and interpretation. 

Finally, Diana’s work highlighted the importance of collaboration. Interpretative research requires researchers 
working closely with the domain specialists. In some cases, these individuals’ may be the same. However, in many 
cases, this is not the case. In my particular situation, I have been very lucky to work with clinicians who understand 
and value the role that interpretative research can play in helping them understand the role of HIT in their work. 

Diana’s trailblazing work along with researchers such as Nancy Lorenzi, Bonnie Kaplan, and others has paved a 
way for a generation of researchers to apply interpretive research methods among other research techniques in 
addressing research problems in the biomedical informatics community.  
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Abstract 

Abstraction networks are compact summarizations of terminologies used to support orientation and terminology 

quality assurance (TQA). Area taxonomies and partial-area taxonomies are abstraction networks that have been 

successfully employed in support of TQA of small SNOMED CT hierarchies. However, nearly half of SNOMED 

CT’s concepts are in the large Procedure and Clinical Finding hierarchies. Abstraction network derivation 

methodologies applied to those hierarchies resulted in taxonomies that were too large to effectively support TQA. A 

methodology for deriving sub-taxonomies from large taxonomies is presented, and the resultant smaller abstraction 

networks are shown to facilitate TQA, allowing for the scaling of our taxonomy-based TQA regimen to large 

hierarchies. Specifically, sub-taxonomies are derived for the Procedure hierarchy and a review for errors and 

inconsistencies is performed. Concepts are divided into groups within the sub-taxonomy framework, and it is shown 

that small groups are statistically more likely to harbor erroneous and inconsistent concepts than large groups. 

Introduction 

Terminologies are often large and highly complex structures, making activities such as terminology quality 

assurance (TQA) difficult and laborious. Terminology browsers such as CliniClue Xplore [1] are very good at 

providing users and terminology editors with entry into terminological content. For example, they offer a view of a 

concept’s immediate neighbors, including parent and child concepts and targets of lateral relationships. However, 

browsers are not useful for revealing the foundational configuration of an entire hierarchy of a terminology, 

important for TQA work. 

 

The Systematized Nomenclature of Medicine – Clinical Terms (SNOMED CT, or SCT for short) is one of the most 

widely used medical terminologies. In previous research [2], we have developed two kinds of abstraction networks 

(ANs)—high-level compact summarizations—to support TQA efforts for SCT. The first, the area taxonomy, is 
based on a structural partition of a hierarchy. The second, the partial-area taxonomy, is derived from the area 

taxonomy via the grouping of semantically similar concepts. 

 

In [2], it was shown using the Specimen hierarchy that the two taxonomies successfully support TQA tasks. 

However, Specimen is relatively small, with only 1,329 concepts. The amount of knowledge varies widely between 

different SCT hierarchies. For example, in Procedure we find 52,284 concepts, and in Clinical Finding, 98,544. The 

number of concepts in a hierarchy affects the applicability of our taxonomy-based TQA approach. Moreover, the 

large number of relationship types defined for these hierarchies results in a large number of structural partitions and 

causes a growth in taxonomy size. Specimen has five different relationship types, whereas Procedure has 28. With 

an order of magnitude increase in hierarchy size and number of relationship types, the taxonomies tend to lose their 

compactness and, hence, their effectiveness from a TQA standpoint; e.g., Procedure’s partial-area taxonomy has 
over 10,000 concept groupings. 

 

In this paper, we present a methodology for deriving sub-taxonomies in order to partition taxonomies for large SCT 

hierarchies into more manageable pieces. This approach offers scalability of our taxonomy-based TQA regimen to 

those hierarchies, to which it was previously inapplicable. The sub-taxonomies themselves support the partitioning 

of collections of a large hierarchy’s concepts into groups such that some groups comprise concepts expected to have 

a higher likelihood of errors and inconsistencies—thus, helping to focus the effort and increase the effectiveness of 

domain-expert TQA personnel. The methodology is applied to SCT’s large Procedure hierarchy. The results of the 

TQA effort are presented. 
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Background 

Abstraction networks, such as taxonomies [2], are compact networks used to summarize the contents of a 

terminology. The area taxonomy is based on a concept grouping called an area, comprising concepts that all share 

the same set of outgoing attribute relationships. Diagrammatically, an area is a box labeled with the common 

relationships. (In the text, the relationships are placed in braces to form the area name.) Concept information aside 

from the relationships is abstracted away. To demonstrate this, consider Figure 1(a) with 14 concepts (labeled with 
their fully specified names) from the Procedure hierarchy. The lines are IS-As between concepts. Concepts with the 

same outgoing attribute relationships (relationships, for short) are grouped together in a common bubble. For 

example, the concepts Procedure by site, Procedure on extremity, Procedure on head and/or neck, and Procedure 

on neck have a single relationship named Procedure site. Procedure, Outpatient procedure, and Regimes and 

therapies have no relationships and are thus grouped in the  (empty set) bubble. 

 

Figure 1(b) shows the area taxonomy for Figure 1(a). Procedure by method and Surgical method are now 

represented solely by the area {method}. Similarly, Limb operation, Amputation of limb, Operation on neck, 

Incision on neck, and Neck repair are represented by area {method, procedure site}. Areas are organized into color-

coded levels based on the number of relationships. 

 

 
Figure 1. (a) Excerpt of concepts from Procedure hierarchy. Relationships common to all concepts in a given bubble 

are listed. (b) Area taxonomy derived from this excerpt. (c) Partial-area taxonomy derived from the same excerpt. 

 

In every area, there will be one or more concepts that do not have a parent within the area. Such concepts are called 

roots. An IS-A from a root to its parent in another area yields a hierarchical connection between the respective areas 
called child-of. In Figure 1(b), child-of’s are represented as bold lines. For example, {method, procedure site} is 

child-of {method} as well as {procedure site}. IS-As between concepts within an area are abstracted away, just as 

the concepts they are connecting. Every concept is in exactly one area, i.e., all areas are disjoint. 

 

The partial-area taxonomy refines the area taxonomy with the inclusion of partial-areas, each consisting of a root 

and all of its descendants in its area. Thus, the number of partial-areas in an area is equal to the number of roots. 

Figure 1(c) shows an example. Each partial-area appears as a white box inside its area. Its label is its root, and the 

parentheses hold its number of concepts. All other information is abstracted away. 
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The concept Procedure by method, a root of {method}, and its child Surgical method are grouped into the partial-

area Procedure by method, the white box in {method}. Partial-areas are also linked by child-of’s derived from the 

underlying IS-As. In particular, a partial-area A is a child-of another partial-area B if A’s root has a parent in B. In 

Figure 1(c), Procedure by site is child-of Procedure. In general, TQA methodologies have been designed around the 

use of partial-area taxonomies, with the partial-area being the primary taxonomic element reviewed. 

 
The size of taxonomies is dependent on (a) the number of concepts in the hierarchy, (b) the number of relationship 

types defined for the hierarchy, and (c) the combinations of relationships appearing in actual concepts. The partial-

area taxonomy of the Specimen hierarchy (with five relationships and a total of 1,329 concepts) has only 22 areas 

and 409 partial-areas. In the case of Procedure, with 52,284 concepts and 28 types of relationships in 735 

combinations, the partial-area taxonomy has 735 areas and 10,621 partial-areas. Figure 2 shows a small portion (69 

areas) of the area taxonomy. The number of concepts per area is indicated in parentheses. The entire area taxonomy 

at the scale of Figure 2 would be 23 pages wide. The partial-area taxonomy diagram would be over 100 pages by 4 

pages at the scale of Figure 4.  

 

In previous work, we have shown how the partial-area taxonomy can support TQA, e.g., through the use of 

anomalies that appear within the taxonomy itself. In general, the partial-area taxonomy has been shown to reveal 

groups of concepts having statistically significantly higher concentrations of errors and inconsistencies. One 
relatively simple TQA strategy has been to focus on “small” partial-areas, with several threshold values for “small” 

being possible [3, 4]. This approach has already proven useful for the Specimen hierarchy [3] and the National 

Cancer Institute thesaurus’s (NCIt’s) [5, 6] Biologic Process hierarchy [4]. 

 

Given the scope of Procedure’s partial-area taxonomy (10,621 partial-areas), even a review of the small partial-areas 

is impractical. Using the definition of small found in the Results section (partial-areas of size three or less) there are 

9,359 (9,236/10,621=88.1%) small partial-areas in the Procedure partial-area taxonomy, encompassing 11,239 

concepts (11,239/52,284=21.5% of the hierarchy). This is still far too much information to process effectively. In 

other words, the taxonomy-based TQA strategy, as it stands, does not scale to large hierarchies. Dealing with this 

issue is the primary focus of this paper. 

 
Let us note that various other semantic, structural, and ontological techniques [7-11] have been developed for TQA 

of SCT. For a summary of such auditing techniques, see [12]. The partial-area taxonomy TQA methodology can be 

used independent of, or in conjunction with, other TQA methodologies. 

Methods 

We begin by first automatically deriving a relationship-constrained area sub-taxonomy and a relationship-

constrained partial-area sub-taxonomy (sub-taxonomy for short when there is no ambiguity) by restricting the 

number of relationships used. Specifically, a subset of the hierarchy’s defined relationships is chosen to derive the 

areas. For example, assume we are dealing with a hierarchy of 10 relationships, r1, r2, …, r10. The area sub-

taxonomy with respect to, say, the four relationships r1, r4, r6, and r8 may only include areas {r1, r4, r6, r8}, {r1, r4, 

r6}, {r1, r4, r8}, {r1, r6, r8}, {r4, r6, r8}, {r1, r4}, etc. That is, only areas involving subsets of {r1, r4, r6, r8} (including 

) are allowed. As such, there are a maximum of  (= 210) areas in the sub-taxonomy. Note that only 

combinations that exist in the hierarchy are considered, and many combinations of relationships may not exist. 

 

Once the subset R of relationships is chosen, the definition of the area sub-taxonomy is similar to that of the 

complete area taxonomy but is restricted to those areas whose relationships are all members of R. Because  is a 

subset of any R, the area  appears in every area sub-taxonomy. The definition of the partial-area sub-taxonomy 
with respect to R follows the definition of the complete partial-area taxonomy for the specific hierarchy, again 

limited to the areas of the area sub-taxonomy for R. 

 
Many combinations of relationships may not produce meaningful area sub-taxonomies because the relationship 

combinations of the chosen subset do not appear in the hierarchy. Hence, one should carefully choose the subsets of 

relationships to use for sub-taxonomy generation. Let us note that we have built a software tool called the 

Biomedical Layout Utility for SNOMED CT (BLUSNO) for rapid derivation, visualization, and exploration of sub-
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Figure 2. A small portion of the ten levels of the Procedure hierarchy’s area taxonomy 
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taxonomies [13]. One can start with the complete taxonomy of a hierarchy, available in BLUSNO, and then select an 

area of interest and choose its set of relationships for defining the sub-taxonomy. Figures 4 and 5 were created using 

the visualization capabilities of the BLUSNO tool. 

 

The second step of our methodology is the TQA process itself, which involves review of concepts expected to have 

a higher likelihood of error. In this work, as in our previous research [3, 4], that entails processing the small partial-
areas of a chosen sub-taxonomy. In fact, based on our findings in [3], we propose to test the following hypothesis: 

 

Hypothesis: In a sub-taxonomy of a large SCT hierarchy, small partial-areas have higher error concentrations than 

large partial-areas. ■ 

 

We will test this hypothesis for a sub-taxonomy of the Procedure hierarchy. Following our previous research [3, 4], 

the threshold value distinguishing small from large will be determined experimentally in our study, with an eye 

toward maximizing the statistical significance between the respective error percentages. Modifying the boundary 

between small and large changes the number of concepts that are recommended for TQA review. Let us note that 

typically the change in error rates when progressing from small to large partial-areas is gradual rather than sharp. 

Results 

We derived a sub-taxonomy of SCT’s Procedure hierarchy (Jan. 2011 release) by choosing the three relationships 
method, procedure site – direct and using access device. Figure 3 shows the eight areas of the sub-taxonomy. They 

reside on four levels. With only eight areas, this figure is much more manageable to scan than Figure 2 with 69 

areas. In Figures 4 and 5, long partial-area names are truncated to save space. Within BLUSNO, selecting a partial-

area displays its entire name. Partial-area child-of links are only displayed for three small areas in Figure 4 for 

demonstration purposes. For easier readability, BLUSNO provides an interactive environment that enables zooming 

in on visualizations like Figures 4 and 5. On Level 1, we find three areas, 104 partial-areas, and 3,870 concepts. 

Note that the total number of concepts, namely, 17,706 (covering 34% of Procedure) is still overwhelming. Figure 3 

shows the child-of links, between areas, using the same color as the target area. The largest level is Level 2 

containing the largest area {method, procedure site – direct} with 11,092 concepts. The second largest level is Level 

1, mainly due to the area {method}. This is followed by Level 0 with the area . 
 

 

Figure 3. Area sub-taxonomy with respect to the three relationships using access device, procedure site – direct, 

and method 

 

For further orientation into the content of this sub-taxonomy, we refer to Figures 4 and 5. The largest area {method, 

procedure site – direct}, with 730 partial-areas, is hidden due to space limitations. The fact that {method, procedure 

site – direct} has so many partial-areas and concepts is not surprising; there are a very large number of methods for 

procedures and a large number of body sites. The large blue area is obtained when these multiplicities are combined. 
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Figure 4. Levels 0 and 1 and part of Level 2 of the partial-area sub-taxonomy with respect to the three selected relationships 
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Figure 5. The only third-level area of the sub-taxonomy with respect to the relationships method, procedure site – direct, and using access device
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The partial-areas of the sub-taxonomy are separated into small and large based on their numbers of concepts. The 

hypothesis is that errors appear in higher concentrations in the small partial-areas than they do in the larger ones. To 

test this hypothesis, we audited all of the concepts of two areas, {procedure site – direct} (green) with 192 concepts 

and {method, using access device, procedure site - direct} (red) with 240 concepts. One large partial-area Neck 

excision (118) from {method, procedure site - direct} (blue) was also audited. In total, 550 concepts from the sub-

taxonomy were individually reviewed for errors and inconsistencies. The green and red areas that were selected have 
a few medium-sized partial-areas and many small ones. The partial-area Neck excision with 118 concepts selected 

from {method, procedure site – direct} adds concepts from a large partial-area. These concepts were chosen for 

review because they have different numbers of relationships and are from different size partial-areas. 

 

The auditing was conducted by one of the authors (YC), trained in medicine and experienced in terminology 

auditing. The inferred view of SCT (Jan. 2011) was used throughout the auditing process. The focus was on errors 

and inconsistencies involving incorrect or missing parents or children—errors that were deemed to be most 

troublesome in a study of SCT users’ preferences [14]. Due to their definitional role in modeling a concept, such 

basic errors and inconsistencies may cause additional problems with relationships due to inheritance. We note that 

missing or incorrect child errors can be restated as missing or incorrect parent errors for the child concept. However, 

we report them as missing or incorrect children according to the perspective of the auditor. 

 
Out of the total of 550 concepts reviewed, 67 (12.2%) were found to contain errors or inconsistencies. Table 3 

illustrates four examples of such problems found during our review. Table 4 gives the distribution based on partial-

area size. Out of the 67 errors and inconsistencies, we found 31 concepts with at least one incorrect or redundant 

parent and 27 concepts missing at least one parent. We found that 44 (66% = 44/67) of the problematic concepts 

were primitives, indicating that certain knowledge about these concepts may be missing from the terminology. 

 

Table 3. Four examples of inconsistencies identified in the TQA review of the sub-taxonomy 

Concept Partial-area Problem Type Correction 

Endoscopic Congo 

Red Test 

Endoscopic Congo Red Test (1) Missing parent: Congo 

Red Test 

Add IS-A directed to 

Congo Red Test 

Ureteroscopic 

pyelolysis 

Ureteroscopic pyelolysis (1) Missing parent: 

ureteroscopic operation 

Add IS-A directed to 

ureteroscopic operation 

Endoscopic drilling of 

ovary 

Endoscopic drilling of ovary (1) Incorrect parent: 

cauterization of ovary 

Replace with IS-A 

directed to drilling of 

ovary Convulsive therapy Convulsive therapy (11) Missing parent: 

Therapeutic procedure 

Add IS-A directed to 

Therapeutic procedure 

 

Table 4. Summary of errors found in the audit of the sample partial-areas of the sub-taxonomy 

Partial-area Size # Partial-Areas Total # Concepts # Erroneous Concepts % Erroneous Concepts 

118 1 118 12 10 
14 1 14 1 7 
12 2 24 1 4 
11 2 22 1 5 
10 1 10 1 10 
9 1 9 0 0 
7 1 7 2 29 
6 4 24 2 8 
5 4 20 3 15 
4 6 24 1 4 
3 12 36 7 19 
2 26 52 7 13 
1 190 190 29 15 

Total: 251 550 67 12 
 

We chose three as the threshold because it maximized the statistical significance of error rates between small and 

large partial-areas (15.4% vs. 8.8% erroneous, respectively), with p < 0.019 according to the Fisher exact 2-tailed 

statistical test. Therefore, an auditor reviewing partial-areas of size three or less is expected to uncover more 
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inconsistencies than if they reviewed other partial-areas. Thresholds of five and seven were also found to be 

statistically significant with p<0.047 and p<0.031, respectively. A threshold of seven had a slightly higher ratio of 

errors (1.76 = 14.4/8.2) in small (14.4%) versus large (8.2%) compared to a threshold of three (1.75 = 15.4/8.8). In 

Table 5, we show results with respect to small partial-areas (1–3 concepts) and large partial-areas (4–118 concepts). 

 

Of course, there are also errors in large partial-areas (8.8% in our sample). Due to the better auditing yield as 
measured by the ratio of the number of errors to the number of concepts in our sample, we recommend that an 

auditor start with small partial-areas, where the cumulative number of concepts is relatively small. For the large 

partial-areas, we recommend that the auditor exploit previously developed strategies (e.g. review concepts in the 

intersections of two or more partial-areas [15]) that have been shown to increase the efficiency of TQA efforts. 

Table 5. Summary of erroneous concepts broken down into small and large partial-areas 

 # Partial-areas  # Concepts # Erroneous Concepts % Errors 

Small Partial-areas (1–3) 228 278 43 15.4 

Large Partial-areas (4–118) 

 

 

23 

 

272 24   8.8 

Total: 251 550 67 12.2 

Discussion 

Our approach is to increase TQA productivity by developing computational techniques for directing efforts to 

subsets of concepts where the likelihood of error is higher than for general concepts. Such an approach was used 

with other criteria in [3, 15] for SCT. The approach was found to be more difficult to implement for large 

hierarchies, where the need is more critical. In this paper, we showed that the methodology is scalable to large SCT 

hierarchies by utilizing sub-taxonomies. In particular, we demonstrated our approach on the challenging Procedure 

hierarchy, with the second largest number of concepts and a large number of relationships. 
 

Let us discuss issues regarding the choice of a specific sub-taxonomy. Reviewers can select different subsets of 

relationships in order to focus on portions of the hierarchy most relevant to them. Someone interested in procedures 

requiring both a direct device and an access device may select the relationships method, procedure site – direct, 

direct device, and using access device. On the other hand, if the interest were in procedures requiring only a direct 

device, then the first three of these relationships would be chosen, with using access device omitted. Alternatively, 

one could first find a concept of interest and then use its relationships to generate the sub-taxonomy. 

 

The methodology implied in this study is to audit all small partial-areas in a sub-taxonomy. There are, in total, only 

734 concepts out of 17,706 (4%) in small partial-areas (of 1–3 concepts) in the sub-taxonomy chosen for this study. 

This is a limited auditing effort expected to uncover erroneous concepts at a rate of 15.1%. For each of the 67 

erroneous concepts identified we performed a follow-up review using the Jan. 2012 release. Sixty-five concepts 
were unchanged and two concepts had minor changes but were still inconsistent. 

 

These studies will be repeated for more Procedure sub-taxonomies, as well as for the other large SCT hierarchies, 

e.g., Clinical finding. We will address the issue of choosing subsets of relationships to create disjoint sub-

taxonomies that cover the majority of a hierarchy’s concepts. By reviewing the full partial-area taxonomy, one could 

select a subset of, say, three relationships by picking an area at Level 3 with relatively many partial-areas. Next, one 

could choose another such area with a disjoint relationship set to the first one, etc. In this way, all areas but the root 

area would be disjoint in the sub-taxonomies. In future research, we will develop an appropriate algorithm for this. 

 

In future work, we plan to further automate TQA by using lexical subsumption techniques [16] to automatically 

suggest potential parents and children for each concept identified as having a higher likelihood of error. Many of our 
findings involved instances of incorrect, possibly missing, redundant, or too-general parents. However, parents and 

children often share common lexical traits with respect to their preferred names, descriptors, and synonyms. In the 

first example of Table 3, Congo Red Test is a missing parent of Endoscopic Congo Red Test. Such an error could be 

uncovered and fixed by utilizing lexical suggestion techniques to first identify the potentially missing parent. The 

auditor would be asked to examine a list of potential parents. The effectiveness of auditors would be increased with 

such suggestions. While our structural TQA methodology successfully highlights suspicious concepts, analyzing 

them without dedicated tools requires exhaustive effort on the part of auditors. By combining structural and lexical 

techniques, auditors will be more efficient and less likely to miss instances of errors and inconsistencies. 
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Another research issue is what partial-area size range should constitute “small.” In our current study, the boundary 

was selected to maximize the statistical significance of the error rate between small and large partial-areas. Let us 

also note that the same threshold value of three is found in [4] regarding the NCIt. Seven was previously used as a 

boundary for SCT’s Specimen hierarchy [2]. In our sub-taxonomy’s sample, seven maximized the ratio of errors in 

small versus errors in large, but with a p-value greater than for a threshold of three. More research is needed to 
explore this issue. Moreover, future research should focus on alternative criteria for identifying subsets of concepts 

with higher error-rates. Examples include strict-inheritance regions [3] and overlapping concepts [15]. Harnessing 

computational techniques to better utilize limited TQA resources should be preferred to auditing random selections.   

Conclusions 

In this paper, we showed that the abstraction network-based TQA methodology successfully scales to large 

SNOMED CT hierarchies. In the first step, area and partial-area sub-taxonomies were derived based on a selection 

of a given hierarchy’s set of defined relationships. In the second step, concepts with potentially higher error-rates 

were separated from other concepts to reduce an auditor’s sphere of consideration. We successfully applied this sub-

taxonomy methodology to SNOMED CT’s large Procedure hierarchy. It was shown that when concentrating on the 

relatively small portion of concepts residing in small concept groupings (called partial-areas) a statistically 

significantly higher error/inconsistency rate was found. Overall, the new TQA approach can be seen as 

complementing the existing array of TQA methodologies currently in use for SNOMED CT. 
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Abstract 

One in eleven electronic prescriptions has medication errors. This study explored the types of e-prescription errors 

that are intercepted in retail pharmacies and how they are resolved. The seven stage error recovery model and the 

work system model guided data collection and analysis. 26 pharmacy staff were recruited from 5 retail pharmacies. 

Data collection involved performing 45 hours of direct observations in pharmacies by one pharmacist researcher 

and one human factors researcher. Follow-up one hour audio-recorded interviews were conducted with 

participants. Transcripts from observations and interviews were subjected to content analysis using NVivo10. 

Pharmacy staff intercepted over 70 e-prescription errors during the observation period. Errors were detected by 

reviewing the patient’s medication history, communicating with the prescriber either via a telephone call or fax, or 

counseling the patient. Pharmacists’ communication with prescribers indicated that the causes of errors included: 

technology incompatibility between pharmacy and clinics systems, technology design issues such as use of auto-

populate features and dropdown menus, and inadvertently entering incorrect information. Pharmacists and 

technicians have learned to anticipate and intercept e-prescription errors. Frequent occurrence of e-prescription 

errors suggests there is need to improve design of e-prescribing systems to prevent patient harm. 

Introduction 

E-prescribing systems enable prescribers to transmit e-prescriptions to retail pharmacies. The number of e-

prescriptions transmitted to pharmacies increases by over 70% annually. The ultimate goal of e-prescribing is to 

reduce medication errors; however studies on demonstrate its potential to increase medication errors. This study 

explored types of e-prescription errors detected in retail pharmacies and how these errors were resolved.  

Methods 

A seven stage error recovery model and the work system model guided data collection and analysis. A total of 11 

pharmacists and 15 pharmacy technicians were recruited from 5 retail pharmacies in Wisconsin. Data collection 

involved performing 45 hours of observation in all pharmacies by one pharmacist researcher and one human factors 

researcher. Follow-up one hour audio-recorded interviews were conducted with each participant. Field notes and 

interviews were transcribed verbatim for analysis. Transcripts were subjected to content analysis using NVivo10.   

Results 

Pharmacy staff intercepted over 70 e-prescription errors during the observation period. Examples of the errors 

included receiving duplicate e-prescriptions, incorrect patient name, inaccurate dosage formulation, and mismatch in 

drug quantity, duration of therapy, and directions for use. Pharmacists and pharmacy technicians were involved in 

detecting and correcting e-prescription errors. E-prescription errors were detected in the pharmacy by reviewing the 

patient’s medication history, use of online databases or drug reference books, communicating with the prescriber via 

the telephone or fax, or counseling the patient. Over 50% of the errors were detected by pharmacy technicians while 

inputting e-prescription information into the pharmacy system. E-prescription errors were resolved by 

communication with another pharmacy staff, communicating with the prescriber or the patient. Several work system 

factors were noted to negatively influence detection and resolution of e-prescription errors such as: interruptions 

during e-prescription processing, unfamiliarity with the patient or medication, insufficient information on the e-

prescription, a noisy pharmacy environment, delayed response from prescribers, and staff fatigue. The medications 

commonly implicated with e-prescription errors included antibiotics, inhalers, creams, and eyedrops. When 

pharmacy staff contacted prescriber offices to resolve the e-prescription errors, prescribers eluded to some causes of 

these errors which included: technology incompatibility between pharmacy and clinic systems, technology design 

issues such as use of auto-populate features and dropdown menus, and inadvertently entering incorrect information.  

 

Conclusion 

Failure to accurately communicate e-prescription information between prescribers and pharmacies may lead to 

medication errors. Pharmacy staff have learned to anticipate and intercept e-prescription errors. Frequent occurrence 

of e-prescription errors suggests that there is need to improve design of e-prescribing to prevent patient harm.  
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Abstract 
 
In a previous paper, we presented initial findings from a study on the feasibility and challenges of implementing 
teleretinal screening for diabetic retinopathy in an urban safety net setting facing eyecare specialist shortages.  This 
paper presents some final results from that study, which involved six South Los Angeles safety net clinics.  A total of 
2,732 unique patients were screened for diabetic retinopathy by three ophthalmologist readers, with 1035 receiving 
a recommendation for referral to specialty care.  Referrals included 48 for proliferative diabetic retinopathy, 115 
for severe non-proliferative diabetic retinopathy (NPDR), 247 for moderate NPDR, 246 for mild NPDR, 97 for 
clinically significant macular edema, and 282 for a non-diabetic condition, such as glaucoma. Image quality was 
also assessed, with ophthalmologist readers grading 4% to 13% of retinal images taken at the different clinics as 
being inadequate for any diagnostic interpretation.  
 
Introduction 
 
Diabetic retinopathy is damage to the blood vessels of the retina stemming from diabetes, and it is the leading cause 
of blindness among US adults between the ages of 20 and 74 years.1, 2 Individuals with diabetes would benefit from 
timely retinal screening examinations, which help to reduce the incidence of blindness because early detection 
means that effective treatments such as laser photocoagulation surgery can be provided.3, 4   

Figure 1. Screening process for diabetic retinopathy in the absence of telemedicine for some South Los Angeles 
safety net clinics 

 
The United States medical safety net includes Federally Qualified Health Centers (FQHCs), State and County 
Hospitals that provide primary health care services to over 16 million patients nationally, and to roughly 2 million 
patients in the state of California, regardless of the patients’ ability to pay.5  Although primary care safety net clinics 
in South Los Angeles offer monitoring and other services for diabetic patients, they usually are not able to provide 
specialty care services such as retinal screening examinations. Access to specialists who can provide retinal exams 
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can be increased through the use of telemedicine, which has shown great promise as a means of screening for 
diabetic retinopathy both in the US and internationally.6-13  Figure 1 shows the screening process for diabetic 
retinopathy for many FQHCs in South Los Angeles in the absence of teleretinal screening, with wait times of 
frequently more than 6 to 9 months, given the large volume of referrals to County health facilities.  

A number of studies have demonstrated the benefits of incorporating teleretinal screening for diabetic retinopathy 
into clinical practice.  One such study details implementation in a rural primary care clinic of a randomized trial of 
point-of-service screening for diabetic retinopathy using nonmydriatic digital cameras and transmission of digital 
images for review by local ophthalmologists.  That study produced a six-fold increase in the rate of retinal 
examination when compared to the usual referral protocol.14  Although many studies of teleretinal screening focus 
on its benefits for rural areas or developing countries, where eye care providers are few and patient access to 
providers is often limited by geographic distance, several studies have demonstrated that inner-city patients with 
diabetes also have limited access to appropriate eye care and that this is tied to delayed diagnosis and treatment of 
diabetic retinopathy.15-17  On average, only 60% of diabetic patients in the US receive timely eye examinations.18-22  
Available data for the urban safety net setting have shown that annual eye examination rates for inner-city diabetic 
patients may be lower than 25%.17, 23, 24  

In previous work, we presented initial findings from our study on the feasibility and challenges of implementing 
teleretinal screening for diabetic retinopathy in an urban safety net setting facing eyecare specialist shortages.25-27  
For that study, images were uploaded into the EyePACS image viewing system8, 28 developed at UC Berkeley and 
subsequently graded by Los-Angeles-based ophthalmologist readers. This paper presents final results from that 
study, which involved six South Los Angeles safety net clinics.  Overall study goals included assessing: (a) the 
proportion of diabetic patients at risk for retinopathy from each primary care clinic who received a retinal screening 
examination in compliance with current evidence-based guidelines; (b) the proportion of diabetic patients from each 
primary care clinic that required ophthalmologic referral or treatment and subsequently received it; (c) the 
proportion and quality of readable images; and, (d) the acceptability of using teleretinal screening to evaluate 
diabetic retinopathy in inner-city clinics through a qualitative analysis of clinic staff views of its utility, workflow 
impact, and ease of use, as well as safety net patient perceptions of telemedicine post clinic-visit.  While this paper 
emphasizes final results for the first three study goals, some observations from focus group studies are also 
presented. 
 
 
Methods 
 
Agreements between Study Partners  
Institutional Review Board (IRB) approval for the study was obtained from Charles Drew University of Medicine 
and Science. Memoranda of understanding (MOUs) were signed by CDU, the CEOs of all participating clinics, and 
the director of the clinics’ healthcare collaborative outlining the scope of the study and responsibilities of each party.  
An additional MOU between CDU and EyePACS was also signed. The CDU Center for Biomedical Informatics 
agreed to:  

• provide three board-certified ophthalmologists to review retinal images taken at the clinic sites regardless 
of the health coverage status of patients,  

• have the ophthalmologists perform retinal image readings and provide their assessments of patient images 
to the clinics within 14 days of retinal image upload, and, 

• provide two new nonmydriatic digital retinal cameras and staff training on the use of the cameras to clinics 
that had no prior experience with teleretinal screening (two out of the six clinics) and technical support for 
all the clinics as needed. 

The six clinics agreed to: 
• identify staff to be trained on the use of digital nonmydriatic cameras, 
• allocate sufficient staff time for implementing the digital retinal screening project, including staff 

photographers to capture retinal images, and staff to manage electronic referrals to the county, 
• make all follow up referrals to outside agencies (e.g., county health facilities) for patients with positive 

findings, and, 
• provide access to patient medical records for chart review. 

 
The director of the clinics’ healthcare collaborative agreed to: 
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• serve as project liaison between the research team and the participating community health centers, 
• incorporate work on the study into the South Los Angeles Collaborative for Specialty Care Access work 

plan, specifically to address the need for intervention and treatment for patients with positive findings, and, 
• provide participating community health centers with technical assistance to fast-track and prioritize patients 

with positive findings at a county health facility. 
 
Digital Retinal Image Capture and Evaluation Using Telemedicine 
Image takers were provided training and were evaluated on use of the retinal cameras and the purpose of a screening 
program by EyePACS staff  (per MOU with EyePACS).  They were also given information on steps to follow for 
image taking through the EyePACS handbook.29  Photographers captured four retinal images for each eye – one 
external picture and three internal pictures covering: (1) the optic disc and macula, (2) the optic disc alone, and (3) 
the macula and retina temporal to the macula.8 They uploaded retinal images to the web-based system for 
ophthalmologist review. 
 
Ophthalmologists reviewed image quality to determine adequacy for diagnosis.  Images of sufficient quality were 
examined for the presence of mild, moderate, or severe non-proliferative diabetic retinopathy, proliferative diabetic 
retinopathy, clinically significant macular edema, and other clinically significant conditions that would warrant 
referral for specialty care.30  The ophthalmologists’ reviews of image quality enabled us to make decisions about 
retaking retinal images, retraining image takers, evaluating camera equipment, etc. 
 
 
Results 
 
Two ophthalmologists began screening retinal images for the study on September 8, 2010 and a third began 
screening retinal images on December 14, 2010. 
 
Between September 8, 2010 and September 25, 2011, a total of 2,876 teleretinal screenings were performed, with 
2,732 unique diabetic patients successfully screened for diabetic retinopathy.  The ophthalmologists reading images 
recommended that 1,035 of these patients be referred for specialty care, which was about 38% of the patients 
screened. Of the patients referred, 48 (1.8%) had proliferative diabetic retinopathy (PDR), 115 (4.2%) had severe 
non-proliferative diabetic retinopathy (NPDR), 247 (9%) had moderate NPDR, 246 (9%) had mild NPDR, and 97 
(3.5%) had only clinically significant macular edema.  Table 1 lists the number of diabetic patients identified as 
having conditions requiring referral for specialty care, including clinically significant macular edema. Additional 
conditions recommended for referral included cataract, glaucoma, non-diabetic maculopathy, and vascular 
occlusion.  Roughly 144 patients had repeat screenings for various reasons, including poor image quality in their 
first set of retinal images.  This accounts for the difference between the total number of screenings (2,876) and the 
total number of unique patients screened (2,732). 

Table 1: Number of recommended referrals to specialists from teleretinal screening for diabetic retinopathy 
at six South Los Angeles clinics 

Total number of diabetic patients at 6 clinics 9432  

Total number of retinal image screenings 9/2010 – 9/2011 2876  

Total number of unique patients screened 9/2010 – 9/2011 2732 100% 

Percentage of diabetic patients screened across 6 clinics 29%  

Total number of patients recommended for referral to a specialist 1035    37.9% 
Patients with proliferative diabetic retinopathy (PDR) 48   1.8% 
Patients with severe NPDR  115 4.2% 
Patients with moderate NPDR  247 9% 
Patients with mild NPDR 246 9% 
Patients with clinically significant macular edema only 97 3.6% 
Patients with other conditions recommended for referral 282 10.3% 
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Table 2: Retinal image quality ratings by clinic 

Image Quality Clinic A Clinic B Clinic C/F* Clinic D Clinic E 

Insufficient for any Interpretation 8% 4% 5% 13% 11% 

Insufficient for full Interpretation 20% 11% 25% 36% 21% 

Adequate 39% 49% 36% 35% 30% 

Good 14% 17% 14% 6% 20% 
Excellent 9% 12% 7% 1% 7% 
Not rated 10% 7% 13% 9% 11% 

*Clinics C & F share a camera 

Table 2 outlines the ophthalmologists’ ratings of image quality across the six clinics. The category of “insufficient 
for full interpretation” applied to images that had interpretable elements but were deficient in a way that made 
overall categorization difficult. For example, this would apply in a case where severe disease in need of referral 
could be clearly ruled out, but image quality was not high enough to discount subtle changes (i.e., a few scattered 
microaneurysms), or in a case in which image quality of one eye was adequate or better (and therefore sufficient for 
interpretation) while that of the other eye was not.  
 
Discussion 
 
We expected that by the 12-month mark, the annual screening rate achieved by our study would exceed the typical 
rate observed for inner-city safety net clinics.  While the study achieved a screening rate of 29%, which is above the 
average screening rate for inner-city clinics of below 25%, it still lags behind the 60% national screening rate.  We 
discovered a number of factors that negatively influenced screening rates in the course of our study: 

1) Lack of integration of image-taking for teleretinal screening into primary care visit.  Varying types of workflow, 
reduced staffing levels and other resource challenges meant that none of the six clinics involved in the study had 
the resources to fully integrate image-taking for teleretinal screening into a diabetic patient’s primary care visit, 
even though EyePACS protocol recommended this. In the one clinic with the best resources, medical assistants 
were available to take pictures for several hours each day (e.g., from noon to three).  While this made it possible 
for some diabetic patients to have retinal images taken every day, it also meant that patients arriving outside 
those hours on a given day would have to return for image-taking on a different day.  For the other five clinics, 
image-taking was provided two or three times a week.  This had a dual negative impact on screening: there were 
fewer opportunities for patients to get screened in a given week, and, photographers taking pictures only two or 
three days a week had to continually refresh their skills in ways that photographers taking pictures every day did 
not. 

2) Patients did not always understand the reasoning for their teleretinal screening visit.  Some results from focus 
group sessions with patients who participated in teleretinal screening showed that many mistook the purpose of 
the screening as being for assessment of visual acuity, even though photographers were meant to explain the 
importance of screening for diabetic retinopathy.  Patients who were not experiencing any eye problems may 
have simply decided that there was no need for an assessment. This highlights the important role that patient 
education plays in this intervention. 

3) Image quality problems.  When ophthalmologist readers graded images as being “insufficient for any 
interpretation,” per Table 2 above, this often meant that patients had to return for image taking, impacting the 
ability to screen new patients.  Some of the locations available within the clinics for teleretinal screening were 
not optimal to routinely achieve the best images, e.g., a closet with no door and thus a reduced ability to control 
the amount of light that would be most favorable for image taking.  To address problems stemming from human 
error, photographers were provided with refresher courses and direct suggestions for improvement from 
ophthalmologists on the project.  While in general, we observed that image quality improved over time, with 
ratings across clinics of images “inadequate for any interpretation” falling from between 4% and 19% as in our 
first published report to between 4% and 13% by the end of the study, at least one photographer was unable to 
satisfactorily improve image quality.  To address such continual image quality problems, one of the board 
certified ophthalmologists on the project (LPD) developed an image quality rating cut-off of 15% or fewer 
images rated ungradable.  This cut-off was based on comparison data from other health systems that have 
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successful teleretinal screening programs and deemed suitable for safety net clinic photographers.  The cut-off 
was intended to indicate a level at which the optimization of the benefit of this intervention begins to wane, 
given the need for staff resource allocation to repeat image taking and use of limited patient resources 
(transportation, time off work, etc.) to return for imaging appointments.  It was presented to the clinics for 
future use in determining those photographers who were unable to successfully achieve an appropriate quality 
rating and should be rotated off image-taking duties. 

4) Diversion of staff involved in teleretinal screening to other duties. Although Medical Directors and other staff 
not directly involved with teleretinal screening were briefed on the importance of teleretinal screening for 
diabetic retinopathy and the study’s screening goals, sometimes staffing shortages/disruptions meant that 
Medical Assistants involved in teleretinal screening were asked to assist with other duties during times that they 
could have been taking images. 

 
We also discovered that the following factors positively influenced screening rates in the course of our study: 
1) Proactive Clinic Personnel. Medical Assistants involved in photography facilitated the teleretinal screening 

process when they took the time to: a) explain to patients what diabetic retinopathy is and the value of 
screening, b) follow up with patients, and, c) track patient referrals made to county clinics for further action. 

2) Clinic environment that rewards photographer creativity in troubleshooting. Photographers performed better in 
clinics that allowed them to take ownership of their role in this intervention – for example, a photographer at 
one of the clinics came up with an innovative labeling system for tracking retinal images that was adopted at his 
clinic and later presented to other clinic photographers for adoption. 

3) Acknowledgment of importance of screening by clinic staff not involved in study. Support from high-level 
administration and leadership within the clinics was instrumental in the most successful clinic implementations. 
Presence of this factor increased the likelihood of both 1) and 2) above.  

4) Provision of incentives for photographers to improve upon/maintain their skills.  Although clinics could not 
provide monetary incentives for photographers to improve upon their skills, the use of recognition programs and 
announcement of image quality ratings for individual photographers provided many with incentives to achieve 
ratings of “Good” or “Excellent.” 
 

 
Post study, the six clinics involved in our study have continued their teleretinal screening programs, mostly utilizing 
optometrists in place of board-certified ophthalmologists on cost grounds and on the basis of convenience and 
previously established relationships.   Within the Los Angeles County Department of Health Services, a new referral 
process using the eConsult system has been rolled out to upwards of 50 safety net clinics. At this time, 440 primary 
care providers are using eConsult at 68 sites throughout LA County, and rollout at 65 additional sites is planned over 
the next 5 months. Ophthalmology was one of the 6 initial pilot specialties in the system, allowing for a much more 
rapid turnaround time for appointments than previously existed with the previous Referral Processing System (RPS). 
In addition, the FQHCs continue to employ a patient navigator located in the County health facility to help their 
patients navigate the diabetic retinopathy treatment process. 
 
Future work includes the development of software that uses novel image processing techniques to help improve the 
triage process for patients with suspected diabetic retinopathy by automatically flagging cases for reader attention. 

 
Acknowledgments 
The authors would like to thank Erin Moran for collecting data for the study. This project was supported by the NIH 
under grant number U54 MD007598-01S2 (formerly U54 RR026138-01S2). Drs. Ogunyemi and George also 
received support from grant number S21 MD000103.  
 

References 
 
1. Klein R, Klein BE. Vision Disorders in Diabetes.  Diabetes in America. 2nd ed: National Diabetes Data 
Group, National Institutes of Health, National Institute of Diabetes and Digestive and Kidney Diseases; 1995. 
2. Zhang X, Saaddine JB, Chou CF, Cotch MF, Cheng YJ, Geiss LS, et al. Prevalence of diabetic retinopathy 
in the United States, 2005-2008. JAMA. 2010 Aug 11;304(6):649-56. 
3. Photocoagulation treatment of proliferative diabetic retinopathy. Clinical application of Diabetic 
Retinopathy Study (DRS) findings, DRS Report Number 8. The Diabetic Retinopathy Study Research Group. 
Ophthalmology. 1981 Jul;88(7):583-600. 

1086



4. Photocoagulation for diabetic macular edema. Early Treatment Diabetic Retinopathy Study report number 
1. Early Treatment Diabetic Retinopathy Study research group. Arch Ophthalmol. 1985 Dec;103(12):1796-806. 
5. Takach M, Osius E. Federally Qualified Health Centers and State Health Policy: A Primer for California: 
California Healthcare Foundation; 2009. 
6. Chabouis A, Berdugo M, Meas T, Erginay A, Laloi-Michelin M, Jouis V, et al. Benefits of Ophdiat, a 
telemedical network to screen for diabetic retinopathy: a retrospective study in five reference hospital centres. 
Diabetes Metab. 2009 Jun;35(3):228-32. 
7. Conlin PR, Fisch BM, Cavallerano AA, Cavallerano JD, Bursell SE, Aiello LM. Nonmydriatic teleretinal 
imaging improves adherence to annual eye examinations in patients with diabetes. J Rehabil Res Dev. 2006 Sep-
Oct;43(6):733-40. 
8. Cuadros J, Bresnick G. EyePACS: an adaptable telemedicine system for diabetic retinopathy screening. J 
Diabetes Sci Technol. 2009;3(3):509-16. 
9. Peters AL, Davidson MB, Ziel FH. Cost-effective screening for diabetic retinopathy using a nonmydriatic 
retinal camera in a prepaid health-care setting. Diabetes Care. 1993 Aug;16(8):1193-5. 
10. Romero-Aroca P, Sagarra-Alamo R, Basora-Gallisa J, Basora-Gallisa T, Baget-Bernaldiz M, Bautista-
Perez A. Prospective comparison of two methods of screening for diabetic retinopathy by nonmydriatic fundus 
camera. Clin Ophthalmol. 2010;4:1481-8. 
11. Wei JC, Valentino DJ, Bell DS, Baker RS. A Web-based telemedicine system for diabetic retinopathy 
screening using digital fundus photography. Telemed J E Health. 2006 Feb;12(1):50-7. 
12. Wilson C, Horton M, Cavallerano J, Aiello LM. Addition of primary care-based retinal imaging technology 
to an existing eye care professional referral program increased the rate of surveillance and treatment of diabetic 
retinopathy. Diabetes Care. 2005 Feb;28(2):318-22. 
13. Yogesan K, Kumar S, Goldschmidt L, Cuadros J. Teleophthalmology. Berlin: Springer; 2006. 
14. Davis RM, Fowler S, Bellis K, Pockl J, Al Pakalnis V, Woldorf A. Telemedicine improves eye 
examination rates in individuals with diabetes: a model for eye-care delivery in underserved communities. Diabetes 
Care. 2003 Aug;26(8):2476. 
15. Appiah AP, Ganthier R, Jr., Watkins N. Delayed diagnosis of diabetic retinopathy in black and Hispanic 
patients with diabetes mellitus. Ann Ophthalmol. 1991 Apr;23(4):156-8. 
16. Baker RS, Watkins NL, Wilson MR, Bazargan M, Flowers CW, Jr. Demographic and clinical 
characteristics of patients with diabetes presenting to an urban public hospital ophthalmology clinic. 
Ophthalmology. 1998 Aug;105(8):1373-9. 
17. Wylie-Rosett J, Basch C, Walker EA, Zybert P, Shamoon H, Engel S, et al. Ophthalmic referral rates for 
patients with diabetes in primary-care clinics located in disadvantaged urban communities. J Diabetes 
Complications. 1995 Jan-Mar;9(1):49-54. 
18. Brechner RJ, Cowie CC, Howie LJ, Herman WH, Will JC, Harris MI. Ophthalmic examination among 
adults with diagnosed diabetes mellitus. JAMA. 1993 Oct 13;270(14):1714-8. 
19. Cavallerano AA, Conlin PR. Teleretinal imaging to screen for diabetic retinopathy in the Veterans Health 
Administration. J Diabetes Sci Technol. 2008 Jan;2(1):33-9. 
20. Moss SE, Klein R, Klein BE. Factors associated with having eye examinations in persons with diabetes. 
Arch Fam Med. 1995 Jun;4(6):529-34. 
21. Orr P, Barron Y, Schein OD, Rubin GS, West SK. Eye care utilization by older Americans: the SEE 
Project. Salisbury Eye Evaluation. Ophthalmology. 1999 May;106(5):904-9. 
22. Schoenfeld ER, Greene JM, Wu SY, Leske MC. Patterns of adherence to diabetes vision care guidelines: 
baseline findings from the Diabetic Retinopathy Awareness Program. Ophthalmology. 2001 Mar;108(3):563-71. 
23. Deeb LC, Pettijohn FP, Shirah JK, Freeman G. Interventions among primary-care practitioners to improve 
care for preventable complications of diabetes. Diabetes Care. 1988 Mar;11(3):275-80. 
24. Payne TH, Gabella BA, Michael SL, Young WF, Pickard J, Hofeldt FD, et al. Preventive care in diabetes 
mellitus. Current practice in urban health-care system. Diabetes Care. 1989 Nov-Dec;12(10):745-7. 
25. Fish A, George S, Terrien E, Eccles A, Baker R, Ogunyemi O. Workflow concerns and workarounds of 
readers in an urban safety net teleretinal screening study. AMIA Annu Symp Proc. [Research Support, N.I.H., 
Extramural]. 2011;2011:417-26. 
26. Ogunyemi O, Moran E, Patty L, George S, Teklehaimanot S, Ilapakurthi R, et al. Autonomy Versus 
Automation: Perceptions of Nonmydriatic Camera Choice for Teleretinal Screening in an Urban Safety Net Clinic. 
Telemed J E Health. 2013 In Press. 

1087



27. Ogunyemi O, Terrien E, Eccles A, Patty L, George S, Fish A, et al. Teleretinal screening for diabetic 
retinopathy in six Los Angeles urban safety-net clinics: initial findings. AMIA Annu Symp Proc. [Research Support, 
N.I.H., Extramural]. 2011;2011:1027-35. 
28. The EyePACS Handbook. 2009 [updated 2009; Accessed June 6, 2012]; Available from: 
http://eyepacs.com/documents/EyePACS_Handbook_FINAL_3_9_09.pdf. 
29. The EyePACS Handbook. 2009 [updated 2009; Accessed March 2, 2011]; Available from: 
https://http://www.eyepacs.org/RelatedResources/EyePACS_Handbook_FINAL_3_9_09.pdf. 
30. Grading diabetic retinopathy from stereoscopic color fundus photographs--an extension of the modified 
Airlie House classification. ETDRS report number 10. Early Treatment Diabetic Retinopathy Study Research 
Group. Ophthalmology. 1991 May;98(5 Suppl):786-806. 
 
 

1088



  

  

Evaluation of Intravenous Medication Errors with Smart Infusion Pumps in 
an Academic Medical Center 

Kumiko Ohashi, RN, PhD1, Patricia Dykes DNSc, RN, FAAN1,2, Kathleen McIntosh, RN2, 
 Elizabeth Buckley,RN2, Matt Wien3, David W. Bates MD, M.Sc1  

1General Internal Medicine, Brigham and Women’s Hospital, Boston, MA;  
2Center for Excellence in Nursing Practice, Brigham and Women’s Hospital, Boston, MA;  

3Clinical Informatics Research and Development, Partners Healthcare System, Boston, MA 

 

Abstract 

While some published research indicates a fairly high frequency of Intravenous (IV) medication errors associated 
with the use of smart infusion pumps, the generalizability of these results are uncertain. Additionally, the lack of a 
standardized methodology for measuring these errors is an issue. In this study we iteratively developed a web-based 
data collection tool to capture IV medication errors using a participatory design approach with interdisciplinary 
experts. Using the developed tool, a prevalence study was then conducted in an academic medical center. The 
results showed that the tool was easy to use and effectively captured all IV medication errors.  Through the 
prevalence study, violation errors of hospital policy were found that could potentially place patients at risk, but no 
critical errors known to contribute to patient harm were noted. 

Introduction 

Several reports have suggested that medication errors occurring in the administration phase of the medication use 
process may now be the most frequent type of mistake occurring in hospitals1-3, Administration errors clearly are 
frequent and have considerable potential for injury. Among administration errors, intravenous (IV) medication errors 
have been identified to be the most dangerous, and can cause considerable patient harm4.   The Association for the 
Advancement of Medical Instrumentation (AAMI) and the Food and Drug Administration (FDA) held the 
AAMI/FDA Infusion Device Summit in 2010 in part because of 56,000 reported incidents related to IV infusions, 
and the FDA has increased scrutiny of infusion safety because of these reports. Finding solutions to prevent IV 
medication errors represents a pressing priority. 

Computerized patient infusion devices (called smart pumps or smart infusion pumps) that include features for 
administration error prevention and data collection represent transformational clinical tools that can greatly decrease 
the rate of IV medication errors in hospitals5.  This technology provides medication error-reduction capabilities via 
programmed dose limit alerts with audio/visual feedback to staff regarding erroneous orders, improper dose 
calculations, and/or programming errors. These devices have become popular among acute care facilities with as 
many as 41% of U.S. hospitals already using smart infusion pumps6. Because of the potential for improvement, 
“smart” technology is now required in all new pumps being developed in the U.S. However, these devices have not 
always achieved their potential, and important IV errors still persist.   For example, one study by Rothschild et al6 
evaluated a very early version of one type of pump and found that although smart intravenous pumps with decision 
support capabilities had the capacity to intercept many dangerous medication errors and allowed detection of many 
errors that would have been extremely difficult to find through any other mechanism, smart pumps did not reduce 
the rate of serious medication errors. In their study the issues related to usage of smart pumps including alert 
overrides and violation of safety procedures7 prevented realization of the potential medication safety benefits. 
Further review of lessons learned during this research underscored a number of issues, including the importance of 
building a “culture of competence and safety among staff.” In addition, the investigators noted the importance of 
reviewing current practice issues and common errors and assessing the organizations readiness for adoption. They 
noted that the purchase of smart pump systems cannot be viewed as a “one-time” purchase. Institutions must 
maintain continuous and ongoing relationships and a dialogue with vendors as the technology upgrades occur8. 
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A more recent study conducted by Husch, et al8 assessed the frequency of intravenous medication errors and impact 
of potential smart infusion pump technology9 on the frequency of intravenous medication errors in Northwestern 
Memorial Hospital in Chicago using a rapid assessment approach. Even though it was done more recently and many 
of the device-related issues identified in the Rothschild study had been corrected, this research identified major 
safety issues related to the use of IV pumps including infusions without orders, infusions continuing after a 
discontinue order is written, wrong infusion rates, wrong dose, incomplete labeling (of bags and lines), incorrect or 
incomplete documentation, and concentration/weight, or other pump programming issues.  In particular, they 
observed several errors associated with orders, documentation, labeling, and patient identification.  

Yet, a significant challenge in evaluating the impact of smart pump technologies is the absence of good quality base 
line data regarding current error rates that can be used for quality improvement. Also, lack of standardized 
methodology for measuring these errors is still an issue.  

To identify the key issues related to the use of smart pumps across a broad range of hospitals using different types of 
smart pump devices, we are conducting a multisite study using the general methodology described by Husch et al8, 
which allowed a rapid assessment, or prevalence study of the frequency and types of IV medication errors.  To 
support standard data collection across all sites, we identified the need to develop an electronic data collection tool 
(an excel spreadsheet was used in the Husch’s study) to allow us to collect de-identified data spontaneously in 
multiple sites and aggregate data as a standardized form in an efficient manner. 

Our object was to develop an observational tool to collect IV medication error data using a participatory design 
approach and then validate the tool by collecting data at our academic medical center. This study was conducted as 
part of our national wide smart pump project to investigate IV medication errors using smart pumps in multiple sites. 
In this paper, we focus on the iterative data collection tool development process and the findings at one academic 
medical center (AMC) in Northeastern United States.   

 

Methods  

Operational Definition of Medication Errors for Data Collection 

Medication error is defined as an error occurring at any stage in the medication–use process including prescribing, 
transcribing, dispending, administering, or monitoring10.  See Table 1. 

Table 1. Operational definition of medication errors for data collection. 

Error Type  Definition 

1. Wrong Dose The same medication but the dose is different from the prescribed order. 

2. Wrong Rate A different rate is displayed on the pump from that prescribed in the medical record. Also refers to 
weight based doses calculated incorrectly including using a wrong weight. 

3.Wrong Concentration  An amount of a medication in a unit of solution that is different from the prescribed order. 

4.Wrong Medication A different fluid/medication as documented on the IV bag label is being infused compared with the 
order in the medical record. 

5. Known Allergy Medication is prescribed/administered despite the patient had a known allergy to the drug. 

6. Omitted Medication  The medication ordered was not administered to a patient. 

7. Delay of Rate or Medication/Fluid 
Change  

An order to change medication or rate not carried out within 4 hours of the written order per 
institution policy. 

8. No Rate Documented on Label Applies both to items sent from the pharmacy and floor stocked items per institution policy. 

9. Incorrect Rate on Label Rate documented on the medication label is different from that programmed into the pump. Applies 
both to items sent from the pharmacy and floor stocked items. 

10. Patient Identification Error Patient either has no ID band on wrist or information on the ID band is incorrect. 

11. No Documented Order Fluids/medications are being administered but no order is present in medical record. This includes 
failure to document a verbal order. 
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Development of a Standardized Data Collection Form 

An iterative participatory software development process (see Figure 1) was used to develop a series of prototypes 
incorporating the expertise of multidisciplinary research team members including physicians, registered nurses, 
pharmacists and biomedical engineers, and, software developers. The tool supports classification of each error by 
type (See Table 1) for every medication administered. Multiple errors in a single administration can be recorded. 

The form was designed to classify the severity of each incident as significant, serious, and life threatening. The 
severity of each error is further classified into one of nine letter designated categories according to the NCC MERP 
index11 (see table 2) for categorizing medication errors (Table 1). The assigned severity is based on the potential for 
the error to result in patient harm if it had not been intercepted. This tool is designed to detect both medication errors 
and system inconsistencies or workarounds. The deviation between minor variations in standard practice and 
hospital policy may not be considered errors by busy clinicians. 

Figure1. An iterative participatory software development process. 

 

 
Step 1: Designing Framework of an Observation Data Base 

 Through a literature review of smart pump research the different types of IV medication errors associated with 
smart pumps were identified. Drawing on previous observational IV medication error studies, a study design and 
requirements of a data observation tool was considered. Based on an observation sheet from the Husch’s study8, key 
data elements required to capture all kinds of IV medication errors were identified. Also, some lessons learned from 
previous Husch’s study8 were included in designing the framework for the observation database.   

In this process, we considered utilizing a web-service, which allowed us to collect data online and gather data from 
all participating hospitals into a single online database to facilitate data collection associated with the multi-site 
study.   

Step 2: Create Standard Content and Definitions of Errors 

Based on the framework design, each data element and the different types of IV medication errors were defined and 
operationalized using definitions from the literature and refined among the expert team members. To improve data 
collection efficiency, a drug library at our hospital was implemented as a dropdown list and other participating 
hospitals reviewed and added additional medications as needed.    

Step 3: Developing into Web-based Database with a Developer 

The data collection tool was developed using the REDCap application that allowed users to build and manage online 
surveys and databases quickly and securely12. This service is HIPAA compliant and has been used for many clinical 
research studies.  Redcap is a web-based application and can be accessed from either PCs or mobile phones. To 
assist with data collection procedures, a drop down menu for medication name and concentrations/doses was 
implemented based on the master drug library that was created with the team. Also, each component question was a 
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check box or a radio button to make it easy to collect all of the information needed and to identify medication errors 
in a proactive manner. All data components and UI designs were reviewed by the team and discussed until they 
reached a consensus on the final tool. Screen shots of the data collection tool are shown in Figure 2. 

Figure 2.  Screen shots of the data collection tool (REDCap). 

 
Step 4: Test and Refine the Tool  

Through irretentive processes of refining the proto type tool, trained observers tested the tool in a clinical setting. 
All feedback from observers was used for further modification of the tool. Also, all modifications were reviewed by 
the project team and team members were involved in making a decision regarding tool refinements. This iterative, 
participatory development process continued until the observation tool was finalized.  
 
Step 5: Data Collection Tool Validation 

To identify whether this tool could adequately capture medication errors, two observers (registered nurses) went to a 
clinical unit and conducted observations on test patients. Several data could not be captured and based on that, the 
tool was modified during the tool validation phase. This process was repeated until data collection on a variety of 
cases could be recorded in the tool. Once the final version of the data collection tool was developed, observers 
collected data in clinical units and conducted an inter-rater reliability test.  Minor modifications were made until 
usability met their suggestions. 

Measurement of IV Medication Errors  

Study Setting/Samples 

This study was conducted at Brigham and Women’s Hospital (BWH), a 793-bed tertiary care AMC, in Boston, 
Massachusetts.  Integrated closed loop medication management system including computerized physician order 
entry (CPOE) pharmacy barcode scanning, and bar-coding/electronic medication administration record (eMAR) has 
been in place since 2005 at BWH13. Three different units, including one medical ICU, one surgical ICU, and one 
general surgical unit were recruited for participating in the study. Two registered nurses were trained as observers 
and collected data on an electric data collection tool for one day per each unit. Inter-rater reliability testing was 
conducted before staring actual data collection sessions. All general infusion pumps, syringes, and patient controlled 
analgesia (PCA) except Patient-Controlled Epidural Analgesia (PCEA) on inpatient care units were included in the 
investigation. This study was approved by Partners Healthcare Human Subjects Committee. All data collected was 
de-identified in the Redcap application and did not include any protected health information (PHI).  

 

Data Collection Procedure 
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On assigned inpatient units, using a prospective point prevalence approach, all data from IV mediations at patient 
bedside were collected on the standardized electronic form (Redcap). Observation nurses compared the infusing 
medication, dose, and infusion rate on the pump with the prescribed medication, dose, and rate in the medical 
record. All orders were obtained from electronic medical records and all IV fluids were considered medications. 
Presence of a correct patient identification (ID) band and name verification was recorded for each patient. Tubing 
and labeling of the infusing medication according to hospital policies were also assessed.  

In order to confirm that an error was present, both observers had to agree that an error was made. If an error was 
identified that has the potential to cause harm, the staff nurse caring for that particular patient was discreetly 
informed so that it could be corrected as warranted.  Each error was rated by National Coordinating Council for 
Medication Error Reporting Prevention (NCC MERP) INDEX11. Observers entered all data on the Redcap data 
collection tool.   

Table 2. NCC MERP harm index11. 

(A) capacity to cause error  
(B) an error occurred but did not reach the patient 
(C) errors unlikely to cause harm despite reaching the patient  
(D) errors that would have required increased monitoring to preclude harm 
(E) errors likely to cause temporary harm  
(F) errors that would have caused temporary harm and prolonged hospitalization 
(G) errors which would have produced permanent harm  
(H) errors that would have been life threatening  
(I) errors that would likely have resulted in death 

 

Results  

Frequency, Type and Potential Severity of Errors 

During the data collection period 55 inpatients in 3 units were included in the study. During the data collection 
period, 181 medications were observed. Frequency, type and potential harm rating of errors were summarized in 
Table 2. Of the observed medications, 171 (94.5%) had one or more errors associated with their administration. 
Violations of hospital policies regarding labeling and tubing practices were the most frequent error types; 94.5% and 
44.8% respectively.  Excluding these policy violation errors, 66 errors (36.5%) were identified.  

Table 2.  Frequency, type and potential harm rating of errors. 

  Type of error    # of errors Frequency per 
medication 
observations(n = 181) *

  NCC MERP severity rating 

C B A
Label not completed according to policy 171 94.5 171
Tubing not tagged according to policy 81 44.8 81 13
Unauthorized medication 61 33.7 35 26
Clamp closed 2 1.1 2
Incorrect meds programmed in incorrect 
channel /pump 1 0.6 1
Rate deviation 1 0.6 1
Incorrect info on label 1 0.6 1
Incorrect medication 0 0
Delay of rate or medication change Total 0 0
Patient identification error 0 0
Total 318
*Percentages in this column do not add to 100 because some medications had multiple errors.  
Labeling Errors 
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The most common errors were related to our hospital labeling policy. At BWH, “hospital label” is a label attached to 
each IV medication bag by nurses in the units. Meanwhile, “pharmacy label” is attached by a pharmacist before 
dispensing medications from the pharmacy department. According to the BWH hospital policy, hospital labels are 
required for all IV bags including any medications and electrolyte solutions.  Fifty-two percent (52%) of IV 
medications did not have a label. Labels were missing on electrolyte solutions such as normal saline or dextrose 
solution but also on intravenous drugs including Potassium chloride, Cefepime, Magnesium sulfate, and 
Cancomycin. In 119 of the hospital labels that were attached, one or more required information categories were 
missing. With regard to the tubing labeling policy, BWH requires labeling all tubing with a color-coded tubing tag 
that includes a hand written date. However, either the tubing tag itself or the date was missing on 81 intravenous 
drugs.  Missing information details on hospital labels are shown in Fig 3. The most frequent type of missing 
information on the hospital label was the expiration date, which was missing on over 25 % of all labels. The volume 
of medications and patient locations were often omitted.  We found one label, which had an incorrect medication 
name on it. 

 

Figure 3.  Missing information details on hospital labels. 

 
 

Unauthorized Medication 

Sixty-one (61) medications (33.7%) out of 181 did not have medication orders. Of these medications, 34 were 
normal saline and were hung to keep the vain open (KVO), 27 medications were not infusing and not connected to 
patients.  For these cases, there were no active orders at the time of data collection. There were mostly discontinued 
medications but still connected to smart pumps (pumps were off). These medications had some contents left in the 
bags and left at the patient’s bedside. Only one case, lactated ringers was infusing without any active order. Also, a 
new bag, Ceftazidime was hanging at patient’s bedside but not spiked or connected to a patient. Later observers 
found that this was a discontinued medication but still left at patient bedside after the order was discontinued. 

Pump Handling Errors 

Observers found two clamped IV medication bags, which were supposed to be open. Both cases were connected 
through smart pumps, and all settings were correct. Also, the IV medications were documented as started infusing in 
the eMAR.  Also, two pump setting errors were found; one had an incorrect rate and the other one was incorrect 
medication.  

Patient Identification Errors 

There were no errors with regard to adherence of using patient ID bands or identification errors. 

Potential harms of errors  
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All errors we found fell into NCC MERP category “A” and “C”.  Labeling and tubing errors were mostly rated as 
“C”. Some example error cases with potential harms are summarized in Table 3.  Based on collected data, efficacy 
in error prevention was projected. Of these 66 errors, which are applicable for any hospital (excluding hospital 
specific policy violation errors), likelihood of preventability with smart pump technology was assessed. Any errors 
were rated unlikely to be prevented by in-use smart pump technology. The ratings were based on the assumption that 
the nurses would have used the smart pump technology to its fullest capacity.  

Table 3. Examples of errors with potential harms. 
Error 
case #

NCC 
MERP 

Type of error Medication and dose infusing via IV pump Medical record order Likelihood of 
preventability with smart 
pump technology

1 C Clamp closed Cefepime 2g/50mL, 16.7m/hr(observed at 
9:49am)

Cefepime 2g/50mL, 16.7m/hr administered at 
9:02am

No

2 C Clamp closed Phytonadione(vit K) 10mg/100mL, 
50mL/hr(observed at 9:49am

Phytonadione(vit K) 10mg/100mL, 50mL/hr 
administered at 9:02am

No

3 C Right meds programmed 
in correct channel /pump

1/2Normal Saline 125mL/h, pump programmed 
as Normal Saline

1/2Normal Saline 125mL/h Yes(with closed loop smart 
pump)

4 C Rate deviation Normal Saline 5mL/h Normal Saline 3mL/h Yes(with closed loop smart 
pump)

5 C Incorrect info on label Heparin 25,000 unit / 250 mL, 1250units/hr 
12.5mL/hr, drug name on a hospital label 
prepared by nurses was wrong(pharmacy label 
was correct)

Heparin 25,000 unit / 250 mL, 1250units/hr 
12.5mL/hr

No

6 C Unauthorized medication Normal Saline 5mL/h No order No  
 

Discussion 

In this prevalence study, we found that over 90% of IV medications had some type of error. The two most common 
errors; Labeling complete according to policy (94.5%) and Tubing tagged according to policy (44.8%), were both 
related to deviations from hospital policies. The definition of an administration error was expanded from 
programming errors to deviations from policies. The previous study recognized that this expanded definition would 
identify events that had the capacity to contribute to patient harm8. Our team agreed that it was important for us to 
include these policy violations to assess the potential harm of medication errors using smart pumps. 

Labeling Errors 

 Missing hospital labels attached by nurses for medication (not electrolyte solutions) may increase the risk of 
administering wrong IV medications for a patient. Since nurses need to scan barcodes before hanging a medication 
in a smart pump, they will catch any error if they attempt to hang the wrong medications. However, there might be a 
chance to make mistakes due to not being able to identify whether the medication is for a specific patient visibly.  
Meanwhile, missing information on hospital labels would be a different situation. Expiration date on the hospital 
label was omitted over 50% of the time. Although the hospital policy requires including the expiration date, 
including this information might not be critical since all bags were processed through electronic Medication 
Administration Records (eMAR) systems and nurses can get information through eMAR when needed. Some 
medication labels (pharmacy labels) prepared by the pharmacy department do not require nurses to write the 
expiration date on their labels. Therefore, nurses may consider including the expiration date and other information 
on the label a low priority. Since volume and the drug’s name are already on the manufacturer’s packages or 
pharmacy labels, nurses may believe that adding information on hospital labels is duplicative.  By the same token, 
the patient’s location and name tend to be omitted.  Nurses need to obtain medications through auto-dispensing 
cabinets; the medications picked up through a cabinet were verified with patient information. Also, information 
about the time and the person who hang the meds are in the eMAR system as well. While these types of labeling 
practices made a lot of sense when manual and paper medication administration processes were in place, they may 
have less relevance when CPOE, eMAR, closed loop bar-coding and IV smart infusion pumps are in place.  We 
found tubing tags were missing as well as labeling on medications. Tubing tags will not be able to replace any 
systems, even though integrated clinical systems are in place, we might still need to use these labels. The labeling 
policies and practices might need to be addressed through evaluation of the policy revision if needed, and then 
nursing education in the hospital. Therefore, a hospital may need to update its labeling policy to suit current nursing 
practices with various safety systems. Our study results may inform a new policy related to IV medication labels.  

Unauthorized Medication Errors 
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We found many normal saline IVs running at a KVO rate did not have an order. According to hospital policy, 
normal saline is required to be ordered by a physician. However, we found that nurses commonly use normal saline 
to hang with a secondary bag without securing an order. This might not be a critical risk, however any medications 
should be going through the eMAR system to check whether the right medications are being hung before 
administration.  A solution for these issues would be if normal saline for KVO is ordered as a set order along with 
secondly IV medications in eMAR, then administration processes would be safer and seamless. One case without 
any order was a nurse started infusion before a pharmacy approved an order therefore it was intended workaround. 
However, any workaround that is outside the closed loop system is unable to gain system benefits from the closed 
loop system. Other medications, which were rated as unauthorized medication, were either completed secondary 
bags hanging for a while or discontinued medications, which were also supposed to be taken down by nurses. This 
may have a capacity to cause errors or confusion if IV bags remain at the patient’s bedside for a long time. It will be 
important to familiarize the staff with how to take down IV bags once they are completed or discontinued through 
nursing education. 

Pump Handling Errors 

Compared with other errors, these pump handling error cases can be critical. In error case 1 and 2 in Table 3, the 
clamps were closed and medication was not being administered when observers came in the patient room. Observers 
intercepted this error and told the nurse, however, it was still after one hour of scheduled administering time. 
Therefore, these cases were not recorded as errors and we would not know what happened if observers did not 
intercept. Current smart pumps can detect primary flows but not secondary IV bag flow. Since this needs to be 
changed physically as a pump’s functionality, this could be a future improvement for smart pumps to prevent these 
kinds of errors. 

In error case 3 and 4(in Table 3), both were human programming errors.  A nurse chose a normal saline setting 
instead of half normal saline in a pump. Also, for normal saline infusion, the rate was set as 5ml instead of 3mL in 
the patient order. Both cases were not a critical error and there was no harm to the patients. However, these error 
cases imply that a nurse can choose the wrong drug library or type in the wrong dose for high-risk drugs. These “slip 
of the finger” type of errors can occur anytime by using a smart pump. We did not find any errors introduced by use 
of new technologies, which is a concern associated with using smart pump technologies14. Selecting a wrong item 
from a lengthy list or pushing a key to change a number of digits are common errors associated with smart pumps. 
In order to achieve maximum protection to these programming errors, smart pumps that seamlessly connected with 
order entry systems and/or eMAR will be able to achieve a meaningful improvement of reducing errors. These 
closed loop smart pumps would be a next generation advanced mart pumps to intercept errors which cannot be 
prevented errors, which cannot be prevented, by independent smart pumps from clinical systems. When all 
medication data including dose, concentration and rate can be retrieved from physician order on electronic patient 
records in real time, this will eliminate any typing and selecting errors of smart pump settings.  Our results did not 
show many errors related to unintentional errors, however, any institution should encourage implementation of the 
closed loop system to intercept critical errors. In our institution, we have not used a closed loop smart pump yet but 
we consider implementing in the near future.  

Compared with the findings reported from a previous study of smart infusion pumps in our institution (Rothschild’s 
study6), a number of medication errors were significantly reduced. The previous study was conducted in 2002, when 
our hospital just started implementing the smart pump. Their study results did not show a significant effect of smart 
pumps on decreasing errors, but the study identified issues related to the use of smart pumps.  Their results showed 
that even though a drug library was available for a drug, about 25% of IV medications were bypassed intentionally 
or accidentally and typed in manually. Also, override alerts including the use of inappropriate boluses, contributed to 
not significant effects of the smart pumps on reduce presentable errors and adverse drug events.  Our study found 
that 8% of medications were bypassed the pump library. All of these were only for electrolyte solutions and no 
potential harm was identified.  Meanwhile, in the previous study Rothschild reported that 24.7% of medications, 
including heparin, intravenous anesthetics, and vasopressors bypassed the drug library.  Based on our findings, it is 
safe to say that the compliance rate of using the drug library has dramatically improved in the past ten years. 

Significant reductions in the medication error rate could be due to soft and hard limit functions. The early version of 
the smart pump did not provide a strict hard limit. This functionality is in place now and has prevented 
miscalculation dose errors or typing dose errors. 

In a manner of speaking, it was no surprise that we had very low rate of errors since our institution has fully 
implemented the integrated closed loop clinical system. It is preventing errors in four phases of medication use: 
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ordering, dispensing, transcription and administration phases14. However, there is still a gap in between existing bar-
code eMAR and smart infusion pumps— in other words; smart infusion pump is not yet within the integrated closed 
loop system. Compared to previous studies at our institution, this may be one of the reasons why medication errors 
have been dramatically reduced. This study’s results also support the notion that integrated systems that are 
successfully implemented and utilized to get the full benefits of the safety system reduce the rate of errors. Including 
smart pumps into this closed loop would complete the safety loop to eliminate further errors. 

Following the research results evaluating an early version of a smart pump in our institution, the hospital leadership 
has actively worked on improving patient safety. Behind these smart pump improvements, there has been a lot of 
effort in the past ten years to improve patient safety and nursing practice. As one example of improvement activities, 
our drug dictionary is reviewed by interdisciplinary committee members routinely and maintained up-to-date, 
evidence based practice. Also, based on incident reports pertaining to any medications errors using smart pumps, 
smart pump logs are assessed in the biomedical engineering department and either physical or mechanical pump 
issues, or human errors investigated. Reviewing reports by the patient safety committee makes changes to hospital 
policies or provide training around nursing practice routinely.  Moreover, hospital leadership works with a smart 
pump vender to improve their products. These activities related to smart pumps in the past decade can contribute to 
safer practice than before. 

Moreover, when comparing our results with the Husch study8, the error rates of our study were relatively small. The 
most significant difference was our study did not find any patient identification errors. The compliance of attaching 
patient ID band was 100%. This may be improved by now in that site which was an early adopter of the new smart 
pump technology at that time. In addition, rate deviation (9%) errors and incorrect medication errors (3%) were 
detected and these errors were rated as D-F in the NCC MARP harm index. In contrast, errors found in our study 
were rated from A to C. The severity of harms was greatly reduced.  

The limitation of our study was that it was conducted as a point prevalence study and was not a long-term 
observation. It is not always true that the collected data reflects the practice on a single day.  Since we will conduct 
the same observations in ten institutions, we chose a point prevalence study so that we can compare with multiple 
sites’ data as well as pre-post intervention data. Also, our sample size (N=55) was smaller than the sample used in 
both Rothschild’s (N=380) and Husch’s (N=486) studies. However, we did find various types of errors and 
identified trends of medication errors around use of smart pumps at our site before conducting larger sample size 
study.  
As a next step of this study, we will conduct interviews/focus groups with nurses to identify why the error occurs or 
any specific reasons if the error was intentional. It is important to distinguish common errors and the issues 
associated with using smart pumps. 
 Also, the standard practice may be different from the hospital policy and this deviation can be clinically 
insignificant (i.e., rate of normal saline for keep vein open). Through further data analysis and qualitative data 
through interviews, we will investigate why this inconsistency occurred either due to misunderstanding of current 
policy or pump setting errors. 
  
 Our goal of this study will be to conduct a national-wide data collection in nine additional hospitals. Our vision of 
the research is to generalize the results and intervention plans. Once completed, we will have data from ten sites that 
may be applicable to other institutions since our sample includes not only AMCs but also community hospitals.  By 
successfully capturing smart pump medication errors on our data collection tool at a range of facilities, we can 
further verify the feasibility of the data collection tool for using in multiple sites.  
 

Conclusion 

An electronic data collection tool was irrelatively developed using a participatory design process with 
interdisciplinary team members. The tool was validated in a clinical setting and was used to capture medication 
errors at an academic medical hospital. Although there were not many high-risk medication errors, violations of 
hospital policy for tubing tags and labeling on IV were identified. Information from this study can be used to help to 
improve safety of administration process, identify areas where improvements in policy and practice are needed. We 
found that the number and the severity of medication errors have dramatically decreased from rates reported in 
previous studies. Collecting the same data using the electronic data collection form will allow us to compare these 
findings across a broad range of hospitals.  
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Abstract: Task list functionality is vital to time and team management in patients’ care. To assist in the 
development of an electronic task list tool, we surveyed practitioners about their current task list solutions, and 
queried what functions would be critical to making an electronic task list that they would be willing to use. 
Respondents indicated a priority flag and the ability to see tasks for multiple patients on a unit were essential. 
Comments included a desire for education about how to use this function before deploying it. We used this input in 
developing a new “to do” list functionality for the intensive care unit electronic tool. 
 
Introduction: Task lists, or “to do” lists, are an important part of effective time management.1,2 As standardized 
checklists, these have been shown to improve patient care,3 but checklists do not cover the full spectrum of care 
activities for every patient. At our institution, the most common way to fill this gap is with the use of a paper task 
list. This tool has two notable limits: first, it does not allow other members on the patient care team to see what tasks 
each member is assigned, and second, it does not facilitate the handover of incomplete tasks at shift change. To 
address this issue, we are deployed a task list function within the Ambient Warning and Response Evaluation 
(AWARE) critical care electronic health record tool. 
 
Methods: An electronic survey was conducted to assess how critical care physician and mid-level providers 
(Physician Assistants and Nurse Practitioners) use their current task list system, and what features would be essential 
to an electronic tool intended to supplant these tools. The survey was distributed via e-mail to 22 fellows, 52 
consultants, and 9 mid-level providers (total 83).  
 
Results: A total of 27 practitioners responded, including 6 fellows, 16 consultants and 5 mid-level providers (33% 
response rate). The majority reported not currently using a systematic task list (74%). 77% reported not using 
prototype of the electronic checklist tools already existing within current version of AWARE. Of those using a task 
list, 1/3 used scratch paper, and 2/3 used their own electronic solutions. Information put into task lists, was most 
often routine events, such as ordering and following up on labs, placing consults, and reminders to place transfer 
orders.  
When asked if assigning priorities to tasks in an electronic solution would be valuable, 18.5% stated it would not be, 
11.1% said it would be if it included several grades of priority (e.g. I-IV), and 63.0% reported it would be useful, but 
only if it was a simple “flag” for high versus normal priority. Respondents universally stated that a “master task list” 
highlighting high-priority items across all patients would be valuable. Several people responded with comments that 
education about how to use this function would be helpful. 
 
Discussion and Conclusions: Gathering information about how practitioners currently use task lists, and what 
features would be valuable to them is vital to determining what features will allow it to replace current ad-hoc 
solutions. The data gathered in this survey, though limited by the poor overall response rate, provides vital 
information to guide the design of a task list function within the EMR.  
The upcoming version of the task list will integrate priority flags and a “master task list” displaying information for 
all patients in a given unit.  
Development of an effective and user-friendly to-do list will serve to make sure important tasks don’t fall through 
the gaps and compromise patient care. 
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Background: Mobile technological devices such as tablets are gradually being 

introduced for healthcare activities. Fast and accurate data entry from these devices at the 

point-of-care is desirable. Typing with these devices may require learning to use 

touchscreen/onscreen keyboards. We evaluated the usability (effectiveness, efficacy, 

satisfaction and ease of use) of default and predictive text keyboards on a Samsung tablet. 

 

Methods: Medical/clinical note-taking personnel participated in a one-time usability 

evaluation lasting approximately 30 minutes. This usability test was conducted in a 

simulated environment on a Samsung android tablet using both default and predictive 

keyboards. Participants were asked to take on the role of a medical provider typing de-

identified sample clinical notes. Effectiveness (accuracy/error rates) and efficacy (words 

per minute) of each keyboard were recorded and measured using a Morae recorder and 

ExamDiff Pro comparison tool. Baseline (or typical) typing speed was measured on a 

Fujitsu convertible laptop computer. The sequence of the keyboard test (default, 

predictive or Fujitsu) was randomized. Participants’ subjective experiences including 

satisfaction were queried using surveys and an exit interview. 

 

Results: Under IRB approval, 15 subjects were recruited. Median typing speed (in words 

per minute, WPM) was faster in the default (17.9) than predictive keyboard (13.3), with 

p-value=.03. Percentage error for the predictive text keyboard was 3.81 and that for the 

default keyboard was lower at 3.50 (p>0.05). Eight out of 15 participants preferred 

predictive keyboard over the default when queried through survey. 

 

Conclusions: Although participants were not comfortable with predictive texting 

initially, many expressed potential to learn to use it and become more efficient with it. A 

longitudinal study following participants over time can monitor change or lack of change 

in effectiveness, efficacy and satisfaction of using predictive keyboards over time. 
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Abstract 
Clinicians in primary care can play an important role in identifying and managing depression for their 
patients.  This study utilized several electronic health record (EHR) tools (pre-visit questionnaires, clinical 
decision support tools, and after visit printouts) to identify undiagnosed depression in the ambulatory 
setting.  In this study, the use of tools available in the EHR led to an increase in the rate of depression 
screening by 15 fold, as well as an increase in the rate of diagnosis of depression of 23%.   
 

Problem 
According to the Centers for Disease Control and Prevention, 10% of United States adults are depressed.  
In Ohio, the estimated prevalence of depression is between 7.7-10.1 %.1  By  2020, depression is expected 
to be the second leading cause of disability.3  Most importantly, depression can and does have a significant 
impact on chronic diseases such as diabetes, heart failure, and hypertension.1,2,3  Untreated symptoms of 
depression exacerbate chronic illness.1,3  Models for depression management recommend a collaborative 
approach, in order to address this major public health issue.   
 

Purpose 
To improve the screening and recognition of depression in primary care clinics at a tertiary care healthcare 
system in Northeast Ohio through the utilization of electronic health record (EHR) tools.   
 

Methodology 
We built the Patient Health Questionnaire (PHQ-9), a validated screening tool for depression, into the Epic 
EHR.  At outpatient check-in the PHQ-9 was automatically printed and given to anyone 18 years and older 
who did not currently have an ICD-9 depression code on their EHR problem list, and had not been screened 
in the last year.  The patient completed the paper PHQ-9 and a medically trained assistant entered the data 
into the EHR.  Four clinical decision support reminders, based PHQ-9 score were built in the EHR.  
Separate alerts were built mild, moderate, moderate-severe, and severe depression.  An alert did not fire for 
scores less than 5.  Clinical decision support reminders provided education, treatment, and referral options 
for providers.  Providers whose patients screened positive for depression had the option of printing a 
customized after-visit message with for the patients, which included instructions for emergency assistance 
and follow up.  We recorded baseline PHQ screening rates and post-implementation screening rates after 
we put the pre-visit questionnaire and clinical decision support reminders were turned on. 
 

Results 
During the pre-intervention period, from December 1, 2011 to December 1, 2012 a total of 41 PHQ 
depression screenings were completed.  In the 2-months following implementation, from December to 
February 2013, 653 PHQs were completed: 460 with 0 score, and 192 with score greater than 0. 137 BPA 
alerts fired in total.  Prior to implementation, the clinic averaged 255 new diagnoses of depression in a two-
month time period.  In the two months following implementation, 314 new diagnoses of depression were 
made, indicating a 23 percent increase in the rate of depression diagnosis.    
 

Conclusion 
Depression screening in primary care can be optimized with utilization of EMR technology, including 
clinical decision support, automated identification of subjects.  In this study, the rate of depression 
screening increased 15 fold, with a 23 percent increase in the rate of depression diagnosis.   
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Abstract 

A core component of the Centers for Disease Control and Prevention’s Public Health Informatics Fellowship 

Program (PHIFP) is the Info-Aid — a short-term technical assistance project that PHIFP fellows lead to solve 

public health informatics (PHI) problems for public health agencies. Info-Aids are used in a range of PHI problems 

and require different problem-solving methods (PSMs). A taxonomy for classifying PSMs for PHI is presented that 

is based on a problem-solving framework and systems concepts. 

Description 

PHI is the systematic application of the knowledge of systems that capture, manage, analyze, and use information 

for improving population health. PHI practice involves problem solving, which requires the systematic application 

of PSMs. PHI PSMs are not well-documented in literature. In Info-Aids, PHIFP fellows are engaged in real-world 

PHI problem solving for various PHI problems. To solve them, fellows adapt and adopt PSMs from referent 

disciplines (e.g., computer science, information science, or the social sciences). Using lessons learned from Info-

Aids, we analyzed and then synthesized these methods into a taxonomy (Table 1) that can be the basis of reasoning 

steps and knowledge types needed to solve problems.
1
 This taxonomy can serve as a resource for fellows to classify 

and organize PSMs they need to apply in a given Info-Aid; the taxonomy also can be useful for other PHI training 

programs. The taxonomy can be further refined and validated to identify PHI problems in practice. 

Table 1. A Preview of Taxonomy of PSMs Based on Information System Structure, Function, and Process 

Problem-solving method SWOT
b
 analysis Data modeling Record linkage 

Problem space 

related to public 

health 

information 

systems
a
 

Structure Organization Data Information 

Function Assess Capture Manage 

Process Planning Design Development 

Problem-solving goal Strategic planning Database design 
Integration of data 

from different 

sources 

a 
Structure defines dimensions of an information system, as represented by Richard Heeks’ Onion Ring model 

(Source: Heeks R, Bathnagar S. Understanding success and failure in information age reform. In: Heeks R, ed. 

Reinventing Government in the Information Age: International Practice in IT-Enabled Public Sector Reform. 

Abingdon, Oxon: Routledge; 1999: 49–74.); function defines the steps in generating value from an information 

system (Source: Taylor RS. Value-added processes in the information life cycle. Journal of the American Society for 

Information Science 1982:33:341–6); and process explicitly defines the phases of an information system 

implementation. 

b
 SWOT = strengths, weaknesses, opportunities, and threats. 
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Abstract This interventional field study of 7 local health departments used network measurements at two time 

points to assess organizational integration and coordination, accompanied by online training on 5 management 

strategies.  Interviews collected data on how managers used the evidence to support decision-making. Consistent 

post intervention change in network density and centralization reflected improvement in communication. When 

managers understand dynamics in their organization, the evidence-based decisions they make produce measurable 

effects on organizational performance.  
 

Introduction The objective of this interventional study is to demonstrate that evidence from organizational network 

analysis (ONA) accompanied with training on management strategies can improve management in local health 

departments (LHDs). ONA is a decision support technique which analyzes relationships among employees and their 

work. The evidence can be applied by managers to improve organizational coordination and integration. Our prior 

research developed and tested a method to customize ONA to benefit LHDs [1]. 
 

Methodology Seven LHDs were identified with assistance from the State Department of Health as part of a state-

wide QI initiative. LHD sizes ranged from 47-183 employees serving counties randomly distributed across the state.  

Data were collected in April 2012 (T1) and in January 2013 (T2) with a standard online network survey sent to all 

employees in each LHD (N~1300). The survey measured frequency of communication between employees and their 

relationships to an essential set of tasks, resources, and knowledge. The results were delivered to each management 

team via interventional webinars. Three types of evidence were provided: network visualizations; measurements of 

communication density and centralization; and charts ranking tasks, resources, and knowledge. Density measures 

the ties between employees as a proportion of all possible ties. Centralization measures the degree to which 

communication centers around a core coordinating group. The intervention included training on 5 evidence-based 

management strategies to improve organizational integration and coordination. The managers participated by 

interpreting the ONA results in the context of their agencies and were guided in a problemistic search leading to 

actionable strategies for improvement. After 8 months, the survey was repeated. Semi-structured interviews 

collected data on management’s use of the evidence to aid decision-making and impacts attributed to the decisions.  
 

Preliminary Results Survey response rates ranged between 82-96% at T1 and 78-99% at T2. Post intervention 

measurements showed consistent change in density and centralization in all but LHD 7, which had a T2 response too 

low for reliable network analysis (<80%). The managers 

reported a range of decisions based on the evidence 

presented to them. Communication improvement was a 

focus across all sites, with decisions to increase cross 

divisional briefings, communication paths, and staff 

interaction. One LHD improved access (measured by 

customer satisfaction) by revamping service protocols. 

Managers noted their decisions were not resource intensive 

yet effective, suggesting ONA is a good investment.   
 

Discussion Management is a core service that integrates 

and coordinates all PH services. When managers 

understand the dynamics operating within the organization, 

their decisions to influence network structure (even small 

changes) can produce measurable effects on performance. 

ONA of multiple LHDs provides a comparative database for state wide planning and research on organization 

improvement, including standardized data on the tasks, resources, and knowledge used in PH work.  
 

[1] Keeling, et.al. 2012. The influence of management and environment on LHD organizational structure and adaptation: a longitudinal study 

using network analysis. Journal of Public Health Management and Practice [Epub ahead of print] doi: 10.1097/PHH.0b013e3182544800 
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Abstract 

The Nursing Management Minimum Data Set (NMMDS) was developed to provide a standardized set of 

essential data elements describing contextual factors influencing nursing work in any setting. The 

NMMDS has 18 data elements divided into three broad categories: environmental, nurse resource, and 

financial data. The NMMDS was first published in 1997; however, it was not broadly disseminated and 

needed updating since healthcare is rapidly changing. There are no national standards that are publicly 

available or consistently used in information systems to examine the context in which nursing care is 

provided and the characteristics of nurses that could affect patient outcomes.  The purpose of this study 

was to update one of the NMMDS data elements: nurse demographics. The theoretical framework for this 

study was systems theory. It is used to describe nurse demographics that influence the care provided by 

nurses and the outcomes that can be achieved. 

An iterative process was used to update the NMMDS data element of nursing demographics: review of 

the literature and existing standards internal and external to nursing, and consensus of the expert 

investigators.  Previously nurse staff and manager demographic profiles were measured as two separate 

data elements. These were replaced with the updated single NMMDS data element: Nursing 

Demographics. The updated variable was harmonized with existing workforce standards and will be 

coded into LOINC for public distribution. 
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Abstract.  The Clinical Decision Support Consortium (CDSC) Services team has created a wrapper around the 
Enterprise Clinical Rules Service (ECRS) using the HL7 Decision Support Service (DSS) standard, in order to 
demonstrate the ability of the Partners HealthCare System (PHS) – developed ECRS to meet the standard and to 
make the service available to clients who follow it, and thereby encourage its use.  Accomplishing this task required 
thorough review and analysis of the DSS standard, mapping between it and ECRS, and testing the resulting product 
using input forms and rules currently in production use at PHS. 
Problem addressed. Given that the HL7 Decision Support Service1 (DSS) standard has been developed and 
balloted, it is important that it be tested in the context of clinical decision support (CDS) systems that are already in 
use, and vet both the applicability of the standard and the flexibility of the existing service to meet it. Development 
of the standard has occurred concurrently with but independent of the Enterprise Clinical Rules Service2 (ECRS); 
once DSS was made available for use, the CDS Consortium3 (CDSC) Services team deemed it a good test of both 
the standard and the service to wrap one in the other, so that consumers following the DSS standard can take 
advantage of the ECRS. Through the CDSC and other projects, ECRS has demonstrated itself to be a robust and 
scalable CDS system with the ability to provide decision support for clients both within PHS and across the United 
States.   
Specific purposes of the project.  Given the effort needed to produce and support a service such as ECRS, and the 
proliferation of systems, hospitals, and large and small physician practices for whom creating a local CDS service is 
out of reach, the CDSC deemed it important to test use of the DSS standard with our existing cloud-based service. 
Though ECRS is designed to be flexible as to input payload, the set of guidelines piloted by the CDSC requires a 
Continuity of Care Document (CCD) as input to the service.  Chosen as the standard input document for the CDSC-
piloted guidelines, the CCD has become widely accepted as a standard and the ability to create it made ubiquitous 
through the requirements of Meaningful Use. Successfully wrapping ECRS in the DSS standard will demonstrate 
that by adhering to defined standards (DSS, CCD), clinicians, systems, and institutions may request CDS service 
execution without needing to know details of the underlying design or technology. 
Overview of the methodology.  To create the DSS “wrapper” around ECRS, we first reviewed the DSS standard 
thoroughly to determine commonalities with ECRS and discover gaps either in the DSS or ECRS design that could 
preclude completion of the project. Following this analysis, we defined an ECRS adaptor class as a bridge to DSS, 
designed metadata to map parameters supplied with a DSS call to ECRS equivalents, and tested the prototype.  We 
limited the prototype to support of HSSP Simple Evaluation DSS Functional Profile, Version 1.0, which takes a 
single request for CDS and returns the response.  More complex patterns are included in the standard that DSS has 
not tested or implemented yet, which are compatible with ECRS design.  The ECRS wrapper will be extended as 
needed to test such patterns in a later phase of the work. 
Conclusion. The prototype successfully takes in a DSS request with a CCD as its input payload, passes it to ECRS 
and returns an ECRS recommendation document as payload inside the DSS response. Our results indicate that the 
concurrent and independent development of ECRS and DSS has resulted in highly compatible designs, making use 
and continued development of DSS as a wrapper around ECRS a positive step toward providing CDS to a variety of 
consumers. 
Acknowledgements. This publication is derived from work supported under a contract with the Agency for 
Healthcare Research and Quality (AHRQ) Contract # HHSA290200810010. 
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Abstract 
Secondary use of electronic health record (EHR) data is a broad domain that includes clinical quality metrics, 
observational cohorts, outcomes research and comparative effectiveness research. A common thread across all 
these use cases is the design, implementation, and execution of EHR-driven algorithms for identifying subjects with 
the phenotypes of interest, and the subsequent analysis of the query results. In this abstract, we report our 
preliminary efforts in designing and implementing an open-source library and platform for authoring, executing, 
and visualization of EHR phenotyping algorithms.  

Introduction and Background 
The term “EHR-driven phenotyping”, in general, implies algorithmic recognition of any patient cohort within EHRs 
for a defined purpose. The core principle for developing the phenotyping algorithms comprises extracting and 
evaluating data from EHRs for diagnostics fields, laboratory values, medication use, and NLP-derived observations. 
While we have successfully demonstrated the applicability of such algorithms for clinical and translational research 
within the eMERGE1 and SHARPn2 consortia, a key topic that deserves further attention is standards-based 
authoring and semi-automated execution of the algorithms, as well as visualization of the execution results in an 
intuitive and actionable manner. To address this requirement, in this study we report our preliminary progress in 
designing and implementing an open-source library and platform—PhenotypePortal—that will aim to facilitate the 
authoring, executing and visualization of EHR phenotyping algorithms. 

Methods and Discussion 
Our objective for this study was to develop an open-source platform for enabling standards-based authoring and 
execution of phenotyping algorithms, as well as visualization of the execution results. In particular, to represent the 
phenotyping algorithms for authoring, we have leveraged the Quality Data Model (QDM) and Healthcare Quality 

Measure Format (HQMF) from HL7 that provides the syntax, 
grammar and set of basic logical, temporal and arithmetic 
operators to unambiguously articulate phenotype definition 
criteria. The portal integrates Common Terminology Services 2 
(CTS2) for the management of Meaningful Use terminologies and 
relevant value sets pertaining to the phenotype definitions. For 
executing the phenotype definitions, we have implemented a rules-
based framework using the open-source Apache UIMA and 
JBoss® Drools environment that translates the QDM and HQMF 
phenotypic definitions into executable Drools rules (more details 
available in Li et al.3). Finally, the results visualization and report 
generation module provides intuitive graphical cues for one to 
navigate the query results, and eventually generate summary 

reports. More details about the prototype are available at: http://phenotypeportal.org. 

1. McCarty C, Chisholm R, Chute C, et al. The eMERGE Network: A consortium of biorepositories linked to electronic 
medical records data for conducting genomic studies. BMC Medical Genomics. 2011;4(1):13. 

2. Chute C, Pathak J, Savova G, et al. The SHARPn Project on Secondary Use of Electronic Medical Record Data: 
Progress, Plans and Possibilities. American Medical Informatics Association (AMIA) Annual Symposium2011:248-256. 

3. Li D, Shrestha G, Murthy S, et al. Modeling and Executing Electronic Health Records Driven Phenotyping Algorithms 
using the NQF Quality Data Model and JBoss® Drools Engine. American Medical Informatics Association (AMIA) 
Annual Symposium2012:1-10. 

Figure 1 Screenshot of PhenotypePortal library 
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Mining Drug-Drug Interaction Patterns from Linked Clinical Data 
Richard C. Kiefer, BS Christopher G Chute, MD, DrPH, Jyotishman Pathak, PhD 

Department of Health Sciences Research, Mayo Clinic, Rochester, MN, USA 
Abstract 

By nature, healthcare data is highly complex and voluminous. While on one hand, it provides opportunities to identify hidden 
and unknown relationships between patients and treatment outcomes, representing and querying large network datasets 
poses significant technical challenges. In this research, we apply Semantic Web and Linked Data principles and technologies 
for representing patient data from electronic health records (EHRs) at Mayo Clinic as Resource Description Framework 
(RDF) graphs, and identify potential drug-drug interactions (DDIs) for the widely prescribed cardiovascular drug: Warfarin 
(Coumadin). 
INTRODUCTION and BACKGROUND 
The work presented in this study applies linked data principles for representing patient data from electronic health record 
systems at Mayo Clinic to study drug-drug interaction patterns for widely prescribed cardiovascular drugs. In particular, we 
use open-source tooling and standardized ontologies for creating virtual RDF graphs (i.e, “views”) from Mayo’s clinical 
enterprise warehouse and demonstrate federated querying for potential drug-drug interaction (DDI) information using public 
data available from the Linked Open Data cloud. 
METHODS 
Our goal is to federate between four main data sources: eMERGE, MCLSS, DrugBank and BioPortal, where  eMERGE is a 
MySQL database (internal to Mayo) containing prescription data, MCLSS is a DB2 database (internal to Mayo) containing 

patient clinical and demographic data, the  DrugBank is a public drug data 
repository and BioPortal provides a public repository containing ICD-9-CM 
diagnosis and procedure codes and labels. Since our interest lies in querying 
for DDI pairs in DrugBank and determining such potential interactions using 
Mayo's EHR data, in its current form, one would have to understand schema 
differences and execute multiple SQL query across all these datasources—
spanning both MySQL and DB2 environments—to retrieve the appropriate 
resultset. Instead, by leveraging Semantic Web technologies, we demonstrate 
how this can be achieved using a single SPARQL query. 

Using the open-source application Virtuoso, RDF views were 
written for the eMERGE and MCLSS database tables which allowed for the 
creation of SPARQL endpoints.  With the four endpoints established, a query 
was run which retrieved the DDI information for Warfarin from DrugBank 
and used it to search the eMERGE repository for patients who were 
prescribed both drugs during the same clinic visit.  Based on that patient list, 
the query retrieved the ICD9-CM diagnosis and procedure codes for those 
patients from the MCLSS repository and used the BioPortal endpoint to 
translate those codes into English descriptions.  Additional queries resulted 
in lists of Warfarin DDIs grouped by the patient’s age and gender. 

DISCUSSION AND RESULTS 
Of the total 171 potential DDIs for Warfarin, 72 DDIs were observed in the prescription data for at least one or more patient.  
The potential DDI evidences observed were primarily in the elderly (71 years or above). This would be consistent with the 
fact that cardiovascular related complications are more prevalent in the older population, and hence anticoagulants and 
antiplatelets are commonly prescribed to prevent thrombosis and thromboembolism.  Specifically, the most commonly 
prescribed medications that interact with Warfarin were Acetaminophen and Prednisone. Prednisone was the most commonly 
prescribed medication among patients in the 18-30 year old grouping. Dicloxacillin was given to age groups 18-30 and 71+, 
but not to 31-50 or 51-70. Older patients were more likely to take Clopidogrel – as usually prescribed to patients receiving 
stents. Patients in the age group of 71 years or above were only given Phytonadione—a drug used to reverse the effects of 
Warfarin when INR (international normalized ratio) levels were too low. 

In general the distribution of DDI results were evenly distributed when analyzed based on gender, however there 
were a few exceptions.  It was found that males were almost 3 times more likely to be prescribed Allopurinol and 4 times 
more likely to be prescribed Amiodarone.  Females were 10 times more likely to be prescribed Fluconazole.  

 
Acknowledgement. This work is funded in part by the Mayo Clinic Early Career Development Award (FP00058504). 
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Ontolograph: A Hybrid Ontology and Graph Database Designed for High-
Dimensional Phenomic and Genomic Data Integration 

Arkaprava Pattanayak, BS; James L. Chen, MD 
Department of Biomedical Informatics, The Ohio State University, Columbus, OH 

 

Abstract: The integration of high-dimensional genomic and phenomic data is challenged by scalability and semantic 
robustness for intuitive querying. To address these needs, we merge an ontology and graph database into a 
seamless, hybrid datastore that we have named an ontolograph. The ontolograph leverages the best features of 
ontologies and graph databases. To demonstrate its advantages, we pilot its effectiveness in handling complex 
searches using data from 400 prostate cancer patients. 

Background: The integration of genomic and phenomic data is critical for precision medicine applications. Graph 
databases have become popular for clinical data as they efficiently store associative data sets and scale more 
naturally to large data sets. However graph databases lack semantic robustness and intuitive query functionality. On 
the other hand, ontologies provide excellent lexical integrity for often redundant and overlapping genomic/disease 
concepts. Furthermore, ontologies offer a powerful search framework but were never designed for the storage of 
high-dimensional data. To address these limitations, we introduce an ontolograph, a hybrid structure that leverages 
the best features of both the ontology and graph databases that is ideally suited for the storage of high-dimensional, 
complex, and interwoven clinical and genomic data. We have piloted the ontolograph in the prostate cancer domain 
and have loaded nearly 400 patients into storage. Moreover, we demonstrate its ability to effortlessly perform 
complex joint genomic and descriptive searches.  

Methods: Ontolograph structure: Three main components underlie 
the ontolograph data structure: ontology (semantic layer), RDF 
triplestore (instantiation layer), graph store (patient data layer) as 
shown in the figure. The ontology was constructed using Protégé 
ontology software. The RDF triplestore (instantiation layer) serves as 
the linkage between the ontology used to interpret user queries into 
the graph store (patient data layer). OpenRDF Sesame was chosen as 
the triplestore database due to its open-source codebase. The graph 
store is ultimately where individual patient data resides. Neo4j was 
selected as the graph store framework due to its GPL license. 
Query Functionality: User queries are converted into computable 
statements using the SPARQL query language. These SPARQL 
queries access the triplestore layer to complete the query formulation 
process. Once the query formulation is complete, the queries rely on 
APIs exposed by the Neo4j framework that then return fully formed objects from the graph store. Thus the 
ontolograph provides a consistent mechanism for database querying without the need for a priori knowledge of a 
specific schema.   
Prostate Cancer Datasets: Using customized Extract-Transform-Load (ETL) tasks housed within the data loader 
component, we loaded into the ontolograph three publically available datasets of prostate cancer patients with 
clinico-genomic data: [1] Taylor (GSE21032) contains 217 patients; [2] Glinsky (data from author) contains 79 
patients; [3] Gulzar (GSE40272) contains 98 patients. Data loaded included: patient characteristics, time to 
biochemical cancer recurrence, mRNA and microRNA expression data. 

Results: Unit testing showed that simple SPARQL queries returned expected results. Complex queries that 
simultaneously demand phenotypic and genomic data also functioned with expected output. Such a complex query 
would be: retrieve all prostate cancer patients with recurrent disease with Gleason Score > 7 (phenotypic data) and 
mRNA profiling data that has the MEIS1 gene profiled (genomic data) without requiring a hardcoded query. The 
ontolograph appropriately provided a listing of patients matching these characteristics. The ontolograph has been 
migrated to a web server on an independent Virtual Machine. Further unit tests are currently being written to allow 
for more robust queries such as those needed to fulfill other integrated genomic/phenomic queries that this system 
attempts to solve. 

Discussion: In summary, the ontolograph platform provides a simple, extensible, data integration standard in the era 
of big data. Further incorporation of other clinical and genomic datasets will only improve its functionality. 

RDF Triplestore 
Instantiation Layer 

Ontology  
Semantic Layer 

Graph Store 
Patient Data 

User Query 

1.  Disambiguate 
user query 

 

2.  Identify 
appropriate 
patient nodes 

 
3.  Retrieve specific 

patient nodes 
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Abstract

While Electronic Medical Records (EMR) contain de-
tailed records of the patient-clinician encounter — vi-
tal signs, laboratory tests, symptoms, caregivers’ notes,
interventions prescribed and outcomes — developing
predictive models from this data is not straightforward.
These data contain systematic biases that violate as-
sumptions made by off-the-shelf machine learning algo-
rithms, commonly used in the literature to train pre-
dictive models. In this paper, we discuss key issues
and subtle pitfalls specific to building predictive models
from EMR. We highlight the importance of carefully
considering both the special characteristics of EMR as
well as the intended clinical use of the predictive model
and show that failure to do so could lead to develop-
ing models that are less useful in practice. Finally, we
describe approaches for training and evaluating models
on EMR using early prediction of septic shock as our
example application.

1. Introduction

Large investments by the government and the Mean-
ingful Use Act have accelerated the adoption of Elec-
tronic Medical Records (EMR). These information sys-
tems contain granular measurements made over the
course of a patient’s stay in the hospital, including de-
tailed records of symptoms, test measurements, data
from monitoring devices, clinicians’ observations and
billing data. Potential uses of these data include risk
stratification or early prediction [1, 2], biomarker dis-
covery [3], cohort detection for clinical trial recruit-
ment [4], and optimizing resource use. In this pa-
per, we study issues surrounding the development and
evaluation of early prediction systems from such ob-
servational data (i.e. data collected in the process
of providing care) for early identification of compli-
cations. Systems that can detect complications early
can help identify opportunities to intervene and al-
low for more cost-effective allocation of resources. For
trauma patients, early diagnosis and rapid interven-
tion to treat shock and organ dysfunction was found to
decrease health-care resource utilization and improve
outcomes [5]. In the intensive care unit, delays in iden-
tification and management of critically ill patients have
been associated with higher mortality rates [6] and
increased utilization of hospital resources [7]. Using

observational EMR for training and evaluating early
detection systems has several benefits when compared
with using data from controlled studies, chief among
which is the abundance of available data. Collecting
data is virtually zero cost and therefore, baring pri-
vacy issues, the only restriction on the amount of data
available is the incidence of the condition in question.
In the inpatient and the outpatient setting, as EMRs
collect visit data near real-time, the opportunity to de-
ploy real-time prediction systems for effective patient
management is enormous. It can influence decisions as
wide-ranging as whether the patient should be trans-
ferred to a more resource intensive setting to whether
a more aggressive treatment course should be pursued.

In contrast with much of the work on building predic-
tions systems from EMR, the goal of this paper is not
to engineer a better feature set, or develop a new algo-
rithm or achieve better performance. The main goal of
this paper is to highlight and discuss a number of key
issues that arise when trying to build practical early
prediction systems from observational EMR. We dis-
cuss how confounding medical interventions can mask
the ground truth labels needed to train and evaluate a
prediction system, and show that not taking this mask-
ing into account can lead to models that are less useful
in practice. We highlight the importance of consider-
ing the clinical end use of a prediction system and how
the training and evaluation of the predictive model de-
pends on the desired clinical use. We present two dif-
ferent clinical applications of early prediction systems:
a stand-alone monitoring or diagnostic system that
would be used by caregivers to decide whether or not to
intervene, and an assisted monitoring or alert system
that works in parallel with caregivers and is used to
detect at-risk patients who would otherwise be missed.
This distinction of the two use cases is important in
understanding the generalization performance of the
predictive system. We show that, in general, it is not
possible to use EMR to train and evaluate stand-alone
monitoring systems, but assisted monitoring systems
can be trained and evaluated using data contained in
EMRs. Finally we discuss and evaluate some choices
available to the modeler in dealing with data contain-
ing confounding medical interventions. We exemplify
these issues in the context of building an early predic-
tion system for septic shock using the MIMIC-II EMR
database.
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2. Septic Shock: Background, Data and
Features

We use the development of a clinically useful early pre-
diction system for septic shock as an example applica-
tion that illustrates the challenges of predictive mod-
eling from observational EMR.

Sepsis defined as a severe inflammatory response to in-
fection is the leading cause of death in the inpatient
setting. The Surviving Sepsis Campaign has estab-
lished a set of guidelines for treatment which require
immediate intervention with pressors, antibiotics, and
fluid resuscitation [8]. Early detection and interven-
tion is critical [9]; if the disease progresses to septic
shock mortality rates increase to 40-80% [10,11]. Thus,
early prediction systems can have a significant impact
in reducing the mortality rates. Consequently, infor-
mation models for prediction of sepsis have received
significant attention [2, 12–20].

2.1 Data and Features
We use data from adult ICU patients contained in
the MIMIC-II clinical data [21]. This dataset has
been previously used in modeling prediction of sep-
tic shock [2, 15]. Rather than viewing each patient as
a single value or a number of discrete bins, each pa-
tient is viewed as a set of time points, where the time of
each entry in the EMR defines a time point. Since data
collection is undertaken by ICU staff, we can assume
more measurements will be taken during episodes of
interest [22]. For an early prediction system to be clin-
ically useful, it needs to identify patients at risk before
treatment has started, thus we discard all time points
after treatment has began. Since pressors and antibi-
otics are the standard treatment for severe sepsis [8],
we take administration of pressors and antibiotics to
represent beginning of treatment. We also discard all
time points after septic shock has been observed.

Prior works have demonstrated improved performance
by using a combination of chart data, lab results, pa-
tient demographics, and medications [2, 20]. We use
the same subset of 77 chart variables that were pre-
viously used for septic shock prediction from MIMIC-
II [2]. We check if values fall within an acceptable
range in order to account for errors in data entry [22].
Maximum, variance, least-squares fit line over the last
6, 12, and 24 hours were computed for features derived
from chart data in order to capture patient change over
time preceding each time stamp. This is important as
variability in vital signs such as heart rate is a known
predictor of sepsis [17, 18]. Other values were taken
from patient fluid I/O events, a list of fluids provided
via IV drip and patient urine output. Sums for to-
tal volume of red blood cells, urine output, and all
fluid input were recorded for 1 and 24 hours previ-

ous to each time point. Similar information recorded
as Total Balance Events was also included directly.
Medications were included as features whenever they
were determined not to be either pressors or antibi-
otics. We include demographic information for each
patient, looking at which ethnic group the patient falls
in to. We also include binary features indicating if a
culture or medical procedure that may be correlated
with sepsis was performed on the patient within 24,
48, or 72 hours. In all, we compute 1011 features. At
each time point, the most current value of a particular
feature is used, with values older that a certain time
window discarded [2].

3. Challenges of using EMR Data

The goal of an early prediction system is to detect
when a patient is at high risk of developing an adverse
condition as early as possible to increase the chances of
successful treatment. To be useful in practice, the de-
tection should happen prior to the caregiver interven-
ing to treat the condition. Prior works train supervised
classifiers to predict whether the patient will have an
adverse condition (e.g. septic shock) in the future
based on the past clinical history. More specifically,
given the set of clinical events (x1, x2, · · · , xk, · · · , xn)
the goal is to predict at time k whether any of the
future events xk+1, ..., xn will be an adverse condi-
tion. When training and evaluating such a system,
the ”future” is available. Under some conditions, one
could observe or infer whether the adverse event has
occurred or not. At deployment, only the history up
to time k is available. Learning and evaluating early
prediction systems using observational data alone en-
counters three main challenges.

Incomplete Observation EMR can be left or right
censored because the patient was transferred too late
or discharged too early. This problem is relatively well
understood and our treatment of this bias is similar to
that in previous studies. We exclude samples where
less than 12 hours of data are present prior to the
septic shock.

Selection Bias The set of recorded patients in an
institutional EMR is not a random sample from the
population. Instead, it varies depending on the na-
ture of particular practice, the care unit, and the ge-
ographical location of the medical institution. These
factors impose biases on the patient demographics and
the health condition of admitted patients. In turn this
can impose restrictions on where the trained early pre-
diction systems can be deployed: models trained on
data from one practice might not generalize to another
practice. In this paper we assume that the system is
deployed in the same practice where the EMR were
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collected, thus alleviating this issue. Since EMR are
continuously collected in the process of regular care,
significant amounts of EMR have already been col-
lected for many practices, so this assumption is not
too restrictive.

Confounding Medical Interventions (CMIs)
These are interventions performed by the caregivers
that will affect the risk of the outcome of interest.
In management of sepsis for instance, the relevant in-
terventions are administration of pressors and broad-
spectrum antibiotics. From a model training point of
view, a CMI often hides the true label of a patient’s
trajectory. After a CMI, one cannot distinguish be-
tween a patient who was at risk but is now treated due
to antibiotic treatment versus a patient that received
unnecessary treatment due to conservative judgment
by the caregiver. This means data containing CMIs
must be handled differently.

In table 1, we describe the four categories of data that
are present in observational data. The data in the
categories A and B contain no CMIs and the observed
presence or absence of the adverse condition within a
time frame is a direct indication whether the patient
is at risk during their hospital stay. We refer to these
as clear data samples. Category D contains patients
upon whom a CMI has been performed. In this case
the absence of the outcome (septic shock) is not indica-
tive of whether the patient was truly at risk or not. We
refer to these as confounded data samples. For patients
in category C, even though CMIs were performed, the
adverse condition is still observed. Depending on the
studied adverse condition, it is possible that its pres-
ence was an unintended consequence of the CMI itself,
in which case samples in category C should also be
considered confounded data samples. In the case of
sepsis, however, this is unlikely and the presence of the
adverse condition indicates that the patient was truly
at risk and the CMI was possibly insufficient or ap-
plied too late. Thus we still consider these to be clear
samples. Whether a patient ends up in categories A
or B, or C or D depends on the caregivers that makes
the treatment decision, which can vary from practice
to practice or even patient to patient.

To understand how CMIs can introduce unwanted bi-
ases in learning consider the following example. Con-
sider a care unit where all children with 102 degF
are prescribed treatment for flu and are subsequently
cured. A natural approach (and one that is frequently
used in the literature) might be to use the adverse
condition (column 4 in table 1) as the ground truth
labels: the sample is marked as at risk (positive) if
the adverse condition is observed (categories B and
C) during the hospital stay and not at risk (negative)

otherwise (categories A and D). In this case, sam-
ples from children with 102 degF who were prescribed
treatment and were cured will fall in category D. Since
cases from D are considered not to be at risk, a learn-
ing algorithm trained using this data will rightfully
learn a model that predicts that children with high
temperature have a low risk of developing flu, and will
direct the doctor not to prescribe treatment. Worse,
standard cross-validation techniques would not detect
anything wrong with the model as in the validation set
cases from D are also considered low risk. The pres-
ence of CMIs and confounded data constrains how an
early prediction system can be used in practice.

Cohort
Underlying risk
(ground truth)

CMI adverse condition

A Not at risk no unobserved
B At risk no observed
C At risk yes observed
D Unknown yes unobserved

Table 1: Types of samples present in EMR data

3.1 Clinical Application and Model Evaluation
When developing an early prediction system, one
needs to understand how the system will be ultimately
applied in the clinical setting and evaluate it accord-
ingly. We make a distinction here between two differ-
ent settings in which predictive models for early iden-
tification are applied. In the first case, the system is a
stand-alone monitoring system that is trained to max-
imize detection accuracy on all patients. For example,
a diagnostic system is optimized to correctly diagnose
any patient based on their signs and symptoms. In the
second case, the system serves to assist the clinician
in monitoring patients. Such a system is not guaran-
teed to detect all patients with the given condition,
rather it is optimized to detect patients that the clin-
icians currently miss. We call this system an assisted
monitoring system. The source of observational data
used in training our early prediction system affects the
applicability of the derived system.

To evaluate the early prediction system, one must ob-
tain ground truth data for a cohort that is represen-
tative of the population on whom the system will be
deployed. In our application, the ground truth labels
are whether or not the patient will develop septic shock
in the absence of a CMI (prescription of antibiotics or
pressors). If the goal is to do stand-alone monitoring
our training data must contain representative samples
of all possible patients. CMIs introduce systematic
bias with regard to the types of patients on whom
ground truth data are not available. To see why, note
that most care units have a practice culture and care-
givers ascribe to that culture to decide when to inter-
vene. Therefore, caregivers are likely to systematically
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intervene on the same set of patients, thereby adding
CMIs that hide the ground truth labels on that sub-
group of patients. In other words, patient populations
on whom we have clear data with ground truth (cat-
egories A, B and C) likely differ from patient popula-
tions on whom we have confounded data that is miss-
ing ground truth labels. Therefore, we cannot draw
conclusions on the generalizability of our model to pa-
tients in category D. In the absence of large variability
in practice patterns, data acquired from single institu-
tion EMRs or from a small group of care providers
are likely to be systematically biased in the patients
on whom we are able to extract ground truth data and
generalize our model to1. Therefore, patients on whom
we have clear versus confounded data are not similar
and therefore no conclusions can be made about gen-
eralizability as a stand-alone monitoring system.

All is not lost, however. For assisted monitoring where
the assumption is that the system is trained to alert in
cases when the caregiver previously missed i.e., iden-
tify patients in cohort B and C, model evaluation is
feasible. Specifically, we do not need to show gener-
alizability to patients with CMI (category D) where
ground truth data are missing. It is sufficient to con-
sider the clear data samples (categories A, B and C)
where ground truth labels are observed and evaluate
model only on that data. In practice, this implies that
the caregiver makes decisions independently from the
system but intervenes when either the caregiver sus-
pects that the patient is at risk or if the system iden-
tifies as at risk. Thus, with regard to improving out-
comes, early prediction systems trained on data from
the institutional EMR are just as valuable as they pro-
vide decision support to identify patients at risk who
were previously missed by the caregivers.

3.2 Developing the Predictive Model

Besides modeling decisions that are generally present
in any learning application (e.g. choice of features or
learning algorithms), when learning predictive mod-
els from EMR the modeler is faced with an additional
question: what should be done with records that have
confounding medical interventions (CMIs)? Remem-
ber that CMIs mask the ground truth label by reduc-
ing the risk of observing the adverse condition and
making it impossible to distinguish between patients

1To assess the extent of this problem, one can learn a
classifier and measure area under the curve (AUC) for dis-
tinguishing between samples in categories A, B and C from
samples in D. If the AUC is high, clearly the populations
are different. Note, that a low AUC does not imply that
the populations are similar. It only implies that the popu-
lations cannot be distinguished between given the current
classifier. We performed this test on the septic shock data
and obtained and AUC of 0.7

that are truly at risk and patients that have received
interventions that were unnecessary or intended to
treat a different condition.

In this section we will compare four possible ap-
proaches for handling data with CMIs when training a
model. To this end, we use SVM-light [23] with a lin-
ear kernel and default parameters to train a predictive
model for each of the four approaches, and evaluate
their performance in the context of an assisted moni-
toring system, using a random sample of 4000 hospital
stays from only cohorts A, B and C as discussed in
the previous section. Henceforth we will denote the
cohorts A,B and C as clear data as the ground truth
label for these cohorts is clear. Similarly the cohort D
will be denoted as counfounded data. For both train-
ing and testing, patient stays are broken into windows
of length 72 hours. Using a sliding window approach,
multiple windows that cover a patient’s data through
the length of his stay are generated by shifting the win-
dow to consecutive clinical events. For septic shock-
positive patients, only data from within 3 days of the
onset of septic shock is considered. Data prior to that
is eliminated as its unclear whether they should receive
a positive or negative label. To generate our train and
test splits, samples from a given patient can only be
included in the training or the test set. This is to
mirror the end use more closely where the system is
evaluated on patients that are different from those on
whom the model was trained.

In this setting, class imbalance is an issue when train-
ing our models; there are many more negative sam-
ples (from patients who are not at risk) than positive
samples (from patients who developed septic shock).
Classes are balanced by up-weighting the minority
class by the ratio of positive to negative examples. To
test how performance depends on the availability of
clear data, we used training sets ranging from 50 to
4000 clear stays. In addition, a fixed set of 2000 con-
founded hospital stays were made available for train-
ing. Figure 1 shows the mean AUC and standard de-
viation over five folds. For each fold, the test set was
generated by random sampling (without replacement)
from the clear data and within each fold, all four mod-
els were evaluated on the same test set so that their
performance could be compared. The training set was
also generated by random sampling without replace-
ment.

The first approach for dealing with CMIs is to com-
pletely ignore the data where the ground truth was
masked and only use the clear data for training (i.e.
A, C positive, B negative). In the limit, when clear
training data is plentiful, this is the best choice as the
training and test set distributions match. The test set
performance of this approach are depicted in figure 1
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with the curve labeled ”Clear Only”. As the size of
the data increases, performance of the model improves.
Note, performance is only evaluated with regard to de-
veloping an assisted system and not a stand-alone sys-
tem. In other words, one cannot claim how this model
would perform on patients whose samples are in the
confounded data.

The second approach is to use the observed condition
as the training label (i.e. A and C as positive, and B
and D negative). This would be the natural choice if
one were not considering the influence that CMIs have
on the ground truth, and indeed, previous work has
used this approach both for training and testing the
models (e.g., [2,15]). However, as we discussed in sec-
tion 3, this approach can introduce unwanted biases in
the data and lead to poor results. The results for this
approach are shown as the curve labeled ”Confounded
as Negative” in figure1. We see that indeed, not taking
into account the masking effect of the CMIs leads to
significantly worse results, performing the worse out of
all approaches.

A third approach would be to assume that the care-
giver was correct when making the decision to pre-
scribe treatment and therefore, consider all the pa-
tients that have received an intervention treatment as
positive (i.e. A, C, D as positive, B as negative). This
approach is appealing as caregivers are highly trained
professionals that usually are correct in their clinical
assessment of which patients are at risk. The curve
labeled ”Confounded as Positive” in figure1 shows the
performance of this approach. In our dataset, this ap-
proach gives better results than the ”Confounded as
negative” setting, but performance is still lower than
simply ignoring the confounding instances.

Finally, rather than ignoring or choosing an adhoc la-
beling for the confounded data, one could use a trans-
ductive approach for inferring the true labels [24]. We
perform a preliminary analysis using a transductive
SVM [24]. In this learning framework, the data with
masked ground truth is treated as unlabeled data (i.e.
A, C as positive, B as negative, D as unlabeled).
When only limited labeled training data is available,
transductive learning has shown promising results.
However, in our vanilla implementation, adding exam-
ples as unlabeled data does not seem to help improve
performance over ”Clear only” (see figure1). It is inter-
esting to note that it outperforms the ”Confounding as
Negative” approach that is typically used in the liter-
ature to train predictive models. There is a rich body
of work on transductive and semi-supervised learning.
It is likely that models that better exploit our domain
characteristics for inferring the labels might improve
performance. We think this is a promising line of in-
vestigation for the future.

To further understand the utility of each model we per-
formed an error analysis based on the severity of the
adverse condition affecting each patient. This analysis
revealed that a significant portion of the errors was due
to mistakes on patients that develop severe sepsis but
do not progress to septic shock. Given that severe sep-
sis is still a very serious condition with a high mortality
rate and that the recommended treatment for severe
sepsis is similar to the treatment of septic shock, one
could argue that misclassifications of severe sepsis pa-
tients should not be considered as an error. Thus, we
evaluate the discriminative capacity only on patients
with septic shock against patients that do not progress
beyond SIRS (i.e. mild sepsis) [8]. We show the results
of this analysis in results in figure 2. While relative
performance of the different approaches remains the
same, all models performed noticably better (AUC in-
creases by approximately 4 points).

Figure 1: Plot of average AUC across 5 folds for dif-
ferent numbers of clear hospital stays.

4. Conclusions

Electronic Medical Records are becoming an increas-
ingly valuable resource for developing predictive mod-
els for improving patient management. We show how
systematic biases present in this data make both model
development and evaluation challenging. In particular,
confounding medical interventions (CMIs) systemati-
cally mask the ground truth labels needed for training
and evaluating a prediction system; we show that not
taking this masking into account may lead to models
that are useless in practice. We emphasize the impor-
tance of considering how this system will be applied
in deciding the approach for system development and
evaluation. Then, we discuss this in the context of
two different clinical applications of early prediction
systems: an assisted monitoring system that moni-
tors the patients in parallel with the caregiver and is
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Figure 2: Plot of average AUC across 5 folds for dif-
ferent numbers of clear hospital stays, ignoring stays
with severe sepsis.

used to detect at risk patients that would otherwise be
missed, versus a stand-alone monitoring system that
would be used by caregivers to decide whether or not
to intervene. We discuss how it would be difficult
to train and evaluate stand-alone monitoring systems
from observational data, while it is straightforward to
evaluate and train assisted monitoring systems using
EMRs. Finally, we discuss possible choices available
to the modeler in tackling biases such as CMI in the
data, and show the effects of these biases within the
application of septic shock prediction. In particular,
the differences in performance when counfounded data
is treated as positive, negative, or ignored entirely sug-
gests that a more nuanced approach to handling this
data would be valuable. Future research should exam-
ine new approaches for handling counfounded data.

Developing early prediction systems from EMR data is
an increasingly important area of research. We hope
that ideas presented in this paper will influence de-
sign choices made in developing early prediction sys-
tems from EMR and through making more principled
choices we can improve their generalizability.
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Abstract 

The life and biomedical sciences are massively contributing to the big data revolution, due to advances in genome 
sequencing technology and digital imaging, growth of clinical data warehouses, increased role of the patient in 
managing their own health information and rapid accumulation of biomedical knowledge. The purpose of this panel 
discussion is to outline current trends and challenges of big data analytics in biomedicine and health. In particular, 
the panelists will cover examples from three phases of the big data analytics in biomedicine and healthcare: 1) data 
collection: the Quantified Self (QS) movement enables collecting and sharing patient data in a near continuous 
basis using various devices such as smartphone through a common interface. Patients can manage and share their 
own data with others. These high frequency patient data provide new opportunities and challenges for analytics. 2) 
data sharing: distributed research networks (DRN) provides an effective mechanism to perform large-scale studies 
using data from multiple clinical sites. We will discuss the history of DRN and possible pathways for DRNs of the 
future. 3) data mining:  Patient similarity learning aims at constructing an appropriate distance measure of patients 
for a given clinical context using their electronic health records. We will describe a large-scale analytic pipeline 
that computes the patient similarity measure and its associated applications. 

Introduction 

Big Data are driving a revolution in information and communication technology (ICT). Technological advances in 
nanoelectronics, interconnectivity, and information-sensing devices are generating unprecedented amounts of data. 
These data collections become so large and complex that they can no longer be processed using traditional data 
management and analysis tools. The world’s technological per-capita capacity to store information has roughly 
doubled every 40 months since 1980 [1]; in 2012, 2.5 quintillion (2.5 x 1018) bytes of data were created each day. In 
the year 2001, one exabyte of data was transferred over the web. In 2013, the same amount of data is transferred 
over the web each day. The size of the global digital universe already exceeds one zetabyte of data and is estimated 
to have grown to 40 zetabytes in 2020 [2], while it is currently not possible to process data sets larger than several 
exabytes in a reasonable amount of time. Important methodological and technological challenges thus arise in the 
storage, exchange, retrieval, processing, analysis and visualization of data. 

Big Data are encountered in diverse areas such as meteorology, finance, experimental physics, telecommunication, 
military surveillance, business informatics, environmental re-search, and social media. Also the life and biomedical 
sciences are not shielded from – and in fact, already massively contributing to – the big data revolution. Decoding 
the human genome originally took 10 years; now it can be achieved in one week. Medical images are expected to 
occupy 30% of the world's storage capacity in the future [3]. Individuals have access to affordable sensors and 
mobile apps in smartphones which are generating a deluge of data related to different aspects of personal health 
(from physiological status to environ-mental risk factors) [4]. 

The purpose of this panel discussion is to outline the current trends and challenges of big data analytics in 
biomedicine and health. Examples of three inter-dependent aspects of big data will be discussed: (i) data collection: 
participatory medicine and the Quantified Self as an interface to collect data about the human body, (ii) data 
sharing: distributed research networks for comparative effectiveness research, and (iii) data mining: scalable patient 
similarity learning for healthcare analytics. 
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Participatory medicine and the Quantified Self as an inter-face to collect data about the human body 

One important trend that is contributing to the generation of massive amounts of complex and distributed data in 
health and biomedicine is known as participatory medicine. In this context, patients and consumers have access to 
technologies that enable the collection of data about their health by means of sensors of various types (genome, 
phenome, exposome [5]), the management of this information (in personal health records, smartphone apps, medical 
imaging storage in the cloud), and the sharing of this information through social networks with other patients or 
health professionals (crowd-sourced clinical trials, shared decision making) [6]. An especially interesting area from 
the perspective of big data is known as the Quantified Self (QS) movement [7]. The first panel presentation will 
discuss several examples of participatory medicine projects which require big data approaches, as well as projects 
that analyze the potential of the QS as an interface to the human body and use this concept as a framework for the 
analysis of the amount of data that a human body can hold. 

Distributed research networks for comparative effectiveness research 

Distributed research networks (DRNs) are rapidly captivating the attention of clinical researchers and informaticians 
alike. They offer the possibility of performing large-scale studies, using data from multiple clinical sites without 
compromising patient confidentiality and privacy while affording much larger datasets for analysis than would be 
obtainable from a single site. The architectures of DRNs are varied, and range from requests to sites for de-identified 
data to a virtual data warehouse model that provides users with rapid access to data through Web-based portals and 
other interface tools. Ultimately, data obtained through a DRN will be analyzed as one large dataset. DRNs offer 
great potential for those conducting comparative research, where data from a single clinical site might be insufficient 
for making valid statistical inferences. This is especially a problem where disease outcomes or drug exposures are 
rare events. As attractive as DRNs are for clinical research, they offer informaticians and information technology 
professionals considerable challenges with regard to semantic and syntactic harmonization; privacy protections for 
users, data and care providers, organizations, and patients; and human-computer interaction issues. The second panel 
presentation will discuss these and other challenges, along with a history of the DRN approach and possible 
pathways for DRNs of the future. 

Large-scale patient similarity learning for healthcare analytics 

Heterogeneous and large volumes of Electronic Health Records (EHR) data are becoming available in many 
healthcare institutes. Many healthcare applications such as clinical decision support and population management 
require robust and intuitive data mining algorithms to analyze these data. Patient similarity is a suite of such 
algorithms that quantitatively measures how similar patients are to each other based on their EHR data in a given 
clinical context. This panel presentation will describe research in learning patient similarity measures that address 
the following challenges: 1) How to leverage physician feedback into the similarity computation? 2) How to 
compute similarity measures for a large patient cohort? 3) What other analytic applications do patient similarity 
support? The core of the patient similarity is the combination of supervised distance metric learning algorithms and 
visualization techniques. The effectiveness of our proposed algorithms will be illustrated in several different 
healthcare scenarios. 

Big data technologies and translational bioinformatics 

Genomic medicine is revolutionizing health care providing new insights on the molecular basis of diseases and on 
the most appropriate treatments that promise to be more and more “personalized” and “precise” [8]. The inherent 
properties of molecular data, which include a variety of contents and formats, ranging from sequences to 
annotations, their large volume and finally the need of velocity in medical decision making, makes them “big” in 
nature [9]. The panel we will discuss the technological solutions that BIG data technologies may provide to support 
genomics medicine, reporting some of the current options, with particular reference to the different NOSQL 
paradigms, the cloud-based implementations, the optimization of the analytics on distributed platforms and the 
challenges of implementing a BIG-data enabled architecture in a clinical research context.  

 

Panel organizer and participants 

The panel is organized by Niels Peek, and the panelists are Jimeng Sun, John H. Holmes, Fernando Martin-Sanchez 
and Riccardo Bellazzi. The panel organizer declares that all participants have agreed to take part on the panel. 
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Abstract: This study sought to identify concepts that are used to obtain Industry and Occupation (I&O) information 
in death certificates. We analyzed characteristics of I&O information from a sample of death certificate records. We 
identified I&O concepts used to capture I&O descriptions. We learned that the quality of I&O information in death 
certificates could be improved if additional I&O information is obtained.  

Background: Industry and Occupation (I&O) information can be used to characterize individual and population 
work-related health problems. Incorporating I&O information into electronic health records has the potential to 
improve disease and injury prevention programs with timeliness1.  However, I&O information in death certificates is 
reported in free-text and lacks complete I&O descriptions and codes. Currently, there are two I&O entries used by 
funeral directors to obtain I&O information from informants. There are a variety of I&O descriptions in the death 
certificate records. The descriptions can be grouped into I&O concepts. Occupation-related concepts include 
occupation narrative, job title, and job duties. Industry-related concepts include industry narrative, industry sector, 
and employer name. These concepts may be used to target and to improve quality of I&O information.  

 Objectives: (1) To identify characteristics of I&O descriptions and codes in death certificates. (2) To define 
concepts used for capturing I&O information in death certificates.  

Methods: Among 108,405 death certificate records from 2006-2013, we 
randomly selected a sample of 100 records. We reviewed four major I&O 
items: occupation description, industry description, occupation code, and 
industry code in each record. We used 1990 Census Industrial and 
Occupation Classification Codes to evaluate I&O information in the 
records. First, we evaluated whether occupation and industry descriptions 
were assigned to appropriate categories (e.g., occupation was recorded as 
occupation not industry). Then we identified I&O concepts used for 
documenting occupation and industry descriptions. Finally, we reviewed 
I&O codes in the records.  

Results: Of the 100 death records, 93% were occupation descriptions, 2% 
were industry narrative. The analysis of industry descriptions shows that 
90% were industry descriptions, 1% was occupation narrative. We found 
I&O concepts (e.g. job title, industry sector) that were used to document 
I&O descriptions (table1). The unidentified I&O descriptions were likely 
to be unknown, misspelled, or have incomplete information. The review of 
I&O codes in the records suggest that missing I&O codes are likely to be 
data collected in 2009 to 2013.  

Discussion: The findings suggest that I&O descriptions in the records are based on narrative. Job title, industry 
sector, and employer name have the potential to capture I&O information. Misclassification between occupation and 
industry entries may occur from misunderstanding I&O descriptions. In addition, the missing I&O codes indicate 
that the use of 1990 Census Classification Codes may not fully capture new occupations and industries.  

Conclusion: There is a need to develop I&O entries on death certificates in order to improve the quality of I&O 
information. The entries may need to capture additional I&O information that can lead to target I&O descriptions. 
I&O concepts that we identified may be used to obtain complete I&O information that can be coded.  
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Table 1 results from the review of I&O 
descriptions in death certificates 

I&O 
Concepts 

Occupation 
descriptions 

(n=100) 

Industry 
descriptions 

(n=100) 
Occupation 
concepts: 

  

Occupation 
narrative 

77 1 

Job title 16 0 
Job duties 0 0 

Industry 
concepts: 

  

Industry 
narrative 

2 78 

Industry 
sector 

0 2 

Employer 
name 

0 10 

Others 3 7 

Missing 2 2 
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Abstract 
This study conducted a case study on the Portal of the Federal University of São Paulo through a Heuristic Evaluation to find us-
ability problems. The research objective is to verify if contextual heuristics are appropriate and contribute to more specific evalua-
tion of interface usability of educational portals. We selected five experts. The result of the experiment showed that the use of spe-
cific heuristics was effective in diagnosing 100 usability problems identified in the portal Unifesp. 
Introduction 
Efficient interfaces increase productivity and decrease the error rate in the use of computers 1. A heuristic evaluation is a method 
that involves evaluators experts in HCI * that examine the interface and find problems that a user might have during the interaction 
2. This method can be used during any phase of the project. It can be run quickly and cost is low. It requires no advanced planning. 
The Faber-Ludens Institute ** created heuristics to university portals used in this study. Contextual heuristics identify usability prob-
lems in a specific context and contribute to the evaluation of interfaces belonging to it. 

Methods 
The experts were instructed to select the most important parts of the site during the pre-evaluation. Then they received a list contain-
ing the contextual heuristics that would be used in the heuristic evaluation. The observer recommended conducting the evaluation in 
two stages: 1st checking interface as a whole, analyzing the main page, 2nd checking every detail a list of heuristics. Evaluators ac-
cessed the Portal Unifesp and accessed menus and icons. It was recommended to explore the pages of the Portal checking usability 
problems. It was suggested that to create new heuristics if not find a heuristic appropriate to associate the usability problem found. 

Results 
The list of 100 problems found by evaluators and related to 14 heuristics for university portals is shown in Figure 1. Usability prob-
lems were classified according to the degree of severity defined by Nielsen 2. The severity estimates are based on frequency, impact, 
and persistence of errors.  

 
Conclusion 

The heuristic evaluation performed on the Portal of the Federal University of São Paulo using contextual heuristics proved to be suit-
able and found 100 usability problems. Although it has been suggested, the evaluators did not create new heuristics. This fact sug-
gests that the contextual heuristics are suitable for university portals, because all the problems encountered were related to the heu-
ristics presented. The use of heuristics to evaluate university portals can create a cumulative knowledge in the area and contributes to 
increase the quality in the creation of new projects. It is expected that the approach presented in this study may be used in future 
experiments such as contextual heuristics comparing with the general heuristics. 
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Abstract

Blocking algorithms are used in record linkage for
the purpose of reducing the number of record pairs
that need to be compared in order to identify
matching records. The traditional, sorted
neighborhood, and suffix array blocking algorithms
were implemented on top of the extensible Open
Source Enterprise Master Patient Index
(OpenEMPI). The performance of these three
algorithms was evaluated using the reduction ratio,
pairs-quality and pairs-completeness metrics.

Introduction

Record linkage is the process of identifying matches

or duplicate records across datasets with similar

information that originated from different sources. If

a unique and reliable identifier exists in both datasets

that are being integrated, the process of linking

reduces to simply joining the two datasets. In most

cases though there is no unique identifier so a

collection of record attributes must be used to match

records and record pairs from the two datasets need to

be compared to one another to identify matching

records [1]. The naïve approach of comparing every

possible record pair from the two datasets is of

quadratic complexity so record linkage algorithms

employ “blocking” algorithms to reduce the large
number of record pairs that need to be compared.

The most commonly used blocking algorithm uses

one or more record attributes, referred to as the

blocking key, to split the datasets into blocks [2].

Then only records from the block with the same

blocking key need to be compared for possible

matches. A number of more advanced blocking

algorithms have been proposed over the years that

aim to achieve a reduction in the number of record

pairs that need to be compared while reducing the

errors in separating potential matches.  The objective

of this work was the implementation and

experimental evaluation of three of those algorithms

using OpenEMPI as the evaluation framework. In

addition to traditional blocking we selected for

evaluation the sorted neighborhood [3], and suffix

array blocking [4] because in previous studies they

have provided better performance than many of the

other algorithms proposed. The sorted neighborhood

blocking algorithm partitions each dataset using the

blocking key, sorts the records using the blocking key

values and then moves a sliding window across the

records limiting comparisons to those records in the

window [2,3]. The suffix array blocking algorithm

generates suffixes for each blocking key and inserts

the suffixes into an inverted index structure. When a

new record needs to be evaluated for potential

matches, the suffixes of its blocking key are used as

keys for identifying candidates for record pair

generation. The algorithms were implemented as part

of OpenEMPI, which is an open source EMPI [5].

The three algorithms were implemented as alternate

blocking services and their effectiveness was

evaluated using the three metrics of reduction ratio

(RR), pairs-quality (PQ) and pairs-completeness

(PC). Reduction ratio provides a measure of the

number of record pairs generated by the blocking

algorithm as compared to the naïve approach, pairs-

completeness metric provides a measure of the

number of true pairs that were produced by the

blocking algorithm, and the pairs-quality metric

provides a measure of the precision of the blocking

algorithm generated pairs. For evaluation, we used

the Febrl synthetic data generator [6] to generate six

datasets of varying size (5K, 10K, 15K) and

duplication rate (5% and 10% duplicates) introducing

typographical, phonetic and OCR errors to produce

the duplicate records. The probabilistic matching

algorithm configuration was the same across all

experiments. The sorted-neighborhood and suffix-

array algorithms resulted in higher reduction ratios

than the standard algorithm, although the sorted-

neighborhood algorithm had a lower pairs-quality

measure than the suffix-array algorithm.
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Abstract 

Business process modeling is becoming a standard for processes modeling. This approach could be used to improve processes, and one 
important process that needs to be improved is organ transplantation. A collection of official documents ruling organ transplantation in counties 
assigned as very good transplant will be took and compared to help to model a better kidney transplant workflow to Brazil.  

Introduction 

Business process modeling has been used to represent actions in organizations, aiming to increase efficiency (1) and increase 

quality and maturity. BPMN or Business Process Modeling Notation has becoming a standard for process modeling. On organ 

transplantation, countries have laws, guidelines and other official documents that guide how the organ transplant should be 

performed, describing the steps from diagnosis of the need for a new organ, until the completion of the transplant, including the 

steps of harvesting of organs from deceased donors. Thus, transforming official documents (2) into business processes may easy 

compare those documents from many countries as a way to improve those transplant process and decrease the waiting time for a 

new organ. 

Purpose 

This study aims to transform official documents that describe the system of organ transplants, particularly kidney, in flowcharts 

using BPMN, thus allow comparison of flows considering time in queue for a new kidney, network complexity and length of 

survival after transplantation, in addition to rate indicator in transplantation per million population. Those comparisons can help the 

modeling of a new rule, law or guideline to decrease the waiting time on queue for a new kidney 

Methods 

This is an exploratory and qualitative study, with document analysis (3,4) through reading of official documents that rules kidney 

transplantation from three countries: Brazil, United States, Portugal. All documents collected will be represented using BPMN that 

will be known as the workflow of kidney transplantation in each of the three countries. Also, points of risk of failure will be 

reported. Bizagi
©
 was the software used for the Business Process Modeling. As some steps of the workflow are performed by a 

human being and others by a machine, the authors will identify who performed each step: human being or machine. Papers and 

official reports were searched to know about survival after kidney transplant, rate indicator in transplantation per million 

population and queue time. The complexity of the workflow will be measured by the number of nodes and concurrent nodes. After 

performing the workflow modeling of all three countries with complimentary data, the authors will evaluate differences among 

them and build a new model for kidney transplant workflow to Brazil. 

Results 

As the authors still didn’t have a method good enough to compare workflow of kidney transplantation, a method in being 

implemented. Results shown here are part of a research in progress. At the end, a flowchart model to a better process of kidney 

transplantation to Brazil will be made, pointing out all risks of failure and improvements for queuing time, better rate indicator in 

transplantation per million population.  

Conclusion 

For now, the authors still didn`t find a method good enough to compare flowcharts automatically. If no good method is found, the 

authors will suggest one. Results here are part of a research in progress. 

References 

1. Sakr, Sherif, e Ahmed Awad. “A framework for querying graph-based business process models”. In Proceedings of the 19th international 
conference on World wide web, 1297–1300. WWW  ’10. New York, NY, USA: ACM, 2010. 

<http://doi.acm.org/10.1145/1772690.1772906>. 

2. Zhao, Liping, Keletso Letsholo, Erol-Valeriu Chioasca, Sandra Sampaio, e Pedro Sampaio. “Can business process modeling bridge the gap 

between business and information systems?” In Proceedings of the 27th Annual ACM Symposium on Applied Computing, 1723–1724. SAC 

 ’12. New York, NY, USA: ACM, 2012.  

3. Teun A van Dijk. Discurso e produção de conhecimento. In: Beth Brait e Maria Cecília Souza-e-Silva, organizador. Texto ou discurso ? São 

Paulo, SP, Brazil: Contexto; 2012. pags 257–68. 

4. Roberto Hernández Sampieri, Carlos Fernández Collado, Pillar Baptista Lucio. Metodologia de Pesquisa. 3 ed. McGraw-Hill: 2003. 

Acknowledge Grant 5D43TW007015-08 Fogarty International Center/NLM/NIH and CAPES 

1122



  

Inferring the semantic relationships of words within an ontology using 
random indexing: applications to pharmacogenomics 

Bethany Percha, MPH & Russ B. Altman, MD, PhD 
Stanford University, Stanford, CA 

Abstract 

The biomedical literature presents a uniquely challenging text mining problem. Sentences are long and complex, the 
subject matter is highly specialized with a distinct vocabulary, and producing annotated training data for this 
domain is time consuming and expensive. In this environment, unsupervised text mining methods that do not rely on 
annotated training data are valuable. Here we investigate the use of random indexing, an automated method for 
producing vector-space semantic representations of words from large, unlabeled corpora, to address the problem of 
term normalization in sentences describing drugs and genes. We show that random indexing produces similarity 
scores that capture some of the structure of PHARE, a manually curated ontology of pharmacogenomics concepts. 
We further show that random indexing can be used to identify likely word candidates for inclusion in the ontology, 
and can help localize these new labels among classes and roles within the ontology.  

 

Introduction 

Biomedical text mining algorithms typically require normalization: mapping the diversity of natural language to a 
smaller set of canonical concepts or “features”. This feature reduction process is critical for prediction, since the risk 
of overfitting to a particular training set goes up as the number of features increases.  

In many biomedical applications, terms are normalized using a manually-constructed ontology. For example, the 
PHARE (PHArmacogenomic RElationship) ontology normalizes pharmacogenomic relationships observed in text 
(Figure 1) [1]. PHARE includes rules for recognizing relationships in sentences; it extracts pharmacogenomic 
relations with 80% precision. Coulet et al used PHARE to extract and normalize over 40,000 relationships among 
drugs, genes and phenotypes [2]. Later work used PHARE-normalized gene-drug relations to predict drug-drug 
interactions [3].  

Ontology-based normalization works well for many purposes. However, as the volume of the scientific literature 
grows, and especially as biomedical text mining enters new domains like clinical text, patient forums on the Internet, 
and the patent literature, it becomes increasingly costly to construct domain-specific ontologies like PHARE. At the 
same time, unsupervised algorithms that can assess word and phrase similarity automatically based on usage 
patterns in large corpora become increasingly attractive. In particular, there has been much recent interest in the use 
of automated natural language processing methods to learn the structure of biomedical ontologies [4]. 

Here we compare the structure of PHARE to the structure predicted using a popular method for unsupervised word 
similarity assessment called random indexing. We show that the word pair similarities predicted by random indexing 
correlate significantly with the words’ relative positions within PHARE. We further examine the degree to which 
random indexing could be expected to “reproduce” PHARE; that is, to assign PHARE’s word labels to the 
appropriate concepts and roles within the ontology. Although random indexing, at least as it was applied here, is not 
sufficient to fully reproduce the PHARE ontology, we conclude that it shows promise for identifying candidate 
terms for inclusion in future versions of the ontology. Future work will also explore the intriguing possibility that 
applications where normalization is critical, such as biomedical sentence alignment, might benefit from the use of 
distributional methods rather than rules-based approaches like domain-specific ontologies.  

 

Background 

The PHARE ontology 

The (PHARE) ontology was created in 2010 by Adrien Coulet and colleagues at Stanford University. The 
researchers extracted approximately 40,000 raw relationships (verbs and nominalized verbs) among 3007 drugs, 41 
genes and 4202 phenotypes from biomedical sentences and identified the 200 most frequent relationship types from 
within this set. They then manually merged similar relationship types into conceptual “roles” and organized these 
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roles in a hierarchy [1]. They repeated this process for the nouns most often modified by drug and gene entities, such 
as “expression” and “polymorphism”, creating a hierarchy of modifier “concepts”. Finally, they defined a set of 
rules for application of the roles and concepts to drug, gene, and phenotype terms found in real English sentences. In 
particular, they limited the application of certain roles and concepts to certain classes of entities. (“Polymorphism”, 
for example, was only permitted to modify gene names, not drug or phenotype names.) The English words that map 
to each concept and role are called “labels”. The final version of PHARE consists of (a) a hierarchy of roles, (b) a 
hierarchy of concepts, and (c) a set of labels associated with each role or concept. 

Recently, we investigated the degree to which pharmacogenomic relationships of interest described in PubMed 
sentences conformed to the grammatical structures PHARE is able to recognize. We found that although PHARE is 
excellent at extracting relationships of that form (nearly 100% sensitivity), its recall on interesting 
pharmacogenomic relationships as a whole is quite low. Of 72 sentences describing an inhibitory relationship 
between itraconazole and CYP3A4, for example, PHARE was able to extract only 2 relations. We have estimated 
PHARE’s overall recall at approximately 30%, though this number has high variance depending on the specific 
nature of the drug-gene relationship involved. We concluded that to extract all useful pharmacogenomic 
relationships from Medline sentences, we would need to account for greater variability in sentence structure and 
phrasing than PHARE currently supports. As a first step in expanding PHARE’s coverage, we decided to 
experiment with automated techniques for identifying other potential labels and their likely locations within 
PHARE. 

Random indexing 

Vector space models of semantics have gained prominence in the text mining community as a way to teach 
computers the “meaning” of words and phrases. They represent each word as a vector that is constructed based on 
how the word is used in context; there are endless variations for how best to determine and construct these context 
vectors, each of which captures a slightly different aspect of word meaning [5, 6]. This work dates back to the 
1990s, when some of the earliest methods – Latent Semantic Analysis (LSA) [7] and Hyperspace Analogue to 
Language (HAL) [8] – were invented. One popular approach that has emerged more recently is random indexing, 
which builds similar vector space representations to LSA and HAL, but is more computationally efficient [9].  

In random indexing, each word in a corpus is assigned a random, sparse  “elemental” vector. The “dimension” of 
this vector is its length, and the “seed length” is how many of the terms in the vector are nonzero; typical values for 
dimension and seed length are 100-1000 and 5-20. An elemental vector is built by initializing all of its elements to 
zero and then randomly assigning s/2 “+1” elements and s/2 “-1” elements, where s is the seed length. After the 
elemental vectors are assigned, a “context vector” is built for a particular target word by adding together the 
elemental vectors from words that occur within some pre-specified radius (“window width”) of the target word. It is 
important at this stage to distinguish the elemental from the context vectors: elemental vectors are randomly 
assigned, and context vectors are built for each word using the elemental vectors of the other words that surround it. 
It is the context vectors that will be used to compare word meanings.  

Figure 1: An example of relation normalization using PHARE. Here two sentences that look very different on the 
surface are mapped to the same normalized “fact”. 
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The process for building the context vectors is simple: one moves through the corpus with a bin of width 2w+1, 
where w is the window width, and adds elemental vectors for all words within the bin to the context vector for the 
word in the middle. These added elemental vectors may additionally be weighted according to some predefined 
metric, such as their corresponding words’ overall frequencies in the corpus. Finally, the context vectors are 
normalized to unit length. To evaluate the similarity of two words, one calculates the cosine similarity of the context 
vectors corresponding to those two words. The cosine similarity is a unitless metric between -1 and 1; more similar 
words have cosine similarities closer to 1.  

Encoding word order 

Different variants of random indexing encode word order for surrounding terms in context vectors in different ways. 
The most basic version ignores it completely; elemental vectors for all words within the bin are added directly to the 
context vector for the word in the middle. More elaborate versions use convolution [10] or permutations [11] to 
encode word order.  

 

Methods 

Data set construction 

We extracted all sentences from Medline 2012 that mentioned a drug and a gene and were between 4 and 50 words 
in length (approximately 95% of all sentences in Medline fell within this range). Drug and gene mentions were 
established using simple string matching and lexicons of drug and gene terms from PharmGKB [12]. We included 
only single-word drug and gene names for simplicity. We manually removed several common words that were 
accidentally included in the lexicons and were not actually drugs or genes (such as “enzymes”, “glycine”, and 
“vaccines” for drugs; “dehydrogenase”, “protease”, and “murine” for genes). The final lexicons included 1470 
unique drug strings and 37,922 unique gene strings. Our final corpus consisted of 494,804 sentences. 

The Semantic Vectors package 

We used the Java-based Semantic Vectors package [13] to construct vector representations of all words occurring at 
least three times in our corpus. Semantic Vectors is a convenient implementation of random indexing based on 
Apache Lucene. We varied the window size, vector dimension and seed length to evaluate how much these 
parameters affected our representations, and to find the combination that created the optimal vectors for our task. 
We also evaluated the means by which word order was encoded: “basic” vectors did not encode word order, “drxn” 
vectors encoded only the direction associated with a context word (before or after the target word), and “perm” 
vectors used permutations to encode the relative position of each context word relative to the target word. The 
degree of semantic similarity between two [unit-normalized] vectors was calculated using cosine similarity as 
described above. 

Calculating concordance with the PHARE ontology 

We wanted to see how well similarity scores for word pairs calculated using random indexing corresponded to those 
words’ semantic relatedness within PHARE. Because we could not calculate the semantic relatedness of PHARE’s 
concepts and roles directly using random indexing (since they are not English words), we instead calculated pairwise 
similarity scores between all concept labels, and independently, all role labels, in PHARE. We also wanted to 
determine whether a particular formulation of the semantic vectors we generated (such as a particular window width, 
dimension, or seed length) optimized the vectors’ concordance with the structure of the PHARE ontology. We tested 
all combinations of the following: window widths 1, 3, and 5, vector dimensions 50, 100, 150, 300, 500, and 1000, 
word order encodings “basic”, “drxn”, and “perm”, and seed lengths 4, 10, and 20. 

We hypothesized that high similarity scores would correspond to close ontological relationships, meaning larger 
numbers of common ontological parents. For each label pair, we measured (a) the cosine similarity of its two labels’ 
context vectors and (b) the number of common ontological parents for the labels in that pair (traversing the ontology 
upward until we reached the root node). We then repeated these measurements for all concept label pairs and, 
separately, all role label pairs in the ontology. We used the Kendall-Tau nonparametric correlation coefficient, 
specifically the implementation in R’s “stats” package, to test the correlation between cosine similarity and number 
of common ontological parents separately for both concepts and roles. Unfortunately, the algorithm for calculating 
the Kendall-Tau coefficient is O(n2); because the number of data points in our experiments was so large and the 
number of ties so high, and because we performed many different trials with different parameter values for our 
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semantic vectors, calculating the full Kendall-Tau coefficient for each trial took too long. We therefore used 1000-
point bootstrap samples of our data and repeated the calculation of the Kendall-Tau coefficient 100 times for each 
sample; here we report the medians of those results. For all subsequent analyses, we used the best performing 
vectors, the specific formulation of which differed for roles and concepts. 

Reassigning labels within the ontology 

Next, we evaluated how well random indexing could localize labels within the ontology. We removed each concept 
or role label from the ontology, one at a time. (Call the removed label L, and call its corresponding context vector 
VL.) We then evaluated VL’s (a) mean and (b) maximum cosine similarity with the vectors for the remaining labels 
from each ontological group (a concept, if L was a label for a concept, or a role, if L was a label for a role). We 
ranked the groups according to their label vectors’ similarity with VL to ascertain which concepts or roles L was 
most likely to belong to. The result was a ranked list of candidate concepts or roles for each L. Ideally, the correct 
concept/role assignment for each label would rise to the top of its ranked list of candidates.  

There are 228 concepts and 77 roles in the PHARE ontology. However, if a role was the passive-voice version of 
another role (“isInducedBy”, rather than “induced”) it was excluded from our analysis and its labels added to the 
active form version of the role. We therefore evaluated our performance on 54 of the 77 original roles. 

Identifying new word candidates for inclusion in PHARE 

Finally, we wanted to see if our semantic vectors could be used to efficiently augment the PHARE ontology. 
PHARE only incudes a few hundred of the most common role and concept labels found in Medline; since its 
precision is only 80%, there are likely other reasonable labels that it missed. We wanted to see which other words 
might logically be added as labels to each concept and role. As a preliminary investigation of this possibility, we 
compared the vectors for each non-ontology term to all known label vectors from the ontology. For each concept or 
role label within the ontology, we found the top non-ontology term whose semantic vector best matched its own. 
This led to a ranked list of possible ontology candidates, ordered by their similarity to a current label in the 
ontology. For role labels, we restricted our list to verbs or nominalized verbs. For concept labels, we restricted our 
list to nouns (nominalized verbs, like “identification”, were also acceptable here). We then manually reviewed the 
lists for the most likely “ontology augmentation candidates”. 

 

Results 

Figure 2 shows the results of our initial experiments to ascertain which type of semantic vector, generated by 
random indexing, best captured the structure of the PHARE ontology. As described in the Methods, we evaluated a 
variety of different vector types (window widths, dimensions, word order encodings and seed lengths) to see which 
led to the highest Kendall-Tau correlation between X = cosine similarity of label vectors and Y = number of 
common parents for those labels within the ontology. No matter what type of semantic vector we constructed, the 
correlation between X and Y was significant at the 95% confidence level; the best performing vectors had median 
correlations of 0.108 (p = 0.00121; concepts) and 0.165 (p < 0.0001; roles). Interestingly, the window widths 
associated with the best-performing vectors differed between concept and role labels. Concept labels correlated most 
highly with ontology position when a window width of 5 was used, while role labels were just the opposite; the 
correlation was highest with a window width of 1. Intuitively, this makes sense; concepts are nouns and roles are 
verbs, so one might speculate that most of the information about verbs is contained within the words immediately 
preceding and following them, while nouns’ meaning depends on the more general “theme” of the sentence. 

Figure 2. Bar plots of correlations between number of common parents in ontology and distributional similarity 
scores for (left) concepts and (right) roles. Each bar represents a different type of semantic vector. Orange bars 
represent vectors with width 1, gray width 3, and blue width 5. 

 
1126



  

Table 1. Examples of high-ranking pairs of concept labels from drug-gene sentences, ordered by cosine similarity. 

Concept Label 1 Concept Label 2 Cosine Similarity Score 
inhibition suppression 0.983 
downregulation upregulation 0.982 
incidence prevalence 0.981 
assessment evaluation 0.977 
pharmacokinetics disposition 0.974 
association interaction 0.973 
inactivation inhibition 0.973 
tolerability safety 0.972 

 

Table 2. Examples of high-ranking pairs of role labels from drug-gene sentences, ordered by cosine similarity. 

Role Label 1 Role Label 2 Cosine Similarity Score 
investigate examine 0.999 
assess evaluate 0.999 
suggest indicate 0.997 
alter affect 0.996 
modulation inhibition 0.992 
suppress stimulate 0.990 
inhibit prevent 0.988 
catalyzed catalysed 0.986 

 
Some examples of highly similar concept and role labels, where similarity was assessed using the cosine similarity 
of the respective words’ vectors, are shown in Tables 1 (concepts) and 2 (roles). The semantic relatedness of most of 
these word pairs is obvious. However, we do notice one peculiarity of the random indexing approach, which is that 
antonyms are not separated; in fact, antonyms have a high similarity score. This makes sense when one considers the 
nature of random indexing’s context vector assembly process; there is no context where “downregulation” occurs in 
which “upregulation” could not also occur. However, it does raise a red flag in terms of random indexing’s ability to 
reproduce the structure of the PHARE ontology; in the “role” portion of the ontology, for example, “induces” and 
“inhibits” live on separate branches. Random indexing could potentially localize them only to within the same 
parent branch, “regulates”.  

Our results for the “label reassignment” portion of our assessment are shown in Figure 3. The graphs display four 
lines: “specific-avg” and “specific-best” contain the number of correct concept/role assignments for labels that 
occurred within the top k items on their ranked lists (where k is the “Ranked List Position” value on the horizontal 
axis). The avg/best designation refers to the way in which the concept/role assignments were ranked; in the “avg” 
case, we calculated the test label’s similarity to all labels within a concept/role and took the mean of those values as 
our match score for that concept/role. In the “best” case, we took the maximum of those values. Practically 
speaking, this means that if a test label was highly similar to only one member label of a concept/role, that 
concept/role would be ranked highly in the “best” case but not in the “avg” case. 

The “specific” vs. “parents” designation in Figure 3 refers to what we counted as a “hit”. In the “specific” case, a 
concept/role label was considered correctly classified by position k only if its most specific matching concept/role 
appeared on the ranked list by that point. In the “parents” case, the most specific concept/role or one of its parent 
concepts/roles in the ontology could appear. We simply wanted to see whether some of our missed assignments 
were the result of the test label’s being assigned to a more general super-class of the correct concept/role, which 
would be less of a problem than if it were assigned to an entirely incorrect part of the hierarchy.  

Of the 602 concept labels we examined, 104 (17.3%) were correctly classified (i.e. the correct role was first on the 
ranked list) when the “best” method was used to assign the matches, and 17 (2.8%) were correctly classified when 
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the “avg” method was used. This seems to indicate that often a label will be distributionally similar to some, but not 
all, other labels within its concept/role. Of the 319 role labels we examined, 94 (29.5%) were correctly classified 
when the “best” method was used and 25 (7.8%) were correctly classified when the “avg” method was used. If we 
relax our restriction on the concept/role assignment such that a parent of a given concept/role is also acceptable, 443 
(73.6%) of concept labels are assigned correctly for “best” and 20 (3.3%) for “avg”, and 194 (60.8%) of role labels 
are assigned correctly for “best” and 31 (9.7%) for “avg”. 

In addition, performance increases if we consider assignments beyond rank position #1. Considering only the “best” 
assignment methods, since those seem to outperform “avg” at every turn, 234 (73.4%) of correct role labels and 420 
(69.8%) of correct concept labels occur in the top 20% of the labels’ ranked lists. 

The final part of our analysis sought to identify those terms, not currently part of the ontology, that would make 
good candidates for inclusion as labels, and to localize those new labels within the ontology. Tables 3 and 4 show 
the best candidates, evaluated in terms of the criteria described in the Methods. Some of these terms, such as 
“tumors” and “combinations” in Table 4, were minor variants of other words that were already present in the 
ontology. In the case of both “tumors” and “combinations”, their respective singular forms (“tumor”, 
“combination”) were already present as labels within the concepts assigned to them using random indexing. 
Findings like this boosted our confidence in random indexing considerably. Many of our findings from Tables 3 and 
4 are already under review for possible inclusion in future versions of PHARE. However, so as not to over-sell this 
method to the reader, we have also included some errors in Tables 3 and 4. “Capillary” was the highest-similarity 
word to “gel”, for example, probably due to their common proximity to the relatively uncommon word 
“electrophoresis”, but “gel”’s corresponding concept in the ontology is “TopicalFormulation”. Similarly, because 
“treated” is often used to describe chemical treatment of cell cultures in our corpus, it matched closely with 
“pretreated”, while in PHARE “treated” is only permitted to describe a drug’s treatment of a disease. A similar 
problem occurs for “incubation” and “treatment”. 

It is interesting to note that training semantic vectors on domain-specific corpora like our ~500,000 drug-gene 
sentences seems to yield an increase in the specificity with which word senses are represented. For example, a 
context vector for the word “given” trained on text from the Wall Street Journal probably would not share much 
similarity with one for the verb “administered”. However, because of the specific contextual cues found in drug-
gene sentences, “given”’s closest vector neighbor is indeed “administered”. This is because, in drug-gene sentences, 
to “give” something (a rat, a human) a drug is to administer that drug. There are not many other contexts within 
these sentences in which “given” is used. The same argument is probably also true for “cascade” and “pathway” 
(Table 4) and “uptake” and “transport” (Table 3).  

 

Figure 3. Correct concepts/roles found, by position in the ranked list. Separate graphs are shown for (left) roles and 
(right) concepts. The total number of concepts included here was 228 and the total number of roles was 54. 
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Table 3. Top 15 ontology augmentation candidates for roles. Errors are denoted by a gray background. 

Candidate Label Matching Role 
Label 

Cosine Similarity Role  
(Active Form) 

Candidate Label’s 
Occurrences in Corpus 

suppression inhibition 0.985 inhibits 2809 
ascertain determine 0.972 demonstrates 145 
abrogated abolished 0.960 suppresses 517 
impact influence 0.940 influences 1292 
infused injected 0.935 administers 911 
given administered 0.928 administers 5345 
uptake transport 0.926 transports 4813 
formed generated 0.881 produces 1128 
utilizing using 0.871 uses 325 
display exhibit 0.866 has 378 
underwent received 0.839 accepts 897 
verified confirmed 0.835 demonstrates 148 
documented established 0.794 demonstrates 567 
devised developed 0.755 produces 48 
maintain sustain 0.749 demonstrates 417 
pretreated treated 0.971 treats 1621 
incubation treatment 0.923 treats 2527 

 

Table 4. Top 15 ontology augmentation candidates for concepts. We include one example of a concept associated 
with the given concept label; there could have been more than one in the ontology, since labels are not unique for 
concepts. Errors are denoted by a gray background. 

Candidate Label Matching 
Concept Label 

Cosine 
Similarity 

Concept Candidate Label’s 
Occurrences in Corpus 

participation involvement 0.984 GeneProductFunction 246 
enhancement augmentation 0.97 Overexpression 1349 
tumors neoplasms 0.96 Cancer 3430  
utility usefulness 0.958 DrugEfficacy 371 
combinations coadministration 0.952 DrugTreatment 962 
estimation measurement 0.952 GeneAnalysis 221 
superfusion perfusion 0.949 DrugTreatment 150 
identification detection 0.943 PhenotypeAnalysis 575 
comparable similar 0.935 DrugAnalog 1472 
assembly formation 0.913 Synthesis 270 
cascade pathway 0.907 GenePathway 434 
protocol regimen 0.862 DrugTreatment 776 
perturbation modification 0.856 ChemicalModification 78  
chronic acute 0.822 DiseaseSeverity 8493 
reactivation recurrence 0.802 DiseaseRelapse 204 
capillary gel 0.621 TopicalFormulation 529 
summary conclusion 0.988 DrugEffect 494 
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Discussion 

Distributional semantics methods, specifically vector space representations of word and phrase meanings, have 
gained popularity in recent years as a scalable alternative to rules-based approaches to term and sentence 
normalization [4, 6, 14]. Here, in an attempt to evaluate the degree to which these techniques could augment or even 
replace our lab’s current ontology-based approach to pharmacogenomics sentence normalization, we examined how 
closely semantic word vectors generated using random indexing captured the overall conceptual hierarchy of the 
manually-generated PHARE ontology. We discovered that word pairs’ semantic vectors became increasingly similar 
as the words shared more common parents within the ontology. We also discovered that words could be assigned to 
reasonable concepts and roles within the ontology if we scored them based on their maximum similarity with other 
word labels within a given concept or role. We expanded this approach to assign some new word candidates that are 
not currently in the ontology to their most likely ontological locations.  

Correlation strength and its interpretation 

The relatively weak correlation between the proximity of word labels within the PHARE ontology and their vector 
space similarities is a strong indication that there is more information in the ontology than can be captured purely by 
looking at how words are used in context. For example, several of the ontological concepts and roles contained 
labels that were common terms, like “find”, that gained additional specificity by the rules PHARE provides on how 
they are to be applied to real biomedical sentences. Our investigations here take none of these “word sense” factors 
into account, aside from our selection of a training corpus in which the word senses in question are limited. To our 
semantic vectors, “established” (as in “established methods”) is the same as “established” (as in “established a new 
technique for”). This is a major limitation of the distributional approach used here; ambiguities like this were one 
reason PHARE was created.  

However, it is interesting to consider the degree to which these imperfections matter for real biomedical 
applications. For example, consider the two dependency parses shown in Figure 3. (A dependency parse is one 
technique for representing the deep grammatical structure of a sentence.) These parses are for the two example 
sentences shown in the normalization example in Figure 1. Noted biomedical relation extraction algorithms like 
RelEx [15] already use dependency parses in their analysis, but they apply manually-generated rules to them to 
extract relations of interest. (PHARE was also inspired by Coulet et al’s observation of common structural “motifs” 
in dependency-parsed biomedical sentences.) We immediately notice that the sentences in this figure are structurally 
similar, and that we might conceive of aligning the two dependency graphs and using vector space representations of 
word meanings to compare the quality of these alignments. This assessment of the sentences’ similarity would 
perform a task akin to normalization. In this case, even if “arthritis” and “tolerability” somehow ended up with 
similar distributional representations, it wouldn’t matter for the purposes of assigning the alignment score because 
they exist in different grammatical “places” within the two graphs. Alignment-based approaches like this are already 
common in the computer science literature; for example, in automatic essay grading [16] and entailment recognition 
[17]. So, practically speaking, even a weak distributional “signal” might be enough for some interesting 
applications. 

Figure 4. Dependency parses for the two example sentences shown in Figure 1. Because the structure of these 
sentences is so similar, one could conceive of using distributional semantics methods to establish an alignment 
between them, thus performing a task akin to normalization without the use of an ontology. 
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Additional limitations of our approach 

Our approach suffers from a few additional limitations that are worth mentioning. First, our corpus consisted of 
individual Medline sentences containing drug and gene names; we did not consider additional contextual cues from 
the rest of the abstracts. We did this in the interest of building semantic vectors that were as domain specific as 
possible; however, the lack of additional domain cues probably hurt us, especially with respect to concept 
assignments (which, as we observed, preferred wider bin widths).  

Second, as briefly alluded to earlier and as lamented frequently in the distributional semantics literature, our 
techniques did not capture the opposing nature of antonyms. As far as we know, there is no way to reliably 
distinguish antonyms using distributional means. 

In addition, our evaluation of word similarities, and our assignment of word labels to concepts and roles within the 
PHARE ontology, ignored much of the ontology’s deeper structure. For example, some concepts are only permitted 
to modify phenotypes, while others are only permitted to modify genes. We ignored this structure and compared the 
labels from these different concepts directly. This was done in the interest of quick exploration and simplicity, but 
restricting our comparisons to labels from specific concepts/roles could very well have improved our performance 
reassigning labels to PHARE. However, since the point of our study was to see how much the structure of PHARE 
could be captured without human intervention, we did not choose to restrict our analysis in this way. 

And finally, label assignments within PHARE are unique for roles but not concepts. This meant that a given label 
could have more than one concept associated with it, and it probably explains the huge increase in performance we 
experienced when we included parent concepts in our analysis in Figure 2. 

 
Conclusion 

Random indexing produces vector representations of words that correlate significantly with these words’ positions 
within a biomedical ontology. Although these representations do not capture all of the information contained in the 
ontology, they have several advantages. First, they are quick and easy to produce, and can easily be adapted to 
different corpora (Medline, other biomedical text, or specialized subsets of Medline such as the drug-gene sentences 
we examined here). Second, they seem to capture much of the semantic meaning of individual words, at least as 
those words are represented within the PHARE ontology, and they can be used to quickly and easily “bootstrap” 
connections to other words in the corpus that could be suitable for inclusion in the ontology. They can also provide a 
rough sense of where those words should be located within the ontology. And finally, and most importantly, 
construction and evaluation of these vectors requires no manual rule-making or annotation; the vectors are learned in 
an unsupervised manner from unlabeled text corpora. Although our explorations here are preliminary and much 
work remains to be done to fully establish the role of distributional semantics methods within biomedical text 
mining, increasing interest in this field within the biomedical community could lead to exciting new applications in 
the areas of named entity recognition, concept normalization, and specialized ontology building within 
bioinformatics.  
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Background: Physicians often use antibiotics for acute respiratory infections (ARIs) when they are not indicated.  

Interventions to reduce inappropriate prescribing have been only modestly successful. 

 

Methods: We performed a pilot cluster-randomized controlled clinical trial with physician as the unit of 

randomization and office visit as the unit of analysis to evaluate different behavioral economic and social 

psychological approaches to reduce inappropriate antibiotic prescribing. Physicians and a nurse practitioner at a 

single large urban academic internal medicine practice were enrolled and randomized within a 2 x 2 x 2 factorial 

experiment. Qualifying ARI visits triggered each intervention. The three factors included: 1) Accountable 

Justifications: when prescribing an antibiotic for an ARI, clinicians are prompted to record an explicit justification 

that appears in the patient electronic health record (EHR); 2) Suggested Alternatives: through computerized clinical 

decision support, clinicians prescribing an antibiotic for an ARI receive a list of non-antibiotic treatment choices 

prior to completing the antibiotic prescription; and 3) Peer Comparison: each provider’s rate of inappropriate 

antibiotic prescribing relative to top-performing peers is provided periodically by email. All providers completed an 

on-line educational module about ARI treatment at the start of the intervention period. The primary outcome was the 

rate of antibiotic prescribing for visits with an ARI diagnosis for which antibiotics are not indicated (e.g. acute 

bronchitis, unspecified upper respiratory infection). Secondary endpoints were prescribing rates for (acute sinusitis 

or pharyngitis), and prescribing rates for all other respiratory infections or symptoms of respiratory infection.  We 

excluded patients with major comorbidities (e.g., COPD, cirrhosis) or a concomitant diagnosis that suggested a non-

respiratory-tract bacterial infection (e.g., cystitis).  EHR-data was used to measure outcomes during the year prior to 

and during a 1-year intervention period. We used mixed models to assess intervention effects accounting for fixed 

effects for patient age and providers’ prior prescription rate and random provider effects. 

 

Results:  28 of 38 eligible providers participated. Antibiotic prescribing fell substantially in the intervention year 

compared to the prior year for non-antibiotic-appropriate ARI diagnoses (from 24.0% to 4.6%, p<0.001). There 

were also declines in prescribing for sinusitis/pharyngitis (from 47.5% to 36.9%, p=0.001) and for all other 

respiratory infections or symptoms of infection (16.9% to 5.4%, p<0.001). The absolute number of annual ARI or 

respiratory encounters was similar in both years, and the proportions of encounters in each diagnosis group were 

similar. Substantial reductions in prescribing were observed even among control providers and changes in 

prescribing behavior were similar for providers receiving zero, 1, 2 or 3 of the interventions. 

 

Discussion: Implementation of these interventions based on behavioral economics and social psychology appears to 

have had a large impact on providers’ antibiotic prescribing behavior.  Awareness of these interventions and the 

knowledge that prescribing behavior was being measured seems to have produced an effect similar to the 

interventions themselves. Given the moderately low baseline rate of prescribing, multiple interventions, or the 

possible effect of the brief education alone, the prescribing rate may have reached a floor below which adding 

additional interventions could not reduce the rate of prescribing for the primary outcome further. Since this was a 

single site, this widespread decline in prescribing may have been due to interactions between intervention and 

control group providers that led to attitudinal or cultural changes more broadly within the practice in addition to the 

Hawthorne effect. Evidence of gaming the system (e.g., changing diagnosis codes to make antibiotic prescribing 

appear more appropriate) was not observed. An ongoing, larger, site-randomized trial will help elucidate the effects 

of these interventions on provider behavior. 
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Motivation 
Drug classes are not in the scope of RxNorm, but 
they constitute important information about the 
drugs. We added this information in RxNav1 to com-
plement the RxNorm information. 
 
Background 
MeSH provides a rich description of pharmacological 
actions (PA) for the active moieties listed as de-
scriptors or supplementary concepts. 
ATC is a resource developed for pharmacoepidemi-
ology purposes, which provides a rich classification 
system for active moieties. 
 
Linking RxNorm drugs to classes 
For MeSH, we extracted the PA relations from the 
MeSH data set and integrated them with RxNorm, in 
which the MeSH ingredients are already contained. 
There are 2,533 RxNorm ingredients with a PA rela-
tion. 
For ATC, we created a mapping at the ingredient 
level between ATC 5th-level drugs and RxNorm. 
There are 2,441 RxNorm (salt or non-salt) ingredi-
ents (IN/PIN) with a mapping to ATC. 
 
Class View tab in RxNav 
For MeSH, we display a graph of the PA(s) directly 
associated with a given ingredient, as well as their 
ancestors. 
For ATC, we display the relations between a given 
ingredient and the ATC 5th-level code(s) it maps to, 
as well as their ancestors from levels 4 to 1. 
 
Limitations 
Currently, our mapping to ATC does not take into 
account the route of administration of the drug and 
simply links ingredients to all forms of the corre-
sponding drug in ATC, often leading to multiple 
ATC classes. 
 
Conclusions 
Drug classes have long been a missing piece of in-
formation in RxNav. With the “Class View” tab, we 
now provide a link to drug classes from two external 
resources at the ingredient level. 
 
 

---------------------------------------------------------------- 
1 http://rxnav.nlm.nih.gov 

 

 
Figure 1. Graph of MeSH pharmacologic actions for 
atorvastatin from the RxNav Class View tab 
 

 
Figure 2. Graph of ATC drug classes for atorvastatin 
from the RxNav Class View tab 
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Abstract 

Advances in the ability to rapidly sequence genomes at lower costs and test patients in clinical environments have 

expanded the potential for, and desirability of, genetic and genomic testing. At the same time, an evolving 

regulatory environment and untested legal requirements promote uncertainty and concern among researchers, 

clinicians, consumer advocates, and patients. These circumstances necessitate re-evaluation of data security and 

privacy considerations not only for the individual and the individual’s family, but for society as a whole. In this 

panel, the presenters will describe technical and methodological considerations for genomic sequencing and genetic 

testing. They will review issues related to patients’ understanding of genetic data privacy and security practices, 

secondary data use expectations and desires, and potential issues related to genomic sequencing. Through a 

pediatric oncology scenario, they will explore how genetic testing can be used in a clinical setting. Finally, the 

panel will suggest potential regulatory and enforcement changes that may enable and facilitate population-wide 

collection and use of genomic data. 

Description 

Data privacy and security have long been critical defining issues in medicine, both in clinical care and research. A 

confluence of methodological, technological, legal, regulatory, social, and economic developments has resulted in 

an urgent need for review of data privacy and security matters. 

Genome sequencing continues to become faster, cheaper, and rapidly becoming accessible in both the clinic and the 

research lab. With increasing data dimensionality and bigger and more complex feature sets, ever-larger samples 

sizes are required to achieve sufficient statistical power when performing data analysis across the full genome. 

Although the potential clinical and research benefits to these larger datasets are tremendous, the increasingly 

voluminous, high-dimensional data provide a sturdier basis for unintended re-identification of individuals and their 

families. Historically, genetic data have been considered non-identifiable due to the vanishingly small probability of 

being able to trace those data back to an individual. Nevertheless, it has recently been demonstrated that whole 

genome data, and even microarray-based genotyping, can be combined with other sources to identify individuals.
1,2

 

As we learn more about genetic and environmental risk factors, these data also provide increasingly informative 

probabilistic information regarding an individual's risk of disease, disability, or death. This information may carry 

significant risk for the individual and his or her family. 

The exploding field of genomic testing is resulting in a paradigm shift in the management of individual health. But 

with this shift comes the need to revisit society’s approach to an individual’s privacy. Existing regulations and laws 

such as the Health Information Portability and Accountability Act and the Genetic Information Nondiscrimination 

Act, will likely be inadequate to address the increasingly tractable task of re-identifying seemingly non-identifiable 

genomic data. 

At present, the rules defining what constitutes identified genomic data are unclear and in flux. Initiatives such as the 

Personal Genome Project have gained wide exposure within the scientific community but are not as well known or 

understood among lay population. In the absence of clear definitions and standards, researchers and patients struggle 

to reach a common understanding about what can be done technically, and what should be expected after 

sequencing. 
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This panel will address issues around the increasing use of genomic testing, how patients are informed of the 

potential uses for their data, how physicians and patients understand risks of re-identification of their data, and how 

regulations and patient and physician perceptions might be changed to accommodate the new paradigm in genomic 

testing and personalized medicine. 

 

Panelist presentations include: 

Jessica Tenenbaum, PhD is an internationally recognized expert in translational bioinformatics. She will give an 

overview of recent publications demonstrating the use of informatics methods to identify individuals, as well as 

highlighting the limitations of those efforts. She will describe the importance of genomic data sharing from a 

translational bioinformatics perspective, propose an ideal model for research purposes, and elaborate on how 

informatics tools and methods can be used to approximate such a model. She will also discuss the limitations of 

technological solutions, and the resulting importance of regulatory enforcement. 

Carolyn Petersen, MBI, MS, is chair of the AMIA Ethical, Legal, and Social Issues Working Group, a member of 

AMIA’s Ethics Committee since 2004, a consumer representative for Food and Drug Administration medical device 

advisory panels, and a patient stakeholder reviewer for the Patient-Centered Outcomes Research Institute. She will 

outline ethical, legal, and social issues related to genomic sequencing, genetic testing, and secondary use of such 

data. She will review patient and consumer expectations related to genomic and genetic data privacy, and identify 

issues that require further study or action to promote a positive patient-physician relationship. 

Samuel Volchenboum, MD, PhD, is a pediatric oncologist, informaticist, and director of the Center for Research 

Informatics at the University of Chicago. He will discuss clinical uses of genomic testing and issues related to 

obtaining genetic studies in children with active disease. Utilizing a case-study of observed and potential effects on 

pediatric cancer patients, he will explore the issues and problems that may arise as physicians and patients navigate 

the new paradigms for testing and treatment.. 

Larry Ozeran, MD, will explore what is likely to be necessary to protect patients from the risks associated with 

breaches of personal privacy. He will describe legislative and regulatory provisions needed to find a balance 

between advancing science to promote health and limiting potential personal and financial risks to individuals. He 

will also address why enforcement will be a critical aspect to finding this balance, what is likely needed to support 

enforcement, and how society will pay to achieve this balance. 

Statement of the Panel Organizer 

All the participants have agreed to take part on the panel. 
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Introduction and Background: Many Clinical Practice Guidelines (CPGs) have been generated for 
Clinical Decision Support (CDS),1,2,3 but CPGs remain difficult to implement into daily practice4,5,6 
because 1) CPGs represented in free text and paper-based decision workflow diagrams cannot be 
used directly in CDS systems, 2) there is a lack of interoperability between the CPGs and EHR data, 
and 3) guideline adaptation is usually needed for local adoption. A translation is needed to convert 
CPGs to computer-interpretable content and format to be interoperable with EHR data.  The current 
manual processes are time-intensive and development of a computer-assisted ontologic approach can 
promote consistency.  Recently, NLP techniques were applied to the task of making CPGs computable 
with promising results7, but focused on individual recommendations rather than full CPGs. In our study 
we applied NLP to convert 3 full diabetes CPGs to CDS-ready decision workflows and compared them 
to real patient treatment pathways extracted from NLP-structured clinical notes.  Methods: An ontologic 
approach through RDF (Resource Description Framework) labels was used to create primary entities 
[e.g. medical findings, diagnoses, lab tests] representing individual components of each CPG, and sub-
entities [e.g. actions, ordered test results] that refine the different types of evidence. First order logic 
[reasoning] was used to define the methods to represent computerized decision workflow.  
Unstructured CPG data that captures similar contextual meaning was added to the entities to guide 
segments of text obtained through NLP.  CPGs were placed as relational constructs between the 
various entities with weights introduced to decision inputs, dependent upon context within a CPG. 
Finally, structured clinical documentation from EMRs was compared to the structured CPGs for local 
adaptation assessment.  Results: Computer-assisted NLP with RDF ontology reduced the time to 
create a fully structured CPG by 90% (from 80 hours manual effort to 8 hours, on average), and 
generated a full CPG-based, interoperable decision workflow for adaptation in local CDS systems. 
Discussion and Conclusions: NLP is an effective tool to semi-automate the production of 
representative CPGs which can then be applied to real-world data from EHRs.  Interoperability of the 
CPGs will further ensure real-time CDS as well as guideline adaptation based on local evidence. 
Overall, NLP and RDF-enabled full CPGs will lead to computerized applications that can more 
efficiently implement guidelines to save cost and improve quality of healthcare. References:  
1. Clinical Practice Guidelines: Directions for a New Program. MJ. Field and K.N.Lohr, eds. 

Washington, D.C.: National Academy Press, 1990. 
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Abstract 

The characterization of a patient, whether for clinical care or clinical research, is destined to become heavily 
dependent upon knowing an individual’s full genome.  The development of next generation sequencing (NGS) has 
allowed the whole genome to be expressed in a facile manner, and informatics for integrating biology and the 
bedside (i2b2) is allowing the genome to be queried alongside the phenome of the patient.  These queries are 
enabled by a data loading process that transfers the products of NGS pipelines into 10-20 million variant 
observations expressed in the Sequence Ontology.  These observations can then exist alongside the many other 
observations about a patient and allow the formulation of complex queries that express the state of an individual. 

Background 

In previous work, we described the use of genomic data gathered from SNP-chips.  This data represented collections 
of known variants associated with known diseases.  The advent of NGS has resulted in enormous amounts of raw 
variant data that may not be previously known and cannot be organized by a fixed disease-centric ontology. 

Methods 

First and foremost, we needed an ontology that described the NGS data at a characteristic level.  We leveraged a 
subset of the Sequence Ontology for this purpose.  To this end, NGS variants may be described by type: substitution, 
insertion, and deletion.   Overlaying these conceptual types are modifiers: location (chromosomal or gene), structure 
(exon, intron, intergenic) and function (zygosity). 

We created an automated process to transform raw NGS data into a format that may be imported into the i2b2 data 
model. We have concentrated on tools that support the transformation of Variant Call Format (VCF) and Genomic 
Variant Format (GVF) data to i2b2 observational data. By choosing to use these standard formats, we also allow the 
use of external tools to annotate the raw data. The tools are organized in a pipeline fashion such that VCF files are 
transformed to GVF files and then ultimately transformed to i2b2 files.  These files can then be directed to a bulk 
loader and imported into i2b2 in batch jobs. 

Results 

Once imported into the i2b2 data model, Sequence Ontology-based concepts and modifiers can used to query for 
variants by type, location, structure and function.  As such a query such as “Find all patients with heterozygous 
exonic deletions on gene TSHR” can be performed.  Finally, in support of users that need assistance in developing 
genomic queries, we provide browser capability within the i2b2 framework to allow users to gain access to external 
tools such as NCBI and Genome Browser to find sets of genes and their sequence coordinates. 

Conclusion 

We have shown that VCF and GVF genomic data files can be imported into i2b2 and allow the formulation of 
complex queries that can express the state of an individual.  

This work was funded by U54 LM008748 and U54 HG004028 
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Abstract	  

The	  Tele	  Intensive	  Care	  Unit	  (tele-‐ICU)	  supports	  a	  high	  volume,	  high	  acuity	  population	  of	  patients.	  	  There	  is	  a	  high-‐	  
volume	  of	   incoming	  and	  outgoing	  calls,	  especially	  during	  the	  evening	  and	  night	  hours,	  through	  the	  tele-‐ICU	  hubs.	  	  
The	  tele-‐ICU	  clinicians	  must	  be	  able	  to	  communicate	  effectively	  to	  team	  members	   in	  order	  to	  support	  the	  care	  of	  
complex	   and	   critically	   ill	   patients	  while	   supporting	   and	  maintaining	   a	   standard	   to	   improve	   time	   to	   intervention.	  	  
This	   study	   describes	   a	   software	   communication	   tool	   that	  will	   improve	   the	   time	   to	   intervention,	   over	   the	   paper-‐
driven	  communication	  format	  presently	  used	  in	  the	  tele-‐ICU.	  	  The	  software	  provides	  a	  multi-‐relational	  database	  of	  
message	  instances	  to	  mine	  information	  for	  evaluation	  and	  quality	  improvement	  for	  all	  entities	  that	  touch	  the	  tele-‐
ICU.	   	  The	  software	  design	   incorporates	  years	  of	   critical	   care	  and	  software	  design	  experience	  combined	  with	  new	  
skills	   acquired	   in	   an	   applied	   Health	   Informatics	   program.	   	   This	   software	   tool	   will	   function	   in	   the	   tele-‐ICU	  
environment	   and	   perform	   as	   a	   front-‐end	   application	   that	   gathers,	   routes,	   and	   displays	   internal	   communication	  
messages	  for	  intervention	  by	  priority	  and	  provider.	  

Introduction	  

The	  objective	  of	  this	  study	  is	  to	  improve	  communication	  within	  the	  tele-‐ICU.	  	  	  The	  primary	  objective	  is	  to	  develop	  
and	  validate	  an	  electronic	  software	  tool	  to	  improve	  real-‐time	  communication	  and	  workflow	  in	  the	  tele-‐ICU	  hub.	  	  A	  
secondary	  objective	  is	  to	  archive	  data	  for	  data	  mining	  to	  enable	  the	  development	  of	  new	  methods	  or	  the	  
refinement	  of	  existing	  methods	  for	  further	  improvements	  in	  communication	  and	  workflow.	  	  This	  work	  indicates	  
that	  there	  is	  a	  need	  for	  such	  a	  tool	  and	  that	  this	  tool	  can	  improve	  communication	  and	  workflow	  in	  the	  tele-‐ICU	  
hub.	  
	  
The	  motivation	  for	  this	  software	  communication	  tool	  is	  that	  the	  tele-‐ICU	  staff	  currently	  has	  no	  formal	  message	  
delivery	  mechanism	  within	  the	  hub	  environment	  or	  the	  existing	  software	  programs.	  	  The	  main	  goals	  of	  the	  current	  
software	  systems	  are	  surveillance	  through	  displays	  and	  alerts,	  clinical	  documentation,	  on-‐line	  decision	  support,	  
and	  outcomes	  tracking	  1.	  	  	  Currently,	  the	  tele-‐ICU	  that	  we	  studied	  is	  using	  an	  internally	  developed,	  manual	  paper	  
process	  to	  facilitate	  communication	  among	  multiple	  nursing	  providers	  to	  a	  single	  physician	  provider	  within	  the	  
hub.	  	  The	  use	  of	  an	  electronic	  tool	  could	  aid	  in	  improving	  the	  real-‐time	  delivery,	  prioritization,	  and	  intervention	  of	  
a	  request	  within	  the	  tele-‐ICU	  hub.	  
	  
The	  benefits	  of	  this	  type	  of	  communication	  tool	  are	  provided	  below.	  

a. The	  tool	  provides	  a	  standardized	  format	  for	  clinical	  communication	  to	  organize	  content	  and	  decrease	  
errors.	  

b. The	  tool	  provides	  delivery	  and	  prioritization	  of	  multiple	  messages	  to	  a	  single	  physician	  provider,	  which	  
improves	  the	  time	  to	  intervention	  for	  tele-‐ICU	  intervention	  and	  evaluation	  requests.	  

c. The	  tool	  provides	  a	  tracking	  board	  display,	  which	  
i. Allows	  messages	  to	  appear	  in	  a	  queue	  and	  be	  sorted	  and	  displayed	  by	  provider	  preference.	  	  (E.g.,	  

priority,	  originator,	  who	  it’s	  routed	  to,	  facility,	  time,	  etc.),	  and	  
ii. Allows	  all	  team	  members	  to	  view	  workload	  in	  real-‐time,	  which	  assists	  in	  managing	  busy	  providers	  

in	  the	  care	  of	  the	  patients	  and	  keeps	  workload	  moving	  forward.	  
d. The	  administrator	  functionality	  of	  the	  tool	  allows	  unit	  leadership	  to	  customize	  data	  collection	  fields	  by	  

adding	  elements	  or	  rearranging	  order	  sorts	  for	  display	  functionality	  while	  maintain	  data	  integrity.	  
e. The	  preselected	  choices	  within	  the	  tool	  increase	  efficiency	  in	  recording	  message	  data	  and	  capture	  

occurrence	  patterns	  for	  data	  mining.	  
f. The	  electronic	  tracking	  of	  user	  and	  time	  stamping	  capabilities	  of	  the	  tool	  allow	  for	  a	  quantitative	  look	  at	  

services	  provided	  and	  user	  metrics.	  
g. The	  tool’s	  electronic	  message	  recording	  provides	  the	  ability	  to	  archive	  data	  for	  future	  evaluation.	  	  	  
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The	  result	  of	  this	  work	  is	  a	  software	  tool	  for	  communication	  and	  message	  delivery	  within	  the	  tele-‐ICU,	  which	  was	  
developed	  and	  presented	  in	  conjoint	  theses,	  one	  by	  a	  clinician	  and	  one	  by	  a	  software	  engineer	  (authors)	  2,	  3.	  	  	  The	  
first	  thesis	  describes	  the	  clinical	  path	  to	  design2.	  	  	  The	  second	  thesis	  describes	  the	  actual	  development	  of	  the	  
software	  and	  its	  functionality	  3.	  

Background	  

Clinicians	  in	  the	  tele-‐ICU	  juggle	  multiple	  requests	  for	  interventions	  on	  high-‐acuity	  patients	  across	  servicing	  
hospitals.	  	  Demands	  are	  both	  external,	  like	  incoming	  requests	  by	  phone,	  and	  self-‐driven	  discovered	  events	  from	  
surveillance	  monitoring	  that	  trigger	  an	  outgoing	  call	  to	  bedside	  staff4.	  The	  current	  software	  applications,	  however,	  
do	  not	  provide	  a	  method	  for	  gathering	  front-‐end	  operations	  that	  come	  into	  and	  go	  out	  of	  the	  tele-‐ICU.	  	  Front-‐end	  
operations	  such	  as	  information	  reception,	  gathering	  data,	  movement,	  and	  tracking	  are	  all	  important	  parts	  of	  a	  
communication	  process	  in	  a	  high-‐volume,	  high-‐acuity	  area5.	  Capturing	  these	  data	  warrant	  further	  inspection	  and	  
attention.	  
	  
Standardized	  Communication	  Message	  Collection/Format	  
Communication	  between	  providers	  is	  extremely	  important	  in	  the	  high	  acuity	  and	  complex	  environment	  of	  the	  tele-‐
ICU.	  	  The	  efficiency	  and	  accuracy	  at	  which	  the	  information	  is	  disseminated	  to	  the	  appropriate	  interventionalist	  is	  
the	  pivotal	  point	  of	  (timely)	  success	  versus	  (delayed	  possibly	  too	  late)	  missed	  opportunity	  or	  failure.	  	  The	  staff	  
must	  possess	  skills	  in	  effective	  listening	  and	  have	  the	  experience	  to	  put	  together	  a	  message	  so	  that	  it	  can	  be	  
interpreted	  without	  distortion	  or	  distraction6.	  The	  need	  to	  build	  a	  communication	  structure	  for	  effective	  
information	  sharing	  is	  clearly	  evident.	  	  	  
	  
The	  link	  between	  skilled	  communication	  and	  patient	  safety	  is	  well	  documented	  in	  the	  literature	  7.	  Many	  reviewing	  
bodies	  have	  recognized	  the	  importance	  and	  potential	  pit	  falls	  of	  communication	  failures	  (e.g.,	  the	  Joint	  
Commission,	  the	  Leapfrog	  Group,	  and	  the	  National	  Institute	  of	  Medicine)	  8,	  9,	  10.	  	  Unskilled	  communication	  leads	  to	  
medical	  errors,	  delays	  in	  treatment,	  and	  decreased	  patient	  satisfaction.	  
	  
Responding	  to	  requests	  for	  intervention	  from	  a	  standard	  format	  decreases	  ambiguity,	  organizes	  content,	  allows	  
the	  message	  to	  be	  globally	  understood,	  and	  gets	  the	  recipient	  to	  the	  purpose	  or	  need	  immediately	  and	  efficiently.	  	  
This	  leads	  to	  overall	  safety	  and	  will	  decrease	  the	  time-‐to-‐intervention	  in	  the	  tele-‐ICU.	  	  	  
	  
Many	  methods	  for	  structuring	  written	  communication	  in	  the	  medical	  field	  have	  been	  developed.	  	  Acronyms	  used	  
to	  delineate	  the	  format	  for	  communication	  are	  common.	  	  Historically,	  there	  are	  multiple	  formats	  such	  as:	  	  SOAP	  
(Subjective,	  Objective,	  Assessment,	  Plan)	  notes,	  APIE	  (Assessment,	  Plan,	  Intervention,	  Evaluation)	  notes,	  SBAR	  
(Situation,	  Background,	  Assessment,	  Recommendation)	  notes,	  SAFE	  (Situation,	  Assessment,	  Findings,	  Figures,	  
Express	  and	  Expect),	  to	  name	  a	  few.	  	  All	  of	  these	  types	  of	  communication	  structures	  will	  organize	  the	  
information/content	  in	  a	  logical	  and	  efficient	  way	  for	  presentation	  to	  the	  recipient.	  	  They	  encourage	  the	  composer	  
to	  stick	  to	  a	  formal,	  concise,	  uniform	  way	  of	  gathering,	  organizing,	  and	  presenting	  data	  with	  the	  goal	  of	  minimizing	  
error	  and	  increasing	  the	  efficiency	  of	  message	  communication.	  
	  
For	  the	  purpose	  of	  this	  investigation	  the	  Situation,	  Background,	  Assessment,	  and	  Recommendation	  (SBAR)	  format	  
was	  used.	  	  The	  organization	  had	  implemented	  the	  use	  of	  it	  prior	  to	  beginning	  this	  study,	  and	  the	  staff	  both	  within	  
the	  tele-‐ICU	  and	  the	  external	  sites	  had	  accepted	  it.	  	  The	  SBAR	  format	  was	  developed	  by	  Kaiser	  Permanente	  for	  
communication	  in	  high-‐risk	  situations	  and	  is	  recognized	  by	  many	  as	  a	  quality	  initiative	  for	  improving	  skilled	  
professional	  collaboration7.	  
	  
Tracking	  Board	  Technology/Movement/Tracking	  of	  Message	  
The	  tele-‐ICU	  environment	  has	  multiple	  professional	  nurses	  simultaneously	  fielding	  requests	  and	  discovering	  issues	  
at	  remote	  sites.	  	  With	  only	  one	  physician	  in	  “the	  box”	  at	  a	  time,	  the	  communication	  must	  be	  precise	  and	  triaged	  in	  
a	  uniform	  fashion	  to	  reach	  the	  physician	  provider	  in	  a	  priority-‐sorted	  order.	  	  The	  tele-‐ICU	  has	  pre-‐designated	  
priorities	  of	  Emergent,	  Urgent,	  Routine,	  and	  FYI	  (for	  your	  information).	  	  Standardized	  time	  frames	  for	  receipt	  of	  the	  
message	  based	  on	  these	  intervention-‐based	  categories	  have	  also	  been	  suggested:	  	  Emergent,	  within	  5	  minutes;	  
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Urgent,	  within	  10	  minutes;	  Routine,	  within	  15	  minutes.	  	  Categories	  are	  chosen	  based	  on	  the	  severity	  of	  life	  
threatening	  symptoms	  needing	  intervention.	  	  Currently,	  there	  is	  no	  way	  to	  quantify	  the	  time-‐to-‐intervention	  in	  this	  
environment	  or	  to	  substantiate	  the	  reality	  of	  these	  time	  frames.	  

The	  emergency	  department	  is	  an	  area	  of	  medicine	  that	  uses	  the	  concepts	  of	  urgency	  and	  triage	  as	  approaches	  to	  
identifying	   which	   patients	   need	   immediate	   advanced	   provider	   attention.	   	   In	   reviewing	   the	   techniques	   used	   in	  
Emergency	  Rooms,	  the	  concept	  of	  tracking	  boards	  seems	  to	  fit	  well	  in	  the	  workflow	  of	  the	  tele-‐ICU.	  	  Bisantz	  said,	  
“The	  tracking	  board	  serves	  as	  a	  critical	  cognitive	  artifact,	  storing	  and	  communicating	  information	  across	  time	  and	  
individuals.”11.	  

Message	  collection	  and	  triage	  within	  the	  tele-‐ICU	  must	  travel	  to	  the	  appropriate	  user	  for	  intervention	  and	  
resolution.	  	  When	  considering	  the	  complex,	  high-‐volume,	  and	  high-‐acuity	  environment	  of	  the	  tele-‐ICU,	  requests	  
must	  be	  prioritized	  and	  timed	  for	  tracking	  and	  intervention.	  
	  
Tracking	  board	  technology	  facilitates	  a	  prioritized	  presentation	  of	  the	  requests	  in	  a	  standardized	  communication	  
format.	  	  Prioritizing	  an	  open	  visible	  queue	  provides	  real-‐time	  tracking	  of	  the	  lifecycle	  of	  the	  request.	  	  It	  allows	  the	  
event	  to	  be	  visible	  and	  tracked	  from	  arrival	  to	  intervention	  and	  then	  back	  to	  originator	  for	  closed-‐loop	  follow-‐up	  
and	  monitoring	  by	  the	  support	  staff.	  
	  
Statement	  of	  the	  Problem	  
Timely	  intervention	  is	  a	  major	  goal	  of	  tele-‐ICU	  surveillance,	  and	  all	  processes	  that	  translate	  and	  deliver	  
communication	  to	  the	  point	  of	  intervention	  are	  critical.	  	  In	  this	  high-‐volume,	  high-‐acuity	  environment,	  the	  priority	  
of	  response	  is	  the	  most	  important.	  	  As	  such,	  messages	  should	  be	  presented	  in	  a	  queue	  that	  is	  customized	  to	  the	  
specific	  end-‐user.	  	  The	  volume	  of	  intervention	  requests	  increases	  during	  the	  evening	  and	  night	  hours.	  	  For	  
example,	  the	  hub	  in	  this	  study	  recorded	  interventions	  for	  critically	  ill	  patients	  as	  greater	  than	  21,000	  interventions	  
in	  2010	  and	  greater	  than	  22,000	  interventions	  in	  2011.	  	  This	  volume	  justifies	  the	  use	  of	  timers,	  priority	  flagging,	  
and	  important	  information	  (relevant	  user	  data)	  displays	  built	  into	  programming	  to	  direct,	  timely,	  efficient	  
recognition	  and	  flow	  of	  information	  between	  the	  tele-‐ICU	  staff.	  
	  
Summary	  
Communication	  in	  the	  tele-‐ICU	  is	  important	  and	  needs	  to	  be	  concise	  and	  efficient	  to	  maintain	  patient	  safety.	  	  Tele-‐
ICU	  messages	  must	  be	  timely	  and	  must	  be	  prioritized	  upon	  arrival	  to	  an	  advanced	  provider	  for	  interpretation	  and	  
intervention.	  	  Electronic	  tools	  can	  be	  designed	  to	  support	  development	  of	  an	  efficient	  method	  to	  accomplish	  this.	  	  
Proven	  formats	  for	  communication	  such	  as	  the	  SBAR	  can	  be	  used	  to	  organize	  messages.	  	  Electronic	  technology	  can	  
aid	  in	  message	  gathering	  and	  movement	  within	  the	  tele-‐ICU.	  	  Tracking-‐board	  technology	  can	  be	  applied	  to	  move	  
multiple	  messages	  to	  a	  single	  advanced	  provider	  for	  intervention.	  	  Tracking	  workload	  and	  workflow	  within	  a	  tele-‐
ICU	  can	  provide	  rich,	  discrete	  data	  to	  aid	  in	  education,	  patient	  safety,	  and	  strategic	  planning.	  	  These	  combined	  
concepts,	  with	  proven	  tools	  for	  message	  delivery,	  will	  help	  improve	  patient	  outcomes,	  because	  they	  contribute	  a	  
unique	  and	  novel	  approach	  for	  developing	  communication	  and	  tracking	  methods	  within	  the	  tele-‐ICU	  hub.	  	  Our	  
software	  communication	  tool	  meets	  these	  needs.	  

Methods	  

The	  basis	  for	  the	  software	  tool	  was	  the	  analysis	  of	  two	  months	  of	  data	  collected	  from	  use	  of	  a	  paper	  tool	  in	  the	  
tele-‐ICU.	  This	  analysis	  looked	  at	  the	  use	  of	  the	  tool	  and	  the	  compliance	  with	  fields	  within	  the	  tool.	  The	  analysis	  also	  
included	  the	  frequency	  and	  description	  of	  types	  of	  data	  used	  in	  each	  field.	  	  The	  number	  of	  paper	  tool	  messages	  
available	  and	  the	  historical	  record	  of	  calls	  and	  census	  were	  also	  compared.	  
	  
Paper	  SBAR	  tool	  sheets	  were	  collected	  each	  shift	  and	  stored	  for	  researchers	  to	  evaluate.	  	  The	  process	  of	  
transcribing	  and	  transforming	  the	  dataset	  was	  done	  manually.	  	  The	  data	  format	  was	  simple	  enough	  to	  use	  a	  single	  
row	  of	  column	  headers	  in	  an	  Excel®	  worksheet.	  	  The	  call	  volume	  was	  a	  little	  more	  than	  2,000	  calls	  for	  both	  months.	  
	  
The	  raw	  data	  were	  examined	  for	  use,	  compliance,	  and	  utilization	  of	  specific	  fields	  present	  on	  the	  current	  paper	  
tool	  (Figure	  1).	  	  These	  statistics	  allowed	  us	  to	  evaluate	  the	  importance	  of	  a	  specific	  field	  for	  inclusion	  in	  the	  
electronic	  tool.	  	  
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Figure	  1.	  Compliance	  of	  Use:	  	  Paper	  based	  SBAR	  fields	  
	  
Compliance	  with	  form	  use	  also	  pointed	  us	  to	  high	  functioning	  users	  of	  the	  paper-‐based	  tool.	  	  These	  individuals	  
were	  sought	  out	  early	  in	  the	  process	  to	  be	  members	  of	  the	  staff	  evaluation	  team.	  	  The	  post-‐processing	  data	  were	  
used	  to	  take	  a	  second	  look	  at	  the	  data	  obtained	  and	  allowed	  us	  to	  re-‐sort	  data	  by	  common	  occurrence.	  	  Sorting	  
this	  way	  allowed	  us	  to	  capture	  discrete	  elements,	  which	  we	  built	  into	  the	  tool	  for	  future	  data	  mining.	  
	  
The	  authors	  watched	  the	  operations	  within	  the	  tele-‐ICU	  and	  discussed	  process	  and	  workflow	  with	  both	  nurses	  and	  
physicians.	  	  From	  these	  observations	  and	  interviews,	  current-‐state	  workflow	  was	  mapped,	  reviewed,	  and	  approved	  
by	  all	  as	  authentic.	  	  After	  review	  of	  current	  state	  and	  gathering	  management	  objectives,	  a	  future	  state	  workflow	  
was	  proposed,	  accepted	  and	  design	  began.	  
	  
Software	  Development	  
A	  modular-‐tier	  application	  approach	  to	  the	  architecture	  separates	  the	  layers	  of	  the	  program.	  	  The	  architecture	  is	  
separated	  in	  three	  tiers:	  	  (1)	  Web,	  (2)	  Business,	  and	  (3)	  Enterprise	  Information.	  	  This	  modular	  design	  allowed	  for	  
different	  groups	  of	  developers	  to	  focus	  on	  specific	  layers	  and	  create	  a	  transparency	  to	  the	  database	  level.	  	  This	  
design	  helped	  to	  provide	  development,	  maintenance	  and	  scalability	  of	  the	  back	  end	  process	  and	  database	  layers	  
while	  not	  affecting	  the	  front-‐end	  processes.	  	  The	  login	  page	  and	  all	  other	  front-‐end	  web	  pages	  were	  part	  of	  web	  
tier.	  	  All	  business	  logic	  like	  the	  ability	  to	  consume	  and	  process	  Admission	  Discharge	  Transfer	  (ADT)	  feed	  was	  in	  
business	  tier.	  	  Database	  schema,	  data,	  and	  database	  server	  were	  in	  the	  enterprise	  Information	  tier	  (EIS).	  	  The	  
architecture	  was	  mapped	  to	  a	  model-‐view-‐controller	  (MVC)	  framework.	  	  MVC	  model	  is	  an	  architecture	  pattern	  
that	  has	  the	  emphases	  on	  code	  reusability	  and	  separation	  of	  concerns12.	  	  Model	  was	  analogous	  to	  the	  EIS	  tier,	  view	  
was	  analogous	  to	  the	  web	  tier,	  and	  controller	  was	  analogous	  to	  the	  business	  tier.	  	  	  
	  
Because	  security	  is	  of	  utmost	  importance	  when	  working	  with	  protected	  health	  information	  (PHI),	  consideration	  for	  
data	  security	  and	  integrity	  were	  reviewed	  throughout	  the	  design.	  
	  
Data	  elements	  in	  the	  requirements	  were	  defined	  in	  an	  object-‐oriented	  way	  using	  an	  entity-‐relationship	  diagram	  
(ERD).	  	  Entities	  and	  their	  relationships	  were	  visualized	  in	  the	  ERD	  as	  the	  foundation	  of	  the	  database	  schema.	  	  An	  
entity	  could	  have	  one-‐to-‐one,	  one-‐to-‐many,	  many-‐to-‐one,	  and	  many-‐to-‐many	  relationships	  to	  another	  entity.	  	  
Additionally,	  the	  relationships	  between	  two	  entities	  could	  be	  unidirectional	  or	  bidirectional.	  	  An	  entity	  could	  also	  
be	  thought	  of	  as	  a	  concept	  in	  the	  environment	  (e.g.,	  forms,	  events,	  users,	  etc.).	  	  The	  relationships	  were	  the	  links	  
between	  the	  entities.	  	  For	  instance,	  a	  user	  could	  have	  many	  forms	  and	  a	  form	  could	  have	  many	  events.	  	  
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The	  open	  source	  technology	  was	  chosen	  for	  its	  strengths	  in	  its	  openness,	  its	  fast-‐iteration	  of	  development,	  and	  its	  
peer	  review	  processes13.	  	  The	  software	  was	  built	  on	  top	  of	  web	  platform,	  because	  services	  and	  data	  delivered	  by	  
web	  technology	  could	  be	  controlled	  and	  managed	  centrally.	  	  This	  simplified	  the	  maintenance	  of	  the	  software	  for	  
the	  developer.	  	  Also,	  accessing	  a	  web	  application	  for	  the	  end	  user	  was	  simple	  and	  easy.	  	  No	  download	  and	  
installation	  of	  the	  software	  was	  needed.	  	  	  
	  
Java™	  was	  used.	  	  It	  is	  an	  object-‐oriented,	  distributed,	  and	  multithreaded	  programming	  language.	  	  The	  Java™	  
Virtual	  Machine	  allows	  source	  code	  to	  be	  implemented	  once	  and	  executed	  in	  various	  combinations	  of	  operating	  
systems	  and	  underlying	  hardware.	  	  It	  also	  has	  a	  wide	  adaption	  and	  a	  strong	  developer	  community.	  	  Java™	  
Enterprise	  Edition	  Platform	  (Java™	  EE)	  Version	  6	  of	  the	  platform	  was	  chosen	  to	  be	  the	  technology	  framework.	  	  It	  
was	  the	  enterprise	  solution	  for	  implementing	  “large-‐scale,	  multi-‐tiered,	  scalable,	  reliable,	  and	  secure	  network	  
applications”14.	  	  Java™	  Authentication	  and	  Authorization	  Service	  (JAAS)	  was	  used	  to	  secure	  the	  software	  from	  
public	  and	  unauthorized	  access.	  	  Form-‐based	  authentication	  was	  used	  to	  authenticate	  users	  with	  user	  names	  and	  
passwords.	  	  Authorization	  was	  based	  on	  user	  roles.	  	  User	  data	  had	  to	  be	  managed	  through	  the	  application.	  	  
GlassFish	  Server	  (GlassFish)	  Open	  Source	  Edition	  3.1.2	  was	  used	  to	  host	  the	  software.	  	  Apache	  Derby	  (Derby)	  was	  
used	  to	  store	  the	  data.	  	  The	  two	  technologies	  are	  based	  on	  Java™,	  they	  are	  open	  source,	  and	  they	  are	  the	  standard	  
application	  server	  and	  database	  server15,	  16.	  
	  
The	  software	  was	  developed	  using	  iterative	  and	  test-‐driven	  methods	  to	  ensure	  the	  requirements	  were	  fulfilled	  and	  
the	  quality	  had	  been	  met.	  	  During	  the	  software	  development	  phases,	  features	  were	  released	  and	  improved	  on	  a	  
weekly	  basis.	  	  JUnit,	  a	  Java™	  unit-‐testing	  library	  was	  used	  to	  develop	  test	  cases.	  	  It	  was	  run	  against	  the	  feature	  
implementation	  periodically.	  	  In	  addition	  to	  the	  programmable	  testing,	  quality	  assurance	  was	  done	  by	  the	  authors.	  	  
Found	  bugs	  were	  reported	  and	  tracked	  on	  a	  spreadsheet	  on	  Google	  Drive	  and	  repaired.	  

Results	  

Design	  for	  Usability	  
The	  software	  was	  designed	  with	  usability	  in	  mind.	  	  Attention	  to	  detail	  organizing	  features	  and	  functionality	  to	  
deliver	  relevant	  information	  to	  user,	  to	  reduce	  barriers	  in	  data	  entry	  were	  considered.	  	  In	  addition	  to	  usability,	  the	  
software	  provides	  the	  functionality	  of	  capturing	  form	  data	  about	  a	  request,	  tracking	  messages	  in	  a	  queue,	  and	  
generating	  analytics	  about	  the	  communication	  workflow.	  	  	  
	  
User	  interface	  (UI)	  starts	  with	  a	  navigation	  menu	  that	  groups	  similar	  software	  functionalities.	  	  Message	  form	  and	  
message	  queue	  are	  listed	  under	  Form	  and	  Queue,	  and	  personal	  reports	  are	  part	  of	  Your	  Analytics.	  	  For	  provider	  
and	  health	  care	  associate	  (HCA),	  the	  group	  commands	  are	  as	  follows:	  the	  two	  menu	  groups	  (Form	  &	  Queue	  and	  
Your	  Analytics),	  a	  logout	  button	  to	  sign	  out	  of	  the	  system,	  along	  with	  a	  display	  of	  user	  name	  and	  their	  role.	  	  For	  the	  
administrator,	  there	  are	  two	  additional	  options	  for	  managing	  users	  and	  selection	  data.	  	  Users	  with	  different	  roles	  
can	  be	  assigned	  different	  access	  levels	  to	  perform	  different	  tasks.	  
	  
Search	  functionality	  is	  integrated	  into	  the	  discrete	  fields	  of	  facility,	  bed,	  situation,	  background,	  assessment,	  
recommendation,	  action,	  and	  provider.	  	  When	  the	  user	  looks	  up	  an	  item	  by	  searching	  it,	  the	  list	  filters	  to	  only	  show	  
the	  relevant	  choices.	  	  	  
	  
The	  design	  included	  the	  event	  history	  of	  a	  message	  listed	  in	  chronological	  order.	  	  The	  event	  types,	  event	  
timestamp,	  by	  whom,	  and	  the	  target	  user	  of	  the	  Routed	  event	  are	  displayed.	  	  The	  historical	  perspective	  of	  a	  
message	  provides	  complete	  transparency.	  	  This	  information	  is	  displayed	  next	  to	  the	  opened	  form	  in	  a	  non-‐intrusive	  
way.	  	  The	  user	  can	  alter	  the	  view	  to	  display	  or	  hide.	  
	  
Notification	  flags	  appear	  on	  the	  top	  right-‐hand	  corner	  in	  response	  to	  a	  user’s	  actions	  and	  were	  built	  to	  
communicate	  success	  or	  failure	  of	  a	  message	  command.	  	  The	  notification	  will	  fade	  out	  in	  15	  seconds	  automatically	  
or	  can	  be	  closed	  manually	  before	  the	  15	  seconds.	  	  If	  an	  input	  validation	  error	  is	  encountered,	  an	  error	  message	  will	  
inform	  the	  user	  what	  went	  wrong	  and	  how	  to	  fix	  it.	  	  The	  goal	  is	  to	  be	  informative	  and	  not	  disruptive	  and	  acts	  only	  
as	  an	  informational	  message	  to	  complete	  the	  event.	  
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Software	  Features	  
The	  tool	  design	  includes	  the	  ability	  to:	  

1. View	  all	  messages	  and	  sort	  by	  provider	  preference	  	  
2. Time	  and	  user	  stamp	  all	  interactions	  with	  message	  instance	  (Track	  time	  to	  intervention)	  
3. Choose	  preselected	  commonly	  used	  data	  options	  (Record	  discrete	  data	  elements)	  
4. Select	  functionality	  in	  the	  fields	  by	  toggle,	  double	  click,	  drop	  down,	  and	  smart	  search	  
5. Work	  with	  auto-‐populating	  and	  re-‐routing	  smart	  field	  
6. Save	  any	  message	  instance	  before	  routing	  
7. Implement	  Administrator	  functionality	  for	  user	  management,	  shift	  presence	  selection,	  viewed	  option	  

order	  sort,	  and	  additional	  data	  base	  fields	  for	  new	  selection	  choices,	  with	  the	  ability	  to	  retire	  old,	  if	  
needed	  

	  
Form	  Design	  
When	  user	  logs	  in	  to	  the	  system,	  a	  new	  form	  is	  presented.	  	  The	  layout	  of	  the	  form	  and	  data	  are	  based	  on	  the	  
utilization	  analysis	  of	  the	  paper	  form.	  	  Facility	  and	  bed	  data	  are	  based	  on	  the	  results	  of	  organizational	  structure,	  
and	  the	  provider	  data	  are	  based	  on	  the	  results	  of	  social	  structure.	  	  Save	  and	  Route	  buttons	  are	  based	  on	  the	  
message	  lifecycle	  in	  future	  state.	  	  Predefined	  choices	  in	  the	  Situation,	  Background,	  Assessment,	  Recommendation,	  
and	  Action	  (SBARA)	  fields	  are	  based	  on	  the	  analysis	  of	  data	  pattern	  (Figure	  2).	  	  	  
	  
The	  size	  of	  the	  form	  is	  designed	  to	  fit	  in	  a	  19-‐inch	  monitor,	  which	  is	  the	  standard	  dimension	  used	  in	  the	  tele-‐ICU	  
hub.	  	  The	  page	  does	  not	  have	  a	  scroll	  bar,	  because	  scrolling	  takes	  time	  and	  minimizing	  non-‐essential	  movement	  in	  
the	  software,	  this	  creates	  a	  better	  user	  experience.	  	  It	  is	  also	  why	  tabs	  are	  used	  in	  the	  SBARA	  fields.	  	  If	  the	  fields	  
were	  laid	  out	  one	  after	  another	  the	  form	  would	  be	  too	  long	  and	  wide	  to	  view,	  and	  a	  scroll	  bar	  would	  be	  required	  
to	  navigate	  around	  the	  page.	  
	  

	  
Figure	  2.	  Tele-‐ICU	  Communication	  Tool	  Form	  Design	  
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Form	  Features	  
For	  usability	  and	  data	  quality,	  predefined	  choices	  are	  provided.	  	  There	  are	  different	  ways	  of	  present	  input	  
selections:	  in	  a	  single	  selection	  display	  or	  multi	  selection	  display,	  both	  provide	  discrete	  data	  elements.	  	  The	  design	  
decisions	  are	  based	  on	  three	  factors,	  the	  amount	  of	  data	  to	  be	  displayed,	  the	  time	  taken	  to	  look	  up	  an	  item,	  and	  
the	  time	  taken	  to	  select	  it.	  	  The	  balance	  between	  screen	  real	  estate	  and	  the	  ease	  of	  viewing	  the	  options	  is	  delicate,	  
sometimes	  it	  can	  be	  subjective	  and	  requires	  user	  feedback.	  	  Currently,	  there	  are	  65	  staff	  members	  in	  this	  tele-‐ICU	  
hub.	  	  User	  selects	  one	  person	  to	  route	  to.	  	  Single	  selection	  drop-‐down	  list	  of	  user	  names	  and	  dynamic	  list	  
functionality	  is	  a	  more	  suitable	  UI	  component.	  	  	  
	  
Designing	  required	  fields	  to	  ensure	  data	  integrity	  and	  usefulness	  such	  as	  Patient	  name,	  facility/bed,	  and	  incoming	  
or	  outgoing	  call	  are	  preset	  to	  save	  a	  message.	  	  If	  one	  of	  these	  fields	  is	  not	  entered,	  the	  form	  cannot	  be	  saved	  to	  the	  
system.	  	  Similarly,	  two	  more	  required	  fields	  exist	  to	  route:	  they	  are	  priority	  and	  provider.	  	  These	  data	  have	  to	  be	  
entered	  to	  make	  the	  routed	  information	  relevant.	  	  Software	  validates	  these	  fields.	  	  Once	  the	  necessary	  data	  are	  
entered,	  user	  can	  route	  the	  message	  by	  clicking	  on	  the	  Route	  button.	  	  And	  the	  message	  will	  appear	  in	  the	  message	  
queue.	  	  	  

	  
Queue	  Design	  
The	  user	  can	  track	  messages	  in	  the	  queue	  through	  its	  sorting	  mechanism.	  	  Messages	  are	  sorted	  automatically	  using	  
three	  criteria.	  	  The	  first	  criterion	  is	  whom	  the	  message	  is	  routed	  to.	  	  Then,	  the	  messages	  are	  sorted	  by	  priority.	  	  
Lastly,	  they	  are	  sorted	  by	  routed	  time	  so	  that	  the	  earliest	  shows	  up	  first.	  	  This	  draws	  provider	  attention	  
immediately	  to	  the	  most	  urgent	  and	  time	  critical	  messages	  first.	  	  Manual	  sorting	  of	  the	  queue	  is	  possible	  by	  the	  
five	  message	  attributes.	  	  Clicking	  on	  a	  column	  header	  sorts	  to	  providers’	  preference.	  	  If	  desired	  to	  find	  a	  particular	  
message,	  the	  queue	  can	  also	  be	  searched	  through	  the	  smart	  text	  dynamic	  filtering	  fields.	  	  When	  more	  information	  
about	  a	  message	  is	  needed,	  the	  user	  can	  click	  on	  the	  open-‐detail	  button	  to	  view	  the	  detail	  (Figure	  3).	  	  When	  that	  
happens,	  the	  system	  generates	  a	  timestamp	  of	  the	  provider	  reading	  the	  message.	  	  	  
	  

	  
Figure	  3.	  Tele-‐ICU	  Communication	  Tool	  Queue	  View	  
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Queue	  Features	  
The	  message	  queue	  is	  updated	  in	  real-‐time	  with	  new	  data	  by	  server	  push	  technology.	  	  When	  there	  are	  new	  data,	  
server	  pushes	  them	  to	  the	  client	  browser.	  	  This	  is	  fundamentally	  different	  than	  data	  polling	  where	  client	  
consistently	  pulls	  data	  from	  the	  server	  regardless	  of	  the	  existence	  of	  new	  data.	  	  Polling	  can	  take	  up	  server’s	  
resource	  and	  will	  not	  scale	  well.	  
	  
If	  the	  number	  of	  messages	  goes	  over	  15,	  pagination	  appears	  and	  only	  15	  messages	  are	  displayed	  per	  page	  to	  
minimize	  scrolling.	  	  The	  current	  page	  information	  and	  the	  page	  navigation	  are	  shown	  first.	  	  Components	  include,	  
“Jump	  to	  Page	  selection”	  (displaying	  each	  page	  number	  from	  the	  first	  page	  to	  the	  last)	  and	  “the	  number	  of	  
messages	  per	  page”	  (can	  be	  set	  by	  selecting	  5,	  10,	  15,	  20	  or	  50	  value).	  	  The	  user	  can	  decide	  to	  view	  all	  the	  routed	  
messages	  in	  one	  page	  or	  view	  a	  manageable	  list	  with	  pagination.	  	  The	  sorting	  and	  searching	  mechanisms	  perform	  
the	  same	  way,	  independent	  of	  the	  use	  of	  multiple	  pages;	  it	  is	  sorted	  on	  or	  searched	  against	  the	  whole	  queue.	  
	  
Analytics	  reporting	  was	  designed	  to	  be	  helpful	  in	  presenting	  information	  about	  the	  communication	  workflow	  and	  
showcase	  the	  power	  of	  reporting	  functionality	  and	  its	  potential.	  	  Presenting	  analytics	  visually	  in	  reports	  and	  
dashboards	  empowers	  user	  to	  perform	  a	  self-‐evaluation	  and	  allows	  leadership	  to	  design	  visual	  cues	  that	  support	  
strategic	  goals	  of	  care	  delivery.	  	  Designed	  in	  the	  software	  are	  three	  report	  metrics	  on	  communication	  activities	  that	  
are	  personalized	  for	  the	  individual	  user.	  	  Each	  report	  has	  two	  measures.	  	  The	  first	  measure	  is	  based	  on	  today’s	  
activities;	  the	  second	  measure	  is	  based	  the	  average	  value	  of	  all	  user	  interactions.	  
	  
The	  first	  reporting	  metric	  is	  time	  to	  intervention	  in	  minutes	  (it	  is	  calculated	  by	  subtracting	  the	  time	  of	  first	  MD	  
reading	  the	  message	  from	  the	  time	  when	  the	  message	  was	  first	  created	  and	  is	  categorized	  by	  priorities	  from	  the	  
most	  critical	  to	  the	  least).	  	  This	  keeps	  the	  user	  informed	  about	  whether	  or	  not	  the	  requests	  have	  been	  addressed	  in	  
a	  timely	  fashion.	  	  The	  second	  reporting	  metric	  is	  about	  the	  real-‐time	  reporting	  of	  message	  volume	  by	  priorities	  
(information	  about	  personal	  workload	  today	  compared	  to	  their	  daily	  average).	  	  The	  third	  and	  final	  metric	  is	  
message	  volume	  from	  the	  perspective	  of	  the	  different	  message	  events	  (the	  number	  of	  messages	  created,	  read,	  
updated,	  routed,	  and	  resolved).	  	  	  
	  
Administrative	  Functions	  were	  included	  to	  enhance	  the	  usability	  of	  the	  software.	  	  An	  administrator	  of	  the	  system	  
can	  add	  new	  user,	  manage	  user	  access,	  and	  edit	  user	  information.	  	  Administrators	  can	  also	  create	  new	  options	  to	  
be	  displayed	  in	  a	  discrete	  field.	  	  Options	  in	  these	  fields	  can	  be	  manually	  ordered	  and	  configured	  as	  shown	  or	  
hidden	  from	  user	  selection.	  
	  
Software	  quality	  assurance	  was	  confirmed	  by	  testing	  functions	  featured	  in	  the	  form,	  the	  message	  queue,	  the	  
personalized	  analytics,	  and	  the	  administrative	  data	  management,	  validated	  against	  test	  scripts	  in	  which	  various	  use	  
cases	  demonstrated	  and	  confirmed	  that	  it	  performs	  as	  expected.	  	  	  

Discussion	  

The	  application	  of	  informatics	  to	  the	  day-‐to-‐day	  practice	  of	  healthcare	  and	  real-‐time	  use	  of	  the	  tool	  and	  its	  design	  
elements	  and	  functionality,	  combine	  to	  solve	  electronic	  tracking	  and	  message	  delivery	  in	  the	  tele-‐ICU.	  	  The	  close	  
partnership	  of	  the	  specialized	  clinician	  and	  the	  software	  engineer	  has	  facilitated	  the	  development	  and	  creation	  of	  
an	  electronic	  tool	  to	  improve	  patient	  care	  and	  workflow	  tracking.	  	  Communication,	  and	  its	  message	  elements,	  can	  
be	  gathered	  in	  a	  systematic	  way.	  	  This	  will	  improve	  real-‐time	  decision-‐making	  by	  improving	  the	  time	  to	  
intervention.	  	  Reducing	  the	  time	  to	  intervention	  will	  improve	  patient	  outcomes	  and	  provide	  better	  data	  for	  
evaluation	  and	  quality	  improvement.	  	  Specifically	  three	  functionalities	  not	  possible	  with	  a	  paper	  process	  and	  their	  
benefits	  to	  the	  stakeholders	  of	  the	  tele-‐ICU	  are	  described	  below.	  	  	  
	  
Benefits	  of	  the	  “Save”	  Functionality	  
Tele-‐ICU	  RNs	  manage	  a	  patient	  assignment	  of	  30	  to	  40	  patients	  per	  assignment.	  	  As	  calls	  come	  in	  requesting	  help	  
or	  evaluation,	  the	  tele-‐ICU	  RN	  assigned	  to	  the	  facility	  takes	  the	  call.	  	  They	  listen,	  gather	  data	  from	  caller,	  and	  begin	  
to	  collect	  information	  for	  message	  development.	  	  After	  leaving	  the	  caller,	  the	  RN	  often	  spends	  moments	  looking	  at	  
the	  patient’s	  medical	  record	  and	  physiologic	  trending	  to	  gather	  further	  information	  to	  evaluate	  the	  request.	  	  
Almost	  immediately,	  due	  to	  experience,	  the	  RN	  has	  a	  sense	  of	  the	  level	  of	  priority	  for	  the	  call.	  	  If	  another	  call	  is	  
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received	  prior	  to	  completion	  of	  the	  data	  collection,	  the	  RN	  can	  choose	  to	  save	  the	  information	  and	  accept	  the	  start	  
of	  a	  new	  message.	  	  The	  software	  is	  designed	  with	  the	  functionality	  to	  allow	  the	  end-‐user	  to	  store	  messages	  prior	  to	  
completion	  and	  honor	  higher	  priority	  calls	  as	  needed.	  	  After	  completing	  the	  higher	  priority	  call,	  they	  can	  return	  to	  
the	  same	  place	  in	  the	  older	  call	  and	  complete	  the	  previous	  message	  for	  delivery.	  	  This	  flexibility	  is	  essential	  for	  the	  
complex	  demands	  and	  volume	  placed	  on	  the	  tele-‐ICU	  RN.	  
	  
Benefits	  of	  Electronic	  Prioritization	  and	  Tracking	  Board	  Technology	  
The	  capability	  to	  set	  message	  priorities	  allows	  the	  tracking	  board	  display	  to	  sort	  and	  present	  visual	  messages	  in	  
order	  of	  importance.	  	  Thus,	  the	  physician	  gets	  a	  standard	  message	  presentation	  from	  all	  providers	  in	  one	  triaged	  
format	  and	  provides	  the	  visual	  time	  displays	  for	  monitoring,	  which	  help	  to	  assure	  timely	  intervention.	  	  The	  
tracking-‐board	  design	  of	  the	  queue	  affords	  all	  providers	  in	  the	  room	  a	  visual	  perception	  of	  incoming	  workload	  and	  
volume	  by	  facility.	  	  It	  sorts	  by	  individual	  users,	  which	  allows	  multiple	  users	  to	  have	  their	  own	  sort	  preferences	  
displayed.	  	  It	  allows	  the	  leadership	  staff	  and	  staff	  in	  slower	  geographical	  areas	  a	  visual	  on	  work	  pending	  and	  the	  
ability	  to	  jump	  in	  and	  help	  with	  workload	  management	  during	  high-‐volume	  times.	  	  It	  also	  organizes	  messages	  and	  
safeguards	  follow	  through	  in	  a	  break	  relief	  or	  shift	  change	  event	  so	  messages	  are	  not	  lost	  in	  transition.	  	  These	  
intervention	  requests	  are	  significantly	  more	  complex	  and	  present	  a	  greater	  risk	  of	  missed	  or	  lost	  messages	  during	  
transitions	  with	  a	  paper	  process.	  	  
	  
Benefits	  of	  Data	  Mining	  
Having	  the	  life	  cycle	  and	  contents	  of	  a	  communication	  message	  stored	  and	  tracked	  electronically	  has	  many	  
benefits	  to	  all	  levels	  of	  the	  organization.	  	  The	  benefits	  can	  be	  looked	  at	  from	  three	  different	  perspectives:	  	  (1)	  the	  
tele-‐ICU	  hub,	  (2)	  the	  external	  facilities	  utilizing	  the	  tele-‐ICU,	  and	  (3)	  the	  corporate	  leadership	  teams.	  	  	  
	  
The	  tele-‐ICU	  hub	  can	  benefit	  from	  examination	  of	  data	  both	  qualitatively	  and	  quantitatively	  on	  many	  different	  
service	  metrics.	  	  Some	  of	  the	  metrics,	  such	  as	  time	  to	  intervention,	  types	  of	  requests,	  acuity,	  and	  volume	  by	  time	  
of	  day,	  staffing	  patterns,	  and	  types	  of	  outreach	  education	  needed	  improve	  real-‐time	  mentoring	  and	  clinical	  
decision	  support	  tools.	  	  Provider	  performance	  in	  response	  time	  and	  type	  of	  interventions	  help	  visualize	  outcomes	  
in	  terms	  of	  patient	  care	  delivery	  improvement	  and	  strategic	  planning.	  
	  
The	  external	  facilities	  using	  the	  tele-‐ICU	  hub	  can	  benefit	  from	  an	  examination	  of	  the	  types	  of	  issues	  
communication	  messages	  to	  the	  tele-‐ICU	  contain.	  	  Types	  of	  support	  requested	  can	  lead	  to	  review	  and	  
improvement	  of	  in	  house	  policies	  and	  targeted	  educational	  needs	  for	  staff	  and	  ancillary	  services.	  	  Support	  can	  be	  
sorted	  into	  many	  different	  categories,	  such	  as	  decision	  support	  or	  consultation,	  physical	  support	  in	  the	  form	  of	  
physician	  orders,	  either	  new,	  clarifying	  or	  discrepancy	  resolution,	  test	  evaluation	  and	  intervention	  or	  just	  family	  
and	  patient	  communication	  needs.	  	  Examining	  at	  a	  local	  level	  could	  aid	  in	  strategic	  planning	  for	  facility	  growth	  and	  
development.	  	  All	  of	  these	  areas	  benefit	  patient	  safety	  and	  patient	  satisfaction.	  	  	  
	  
The	  corporate	  structure	  has	  a	  responsibility	  to	  lead,	  direct,	  and	  support	  the	  external	  sites	  in	  accomplishing	  their	  
mission	  as	  a	  community	  care	  provider.	  	  The	  data	  has	  the	  potential	  to	  give	  a	  partial	  view	  of	  the	  needs,	  resource,	  
success,	  and	  limitations	  of	  a	  facility.	  	  The	  tele-‐ICU	  hub	  can	  aid	  in	  surveillance	  and	  intervention	  in	  large	  corporate	  
initiatives	  to	  improve	  patient	  care	  such	  as	  the	  national	  sepsis	  campaign.	  
	  
The	  results	  of	  this	  research	  are	  currently	  being	  implemented	  in	  the	  tele-‐ICU	  on	  a	  SharePoint	  platform,	  by	  the	  
regional	  facility.	  	  The	  next	  step	  is	  to	  perform	  a	  pilot	  test	  of	  this	  software	  tool	  in	  a	  tele-‐ICU	  to	  evaluate	  its	  
effectiveness	  under	  actual	  operational	  conditions.	  	  It	  should	  be	  noted	  that	  this	  front-‐end	  software	  module	  could	  
be	  integrated	  directly	  into	  the	  primary	  software	  being	  used	  in	  the	  tele-‐ICU.	  	  	  It	  should	  also	  be	  noted	  that	  this	  type	  
of	  front-‐end	  application	  can	  have	  significance	  in	  other	  clinical	  arenas	  that	  require	  triage	  and	  priority	  message	  
queues	  to	  move	  messages	  amongst	  clinical	  providers.	  	  
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Purpose: The purpose of this descriptive study was to: (1) determine the relationship between 
nurses’ level of use of reminders and missed nursing care, (2) examine mediators that may exist 
among variables, and (3) compare nurses with positive/negative reports on the impact of health 
care information technology on practice and level of use, to determine if they have lower levels 
of missed nursing care. 
Conceptual Framework: A modified Structure, Process, and Outcome Model of Healthcare 
Quality guided this study. In the modified model it was hypothesized that an electronic health 
record with nursing care reminders (structure) will directly impact registered nurse usage of 
nursing care reminders. The model suggests that the registered nurses’ perceived impact of 
healthcare information technology on their practice will mediate the relationship between the 
levels of registered nurse use of the reminders and missed nursing care. 
Subjects: The sample (N = 165) consisted of staff nurses employed at a local hospital in the 
Midwestern United States during Fall 2012. The majority of the respondents held a Bachelor’s 
Degree as their highest level of education (n = 114, 69.1%), with 67.1% (n = 110) of those 
participants having a Bachelor’s of Science degree in Nursing (BSN). The majority of 
respondents were female (n = 145, 87.9%) and between the ages of 25 and 34 (n = 61, 37.0%). 
Over half of the participants in the study (n = 104, 63.0%) worked on a medical surgical unit.  
Methods: Hospital and university institutional review board approval was obtained. Surveys 
were administered online using the Qualtrics survey software. An email was sent to each nurse 
inviting him or her to participate. Unit managers were contacted via email to inform them of the 
study. A reminder was sent to each nurse twice per week during the study period. Flyers 
encouraging participation were placed by time clocks on each unit. All surveys were due within 
four weeks from the initiation of the study. Demographic data were analyzed using descriptive 
statistics and adjusted relationship, mediation, and comparisons were analyzed using hierarchical 
multiple regression analysis.  
Results: There was a significant negative relationship (beta = - .28, p < .001) between nursing 
care reminder usage and missed nursing care. There was a significant negative relationship (beta 
= - .34, p < .001) between the impact of healthcare information technology on practice and 
missed nursing care. Mediation was also determined to be occurring between nursing care 
reminders, impact of healthcare information technology on practice, and missed nursing care. 
Nurses with higher reports of reminder usage had decreased reports of missed nursing care (beta 
= -.22, p < .004). Nurses with higher perceptions of impact of healthcare IT (I-HIT) had 
decreased reports of missed nursing care (beta = -.27, p = .001). 
Conclusions: These are significant findings that can be used to encourage nurses to use nursing 
care reminders, helpful for information system designers when designing nursing care reminders, 
and helpful to healthcare organizations in assessing the impact of technology on nursing practice. 
It is imperative that missed nursing care be decreased to improve patient and organizational 
outcomes. Nursing care reminders may be a viable solution to reduce missed nursing care in a 
technology rich healthcare environment. 
	  

1149



  

Twinlist: Novel User Interface Designs for Medication Reconciliation 

Catherine Plaisant, PhD1, Tiffany Chao1, Johnny Wu1, A. Zach Hettinger, MD2,  
Jorge R. Herskovic MD, PhD3, Todd R. Johnson, PhD4, Elmer V. Bernstam, MD, MSE 5,  

Eliz Markowitz5, Seth Powsner, MD 6, Ben Shneiderman, PhD 1  

1University of Maryland, College Park, MD; 2Medstar Institute for Innovation, Washington DC; 
3The UT MD Anderson Cancer Center, Houston, TX;  4University of Kentucky, Lexington, KY; 

5School of Biomedical Informatics, The Univ. of Texas Health Science Center at Houston, TX;  
6Yale University, New Haven, CT 

 

Abstract 

Medication reconciliation is an important and complex task for which careful user interface design has the potential to 
help reduce errors and improve quality of care.  In this paper we focus on the hospital discharge scenario and first 
describe a novel interface called Twinlist. Twinlist illustrates the novel use of spatial layout combined with multi-step 
animation, to help medical providers see what is different and what is similar between the lists (e.g., intake list and 
hospital list), and rapidly choose the drugs they want to include in the reconciled list. We then describe a series of 
variant designs and discuss their comparative advantages and disadvantages. Finally we report on a pilot study that 
suggests that animation might help users learn new spatial layouts such as the one used in Twinlist. 

Introduction 

Medication reconciliation is a complex task1,2,3,4 for which careful user interface design has the potential to reduce 
errors and improve quality of care. The entire process of medication reconciliation is a collaborative process in which 
many things can go wrong: the patients may not recall what medications they are taking (or may be unable to 
communicate); the information may not be recorded properly and include a lot of unreported uncertainty (e.g., about 
dosage, name or indication); the record of past medication orders may be incomplete or inaccessible; not all sources of 
medication orders for the patient may be known (e.g., they may have consulted a specialist on their own), etc. 
Eventually the clinician is presented with lists of medications from different sources that need to be reconciled into a 
single complete and accurate list that will be signed and saved in the patient’s medical record. Our focus has been on 
the last step of the process: facilitating the task of reviewing and sorting the medications that need to be continued 
from those that need to be stopped, following a careful and often iterative decision making process. We focused on 
designing the user interface to provide cognitive support that improves the speed and accuracy of medication 
reconciliation. We will use a single clinical scenario in our examples: discharging a patient from the hospital (Figure 
1). This involves comparing the two lists, determining what drugs are unique, identical or similar between the two 
lists, and making medical decisions about which ones to keep, which ones to discontinue, and which to add or modify.  

Intake:  Hospital:

 

 
Figure 1.  Discharging a patient from the 
hospital requires providers to compare the 
“intake list” (left) and the “hospital list” 
(right) and determining what drugs are 
identical, unique, or similar. 

 

In this paper we describe Twinlist (Figure 2), an interface that uses spatial layout and multi-step animation to help 
providers better understand the similarity of the drugs included in the lists and rapidly choose the drugs to include in 
the reconciled list. We describe a series of variant designs, and discuss their comparative advantages and 
disadvantages. Finally we report on a pilot study that suggests that animation can help users learn new spatial layouts. 

Figure 2.  Twinlist moves identical drugs to the 
middle column. Drugs unique to the intake list move 
to the left, drugs unique to the hospital list move to 
the right, and drugs that are similar are aligned 
below, with differences highlighted in yellow (e.g., 
q6h versus q4h for the acetaminophen). A click on 
Folvite (a brand name for Folic Acid) selected it – 
shown as green – and deselected the Folic acid (gray 
and stroked). The cursor is hovering on Omeprazole, 
revealing all details at the bottom of the screen. 
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Background and Related work 

There has been much research highlighting the need for improved medication reconciliation2, 5-10. Duplicate/similar 
medications may result in overdoses and interactions, as well as non-continuation of important medications. These and 
other hazards are further complicated by patient misunderstanding or mistrust of new medications, lack of outpatient 
follow-up, changes in medications due to formularies and drug shortages among others. Trial implementations of 
medication reconciliation policies show significant improvements. In one study, 94% of patients had some medication 
errors, of which a medication reconciliation process eliminated nearly all3.  There are three kinds of medication error 
outcomes: harmful (preventable adverse drug events, or PADEs), potentially harmful (near-misses, either intercepted 
or avoided by sheer luck), and harmless (the most common)9. Unfortunately, at least 1.5 million harmful errors occur 
every year10. Patients are particularly vulnerable to errors at care transitions11-12, where medication regimens frequently 
change. Properly reconciling medications at these points is crucial, but complete and accurate reconciliation is 
difficult, and thus often overlooked or simply not performed13; although this is changing rapidly to satisfy regulations 
now in place.  

While many papers report and describe the severity of the problem, very few papers describe the user interfaces used 
in clinical settings. An exception is the Pre-Admission Medication List (PAML) Builder1. This interface, like 
contemporary reconciliation interfaces, presents all medications from all sources in one combined “superlist”, grouped 
alphabetically by generic name. Like many contemporary reconciliation interfaces, it exhibits a visual homogeneity 
that does little to help clinicians identify similar and unique medications.  Furthermore, it is difficult to survey the 
interfaces of currently available commercial systems due to industry concerns around intellectual property. We found 
that in the least usable cases clinicians might see an intake list in one window, the hospital medication list in a second 
window and the final discharge list in yet another window.  Some systems present a single merged list listing all 
drugs1,which at least brings close together the drugs with the same name and facilitates some level of comparisons 
based on drug names. Some algorithms have been proposed to automatically detect similarity between 
medications14,15. A review described different levels of drug equivalence and showed that revealing equivalent drugs 
can simplify reconciliation based on a detailed keystroke analysis.  Recent research tries to augment the medication 
lists by linking prescribed medications with clinical problems or indications, either automatically16, or using 
crowdsourcing17, with some limited but promising success. The literature does not yet appear to include any 
description of reconciliation user interfaces using that information. 
 
Overview of Twinlist User Interface 

Twinlist’s user interface consists of three parts (Figure 2): the header (top), the list viewer (center), and the item detail 
(bottom). The list viewer is where users may interactively accept/keep or reject/discontinue medications. An early 
prototype18 led to a complete rewrite using JavaScript and HTML5.  See www.cs.umd.edu/hcil/sharpc for videos. 

Preprocessing: A preprocessing phase is needed to identify similar drugs found in the two lists. This preprocessing 
phase can be accomplished using our algorithm14, available at https://github.com/jherskovic/MedRec) to find form 
equivalence (e.g., Tylenol is a brand name for the generic medication acetaminophen or paracetamol), or functional 
equivalence (Atenolol and propranolol are both beta blockers). The interface then uses three categories: drugs are 
considered “identical” when the same drug appears on both lists (with matching name, dosage, route and form), 
“unique” when they appear in one list only, and “similar” when the drugs are equivalent in form but vary in dosage or 
other attributes, e.g., acetaminophen 650mg vs. Tylenol 325mg.   The class information is displayed, and can be used 
to group drugs as well (see later section of the paper). 

Spatial groupings: Twinlist places drugs on the screen using a multi-column spatial layout (see Figure 2, and a more 
complex example in Figure 4 and 5). We believe that spatial groupings help Twinlist provide an intuitive way for users 
to quickly differentiate items that are the same from those that differ (and highlight those differences) between the two 
lists. The left half of the screen is for the drugs of the intake list, and the right half is for the drugs taken at the hospital. 
In the center column we place the identical drugs (i.e., those present in both lists: Darbepoetin, Calcitriol and 
Ramipril). On the far left are listed the drugs unique to intake (here only Meloxicam), on the far right the drugs unique 
to the hospital.  Below this set of three lists we place the drugs that are similar, aligned to facilitate comparison. For 
example, acetaminophen is present in both lists but the frequency of use is different (q6h instead of q4h) so both 
medications and their details are aligned in the same row, with the difference highlighted in yellow. Folvite is a brand 
name for folic acid so both drugs are also aligned on a common row, which helps the clinician pick which of the 
similar drugs is most appropriate. In addition, it is important to make the source (intake vs. hospital) of each list visible 
so that clinicians can make reconciliation decisions from the perspective of the patient, something that was highlighted 
during our more than 20 hours of interviews with clinicians, pharmacists etc. 

1151



  

Multi-step animation: We use a multi-step animation to help users understand the groupings of drugs (Figure 3). When 
the lists are loaded in Twinlist, they are first listed side by side to show the two lists: intake on the left and hospital on 
the right. Options are available to change the speed of the animation or turn it off, especially once a user becomes 
more familiar with the interface. The animation steps are as follows (Figure 3):   

1. Identical drugs move to the center column, in-between the original lists, and then merge, one pair at a time;  
2. Unique drugs move away from the center to their respective side, first to the left for the drugs unique to the 

intake list, then to the right for the drugs unique to the hospital;  
3. Similar drugs are aligned and golden-yellow highlights are added to indicate the differences between similar 

drugs; 
4. Compaction of the display is performed to save vertical space by stacking identical and unique drugs at the top 

of their respective columns and sliding the rows of identical drugs together below.  

Start: Original layout: two separate lists                 Step 1: Identical drugs move to the middle, one at a time. 
  
 
 

 

 

 

 

 

 
 

 

Step 2: Unique drugs move to the left, then the right               Step 3: Similar drugs are aligned and differences highlighted   

 
                                                                                                                       

 
 

 

 

 

 

Step 4: Compaction of display.                                                Select drugs to be kept (green) or not (grayed and stroked out) 
 
Figure 3. The 5 steps of the animation sequence used to explain the spatial groupings    
See the VIDEO demonstration at www.cs.umd.edu/hcil/sharp  OR  search YouTube  for “Twinlist demo”
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Drug Selection: Through the use of spatial groupings and highlighted drug differences, medical providers can 
rapidly make decisions to keep or discontinue drugs, one at a time or for entire columns at a time.  A left-click 
accepts the drug, a right-click rejects it. When a drug is selected it appears green, e.g., Folvite was selected (Figure 1 
or 3). Rejected drugs appear grayed out and with a strike thru the label e.g., Folic acid. Further clicking on a 
medication toggles through three states: accepted, rejected and undecided. Therefore making it easy to select the 
state with one click (left or right click, with a two click maximum when users are not aware of the right click to 
reject feature. When two drugs are similar (e.g., Folvite and folic acid) the initial selection of one of the drugs 
automatically deselects the other, speeding up the selection process (but it is still possible to reject both drugs if 
needed with subsequent clicks.) The detail panel at the bottom of the screen is helpful to get more information about 
the drug if needed and is available with mouse-over or drug selection.  When a drug has a similar drug (i.e., brand 
name vs. generic, different dose/route/frequency) in the other list, then all similar drugs are also highlighted in dark 
gray to attract the user’s attention to that similarity. Since users always hover over the drug before selecting it, they 
are always made aware of the similarities (Figure 4). Explicit keep and reject buttons beneath column headers 
provide a convenient way to accept or reject entire columns when appropriate. We chose to err on the side of caution 
and only apply the command to the medications that remained “undecided”, to avoid overwriting previous decisions.  

Signing-off: Providers click on the Sign-off button at the bottom right of the screen when the reconciliation process 
is done. We chose to keep the sign-off button grayed out until every medication has been reviewed and acted upon 
(Figure 4 and 5) to reduce the chances of medication errors. The grayed out button indicates how many drugs are 
still “undecided”. The sign off button includes the name of the patient, which may reduce the chance of wrong 
patient errors. 

 
Figure 4. A complex example of congestive heart failure, with 11 drugs in the intake list and 12 in the hospital list. 
Here the cursor is on Hyzaar, so the details for that drug appear in the detail panel at the bottom (including drug 
class information), and the (similar) Losartan is aligned and also highlighted simultaneously.  The dosage and 
frequency differences are highlighted in yellow. 
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Figure 5. 
All drugs 
have been 
acted upon 
(bright green 
for “kept” or 
gray and 
striked for 
“rejected”).  

The Signoff 
button at the 
bottom right 
is now 
active. 

 

 
Visual design  

Line, color, texture, form, and space can make displays appear simple and understandable, or overly complex. In 
Twinlist particular attention was paid to visual design. Solid colors, used sparingly, define the interface: dark gray 
anchors the header to the top of the page (see Figure 4 for uncropped view of the interface); bright white creates 
spaciousness. Highlights provide richness: golden-yellow highlights important differences between related items; 
vibrant yellow-green lets users know which drugs have been selected at a glance and allows quick review of the 
final set. All click-able objects further provide feedback on mouse-over: the list viewer uses a slight “nudge to the 
right” effect to group related medications, exploiting the immediacy of motion and the Gestalt principle of common 
fate to guide visual exploration. Of course color schemes and interaction cues need to be consistent with those used 
in the “outer” application (e.g., EHR) in which the reconciliation interface is imbedded. While animation seems to 
be helpful in explaining the grouping and layout of the drugs, it cannot be used in isolation. The use of unifying 
background colors for different groups and of course informative labels complement and support the animation.  
 
Dealing with complex cases with further grouping 

Interviews with clinicians, pharmacists and quality assurance officers indicate that medication reconciliation errors - 
or less than optimal choices - are more likely to occur when clinicians are dealing with difficult cases and long 
medication lists (see Figure 4 for a case of congestive heart failure). Twinlist’s approach readily reveals the 
numerous cases of similarities and differences in name, dosage or frequency, and the final reconciled set of drugs is 
also very clear thanks to the bold green coloring (Figure 5).  

Those interviews also suggest that different types of groupings (e.g., associated problem, clinical condition, 
diagnosis, drug class, etc.) would provide additional cognitive support for the medication reconciliation process.  
The current prototype allows medications to be tagged with such attributes. Those attributes can then be used to 
group the drugs on the display. In an ideal setting, individual medications would be linked to the patient’s problem 
list (demonstrating therapeutic intent), however many EHRs do not provide the ability to link the diagnosis to 
medication, or the function is not reliably used, limiting its current utility in the reconciliation process. There are 
several ongoing efforts to automatically provide linking information between drugs and the therapeutic intent in 
order to provide greater cognitive support to the clinician16,17.  If available, this information could be shown in the 
detail panel, along with other medication details but it can also be used to further organize the drugs. Twinlist 
currently uses high level drug classifications to help users identify potential problems created by the patient’s 
transition from one healthcare environment to another.  Using clinical condition may be even more useful. Figure 6 
shows an example of grouping by primary drug class.  The grouping reveals that this complex case includes a large 
number of anti-hypertensive medications, some of them less commonly used than others and therefore at higher risk 
for being misidentified.  
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Unfortunately, only using the primary class may not be appropriate or sufficient because medications may be 
prescribed for other indications or even off-label reasons (acceptable but not FDA-recognized indications). This was 
a highly debated topic in our interviews, so we explored how the interface could show multiple (N) class affiliations.  
One method is to duplicate the drug N times on the screen; one for every class to which the drug belongs. To 
indicate that the additional drug labels are merely ghost copies (and not duplicate prescriptions) they are displayed in 
pale gray instead of black (see Figure 7).  While this grouped-by-N-class display becomes more complex (more 
items on the screen, resulting in longer lists), some physicians reviewing this display have commented that the visual 
complexity represents the complex reality of the case.  This option may not be the best to use as default but may be 
useful in the following scenarios: 1) during training; 2) to review decisions before sign-off in complex cases, and 3) 
for a subset of users that might prefer to see the drugs listed that way. Although an imperfect solution, grouping is 
likely to be more useful than the alphabetical order that is the de-facto grouping in most interfaces today, and can be 
made available as a display option, or an interface configuration component19. 

Alternative design: Using only 2 columns and showing similarity by dynamic highlighting only 

While we feel that the grouping by class is potentially useful, we also realize that the five columns of Twinlist create 
layouts where drugs become spread thinly over the entire screen, i.e., the layout loses a lot of its original 
compactness (e.g., comparing Figures 6 and 7 with Figure 4).  This sparseness results from using two spatial 
grouping methods: grouping based on the comparison between the lists (i.e., identical, unique and similar, resulting 
in five columns) and then slicing by class, resulting in many small sets of drugs spread over the display. This led us 
to reconsider the original grouping in five columns. Our next alternative interface only uses two columns.  We 
preserve the strong horizontal separation between intake (left) and hospital (right) but reserve the main vertical 
grouping for drug classes. The disadvantage is that similarity and differences between the lists is no longer shown 
spatially, but is instead revealed temporarily via highlighting when the cursor hovers over a drug (Figure 8). The 
only advantage is that the layout is more compact that the five columns with class grouping (it uses about the same 
screen space as the basic five column layout, but with a taller, narrower design). Another possible advantage of this 
design is that it can be extended to three or more lists that can be shown side by side. This might be useful when 
reconciliation needs to merge data coming from multiple sources (e.g., inpatient, outpatient and a pharmacy 
generated list).  In comparison, with the 5-column design, our design would have to repeat the 2-list reconciliation 
multiple times. 

Figure 6. The same case 
as shown in Figure 5, but 
now the drugs have been 
grouped by (primary) 
drug class, revealing that 
this complex case 
includes a total of 5 
different antihypertensive 
medications. Ambien and 
Lorazepam are also now 
grouped in the sedative 
section, even though 
there were originally 
further separated.  While 
we use drug class here, 
the same interface could 
be used to group drugs by 
the patient’s diagnosis, if 
such linking information 
were available.  
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Figure 7. Grouped by ALL drug 
class. Each drug appears in each 
class to which it belongs. The 
primary is shown in bold, 
secondary copies appear as 
grayer shadows. 

We now see that there are six 
antihypertensive drugs 
(Furosemide appears as a ghost 
copy of its main listing in 
diuretics).  

Moving the cursor on Hyzaar 
reveals that it is also a diuretic. 

Note that the list becomes longer 
and may require some scrolling 
to see all the classes. 

 

 

 

 

                
Figure 8.  Two columns only (intake and hospital). Initially (left) the drugs are grouped by primary drug class, which naturally 
brings similar drugs close together, here showing the large group of antihypertensives. Highlighting reveals further similarities 
(e.g., when user points at Hyzaar they can see the similarity with Losartan). Optionally, we can show all classes, with additional 
ghost copies when drugs belong to more than one class. Scrolling may become more likely. 
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Alternative design: Single column merged list  

For reference we also contrast the Twinlist interface designs with an earlier design15. In Figure 9 the (now different) 
drugs are shown in two stacked lists: the original un-reconciled list at the top, and the reconciled list below. The 
identical drugs (with white background) are moved to the reconciled list automatically.  In the un-reconciled list the 
remaining drugs are listed according to their similarity status, and color coded accordingly. Unique drugs are dark 
orange.  Similar drugs are grouped and pale orange, and drugs of form equivalence (brand vs. generic) are grouped 
with a white background.  In such groups, whenever two drugs have the same dosage or other attribute the cells of 
the table are merged elements that are the same (e.g., 25mg dosage for Coreg and the similar Carvedilol) are 
merged. Drugs that are unique are given a bright orange color. The main disadvantage is that it is harder to tell to 
which list the drug belongs.  Here the origin of the list is not used to separate the drugs spatially; instead a dedicated 
column provides that information. All the information about the drug is always visible in a wide row. 

After reviewing the list users make decisions about what to continue or discontinue. To keep one of the drugs from 
the top un-reconciled list to the reconciled one, users drag the corresponding row down to the bottom list. They can 
change their mind and slide the row back to the original list.  We found that this method was effective on 
touchscreen devices (e.g., tablets), as dragging is easier to perform on a touch surface than with a mouse, and 
touchscreen users are used to dragging gestures. Dragging with a mouse between the lists is much slower and error 
prone, and becomes more challenging when dealing with long lists, as the distance from the top row to the bottom 
list increases (on the other hand the overall display is more compact as there is no space in the vertical separation 
between the two original lists).  Merging more than two lists is also possible, but it is not clear how to deal with 
multiple levels of similarity.  For example a drug may be similar to another as brand name of a generic, but may be 
similar to another drug of the same class. Simply grouping all drugs together loses the details of the drug 
connections; and grouping by class or indication becomes difficult as groupings have to be repeated in both lists. 
 

 

 

Figure 9:  Alternate design: 2 
stacked lists, un-reconciled at the 
top, and reconciled at the bottom.  
Drugs are grouped by similarity. 
Color indicates the type of 
similarity.   Dragging drugs from 
one list to the other indicates 
which drugs are to be kept. See 
video available at 
http://youtu.be/hXsEQdw4LKc

Additional design considerations 

When to use animation?: While animation has been shown to be compelling and helpful to reveal transformations of 
complex graphical representations such as trees or graphs, other studies have cast doubt on animation’s usefulness 
for learning20. To look at the specific benefit of animation in Twinlist a pilot user study was conducted with 20 
participants comparing Twinlist with multistep animation versus a direct jump to the final layout21. The study found 
no significant difference in training times when comparing the two animations, but differences were observed in 
user comments and clarification questions.  For example, only 3 of the 10 participants who learned with the multi-
step animation reported being initially confused about the five-column layout, compared to 9 of 10 for those who 
learned without animation. Fourteen out of 20 stated that they favored learning with the animation, citing its ability 
to “show you where everything goes” and how everything “connects”. A paired t-test for the related survey question 
also indicated that the full animation was considered more helpful for learning (p = 0.02). The full animation was 
preferred for initial learning in 70% (n=20) of participants and 90% stated they would prefer to go directly to the 
final layout for regular use (i.e., after learning). 
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The danger of scrolling: In all designs, long lists may spill over the one-screen barrier and require scrolling. The 
main danger of scrolling is that providers may forget to take action on some of the drugs, which led to our decision 
to keep the sign-off button inactive until a decision has been made for all drugs.  Another effect is that some 
information might be out of sight when highlighting multiple drugs at once is needed.  In such cases we add a 
special popup at the edge of the screen.  In Figure 10 a “More (1)” is added at the bottom to draw users’ attention to 
the fact that there is more information that will require scrolling.  An alternative would be temporarily animate/move 
the related information closer to the cursor. 

Figure 10. A box labeled “More (1)” bounces up from 
the bottom right when there is more information 
requiring scrolling. Here signaling that the drug 
magnesium hydroxide also appears in a different class 
below. The subtle use of animation draws users 
attention. 

Options and user control: The decision to group drugs by class or by diagnosis, or the decision to use animation or 
not can be left to the end-user by providing easily accessible controls.  For example in Twinlist a single click on the 
top menu is needed to switch between grouping by class or not, allowing rapid switching between the two views.  
Keyboard shortcuts are also available (C for grouping by Class, M for multi-class, N for None).  Similarly animation 
can be turned on and off.  The naming of drugs can be changed from “as prescribed” to all brand name or all 
generic. Further testing - along with user preference and task - should decide the best default option, or even what 
options to offer. For example, the prototype allows users to remove/hide the medication from the list once a decision 
has been made.  It makes progress visible as users can see the list shrink and also decreases the need for scrolling 
which is important with long lists and small screens, but users also need to be able to review their decisions or 
change their mind so it should be made easy to toggle this hide/show option and medications should not be hidden 
by default.  Those decisions should also consider the interaction style used in the overall EHR interface. 

Revealing similarities within the lists: While the main role of preprocessing and spatial layout is to clearly indicate 
the similarity between lists, Twinlist can also show similarity within each list. If a drug has been prescribed twice, 
then the similar drugs within the list are also highlighted in dark grey on mouse-over. 

Automatic reconciliation – or not?  One design question is whether it is a good idea to automatically reconcile some 
of the drugs in order to speed up the process. For example designers could choose to automatically reconcile: 1) all 
identical drugs, or 2) all unique intake drugs or 3) all intake drugs.  All scenarios provide some modest gains in 
improving efficiency, but still require the review of the prescribing clinician and increase the likelihood of a patient 
being accidently placed on a medication that should be held due to changes in their clinical condition.  Twinlist’s 
design assumes that users review lists by moving their cursor along the list, and that selecting or deselecting drugs is 
easy and quick to do, more easily that having to review and then possibly cancel automatic actions. 

Discussion 

Still many other designs are possible. For example Jeffrey Belden in his HIMSS 2013 talk suggested using a 
separate column for grouping by diagnosis, and then using highlighting to reveal linkages between drugs and 
diagnoses. Yet another option would be to reconcile drugs one group at a time, for example by drug class, starting 
with the large classes (e.g., all the antihypertensive medications in our earlier example).  Faced with so many 
options, developers have to choose a design that matches the overall design philosophy of their EHR user interface. 
We hope that further research will quantify the benefits of individual design components (animation, groupings, 
etc.) and guide the development of other interfaces. Such studies will help designers make better decisions to enable 
healthcare workers to accomplish their task more safely and efficiently. Finally, our work demonstrates the 
importance and complexity of designing health IT user interfaces that seek to provide cognitive support to improve 
clinician performance in terms of both speed and accuracy. To gain the full benefits of health IT, such work must be 
extended and repeated for all clinical tasks supported by EHRs. 

Conclusion 

Based on the original Twinlist design we have described a family of design ideas that may inspire developers of 
electronic health systems. We have received positive feedback from two dozen clinicians but acknowledge the need 
for further evaluation. Comments suggest that the animation is helpful, and that the groupings are meaningful. This 
led to a quick pilot implementation in Microsoft Amalga, an adaptation to problem list reconciliation at 
Massachusetts General Hospital, and several ongoing projects that add Twinlist to existing EHR systems. A user 
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study looking at possible improvements in terms of speed and errors between the basic Twinlist interface and a 
baseline is underway. 
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Abstract 

Temporal abstraction, a method for specifying and detecting temporal patterns in clinical databases, is very 
expressive and performs well, but it is difficult for clinical investigators and data analysts to understand. Such 
patterns are critical in phenotyping patients using their medical records in research and quality improvement. We 
have previously developed the Analytic Information Warehouse (AIW), which computes such phenotypes using 
temporal abstraction but requires software engineers to use. We have extended the AIW’s web user interface, 
Eureka! Clinical Analytics, to support specifying phenotypes using an alternative model that we developed with 
clinical stakeholders. The software converts phenotypes from this model to that of temporal abstraction prior to 
data processing. The model can represent all phenotypes in a quality improvement project and a growing set of 
phenotypes in a multi-site research study. Phenotyping that is accessible to investigators and IT personnel may 
enable its broader adoption. 

Introduction 

Healthcare quality improvement relies on electronic health record (EHR) data to identify and characterize patient 
populations whose care is suboptimal.1,2 Clinical research increasingly leverages EHR data to understand real-world 
performance of interventions and reduce enrollment and data collection costs. Much information exists in EHRs 
implicitly as patterns in billing codes, clinical events and observations, and concepts embedded in text reports. These 
data are hospital-specific, temporal and have high dimensionality, thus application of traditional statistical analysis 
and machine learning algorithms is difficult. Abstracting away the hospital-specific, temporal and high 
dimensionality features of these data could enhance greatly the application of EHR data for secondary use.3  

Clinical phenotypes are derived variables computed from EHR data that signify disease, treatment and therapeutic 
response.4 Clinical phenotyping infers such information using temporal pattern finding, in addition to concept 
extraction from text and other techniques.5 Temporal abstraction,6 a method for finding frequency, sequence and 
overlap temporal patterns in structured time-stamped clinical and administrative data, allows specifying and 
computing a broad range of phenotypes in quality improvement7 and research.8 Our previously developed open 
source clinical phenotyping software, the Analytic Information Warehouse (AIW),7 employs temporal abstraction 
and has a web-based user interface for controlling data processing, called Eureka! Clinical Analytics.9 Software 
engineers and informatics researchers have had to specify phenotypes in a temporal abstraction ontology7 prior to 
data processing. The need to edit this ontology has limited the adoption of AIW and Eureka!. 

We report on an extension to Eureka! to support a broad range of users in specifying phenotypes without having to 
learn temporal abstraction or perform ontology editing. We have created a high-level model of temporal patterns and 
relations for this purpose and a user interface for specifying phenotypes in terms of the model. The Eureka! software 
converts specified phenotypes into AIW’s existing temporal abstraction representation for data processing. The 
model is based on how phenotypes have been expressed to us by stakeholders of two projects: 1) an analysis of 
factors leading to hospital readmission within 30 days; and 2) a multi-site study of minority hypertension, the 
Minority Health Grid project. We aim to determine whether the model and our implementation are sufficiently 
expressive to specify these projects’ phenotypes. 

Background 

The AIW software is a Java framework that is callable through defined Application Programming Interfaces (APIs). 
Phenotypes are specified in a temporal abstraction ontology that is an extension of that provided in the RESUME 
and IDAN temporal abstraction systems.6 These earlier systems10 were designed for application in clinical decision 
support and guideline monitoring. Their ontology captures clinically relevant thresholds in numerical observations, 
hierarchies of clinical events and observations, sequence and overlap temporal patterns in events and observations, 
and the disease states and other contexts in which specified thresholds and patterns apply. Temporal abstraction data 
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processing algorithms compute intervals with a start time and a stop time that represent instances of the thresholds 
and patterns that are specified in the ontology.  

AIW extends this ontology and corresponding data processing algorithms for application in large-scale retrospective 
analyses of population data (see Methods). A database-agnostic data model represents entities found in EHR 
datasets, their attributes (called properties in AIW) and associations to each other, and concepts from the temporal 
abstraction ontology that they represent. Data retrieval from a source system is enabled by two kinds of mappings. 
The first are from the thresholds and patterns in the ontology to the entities in the data model containing the data 
from which they are computed. The second are from those entities to their physical schema in the source database. 
These two kinds of mappings allow AIW to generate SQL to retrieve the raw data needed to compute thresholds and 
patterns of interest. AIW’s data processing is initiated by passing the ontology, data model and mappings, database 
connection information, names of the phenotypes and raw data of interest, and a date range as input. AIW identifies 
and outputs intervals and raw data of interest either in delimited files or into a specified i2b2 project.  AIW is a 
scalable and hardened implementation of an earlier proof-of-concept system, PROTEMPA.11 AIW has been shown 
to process tens of millions of patients efficiently.7 Its architecture is described in greater detail elsewhere.7 

AIW’s initial application was in identifying patient features associated with 30-day readmissions. We specified in 
the ontology more than 100 phenotypes as patterns in laboratory test results, medication orders, diagnosis and 
procedure codes, admissions, discharges, geographic data and bills.7 Software engineers specified phenotypes using 
the Protégé ontology editor.12 We processed five years of clinical and administrative data from our institution’s 
clinical data warehouse and a national database extracted from 200 hospitals associated with academic health 
systems (UHC Clinical Database13). We found chronic disease conditions and exacerbations that have statistically 
significant association with an elevated readmission rate and can be predictive.3 We have since applied the AIW in 
research.  The AIW is a part of the CardioVascular Research Grid, in which it supports creating i2b2 data marts 
containing raw data and phenotypes in cardiovascular studies.14 In the Minority Health Grid, we are creating such a 
data mart containing EHR and case report form data to characterize hypertension-related clinical history, treatment 
and co-morbidities in whole exome and whole genome studies. A data mart created using AIW supports lung cancer 
studies for our cancer center, and another data mart for lymphoma studies is under development. 

Eureka!, AIW’s user interface, is implemented in Java using standard web application technologies (CSS, jQuery, 
JPA, Google Guice, Hibernate). Its initial version supported processing clinical and administrative data loaded from 
an Excel spreadsheet that conforms to a specified structure and semantic data representation.9 Users uploaded a 
spreadsheet when prompted, and Eureka! scanned the data in it for a predefined set of phenotypes representing co-
morbidity and readmissions-related conditions and patterns. The software subsequently loaded the spreadsheet data 
and found phenotypes into a specified i2b2 project. These phenotypes were represented in a temporal abstraction 
ontology provided with the software. The phenotype editor described below is an extension of that user interface. 

 
Figure 1: Package diagram of the Eureka architecture. 
 
Methods 

Eureka! has a three-tiered architecture, shown in Figure 1, with web application (user interface), services and 
backend layers that communicate via RESTful APIs. The backend layer contains the AIW temporal abstraction 
implementation, and the webapp and services layers implement the user interface, spreadsheet upload, security and 
phenotype editor storage. Eureka’s architecture, minus the phenotype editor, has been described in detail elsewhere.9  
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AIW Temporal Abstraction Ontology 

AIW’s temporal abstraction ontology is frames-based and may be edited with the Protégé editor. Category 
abstractions group events, observations or abstractions. They are useful for specifying hierarchies of procedure and 
diagnosis codes, medication orders, laboratory test results, and other data. Low-level abstractions allow specifying 
clinically significant thresholds on the values of a numerical observation or on the slope of sequential values of such 
observations, such as High systolic blood pressure. Compound low-level abstractions allow specifying clinically 
significant contemporaneous low-level abstractions, for example, High blood pressure specified as High systolic 
blood pressure or high diastolic blood pressure. Temporal pattern abstractions allow specifying temporal 
relationships between pairs of abstractions, events or observations, for example, High blood pressure with prior 
hypertension diagnosis. Quantitative temporal relationships are supported such as within 6 months before. Slice 
abstractions allow specifying the first, second, third etc. interval of an event, observation or abstraction on a 
timeline. They are useful in specifying frequencies when only the first instances of some event, observation or 
abstraction are of interest (e.g., the first two high blood pressure readings). Constraints may be specified on the 
minimum and maximum time duration of an abstraction or event specified in an abstraction definition (e.g., 
encounters at least 1 week in duration). Abstraction definitions may specify a gap function (causes non-adjacent 
intervals within a specified time distance of each other to be combined into a single longer interval), a concatenable 
flag (whether adjacent intervals will be combined into a single longer interval) and a solid flag (whether overlapping 
intervals will be combined into a single interval). Each type of abstraction has an associated mechanism for 
computing it, implemented in the AIW software, that outputs intervals with a start time and end time corresponding 
to the temporal extent of one or more input raw data values or intervals. Intervals and data values also may have 
different temporal granularities that are resolved automatically and propagated to output abstractions. Eureka’s open 
source distribution comes with a temporal abstraction ontology containing temporal patterns and relationships 
specifying chronic disease and hospital readmission phenotypes. This ontology also contains hierarchies of standard 
diagnosis and procedure codes (ICD9, CPT), and custom hierarchies of laboratory test results, medication orders and 
vital signs. These phenotypes and raw data types are accessible to the GUI phenotype editor as described below. 

Phenotype Editor 

The editor supports creating four types of user-defined data element definitions (Category, Sequence, Frequency, 
and Value Threshold) that may be combined to build up higher-level phenotypes. A wizard-style interface guides 
users through creating these definitions. In the first step of the wizard, shown in Figure 2, the user selects one of the 
four data element types. In the second step, described in detail below, the user populates a form that is specific to the 
type of element selected in step 1. Each of these forms has on its left-hand side two tabs, called System and User 
Defined, containing a browser of the hierarchy of raw data types and abstractions specified in the ontology, and data 
elements the user has previously created, respectively. The user selects these data elements by dragging and 
dropping them from these tabs into drop boxes in the forms. In step 3, the user selects a name and a description for 
the data element (not shown). In step 4, the user reviews the data element definition and saves it (not shown). A 
similar user interface allows editing existing user-defined phenotypes. A data element list interface, not shown, 
allows the user to select data elements for editing or deletion. We selected these four types of data element 
definitions because we believe them to support the most commonly needed capabilities of temporal abstraction. 

 
Figure 2: Data element editing wizard showing the four types of data elements that may be created. A value 
threshold type has been selected.  
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Category data elements allow specifying clinically significant groupings of other data elements. The user interface is 
shown in Figure 3. We have used category elements to specify custom groupings of billing diagnosis codes and 
procedure codes that signify co-morbidities of interest in hospital readmissions analyses. During data processing, 
intervals will be created that correspond to the timestamps of the category’s members that are found. 

 
Figure 3: Category data element editing screen showing a custom grouping of data elements found in the 
System tab that represent disease conditions. 
 
Value threshold data elements allow specifying lower and/or upper limits on one or more numerical observations 
such as laboratory test results or vital signs. The user interface is shown in Figure 4. A context may be specified on 
each observation. A context is one or more data elements that must be present in order for the specified limits to 
apply. Contextual information may be required to be within a specified time distance before or after the observation 
being thresholded. Contexts allow specifying multiple thresholds on the same observations that apply depending on 
what conditions and interventions the patient has had. For example, for the hypertension study we have specified 
two thresholds for high blood pressure: a 140/90 threshold, and a lower threshold of 130/80 if the patient has 
diabetes or chronic kidney disease as indicated by diagnosis codes. The combo box near the top right of Figure 4 
allows selecting whether all of the specified thresholds need to be satisfied or just any of the thresholds. Intervals 
will be created with start and stop times equal to the timestamps of the observations that satisfy the specified 
thresholds. 

 

 
Figure 4: Data element editing screen showing a value threshold data element being created: high blood 
pressure, defined as systolic blood pressure >= 140 or diastolic blood pressure >= 90, or systolic blood 
pressure >= 130 or diastolic blood pressure >= 80 with a diabetes (ERATDiabetes) or chronic kidney disease 
(ERATCKD) discharge diagnosis code. 
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Frequency data elements allow specifying the number of times a specified data element must be present in or 
computed from a patient’s data. The user interface is shown in Figure 5. The left-most combo box in the user 
interface allows selecting whether to find any interval during which the specified number of values is present (select 
At least) or only the first interval (select First). After specifying the frequency count, the consecutive checkbox, 
which is visible only if a value threshold data element has been dragged into the drop box to the checkbox’s right, 
specifies that only consecutive values that meet the specified value thresholds will cause the frequency data element 
to be computed. For example, the at least two consecutive high blood pressure readings within 180 days data 
element shown in Figure 5 will be computed only if there are no intervening not-high blood pressure readings. This 
example also shows how users may specify that values be within a certain amount of time of each other (at most 180 
days in this example). Intervals will be created that span the temporal extent of all of the intervals or data that satisfy 
the frequency threshold. 

 

 
Figure 5: Data element editing screen showing a frequency data element being created: 2 consecutive high 
blood pressure values within 180 days of each other (consecutive means with no intervening not-high values). 
 

Sequence data elements allow specifying two or more data elements that must occur in a specified temporal order. 
The user interface is shown in Figure 6. Each data element that is specified may be constrained with a minimum 
and/or maximum temporal duration and a property value. The distance between pairs of data elements may be 
constrained to minimum and maximum time values. Intervals will be created as the temporal extent of intervals of 
the top-most specified data element. An example is shown in Figure 6.  

 

 
Figure 6: Data element screen showing a sequence data element being created: two inpatient encounters with 
the second encounter before the first by at most 30 days. 
 

Converting data elements to abstraction definitions 

The process of converting Eureka! data element definitions into abstraction definitions is illustrated in Figure 7. 
Category and sequence data elements are converted directly into category and temporal pattern abstraction 
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definitions, respectively. The corresponding temporal pattern abstraction definitions are configured with a gap 
function of 0 (meaning non-adjacent intervals will not be combined), and set to be concatenable and solid. 

The conversions of value threshold and frequency data elements are more complex. Value threshold data elements in 
which one observation is specified are converted into low-level abstraction definitions that detect value thresholds, a 
gap function of 0, and the concatenable and solid properties set to true. Value threshold data elements with multiple 
specified observations are converted into compound low-level abstraction definitions with a gap function of 0, and 
the concatenable and solid properties set to true.  

 
Figure 7: Flow chart showing the process of converting Eureka! data elements into temporal abstraction 
definitions. This occurs in the services layer (Phenotypes component in Figure 1). Example phenotypes and 
how they would go through this workflow are illustrated on the right. 
 

Frequency data elements are converted into abstraction definitions according to the following algorithm: 

1) If the frequency is computed from a value threshold, then: 

a) If the consecutive checkbox (Figure 5) is checked, then: 

i) If At least is selected (Figure 5), then convert to a compound low-level abstraction definition with a 
gap function of 0 and the concatenable and solid properties set to true. 

ii) If First is selected (Figure 5), then convert to a compound low-level abstraction definition with a gap 
function of 0, the concatenable and solid properties set to true, and the skipEnd property set to 
MAX_VALUE. The latter property will cause data processing to stop after the first interval that 
matches the definitions’ criteria is found. 

b) If the consecutive checkbox is not checked, then: 
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i) If At least is selected, then convert to a temporal pattern abstraction definition with a gap function of 0 
and the concatenable and solid properties set to true. 

ii) If First is selected, then convert to a slice abstraction definition with a gap function of 0 (the 
concatenable and solid properties always are false for slice abstractions). 

2) If the frequency is not computed from a value threshold, then convert as in 1b above. 

Data Processing 
 
Users select phenotype definitions for processing. The selected phenotype definitions are converted to temporal 
abstractions. These abstractions, abstractions specified in the ontology, a spreadsheet and a date range are passed 
into the Eureka! backend layer (Figure 1) for data processing. The data in the spreadsheet, computed intervals, and 
the hierarchies and threshold definitions and temporal pattern definitions from the phenotype editor and the ontology 
are loaded into i2b2’s data and metadata tables. The hierarchies specified in the ontology are visible in i2b2’s 
concept hierarchy for use in queries in i2b2’s web-based Query and Analysis Tool. The prepackaged readmissions 
and comorbidity phenotypes (see Background) are visible in Hospital Readmissions and Comorbidities folders in the 
hierarchy, respectively. The phenotypes specified in the Eureka! phenotype editor are listed in a User-defined Data 
Element folder in the hierarchy. 
 
Results 

We have implemented our simplified phenotype model as part of the Eureka! services layer’s persistence 
component, which stores specified phenotypes in a relational database (Oracle Corp., Redwood Shores, CA). The 
phenotype editor user interface is integrated into the existing Eureka! website9 and may be accessed after user login 
by clicking a hyperlink in the site’s main button bar. The editor is available starting in Eureka! version 1.6. Eureka! 
is available as open source under the Apache 2 license from http://aiw.sourceforge.net. 

Selected temporal and value threshold phenotypes from the readmissions project (see Background) are shown in 
Table 1. All phenotypes from that project that were specified in the ontology can be specified in the user interface of 
version 1.7 of Eureka!, which was released in Spring, 2013. For the Minority Health Grid project, we currently are 
adding support for representing phenotypes from the eMERGE project15 for diabetes, chronic kidney disease and 
hypertension. The portions of those phenotypes that are supported by Eureka! currently are shown in Table 2. 

Table 1: Temporal and value threshold phenotypes used in the readmissions analysis. 
Name Definition Data element(s) 

Hospital readmission 
within 30 days 

An inpatient encounter with another 
inpatient encounter within 30 days before. 

Sequence 

First four 30-day 
readmissions 

The first four intervals of Hospital 
readmission within 30 days 

Frequency 

Frequent-flier encounter Any encounter that is after the First four 
30-day readmissions 

Sequence 

Suggest heart failure from 
BNP (B-type natriuretic 
peptide) 

BNP test result >= 300 pg/ml Value threshold 

Hospital encounter in last 
90 days 

An inpatient encounter with another 
inpatient encounter that ends at most 90 
days before  

Sequence 

Surgical procedure with 
prior chemotherapy 

Any surgical procedure with a 
chemotherapy encounter that ends within 
365 days earlier 

Sequence (surgical procedure is a 
category of ICD9 procedure codes, and 
chemotherapy encounter is a category of 
ICD9 V-codes) 

At least two myocardial 
infarctions 

At least two myocardial infarction events 
across all encounters for a patient 

Frequency (Myocardial infarction is a 
category of ICD-9 diagnosis codes) 
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Table 2: Supported phenotypes of interest in the Minority Health Grid study. 
Name Definition Data element(s) 

Diabetes from codes – outpatient 
encounter 

Outpatient encounter that ends with a 
discharge diagnosis of diabetes 

Sequence (diabetes is defined as a 
category of discharge diagnoses) 

Diabetes from codes – outpatient 
encounter 

At least two Diabetes from codes – 
outpatient encounter (intermediate) 

Frequency 

Diabetes from codes – inpatient 
encounter 

Inpatient encounter that ends with a 
discharge diagnosis of diabetes 

Sequence (diabetes is defined as a 
category of discharge diagnoses) 

Diabetes from codes Diabetes from codes – outpatient 
encounter or Diabetes from codes – 
inpatient encounter 

Category 

Diabetes from prescriptions Dispense of any anti-diabetic 
medication 

Category containing anti-diabetic 
medications 

Elevated fasting blood glucose 
measurements 

Fasting blood glucose > 126 mg/dl Value threshold 

Diabetes from fasting blood 
glucose 

At least 2 Elevated fasting blood 
glucose measurements 

Frequency 

Diabetes from hemoglobin A1c A hemoglobin A1c measurement > 
7% 

Value threshold 

Low estimated GFR (eGFR) 
using the modifications of diet in 
renal disease study group 
equation 

eGFR < 60 mL/min Value threshold 

Elevated serum creatinine (sCr) 
with low eGFR 

Serum creatinine > 1.5 in context of 
Low estimated GFR within 3 months 

Value threshold 

Chronic kidney disease from lab 
tests 

At least two Elevated serum 
creatinine observations 

Frequency 

Chronic kidney disease from 
codes 

Any chronic kidney disease 
discharge diagnosis code 

Category of ICD-9 codes 

Elevated blood pressure Systolic blood pressure (SBP) >= 
140 or diastolic blood pressure 
(DBP) >= 90; or SBP >= 130 or DBP 
>= 80 in the context of Diabetes from 
codes, Diabetes from prescriptions, 
Diabetes from fasting blood glucose, 
Diabetes from HbA1c, Chronic 
kidney disease from lab tests, or 
Chronic kidney disease from codes 

Value threshold 

Hypertension from blood 
pressure readings 

At least two Elevated blood pressure 
measurements at least 1 day apart 

Frequency 

Hypertension from codes At least two hypertension discharge 
diagnosis codes at least 1 day apart 

Frequency (using a Category of 
hypertension ICD-9 codes) 

Antihypertensive medication A pharmacy dispensing for an 
antihypertensive medication 

A category of hypertension medication 
dispenses 
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Hypertension from meds An Antihypertensive medication and 
a Hypertension from codes within 6 
months of each other 

2 sequences (Antihypertensive 
medication before Hypertension from 
codes by 0 to 6 months; and 
Antihypertensive medication after 
Hypertension from codes by 1 to 6 
months) 

 

Eureka! is available in demonstration form at https://eureka.cci.emory.edu. Anyone may request an account, create 
phenotypes using the phenotype editor, and load data and phenotypes into an i2b2 project hosted on the 
demonstration site. As of August 16, 2013, there are 28 users of the demonstration site who have created 34 
phenotypes using the phenotype editor. Users have included software engineers, informatics and clinical research 
faculty, and IT and clinical research staff.  

Discussion 

Eureka! aims to provide user interfaces for all of the functionality of the AIW, including phenotype editing, 
configuring access to relational databases, and delimited file and i2b2 output. We have implemented user interfaces 
for phenotype editing, spreadsheet file upload, data processing job control, and loading data and phenotypes into 
i2b2. While our current deployments restrict access to the services and backend layers (Figure 1) to the web 
application only, ultimately we plan to publish stable RESTful APIs for other applications that have a need for 
temporal pattern finding. The AIW project has the broad goal of enabling integrated management of clinical data 
and metadata describing images, EKG and other data so as to enable investigators to construct datasets consisting of, 
e.g., image metadata in patients meeting specified phenotypic criteria, or conversely, clinical variables in patients 
with specific image metadata values. 

AIW employs temporal abstraction algorithms for its data processing that have well-understood performance.11 
Converting phenotypes specified in our simplified model to temporal abstraction definitions for processing has 
allowed us to leverage AIW’s highly optimized temporal abstraction implementation that can process data from tens 
of millions of patients efficiently. We expect that the expressiveness of temporal abstraction will accommodate 
growing our model and user interfaces to meet the demands of new use cases with only limited additions to AIW’s 
temporal abstraction implementation. A potential limitation of the conversion from the simplified model to temporal 
abstraction definitions is that it is one-way in some cases. For example, a temporal pattern definition may 
correspond to a sequence or frequency data element (see Figure 7). Thus, we cannot visualize the contents of the 
temporal abstraction ontology in the Eureka! user interface using the language of the simplified model in all cases. 
We expect that, over time, we will move most if not all phenotype definitions to the simplified model and storage, 
thus substantially mitigating this concern. 

By creating a simplified model of temporal patterns and relationships, and a graphical user interface for specifying 
phenotypes using the model, we hope to enable clinical investigators and their staff to specify phenotypes directly in 
many cases. The model and user interface allow us to specify the broad array of phenotypes shown in Table 1 and 
Table 2. To keep the user interface as simple as possible, we have purposefully omitted capabilities of temporal 
abstraction that we have not needed. The model’s four data element types are sufficient to cover the basic types of 
abstractions in the temporal abstraction ontology. We expect it to be possible to add back most features as 
configuration options for those four basic types. For more complex needs, the temporal abstraction ontology may 
still be edited in the Protégé editor as described above. There have been several attempts at graphical user interfaces 
for specifying temporal abstractions,16 but none to our knowledge have been deployed in production settings. While 
others have proposed simplified temporal query models and processing algorithms,17 none satisfy all of the 
phenotyping requirements of our projects, and their data processing performance has not been demonstrated. Now 
that we have a model in place, we expect our user interface to undergo substantial refinement in response to user 
feedback. Formal usability studies with clinical investigators and IT analyst personnel are needed. 

The use cases that have driven our designs and implementation have a broad range of phenotyping requirements 
using structured data. While concept extraction from clinical documents would be valuable in understanding a 
patient’s past medical and social histories in these projects, we do not support it at this time. We believe that AIW’s 
architecture is compatible with such support, though how to integrate concepts extracted from documents into a 
patient’s overall clinical data timeline is an unsolved challenge in general. We hope that the open source availability 
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of our software will lead external investigators to try using our tools in unexpected ways that will help the 
informatics community arrive at a reasonably complete feature set for phenotype editing. 

Conclusion 

Clinical phenotyping that is accessible to investigators and IT personnel would enable its broader adoption. 
Temporal abstraction provides a powerful representation of clinical phenotypes but needs accessible user interfaces. 
Eureka’s phenotype editor can represent a broad array of phenotypes specified in terms of temporal patterns and 
relationships in EHR data. User feedback, usability studies, and the requirements of publicly available phenotypes 
such as those found in the PheKB clinical phenotype knowledge base4 will inform future development of the system. 
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Abstract 

Healthcare quality improvement and research increasingly leverage large electronic health record (EHR) datasets 
to understand and compare patient populations. Much information exists in the medical record implicitly as billing 
codes, clinical events and observations, and concepts embedded in text reports. Clinical phenotyping promises to 
infer useful diagnostic, therapeutic response and process information from those data using temporal pattern 
finding, concept extraction from text and other techniques. The Analytic Information Warehouse (AIW) is our open 
source clinical phenotyping system. We have implemented a web user interface for AIW, Eureka! Clinical Analytics, 
for clinical investigators and IT personnel to specify phenotypes as temporal patterns, perform data processing, and 
extract found phenotypes and data into existing analysis tools. Eureka aims to enable clinical investigators and 
analysts to manage phenotype definitions and perform phenotyping in a highly automated fashion with limited IT 
resources. We will demonstrate Eureka’s data import, phenotype specification and data processing functionality. 
These features aim to support analytics techniques such as “hot spotting” and predictive modeling, as well as 
clinical research that uses routinely collected data to understand how interventions perform in the real world. 

Description 

The Analytic Information Warehouse (AIW)1 was initially developed to support exploratory analytics in 
characterizing populations with elevated hospital readmissions within 30 days using a clinical data warehouse. The 
software allows specifying phenotypes as temporal patterns that indicate conditions and treatment histories believed 
to be associated with readmissions or other adverse events and responses. We developed an architecture and Java 
implementation that supports specifying and computing such phenotypes using the temporal abstraction method, 
thus allowing rich descriptions of thresholds in numerical data, temporal patterns and relationships, and the clinical 
contexts in which they are relevant. The software supports structurally and semantically transforming source data 
into a common data model so that phenotypes may be specified once and identified in multiple datasets. Thus, the 
rates at which phenotypes occur in local data may be compared easily to those in benchmark datasets such as the 
UHC Clinical Database of administrative data from over 200 hospitals associated with academic health systems. 

The Eureka! Clinical Analytics web user interface for AIW supports accessing clinical and administrative (e.g., 
diagnoses, procedures, labs, vitals, meds) data from a spreadsheet or data warehouse, specifying phenotypes, 
phenotyping a dataset, and loading data and found phenotypes into an i2b2 (http://www.i2b2.org) project, all in a 
simple user interface that is designed for clinical investigators. We have developed an i2b2 plugin that supports 
extracting data and found phenotypes into a delimited file suitable for analysis with common statistics software. 
AIW can phenotype data from tens of millions of patients efficiently. Support for extracting concepts from text for 
inclusion in phenotyping has been prototyped and will be incorporated into AIW in the near future. 

Deployment Status 

A fully functional demonstration version of Eureka! is available at https://eureka.cci.emory.edu and is accessible 
through the CardioVascular Research Grid portal (https://portal.cvrgrid.org). The AIW system including Eureka! is 
available for download and local deployment from http://aiw.sourceforge.net under the Apache 2 license. The AIW 
software currently manages data from over 12 million patients in deployments at our institution, and a deployment at 
Morehouse School of Medicine is underway. AIW is in active use in quality improvement as described above as 
well as in externally funded research in cancer, cardiac catheterization (the Genebank project) and treatment 
resistant hypertension in minorities (the Minority Health Grid project). Over the next year, we expect to extend the 
Eureka! user interface to provide access to the complete functionality of the underlying AIW software. 

References

1. Post AR, Kurc T, Cholleti S, Gao J, Lin X, Bornstein W, et al. The Analytic Information Warehouse 
(AIW): A platform for analytics using electronic health record data. J Biomed Inform. 2013;46(3):410-24. 

1170



  

A Randomized Controlled Trial to Assess the Effects of a Mobile SMS-Based 

Intervention on Temporomandibular Disorder Treatment Adherence 

Cristiana S. Prado, MSc Fellow
1
, José Márcio Duarte, MSc Fellow

1
, Marcelo Carvalho, 

MSc Fellow
1
, Cristina Lúcia F. Ortolani, PhD, Full Professor

2
, Evandro Eduardo S. Ruiz, 

PhD, Associate Professor
3
, Ivan T. Pisa, PhD, Associate Professor

1
 

 

1
Universidade Federal de São Paulo – UNIFESP, Brazil, 

2
Universidade Paulista - UNIP, Brazil, 

3
Universidade de 

São Paulo - USP, Brazil, 

Abstract  

The use of mobile phone short message service (SMS) leveraging  follow-up therapy has been studied from various 
areas of health care. We present a research project aimed to assess the effects of this messaging media as 
intervention technique on temporomandibular disorder treatment adherence during by a randomized controlled 
trial. The ongoing study has its initial phase completed including message system development approved for clinical 
study implementation.  

Introduction  

The temporomandibular disorder (TMD) refers to a set of conditions that occur in the orofacial region that 

compromise the comfort and normal functioning of the hard and soft tissues of the masticatory system
1
. This study 

focus on assessing the impact of system based on mobile phone SMS use during treatment in terms of adherence. 

Methods 

The development of web system used in this study, DTM Alert System (DTMAS), is based on an existing model
2
. 

Patients will be selected for this study using inclusion and exclusion criteria and the initial sample will consist of 

100 individuals. The web system will perform the random allocation of inpatient into two groups: the control group 

(50 patients) will receive standard treatment and the intervention group (50 patients) standard treatment plus SMS 

messages triggered by DTMAS once a day. The follow-up visits allowing inpatient evolution will occur every 30 

days for three months. Variables analyzed: 1) vertical extent of mouth opening measured as advocating the 

Diagnostic Criteria for Temporomandibular Reasearch Disordes (RDC/TMD)
1
; 2) pain as measured by the Visual 

Analogue Scale (VAS), 3) maximum bite force measured by a digital gnathodynamometer and 4) frequency of 

follow-up visits to both groups will be registered. A statistical study will be performed comparing variable data from 

pre and post treatment based on differences found on both groups, using the Student’s t-test for independent 

samples. As a final stage, surveys measuring inpatient treatment and project satisfaction will be performed for later 

analysis.  

Preliminary results 

As preliminary results a web-based tool was tested and approved as a project platform for inpatient SMS 

communication. The tests included message delivery likelihood, system usability and messages content analysis.  

Also, the data gathering stage is under completion. This data collection phase still under evaluation is presenting a 

stable scenario, with slightly perceivable gain on intervention group despite positive feedback from participants 

regarding treatment education provided by system messages. 

Conclusion 
This paper describes the initial phases of the project where SMS system developement and tests were made and 

patient data collection is in progress and initial analysis. The actual stage points for irrelevant improvements 

comparing the two groups as only 13% was seen on first two months. The expected increasing courve showing 

assisted group is hence expected for the next stages as the recovery time expected at this point is only half way to 

completion.  
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Abstract 

As patients make more treatment choices along with providers within a shared decision making model, there is a 
need for better patient aids to clearly communicate outcomes and risks of complications.  An electronic tool, Hearts 
Like Mine, is being developed to graphically display statistics and patient stories that communicate outcomes from 
the medical records of patients with similar demographic and cardiologic conditions as the user. 

Introduction 

The Hearts Like Mine (HLM) tool is designed to assist patients participate with their clinician in making shared 
decisions about medical treatments to pursue.  As the healthcare industry works to increase patient involvement in 
treatment decisions, patient aids that help to convey the outcomes and risks of each option are needed to assist 
patients make choices that reflect their own values and preferences.  Previous studies have shown improved results 
and patient satisfaction as patients are more engaged in learning about their options.1  However many online sources 
of medical information have limited information since conditions and outcomes may be unreported or reported 
incompletely.  Additionally, study outcomes that a patient finds online may consist of patient populations with 
significantly different patient demographics.  To help overcome these issues, the HLM tool incorporates guidelines 
from the International Patient Decision Aid Standards (IPDAS)2 and leverages a large objective clinical data 
repository3.  HLM uses graphical displays and synthesized stories created from health record data to visually display 
the risks and outcomes of patients faced with the same cardiologic conditions and treatment options as the user. 

Objectives 

To develop the Hearts Like Mine tool to convey outcomes and risks as 
experienced by similar patients.  The tool provides clinical decision support for 
patients to make shared decisions with their clinicians. 

Methods 

The prototype HLM tool under development uses patient demographics, disease 
information, and treatment option criteria to find patients similar to the user in a 
medical records repository.  The tool generates overall statistics showing the risks 
of complication for each treatment.  In order to visualize the outcomes, patients 
are presented with 100 patient icons, color-coded to represent the percentage of 
patients that experienced a particular complication for each treatment option. 
Each icon has an associated vignette or story on treatment results and 
complications that the user can read.  The tool currently includes two common 
cardiac conditions, coronary artery disease and atrial fibrillation (AFIB). 

Results 

Expert consultations were completed with an MD, RN, and experienced patient to review the prototype interface and 
provide feedback. Suggestions from these expert users were incorporated into the prototype’s user interface. Five 
patients were also interviewed to provide feedback on template patient vignettes. 
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Abstract: Anemia of prematurity is frequently treated with regular blood transfusions.  Blood transfusion in 
neonates has been linked to systemic inflammation.  Decreased heart rate variability has been used as a 
means of early recognition of infection or inflammation.  This study set out to investigate the association 
between heart rate variability and blood transfusion.  Blood transfusion may be associated with a short-
term increase in heart rate variability. 
 
Introduction: Regular blood transfusions are frequently administered to treat anemia of prematurity in 
neonatal intensive care units. There is little evidence to support at what hemoglobin threshold premature 
infants would benefit from blood transfusion.  There has been on-going concern regarding the 
inflammatory processes associated with blood transfusion.  Decreased heart rate variability has been 
proposed as a marker of inflammation or infection.  The aim of this study is to determine if blood 
transfusion for anemia of prematurity is associated with a change in heart rate variability in neonates. 
 
Methods: This is a prospective cohort study looking at factors that impact the assessment of heart rate 
variability in neonates.  This study is part of a much larger study that captures high fidelity data streams 
from bedside monitors allowing real-time single and multi-stream automated data analysis.  In this study, 
high fidelity ECG data was collected from eight beds at The Hospital for Sick Children in Toronto from 
2009 to 2012. The date and time of all blood transfusions was collected for all infants with a birth gestation 
less than 34 weeks within this cohort.  Heart rate variability was assessed every thirty seconds and 
combined using a Boolean technique to form an hourly value throughout the infants stay.  In addition to 
heart rate variability, we will be analyzing changes in respiratory rate variability and saturation data at the 
time of blood transfusion. 
 
Results: Preliminary data analysis demonstrates a significant increase in heart rate variability in nearly all 
infants following blood transfusion for the treatment of anemia of prematurity.  The increase in heart rate 
variability occurs within a 1-2 hours following the start of blood transfusion and lasts for a minimum of 3 
days after completion of the transfusion. 
 
Conclusions: Routine blood transfusion for anemia of prematurity is associated with an increase in heart 
rate variability.  Further study of this increase in heart rate variability combined with the changes in other 
physiological data streams may allow the development of a real-time physiologically based decision 
support system to guide the timing for routine neonatal blood transfusions in the future.  This research fits 
within a much wider project utilizing real-time single and multi-stream analysis of high fidelity 
physiological data to provide clinical decision support over a wide range of conditions in neonatal and 
pediatric patients. 
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Abstract 

Patient reported questionnaires are an essential tool in Biomedical research. Accuracy of data collected using such 

surveys is critical for drawing robust conclusions. Design, flow, physical placement and branching logic adopted in 

questionnaires have significant impact on the response rates and accuracy of data
A
. Here we developed a novel 

informatics tool for predicting error rates for survey questions that follow different design concepts. We developed 

and validated this method in conjunction with a large national paper based survey that collects information from 

veteran participants using self-reported questionnaires which get scanned using an optical character recognition 

(OCR) system.  

Introduction 

Self-reported data is increasingly being utilized in many areas of biomedical research and health 

informatics, including critical decision-making. Well-designed questionnaires are essential for obtaining high 

response rates and ensuring accurate data. Significant research effort is being expended for the optimization and 

design of survey questions
B
 and questionnaires. Potential human errors when filling out surveys are compounded by 

errors in OCR systems that are used to extract data from electronically scanned paper-based surveys. The lack of 

reliable tools to predict error rates that can assist in the development of better question formats is a significant 

problem that remains to be addressed.  

Methodology 

We have developed an easy to use validation tool for detecting errors in the OCR process of data extraction 

from paper-based surveys. Our web-based tool can ingest different formats of OCR system output images, and 

allows the user to select specific question/answer pairs or Regions of Interest (ROIs) for analysis. Data extracted 

from selected regions are then compared with images of actual answers on paper for identification of errors. The 

user can opt to perform a random sampling of questions/areas in the questionnaire or the entire survey limited only 

by the granularity of the OCR data capture.   

We have also developed a statistical model for assigning a probabilistic score that reflects the likelihood 

that a particular type of question returns either a machine generated OCR data extraction error or a survey 

respondent induced human error. The model was built for different types of questions and OCR systems using 

features of the physical attributes of display design, logical flow, and branching logic as well as the imaging 

characteristics of human response (e.g., the size of the written letter or the use of bubble fill vs check box). Data that 

was validated and checked by human experts using the validation tool was used as a gold standard for training and 

improving the model.  Having a score assigned to each region of interest enables the determination of characteristics 

that highly correlate with particularly problematic survey questions.  This knowledge can then be fed back into the 

survey design process in the form of actionable interventions such as the redesign of a question, or the redesign of a 

question’s physical layout, or the readjusting of the OCR system’s parameters. 

Conclusion 

The informatics tools presented here facilitate easy identification of errors and enable the prediction of 

error rates using a statistical model for assigning a probabilistic score that reflects expected error rates. Thus the tool 

will allow researchers to design better surveys that have improved response rates with minimal human and machine-

induced errors. 
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Abstract 

This paper describes our approach for fostering and facilitating communication among patients and caregivers in 

the context of shared decision making, i.e., when decisions must be taken not only on the basis of scientific evidence 

but also of the patient’s preferences and context. This happens because clinical practice guidelines cannot provide 

recommendations for every possible situation, and cannot foresee every change in a patient’s context, which might 

imply the deviation from a previously acknowledged recommendation. Within the EU-funded project MobiGuide 

(www.mobiguide-project.eu), supporting remote patient management, we propose decision theory as a 

methodological framework for a tool that, during face to face encounters, is used to tailor pre-defined, generic 

decision models to the individual patient, by involving the patient himself in the customization of the model 

parameters. Although this approach is not appropriate for all patients, it leads, in well-chosen cases, to a more 

informed choice, with potentially better treatment compliance. 

Introduction 

Different patients have different behaviors when facing an unequivocal clinical decision that must be taken about 

their health
1
: some of them opt for a passive approach, and let caregivers fully decide for them. On the very opposite 

side, there are patients who tend to gather all of the possible information (often using the Web) about their disease, 

and seek for medical advice only after forming a personal opinion about their treatment options. An “intermediate” 

attitude is that of the patient who methodically inquires the doctor on the details and the rationale behind the 

available options, in an attempt of obtaining in-depth understanding and possibly participating in the decision. 

Doyal
2
, while discussing the pros and cons of shared decision making, had forcefully argued that although certain 

errors of risk evaluation do plague patients, not all patients make them, and many of them can benefit from 

information customized to their needs; and that although many patients would rather leave the decisions in the hands 

of their physicians, there are several indications that a significant portion of the patients desire information about 

their choices and can make them coherently and to good effect.  

In a classical paper, McNeil et al.
3
 demonstrated the importance of involving patients in the decision-making 

process, by actually asking operable lung-cancer patients, who needed to decide between surgery (risky, but offering 

better chances for long-term survival) and irradiation (less risky, but offering a lower chance for long-term survival), 

whether 5-year survival is indeed their main objective.  At least for a subset of the patients, this was not the case: 

although surgery offered better chances for long-term survival, they were quite averse to taking a risk that involved 

the possibility of immediate death. Thus, radiotherapy would have been the preferred therapy option for that subset. 

In another classical study by McNeil et al.
4
, the trade-off between longevity and quality of life, in the case of surgery 

(which involves the removal of the larynx and had a 60% 3-year survival rate) versus irradiation (which had a 30% 

to 40% 3-year survival rate) for laryngeal cancer, was powerfully highlighted: 20% of the subjects interviewed 

would have preferred irradiation, with a decreased 3-year survival rate, but with the benefit of retaining their speech. 

In both cases, one might well argue that, had a clinician insisted on using long-term survival as the only yardstick 

for therapy selection, the patient's preferences would have been replaced by those of the physician's (or society).  

Assuming that a shared decision model is the right one to use, Woolf et al.
5
 listed three options of offering decision 

counseling to patients: by clinicians who lack any formal training, by clinicians with informed-choice training, and 

by impartial decision councilors. None appears ideal, and controlled studies are needed to determine which is best.  

Our view is that such a shared decision-making service must be smoothly integrated within a wider decision support 

system (DSS). As a matter of fact, a DSS must be flexible, providing evidence-based recommendations when 
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possible, and offering patients several options whenever more than one is reasonable, eliciting their preferences, and 

proceeding to provide detailed support to the option indicated by the patient's preferences. 

In this paper we describe how the MobiGuide DSS, which we are developing for remote monitoring and care of 

chronic patients, supports this challenging task. The medical applications on which we are currently focusing within 

the MobiGuide project are atrial fibrillation (AF), that is a particular heart arrhythmia, and gestational diabetes with 

or without hypertension. However, the proposed approach may be generalized to any kind of disease for which 

clinical practice guidelines are available and for which decision models may be developed. 

 

Introducing shared decisions into clinical-guideline-based decision support systems 

Guideline-based DSS, on the basis of a computerized representation of evidence-based established clinical practice 

guidelines (GLs), and of the patient’s medical record, automatically generates diagnostic and therapeutic 

recommendations. GLs are written on the basis of scientific evidence and by definition cannot include personal 

context and preferences for which evidence does not exist. Nevertheless, when scientific evidence is not strong 

enough to recommend one option versus another one, the patient’s involvement might be preferable to an arbitrary 

decision by the care provider. In order to support caregivers and patients in shared decision-making as part of a DSS, 

the knowledge base should contain not only the customary representations of the evidence-based GLs as task-

network models
6
 but also include a synchronized decision-theoretic model that supports reasoning with patient 

preferences. Such customized decision models would be created based on medical literature relating to disease states 

resulting from alternative treatments. To create personal instances of the models for a specific patient, her 

preferences would need to be elicited during GL enactment time, using a shared decision-making process. 

Therefore, a methodology is needed to first detect, and then incorporate shared decisions and personal 

considerations into the process of an implementation of clinical guidelines.  

GL recommendations and patients’ preference 

 

 

Figure 1 – A flowchart representing a portion of a hypothetical clinical practice guideline.  In the case of decisions 

for which no established rules exist, decision models can be applied to select the optimal option. 

In case of lack of scientific evidence, sometime the guideline itself may recommend considering the patient's 

preferences. As an example, consider the following recommendation from the AF guideline
7
:  
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For primary prevention of thromboembolism in patients with nonvalvular AF who have just one of the following 

validated risk factors (...see GL text), antithrombotic therapy with either aspirin (ASA) or a vitamin K antagonist is 

reasonable, based upon an assessment of the risk of bleeding complications, ability to safely sustain adjusted 

chronic anticoagulation, and patient preferences (Level of Evidence: A).   

An illustration of how MobiGuide manages this recommendation is given in the next sections and visualized in 

Figure 1.  

The flowchart models a generic task network, with diamonds representing situations in which a decision must be 

taken about possible treatment options. Note that in the case of the first decision, there is no ambiguity, since 

scientific evidence recommends either A or B, according to the patient’s age. For the second decision, on the 

contrary, scientific evidence is not enough to provide a rule for choosing between C and D (as in the 

recommendation reported above). Thus, a decision model may be applied at this point. The model depicts possible 

consequences of C and D, and the shared decision tool illustrates them through a suitable interface. According to the 

available knowledge, the model can be either solely qualitative, or also quantitative, providing estimates of some 

quantities of interest for the patient. Once the option has been agreed, e.g., node D was selected, the "standard", 

evidence-based guideline flowchart is resumed. The next section provides a deeper view of the “decision model” of 

Figure 1. 

Decision trees as a communication tool between patients and their care providers 

To be able to participate in medical decisions, patients should be cognitively able and interested in participating in 

such decisions, or must be assisted by family members (or decision consultants) who can help them in such a task. 

They should be made aware of the possible options, of the main scientific results already obtained about them, the 

risk levels of the major complications, and additional non-medical consequences of possible interest (e.g., costs). At 

the same time, they should not be burdened with too much information that could confuse them. Thus, we need a 

communication tool able to clearly and simply highlight for the patient the key outcomes of a decision problem. 

 

Figure 2. A simplified view of the decision tree representing options and their consequences for the prevention of 

thromboembolism in non-valvular AF.  Ovals indicate disease states and arcs indicate possible state transitions. 

ASA = Acetylsalicylic acid; ICH =Intracranial hemorrhages. For patients on anticoagulant treatment, dashed lines 

indicate that, entering those states, implies a switch from Warfarin to ASA. 
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The core of the MobiGuide approach to shared decisions is to use decision trees (DTs)
8
 with embedded Markov 

models
9
 as a suitable probabilistic, graphical decision-theoretic formalism for representing and communicating the 

critical parameters for decisions. 

A DT starts with a decision node, from which the possible options depart. Figure 2, on the left, depicts the DT for 

the afore-mentioned recommendation, in which the options are (i) no drug treatment, (ii) acetylsalicylic acid (ASA), 

and (iii) Warfarin (a vitamin K antagonist oral anticoagulant). The possible health states departing from the three 

initial options are represented in the figure using a Markov model, i.e., a mathematical approach in which changes in 

(health) state are quantified by the so-called transition probabilities. Probabilities may change according to the initial 

therapeutic option and are also modulated by time. 

Thus, a DT embeds both the current condition (in this case AF-only, i.e. without complications) of the patient, and 

all co-morbidities and complications that he could experience in the future.  

Figure 2 shows the graphical display for the caregiver to start the conversation with the patient. Text, images and 

movies are then used to communicate the semantics of each health state and of other concepts (see Figure 3). 

Moreover, the care giver may choose different versions of such media encompassing variable level of complexity 

and detail according to the patient's level of education, communication, and cultural background. These personal 

context considerations are represented in MobiGuide in an ontology of contexts; their effects on decision-making are 

represented explicitly within the guideline's formal representation. For example, if the context of the patient is that 

he is cognitively impaired, so that his compliance to drug therapy is compromised, and he has no support person 

who can help him in such task, then the effect is to limit the decision options to ASA or no treatment. As a matter of 

fact, anticoagulant drugs require perfect compliance with respect to doses and timing to avoid risks. The care giver 

could then use the DT with only the two other options. 

The simple display of a DT with its health states in their qualitative format, i.e., as an illustration of “what can 

happen”, could per se be a useful communication tool. Figure 3 illustrates some of the Web pages used for this 

purpose.  

 

Figure 3 – Interface facilities to communicate with the patient. Phrasing, images and movies can be chosen by the 

physician according to the patient’s characteristics. 
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However, it is important to recall that DTs are computational tools that lead to a probabilistic estimate of the 

occurrence of the disease patterns. Thus, for example, patients may be informed about the time periods they might 

expect to spend in a given health condition. Additionally, DTs may be used to estimate Quality-Adjusted Life Years 

(QALYs): this is a more sophisticated functionality sometimes requiring the collection of sensitive information. 

Eligibility of the patient for a QALYs estimate must be judged individually and re-assessed at follow up (as the 

patient's psychological conditions may change). As a matter of fact, QALYs are defined by multiplying life year 

periods by the so-called “utility coefficients” (UCs). These are numbers between 0 (death) and 1 (perfect health) 

representing the value (the “desirability”) of a health state for the patient. Among several methods for eliciting 

UCs
10,11

, the most appropriate is the “standard gamble”. The patient is asked questions such as the following one:  

“...you are an AF patient, so you understand what this implies for your quality of life. Imagine there exists a 

surgical intervention that can cure you, but that carries a 5% risk of death. Would you be willing to take this risk?” 

To help understand the risk value
12

, MobiGuide offers the interface shown in Figure 3, in which a corresponding 

portion of the smiles randomly turns to red according to the proposed risk. After the patient’s reply (yes/no), the 

question is iterated with higher/lower risks, respectively, until reaching a value for which the patient is uncertain 

about accepting or not the risk, according to the so-called ping-pong strategy. Imagine this value is 2%. At this 

point, UC of AF is calculated as 1- risk (e.g., 1-0.02=0.98). Thus, in the model, if the patient is expected to live 10 

years with AF, this will turn into 9.8 QALYs. In some cases this allows patients to realize that some options may 

increase life expectancy but reduce quality of life. Other utility elicitation methods are available beyond a standard 

gamble. Therefore, MobiGuide provides graphical interfaces also for the time trade-off method, the rating scale 

method, and for questionnaires that indirectly enable us to obtain the patient's UCs.  

 

 

 

Figure 4. The standard gamble interface: red (death) and yellow (life) smiley faces provide the graphical 

representation of the risk (the probability of death), which is easier for patients to understand than a simple number. 
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Figure 5. The expected values of three quantitative outcomes of interest to the patient (rows), for every possible 

treatment choice (columns). 

In addition to health-related outcomes, a DT can calculate expected out-of-pocket costs, which also are important for 

the patient, mainly when deciding a long-term treatment. Figure 5 shows the results that can be discussed with the 

patient. As is often the case, the most effective therapy is also the most expensive one, and the estimates represent 

additional information that might help the patient to make the choice.  

In this specific case, warfarin is better than ASA and ASA is better than no therapy, as regards both the expected life 

and the quality of life. However, in general there could be a trade-off between years of life and their quality, 

representing another aspect for the patient to think about. 

Eventually, although beyond the MobiGuide scope, note that, if the economic evaluation concerned a population 

instead of a specific patient, so that social costs or costs of the national health system were involved, the estimates 

shown in Figure 5 could be used to obtain incremental cost/effectiveness and cost/utility ratios, useful for policy 

makers to make strategic decisions. 

 

Continuity of the communication  

It is very important to ensure that communication between a patient and his/her hospital caregivers is not limited to 

the shared decision moment, but continues also after a therapeutic decision has been taken. To this aim, visualization 

of what happens in-between two control visits is useful. In particular, UCs and answers to quality of life 

questionnaires can change over time, and the graphs may be the basis for discussing changes that occurred in the 

patient’s health state. These changes could imply to reconsider the decision about treatment. 

We are currently adapting the CareCRUISER
13

 interface and its functionalities to accomplish these communication 

tasks. CareCRUISER (see Figure 6) uses different visualization techniques to represent relevant characteristics and 

temporal constraints of treatment plans in combination with patient data. It provides three different views to 

communicate specific information, (1) the logical view to visualize the logics of treatment plans, (2) a view to show 

the hierarchical structure of these plans, and (3) the temporal view to represent time constraints of treatment plans. 

The temporal view also allows for zooming and navigating along the time line. CareCRUISER supports visual and 

interactive means for assessing the effects of applied treatment plans on the quality of life of each patient using 

color-coded distance information and slopes and enables the comparison of multiple patients at the same time. 

Therapeutic actions are annotated by diamonds below the patients’ parameters.  

CareCRUISER was designed for caregivers and we are adapting it for the patients’ perspective and demands 

including a view of the UCs and answers to the quality of life questionnaires.   
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Figure 6.  The CareCRUISER interface. The logical view (upper left part) communicates the logical structure of 

treatment plan execution by means of a flowchart-like representation. The lower left part displays a tree graph to 

visualize the hierarchical structure of treatment plans and sub-plans; the time-oriented view (right part) focuses on 

the temporal-qualities of applied treatment plans, clinical actions, and patient parameters as well as effects of 

applied treatment plans on the patient’s condition. 

 

Integrating shared decision making with guideline specification and runtime application 

The MobiGuide architecture integrates the shared decision-making framework with an advanced automated 

guideline application platform. To do so, the GL specification represents each computer-interpretable guideline 

(CIG) in the Asbru CIG formalism
14

.  

During GL knowledge acquisition and specification in MobiGuide, we identify the relevant decisions that could be 

affected by personal context and preferences. The elicitation process examines all of the decision points in the GL 

and considers which of the personal context variables that are specified in MobiGuide's context and effect 

ontology
15

  could impact decision-making, and how. Personal context variables that may affect care 

recommendations include among others the patient's ability to comply with treatment, the ability to maintain routine 

diet (which may change during travel), daily activities, time required to reach the medical center, support level (from 

family members or live-in help), and exercise level. Different contexts are represented as part of Asbru's Filter 

Conditions, the compulsory eligibility criteria for the overall GL, and for each sub-plan of the GL. These conditions 

can include, in general, complex temporal patterns (e.g., "patient has had more than three weeks of liver 

dysfunction", abstracted from raw-data types such as values of several enzymes), as well as demographic and other 

constraints, including a list of predefined contexts.  

A special indication for the need to perform shared decision making is added whenever the final determination 

whether to use one sub-plan or the other depends on the patient's preferences. The Picard Asbru interpretation 

engine
16

 calls at such forking points the shared decision making module to obtain the patient's preferences, which 

might be elicited qualitatively or quantitatively. The shared decision-making module returns the name of the chosen 

sub-plan to follow. The rest of the GL beyond the forking point is applied as usual by the Picard engine.  
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System validation  

We have performed a technical evaluation, showing that the various components, i.e., the Picard DSS, the electronic 

patient record (in which the context information is stored), and the tool for shared decisions, all communicate 

smoothly, while being implemented in different servers and with different technologies (the detailed description of 

the MobiGuide overall technical architecture is out of the scope of the current paper). 

In addition, we have performed a preliminary evaluation of the usability of the tool for utility elicitation. Five 

patients have been interviewed by a cardiologist and, while the sample size is still too small to draw conclusions, the 

initial results are encouraging. Only one of the patients refused to complete the full interactive dialog.  The 

remaining four patients were happy with the approach, even though they found certain questions, in particular the 

time trade-off question, very hard to answer. This question is phrased in the following style:  

“Our national statistics states that the life expectancy of a 57 years old man is 25 years. Assuming that we are 

speaking purely in statistical terms (of course you could live much longer than that), if you could choose, would you 

prefer to live your remaining 25 years of life with AF, or live several years less, say 20, in perfect health?” 

Our feeling is that if patients are currently in a stable state with respect to their disease, they prefer to live as long as 

possible, even if not in perfect health.  Unlike the time trade-off question, the standard gamble question seems much 

easier to answer, and similarly for using the rating scale. Questionnaires are also easy to fill in, since they only ask 

about symptoms and daily life activities. These initial impressions, if confirmed by additional evaluation, might lead 

to certain design decisions with respect to the preference-elicitation methods we use. 

Discussion  

Different authors proposed probabilistic frameworks to improve the methodology used for GL development. When 

developing a GL, medical experts and epidemiologists try to compile everything into rule-like recommendations. 

But it is difficult to combine probabilities coming from different clinical trials (different sources of knowledge) 

without a formal model. Sim et al.
17

 proposed that randomized clinical trials (RCTs) be reported into electronic 

knowledge bases—trial banks—in addition to being reported in text. For this purpose, they had developed a 

framework for representing the methodology and the results of different clinical trials in a standard fashion. Patient 

preferences, however, are not a standard part of clinical-trial reports. 

Lehmann's THOMAS system
18

 enabled a physician who has an understanding of the general methodology, but not 

necessarily of any computational details, to perform a Bayesian statistical analysis of an RCT, in order to obtain 

assistance with a specific clinical decision. The results of a new clinical trial can update in a Bayesian manner the 

current probabilities of different treatment methods. The THOMAS model allows also for a very simple 

representation of the patient's preferences, as a "pragmatic threshold" for the difference in life expectancy between 

two options, below which the current (control) therapy is preferred, thus representing the morbidity/mortality 

tradeoff.  No particular method for eliciting this threshold was supplied as part of the system.  

Sanders et al.
19

 have developed and implemented a model for automatically generating GLs from evidenced-based 

normative decision models. ALCHEMIST, a web-based system, analyzes a decision model, creates a computer-

interpretable guideline (CIG) in the form of an annotated algorithm, and displays for the guideline user the optimal 

strategy. ALCHEMIST'S interface enables remote users to tailor the guideline by changing underlying input 

variables and observing the new annotated algorithm that is developed automatically. However, although the model 

can be automatically updated when evidence is updated, it does not explicitly include any patient preferences, nor 

does it attempt to elicit them explicitly. 

Glasspool et al. 
20

 developed REACT, a decision support system for medical planning, based on logical 

argumentation. It helps evaluating pros and cons of every planning decision, by showing outcome measures and 

argumentations in favor or against possible treatments. Changes in a treatment plan may be simulated, with 

immediate feedback showing the updated outcomes estimate.  The system has been evaluated in the breast cancer 

field
21

. Differently from our system, it does not explicitly address the patients’ quality of life in quantitative terms. 

 

In the MobiGuide framework, once a GL specification is completed (including an indication of all potential forking 

points and the decision trees relevant to these points), at run time, during a patient visit, a care provider guided by 

the GL-based DSS can elicit the patient's personal context and preferences (utilities) and define the patient's personal 

profile and personalized DT. Based on these, recommendations will be provided by the DSS for prescribing 
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treatment (e.g., medication prescriptions) based on shared decisions for the different context states defined in the 

patient's personal profile. The MobiGuide system will assist the patient, mostly through his mobile phone interface, 

to perform measurements and take medications at specified times, based on treatment plans that are applicable for 

the patient's current state and context. We also intend to enable the patient to change the setting of his current state; 

the MobiGuide system would then activate the plans that are applicable for the new context.  

 

Conclusions 

The challenge we face in MobiGuide is to empower patients by involving them in reasoning about the therapy most 

appropriate for them, together with their caregivers, within a rational framework such as decision analysis. Our tools 

are intended to make decision analysis accessible, if not to all, at least to that portion of patients who want to make a 

more informed choice, that considers their personal preferences. 
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Abstract 

 
Developed by International Outreach Program at St. Jude Children’s Research Hospital, the St. Jude Pediatric 
Oncology Networked Database (POND, www.POND4Kids.org) is a secure, online, multilingual database for 
pediatric hematology/oncology patients. Its purpose is to improve the care of pediatric oncology patients in countries 
with limited resources by the exchange of information and experience between oncologists in diverse geographic 
regions who practice in a similar medical environment.  The major objectives of POND are to: 1. Allow oncologists 
to store, share, and control access to patient data, 2. Provide uniform data collection to facilitate meaningful 
comparisons, 3. Provide educational support for data collection, quality control, and analysis. 4. Provide a multi-
lingual system that supports data sharing and comparison in a universal format while allowing data entry and 
reporting in the user’s native language. POND provides clinical tools that fill an unmet need at many pediatric 
oncology hospitals, particularly those that have common protocols and wish to share information. POND4Kids 
provides pediatric hematology/oncology units with platform for data collection and outcome evaluation that 
facilitates local evaluation and multicenter collaboration. As of March 14, 2012, POND has 1,326 users from 240 
sites in 68 countries. There are over 50,000 records and 800 collaborative data shares and 4,000 logins each month.  
This poster presents a technical overview of the system, reviews global usage of POND, and identifies some of the 
barriers and facilitators for adoption and usage of POND, and provide an example of successful POND use in 
developing countries, and highlight on-going challenges. 
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Topological Visualization Uncovers Novel Clinically Relevant Clusters 
Ryan P. Radecki MD1 
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Abstract 

Clinical research data sets are traditionally interpreted and translated to clinical practice based on univariate and 
multivariate logistic statistical methods.  However, in heterogeneous clinical cohorts, it is intuitive that individual 
patient characteristics co-occur in non-linear associative distributions.  This concept is demonstrated through 
dimension reduction of clinical data sets using topologic visualization.  The implication of this clustered approach 
to research data includes support for new translational informatics strategies for personalized medicine. 

 

Introduction 

The practice of medicine is dependent upon appropriate translation of clinical research.  One of the leading methods 
to translate clinical research is “evidence-based medicine” (EBM).  This methodology uses mathematical estimates 
to regarding the risk of benefit and harm of diagnostics and treatment in support of medical decision-making.1  The 
highest-ranking evidence in EBM are meta-analyses and systematic reviews – statistical aggregations of large 
numbers of patients in pursuit of statistical power. 

The dependence on averaged aggregate data from heterogeneous populations has been cited as one of the 
translational limitations of EBM.2  In recognition of population heterogeneity, it is hypothesized that clusters of 
associated features are distributed throughout the data space.  This study is preliminary work demonstrating novel 
topological visualizations of clinical data sets to test and confirm this hypothesis. 

 

Methods 

Convenience samples of diverse clinical research data 
sets were prepared in rectangular matrices and 
imported into Ayasdi Iris®, a proprietary topological 
visualization environment.  Using Euclidean distance 
measures as statistical lenses, topological projections 
were generated.  A color overlay reflecting underlying 
density of patient outcomes completed the 
visualization of the distribution of associated features. 

 

Results 

A sample visualization of the distribution of patient 
deaths from an ongoing stroke registry is shown in 
Figure 1.  Three distinct clusters of associated poor 
prognostic features are apparent. 

 

Conclusion 

Clinical data sets exhibit distinct clustered associations of individual patient features.  This lends support to an 
alternative translational approach to clinical data sets using topological techniques rather than traditional methods. 
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Figure 1.  Distribution of patient deaths in acute stroke. 
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Introduction and Background: Decisions regarding medication management during the 

perioperative period are often made based clinical anecdotes
1
 and vary by provider.

2-4
  CDS tools 

aid physicians with decision making tasks at the point of care.
5 6

  We have developed a set of 

perioperative medication management recommendation decision heuristics based on evidence-

base literature, clinical notes, and expert opinions.  These heuristics will serve as the foundation 

for a subsequent CDS tool in perioperative medicine.  Methods: In this descriptive study, we 

manually extracted key demographic and medication-related data from the records of 100 

randomly-selected patients at the Minneapolis VA’s preoperative medicine clinic. We then 

searched PubMed for studies in perioperative medication management as well as other web 

sources for expert opinions in the field. Relevant studies, clinical notes, and expert opinions were 

distilled into an XML-based set of heuristics “rules” file  (see Figure).  
<drugclass>  

<id>AN300</id> 
 <instructions>No action recommended</instructions> 

 <exception> 

  <drug> 
   <name>METHOTREXATE NA 2.5MG TAB</name> 

   <instructions>If Creatinine value is normal it is safe to continue, otherwise hold 7-14 days prior: 

&lt;a 

href=&quot;http://www.ncbi.nlm.nih.gov/pubmed/?term=11171680+17204310&quot;target=_newp

age;&gt; SUPPORTING EVIDENCE &lt;/a&gt;&lt;p;&gt;If minro surgery, safe to continue: &lt;a 

href=&quot;http://www.ncbi.nlm.nih.gov/pubmed/?term=20033813&quot;target=_newpage;&gt; 
SUPPORTING EVIDENCE &lt;/a&gt;&lt;/p;&gt;  
Evidence Level: B 

    </instructions> 
  </drug> 

 </exception>  

</drugclass> 

Results: We have developed medication management recommendation heuristics for the entire 

VA’s formulary of drugs based on evidence-base literature, actual clinical notes, and expert 

opinions.  Discussion and Conclusion: This work shows a proof of concept for the full-scale 

system development of similar decision support systems. 
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Abstract 

The Minnesota e-Birth Records Project focuses on evaluating and advancing the readiness of the Minnesota 

Department of Health (MDH), hospitals and EHR vendors for the secure electronic exchange of birth record 

information.  Business process analysis is being used as a tool to assess the components that support the collection 

and exchange of birth records information in order to facilitate interoperability between MDH and a hospital. Gaps 

and opportunities identified through this process will be highlighted.   

 

Introduction 

The Minnesota Electronic Birth (e-Birth) Records Project’s objectives include evaluation of readiness for standards-

based electronic exchange of birth record information between a hospital and MDH; advancing of readiness; and 

piloting the electronic exchange of birth record information between the state of Minnesota Registration and 

Certification System (MR&C) and the EHR system of the pilot hospital.  The evaluation of readiness involves 

examining several components including the content, process, organizational factors, policy, and technology that 

support the collection and exchange of birth records information.  Business process analysis (BPA) is a key 

component of this evaluation to identify gaps and opportunities in facilitating the path towards interoperability.  

Methods 

We adopted the Collaborative Requirements Development Methodology (CDRM) from the Public Health 

Informatics Institute
1
 to perform the assessment.  The BPA component included review of the processes and 

workflow surrounding the collection and exchange of birth records information at the MDH and at the pilot hospital 

to determine how the work currently gets completed and how it might get completed when data is pulled directly 

from an EHR.  This involved interviewing key system users, reviewing existing MR&C documentation, site visits to 

observe workflow and documentation at the pilot hospital, and creating test birth records in the MR&C test system 

to understand the process of creating a birth record at a hospital and its subsequent submission to MDH.  

 

Results 

This evaluation resulted in understanding of factors which impact interoperability including content, processes, 

organizational factors, policy and technology.  Detailed process diagrams and data models have been created which 

show the flow of data and highlighted gaps to address and opportunities to tap into including eliminating data 

redundancies to ensure the secure electronic movement of birth data from EHRs to MDH’s M&RC system.   

Discussion 

Interoperability requirements across clinical care and public health are increasing as part of meaningful use and 

other regulatory drivers and market forces.  Current MDH assessment of movement of data from point of collection 

to public health reporting and the factors impacting seamless electronic exchange need to be understood.  The 

CDRM business process methodology can be a great tool to understand influencing factors and a needed first step in 

the path towards interoperability.     
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Abstract 

Assessing standards adoption is priority for Minnesota e-Health Initiative to monitor progress on meeting MN 
interoperable EHR mandate and tracking EHR Meaningful Use impact.  The Initiative’s framework of assessment 
includes adoption data on standards across different healthcare settings.  Results show low adoption of standards.  
This has been used to identify standards that need implementation support and collaborations are being established 
for training and technical assistance.  Standards dashboard with gaps and opportunities will be highlighted.   

Introduction 

The Minnesota Department of Health (MDH), in partnership with the Minnesota e-Health Initiative, is responsible 
for assessing e-health across 18 different health care settings and sharing the findings.  This information is used to 
measure Minnesota’s status on achieving state and national goals to accelerate adoption and use of electronic health 
records and other HIT to achieve interoperability of health information.   This comprehensive assessment on EHR 
adoption, use and exchange information includes assessment of status of standards for exchange and vocabulary.   
Minnesota’s approach to e-health assessment is a collaborative effort of multiple organizations, assessing multiple 
domains, which include both health settings and professions, from across the continuum of care.   

Methods 

Data is collected from clinics through Minnesota Statewide Quality Reporting and Measurement System where 
reporting is required, whereas survey participation is voluntary in other settings.  An advisory group is set-up for 
each domain with creation of assessment/survey done collaboratively and questions on standards included. All 
entities in a setting are surveyed, with follow-up and analysis of results done by MDH Office of Health IT.  Findings 
are discussed with advisory group to add clarifications before wider dissemination of results.  Data are presented in 
various formats (fact sheets, reports, presentations).  Data for clinics and hospitals exist from 2010, local public 
health departments for last couple of years, nursing home, chiropractic offices and laboratory data from last year. 

Results 

Results to-date show that use of standards varies significantly across settings, varies across transactions as well with 
some like electronic prescribing and immunization reporting more mature in standards adoption than others.  Use of 
standards for message format ranges from 13% of clinics and 39% of hospitals using HL7 message and document 
(CCD) standards for exchange of care summaries, 66% of labs indicating of ability of generate HL7 for laboratory 
reporting and 94% of pharmacies actively e-prescribing.  Adoption of standards for vocabulary is lagging with 16% 
of labs using LOINC codes and 16% using SNOMED codes for lab reports. 

Summary 

Though the results show an upwards trend in standards use in primary care clinics and hospitals, adoption of 
standards in some settings such as nursing home and labs is very low.  The dashboard on standards presents an 
interesting picture of varied needs and technical assistance across settings.  Results are shared with various 
stakeholders for discussions and decisions related to priority and funding.  Targeted outreach and support is 
currently being explored in collaboration with partners such as REACH (Regional Extension Center) and Lab 
Interoperability Cooperative (LIC).  Plans are underway for detailed assessment on standards to identify gaps and 
additional opportunities for improvement.  This model of standards assessment and focused implementation 
assistance can be used by other entities/states to support progress towards interoperability.   

References 
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Abstract 

Medication reconciliation is a critical process to ensure patient safety and reduce errors in clinical care. This 

process is one of the requirements for Stage 2 of the Meaningful Use EHR incentive program by the Center for 

Medicaid and Medicare Services.  The workflows at primary care and specialty practices vary widely.  We describe 

the development of a new medication reconciliation tool designed to be used in an outpatient setting that 

accommodates a wide variety of workflows. 

 

Design Considerations 

When a patient presents at a visit, a time intensive task is to review the medication list with the patient and to make 

the necessary changes to ensure the list is accurate.  The following were considerations in designing a new 

ambulatory medication reconciliation module in the LMR, an in-house developed Electronic Health Record used 

across the Partners HealthCare System enterprise. 

1) Provide the ability to add, edit or remove a medication from the medication list. 

2) Provide the ability to surface medications that the specialty practice is responsible for separate from 

medications being prescribed by other physicians at other practices. 

3) Allow the user to indicate the adherence of the patient to the medication regimen e.g. taking, not taking, 

taking differently than prescribed 

4) Allow the user to create a new prescription/renew an existing prescription as part of the medication 

reconciliation workflow. 

5) Distinguish a user who is updating the medication list for accuracy versus the user who actually performed 

the action of prescribing or discontinuing the medication 

6) Highlight medications that have not been updated in the system for a significant period of time in order to 

facilitate the removal from the active medication list. 

7) Integrate the medication reconciliation actions with the cosigning functionality in the LMR to allow non-

prescribers to perform actions on medications and have those changes available for a physician to review 

and approve. 
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Abstract 

Within the context of an urban HIV clinic serving a high volume of clients from cultural, social, and financially 
disadvantaged populations, the purpose of this study is to understand what factors influence patient consent to the 
NYS health information exchange (HIE). The PRECEDE/PROCEED Model provides the framework for obtaining 
qualitative data through contextual inquiry. Understanding of the predisposing, enabling and reinforcing factors to 
HIE consent, will lead to the development of patient-centered informatics solutions.   

Introduction  

Although there are advantages to HIE, effective use requires perceived usefulness with intended users.  In 2011, 
New York State had the fifth highest number of HIV diagnoses in the country, which exceeded the aggregated 
diagnoses in New Jersey, Pennsylvania and Maryland1. HIE facilitates better care coordination by providing an 
accessible real-time record of patient encounters. Thus, decreasing errors in care through accessibility of pertinent 
information such as allergies, prescribed medications and in emergency situations, it can potentially save lives2. 
Although an “opt-in” or patient affirmative consent model permits health information exchange in the state of New 
York, approximately 9% of individuals choose to participate3. The purpose of this study is to develop a clear 
understanding of the predisposing (prior knowledge/beliefs), enabling (resources and skills) and reinforcing 
(perceived benefits/usefulness) factors that influence patient affirmative consent for HIE4. 

Methods 

Data collection and analysis will be informed by The PRECEDE/PROCEED Model4. We will observe clinic 
workflow to understand the HIE consent process.  In order to capture this data, the four principles of contextual 
inquiry will be employed, which are to gain context by going where the work is being performed, articulating the 
work experience through shared inquiry, interpreting the findings with the stakeholder to prevent bias, and through 
maintaining focus with the topic of interest4. We will also conduct individual semi-structured interviews and focus 
groups with patient financial advisors responsible for obtaining HIE consent and with clinicians. We will 
thematically analyze qualitative data and create a workflow diagram.  

Results/Conclusions 

Preliminary results suggest that multiple interruptions during PFA clinic workflow negatively influence patient 
affirmative consent to HIE.  Individual semi-structured interviews will be used to provide a deeper understanding of 
the mechanisms behind this phenomenon. 

Acknowledgments: Funded by T32NR007969 (Bakken, PI) 
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Abstract 

Increased participation in Health Information Exchange (HIE) has created the opportunity to integrate data from 
external sources into organization’s own workflows. Lack of proper data adjudication of incoming data can lead to 
erroneous data unfit for use in the clinical setting. In this project, we analyzed data in Intermountain Healthcare’s 
Enterprise Data Warehouse (EDW) to identify error patterns. From this analysis, we extracted requirements for 
data adjudication and designed architecture for an inferencing solution integrated in the overall system architecture 
to detect errors and facilitate corrective actions. 

Background 

Intermountain Healthcare is participating in multiple HIE projects including the Care Connectivity Consortium 
(CCC)1 at the national level, the Utah Clinical Health Information Exchange (cHIE) at the state level and various 
private exchanges. Intermountain’s experience in implementing HIE suggests that data received through HIEs may 
not be interoperable or meet regulatory requirements and may present many unique data integrity challenges. 

Method 

We categorically analyzed 2.2 million Hemoglobin A1C (HgbA1C) result records from Intermountain Healthcare’s 
enterprise data warehouse (EDW) to describe potential error patterns. The data in the EDW is a copy of the data 
from the Clinical Data Repository (CDR) which stores longitudinal patient data. Data sources for HgbA1C results 
include Intermountain and non-Intermountain laboratories as well as manually entered point-of-care laboratory 
results. From the results of a statistical error pattern analysis and our experience with HIE, we created requirements 
and designed the architecture for the data adjudication system for ensuring data integration and interoperability. 

Results and Discussion 

Based on preliminary analysis, we classified the errors into the following categories: A) Completeness (presence of 
mandatory data); B) Physiological compatibility (HgbA1C<2% or >20%); C) Redundant data (duplicates). We found 
an error rate of 0.43%, amongst which 33.9% of errors were from physiological incompatibility and 66.1% errors 
were due to incomplete data. Although the number of duplicate records were negligible, we believe that the error 
rate will increase as the number of external organizations participating in the HIE increases. Figure 1 shows the 
architecture for the data adjudication system. The patient information is currently exchanged in either the 
HITSP/C32 v2.5 or HL7 v2.x formats. The Message Orchestrator manages the workflow for the data adjudication 
process. Relevant data is extracted from the incoming external data and sent to the Clinical Decision Support (CDS) 
Data Adjudicator. The CDS Data Adjudicator then applies rules to this data to ensure data completeness, 
physiological compatibility and non-redundancy. Any discrepancies in data will be added to the “Critique 
Information” report for resolution. If the data passes all validity rules, it is stored to the CDR. 
 

Figure 1. Architecture for HIE Data Adjudication  

Message 
Orchestrator

Data Extractor
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CDR (Patient 
Data)

A. Rules for Data 
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B. Rules for Physiological  
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Redundancy

Clinical Decision Support (CDS) Data Adjudicator (JBoss Drools®)External 
HIE Data

 
Conclusion 

Based on our analysis and development we believe that the data adjudication rules for error categories of data 
completeness, physiological compatibility and redundancy will ensure data quality in HIE data integration. We plan 
to apply these rules to other data types such as patient allergies, problems and medications. 
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Background 

To generate meaningful patient-centered outcomes research, researchers need high-quality data, including greater 

clinical detail, longitudinal follow-up, and linkages among data sets
1
. To advance research data infrastructure, 

University of Wisconsin-Milwaukee and Aurora Health Care Research Institute have collaborated on a multistage 

project to develop a retrospective EMR-based longitudinal anticoagulation clinical database being used for patient-

centered outcome research on most frequently prescribed anticoagulation agents such as warfarin. Despite recent 

scientific achievements, anticoagulation treatment is still challenging. For instance, warfarin's therapeutic window is 

narrow (2.0 < INR < 3.0) relative to a large diverse urban patient population where therapeutic dosing may vary as 

much as 15 fold. Consequently, warfarin initiation requires intensive patient monitoring and achieving “therapeutic” 

dosing may require frequent dose modification following complex dose-adjustment protocols. Dozens of algorithms 

exist that integrate clinical and genetic factors into individualized predictive models for warfarin dose. However, 

there has been little testing of algorithms across a large diverse urban population. Consequently, the value of 

sophisticated algorithms based on genetic and clinical data remains an open question.  

Aurora Healthcare is the largest health care system in Wisconsin operating 15 hospitals throughout the state with 

more than 3000 licensed beds, 170 physician clinic facilities, and several other health care related entities. It serves 

about 1.2 million patients each year through 2 million hospital and outpatient visits and 4.1 million ambulatory care 

visits. So, such an anticoagulation research database representing Wisconsin State population would be a powerful 

tool for conducting outcome research studies on anticoagulation dosing algorithms. This database is initially used 

for validating a simulating platform which generates synthetic electronic medical records consistent with target 

populations for identifying optimal warfarin dosing algorithms. 

Methods  

Different steps have been taken in the database development including: requirements analysis (identification of 

clinical variables); data extraction from two electronic medical record systems of the Aurora Health Care, quality 

control and integration process and loading the data into the i2b2 cohort discovery tool
2
. A one-way honest broker 

was used to protect patient confidentiality. 

Results 

The initial database contains over 110,000 unique anticoagulation patients from 15 inpatient facilities across south-

eastern Wisconsin from 2002-2009. Age, race and geographical distributions of the cohort are consistent with the 

State of Wisconsin and Milwaukee County. This is one of the largest warfarin urban patient population databases. 

Preliminary simulations include segmenting the population and identifying the optimal warfarin dosing protocol for 

any given segment. 

Discussion  

We have developed a normalized “Anticoagulation” registry containing over 110, 000 patients with the goal of 

simulating and testing warfarin dosing algorithms designed to achieve therapeutic dose more quickly.  Such a 

resource is invaluable to pursue the broad objectives of individualized and thus, improved outcome patient-centric 

research.   
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Background: The Howard Hughes Medical Institute and the Association of Medical 
Colleges published a report outlining scientific competencies medical students must 
understand upon completion of their M.D. Reviewing medical school curricula for 
content requires significant manual effort and domain expertise. Automatic classification 
allows content audits and automated comparisons of curricula between medical 
schools. For this feasibility pilot, we evaluated automatic classification of curricula 
documents into high level content categories. 

Methods: From the medical school curriculum, we collected 511 pdfs, power points, 
and word documents. Each document is labeled according to a core principle that 
includes musculoskeletal & hematology & dermatology (63 documents), respiratory (39 
documents), renal (51 documents), endocrine & reproductive (97 documents), 
gastrointestinal (82 documents), and nervous system (95 documents), and cardiology 
(84 documents) categories. We transformed the documents into a bag of word 
representation with a term frequency inverse document frequency transformation 
applied. We then applied a linear support vector machine optimized for cost parameter. 
To evaluate generalization performance, we used a nested cross validation protocol 
across 5 data splits. We reported area under the curve performance (a.k.a. the c-
statistic) for each category. 
Results: The machine learned models demonstrate the following performance in each 
category: cardiology (AUC = 0.90±0.03), musculoskeletal & hematology & dermatology 
(AUC = 0.94±0.02), respiratory (AUC=0.95±0.02), renal (AUC=0.97±0.01), endocrine & 
reproductive (AUC=0.92±0.02), gastrointestinal (AUC=0.95±0.02), and nervous system 
(AUC=0.93±0.02). 

Conclusions: As a first step, machine learned models perform with promising area 
under the curve for categorizing documents into content categories. This initial work 
sets the foundation for automatically classifying medical school curricula into more 
granular content categories.  
 
References: A Tutorial on Support Vector Machines for Pattern Recognition, 
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Features, Thorsten Joachims, ECML '98 Proceedings of the 10th European Conference 
on Machine Learning, 137-142, 1998 
GEMS: A system for automated cancer diagnosis and biomarker discovery from 
microarray gene expression data, Alexander Statnikov, Ioannis Tsamardinos,Constantin 
F. Aliferis, et al, International Journal of Medical Informatics, 491—503, 2005  
“Understanding” Medical School Curriculum Content Using KnowledgeMap, Joshua C 
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Abstract 

Efficiency and quality of documentation are critical in surgical settings because operating rooms are a major 

source of revenue, and because adverse events may have enormous consequences. Electronic health records (EHRs) 

have potential to impact surgical volume, quality, and documentation time.  Ophthalmology is an ideal domain to 

examine these issues because procedures are high-throughput and demand efficient documentation.  This time-

motion study examines nursing documentation during implementation of an EHR operating room management 

system in an ophthalmology department. Key findings are: (1) EHR nursing documentation time was significantly 

worse during early implementation, but improved to a level near but slightly worse than paper baseline, (2) Mean 

documentation time varied significantly among nurses during early implementation, and (3) There was no decrease 

in operating room turnover time or surgical volume after implementation.  These findings have important 

implications for ambulatory surgery departments planning EHR implementation, and for research in system design. 

 

Introduction 

Adoption rates of electronic health record (EHR) systems in the United States have been relatively low, despite the 

potential long-term benefits.  One major study in 2008 found a 17% adoption rate of basic or complete EHRs by 

ambulatory physicians across the country1.
  
In contrast, EHR adoption rates in other industrialized countries are well 

over 90%2.  To address these challenges, the federal Health Information Technology for Economic and Clinical 

Health (HITECH) Act is providing financial incentives to physicians and hospitals for implementation and 

“meaningful use” of certified EHRs3-4.  More recently, surveys have suggested that adoption rates are increasing5.  

These electronic systems are being implemented throughout the entire health care system, ranging from medical to 

surgical domains and including both physician and nursing documentation.   

However, there are important barriers to implementation of EHR systems.  Concerns have been raised that electronic 

systems may disrupt workflow and cause difficulty with patient volume, documentation speed, and effectiveness of 

clinical documentation6-7.  Several studies have found that electronic systems may contribute to medical errors, 

particularly if implementation is not performed carefully8.  There are related concerns that the difficult initial 

learning curve required for adoption may make implementation impractical in critical, time-sensitive clinical 

domains such as operating rooms and intensive care units9.  

Few studies have rigorously examined the impact of EHR systems on documentation speed and overall clinical 

efficiency, particularly during the early implementation period.  Furthermore, because there are fundamental 

differences among various clinical settings, research findings from studies performed in one area may not 

extrapolate to other areas.  In particular, electronic operating room management systems are used by enterprise-wide 

EHRs for surgical nursing documentation, anesthesia documentation, materials management, and room scheduling.  

These are critical tasks that affect the quality, cost, and efficiency of surgical care.  We are not aware of published 

studies examining documentation efficiency during implementation of these operating room management systems.  

This is an important gap in knowledge because operating rooms demand high quality of care with little tolerance for 

error, and because they demand high efficiency and clinical throughput to minimize costs and generate revenue.  

Better understanding of these issues will provide generalizable information about the impact of EHRs on clinical 

practice, about improvements in documentation speed during the early implementation period, and about strategies 

to minimize clinical disruptions during implementation.   
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The purpose of this study is to examine the speed of nursing documentation during the early and late implementation 

periods of an EHR operating room management system for ambulatory ophthalmology surgery.  Ophthalmology is 

an ideal domain to examine these issues because procedures are high-throughput and demand efficient 

documentation.  This study was conducted using time-motion methods in an academic medical center which had a 

functional institution-wide EHR system since 2006, and which was implementing an operating room management 

system module in 2012.  Baseline pre-implementation findings using traditional paper documentation are compared 

to findings during the one-year period after EHR implementation.   

 

Methods 

This study was reviewed by the Institutional Review Board at Oregon Health & Science University (OHSU), and 

was granted an exemption because there was no collection of data in a manner that patients could be identified.   

Description of Study Institution and Electronic Health Record (EHR) System 

OHSU is a large academic medical center in Portland, Oregon.  The ophthalmology department includes over 50 

faculty providers, who perform over 90,000 annual outpatient examinations.  The department provides primary eye 

care, and serves as a major referral center in Pacific Northwest and nationally.  Over 4,000 surgical procedures are 

performed every year in an ambulatory ophthalmic surgery suite with 4 operating rooms.  Virtually every procedure 

is performed under general anesthesia, local anesthesia, or monitored anesthesia care.  Every procedure is staffed by 

an ophthalmologist; an anesthesiologist or certified registered nurse anesthetist; a “scrub staff” (nurse or technician) 

who manages surgical instruments; and a “circulating nurse” who manages room inventory, completes 

documentation, and provides direct patient care.   

Over several years, an institution-wide EHR system (EpicCare; Epic Systems, Madison, WI) was implemented 

throughout OHSU.  This vendor develops software for mid-size and large medical practices, is a market share leader 

among large hospitals, and has implemented its EHR systems at over 200 hospital systems in the United States.  In 

2006, all clinicians at OHSU began using this EHR.  All ambulatory practice management, clinical documentation, 

order entry, medication prescribing, and billing tasks are performed using components of the EHR.   

Implementation of EHR Operating Room Management System 

Through 2011, all nursing documentation in the ophthalmology surgical suite was paper-based, and anesthesia 

documentation was performed using a different EHR system (Centricity; GE Healthcare, Buckinghamshire, United 

Kingdom).  Subsequently, OHSU implemented an EHR operating room management system throughout the 

institution (OpTime; Epic Systems, Madison, WI)10.  This new system included tools for all key surgical processes 

such as scheduling, staffing, equipment and materials management.  It also included anesthesia record keeping as 

well as pre-operative, intraoperative, and post-operative nursing documentation.   

In January 2011, institution-wide planning related to the OpTime operating room management system began.  

Within the ophthalmology department, this involved an institution-wide nurse champion, a departmental nurse 

champion (ASB), a physician champion, the director of peri-operative services, the materials coordinator, and the 

senior quality assurance manager.  Preparations included attending validation and planning meetings with the 

vendor, work flow analysis, pre-populating the software with relevant information, supply chain management, and 

end-user education.  In December 2011 (1 month prior to implementation), seven nurse “super-users” were selected 

based on their job roles and perceived computer skills.  Super-users received an 8-hour system training session, were 

given an extensive preview of the software, and were taught to act as peer instructors.  Shortly before system 

implementation, all operating room nurses (including super-users) attended an 8-hour training session and were 

given access to practice on a limited version of the software.   

In January 2012, the system implementation occurred.  Anticipating difficulties with EHR adoption during the first 2 

weeks, the department increased nurse staffing (from 1 to 2 circulating nurses) in rooms with short procedures.  

Additionally, 2 information technology consultants and 2 nurse super-users were present each day during the first 2 

weeks after implementation.  After this time, each room with short procedures was staffed with 2 circulating nurses 

to help with patient care, assist with room turnover, and address unforeseen documentation problems.   

Time-Motion Analysis of Nursing Documentation Time 

A paper log sheet was developed by consensus of three authors (SRB, ASB, MFC) to capture all patient transition 

and nursing documentation events relevant to activities of a single operating room.  This included the type and 

duration of all nursing documentation, surgical workflow events, staff present in the operating room, and qualitative 
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observations.  Time-motion data was collected by a single observer (SRB) who shadowed the circulating nurse 

responsible for documentation, using a mobile phone equipped with time stamping software (Emerald Timestamp; 

Emerald Sequoia, Los Gatos, CA), and recorded data onto the log sheet.  The data collection method and log sheet 

design underwent 3 cycles of pilot-testing and iterative modification.  Data was collected for 3 weeks pre-

implementation, and roughly one week per month for 12 months post-implementation.  The observer gathered data 

in a multiple rooms each day, with the goal of obtaining an even distribution of the most common ophthalmic 

surgeries and shadowing different circulating nurses.   

Data Analysis 

The total intraoperative nursing documentation time and turnover times were calculated for each surgical procedure.  

Due to variability in the total procedure time and distribution of procedure types across the different time periods of 

the study, we elected to compare the “Percent Procedure Time Documenting” (PPTD, %) in addition to the absolute 

documentation time (minutes).  The PPTD was calculated by dividing the total intraoperative documentation time by 

the total procedure time, which was defined as the total time a patient spent in the operating room.  “Turnover 

times” for each room were defined as the time elapsed between one patient leaving the operating room and the 

subsequent patient entering the operating room.  Turnover times were excluded if the previous case ended early or if 

there was a scheduled gap between procedures.   

Three time periods were compared: “paper” (before implementation), “early EHR” (1-3 months after 

implementation), and “late EHR” (4-12 months after implementation).  Wilcoxon rank-sum tests were performed for 

overall intraoperative documentation times and turnover times between periods.  One-way ANOVA models were 

employed to analyze differences in the speed of intraoperative documentation time among nurses with sufficient 

numbers of procedures within and between time periods.  These nurses were divided into “fast” and “slow” groups 

according to mean baseline documentation PPTD to facilitate two-way ANOVA analysis.  Analysis was performed 

using spreadsheet (Excel 2007; Microsoft, Redmond, WA) and statistical (Stata v11; StataCorp, College Station, 

TX) software.   

 

Results 

Characteristics of Study Cases 

From January 2012 through January 2013, 52 days of surgery were observed (10 days utilizing paper 

Figure 1.  Monthly (A) intraoperative nursing documentation time and (B) percent of procedure time 

documenting after EHR implementation.  Data are shown using boxplots* over three time periods: paper 

baseline, early EHR (months 1-3), and late EHR (months 4-12).  Vertical dashed lines indicate transitions 

between time periods.  A total of 246 cases were observed (mean [range] = 19 [8-58] cases per month). 

 

* Median documentation time is indicated by the central horizontal line of each box, while the ends of each box represent the 

first and third quartiles (25th and 75th percentile).  Upper and lower whiskers represent the most extreme values within 1.5 

times the interquartile range from these quartiles.  Dots represent potential outlier values. 
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Table 1. Intraoperative nursing documentation time (in minutes) over three time periods: paper baseline, 

early EHR (months 1-3), and late EHR (months 4-12).  Data are displayed by individual nurse for the number 

of procedures recorded, mean documentation time, and percent of procedure time documenting (PPTD).  

 

 
 

Nurse
n

Documentation 

Time (mean ±SD) PPTD n

Documentation 

Time (mean ±SD) PPTD n

Documentation 

Time (mean ±SD) PPTD

A 15 7.6 ± 2.0 23% 6 19.4 ± 12.8 39% 9 9.9 ± 2.0 19%

B 3 4.8 ± 1.4 8% 9 10.6 ± 3.8 30% 4 7.6 ± 1.8 27%

C 7 8.1 ± 5.6 21% 9 21.7 ± 10.0 39% 16 9.0 ± 2.5 17%

D 4 10.3 ± 2.7 21% 3 34.5 ± 27.4 43% 13 7.5 ± 2.7 18%

E 7 8.7 ± 2.3 19% 4 20.1 ± 5.9 27% 1 8.7 37%

F 15 6.4 ± 0.8 23% 1 15.7 16% 13 9.1 ± 2.2 22%

G 3 8.2 ± 2.3 13% 7 13.9 ± 7.4 35% 1 10.8 15%

H 1 7.9 14% 8 17.1 ± 4.7 34% 7 8.5 ± 1.6 30%

I − − − 2 13.8 ± 0.7 47% − − −

J 3 6.2 ± 0.8 11% − − − 5 8.1 ± 1.2 25%

K − − − 21 13.4 ± 3.2 48% 17 10.4 ± 4.1 20%

L − − − 6 15.3 ± 4.4 57% 3 10.0 ± 2.1 23%

M − − − 9 18.4 ± 5.2 49% 14 10.8 ± 2.5 22%

Total 58 7.5 ± 2.7 20% 85 16.5 ± 8.6 41% 103 9.3 ± 2.8 21%

Early EHR Late EHRPaper

documentation, 42 days utilizing EHR).  Overall, 259 surgical procedures were observed, yielding 246 complete 

procedures in which the observer was present for the entirety of intraoperative documentation (58 paper, 188 EHR).  

This data set represents procedures involving 25 ophthalmologists and 13 nurses, and includes procedures from six 

ophthalmology sub-specialties (comprehensive ophthalmology, cornea, glaucoma, oculoplastics, pediatrics, retina).     

Evaluation of Surgical Volume and Case Distribution: Comparison with Baseline Data 

Baseline pre-implementation paper data from calendar year 2011 showed that 4,419 unique ophthalmology surgical 

procedures (mean 85.0 procedures/week) were performed in the operating room.  Surgical volume after EHR 

implementation in calendar year 2012 was significantly higher (P<.001) with 4,912 unique ophthalmology surgical 

procedures (mean 94.5 procedures/week).  Surgical volume during the first week of implementation decreased (79 

procedures), but returned to above baseline levels by the second week.  Lower volume during the first week was not 

planned, although anecdotally, several ophthalmologists rescheduled procedures in anticipation of implementation. 

To analyze factors related to the increase in surgical volume after implementation, we identified a subset of 21 

“stable providers” who operated continuously throughout the study period and had <1 month gap in surgical 

procedures performed.  These 21 stable providers performed a total of 3,581 surgical procedures (mean ± standard 

deviation [SD] 14.2 ± 8.3 procedures/month) during the 12 months before implementation, compared with 3,765 

surgical procedures (mean ± SD 14.9 ± 9.5 procedures/month) during the 12 months after implementation. 

Comparison of Documentation Time: Paper vs. EHR  

Figure 1 and Table 1 summarize the intraoperative documentation time before vs. after EHR implementation.  

During the first week after implementation, an additional 14.6 minutes/procedure was required to document in EHR 

compared to the paper baseline.  During the early (months 1-3) EHR period, there was a statistically-significant 

worsening in mean documentation time compared to paper (16.5 minutes/procedure vs. 7.5 minutes/procedure, 

p<.0001).  During the late (months 4-12) EHR period, there was a significant improvement in mean documentation 

time compared to the early EHR period (9.3 minutes/procedure, p<.0001).  The difference in mean documentation 

time between the paper baseline and late EHR (9.3 minutes/procedure vs. 7.5 minutes/procedure) was also 

statistically significant (p<.0001).  The percent procedure time documenting increased from a paper baseline of 

20%, to 40% in early EHR (p<.0001).   Notably, the late EHR improvement to 21% of procedure time was not 

significantly different than paper baseline (p=.7).   

Comparison of Documentation Time: Variation among Nurses 
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Among the 8 nurses who documented in both paper and early EHR implementation periods (Table 1), all had 

worsening in documentation time during the early EHR period.  Four nurses showed statistically significant 

worsening (p<.05).  During the early EHR implementation period, the fastest nurse had documentation time of 10.6 

± 3.8 minutes/procedure, compared to 34.5 ± 27.4 minutes/procedure in the slowest nurse.  During the late EHR 

period, the fastest nurse had documentation time of 7.5 ± 2.7 minutes/procedure, compared to 10.8 ± 2.5 

minutes/procedure in the slowest nurse.  By one-way ANOVA analysis, there was no significant difference in 

documentation time among individual nurses during paper (p=.08) or late EHR periods (p=.14), but there were 

statistically significant differences among nurses during the early EHR period (p=.03).  The variation in 

documentation time among nurses decreased significantly from early EHR to late EHR (p=.004, by two-sample 

variance comparison test).  Two-way ANOVA analysis was employed with nurses divided into “fast” and “slow” 

categories, which revealed the time period as a significant main effect (p<.001), but not nurse group (p=.17) or the 

interaction between these variables (p=.28). 

Comparison of Documentation Time: Turnover Time and Unintended Consequences 

Table 2 summarizes operating room turnover times before vs. after EHR implementation.  There were no 

statistically significant differences in the mean operating room turnover times between paper vs. early EHR, early 

EHR vs. late EHR, or paper vs. late EHR periods (p>.18 by Wilcoxon rank-sum test).  After implementation, a 

change in the documentation style among circulating nurses was observed.  This was characterized by an increased 

tendency to document aspects of the following procedure in between procedures or during the downtime of the 

ongoing procedure.  In the paper baseline period, we observed a single nurse document in this style in 1.7% (1/58) 

of procedures.  This increased significantly after implementation, in the early EHR period 7 nurses documented 

25.9% (22/85) of procedures in the new style (p=.0001), and 5 nurses documented  16.5% (17/103) of procedures 

this way in the late EHR period.    

Discussion 

Summary of Key Findings 

To our knowledge, this is the first published study involving time-motion analysis of nursing documentation time 

after implementation of an EHR operating room management system.  The key findings are that: (1) EHR mean 

nursing documentation time significantly worsened after early implementation, but returned to near-baseline levels 

slightly worse than the paper baseline.  However, there was no significant difference in percentage of procedure time 

spent documenting before vs. after implementation.  (2) There were significant differences among nurses with 

regard to mean documentation time during the early EHR period.  (3) Operating room turnover time did not change 

and surgical volume did not decrease after implementation.   

This study extends the existing literature in this area by examining the ophthalmology ambulatory surgery domain, 

by analyzing trends during the technology implementation period, by performing analysis of surgical volume and 

time efficiency, and by examining differences among nurse providers.  Operational assessment of EHR 

implementation is often performed using readily available data points, such as user satisfaction surveys and beliefs 

regarding system quality and efficiency.  The reliability of subjective user observations on efficiency or time spent 

documenting is unclear, which necessitates the use of objective data to draw appropriate conclusions.  Objective 

data on time impacts of EHR implementation are valuable in guiding future workflow optimization efforts in 

preparing for implementation, during the early implementation period and during the later near-baseline period. 

Table 2.  Operating room turnover time* between surgical procedures over three time periods: paper 

baseline, early EHR (months 1-3), and late EHR (months 4-12). 

 

 
* No statistically-significant difference in turnover time between any pairs of time periods. 

Paper Early EHR Late EHR

Surgical procedures 41  64 78

Turnover time (minutes)

Mean ± SD* 17.3 ± 6.5 16.2 ± 8.2 15.6 ± 4.8

Minimum 8.8 7.4 4.5

Maximum 37.5 56.2 31.3
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Impact on Documentation Time 

One key study finding was that total documentation time worsened significantly during the first week after EHR 

implementation, improved through the early EHR period, and reached a near-baseline level during the late EHR 

period that was slightly worse than the paper baseline (Figure 1).  However there was no significant difference in 

the PPTD before vs. after implementation.  A significant worsening in documentation time during the early EHR 

period was observed with both total time (minutes) and PPTD.  While the total time improved significantly in late 

EHR vs. paper, there was no significant difference between PPTD in paper vs. late EHR.  We chose to collect data 

on both total time and PPTD, as the former may be more clinically intuitive, but the latter may depict other aspects 

of the documentation burden by accounting for procedure duration.  Previous research involving speed of 

ambulatory EHR documentation compared to paper documentation has reached varying conclusions11.  Studies in 

primary care medical settings have reported that EHRs were associated with increased documentation time,12-13 while 

studies in other domains have found shorter documentation times with EHR14.  A recent study of 20 ophthalmology 

physicians showed that documentation speed using mouse-based and text-based EHR widgets was significantly 

worse than using paper15.  Another study found that the number of ophthalmology exam elements documented using 

EHRs was significantly greater than using paper templates, suggesting that slower documentation might be partially 

explained by improved completeness16.  During the late EHR period, we believe that documentation time improved 

because of a combination of factors such as the nurses’ learning curve (e.g. purposefully navigating the software and 

adopting a previously-unfamiliar vernacular) and overcoming early time-consuming errors.   

One potential contributor to this increase in documentation time is that institution-wide EHRs, which were 

presumably designed for fields such as primary care medicine, may provide unique challenges when used for more 

specialized fields such as ophthalmology17.  Using the EHR was noted by nursing staff to require numerous 

additional steps to document ophthalmology-specific information such as the site, action, and route of medications 

through a sequence of checkboxes and pull-down menus (Figure 2).  Furthermore, redundant paper documentation 

of 9-25 data elements (depending on the specific surgical procedure) was required even after EHR implementation 

for regulatory, clinical, inventory, and financial reasons.  While it was beyond the scope of this study to identify the 

exact reasons for worsened documentation time, we believe that further system customization and improved 

familiarity among nurses will improve EHR documentation time in the future.   

Impact on Nurses 

A second key finding was a significant variation among nurses regarding EHR documentation time.  During the 

early EHR period, all nurses had worsened documentation time, with large variation among nurses ranging from 

10.6-34.5 minutes/procedure (Table 1).  This variation decreased over time.  Of note, it was also observed that there 

was no differential effect of nurse documentation speed at baseline (i.e. “fast” vs. “slow” nurse groups) on 

documentation time throughout implementation.  This could suggest that the observed variation may arise from 

other characteristics of individual nurses.  It is encouraging that documentation time improved in all nurses between 

the early and late EHR periods, and that variation among nurses also decreased.  Previous research on EHRs and 

nursing documentation has reported varying conclusions18-19.  A study of nursing documentation in psychiatry 

reported an increase in the time required for computer-based documentation20.  Several studies have reported that 

after the introduction of EHRs, the proportion of time nurses spent documenting was unchanged21-22.  Additional 

qualitative research studies may help elucidate the factors related to early differences in nursing documentation time.  

This may have implications for operation and training for EHR systems, and for future research involving the design 

and usability of surgical EHR documentation systems17,23.   

Impact on Turnover Time and Volume 

A final key finding is that EHR implementation in this high-volume ophthalmic ambulatory surgery setting did not 

significantly affect operating room turnover times or patient volume, which are two critical metrics of clinical 

productivity (Table 2).  Efficiency and quality of documentation in the operating room are important not only 

because operating rooms are a key source of hospital admission and revenue24, but also because adverse surgical 

events can have enormous consequences25.  There was in fact an increase in patient volume during this study, 

although we believe this may be attributed to the addition of faculty surgeons in the months prior to and during our 

study period (data not shown), rather than the implementation of an EHR operating room system.  Several previous 

studies have demonstrated similar findings with regard to the impact of electronic systems on clinical productivity.  

For example, some authors have suggested that there may be an initial decrease in productivity after EHR 

implementation in primary care offices, with subsequent recovery26-27.  One study involving five ambulatory clinics 

at an academic medical center suggested that there was no obvious slowing of office workflow or productivity with 
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EHRs28.  Finally, a study examining productivity before vs. after implementation of an institution-wide EHR showed 

a small increase in clinical volume and charges after implementation29.  One strategy to maintain clinical efficiency 

after EHR implementation at the study institution was to increase the number of circulating surgical nurses by 0.5 

full-time equivalents throughout the late EHR period to assist with documentation.  This may be useful for other 

institutions to consider.   

Unintended Consequences 

An additional observation from this study was an unintended change in nursing documentation style after EHR 

implementation.  We observed that a number of nurses began documenting for the next procedure in between 

procedures or during the downtime of the current procedure.  The new observed documentation style mimicked the 

“charting by exception” style of nursing documentation, an efficient style that includes pre-populated templates and 

requires documentation of only abnormal data30.  When we asked nurses to qualitatively describe their reasons for 

adopting this behavior, common explanations were that it reduced the number of system logins and that it permitted 

navigation and documentation of the EHR system at convenient times.  Another potential contributor to this 

phenomenon may be that EHR poses less of a barrier to documenting between two procedures due to ready access to 

multiple patient records on one screen.  This is in contrast to the clear separation that exists between two same 

procedures using paper charts.   

After implementation, the department and nursing staff took a number of steps to ensure successful adoption of the 

EHR.  For example, a nurse super-user was assigned to communicate with the staff and collect feedback, work with 

the vendor, regularly update customizable sections of the EHR, and create aliases for supplies and equipment to 

make them easily accessible.  Certain nurses felt that, along with routine learning, the improvements in 

documentation time seen later in the study could partially be attributed to this type of active engagement in 

Figure 2. Example of documentation challenges using an EHR operating room management system 

compared to paper. (A) Displays multiple steps involved in documenting administration of medications in the 

EHR. (B) Shows the paper form used to document medication administration. 

 
 

 

B 
B
B 

A 
 
B
B 
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improving the EHR.  Previous research has shown that electronic systems can impact clinical care by affecting 

cognition and decision-making31.  Poorly implemented EHRs have been shown to contribute to bad decision-making 

and medical errors8.  New documentation styles may have the potential to improve efficiency, but this should be 

weighed carefully against concerns of medico-legal liability and patient safety32.  The impact of EHRs on 

documentation style and quality in surgical settings warrants further research. 

Limitations 

Several additional limitations of this study should be noted: (1) Although data were collected for over 1 year, the 

sample size was relatively low (n=246 procedures total) and it was not possible to equally represent the types of 

surgical procedures performed using paper vs. EHR documentation, or ensure that nurses were equally represented 

in the data analysis (Table 1).  This likely resulted in decreased statistical power and may have created biases 

depending on differences in distribution among surgical procedures or nurses. However, it would have been 

impractical to equally match the distribution of surgeries and nurses because of day-to-day clinical differences, and 

because circulating nurses often moved between different operating rooms.  In addition, we note that the trends in 

documentation time are consistent among all types of surgical procedures and among all nurses.  (2) The study was 

limited to nursing documentation in the ambulatory ophthalmology surgery domain.  Therefore, findings may not 

necessarily generalize to other providers, clinical settings, or EHR systems.  Results from this study must be 

interpreted within the larger body of evaluation literature involving EHR efficiency and implementation.  (3) 

Finally, this study was not designed to examine differences between paper and EHR documentation with regard to 

potential confounding factors such as accuracy or completeness of documentation, patient complexity, nature of the 

nurse-patient interaction, and nature of interaction between circulating nurses and surgeons in the operating room.  

Although there was no clear quantitative or qualitative evidence of differences between paper and electronic systems 

in these areas, they are important factors that will deserve additional study as EHR implementation becomes more 

widespread in operating room settings.   

 

Conclusions 

During the early implementation period of an EHR operating room management system, this study found that 

intraoperative nursing documentation time significantly increased but returned to near-baseline levels after 3 

months, which were slightly worse than the paper baseline.  There were significant differences in documentation 

time among nurses which improved during the late implementation period.  However, there were no significant 

differences in operating room turnover time and surgical volume was not negatively affected.  These time-motion 

methods are useful for objective evaluation of the EHR implementation process.  Findings from this study have 

implications for groups planning similar implementations of surgical EHR modules, and for future research that 

aims to improve the usability and workflow of electronic systems. 
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ABSTRACT:  One challenge to surveillance for acute kidney injury (AKI) is that many relevant risk factors for AKI exist only in unstructured 

data. We identified terms for nephrotoxic exposures known to be relevant to AKI to train a natural language processing (NLP) tool to extract 

and classify these risk factors.  We combined Ytex with the UMLS terminology API for developing term precision and mined human 

annotations on a 125 medical narrative document corpus for term recall. 

BACKGROUND: Challenges to surveillance for acute kidney injury (AKI) have been the lack of a systematic means of collecting data 

pertinent to risk factors for the condition and formulation of case definitions from these data.   Sources of AKI-relevant information include 

two broad categories of data types: (1) structured clinical data such as diagnosis codes, laboratory tests, and medication administration data, 

and (2) narrative text in the electronic health record that report signs, symptoms, findings, and diagnoses.  Because of administrative coding 

bias towards only more serious conditions, many relevant risk factors for AKI exist only in unstructured data.  To support risk adjustment 

model development for automated surveillance for AKI among hospitalized patients, we have initiated a study for the development of a set of 

natural language processing (NLP) procedures for codifying clinical information from narrative text.  These procedures then determine 

inclusion and exclusion rules to clinically define AKI risk factors. Many NLP tools are able to map text to UMLS concepts.  However, in 

order to actually apply NLP results to a clinical use case, substantial work is required so as to (a) choose a unique concept for each 

annotation, (b) filter the annotations to the desired use case and (c) perform iterative error analyses.  

METHODS: Data Collection: We drew a study corpus sample of narrative clinical notes from a Veterans Health Administration database of 

medical records of acute care inpatient hospitalizations at the VA Tennessee Valley Healthcare System (Nashville and Murfreesboro, 

Tennessee) facilities.  Our study corpus was constructed by pulling a random set of 125 documents with the following criteria: clinical 

records dated within a 24 hour period of the admission date of patients hospitalized at the facilities in January of 2009, wherein each 

document was one of a variety of Admission Note, or History & Physical Note categories.  

Tool Development: As a part of an on-going effort to instantiate a generalized NLP pipeline customizable to particular clinical use cases, we 

ran the clinical NLP tool Ytex [1] on the study corpus of 125 documents in combination with the beta version of the UMLS Terminology 

Services API 2.0 [2] for filtering the Ytex annotations to AKI-relevant mappings. From the schema described below, we developed a set of 

AKI relevant terms which were used in the API to return the Concept IDs (CUIs) for selecting the Ytex mappings of text to the concepts of 

interest. Our purpose in combining Ytex with the UMLS API was to systematize the clinical informatics application procedures (a), (b) and 

(c) listed above. 

AKI Relevant Risk Factor Schema Development: Our schema design for this project comprised a set of terms referring to clinical conditions 

and nephrotoxic exposures known to be relevant to AKI risk as well as AKI occurrence instances that are a combination of those that are 

likely to only be found in narrative notes and ones that are likely to also be found in structured data.  So that terms identified within a 

document are ones that are maximally informative to AKI surveillance, we also designed clinically relevant attributes for each: Time Frame 

(current, prior, future), Assertion Status (positive, negative, uncertain), and Experiencer (patient, not patient).  The mapping of terms which 

have correlates within structured data have the benefit of providing validation points to the development of our NLP system for both the term 

mapping and the attribute assignment.  The following table summarizes the schema classes, attributes and data collection status. 

ANNOTATION AND DEVELOPMENT RESULTS :  Two clinically trained 

informaticians independently annotated the corpus using the AKI 

schema, with disagreements adjudicated by a third clinically trained 

informatician forming the human reference standard.  Overall inter-

annotator agreement (IAA) expressed in terms of F-measure was .81. 

The table on the right shows IAA, stratified by class. 

We used the results of the human 

annotation to evaluate our Ytex 

instantiation (the combined Ytex results filtered via the terms returned by UMLS Terminology API) on the first 

pass development step.  In a second pass development step, we used the human reference standard to perform error 

analysis on the first pass results  The first pass with our AKI instantiation of Ytex had (1.0 precision); all 124 

annotations were correct.  Its recall (.32) was substantially poorer in that it missed 2/3 of the annotations 

represented in the human standard. After error analysis using the UMLS API on the complement set of CUIs, 

mining the reference standard for misses, its recall (.53) was somewhat improved, while its precision remained 1.0.  

CONCLUSION AND INTERPRETATION:  Perfect precision obtained from our Ytex instantiation are encouraging and 

show that we have succeeded in higher level concept identification (task a) and specification to the context of the use case (task b). 

However, recall performance suggests room for further development of text processing, using error analysis to improve sensitivity of 

identification while maintaining precision. Uncertainty revealed in the IAA scores suggests that further clarification of concept definition in 

the annotation task would help enable disambiguation conducted via the NLP algorithms in successive development iterations. We expect to 

be able to report on efficiencies of processes and methodology gained from error analysis (task c) that yield better recall. Part of our error 

analyses will be used to determine UMLS concept coverage with respect to the domain under investigation (nephrology) so as to decide 

which contextual features within our NLP pipeline require enhancements beyond terminological approaches. These lessons learned in 

methodological approach can benefit other investigators conducting similar research and NLP projects.  

 
This material is based on work supported by the Veterans Health Administration, Office of HSR&D, with resources and the use of facilities at the VA Tennessee Valley Healthcare System. Funding 
sources: VA HSR&D CDA-08-020, HSR&D IIR 11-292 

1. V. Garla et al 2011 http://jamia.bmj.com/content/early/2011/05/27/amiajnl-2011-000093.full.pdf 2.     (https://uts.nlm.nih.gov/home.html#apidocumentation) 

AKI SCHEMA CLASS 
STRUCTURED 

CORRELATE 

ATTRIBUTES 

Nephrectomy yes Assertion Status, Time Frame, Experiencer 

Contrast Exposure no Assertion Status, Time Frame, Entry Mode 

NSAIDs partial Assertion Status, Time Frame 

Dialysis yes Assertion Status, Time Frame,  Experiencer 

Renal Transplant yes Assertion Status, Time Frame,  Experiencer 

Acute Kidney Injury yes Assertion Status, Time Frame,  Experiencer 

Chronic Kidney Disease no Assertion Status, Time Frame,  Experiencer 

Decreased Oral Intake no Assertion Status, Time Frame 

Hypovolemia no Assertion Status, Time Frame 

Class IAA 
Nephrectomy .67 
Contrast Exposure .49 
NSAIDs .91 
Dialysis .80 
Renal Transplant .77 
Acute Kidney Injury .83 
Chronic Kidney Disease .84 
Decreased Oral Intake .51 
Hypovolemia .62 
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Impact of CPOE Implementation on Medication Alerts 

Richard M. Reichley, RPh, Sumita Markan-Aurora, MD, Imran Hasan, PhD,  

Nicholas B. Hampton, PharmD, John Krettek, MD, PhD 

BJC HealthCare, Saint Louis, MO 

Computerized physician order entry (CPOE) is promoted as a major improvement in medication safety. We describe 

our experience with implementation of CPOE at 4 community hospitals and the impact on medication alert rates 

identified from an asynchronous system of advanced clinical decision support which was developed in-house.  

Background 

Over an 8-month period from February 2012 through October 2012, CPOE was implemented at 4 BJC community 

hospitals in a sequential manner. Software functionality limitations only allowed for basic medication decision 

support which included: recommended value lists for dose, route, and frequency; hyperlinks to general prescribing 

information; pre-defined order sentences in disease-specific order sets; notes, reminders, and evidence links in order 

sets. The vendor plans an advanced dosing module in a future upgrade. 

Methods 

A previously described in-house developed medication alerting system
1
 screened orders asynchronously for 

potential dosage errors before and after CPOE implementation. This system provides advanced medication decision 

support by incorporating patient-specific parameters into its rule base. Alerts are received by pharmacists who then 

contact the prescriber and record whether a change in the order was made. Although monthly updates to the rule 

knowledge base from the vendor (Cerner Multum) were processed, changes were primarily for new drugs and 

existing rules remained relatively static. Thus, this system was utilized as a surveillance tool to monitor the impact 

of CPOE deployment on medication alert rates.  Since implementations were staggered by several months, we used 

average rates for the same time period pre and post CPOE deployment at each hospital. 

Results 

Medication alerts pre and post CPOE implementation are shown in Table 1. 

 Table 1.  Results of Medication Dosage Alerts (p-value as Student’s T-test) 

Hospital 

(time period pre/post) 

Average Alert Rate / 1000 Orders Average Rate of Orders Changed / 100 Alerts 

Pre CPOE Post CPOE  p-value Pre CPOE Post CPOE p-value 

A   (12 mo)  11.30 9.06 0.010 31.86 36.19 0.008 

B    (8 mo) 7.97 7.5 0.101 14.65 20.48 0.029 

C   (5 mo) 11.34 11.23 0.818 26.71 23.95 0.235 

D   (4 mo) 9.20 6.33 0.164 18.14 28.69 0.018 

The average rate of dosage alerts declined at all 4 hospitals. Although statistical significance in alert rate decline was 

only achieved at one hospital (A), the trend is encouraging and a larger sample size may result in a significant 

change.  The proportion of alerts that resulted in orders changed increased statistically at 3 hospitals but declined at 

the fourth; however the decline was not statistically significant.  

Discussion  

Declines in alert rates and increases in proportion of orders changed appear to be correlated with CPOE 

implementations.  Limitations of the data include a possible increase in order volume caused by the floor stock items 

that were not entered electronically prior to CPOE. Floor stock items could contribute to the decline in alert rate by 

increasing the order volume denominator without adding to the alert volume numerator. Also, prior to CPOE, 

pharmacists may have set aside questionable orders and contacted the prescriber before electronic entry, avoiding a 

potential alert from the asynchronous system. With CPOE, this workflow changed since the order had already been 

entered electronically by the prescriber, which could increase the rate of orders changed. 

Conclusion 

Small improvements in medication safety and quality can occur with basic medication decision support. However, to 

fully realize the potential of CPOE, the incorporation of patient-specific parameters into advanced decision support 

is essential. Further analysis over a longer time period will be required to validate these trends. 

References 

1. Reichley RM, Seaton TL, Resetar E, et al. Implementing a commercial rule base as a medication order safety 

net. J Am Med Inform Assoc 2005;12(4):383–389. 
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Network Analysis applied to renal biopsy diagnostics 
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Abstract 
In this paper, we investigate a network analysis technique as a way of grouping related diagnostics extracted from a 
set of 3,697 biopsy reports. A diagnostic network was derived and a community detection technique was applied. The 
results suggest this approach can be helpful for represent the specialist domain of study. 
Introduction 
The diagnostics information obtained from the renal biopsy indication are extremely important1. In order to increase 
knowledge about the behavior of kidney diseases, the present study aims to extract patterns from a set of renal biopsy 
reports applying network analysis techniques2. This work is part of a multicenter research involving UNIFESP and 
USP about syntactic representation of signs, symptoms, diagnosis, and anatomical entities in renal biopsy reports of 
the Kidney and Hypertension Hospital, UNIFESP. This research was approved by Ethics Committee, #10239/10 and 
#2065/11. Acknowledge Grant 5D43TW007015-08 Fogarty International Center/NLM/NIH, and CAPES. 
Methods 
A set of 3,697 renal biopsy reports, in Brazilian Portuguese language, was analyzed and after pre-processing a 
dataset was obtained containing the columns ExamId (Id) and a column for each diagnostic level (1-6). In the 
network extraction step, the diagnostics levels were represented as nodes and the connections between them were 
represented as links. This network data was imported in Gephi software (www.gephi.org) and a community detection 
approach based on modularity optimization3 algorithm was applied. This algorithm was chosen because in addition 
to being a network partitioning method, modularity also measures the quality of the resulting partitions3. 
Results and Discussion 
Sixty-four communities were found by the modularity optimization algorithm (Figure 1). The diagnostics community 
structure can help the specialist to visually identify which diagnostics often occur together or those which often occur 
isolated. 

  
(a) (b) 

Figure 1. (a) The derived network representation. (b) An expanded view of a community structure. 

Conclusion 
This result suggests the possibility to represent the renal biopsy diagnostics and their relationships in a network as 
the specialist domain of study. 

References 
1.  Polito MG. Perfil anátomo-clínico das doenças renais no Brasil: uma revisão de 9.917 biópsias renais. [São 

Paulo]: Escola Paulista de Medicina - UNIFESP; 2008.  
2.  Newman MEJ. The structure and function of complex networks. arXiv:cond-mat/0303516 [Internet]. 2003 Mar 

25 [cited 2013 Mar 2]; Available from: http://arxiv.org/abs/cond-mat/0303516 
3.  Blondel VD, Guillaume J-L, Lambiotte R, Lefebvre E. Fast unfolding of communities in large networks. J. Stat. 

Mech. 2008 Oct 1;2008(10):P10008. 
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Using Machine Learning and HL7 LOINC DO for Classification of Clinical Documents  
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Abstract 

A major problem when mining information from clinical documents is the large number of document classes that 

may be present within the EHR. This work uses support vector machines (SVM) to classify document narratives into 

models based on the HL7-DO and LOINC section coding systems. This approach achieves f1-scores of 80.6% 

within Inpatient (IP) categories, 70.8% across both Inpatient and Outpatient (OP) categories and 75% accuracy for 

the IP vs. OP documents.  

Introduction 

It has been shown that the use of the Health Level Seven (HL7) LOINC Clinical Document Ontology (DO) to 

represent document classes increases the coverage of documents from 23.4% to 98.5% [1].  Another study found 

that 5 LOINC DO axes were adequate for representing documents [2]. Our model uses the following 3 LOINC DO 

axes described in [2]:  Document type, Setting, and Type of Service (ToS). We limit the ‘Document type’ axis to 

‘Clinical Documents’. This paper describes a method to automatically estimate the remaining 2 axes using SVMs. 

Automatic DO detection will greatly benefit subsequent NLP processes, in turn resulting in improved CAC, CDI, 

and Problem List Population. 

Design 

A gold standard of 100+ documents was created for each category with a combined total of 1121 documents. The 

LibSVM[3] package was used for training and prediction of the model. Training examples were created for a 

Multiclass SVM classifier by removing stop words and extracting unigram based features. In addition,  in-house 

section codes (created by domain experts) were automatically assigned to each section of the documents. For this 

code assignment task a ‘training’ collection of manually coded section titles were indexed using Lucene. Uncoded 

sections were then supplied as a query, the results were re-ranked using character edit distance and the section code 

of the best result was assigned to the queried section. Different models, each with different features, were trained 

and their performances were compared using 5-fold cross validation (CV), and a test set of 200 documents 

Type of Service Classification: First, 730 documents were used to train a 7-way classification system (Table 1) 

where each category represents a ToS within the IP Setting.  Unique tokens from each document were extracted and 

stemmed using a rule-based stemmer.  The count of each stemmed token was used in the cut-off  threshold. A cut-

off of zero means all tokens were used to train model and cut-off 2 means only those tokens that occurred more than 

2 times were used in training. We then expanded the classifier to 10 Types of Services (3 from Outpatient Settings) 

using the full training set of 1121 documents. While best CV performance was seen with model 1, we see 

comparable (and in some cases higher performance) on the test set using model 3 and model 5. This shows that 

section codes are an effective means for boosting accuracy, especially when fewer tokens are used.  

Inferring Setting axis from ToS classification: Merging the confusion matrix of the 10 category system into IP vs. 

OP (2 categories) produces an accuracy of 83.8% and F1-score of 82.1% for this binary classifier. 
 

ToS within IP 

(7 categories) 

ToS Across IP & OP 

(10 categories) 

Merged IP Vs OP, Setting  

(2 Categories) 

Model Number -Features Used  

0.802 (0.817) 0.708 (0.603) 0.821 (0.679) 1 - cutoff=0, stemmed tokens, with section codes  

0.798 (0.797) 0.696 (0.562) 0.805 (0.677) 2 - cutoff=0, stemmed tokens   

0.797 (0.826) 0.674 (0.674) 0.782 (0.750) 3 - cutoff=2, stemmed, with section codes   

0.705 (0.609) 0.584 (0.431) 0.752 (0.658) 4 - cutoff=2, stemmed tokens   

0.748 (0.806) 0.635 (0.681) 0.761 (0.750) 5 - only section codes   

Table 1: F1-scores of different models using 5-fold CV and test set performance (in brackets) 

Future Directions 

We plan to widen the ToS presented here to include all Types of Services from OP and extend our SVM model to an 

ensemble where a document classified into a category of low reliability (e.g. Inpatient H&P and Outpatient H&P) is 

passed through further SVM classifiers. We also plan to extend our model to accommodate the other 2 axes of DO 

namely subject matter domain and professional level and evaluate the model on a larger set of data. 

References 
1. Hyun S, Shapiro JS, Melton G, Schlegel C, Stetson PD, Johnson SB, et al. Iterative evaluation of the Health Level 7--Logical Observation 

Identifiers Names and Codes Clinical Document Ontology for representing clinical document names: a case report.  

2. Chen ES, Melton GB, Engelstad ME, Sarkar IN. Standardizing Clinical Document Names Using the HL7/LOINC Document Ontology and 
LOINC codes. AMIA Annu Symp Proc. 2010 Nov 13;2010:101-5 

3. C.-C. Chang and C.-J. Lin. LIBSVM: a library for support vector machines. ACM Transactions on Intelligent Systems and Technology, 

2:27:1--27:27, 2011. 
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Mind the Gap – Communicating Pediatric Encounters to School Nurses  
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Poster Abstract (50-75 words) 

After the child’s home, school represents the second most influential environment in a child’s life.
1
 Schools 

rely on a guardian to communicate the child’s current health needs and diagnoses. When this does not 

happen, negative outcomes follow. Improving communication during care transitions through health 

information exchange was prioritized in Meaningful Use legislation. This poster documents the school 

communication gap and presents early recommendations leveraging nationally adopted vocabularies and 

exchange standards between clinicians and school nurses. 

 

Poster Description 

The AAP Council on School Health identifies 7 core roles for school nurses. One of the core roles is to be a 

liaison between school personnel, healthcare professionals, and the community.
1
 In talking with a number 

of school nurses in a wide variety of districts, it is apparent that communication often only begins when a 

family member or guardian is actively engaging the school. “The family’s responsibility is to notify the 

school of the student’s health needs and diagnosis” said Susan Denney, a school nurse in Utah.
2
 School 

nurses have many stories about the negative consequences experienced by the student when the guardians 

were not forthcoming about a diagnosis or medication. School nurses also report that they do not even 

know how many of the students in their schools have had a diagnosis such as asthma. A Louisville KY 

Jackson County Public School survey of 4
th

 and 5
th

 graders from 2011 documented 37 students to be known 

asthmatic with an Asthma Action Plan on file with the school while an asthma screening tool identified 

1,077 students with a suspicion of asthma.
3
 

 

Last year working with the Centers for Disease Control and Prevention (CDC) and the Public Health Data 

Standards Consortium (PHDSC) we showed that Electronic Health Record (EHR) systems that create, 

transmit, receive, and display Continuity of Care Documents (CCD) as required under Meaningful Use 

have a framework that can serve as the basis for the creation of closely related documents required within a 

document-based health information exchange. The HL7 Clinical Document Architecture (CDA) Public 

Health Case Report (PHCR) is one example: it leverages CCD sections (e.g., diagnosis, medications, 

immunization) to transmit reportable condition information to public health entities as specified under state 

and local jurisdictional laws.  School nurses also rely on health information for continuity of care. 

 

School nurses today collect paper health exam forms at school entry or on a recurring basis at the start of 

the school year. Medication consent forms may be needed for storing or taking prescription medications at 

school. A new diagnosis, new or modified prescription medication, or emergency room visit related to a 

condition school nurses follow (e.g., asthma, diabetes, epilepsy, bleeding disorders, etc.) should be reported 

electronically from healthcare provider to school nurse, using Meaningful Use as a framework, to improve 

health outcomes through efficient and timely sharing of critical health information. Health Insurance 

Portability and Accountability Act (HIPAA) and the Family Educational Rights and Privacy Act (FERPA) 

are not barriers to sharing information between healthcare professionals with proper guardian consent.   

 

This poster documents this communication gap and presents early recommendations leveraging nationally 

adopted vocabularies and health information exchange standards to enhance communication and care 

coordination between physicians and school nurses. Closing this gap is one of many steps we can take to 

close the achievement gap especially among poor and minority students. 

 
Poster References 

1. Magalnick H, Mazyck D; American Academy of Pediatrics Council on School Health. Role 

of the school nurse in providing school health services. Pediatrics. 2008;121(5). 1052 – 1056. 

2. Denney S, Samson-Fang L. 2007. Medical Home Portal Conference Call Transcript. How to 

Communicate with the School Nurse.  (PDF version of document downloaded 3/8/2013). 

3. Meyers J. 2011. REPORT - JCPS Asthma Allergy Report: Preliminary Results (PDF version of 

document downloaded 8/6/2012). 
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Hospitalized patients on mechanical ventilation are at high risk for complications and poor outcomes, including 

death. Using electronic health (EHR) record systems and adopting the Ventilator-Associated Events (VAE) 

algorithm proposed by the CDC NHSN, we are developing an algorithm for electronic surveillance of VAE 

occurring in mechanically ventilated adult patients. Results from this algorithm will be used to trend VAE, and 

intervene in areas with higher than expected rates. 

Background 

Healthcare-associated infections (HAI) are an important cause of preventable harm in hospitalized patients. 

Ventilator associated pneumonia (VAP) is among the most common HAI, but accurate surveillance for VAP is 

difficult because of the lack of objective definitions. The Centers for Disease Control and Prevention (CDC) 

National Healthcare Safety Network (NHSN) working group has developed a new and more objective approach to 

surveillance that focuses on ventilator associated conditions and complications. This approach attempts to limit 

diagnostic inaccuracies and use readily available and objective clinical data. The new definition still requires daily 

monitoring of patients, and would be time intensive to complete, especially in a large institution such as Barnes 

Jewish Hospital (BJH), which averages close to 1,000 ventilator days each month. In order to decrease the burden of 

manual application of the VAE definition, BJC has developed an electronic surveillance process for gathering 

relevant data elements which significantly reduced labor efforts involved in reviewing and confirming VAP cases. 

Methods 

BJC has developed an enterprise clinical decision support system, called PES, for surveillance and real-time alerting 

that has been in use since 1994
1
.  PES receives real-time registration, lab, vital signs, pharmacy and assessment data 

allowing for generation of real-time alerts as well as conducting surveillance for various events. In late 2012, a new 

data acquisition project was initiated to make the ventilator-control settings data part of EHR and available in PES. 

Using these new data along with existing data (including antibiotics, vital signs, and microbiology results), we were 

able to develop algorithms for electronic surveillance for the respiratory status (VAC) and the infection and 

inflammation components (IVAC) of VAE.  

Results 

In an automated fashion, the algorithm gathers and summarizes daily data for every ventilated patient at BJH. A 

report in form of a line list with patient identifiers, mechanical ventilator (MV) date, PEEP (min), FiO2 (min), Temp 

(min), Temp (max), WBC (min), WBC (max), Abx, Specimen and Organism fields is provided to infection 

prevention specialists for manual review. The algorithm went through several iterations of refinements to assure the 

CDC NHSN definitions were correctly applied. Compared to reviews performed for manual VAE surveillance, the 

automated line list report was estimated to significantly reduce the labor efforts involved in manual review.   

Conclusion 

Development of electronic surveillance process that gathers and summarizes relevant clinical data for the respiratory 

status and infection/inflammation components of VAE resulted in significant reduction of labor efforts involved in 

manual application of VAE algorithm. Development and implementation of electronic triggers for VAC and IVAC 

cases, as well as possible and probable VAP tiers of VAE algorithm are underway and are anticipated to further 

reduce burden from manual surveillance and allow infection prevention specialists to focus their interventions in 

areas with higher than expected rates. 

References 

1. Huang Y, Noirot LA, Heard KM, Reichley RM, Dunagan WC, Bailey TC. Migrating toward a next-generation 
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Abstract 

Healthcare information technology’s (HIT) transition from primarily a set of in-house developed tools and applications into a full-

fledged commercial industry highlights the importance of client-vendor relationships. As eligible hospitals and providers continue to 

adopt vendor-based electronic health records as part of the Meaningful Use program, HIT vendors have become a critical component 

of healthcare organizations’ operations and the practice of healthcare. We undertook a multiple-case study of client-vendor 

relationships using previous and ongoing qualitative research with hospitals, physician practices and patient center medical homes on 

HIT adoption and needs.   

 

Introduction 
The rapid introduction of health information technologies in health care has dramatically altered existing relationships, and in many 

instances has created completely new relationships, between healthcare organizations and health information technology (HIT) 

vendors. Vendors receive frequent comment in the popular healthcare press, and recently, researchers have begun examining factors 

that go into effective vendor-client relationships. The purpose of this poster is to provide a summative view of vendor-client 

relationships based on our qualitative research that investigated viewpoints from multiple organizational types. Our results provide 

themes of vendor-client relationships that impact near and long-term implementation, adoption, and sustainability of HIT initiatives.  

 

Methods 

We conducted a multiple-case study of healthcare participants’ perceptions of their relationships with HIT vendors. Multiple case 

studies allow researchers to explore differences within and between cases, with the goal of replicating findings across cases. We 

purposefully selected cases representing different healthcare organizations for which HIT is a critical structural component: hospitals, 

patient centered medical homes and community-based physician practices. These case studies are based on our prior qualitative 

studies and data collection efforts. Collectively, we reviewed, thematically coded original documents, and generated findings 

surrounding the themes of vendors, vendor relations, customer service, consultants, customizations and technology purchasing. 

 

Results 
Authors Setting Locality Modality Subjects Method 

Vest & Stephens. Health Care 

Management Review, 2012. 
Hospitals US 

Open source & 

proprietary HIT 

Chief Information 

Officers (CIOs) 
17 telephone interviews 

Abramson, Richardson, Pfoh, and 

Kaushal, 2013, Under review. 

Community-

based practices 
New York State 

Vendor-based 
Electronic Health 

Records 

Providers, Vendors, 
Organizational Key 

Informants 

29 telephone interviews and 5 

focus groups 

Richardson, Vest, Green, and 

Kaushal, 2013, In progress. 

Patient-centered 

Medical Homes 

New York State, 

Rhode Island 

Vendor-based 
Electronic Health 

Records 

Vendors, Organizational 

Key Informants 

6 telephone interviews  

(15 more anticipated)  

 

Case 1: Hospitals. CIOs and equivalent positions saw HIT vendors as a way to mitigate the risk of their technology choices and those 

with greater in-house technological capabilities relied less on vendors. However, both hospitals that were users of proprietary EHRs 

and those that used open source technologies were dissatisfied with the costs of customization and the issue of vendor-lock. 

Case 2: Community-based Practices.  Ongoing customization and maintenance needs resulted in long-lasting relationships between 

vendors and practices.  However, HIT vendor resources alone were generally viewed as insufficient, and the amount of resources 

required by communities in terms of personnel, training, and technical support was often underestimated.   

Case 3: PCMHs. PCMH interviewees described having to look to third-parties or develop in-house solutions to support care 

coordination goals. They also described high variability in product offerings and gaps between product capabilities and organizational 

structures and goals. 

 

Conclusion 

Across all organizations we noted three common themes: 1) VARIABILITY: Vendor-client relationships were highly variable in 

terms of quality and satisfaction; tension between product customization, support, and costs were acutely noted by healthcare 

participants. 2) POWER: Within the hospital and practice settings, healthcare participants expressed concerns pertaining to the power 

balance between their organization and vendors. While some relationships were highly co-operative strategic endeavors (like joint 

product improvement and development) many healthcare participants felt like the customer and business roles were actually reversed. 

3) DURATION: Healthcare participants noted that business relationships turned out to be surprisingly long-lasting and involved the 

subsequent participation of multiple third-parties, which required additional relationship management efforts. As healthcare 

transforms into an industry highly dependent on information services, vendor relationship will be of greater importance and impact for 

more and more providers and healthcare organizations. 
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Hospitals struggle to reduce readmissions for congestive heart failure (CHF), chronic obstructive pulmonary 

disease (COPD), acute myocardial infarction (AMI) and pneumonia (PN). BJC Healthcare sought to identify 

nonclinical risk factors of readmission for these patients. To identify patients for the study, electronic index 

admission alert was created to predict which patients would be likely to meet Centers for Medicare and Medicaid 

services (CMS) inclusion criteria for CHF, AMI, PN or COPD.  

Background: Hospital readmission within 30 days is an area of focus in healthcare due to hospital financial 

penalties and an identified need to improve patient transitions of care. In an effort to reduce preventable 

readmissions, BJC HealthCare sought to identify and compare patient factors not routinely captured in medical 

record or administrative data.  To that end, it was necessary to identify and interview patients within 48 hours of 

index admission for Heart Failure (HF), Acute Myocardial Infarction (AMI), Pneumonia (PN) and Chronic 

Obstructive Pulmonary Disease (COPD). This resulted in the development of an electronic algorithm that utilized 

available administrative and clinical data to predict patients that would be identified upon discharge as an index 

admission with one of these four diagnoses. 

Methods: A cohort study was designed to compare social, economic and clinical factors among patients with an 

index admission for CHF, AMI, PN, or COPD as defined by Centers for Medicare and Medicaid Services (CMS) 

ICD9 code inclusion criteria.  Patients were interviewed within 48 hours of admission and followed for 30 days.  

Interview results were compared among readmitted and non-readmitted patients. Study population was identified by 

an electronic index admission alert.  

A multidisciplinary team (nurse, physician, epidemiologist, statistician and clinical informaticist) was assembled to 

develop alert components. Components included keyword(s) in admission text, laboratory results, and pharmacy 

data associated with the four diagnoses available at admission. These components were combined to boost the 

predictive power of the algorithm. Sample data was obtained from BJC’s clinical decision support data repository, 

evaluated for predictive power and the algorithm was then refined based on results from the sample data. 

The refined algorithm was implemented in BJCs clinical decision support system called PES (Pharmacy Expert 

System), an asynchronous rules engine that screens real-time clinical data. Alerts generated by the algorithm were 

viewed in the PES web application where data from patient interviews and chart reviews were entered. 

Results: The predictive power of the algorithm was evaluated retrospectively using 30,048 patient encounters 

occurring between February and April 2012. The algorithm performed very well in identifying potential index 

admission patients (sensitivity 98.6%) and to a lesser extent, in failing to flag non-potentials (specificity 60.6%). 

There is a low rate of lost opportunities (1.4% of all potentials). However, the relatively low positive predictive 

value (PPV) (21.8%) resulted in a substantial rate of wasted effort (78.2%) if each identified patient were to be 

approached for interview.  To improve the PPV, a clinical review of algorithm identified patients was added to 

eliminate those unlikely to be a true index admission upon discharge.  This addition resulted in an increased PPV of 

48.1% and specificity of 88.1%, and the rate of wasted effort decreased by 70%.  Preliminary analysis of the 

prospective use of this algorithm during the study indicates comparable performance to the retrospective testing. 

Conclusion: The index admission algorithm was helpful in identifying patients for this study in both an academic 

and a community hospital setting. Further improvements to the algorithm will be made based upon the results of our 

cohort study. A refined algorithm with a higher positive predictive value, without compromising sensitivity, would 

be beneficial in the daily operations of hospital caregivers and case managers in identifying these at-risk patients for 

targeted interventions to improve transitions of care and reduce readmissions. 
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Are current quality measure and interoperability definitions placing United States 
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Daniel J. Riskin, MD, MBA, FACS; 
CEO, Health Fidelity 
Consulting Assistant Professor of Surgery, Stanford University School of Medicine 
 
Rising US healthcare costs and inconsistent healthcare quality have stimulated payment 
reform and healthcare IT (HIT) initiatives focused on creation of a national HIT 
infrastructure. The approach has seen several course corrections, including revision of 
meaningful use goals, delayed timing for ICD-10 conversion and meaningful use stage 
II, and changes in quality measures supported by incentives. Current areas of national 
urgency include interoperability and quality measures. While there is broad support of 
these concepts, underlying goals and assumptions are discussed less than actual 
implementation. Current assumptions may be erroneous and limit the likelihood that 
national healthcare goals are met. 
 
Interoperability requirements have focused on movement of individual patient summary 
information between institutions. This was a rational approach to meet the goal of 
reducing errors based on ambiguous patient summary information. However, national 
goals have expanded far beyond reducing errors to now include benchmarking and 
population-based health. Such analytics require more than individual discrete summary 
data, representing less than 20% of healthcare content. Rather, in the modern era, deep 
analytics are built on full clinical data, including rich longitudinal records across 
populations. Thus, current interoperability goals are based on old assumptions and 
current analytics have outpaced these assumptions. This discrepancy, if left in place, 
risks undermining innovation in analytics and downstream cost reduction and care 
improvement.  
 
Healthcare quality measures represent the vehicle by which deep analytics are intended 
to improve care. They are both the yardstick and the engine for change. To be effective, 
quality measures must be tightly tied to known care guidelines, protocols proven to 
reduce costs and improve care. Tying to known protocols is challenging because data 
collection in current electronic health record (EHR) systems is limited. Thus, there has 
been a movement to create quality measures based on feasibility, or information that is 
easy to capture with today’s technology. Tying measures to what can be easily captured 
rather than what is able to reduce costs and improve care is a risky approach to meet 
national goals. Technology will make measure capture easier over time, but without 
benefit if the underlying selection of measures is flawed. 
 
There is broad national support for interoperability and quality measures. A rush to 
create incentives has limited dialog regarding underlying assumptions. Future benefit 
from HIT relies heavily on choices made in 2013 and 2014 on interoperability and quality 
measures. These choices will set the stage for innovation in analytics and determine the 
efficacy of the healthcare IT strategy over time. Open dialog regarding underlying 
assumptions is critical if national healthcare goals are to be met. 
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Abstract 

Graduate training in biomedical informatics (BMI) is evolving rapidly.  BMI graduate programs differ in 
informatics domain, delivery method, degrees granted, as well as breadth and depth of curricular competencies. 
Using the current American Medical Informatics Association (AMIA) definition of BMI core competencies as a 
framework, we identified and labeled course offerings within graduate programs. From our qualitative analysis, 
gaps between defined competencies and curricula emerged.  Topics missing from existing graduate curricula 
include community health, translational and clinical research, knowledge representation, data mining, 
communication and evidence-based practice. 

Introduction 

Definitions of what is and what is not informatics continue to be discussed and debated1,2. Based on survey data 
collected in 2008, biomedical education accounted for 177 programs within the US3. As of 2011, a comparison of 
program curricula identified 73 Masters-level graduate programs.4 Recent work on informatics curricula has defined 
educational competencies and requirements based on literature reviews, Internet searches, needs assessments and 
analysis of health information technology workforce data sources5-7. The International Medical Informatics 
Association (IMIA) informs a global perspective on educational competencies with a three-dimensional framework 
of educational needs and recommended course content8. Making sense of what is and what is not being taught 
proves increasingly difficult. 

In 2012, AMIA published a white paper defining core competencies for BMI graduate education as fundamental 
skills in science, discipline-focused concepts, theories and methods, application of technologies, and human and 
social context9. These broad definitions encompass the knowledge and skills required to investigate, analyze, 
evaluate and disseminate results within BMI. The scope of our work serves to evaluate these competency definitions 
within the context of current graduate education, and assess saturation of curricula to identify areas for innovation in 
development of a new academic informatics program. To compare existing BMI graduate curricula and core 
competencies, we used a grounded theory approach to data analysis of education10,11. 

Methods 

To collect, analyze and evaluate US-based BMI training, we employed qualitative analysis to perform gap analysis 
of current graduate programs.  Initially, we identified all BMI-related training programs by searching online using 
both keywords as well as graduate program websites. Using Google, we searched using terms ‘health informatics 
programs’, ‘clinical informatics programs’ and ‘biomedical informatics’. We also examined lists of graduate 
programs identified on education websites affiliated with academic institutions, accreditation associations, 
government agencies, professional associations and marketing services12-15.  
 
We compiled a list of university names, program titles, school, college or department names affiliated with each 
program, the degree types offered and curriculum as defined by each program’s website. Post-doctoral training was 
excluded from our data collection due to study emphasis on post-baccalaureate and pre-doctoral training. We also 
did not collect nor analyze data on graduate programs centered exclusively on bioinformatics due to several existing 
studies on bioinformatics programs16. The resulting list comprises 205 unique offerings of programs and degrees 
granted.  From this list, we identified all courses associated with each program by reviewing the curriculum detailed 
on each program’s website. From the program list identified, we collected 1722 course titles. 
 
Using AMIA’s recent white paper on BMI graduate education as a guide, we developed a 2-dimensional coding 
framework (Figure 1) consisting of four main categories of competencies and related topics9. Based on our reading 
of AMIA’s definition as well as thematic analysis of graduate course titles, we defined topics related to each core 
competency. 
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Figure 1. Framework of BMI competencies and topics. 
 
Using this framework as a guide, we (AR, MO) labeled all 1722 course titles. Cohen’s kappa was 0.43, a moderate 
level of agreement.  We deemed this level of agreement as satisfactory for an initial round of analysis given our 
contrasting perspectives as informaticists: one with a background in nursing and the other as a computer scientist.  
Differences in coding also demonstrate the interdisciplinary nature of BMI, with differences in opinion on what 
topics constitute fundamental concepts of BMI versus methods and technology. 

Results 

Within the US, 91 universities provide BMI programs, excluding programs specific to bioinformatics and post-
doctoral training.  From these 91 universities, there are 60 distinct program titles, and 205 unique program-degree 
offerings.  This variety in graduate training demonstrates multiple practice-level perspectives on informatics, 
enabling students with multiple backgrounds and interests to pursue applied, research or clinical-focused training.  
 
The variations in degrees illuminate different student populations of BMI.  Within US-based BMI training, 77 
programs grant graduate-level certificates, 98 programs grant masters degrees, and 30 grant doctoral degrees. Of 
these degrees, 24 types of master’s degrees are offered, and 7 types of certificates are offered.  Several masters 
programs focus on professional experience, with a Professional Science Masters, an Executive Masters of Science 
and an MBA with a specialty in Health Information.  Certificate programs demonstrate options in levels of 
experience, with one program offering an Educator’s Certificate for current instructors of information technology. 
 
As seen in Figure 2, 36 states offer BMI graduate education. California, Massachusetts, North Carolina and Texas 
offer the highest number of degrees granted within BMI.  Certain areas of the country are saturated, while other 
regions offer minimum to moderate levels of educational options.  
 

 
 
Figure 2.  US map of BMI graduate education training.  
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Table 1.  Concentration (%) of competencies across all programs within BMI. 
 

Core Competency Average Program Concentration 
Scope and Breadth of Discipline 24 
Theory and Methodology 23 
Technological Approach 19 
Human and Social Context 34 

 
BMI Competency Concentration 
Graduate curricula varies in focus of competencies. To compare graduate curricula, we averaged the percentage of 
course content for topics and competencies across all programs.  We analyzed the courses associated with 198 
programs from the 205 unique degree programs compiled. Six programs were not used within the analysis because 
the curricula was not available from their websites.  Table 1 highlights differences in program concentration of 
competencies for BMI graduate programs. 
 
Programs average higher focus on course content on the human and social context (34%) of BMI.  Discipline (24%), 
and theory and methodology (23%) average similarly with almost one-quarter each of program competencies. 
Technological approaches (19%), however, comprise the least focus of graduate competencies.  These program 
averages demonstrate the dominance of fundamental knowledge applied within the context of the healthcare 
environment for BMI graduate training.  Information technologies also form one of the core foundations of BMI, but 
curricula demonstrates a lesser depth in focus on this competency.  Prerequisite advanced knowledge in computer 
science methods and applications could be considered a core requirement within many of these programs, thereby 
influencing increased curricula development towards other competencies and topics17. 
 
Domain-specific analysis of competencies demonstrates different levels of focus.  Programs identified within this 
study represent seven domains of informatics.  Each program’s curriculum of BMI competencies demonstrates the 
differences in each domain (Table 2).  Programs in consumer health informatics show the highest concentration in 
context-focused curricula (46%) and the lowest in technological approach (9%).  Other informatics domains also 
show greater focus on human and social context-related curricula:  nursing (41%), health (36%), public health (35%) 
and clinical (34%).  These same domains focus less on technologies.  Biomedical informatics, as research-focused 
domain, focuses on the competencies of discipline (31%) and theory and methodology (28%).  Imaging informatics 
highlights theory and methodology (38%) as the core competency of curricula. 
 
Proliferation of BMI programs demonstrates the focus of graduate education on applied practice-levels.  Health 
informatics accounts for 111 of 195 training programs analyzed within this study.  Differing applications of health 
informatics with an emphasis on technologies and context comprise subcategories of this domain, with degree 
programs emphasizing security and privacy, software engineering, information technology leadership, health 
administration and applied research.  Many of these programs result from associations between two or more 
departments, schools or colleges within the academic institution, with focus of competencies and topics dependent 
on the departments offering the program. 
 
Table 2.  Concentration (%) of competencies for program domains within BMI. 
 

Program Domain Discipline Theory and 
Methodology 

Technological 
Approach 

Human and 
Social Context 

Biomedical Informatics 31 28 17 23 
Clinical Informatics 20 24 22 34 
Consumer Health Informatics 22 22 9 46 
Health Informatics 22 22 21 36 
Imaging Informatics 33 38 24 5 
Nursing Informatics 25 21 13 41 
Public Health Informatics 26 26 13 35 
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Scope and Breadth of Discipline 
 
Biology, as the study of organisms and organic systems, is considered a foundation of all BMI domains3,5,9,18. Course 
content includes bioinformatics, pathology informatics, biochemistry, pathophysiology, biomedical physics, 
molecular informatics, genetics, molecular phylogenetics, neuroscience and genomics.   
 
Biotechnology, the application and use of biology to learn about living systems, is a required competency of 
bioinformatics16. Biotechnology focuses on introductory courses in biomedicine, electrical engineering, biomedical 
imaging, medical instrumentation and imaging informatics.  
 
Consumer, or personal, health represents development and evaluation of patient-centered technologies.  Two 
programs offer degrees in consumer health, with one doctoral program in ‘Personal Health Informatics’ and one 
masters program in ‘Clinical Informatics and Patient-Centered Technologies’19,20. Key concepts of courses offered 
cover e-health, e-commerce, health services marketing and technology within developing countries. 
 
Healthcare system encompasses all perspectives of patient care, with courses covering the history of US healthcare 
systems, telemedicine and telehealth, pervasive technologies, integrated health networks, health organization and 
administration, electronic health records (EHR), health economics and healthcare delivery systems. 
 
Nursing represents the nurse as facilitator and promoter of health resources and references, and as communication 
mediator between clinicians, individuals, families and communities21 . Courses on this topic covers introductory and 
advanced foundations to nursing informatics. 
 
Population health studies the distribution of health outcomes amongst individuals and communities, evaluating the 
multi-level effects of environment, social structures, medical practice and other enabling systems on health22,23. 
Course titles such as ‘Behavioral Sciences in Public Health’, ‘Ecological Information Systems’ and ‘GIS 
Applications in Public Health’ demonstrate the broad reach of public health informatics. 
 
Translational and clinical research focuses on evaluation and interpretation of research into clinical practice, and is 
now considered a competency of all informatics domains17,24. Clinical trials, pharmacology and personalized care 
represent key themes of this topic within graduate education. 
 
Topics defined within the scope and breadth of discipline represent prerequisite and fundamental knowledge of 
BMI.  Figure 3 highlights the differences in distribution of topics within this competency.  Topics with the lowest 
concentration include nursing (2%), biotechnology (3%), and translational and clinical research (3.5%).  Consumer 
health (6%), biology (9.5%) and population health (12%) comprise almost a third of discipline-related topics.  
However, healthcare system (64%) concepts comprise the majority of course content taught on the discipline of 
BMI. 
 

 
Figure 3.  Topic distribution within the competency of scope and breadth of discipline. 
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Theory and Methodology 
 
Frameworks represent the varying approaches to framing and conceptualizing knowledge within BMI9. This topic 
includes analysis of service delivery models, e-health business models, decision models and psychosocial factors 
influencing health behavior. 
 
Knowledge management is the organization and administration of information, with an emphasis on the design, 
architecture, development and maintenance of information technologies25. We separate knowledge representation 
from knowledge management due to continued discussion on the inclusiveness of health information management as 
a discipline of BMI1,26. 
 
Knowledge representation is the abstraction and encoding of data into knowledge, with emphasis on metadata and 
ontologies to enable syntactic and semantic interoperability between information systems25. The Leadership in 
Health Information Technology for Health Professionals program offers a course exploring the analysis of standards, 
ethics and stakeholder values of knowledge representation and interoperability27.  
 
Methods and processes consist of qualitative, quantitative, mixed and computational subjects. Cognitive and social 
science methods include health promotion, health services program planning, decision analysis and q-methodology.  
Methods common to all sciences include empirical methods, quality appraisal and evaluation, and survey sampling.  
Population health methods include biostatistics, disease surveillance, epidemiology, survival analysis and outcomes 
analysis, stochastic methods for biology, and genetic analysis and discovery.  Computer-based methods of 
simulation modeling, statistical learning, dynamical models and visualization are also categorized into this topic.  
Lastly, business process and methodology is included in this topic with courses on computer-supported collaborative 
work, lean six sigma and methods of performance measurement. 
 
Typology classifies knowledge into types, and consists of course content focused on existing medical terminologies, 
standards, classification systems and vocabularies within BMI. 
 
Theories form the principles of BMI, with an interdisciplinary cross-section of theoretical foundations of multiple 
sciences.  This topic provides principles, foundations, perspectives and concepts of discipline-related topics of each 
domain.  Course titles include ‘Perspectives in Environmental Health’, ‘Health Data:  Theory and Practice’, 
‘Principles of Clinical and Translational Science’, and ‘Theoretical Foundations in Personal Health Informatics’. 
 
The theories, methods and processes of BMI form the underlying principles to investigating and solving problems 
within the field. Figure 4 demonstrates the dominance of methods and processes within this competency.  
Frameworks of BMI (2.5%), knowledge representation (3.5%), typology (9%), theories (9.5%), and knowledge 
management (21%) comprise almost half of all topics taught within the theory and methodology competency.  
Methods and processes (54.5%) have the highest concentration within this competency. 
 

 
Figure 4.  Topic distribution within the competency of theory and methodology. 
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Technological Approach 
 
Database systems courses within BMI graduate education focus on clinical analytics, data evaluation, data modeling 
for implementation, data structures and algorithms, data warehousing, business intelligence and database 
management, organization, file structure, performance tuning, querying, and security. 
 
Data mining of large data sets has gained recognition as an invaluable approach to investigation within many fields.  
Many aspects of data mining can be seen in current graduate programs, with courses on R, predictive analytics, web 
mining, pattern recognition, machine learning and aggregating health data. 
 
Imaging and signal analysis focuses on the processing and interpretation of images, speech and other medically 
relevant inputs.  For graduate education, course content includes understanding, processing and analyzing images. 
 
Language processing is the processing of natural or spoken language into meaning.  Applications of natural 
language processing include ontological development from EHRs and development of question and answering 
systems. Course titles include ‘Introduction to Medical Language Processing’, ‘Shallow Processing Techniques for 
Natural Language Processing’ and ‘Text Understanding and Information Retrieval’. 
 
Networking, security and privacy issues are an important aspect of patient-care, and consequently, have become a 
subcategory of health informatics with several programs offering a focus on security and privacy as a degree.  This 
topic covers telecommunications, telehealth, telemedicine, software-as-a-service (SaaS), health information 
exchange issues, compliance, software and hardware assurance, cloud computing and HL7. 
 
Software engineering encompasses the many programming languages, design architectures, development strategies 
and applications of computer science and information technologies.  Course content covers both existing and 
emerging trends in design and development of software systems, including XML, virtual reality, robotics, SQL, 
object-oriented design, as well as problem-oriented programming. 
 
System analysis and design covers courses on EHRs, clinical data acquisition, design, selection and management of 
health care systems, enterprise information systems, workflow mapping and reengineering.  
 
The theory and methodology of computer science intersects with BMI to define approaches taken to investigating 
and solving problems within this field. Figure 5 demonstrates the evolving technological approaches of BMI, with 
the emerging technologies of imaging and signal analysis (2.5%), language processing (3.5) and data mining (6%) 
representing the least amount of focus within this competency. System analysis and design (21%), database systems 
(23.5%), and networking, security and privacy (22.5%) comprise the main categories of technology applications to 
BMI.  These results highlight computer science technologies with a history of long-term use as main topics of this 
competency. 
 

 
Figure 5.  Topic distribution within the competency of technological approach. 
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Human and Social Context 
 
Communication enables dissemination and application of results into practice, within the clinical, organizational or 
research environments.  Course content focuses on communication through teaching, marketing, management, 
program planning, grant writing, scientific and strategic writing as well as publication and presentation skills. 
 
Decision support tools represent existing information systems and technologies developed to assist with the 
cognitive process in making a choice.  Course titles include ‘Administrative and Clinical Decision Support Systems’ 
and ‘Decision Support and Intelligent Systems’. 
 
Evidence-based practice is the application of evidence-based research into medicine and clinical practice.  Minimal 
course content exists on this topic, with evidence-based practice situated within the context of nursing or research 
design.  
 
Human computer interaction, as a topic within BMI, emphasizes the design and evaluation of technology based on 
it’s downstream influence within healthcare.  Course content covers user interface design and development, 
usability, needs assessment, cognitive science, medical device strategy and clinician information needs. 
 
Legal, ethical and social issues encompass the implications of applying technology within healthcare, with course 
content focused on organizational context of healthcare computing, and policy development arising from health law. 
 
Organizational behavior and management covers a broad range of courses on multiple aspects of healthcare culture 
arising from an organizational context.  Courses include management of health care practice, reimbursement 
systems, global enterprise, change leadership, financial accounting, project management, negotiation and conflict 
resolution, strategic planning and risk management.  
 
Research design and evaluation is the application of knowledge and skills to implementing, evaluating and then 
reiteratively improving upon solutions within the human and social context of healthcare and research.  This topic 
covers courses in applied research projects, residency in health informatics, quality improvement, clinical trials and 
case studies in health information management.  
 
The topics of the competency of human and social context represent different perspectives of applying and 
practicing BMI within the healthcare environment. Evidence-based practice (1.5%) demonstrates the least focus of 
all topics within this competency.  Communication (4.5%), decision-support tools (6.5%), and human-computer 
interaction (6.5) are amongst the next topics receiving low concentration of course content.  Legal, ethical and social 
issues (13.5%) receive a moderate amount of human and social contextual content within graduate curricula.  
Research design and evaluation (32.5%), and organizational behavior and management (35%) comprise the majority 
of course content within this competency. 
 

 
Figure 6.  Topic distribution within the competency of human and social context. 
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Discussion 

BMI graduate curricula must be in line with the ever-changing workforce needs.  Labor market surveys for BMI 
indicate 63% of doctoral graduates conduct research after graduation, with 31% developing informatics tools or 
health information technology28. Graduates of advanced study in BMI continue to pursue multiple career paths not 
traditionally considered in BMI graduate education.  Increasing numbers of training programs of health informatics, 
nursing informatics, public health informatics and consumer health informatics show the demand for training at 
multiple practice-levels. In fact, graduates of advanced study in BMI continue to pursue multiple career paths not 
traditionally considered in BMI graduate education. Minimal studies have mapped the needs of healthcare 
organizations and information systems departments to the educational requirements of informatics curricula7,17,22.  
 
Several studies on educational competencies and requirements within BMI have identified the breadth of BMI 
graduate education2,3,6-8,16,17,22. No recent work has examined the depth of curricula available in existing graduate 
education. The intent of this study is to identify existing and emerging topics not fully covered by existing degree 
programs. Our gap analysis demonstrates minimal coverage of the following topics: population health, translational 
research, knowledge representation, data mining, communication and evidence-based practice.   
 
Community Health 
 
Population health, with a focus on prevention, is the foundation for degree programs centered on public health 
informatics23. However, we found only three courses focused on community health amongst all BMI graduate 
education. The distinction of community health from population health relies on characteristics of a community. 
Improving community health requires a system-wide perspective on the multi-level effects of physical, social and 
cultural factors as well as the manner in which a community organizes itself29. Evaluation of health delivery models 
attuned to community care must incorporate measures of environment, primary care, specialty care, beliefs, 
insurance coverage, community health partners, care coordination and costs of care.   
 
With minimal evidence on methods to improve health outcomes and reduce health disparities amongst the medically 
underserved in our communities, we continue to look for mechanisms of change30. Increased training for the 
regional healthcare workforce helps to build a foundation for future efforts in improving public health at the 
community-level31. Education on health delivery models, mining administrative and managerial data sources, and 
cost improvement measures is required to train and support workforce within community medicine.  Evaluation and 
maintenance of community medicine is one aspect of public health.  Dissemination of results from improved 
systems of care, by removing regional information silos, is necessary in reducing health disparities nationally. 
 
Translational Research 
 
The ability to disseminate research results from community health into actionable health care delivery models relies 
increasingly on translational and clinical research methods.  Federal government initiatives in research and 
healthcare workforce development place great emphasis on translating evidence-based knowledge into working and 
sustaining improvement in population health.  Evidence-based practice is also gaining traction within the research 
areas of health services, comparative effectiveness and patient-centered outcomes, in an effort to evaluate and 
disseminate medical theory into practice. 
 
Subspecialties of care remain absent from graduate curricula as well. As systems of information become attune to 
specifics of specialty care, there is increased demand for training on subdomains of health informatics.  Subdomains 
include behavioral health, dermatology, oncology, long-term care, obstetrics, gynecology, osteopathic and 
gerontology.  Job listings for oncology informatics, pathology informatics and cheminformatics demonstrate the 
need to understand the requirements of these specializations and skillsets.  For example, EHR systems differ 
significantly across specialties with specific requirements for security, privacy, reimbursement, compliance, 
documentation and workflows. Comprehension and application of specialty medical practice is essential to 
providing value within varying healthcare environments. 
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Data Mining and Interoperability 
 
Data silos continue to exist, even within a single healthcare organization, with most informatics development 
completed by a mix of internal staff, external consultants and vendors.  Integration and interoperability between 
multiple data sources becomes an issue of knowledge management and representation of such knowledge; thus 
emphasizing the need for data mining techniques.  An expansive approach to education is required to enable data 
mining of knowledge organization systems.  In fact, with the growing demand for analysis and evaluation of 
massive data sets within the medical domain, the emerging methods of data mining and language processing require 
increased instruction. Translation of such technologies to existing problems in health may assist in informing health 
economics and policy, as it has in existing data sources with genomics and social media-based communication. 
 
Dissemination Through Communication 
 
Communication as a mechanism for translation and dissemination is also largely absent from graduate education. 
Multiple avenues exist to communicate with peers, and increased focus on leveraging and expanding networks of 
researchers, working professionals, clinicians and the public must be part of the future of informatics education, 
research and practice.  Many career pathways exist within BMI, but instruction on long-term employability is absent 
from current graduate curricula.  The interdisciplinary field of BMI necessitates a continuous evaluation of mapping 
education to the needs of the healthcare workforce. 
 
Conclusion 
 
To understand the current status of BMI graduate education within the US, we conducted thematic analysis of 1722 
courses from 205 unique degree programs. Our methodology was dependent on the accuracy and completeness of 
course descriptions listed on websites associated to each degree program.  From this analysis, we identified gaps in 
accessibility as well as availability of course content supporting AMIA’s outline of core competencies for BMI 
graduate education. The states of Connecticut, Idaho, Maine, Nebraska, Nevada, New Hampshire, New Mexico, 
Oklahoma, Rhode Island, South Carolina, Vermont and Wyoming do not currently offer a single program with 
course content in BMI. Additionally, minimal course content is offered on community health, translational research, 
knowledge representation, data mining, communication for dissemination as well as evidence-based practice. 
Workforce skills required to support patient safety, accountable care, meaningful use and quality improvement may 
not be served by the availability and accessibility of current graduate education. In the future, we will evaluate how 
local workforce needs map to BMI graduate education competencies. 
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Abstract 

With minimal cost studies available on the patient centered medical home (PCMH), we seek new and effective tools 
for measuring cost improvement. In this work, we calculate physician patient-sharing to study the relationship 
between density of a patient’s provider network with average costs of care. Preliminary results demonstrate the 
potential for identifying clusters of primary care and specialty care pairs associated with care coordination and 
reduced costs. 

Background 

The PCMH is a model of comprehensive health care delivery and payment reform, emphasizing the central role of 
primary care1. Existing PCMH measures assess quality and cost gains across different perspectives of primary care, 
but measures of multi-level effects of population health, medical practice and enabling systems are also needed2. The 
University of Oklahoma’s Health Access Network (HAN) provides care coordination and care transition services 
through a network of primary and specialty care providers. To assist medical practices in becoming more effective 
in their PCMHs, the HAN seeks new and effective measures in understanding relationships between the primary 
care practice and the Medical Neighborhood supporting each participating practice’s patients.   

Methods and Preliminary Results 

Using Oklahoma Health Care Authority – SoonerCare (Oklahoma Medicaid) HCFA 1500 administrative data for 
2011-2012 HAN members, we calculated ‘care density’, a measure of the density of connections within the patient’s 
provider network3. Care density was then plotted against average reimbursement costs for outpatient visits for three 
specialty provider networks. Preliminary analysis (Figure 1) demonstrates an inverse relationship between care 
density and average costs of care. Future work will assess potential associations between care density, provider type, 
inpatient and pharmacy costs, disease conditions, age, gender and level of case management.  

 
Figure 1. Care density for three specialty provider networks. 
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Abstract 

A Clinical Decision Support System (CDSS) Rule Logic Behavioral Monitor (RLBM) is a critical component of any 

decision support system. It is a visual display of the activity of the CDSS rule logic modules and is an alerting 

framework in and of itself. Its main goal is to maintain the integrity of the clinical rule logic modules. 

Background 

CDSSs are a common component within electronic medical record systems.  They serve to standardize and 

rationalize care. However, a variety of changes in the underlying, electronic healthcare system can cause a CDSS to 

generate erroneous alerts and suggestions. Therefore, CDSSs themselves require routine monitoring and 

maintenance to avoid introducing errors in their recommendations. 

Methods 

We are building a Clinical Decision Support System, Rule Logic Behavioral Monitor and Alerting System with the 

goal of reducing CDSS errors. The CDSS RLBM will provide a dynamic temporal visualization of the behavioral 

activity of the CDSS components (Figure 1) 

 
Figure 1. One week view of the behavior of a rule in the CDSS 

Discussion 

A governance committee comprised of clinical champions and rule authors will have subscription-based access to 

the CDSS RLBM system. The CDSS RLBM will automatically deliver meta-alerts to the rule stewards when certain 

adjustable thresholds are crossed. In figure 1 a meta-alert would fire when the rule activation frequency fell below 

the set, critical threshold. This might happen if, for example, a lab code had been replaced with a new lab code. 

Similarly, the RLBM will also monitor alert message volumes. The meta-alerting framework will automatically 

inform the rule author whether a rule is having a very low response rate or a larger than normal average response 

time; this will facilitate modifying or retracting misbehaving rules and alerts. Another dynamic feature of the RLBM 

- the Alert Event Timeline (AET), will permit monitoring of short and long term clinical outcomes of the alerts and 

reminders. We will also closely study the impact of the RLBM on overall system performance. 

Conclusion 

The CDSS at Intermountain Healthcare is a high impact system, with millions of patient events driven through it per 

month. We have a relatively poor understanding of the CDSS rule behavior and of the manner in which the rules 

impact the day to day care of patients. We are building the CDSS RLBM to correct this – it will assist in 

management activities that include retiring underperforming alerts, routine review of alert compliance and the 

prioritization of high impact alerts. 
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Abstract 
In this work, we present a data-driven approach to identify recreational drug slang. We crawled recreational drug-
related Internet forums to build a text corpus and used statistical keyword analysis to identify drug slang terms. We built 
a lexically-oriented ontology of known drug slang terms and plan to populate it further with the newly identified terms. 
The novelty of this work lies in the application of corpus linguistic techniques to the recreational drug slang domain.  

Introduction and Motivation 
Recreational drug slang lists are scattered, unstandardized, and difficult to maintain. It is a challenge for those outside of 
the drug culture (such as law enforcement or health workers) to remain current. Furthermore, in order to build effective 
natural language processing systems capable of tracking drug trends, an up-to-date recreational drug lexicon is vital.  In 
this work, we present a semi-automated method for the discovery of recreational drug slang terms via the Internet.  

Dataset and Methods 
Building a relevant text corpus:  We identified nine drug-related Internet forums (e.g. http://community. 
thegooddrugsguide.com/) and crawled these forums using Apache Nutch [1]. We built a text corpus of 41,597 pages (124 
MB).  
Slang term discovery:  To discover drug slang terms that occurred with unusual frequency in our corpus, we compared it 
to an existing reference corpus with chi square keyword selection [2] implemented in AntConc [3]. We used the Open 
American National Corpus (OANC) [4], a sample of spoken and written American English text as our reference corpus. 
Lexical Ontology Building:  We used Protégé to manually build a lexically-oriented ontology of 1,952 known slang 
terms using the Simple Knowledge Organization System (SKOS) as our representation language.  This work is currently 
in progress.  

Results  
Of the 114,913 terms that occurred with unusual frequency in the drug corpus (compared to the OANC corpus), 6,254 
(5.4%) met AntConc criteria for relevance. We compared these words to our drug slang list of known terms and 
identified 394 (20.2%) unique matching terms. This demonstrated the viability of using online sources to mine relevant 
content and corpus linguistics methodology as a means to discover drug slang terms.  

 
Future Work 
In the future, we plan to develop a semi-automated method for discovering drug related slang terms (known and new 
terms) and structure our lexically-oriented ontology to include further classes of common slang terms and drug 
paraphernalia. There are many potential challenges. First, there is no existing compendium of online drug forums in the 
literature, and the representativeness of the drug-related forums selected for our study is unknown. Second, there is a 
need to identify and remove irrelevant noise in the data, such as unrelated discussions, XML and HTML formatting, and 
emoticons. Finally, the variation in slang words (such as non-standard spelling or multiple words) makes it difficult to 
avoid manual supervision for term identification. 
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Relational Models Good, SQL Bad: Re-examining the Architectural Patterns for Research Data Management
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Abstract:  Building data management systems for translational and clinical research poses serious challenges to
traditional data warehousing approaches including thousands of columns, complex data models, and rapidly
evolving schemas.  We analyze the challenges and propose an approach that keeps the benefits of relational data
models, yet allows systems to effectively deal with both metadata complexity (“variety”) and rapid schema
evolution (“volatility”). The Research Exchange Database (RexDB) is a case study that implements the proposed
architecture.

Problem addressed:
Clinical and translational research data management poses two significant challenges for traditional data
warehousing approaches: variety and volatility.  We use “variety” to describe the large number of columns and
complexity of data models. We use “volatility” to describe the rate of meta-data change or schema evolution. Both
challenges are especially acute in multidisciplinary behavioral and mental health research: columns can be in the tens
of thousands, new data models for experimental measures can require many related tables, and models change in the
course of a typical project. Alternative approaches involve NoSQL, Hadoop/MapReduce, as well as Triplestores and
other entity-attribute-value type models.

The challenges are that (1) SQL is a very expensive method for interacting with data under conditions of high variety
and high volatility, and (2) typical 3-tier architectures that rely on SQL make systems brittle and expensive to maintain
under those conditions.  What’s required is an architectural approach that provides the best of both worlds: keep
what’s useful about relational models, while excluding what’s ineffective about typical architectures.

The architectural approach we propose makes three changes from tradition: (1) Replace SQL with an intuitive
high-level query language that allows data analysts to directly interact with relational data. (2) Include a metadata
configuration layer that reduces the cost of adapting to high volatility. (3) Reduce the cost of adapting upstream
components by (a) auto-generation of screens from meta-data,  (b) simplifying screen configuration so that the task
can be handled by non-programmers, and (c) providing rigorous Web APIs for the database that upstream
systems/components can use directly without intermediate tiers like an Object-Relational Mapper (ORM).
Interestingly, the result may be viewed as a move to a 2-tiered architecture where the business logic is pushed to
either the RDBMS or to the Screen Generator. We used this architectural approach to develop RexDB.

Specific purposes of the system:
The Research Exchange Database (RexDB) is an open-source project funded by the NIH, the NSF, the Simons
Foundation, and Autism Speaks that has been extensively used in autism research1, and has been expanding to other
multidisciplinary research domains. RexDB supports the data management lifecycle from data acquisition, to data
curation, exploration, and sharing, with the  goal of allowing research organizations to get more utility from the data
they collect through efficient data repurposing.

RexDB implements the architectural pattern described above. Data is stored in an open-source RDBMS. A high-level
query language, HTSQL (http://htsql.org/), mediates all interactions with the data. Meta-data and screens can be
configured by analysts. The design pattern allows the platform to adapt to a wide variety of dynamic research
projects, and to deliver semi-custom web applications on top of research data in under 20 minutes. Our approach has
enabled a single domain expert with minimal technical training to solve four expensive problems that normally require
multiple skill sets: (1) organizing the data in a relational data model, (2) accessing the data, (3) presenting the data for
exploration, and (4) formatting the data for output and further analysis. Empowering the data analyst to directly
interact with the data using an intuitive query language that can also populate web screens has radically simplified
the development workflow and reduced delivery costs between 60% and 95% depending on specific requirements.
Future directions involve extending the high cost reductions to additional common design patterns.
1. Fischbach, G.D. & Lord, C. (2010). The Simons Simplex Collection: a resource for identification of autism genetic risk factors.
Neuron, 68, 192-195.
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Introduction 

In 2010, the University of Pavia in collaboration with the IRCCS Fondazione Maugeri hospital (FSM) developed an 

IT platform to integrate clinical and research data based on the Informatics for Integrating Biology and the Bedside 

datawarehouse framework (i2b2, https://www.i2b2.org/). In this work we present an analysis of coded 

administrative data collected using such system and related to clinical procedures and day-hospital/inpatient 

treatments, with the aim of extracting the common care flows depicting the activities of the FSM oncology division.  

Methods 

To represent information related to administrative data in a standardized way, the ICD9-CM ontology was integrated 

in the i2b2 platform relying on the web services provided by the NCBO BioPortal (http://bioportal.bioontology.org). 

The system currently includes data for 28838 oncology patients. Querying the system for patients with a diagnosis 

of malignant neoplasm of female breast (ICD9-CM code 174.0-174.9) or personal history of malignant neoplasm 

(ICD9-CM V10.3), a total of 8969 subjects was obtained. Data were analyzed using Process Mining and Temporal 

Data Mining techniques to pursue a twofold objective. On the one hand, we wanted to highlight the most frequent 

careflows in terms of type of hospitalization (day-hospital or inpatient treatment) and of wards visited by the 

patients. On the other, we wanted to identify the most frequent sequences of procedures to which breast cancer 

patients undergo, and compare them with the current guidelines. To achieve the first goal, we performed a 

qualitative time series clustering step
1
 on the patients' clinical histories extracted from the database and pre-

processed by merging consecutive events of the same type (e.g. two consecutive hospitalizations in the same ward). 

To extract frequent sequences of procedures, we applied an algorithm for temporal association rules (TARs) mining
2
 

to the temporal sequences of procedures that patients underwent during their follow-up. 

Results 

We derived 11 careflow patterns highlighting the most frequent pathways that breast cancer patients undergo during 

their follow-up. The 80% of the patients undergoing only hospitalizations were staying in the breast surgery 

division. At FSM, this division is certified by the European Society of Breast Cancer Specialists (www.eusoma.org) 

and is a European reference center. This leads to a high number of patients (the 43% of our dataset) accessing the 

ward for the intervention and then being followed elsewhere. Other interesting patterns represent the careflows 

related to those patients followed after breast cancer surgery with and without complications. The most frequent 

patterns extracted with TARs mining show how current guidelines on the management of oncology patients are 

actually implemented at FSM. For example, we extracted a frequent pattern (occurring in the 65% of the patients) 

describing chemotherapy cycles, where patients undergo a set of day-hospital admissions for chemotherapy. Another 

interesting guideline-related pattern describes control ECGs performed due to the potential cardiotoxicity of some 

therapies (the 71% of patients undergoing an ECG then performs a chemotherapy during the same hospitalization). 

Conclusion 

Thanks to the availability of a robust system for the integration of clinical, administrative and research data, and to 

the use of advanced temporal data mining techniques, we have been able to highlight the most important careflows 

followed by clinicians and to identify the processes of care that are more frequently applied, enabling a comparison 

with the available clinical guidelines and further adjustments in their implementation. 
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Abstract 

The Contextual Control Model (COCOM) can be operationalized for transitions of care to measure the impact of a 
computer system on physicians’ cognition by studying handover communication.  Given that multiple providers treat 
a single patient with limited to no coordination, future systems should enhance the communication of priorities, 
relationships between treatment goals, and expectations through organization and structure.  The COCOM is a 4-
level scale reflecting increasing levels of control using a “joint system” perspective, acknowledging the 
interdependence of clinical, social, and healthcare contexts, that can be applied to this purpose.  

Introduction 

Little work has been done to directly measure the impact of electronic health record systems (EHR's) on cognition.  
Previous studies have looked at the impact of EHR's from the perspective of time to task completion, satisfaction 
scores, and several clinical outcomes; however, prior research has not describes how computer systems support 
physician reasoning and has not separated effects on clinician reasoning from system specific contexts or evaluated 
effects on quality of cognition within the context of larger healthcare system.  EHR’s support concrete decision-
making through reminders and alerts but not higher or more complex cognitive functions such as comprehension or 
making predictions, except in their role as electronic filing cabinets. We hypothesize that degree of organization and 
sophistication of communications with other physicians reflects the quality of clinician reasoning.  The Contextual 
Control Model (COCOM) is one potential approach to measure the quality of reasoning that combines the concepts 
of competence (individual expertise), control (patterns of thinking), and constructs (system constraints) and has been 
used to study patterns of EHR use(1,2).  Control can be described by four characteristic modes: scrambled, 
opportunistic, tactical, and strategic which can describe the organization of documentation, communication, and 
processes.  To efficiently increase situation awareness, communication should be organized to provide a strategic or 
at least tactical perspective.   

Approach 

We are using COCOM to evaluate the impact of 
an informatics tool on clinician cognition in the 
context of the hospital discharge.  We will 
measure the impact of an electronic template on 
the cognition of the document creator.  After the 
discharge summary is completed using either a 
standard discharge summary template or a new 
cognitively designed approach, a simulated 
handover conversation will be recorded.  The 
transcription will be scored using the COCOM 
Transition of Care Tool (Figure 1) for the 
sophistication of reasoning. A second phase will 
evaluate the level of strategic understanding 
that is gained by recipients.     

Conclusion 

The COCOM based evaluation of hand off summaries is a promising model to evaluate the impact on cognition of a 
wide range of informatics interventions.   
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Abstract 
Background: The objective of this study was to develop an 
automated method that derives comorbidities from electronic 
medical records with high accuracy using natural language 
processing (NLP). Methods: We used a modified version of the 
Charlson Comorbidity Index, and had two physicians create a 
reference standard of comorbidities by manual review of 
admission notes. We processed the notes using the MedLEE 
NLP system, and wrote queries to automatically extract 
comorbidities. Results: Inter-rater agreement was high 
(97.7%) indicating an objective and accurate reference 
standard. The NLP-based method achieved high accuracy in 
automatic extraction of comorbidity information (accuracy = 
93.7%) and the summed CCI score was similar in manual and 
NLP-based methods (p-value = 0.061, power = 80%). 
Conclusion: We were able to derive comorbidities 
automatically from admission notes with high accuracy. 
Introduction 
Comorbidity information is an essential measure of how sick 
and complicated a patient is, and has been related to 
mortality, resource use in the hospital, and readmission 
rates1-2. Perhaps the most widely used measure of 
comorbidity is the Charlson Comorbidity Index (CCI) 3. The 
CCI score can only be calculated using data from narrative 
reports, particularly from the “history of present illness” and 
“past medical history” sections of the notes. For most 
applications, the CCI score is calculated by manual record 
review or using claims data, typically coded using 
International Classification of Diseases, Ninth Version (ICD-
9)4. Previous efforts in using natural language processing 
(NLP) to extract comorbidities are limited to specific 
domains5. We aimed to develop an effective, automated and 
generalizable NLP-based method that derives comorbidities 
from narrative records. 
Methods 
We used a 15-item modified version of CCI (Table 1). It is 
different from the original Charlson Index9 in that it 
combines mild, moderate and severe liver disease into one 
category, combines diabetes mellitus with and without 
complications into one category, and excludes metastatic 
solid tumors. 
We randomly selected 100 admission notes and had two 
physicians code them in terms of presence or absence of each 
of the 15 items in the index. We first measured agreement 
between two coders using a random subset of 30 notes, and 
then processed the using the MedLEE NLP system, which 
handles negations, interprets the level of certainty associated 
with the concepts in the notes, and normalizes the concepts to 
concept unique identifiers (CUIs) in the Unified Medical 
Language System (UMLS).  
Subsequently, we developed queries to extract the 
comorbidity information. Each query contained a list of UMLS 
concept identifiers (CUIs) that represented the pertinent item 
in the index. Queries were developed by consensus between 
the first two authors, and were trained using a separate data 
set to obtain the final set of queries. Finally, we compared the 

accuracy of the automated method against the manually 
curated reference set. 
Results 
Inter-rater agreement was high (97.8%) with the Cohen’s κ 
equal to 0.923 (95%CI = 0.876 - 0.970).  Disagreements 
occurred due to miscoding and different interpretation of 
uncertain results (e.g. “possible CHF” was coded as positive 
by one coder and negative by the other). The accuracy of the 
NLP-based method was 93.5%, with a sensitivity of 81.2% 
and a specificity of 95.3%. Among the 15 items, best results 
were obtained for diabetes (sensitivity = 100% and specificity 
= 85%), and poorest results for chronic pulmonary diseases 
(sensitivity = 36% and specificity = 100%). Low sensitivity 
was due to a missing CUI (“chronic obstructive airway 
disease”). The summed CCI score was not significantly 
different in the automated versus manual calculations (mean 
difference = 0.29, p-value = 0.329, power = 80% for detecting 
a difference of 0.5). 
Discussion 
We were able to calculate a modified version of CCI with high 
accuracy using a combination of NLP and tailored queries. 
The CCI score is validated as a predictor of mortality and 
readmission across many populations1-2. Our method was 
able to calculate the CCI score with minimal error, which may 
allow for automated predictions of patient’s outcomes 
including readmission. It is superior to claims-based 
approach because it allows calculating the CCOur study is 
limited due to small sample size and the use of a modified CCI 
index. We intend to address our limitations in future 
research, for example by extracting information regarding 
metastatic tumors by using radiology reports and NLP. 
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 Item Points 
1 Myocardial Infarction 1 
2 Congestive Heart Failure 1 
3 Peripheral Vascular Disease 1 
4 Cerebrovascular Disease 1 
5 Dementia 1 
6 Chronic Pulmonary Disease 1 
7 Connective Tissue Disease 1 
8 Peptic Ulcer Disease 1 
9 Liver Disease 1 

10 Diabetes Mellitus 1 
11 Hemiplegia 2 
12 Renal Disease 2 
13 Leukemia 2 
14 Lymphoma 2 
15 AIDS/HIV 6 

 

Table 1 – Items included in the modified Charlson Comorbidity Score. 
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Abstract 
To determine whether HIT currently supports care transitions we interviewed clinicians from several healthcare settings. We 

learned about HIT tools to help nurses facilitate transitions, but discovered that there are few tools to promote high quality, safe 
transitions of care. We also found that HIT is rarely employed for patient-centered care coordination mechanisms. In conclusion, HIT 
tools are typically used within one healthcare setting to prepare for a transition, rather than across healthcare settings. 

Keywords: electronic health record, meaningful use, care coordination, care transitions 

Introduction/Background 
In order to improve the quality and safety of care health information technology (HIT) must support care transitions, 

but there has been little scientific research on the mechanisms by which HIT currently supports care transitions.[1] 
According to the Agency for Healthcare Research and Quality (AHRQ) Care Coordination Measures Atlas, coordination 
is achieved through broad approaches and coordination activities.[2] Examples of broad approaches include teamwork 
focused on coordination and care management and examples of coordination activities include creating a proactive plan of 
care and aligning resources with patient and population needs. We sought to determine the current capabilities of HIT to 
support care transitions. 
Methods 

We conducted focus group style interviews to query clinicians from four healthcare settings: emergency department 
(ED), acute care hospital (ACH), skilled nursing facility (SNF), and home health agency (HHA). Clinicians from 24 sites 
within six geographic regions were enrolled in six focus groups (n = 30). The interviews were transcribed and coded by a 
two-person consensus approach to identify content related to the AHRQ care coordination mechanisms.  
Results 

HIT is used for each of the 13 AHRQ care coordination mechanisms. Medication management is facilitated by 
electronic health record (EHR) tools for medication reconciliation within ACHs, but a paper printout or faxed document is 
common for transitions. Similarly, EHR tools exist for teamwork focused on care coordination within ACHs and SNFs, 
but only one integrated healthcare delivery system foresees using HIT for teamwork across transitions. When health care 
home was discussed, few HIT tools were mentioned, and in fact, most systems have a specialized role for a nurse to 
maintain contact with the patient across transitions rather than using HIT for information transfer to a health care home. 
HIT is widely used for disease management, particularly for congestive heart failure, as well as for case management, 
though nurse case managers are “the glue” for information transfer across settings. Patient-centered care coordination 
activities such as assessing needs and goals, creating a proactive plan of care, responding to change, and supporting self-
management goals were rarely mentioned in conjunction with HIT. Also, key activities such as establishing 
accountability, facilitating transitions, and linking patients with community resources were rarely facilitated by HIT. HIT 
is used for a variety of activities related to aligning resources with patient and population needs including simple 
programs like a spreadsheet used to track post-discharge telephone calls or a database used by an ACH to search for post-
acute care facilities based on home zip code. One integrated system created questionnaires within the EHR to help case 
managers track key elements of the post-discharge call. Electronic information transfer across transitions is rare. One 
ACH had a sophisticated HIT system capable of structured data transfer but, since there was no interoperability with SNF 
EHRs, information was often transmitted by hand-carried paper discharge packets. 
Discussion/Conclusion 

We learned that HIT is currently used for disease management and other programs to align resources with population 
needs. However, there is little innovation in HIT for patient-centered care coordination mechanisms. There is substantial 
room for improvement in information transfer across settings, establishing accountability, and other key care coordination 
mechanisms. Thus, while, HIT is used to some extent for all 13 AHRQ coordination mechanisms, HIT tools are typically 
used within one healthcare setting to prepare for a transition rather than acting as a bridge across settings. There is great 
opportunity for improvement even within organizations. 
1. Samal L, D.P., Greenberg J, Hasan O, Venkatesh AK, Volk LA, Bates DW, Critical Paths for Creating Data Platforms: Care 
Coordination  N.Q. Forum, Editor 2012: Washington, DC. 
2. Care Coordination Measures Atlas, Chapter 3. AHRQ Publication No. 11-0023-EF, January 2011. Agency for Healthcare Research 
and Quality, Rockville, MD. http://www.ahrq.gov/qual/careatlas/ Accessed March 12, 2013 
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Abstract: The ONC recently released stage 1 meaningful use attestation data.  We evaluated the current status of 
attestation rates related to the adoption of specific EHR vendors, across clinical specialties, and related to the 
proportion of eligible providers that registered for meaningful use across each state.  Very few vendors and clinical 
specialties accounted for the majority of the attestations.  There was also variability across the US in the proportion 
of eligible providers that attested to those that registered for meaningful use. 
 
Introduction: With the implementation of meaningful use, there has been a rapid increase in both the number of 
certified electronic health record systems (EHRs) and the number of clinicians utilizing these systems. The ONC 
published the meaningful use attestation dataset, which included data on all attestations from April 2011 to October 
2012.   
 
Methods: We determined the number of attestations for each EHR vendor and medical specialty for eligible 
providers using complete EHRs under the Medicare program.  We also combined CMS statistics regarding 
meaningful use registrations and compared this to the recent data on the number of attestations for each state.   
 
Results: As of February 2012, there were 1,559 certified ambulatory “Complete EHRs” included on the Certified 
Health IT Product List.  Under the Medicare program, there were 462 vendors used by eligible providers (EPs) to 
attain “meaningful use” and receive incentive payments from CMS. The top 5 vendors (1% of all certified vendors), 
including Epic, Allscripts, eClinicalWorks, NextGen, and GE, collectively accounted for 54.4% of all EP 
attestations.  Epic was the top EHR vendor (representing 0.2% of all vendors) and accounted for 21.9% of all EP 
attestations.  There were a total of 104,872 EPs that attested for meaningful use under the Medicare program (see 
figure 1 for total number of attestations overtime).  The top 5 clinical specialties accounted for 52% of all 
attestations with 19.4% in Family Practice, 17.5% in Internal Medicine, 6.5% in Cardiology, 4.3% in 
Obstetrics/Gynecology, and 4.2% in Podiatry.   Next, we evaluated the status of each state with regards to the 
number of EPs that attested compared to the total number of EPs that were registered for meaningful use under the 
Medicare program. When disregarding the US territories, New Hampshire had the highest proportion of attestations 
to registered EPs (1175/1846 = 63.7%) followed by Rhode Island (404/735 = 55.0%) than Ohio (5591/10276 = 
54.4%). Utah had the lowest proportion (477/2257 = 21.1%) followed by New Mexico (254/1071 = 23.7%) than 
Vermont (152/594 = 25.6%).   

 
Conclusions: With the implementation of 
meaningful use, there has been a rapid increase in 
both the number of certified electronic health 
record systems (EHRs) and the number of 
clinicians utilizing these systems.  Very few 
vendors account for most of the EHRs that have 
been adopted to meet the meaningful use 
objectives.  In addition, one of the goals of the 
EHR Incentive Program is to accelerate adoption of 
certified EHR products across all segments of the 
clinical sphere, including medical specialties and 
geographical areas. Again, only a limited number 
of clinical specialties account for the majority of 
the meaningful use attestations.  Finally, there 
appears to be variable attestations rates across the 
US with certain states showing greater adoption 
rates than others.  
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Social Media and Me, an EduPanel – What Is Social Media and How Can I Best use Social Media 
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Informatics, Beth Israel Deaconess Medical Center and Harvard Medical School; Martha B Adams, MD, 
MA, FACP, Duke Center for Health Informatics, Duke University; Gunther Eysenbach, MD, MPH, 
FACMI, Centre for Global eHealth Innovation, University of Toronto 
 
ABSTRACT 
Who doesn’t have a Twitter handle by now?  Has someone asked you to join LinkedIn?  There is an 
ongoing, undeniable explosion of social media consumption by our society including health 
professionals.    In medicine, a separate movement is taking place towards promotion of data sharing 
and critics are trying to grasp a new transition to have publications available as open access. As a 
result, many online open access journals and journal-lets are appearing and many self-declared 
experts are tweeting opinions, setting up FaceBook pages, and regularly contributing to the 
blogosphere of information.  How will we all filter this information? 
 
This panel will explore basics about social media and will challenge the audience perception about the 
potential impact on our research, education and patient care, including the pros and cons of social 
media in medicine.  Panelists specifically aim to provide education for attendees about fundamentals of 
participating in the social media stream as well as to provide new knowledge about the power and risks 
of being in the stream. 
 
PANELIST PRESENTATIONS 
 
Daniel Z. Sands, MD, MPH, FACP, FACMI 
Dr. Danny Sands is a practicing physician with training and over two decades of experience in clinical 
informatics. He most recently worked for six years as chief medical informatics officer at Cisco, where 
he provided both internal and external health IT leadership and helped key healthcare customers with 
business and clinical transformation using IT. Dr. Sands’ prior position was chief medical officer for Zix 
Corporation, where under his leadership ZixCorp became a dominant force in secure e-mail and e-
prescribing. Before taking this position, he spent almost 14 years at Beth Israel Deaconess Medical 
Center in Boston, where he developed and implemented numerous innovative systems to improve 
clinical care delivery and patient engagement, including clinical decision support systems, an electronic 
health record, and one of the nation’s first patient portals. 
 
Dr. Sands is a fellow of both the American College of Physicians and the American College of Medical 
Informatics and is the recipient of numerous health IT awards, including recognition in 2009 by 
HealthLeaders Magazine as one of “20 People Who Make Healthcare Better.” 
 
Dr. Sands has earned degrees from Brown University, Ohio State University, Harvard School of Public 
Health, and trained at Boston City Hospital and Boston’s Beth Israel Hospital. He currently holds an 
academic appointment at Harvard Medical School and for twenty years has maintained a primary care 
practice in which he makes extensive use of health IT—much of which he helped to introduce during 
his tenure at Beth Israel Deaconess Medical Center. 
 
Dr. Sands has focused throughout his career on leveraging IT to engage patients. In 1998 he co-
authored the first guidelines for using e-mail with patients, and in 2000 helped develop PatientSite, one 
of the earliest patient portals that permitted patients to communicate with their care team and see their 
records online.  In 2009 he co-founded the Society for Participatory Medicine, which encourages the 
use of technologies such as social networking to facilitate patient  engagement in their healthcare. The 
Society itself has also leveraged social media extensively in promoting its principles. 
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Dr. Sands, who currently works with several different companies as an independent consultant, will 
discuss the value of social media, particularly Twitter and social networking, as tools to enhance one's 
professional life. 
 
Bradley H. Crotty, MD, MPH, FACP is an instructor in medicine at Harvard Medical School. Dr. Crotty’s 
academic and research interests include patient-doctor electronic communication, systems 
improvement and technology, and the role of social media in healthcare. He has given short-courses on 
Web 2.0 and the medical educator at national meetings. Two recent publications include 
implementation and evaluation of a wiki within a residency training program, and proposed best 
practices for clinician professionalism in the digital age.  
 
Dr. Crotty will define social media, and review basic concepts related to information sharing in defined 
and ad-hoc communities. He will also discuss how patients are using social media to meet their health 
needs, and why it can improve health. He will reflect on prior literature in social epidemiology and 
behavioral economics, and how it can apply to modern ‘online’ social networks and media. He will 
highlight how clinicians can maintain professionalism when using these tools, and conclude with the 
relevance of social media for clinical informaticians.  
 
Martha B. Adams, MD, MA, FACP is Professor of Medicine, Emerita, at Duke University.  She is a 
member of the Duke Center for Health Informatics and the Division of General Internal Medicine in the 
Department of Medicine and the Division of Clinical Informatics in the Department of Community and 
Family Medicine.  Dr. Adams, a physician academic leader, is a micro-blogger on Twitter where she 
has a particular focus on health informatics.  She relies on FaceBook for contacts with friends and 
family and she is a member of LinkedIn.  She is known for technology innovation and for studies of 
technology adoption amongst residents and faculty in medicine and as a result others seek her 
expertise in teaching, both within the medical center and within a continuing education program across 
the country.  She helped create the current Duke Health System employee policy on the use of social 
media.  Nationally she is working with others to study the impact of blogging on faculty promotion and 
tenure.  Dr. Adams is a member of the AMIA Board of Directors and she is the Chair of the Working 
Group Steering Committee. 
 
Dr. Adams will present the status of blogging in academia.  She will begin with fundamentals of 
blogging and then explore further the value of a being an academician who blogs and how that could 
impact the process of promotion and tenure.  She will discuss advantages and limitations of this form of 
media, the time and effort involved as well as the author’s perceived personal value to do this.  In 
particular she will present the journal-based blog and its associated interactive features of commenting, 
sharing, and “like” option, referencing previous work by a research colleague, Nair et al in The 
American Journal of Medicine, October 2012.  This year, several blog editors for eAJKD, the American 
Journal of Kidney Diseases – Nair, Jhaveri, and Sparks – have joined up with Adams to measure the 
impact of academic blogging, including data collection from academic bloggers and from Chairs of 
Medicine across the U.S. 
 
Gunther Eysenbach, MD, MPH, FACMI is a Professor at the University of Toronto, a Senior Scientist at 
the Centre for Global eHealth Innovation at the University Health Network, and editor and publisher of 
the Journal of Medical Internet Research. He is also founder of the Medicine 2.0 conference series 
(having organized the first two events in Toronto), and now continuing as "producer" for the conference 
series. His research interests range from consumer health informatics and social media, over behaviour 
change apps, to electronic publishing and an area of research that he calls Infodemiology, i.e., deriving 
metrics from the chatter and "big data" on the Internet for public health purposes. He is also interested 
in the application of social media based "big data" for scientometrics and altmetrics, and has invented 
the "twimpact factor", after discovering that tweets are predictive for citations and can be used as a 
metric for social impact. 
 
Dr. Eysenbach will address Twitter micro-blogging, its power and risks. 
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He will tell attendees about his work published in JMIR 2011 revealing Twitter’s ability for predicting 
future publication citations.  He will talk about analyzing the buzz in social media, the dynamics, 
content, and timing of tweets relative to the publication of a scholarly article, and explore whether these 
metrics are sensitive and specific enough to predict highly cited articles.  He proposes a “twimpact 
factor” as a useful and timely metric to measure uptake of research findings and to filter research 
findings resonating with the public in real time. 
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Patrick Sanger1, Andrea Hartzler, PhD2, William B. Lober, MD MS1, Heather Evans, MD MS3 

1 Biomedical & Health Informatics; 2 Information School; 3 Department of Surgery;  

University of Washington, Seattle, WA 

Abstract 

Current provider workflows do not effectively capture surgical site infections (SSIs) occurring after hospital 

discharge. We conducted a needs assessment among providers to guide development of a patient-centered mobile 

tool to facilitate SSI surveillance at home. We identified concerns and prioritized features based on the survey. 

Despite concern about the potential for increased workload, 92% of providers were likely to adopt the tool. 

Introduction 

SSI is a leading cause of morbidity and death among patients following surgery. Due to shorter post-operative stays, 

most SSIs now occur post-discharge (PD). Current PD SSI surveillance methods are resource-intensive, non-

standardized, and underutilized. We are collaborating with providers and patients to develop a patient-directed, 

platform-agnostic tool, “mPOWEr”, to facilitate patient-provider communication and early detection of PD SSIs. 

The tool enables patients to transmit wound photos and standardized SSI symptomatology to providers. Herein we 

describe the conduct and results of a needs assessment of surgical providers. 

Methods 

Anonymous web-based survey with 28 multiple choice and free-response questions, sent to 107 surgical providers 

(surgeons, surgical nurses/ARNPs) in the Seattle area. Survey topics were workflow needs, tool design, future use, 

and provider demographics.  

Results 

Eighteen surgeons and 6 surgery clinic nurses completed the survey. 22 (92%) worked in an academic setting and 

had a mean of 12.9 years in practice. Providers encountered 1.5 SSIs per week, 56% occurred PD.  

Workflow needs: 42% indicated their current workflow was ineffective at identifying PD SSIs. SSIs were typically 

diagnosed by patient-initiated provider contact or scheduled follow-up visit; only 13% reported proactively 

contacting patients. The most common suggestions to improve PD surveillance included sooner follow-up, patient 

education, and secure transmission of wound photos from home.  

Design considerations: Providers considered pus, bad wound smell and unexplained fever to be most useful in 

identifying SSI, followed (in decreasing order) by redness, warmth, swelling, and pain; trends in these findings over 

time were considered critical. Most providers wanted 2 wound photos: an overview and a close-up. Common 

concerns around photography were: privacy, image quality, security, and malpractice. The most common desired 

features were tailored self-care instructions to patients based on responses, secure messaging, and automated patient 

reminders. Most (92%) providers wanted access through their EMR, and notification of submissions through normal 

“chain of command” (e.g., nurse) or email.  

Future use: 92% expressed interest in using mPOWEr for surveillance; 76% would use it to monitor an established 

SSI. A plurality (46%) imagined initial use only if a patient suspected a problem. One third expected minimal 

workflow disruption, another third expected increased workload, while others were concerned about “too much 

information” or staffing requirements. Providers were “very likely” (38%), “somewhat likely” (54%), or  “somewhat 

unlikely” (8%) to adopt mPOWEr.  

Conclusion 

Providers reported the current system for PD SSI surveillance to be ineffective and wanted closer follow-up, better 

patient education, and wound photos from home—all of which mPOWEr can address. Through our needs 

assessment, we gathered valuable information from providers on core features (symptomatology questions and 

photos) and were able to prioritize additional features to enhance mPOWEr. Despite concern over potential 

increased workload and over-triage, 92% of providers would likely adopt the system. Future work will involve 

patients in design and usability testing, and ultimately a trial to evaluate impact on clinical outcomes and patient-

provider communication in the critical post-discharge period. 

Acknowledgements:  Work was supported by AHRQ K12 HS019482-01 and NCATS TL1TR000422. 
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Title 

Veritas Analytics: Worldwide Infographics Map of EMR Systems 

Abstract 

Electronic Medical Record (EMR) systems are becoming an essential 

component of the modern healthcare fabric. Veritas Analytics, our prototype 

visualization map, is designed to analyze EMR systems in 196 countries. The 

objective of this study is to develop a web-based tool for displaying worldwide 

EMR systems’ characteristics and deployment locations and depict them 

visually into an infographic map, in order to provide improved decision making 

for their selection, implementation and innovative modifications in the future. 

Background 

At this point in time, there is no means to validate or newly examine any given 

EMR presence internationally which this study seeks to address. Studies of EMR 

systems have found that very little is known about the international geographic 

distribution of EMR systems. An important feature of EMR selection relates to 

vendor market presence as an indirect measure of robustness, and possibly 

performance. This study will shift current comparative EMR frameworks from 

the current short-term non-comparative research models to long-term 

comparative research1. We will achieve this by designing an atlas of EMR 

systems worldwide (Figure 1), and by being able to follow changes in 

developments and implementations over time.  

Methods 

A descriptive, cross sectional study is being conducted. Information was gathered on EMR system characteristics from public domain data and a 

thorough survey. Data about EMR systems will be collected from different sources including; Internet/Literature using targeted web spiders, EMR 

venders and industry directories and industry leaders. The number of countries assessed will follow United Nations (UN) definit ion (n=196), and as 

such this is a population study and not a sample. MySQL/PHP database was developed to host the data generated by the study (Figure 2). A web-

based tool will be developed to orchestrate the big data and depict them visually into an infographic map. 

Result 

Over 1500 EMR systems were initially identified worldwide as in 2013. The majority (561) were in the U.S., followed by the European countries and 

Australia. Results will include information about EMR provider, system, certification, structure, implementations and cost. 

Conclusion 

We anticipate that this map will improve transparency and knowledge around EMR selection processes, create healthy completion among EMR 

providers globally, and improve the quality of clinical information systems, which will in turn improve decision making around EMR selection. 

Primarily, indirect benefits may also involve enhanced economics market model dynamics as a consequence of increased transparent information. A 

further benefit to this study will be to those countries and those environments that may have unique attributes such as size and remoteness, being able to 

see how similarly attributed international locations are serviced by EMR providers. It is expected that this global project will pave the way for research 

and development of EMR systems around the world.  

References 
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Figure 1. Interactive Worldwide EMR Systems Map of 196 Countries 

Figure 2. EMR Systems Relational Database Diagram   
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Abstract 
Data collection for retrospective analysis has traditionally been a tedious, time-consuming, error-prone task.  Any 
individual is simultaneously overqualified and ill-equipped to perform this work manually.  QPID Soothsayer is a 
novel automated data retrieval software that interfaces with our hospital’s electronic health record (EHR) and uses 
unique, validated natural language processing search terms to quickly and accurately generate datasets for 
retrospective clinical research.  Here we report several examples of the striking utility of this tool.     
 
Methods 
QPID Soothsayer is a web application which interfaces with the regular-expression based search platform, QPID 
(Queriable Patient Information Dossier), developed for our hospital’s EHR1. To use Soothsayer, investigators first 
designate the patient cohorts for which data is to be collected. Investigators then define the variables of interest, 
which can include full notes (e.g. “cath reports”), search contexts (e.g. all sentences in which “CHF” appears), 
presence or absence of a condition (e.g. history of seizure), number of hits for a particular concept (e.g. number of 
documents mentioning “noncompliance”), and lab values. Since the underlying search platform is regular-
expression based, any of these searches can be further modified to match simple or complex regular-expression 
patterns. Furthermore, these parameters can include variables such as time ranges (e.g. “cath reports” prior to 
3/15/2012), which can be defined on an individual patient level. 
 
QPID Soothsayer then performs the specified queries on the entire cohort and returns a spreadsheet of organized and 
collated data. QPID Soothsayer also provides an interface for validation of query accuracy (by comparison against a 
manually annotated gold-standard reference set), which allows queries to be run unsupervised and results to be 
immediately fed into statistical analysis software to find epidemiologic, prognostic, or outcomes-related 
associations.  
 
Results 
Large databases in cardiology, gastroenterology, and ophthalmology have been generated and analyzed, yielding 
conclusions for nine published or presented works in a very short time period.  As one example, clinical predictors 
for response to cardiac resynchronization therapy were decanted from 567 patients who received this advanced and 
expensive treatment, revealing data with implications not only in clinical outcomes but meaningful resource 
allocation.2 Another analysis pertained to a less well-studied subject, eosinophilic esophagitis, elucidating possible 
effectors of response to acid-suppression therapy in 340 patients.3  Finally, a validated NLP query measuring 
noncompliance increased a predictive model’s ability to predict no-shows to scheduled screening colonoscopy in 
over 1200 patients.4   
 
Conclusions 
In only its first iteration and with use only by a handful of investigators, QPID Soothsayer has generated within 
hours several databases that would have taken weeks or months to compile manually.  These data have yielded 
important conclusions that contribute to our understanding of disease and therapy.  The software’s automated natural 
language process search of electronic records is not only efficient but accurate, as demonstrated by our validation 
cohorts.  Given the endless unanswered questions in the increasingly complex medical field and the hundred-fold 
acceleration of data-gathering process provided by this tool, there is tremendous potential in its application.  

References 

1. Zalis M and Harris M. Advanced Search of the Electronic Medical Record: Augmenting Safety and Efficiency 
in Radiology. J Am Coll Radiology. 2010; 7(8): 625–63 

2. Singal G, Upadhyay GA, Friedman DJ, Chatterjee NA, Kandala J, Orencole M, Barrett C, Dec GW, Picard MH, 
and Singh JP. Oral presentation. “Renal Response in Patients with Chronic Kidney Disease (CKD) Predicts 
Outcome Following Cardiac Resynchronization Therapy (CRT).” Los Angeles, CA.  American Heart 
Association Scientific Sessions, 2012. 

3. Mangla S, Singal G, Hornick JL, Burakoff R, Chan WW. Poster Presentation. “Clinical Predictors of Response 
to Proton Pump Inhibitors in Patients with Esophageal Eosinophilia.” Orlando, FL. Digestive Disease Week, 
2013. 

4. Blumenthal DM, Singal G, Mangla S, Macklin EA, Chung DC. 983 Predicting Noncompliance With Scheduled 
Outpatient Elective Colonoscopy. Gastroenterology 2012;142:S-173. 

 

1238



  

Resolving and Standardizing Providers within Administrative Data 

Indra Neil Sarkar, PhD, MLIS1, Elizabeth S. Chen, PhD,2 Steven J. Kappel, MPA1,2 
1University of Vermont, Burlington, VT; 2Policy Integrity, Montpelier, VT 

Abstract 

Administrative data, such as available as part of multi-payer claims databases or within health care enterprises, can 
be the source of many types of population-level analyses, including ones focused on tracking provider-based 
patterns (e.g., adherence to practice, prescribing, or reimbursement guidelines). However, reliable identification of 
information associated with providers can be rife with many challenges, especially when considering multiple 
sources of data with differing representation standards. This study explored the issues associated with how provider 
data are represented within a single state’s multi-payer claims dataset, which contains data about providers from 
74 payers. An automated approach was then developed to resolve provider data to standardized identifiers 
(National Provider Index [NPI]). The promising results suggest an automated approach can be developed for 
resolving and standardizing provider information that may be generalized to multi-source administrative datasets. 

Introduction 

The increased availability of data across the spectrum of health care presents significant opportunities for secondary 
analyses. Administrative data have been the mainstay of many patient population-level analyses, including studies 
that focus on studying healthcare costs1 or quantifying impact of varying care delivery models2. The ability to study 
provider-level patterns (e.g., adherence to practice, prescribing, or reimbursement guidelines) necessitates reliable 
and accurate identification of providers within administrative datasets3. The lack of a central master provider 
directory has also been cited as a core challenge in studying key national health reform initiatives, such as adoption 
of electronic health records4. However, the process of resolving provider data across multiple sources is typically 
done using proprietary processes that may include time-consuming and labor-intensive manual processes, often 
resulting in data that may be out of date by the time they are released. To keep pace with the growing need for 
secondary analyses that are anchored on provider-based data (e.g., to quantify the impact of health care reform 
initiatives), there is a need for automated approaches for resolving and standardizing provider data. 

Methods & Results 

This study focused on the analysis and reconciliation of provider data within the Vermont Healthcare Claims 
Uniform Reporting and Evaluation System (VHCURES), the state of Vermont’s mandated multi-payer claims 
database (which includes claims data since 2007 from Medicaid and 73 commercial payers). Using an SQL-
compliant database, coupled with a series of Ruby scripts, an automated approach was used to: (1) quantify the types 
of data representation challenges associated with providers and (2) develop a systematic process to resolve reported 
provider data to NPIs (as listed in the CMS NPI public data file) using a combination of demographics, specialty 
taxonomy codes, and practice localities. Preliminary results reveal that 53.2% of provider identifiers had missing 
NPIs and 8.3% had more than one NPI within VHCURES. A phased string-matching approach was able to robustly 
resolve NPIs for providers that accommodated for missing or incorrect assignment of NPIs as well as the range of 
data representation challenges identified in the initial analysis (e.g., multiple values in forename fields for the same 
provider, full provider names in surname field, and use of nick names instead of legal names). 

Conclusion 

The results of this study suggest that there is great potential to develop automated approaches for resolving provider 
data in multi-source health datasets. The success of approaches such as described here will help foster the 
development of infrastructure that will be essential for enabling provider-level analyses. 
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Abstract 

Natural Language Processing (NLP) of the clinical narrative has been a major effort within medical informatics. In 

our 2011 panel we discussed one of the main barriers for advancement of the field - the lack of large shared, 

annotated corpora to be leveraged for methods development and system evaluations. In the general domain, the 

gold-standard annotated Penn Treebank fostered truly revolutionary advances, and research papers are made 

available open access through the ACL Anthology. There have been a number of shared tasks establishing the state 

of the art, from lexical semantics to discourse level tasks. Pedersen (Pedersen, 2008) further challenged the NLP 

community to close the loop by releasing code open source to enable experiment reproducibility. On the other hand, 

these four pillars of our scientific clinical NLP community are only half-built. It is widely accepted that even de-

identified, clinical datasets are sharable only under certain conditions. The flagship journals in our domain, Journal 

of the American Medical Informatics Association and Journal of Biomedical Informatics, allow open-access of 

publications albeit for a significant cost accrued by the authors. The open source availability of the tools described 

in these publications is rare. This panel discusses these topical issues – shared resources, code, and activities. 

General description of the panel 

The goal of this panel is to start a conversation amongst our community, medical informatics at large, and the 

clinical natural language processing (NLP) community in particular about ways to advance research through shared 

resources, shared code, and shared activities. We will report on the ways in which other closely related fields have 

adjusted to the trend of open research, and our own experience within informatics. We will motivate the need for 

sharing, all the while being cognizant of the particularities of our field and the sensitivity of our datasets and 

findings. Finally, we will propose solutions, some for individual researchers and easy to implement, some more 

ambitious and for the community as a whole.  

Shared Resources. In the general NLP domain, the creation of the Penn Treebank (Marcus et al., 1993) and the 

word sense-annotated SEMCOR (Miller, 1995; Fellbaum et al., 1998) showed how even limited amounts of 

annotated data can result in major improvements in complex natural language processing systems. Since then, there 

have been many other successful efforts including the Automatic Content Extraction (ACE) annotations (Named 

Entity tags, nominal entity tags, coreference, semantic relations and events); semantic annotations, such as more 

coarse grained sense tags (Palmer et al., 2007); semantic role labels as in PropBank (Palmer et al., 2005), NomBank 

(Meyers et al., 2004), and FrameNet (Baker et al., 1998); and pragmatic annotations, such as coreference (Peosio & 

Vieira, 1998; Poesio, 2004), temporal relations as in TimeBank (Pustejovsky et al., 2003, 2005), the Opinion corpus 

(Weibe et al., 2005), and the Penn Discourse Treebank (Miltsakaki et al., 2004), to name just a few. Similarly, in the 

field of Machine Learning, the advent of common datasets for algorithms to be tested and compared against each 

other, has propelled the field forward. In medical informatics in recent years, there has been a move towards shared 

resources. One of the earliest such resources is the MIMIC repository, part of the Physionet project
1
. It focuses on 

ICU visits and contains a wealth of de-identified patient information, including demographics, billing codes, 

laboratory tests time series, medications, and notes. This dataset has enabled much ICU-related research, in 

particular in signal processing for patient monitoring. 

In clinical NLP, several complementary initiatives have started leveraging large de-identified clinical corpora and 

establishing schemas and guidelines for their annotations at the syntactic, semantic, and discourse levels. The goal of 

                                                           
1
 http://www.physionet.org/ 
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all these efforts is to provide the research community with shared annotated corpora to allow for the development 

and testing of novel clinical NLP methods and tools. Special care was given to ensure that the initiatives are 

complementary and aligned, so that the resulting resources can be merged transparently whenever possible. Now 

that these resources are in place, many challenges await in their dissemination. We will focus on business models 

for disseminating the shared annotated resources. The maintenance, curation and dissemination of shared 

annotated resources to the community needs sustained funding and care. The current reigning practice is strictly 

based on grant funding; with the end of the funding the dissemination of the resources ceases. The panelists will 

discuss several business models. The fee-based Linguistic Data Consortium (LDC) is the clearinghouse for shared 

annotated resources in the general domain. It has been enormously successful over their 20-year period of existence. 

LDC has branched out to not only the initial charge of maintenance, curation and dissemination, but also to the 

creation of new lexical resources. The most prevalent model in the clinical domain is the grant-based model in 

which de-identified clinical notes are hosted and shared for research purposes using funding from a federal grant, for 

example the PhysioNet project. This model is the most practical model but has questionable sustainability. We will 

discuss considerations – legal (Data Use Agreements and patient privacy), financial, practical – for a common 

clinical shared annotated resource repository. We will propose options and solutions, for example a repository 

housed by the National Library of Medicine. 

Shared code. In general, there is an increased move towards open source toolsets. 15 years after the open source 

model was advocated by Eric Raymond in the “Cathedral and the Bazaar”, the thesis that “given enough eyeballs, all 

bugs are shallow” is ever so relevant. A number of open source models now exist such as the Apache Software 

Foundation, Sourceforge, GitHub, Google code. Although code is open, there are provisions about using that code 

which are determined by the two main license groups – the copyleft licenses (such as GPL) and the more permissive 

licenses (such as Apache and BSD) which are not necessarily compatible. Pedersen (Pedersen, 2008) motivates the 

open source paradigm in the NLP research community. First, open source code allows reproducibility of the results 

reported in scholarly publications – a vital components of good science. Forget perfect code, release early, release 

often trumps perfection. Second, open source code enables project sustainability. Third, methodological errors might 

be found and resolved. Lastly, most of our work is funded by taxpayer dollars, and “we really ought to try to give 

back as much as we can to the greater public good”. This begs the question – where should we go from here, what 

philosophy we as community advocate? As research matures and standard methods emerge, open source tools 

provide great value to the researchers at large. This also potentially speeds the progress of research by making it 

easier for scientists to build on the work of others. In addition to open source models, license groups, and 

motivation, this part of the panel will also discuss examples of clinical informatics open source tools and their 

models: caTIES (clinical NLP for pathology notes), Apache cTAKES (clinical NLP), MedKAT/P (clinical NLP for 

patholody notes), i2b2 platform (cohort identification platform for PheWAS/GWAS studies), MetaMap (biomedical 

NLP), Knowtator (gold standard creation tool), eHOST (gold standard creation tool). We will challenge the 

audience with one final question: should our premier journals move to the philosophy of accepting only these 

manuscripts that are accompanied by open code and sharable data, or at least prioritizing such manuscripts and 

making them open-access without an accompanying author fee? How can AMIA assist in this process? 

Shared Activities. Community-wide shared activities enabled by shared resources are shared tasks around 

computational problems. The general NLP community has fostered enormously popular shared tasks through 

Siglex: Senseval/SemEval, and SigNLL: CoNLL. The enabled lines of research and ensuing solutions range from 

lower-level tasks such as constituency parsing and dependency parsing to higher level semantic parsing such as the 

discovery of the predicate-argument structure of the sentence, timeline event sequencing and the very hard task of 

inferencing. Other high-level applications, which rely on layered annotation and can impact clinical workflow 

include intelligent search within a patient record, patient summarization and such applications as phenotyping. We 

will review the state-of-the-art of some shared tasks specific for clinical NLP (i2b2 challenges, TREC Medical 

Track, CLEF 2012 evaluation lab).  

The presentations will be followed by a discussion where the main points will be around the four panel parts:  (1) 

shared resources in the clinical domain; (2) business models and dissemination; (3) shared code; (4) shared 

activities. 

Panelists 

Martha Palmer, University of Colorado, Boulder 

Prof. Palmer will discuss the layered annotations and their relevance to the clinical domain. Dr. Palmer has been at 

the forefront of efforts to devise semantic annotation schemas such as sense tagging and semantic role labeling that 
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support NLP of English, Chinese, Arabic, Hindi and Urdu, and helped initiate the SemEval shared task program.  

She is now also centrally involved in porting these techniques, as well as treebanking, coreference and temporal 

relations, to the clinical domain under several projects with Dr. Savova. 

Noémie Elhadad, Columbia University 

Prof. Elhadad will act as the moderator for the panel and will present the business models for shared resources in the 

clinical domain. She is an assistant professor in Biomedical Informatics. Together with Dr. Savova and Chapman, 

she leads the Shared Annotated Lexical Clinical Resource project. 

Guergana Savova, Childrens Hospital Boston and Harvard Medical School  
Dr. Savova will present on shared code. Dr. Savova has been leading the development of the core Clinical Text 

Analysis and Knowledge Extraction System, now part of the Apache Software Foundation (cTAKES; 

ctakes.apache.org). cTAKES is being extended under a number of NIH-funded projects. Dr. Savova is involved in 

the NLP activities in ShARe, THYME, i2b2, SHARP, eMERGE. 

Wendy Chapman, University of California San Diego 

Dr. Chapman will discuss the shared activities in the clinical NLP domain. Dr. Chapman released the University of 

Pittsburgh NLP Repository and is guiding development of an infrastructure for storing, disseminating, and 

annotating reports through UCSD’s iDASH. 
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Successful Algorithm for Mapping AEs from Multiple Sources to MedDRA 

Elisabeth Lee Scheufele, MD, MS1,2, Keeon Tabrizi, MEng 1, Haiguo Wu, PhD1, Himanso 
Sahni, MS1,  Matvey B. Palchuk MD, MS1,2, Dina Aronzon, MS1 

1Recombinant By Deloitte, Newton, MA; 2Harvard Medical School, Boston, MA 

Abstract 

We developed and implemented a mapping algorithm using the NCBI ESpell and NCBO1 BioPortal2 APIs to map 
adverse event (AE) terms from clinical trials data to MedDRA v. 12.0 with a high degree of success. 

Introduction 

Adverse events (AE) data are important in the clinical trials environment, with strong interest for secondary use in 
analysis.  However, as with most forms of clinical information, the data is often stored in separate source systems 
and in varying formats, making the data difficult to access, search, and utilize. Individual AE terms, coded to local 
dictionaries or stored as free-text, need to be mapped to standard terminologies, e.g., MedDRA, in order to facilitate 
aggregate analysis. Our solution is to bring these data into a single coherent environment; often a time-consuming 
manual process.  To minimize the time required for facile mappings and focus resources on difficult mappings, our 
approach is to develop an algorithm to automate parts of the mapping, using available tools and APIs.  

Problem 

Clinical trial data from 2 types of data sources, with varying data forms, needed to be mapped and loaded into 
tranSMART – a robust knowledge management platform built on an i2b2 framework.  The AE content in the source 
data was found in several forms, including an internally curated modified MedDRA terminology and free-text terms.  
All the AE sources needed to be mapped for consolidation into the single ontology of MedDRA v. 12.0. 

Solution 

We developed and implemented a mapping algorithm that 
takes a set of AE terms and produces files that are “Exact”, 
“Partial” or “No-Match” to MedDRA v 12.0.   First, the term 
is run through the NCBO1 BioPortal2 API to search for 
mapping candidates, with the goal of identifying an exact 
match.  If the term has no exact match, it is spell-checked 
against NCBI ESpell API.  Then, a sequence of steps 
including a search for partial matches or near missed exact 
matches is set off (Figure 1). For terms with exact or partial 
matches, the BioPortal API is accessed for the corresponding 
MedDRA term, parent term and preferred term that are sent 
to an output file.  Summed rates for exact and partial match 
were as follows (num/denom): 95.8% (2185/2281) and 
95.9% (776/809) for the free-text sources; 99.9% 
(2828/2832) and 100% (528) for the curated term sources. 

Conclusion 

We developed and implemented a robust adaptable algorithm to map AEs to MedDRA from structurally diverse 
data environments using the NCBO BioPortal API with a high degree of success.  The resultant solution provides 
mapping consistency, can decrease manual mapping effort, and can be extended to other terminology sets.  In the 
future, we intend on continuing to develop the mapping algorithm to make it more robust and to expand beyond AEs 
to other data types and terminology sets, such as mapping laboratory investigations to SNOMEDCT, etc. 

Reference  
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2. Whetzel PL, et. al. BioPortal: enhanced functionality via new Web services from the NCBO to access and use 
ontologies in software applications. Nucleic Acids Res. 2011 Jul;39(Web Server issue):W541.  

1243



  1 

Informaticians, CxIOs and Industry: Strengthening the Fabric of HealthIT 

Panel organizer: Titus Schleyer, DMD, PhD, Professor and Director, Center for Biomedical 
Informatics, Regenstrief Institute, Indianapolis, IN 

Panel participants 

 Blackford Middleton, MD, MPH, MSc, Chief Informatics Officer, Professor of Biomedical 
Informatics, Vanderbilt University Medical Center, Nashville, TN 

 Bret Shillingstad, MD, Physician/Clinical Informatics Lead, Epic Systems Corporation, 
Verona, WI 

 J. Marc Overhage, MD, PhD, Chief Medical Informatics Officer, Siemens Health Services, 
Malvern, PA 

 Constantin Aliferis, MD, PhD, Director, NYU Center for Health Informatics and 
Bioinformatics, New York University, New York, NY 

Abstract 

Health information technology (HIT) is often touted as an important remedy for many problems 
in healthcare. However, biomedical informatics, the "engine of innovation for HIT," is at a 
turning point: Can the field evolve to meet the challenge of developing and implementing safe 
and effective HIT while continuously innovating in both academic and industrial settings? The 
culture and values of informatics and industry differ significantly. Successful academic/industry 
collaboration is rare and the contributions of informatics to the operational context of healthcare 
delivery are increasingly marginalized. Informaticians are often viewed as closeted researchers 
while IT staff do the "real work." At the same time, industry is looking to academic informatics 
for leadership in important areas of HIT and electronic health records, such as providing and 
maintaining evidence‐based content for clinical decision support; integrating basic science 
breakthroughs into EHRs; designing the EHRs and clinics of the future; and aggregating and 
analyzing data on large cohorts (nationally and internationally) to support health services 
research and care delivery optimization. This panel will present thought-provoking viewpoints 
from key industry and academic leaders, and stimulate discussion on strategies to improve 
informatics’ contribution to positive change in healthcare. 

Panel description 

Health information technology (HIT) is often touted as an important remedy for many problems 
in healthcare. Informatics is struggling for relevance in a landscape increasingly dominated by 
other players laying claim to data, information and knowledge. Much informatics research falls 
short of achieving the goal of affecting healthcare processes and outcomes in a positive, 
meaningful and sustained way. Successful cooperation and collaboration between informatics 
and industry on practical applications at the point of care is rare. The health IT industry is 
fragmented, unnecessarily competitive and without a joint vision of essential common principles 
and standards beyond the current policy mandates of meaningful use. The purpose of this panel 
is to present thought-provoking viewpoints from key industry and academic leaders, and to 
stimulate discussion on strategies to improve informatics’ contribution to positive change in 
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healthcare. (This panel summarizes key discussions from the 2013 Winter Symposium of the 
American College of Medical Informatics.) 

Dr. Middleton will discuss the culture of biomedical informatics, specifically with regard to its 
current context. The archetype of the medical informatician emerged at a time when problems in 
healthcare could be solved locally by smart people working at the interface of medical care and 
computer science. As it evolved, the role of the clinical informatician focused increasingly on 
implementing home-grown or acquired technologies, and managing user expectations and 
requirements within the limits of technology. However, this role became at risk of being 
marginalized if its pursuits did not align with business concerns. This development often 
removed informatics progressively from the mainstream of HIT implementation and use. Given a 
problem-solving approach characterized by quick fixes, informaticians and health IT 
professionals may make uncertain promises and underdeliver. This phenomenon may be rooted 
in a vicious cycle in which informaticians struggle to meet the expectations of their 
customers/stakeholders, work harder as a consequence to redeem themselves, but never solve the 
underlying problem(s). In the process, informaticians often undermine their ability to implement 
fundamental or transformative solutions that would be more effective and sustainable than short-
term problem solving. For informaticians to become more valuable partners in the development 
and implementation of HIT, they must get the right things done, well, in a timely way, as well as 
preserve and restore resources for sustainability at the same time – a disciplined approach to 
software engineering and product development more familiar to the vendor community than 
academic informatics. 

Dr. Shillingstad from Epic will provide an industry perspective on the contributions of 
informatics to HIT. Electronic health records are shaped by many agents and factors, such as 
industry, academic and informatics research, government regulation and professional societies. 
At a time when making products compliant with federal regulations is hampering the HIT 
industry’s capability to develop and innovate, it is not clear who will control the future direction 
of HIT and EHRs. We are at a crossroads in which academia and professional societies could 
assume a major role in leading innovation in HIT. Possible areas for leadership in informatics 
innovation include providing and maintaining evidence‐based content; implementing real-time 
decision support; integrating basic science breakthroughs into EHRs; leading the definition of 
Meaningful Use; designing EHRs and clinics of the future; aggregating and analyzing data on 
large cohorts (national and international); and guiding the implementation of interoperability 
standards and standardization of EHR content.  

Dr. Overhage will focus on developing and evolving academic/industry collaboration on HIT. 
Historically, academics in informatics were focused on the pursuit of innovation which did not 
always get applied in a real-world context. Industry, on the other hand, was centered on creating 
effective products that produced a financial return to the corporation. In an era where both 
academic informatics and industry are under increasing pressure to develop and prove that 
biomedical informatics has a positive impact on health care both in terms of the quality of care as 
well as cost, these operating paradigms have become outdated. Neither academia nor industry 
alone will be able to achieve the vision of a well-functioning healthcare system supported by 
useful, usable and effective information technology. Academic-industry collaborations hold both 
positive and negative potential but can create virtuous cycles for both partners when well-
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executed.  As all partnerships, achieving that potential requires that both partners share a passion, 
are patient, put their egos aside and trust one another.  This presentation will explore examples of 
successful partnerships in the field of informatics and suggest a framework for success. 

Dr. Aliferis will conclude the panel with a look at the domain where informatics and information 
technology (should) meet in the operational context of healthcare facilities: the areas of 
responsibility of Chief Information (or Informatics) Officers, Chief Medical Informatics 
Officers, Chief Nursing Informatics Officers, etc. Ideally, informatics and information 
technology should work hand-in-hand in order to improve healthcare. However, in most 
academic health centers, this is not the case. Informaticians are often viewed as closeted 
researchers while IT staff do the "real work." Recently, several major academic health centers 
have curtailed or eliminated their efforts in applied informatics research. Dr. Aliferis will discuss 
the implications of these developments, and present his thoughts on improving the partnership 
between informatics and IT in the context of healthcare operations. 

All participants have agreed to take part on the panel. 
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Use of the Health-ITUEM for Evaluating Mobile Health Technology 

Rebecca Schnall, RN, PhD1,  Po-Yin Yen, RN, PhD2, Marlene Rojas, MPH1, William 
Brown, DrPH, MA3,4,  

1 Columbia University School of Nursing, NY, NY;  2Department of Biomedical 
Informatics, Ohio State University, Columbus, OH 3Department of Biomedical 

Informatics, Columbia University, NY, NY; 4HIV Center for Clinical and Behavioral 
Studies, Columbia University & New York State Psychiatric Institute, NY, NY  

Abstract: There are few evaluation frameworks for assessing the usability of mobile health (mHealth) technology, 
which is critical as the use of mHealth tools proliferates. Methods: We used two exemplars to demonstrate the 
applicability of a Health IT Usability Model (Health-ITUEM) for evaluating mHealth technology.  Data Analysis: 
We coded our focus group data using the 9 concepts from the Health-ITUEM Framework. Results: Using the 9 
concepts of the Health-ITUEM we created 24 unique codes; Performance Speed and Other Outcomes were among 
the most frequently occurring codes. Conclusion: Our two exemplars demonstrated the appropriateness and 
usefulness of the Health-ITUEM in evaluating the usability of mHealth technology. 

Introduction: Much research has been conducted using mobile devices for health related behaviors, yet many of 
these studies have demonstrated only modest benefits, which may be the result of inadequate usability of the tools.1 
The increase in the development of interventions using mobile technology necessitates a rigorous usability 
evaluation framework.   

Methods: We used two exemplars to assess the 
applicability of the Health-ITUEM for evaluating the 
usability of mHealth technology.2 In the first 
exemplar, we conducted 6 focus group sessions to 
explore adolescents’ use of mobile technology for 
meeting their health information needs. In the second 
exemplar, we conducted 4 focus group sessions 
following a 30 day mobile phone ecological 
momentary assessment study.  

Data Analysis: We used the 9 concepts of the 
Health-ITUEM to determine its appropriateness for 
assessing the usability of mobile health technology. 
We refined our assessment by increasing the 
granularity of each of the codes as positive, neutral 
and negative. Two raters (R1 & R2) initially coded all 
text and a third rater (R3) reconciled coding 
discordance between raters R1 and R2. 

Results: We used the 9 concepts of the Health-
ITUEM framework: Error prevention, Completeness, Memorability, Information needs, Flexibility/Customizability, 
Learnability, Performance speed, Competency, Other outcomes, to develop 27 codes by further categorizing each 
concept as positive, neutral and negative. A total of 133 codes were applied to Exemplar 1. In Exemplar 2 there were 
a total of 286 codes applied to the data set. Performance Speed and Information Needs were among the most 
frequently occurring codes (Table 1). 

Conclusion: Our two exemplars demonstrated the usefulness of the Health-ITUEM Framework in evaluating the 
usability of mobile health technology. 

References 
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Consumers: A Systematic Review. PLoS Med. 2013;10(1):e1001362. 
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Annu Symp Proc. 2010;2010:917-21. 

Table 1: Frequency of Code Use in Data Set 
  Exemplar 1 Exemplar 2 
  + - 0 + - 0 Total

Performance 
Speed 

24 4 0 44 41 2 115 

Other Outcomes 31 10 5 32 23 10 111 
Information 

Needs 
32 6 0 35 22 3 98 

Completeness 10 5 0 10 9 2 36 

Learnability 0 0 0 4 17 1 22 
Flexibility/ 

Customizability 
3 0 0 8 6 1 18 

Competency 3 0 0 3 5 0 11 
Error 

Prevention 
0 0 0 1 6 0 7 

Memorability 0 0 0 0 1 0 1 
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Adoption of Health Information Technology among Dental Practices in the 
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Abstract 

Implementation of health information technology in dental practices varies considerably throughout the United 
States. This study aimed at understanding the dentists’ perceptions and adoption of electronic dental records, as 
well as other health information technology in their practices. 

Introduction 

Although electronic health record adoption rates are quite high among medical practices, the dental practices are 
lagging. The purpose of this study was to gain a better understanding of the current knowledge and the extent to 
which electronic dental records (EDR) systems are adopted in dental practices located throughout the United States. 
Further, to obtain additional insight regarding other technology-related practice issues by investigating the extent of 
and attitudes regarding the utilization of clinical computing in dentistry. 

Methods 

After conducting a literature review on clinical computing in general dentistry, as well as current dental informatics 
topics, we determined the categories of our survey tool would include: provider/practice demographics, technology 
at practice, EDR adoption, storage methods of clinical information, Meaningful Use/American Recovery & 
Reinvestment Act (MU/ARRA), National Health Information Network (NHIN) and other Health Information 
Exchanges (HIE). The survey tool had a total of 39 questions under seven categories. The study participants had 
three different options to complete the survey: paper format, electronic format or phone interview. A list of 9,000 
current dentists’ contact information located throughout the United States was purchased from the American Dental 
Association.  A randomized list of 8,000 names was selected to target for mailings.  Using sequential sampling, 
1,000 surveys were mailed in August, 2012 followed by 1,000 surveys in September, 2012.  Using the average 
response rates of the first two mailings, it was determined that the final mailing in October, 2012 should consist of 
4,120, in order to ascertain the targeted response rate of 5% or 400 participants.   

Results 

A total of 484 participants completed the survey for a response rate of 7.9%. This study illustrated that the utilization 
of a sequential sampling method resulted in a 23.5% overall cost savings for our survey budget, equating to $5000.  

Table 1. Completion method of surveys per group 

Group Phone Online Percentage Paper Percentage Total Mailing 
Mailing 1 0 10 12% 86 88% 1,000
Mailing 2 0 8 10% 78 90% 1,000
Mailing 3 0 32 10% 320 90% 4,120

Total 0 50 10% 484 90% 6,120

Fifty-two percent of participants reported currently using an EDR, in urban, suburban and rural areas, with Dentrix 
and EagleSoft being the most popular systems implemented.  The EDR adoption rate was much higher among 
dentists who practiced 15 years or less as well as among females and in group practices. The top advantages for 
using an EDR were ease of access and portability and the top disadvantages were concerns regarding reliability, 
time to convert and data security. Eight-three percent rated their experience with computers as comfortable, 75% 
now have computers chairside in operatories, however 33% of these are not connected to the internet. Over 55% 
were very unfamiliar with ARRA Meaningful Use incentives and NHIN. 

Conclusion 

We are seeing a trend in increased adoption of health information technology compared to previous data. Our study 
will provide baseline data for future health information technology research. The application of a sequential 
sampling method is a simple, novel and cost-saving survey approach that could be effective in future studies.   
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Abstract 

Prediabetes is the most important risk factor for developing type-2 diabetes mellitus, an important and growing 
epidemic.  Prediabetes  is often associated with comorbidities including hypercholesterolemia. While statin drugs 
are indicated to treat hypercholesterolemia, recent reports suggest a possible increased risk of developing overt 
diabetes associated with the use of statins. Association rule mining is a data mining technique capable of identifying 
interesting relationships between risks and treatments.  However, it is limited in its ability to accurately calculate 
the effect of a treatment, as it does not appropriately account for bias and confounding.  We propose a novel 
combination of propensity score matching and association rule mining to account for this bias, and find meaningful 
associations between a treatment and outcome for various subpopulations.  We demonstrate this technique on a real 
diabetes data set examining the relationship between statin use and diabetes, and identify risk and protective factors 
previously not clearly defined. 

 

Introduction 

Diabetes mellitus is a growing epidemic, affecting more than 25 million people in the United States alone. In 
addition, an estimated 79 million people suffer from prediabetes14, defined by blood glucose levels above normal but 
below the threshold for the diagnosis of diabetes. Prediabetes is often accompanied by other comorbidities, such as 
obesity, hyperlipidemia and hypertension, which require appropriate treatment including the use of multiple drugs. 
In the case of hyperlipidemia, statin therapy is usually prescribed. While use of statins lowers cholesterol levels, and 
the overall risk of cardiovascular mortality6,7,8, there has been recent research indicating an increased risk of incident 
diabetes associated with their use.1,2,3,4 

Association rule mining is a technique used to discover associations between items.  Association rules are 
implications, where a set of co-occurring conditions implies increased risk of another condition.  Applied to a 
treatment and condition, association rules can be viewed as identifying phenotypes or etiologic pathways within a 
population. They are interpretable, and they suggest interconnections between risk factors.  Furthermore, they are 
rules, which makes them straightforward to implement in a clinical decision support system.  While association rules 
can identify patient subpopulations (phenotypes) at particularly high risk of a given disease, they do not directly give 
us information about the efficacy of treatments.  

In this work, we extend the association rule mining methodology to identify subpopulations where the effect of a 
treatment on an outcome differs among subpopulations, or differs from the general population. For example, in a 
pre-diabetic patient population, statin use has been shown to have no significant effect on the diabetes outcome.15 
The proposed methodology can identify phenotypes within the prediabetic patient population, in which statins are 
significantly harmful; and it can also identify phenotypes where the use of statins may actually be beneficial. 

The success of developing such a methodology fundamentally depends on our ability to accurately quantify the 
effect of a treatment in a phenotype.  Suppose we wish to quantify the effect of statins on diabetes in a phenotype 
defined by the association pattern {hypertension, renal failure}. In association rule mining, a naïve and commonly 
used technique is to directly compare the prevalence of diabetes among those who take statins and those who do not, 
among the patients presenting with hypertension and renal failure.  

This method provides an accurate quantification of the effect of statins, only if the statin-receiving and non-statin-
receiving subpopulations within a phenotype are comparable. We do not believe this assumption to be universally 
true.  In our above example, if the statin-receiving group has higher lipid levels than the non-statin receiving group, 
then these two groups are not comparable from a diabetes perspective: even if statins had no effect at all, we would 
see that the statin-receiving group has higher risk of diabetes simply because of their higher LDL levels. Given that 
statins are drugs that reduce LDL levels, this scenario is not only feasible, but also very likely. Failure to take such 

1249



  

differences into account would lead to the erroneous assertion of a relationship between statins and diabetes among 
untreated hypertensive patients. 

To address this issue, we propose a combination of propensity score matching and association rule mining.  Our 
proposed methodology preserves association rule mining’s outstanding ability to identify distinct phenotypes, while 
allowing for accurate estimation of treatment effects.  

The key idea is as follows.  We use association rule mining to identify distinct phenotypes. Within each phenotype, 
some patients receive statins and some do not. While the two (statin-receiving and non-statin-receiving) 
subpopulations are not comparable in their entirety, they may contain pairs of patients who are. In our statin-use 
example, where the key differentiator between the two subpopulations was LDL level, such patient pairs could be 
formed from the patients with lowest LDL levels in the statin-receiving group matched with patients with the highest 
LDL levels in the non-statin-receiving group. We utilize propensity score matching to identify such patient pairs, 
thus addressing confounding and bias while still fully utilizing this powerful data mining technique. 

We first discover association rules (phenotypes) from the diagnosis codes, dichotomized laboratory results and 
medications.  For each association rule, we match patients in the treatment (statin-receiving) and control (non-statin-
receiving) groups based on their respective propensity scores.  If we can find a sufficient number of pairs to support 
the estimation of the treatment effect, we calculate the relative risk of the outcome between the treatment and control 
subpopulations. The result is a set of easily interpretable phenotypes, each with a distinct effect from the treatment. 

We applied this methodology to a real clinical data set collected at Mayo Clinic. The data set consists of patients 
who were prediabetic in 2005 and our clinical interest lies in their progression to over diabetes within 5 years. 
Specifically, we show the proposed approach identified clinically relevant phenotypes, and we also show that these 
phenotypes exhibited qualitatively different treatment effects of statins in terms of progression to overt diabetes.  

Methods 

In order to quantify the effects of statin use among prediabetic patients, we must discover association rules, build a 
propensity score model, and calculate the statin’s effect for each phenotypic group.  In the following sections, we 
describe these steps in detail. 

Association Rule Mining 

Association rule mining12 is a data mining technique used to identify interesting relationships between variables.  
Let an item be a binarized variable indicating the presence of some risk factor (e.g., hypertension).  The predictors 
in our data set include diagnosis codes and medications. To increase interpretability, we combined diagnosis codes 
with their respective medications forming items such as ‘hypertension with medication’ or ‘hypertension without 
medication’. 

Let an itemset be a set of items, which indicates whether the corresponding risk factors are all present in the patient.  
If they are, the itemset is said to apply to a patient.  The support of an itemset I is the number of patients to whom I 
applies. 

An association rule represents an implication defined by an itemset I implying that patients to whom I applies face 
an increased (or decreased) risk of diabetes.  An association rule applies to the set of patients to whom its defining 
itemset I applies and its support is the support of I. Another metric that characterizes an association rule is its 
confidence.  Intuitively, the confidence quantifies the strength of the association between the itemset and the 
outcome. Mathematically, the confidence of a rule is the fraction of patients who developed diabetes among the 
patients to whom the rule applied. In other words, the confidence is the conditional probability of a patient 
developing diabetes given that the rule applies to this patient. We define the risk of progression to diabetes for a 
patient to whom a rule applies as the confidence of the rule.  

The statistical significance of the association (between the itemset and the outcome) can be assessed using 
predictive significance16.  Predictive significance tests the hypothesis that the conditional probability of diabetes 
given the itemset is statistically significantly higher (or lower) than the prior probability of diabetes, which is the 
overall rate of diabetes in our entire prediabetic cohort. Since significant association rules select a subpopulation 
with a disease outcome that is different from the general population, each rule can be viewed as a prediabetic 
phenotype. 

A simple (but as we later show, inaccurate) method of quantifying the effect of a treatment (statin use in our 
application) in each phenotype is as follows. In each phenotype, some patients received statins (we call treatment 
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patients) and some did not (control patients). We can quantify the relative risk of developing diabetes between the 
treatment and the control subpopulations (of the same phenotype) by calculating the ratio of the probability of 
progression to diabetes in the treatment subpopulation divided by the probability of progression in the control 
subpopulation. Henceforth, we refer to this quantity as the unmatched relative risk. The statistical significance of 
the unmatched relative risk is assessed using bootstrap simulation. 

Propensity Score Matching 

Arguably, the most accurate method of estimating the effect of a treatment is through a case-control study or a 
randomized clinical trial.  These studies are designed to minimize variation in non-treatment variables among the 
study groups.  This ensures the two groups are mostly identical, thus minimizing bias and allowing the researcher to 
be relatively assured that an effect is due to the treatment variable.  

With secondary analysis, we must shift our focus from study design techniques to statistical methods to account for 
bias, as we are no longer in a position to make the two populations identical.  Propensity score matching is one 
technique that can be used to account for the confounding and bias present with receiving a particular treatment. 

With this technique, a model is built using the treatment as the dependent variable.  The propensity score becomes 
the model-based probability that the subject received the treatment.  This allows a researcher to identify pairs of 
patients—one having received the treatment and one who has not—such that the two patients in each pair are 
equally likely to have received a given treatment.  While this does not guarantee that these two patients in all pairs 
are identical, it ensures that no observable variable confounds the treatment effect within each pair. 

Using the propensity score, patients in the treatment group are matched to one or more patients in the control group.  
This is typically achieved using either a nearest neighbor or nearest neighbor within a caliper distance9.  The nearest 
neighbor method matches a treatment to the control with the minimum difference between the propensity scores.  
The nearest neighbor within a caliper matches a treatment to the control with the minimum difference between the 
propensity scores, provided it is less than a set caliper distance.  Additional methods, including matching all 
treatment patients with all controls using some weight, are available.  We will focus on the caliper method, as our 
data provide good coverage between the treatment and control groups. Specifically, we allow the treatment and 
control groups to differ at most by 1%. 

Once all of the patients in the treatment group have been matched, the analysis can be continued using methods 
appropriate for the matched pairs. 

Combining Association Rule Mining with Propensity Score Matching 

Association rules were discovered, as described above.  This process identifies the phenotypes that are associated 
with increased or decreased risk of developing diabetes relative to the general prediabetic population. 

Next, within each phenotype, the propensity score model is constructed. While fitting the propensity score model on 
a per-phenotype basis offers improved ability to account for confounders (i.e. we can eliminate phenotype-specific 
confounders), we need to exercise caution as we potentially fit the model to a small population. Models fitted to 
small populations are more susceptible to overfitting.  Given this limitation, it is important to utilize a penalized 
logistic regression model, such as lasso or ridge regression, to avoid overfitting.10,11  The treatment, statin use, is the 
dependent variable for regression, while all variables that are not part of the phenotype definition were used as 
independent variables.  

Once a model was developed, patients were matched using the caliper technique.  The risk of developing diabetes 
was calculated using a logistic regression model.  The matched relative risk of developing diabetes was calculated 
using the model-based diabetes probability. We used bootstrap simulation to assess the statistical significance of the 
relative risks. 

Results 

The data set consists of 18,958 patients who were pre-diabetic at the beginning of 2005.  The pre-diabetic status was 
defined as having at least one fasting glucose measurement between 101 and 125 mg/dl in the period from 
01/01/1999 to 12/31/2004.  Patients were followed until 2010, and our outcome of interest was progression to overt 
diabetes within 5 years. The data set also contains covariates that are potentially predictive of progression to 
diabetes. The covariates include laboratory results, medications and co-morbid disease diagnosis codes.  The most 
important covariates are listed in Table 1. 
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As preprocessing, we created binary variables.  Lab variables were dichotomized to indicate abnormal results using  
the ADA guidelines13. Diagnosis and medication variables indicate the presence of a diagnosis or prescription within 
the study period. 

 

Table 1 Important predictors of progression to overt diabetes 
Predictor Abbr.                 % 

demographic 
gender male genderM 49 

Diagnoses 
hypertension htn 31 
hyperlipidemia hyperlip 37 
obese obese 20 
ischemic heart disease ihd 10 
peripheral vascular disease pvd 2 

Medications 
ACE/ARB acearb 13 
beta blocker bb 17 
Ca channel blocker ccb 7 
diuretic diuret 13 
fibrate fibra 2 
statin statin 18 
aspirin aspirin 29 

abnormal lab results 
High systolic blood pressure sbp 21 
High diastolic blood 
pressure dbp 9 

High total cholesterol tchol 43 
Low high-density 
lipoprotein hdl 23 

High low-density lipoprotein ldl 63 
High body mass index bmi 27 
High triglycerides trigl 30 

 

Additional analysis variables were created based on the combination of a diagnosis and its relevant medication.  For 
example, two hypertension variables were created: hypertension with medications, and hypertension without 
medication.  In this example, “hypertension with medications” indicates a diagnosis of hypertension, and a 
prescription for any medication used to treat hypertension (e.g., diuretic, beta-blocker). 

As we are examining the effect of statins, we created a separate dichotomized variable to indicate a prescription for 
statins.  As such, “hyperlipidemia with medications” includes hyperlipidemia medications other than statins.  This is 
an important distinction, as including statins in “hyperlipidemia with medication” will produce uninterpretable 
results.  

In what follows, we will estimate the effect of statins in phenotypes we discovered using association rule mining 
using a naïve method yielding the unmatched relative risk.  We will then compare the unmatched relative risks to 
(matched) relative risk computed using the proposed method. 
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Treatment Effect Estimated from Association Rule Mining – Naïve Method 

Association rules were discovered from the population, and the unmatched relative risk of developing diabetes given 
statin use was calculated for each rule.  Thirty rules were discovered, Table 2 shows the 19 rules that achieved a p-
value less than 0.2. The Table presents the phenotypes (in the ‘Itemset’ column) and the relative risk (RR) that this 
phenotype confers on the patient. The interpretation is straightforward: patients with a particular phenotype who 
take statins face a proportional change (increase or decrease) in the risk of diabetes relative to the patients of the 
same phenotype who did not take statins. For example, the {Obesity, hyperlipidemia w/o medication} phenotype 
would be interpreted as: patients who are obese, have hyperlipidemia, and are not on any hyperlipidemia medication 
(other than possibly statins) are 25% more likely to develop diabetes when given statins. 

Table 2 suggests that in all phenotypes, where the effect of statins was (even mildely) significant (p-value of .2), 
statins increased risk of diabetes.   

 

Table 2. Risk of diabetes using association rule mining without propensity score matching. `Itemset’ defines the 
phenotype, RR denotes the (unmatched) relative risk of diabetes due to statins and the stars denote the significance 
of the effect of the statin treatment. 

Itemset RR 

Obesity 1.28** 
Hyperlipidemia w/o medication 1.22** 
Hypertension w/ medication 

 

1.13* 
Hypertension w/o medication 1.23 
Elevated blood pressure w/ medication 1.23* 
Elevated blood pressure w/o medication 1.35 
Obesity, hyperlipidemia w/o medication 1.25** 
Obesity, hypertension w/ medication  1.21* 
Obesity, hypertension w/o medication 1.28 
Obesity, elevated blood pressure w/ medication 1.31* 
Hyperlipidemia w/o medication, hypertension w/ medication 1.13 
Hyperlipidemia w/o medication, elevated blood pressure w/ medication 1.30* 
Hypertension w/ medication, elevated blood pressure w/ medication 1.23* 
Hypertension w/o medication, elevated blood pressure w/o medication 1.34 
Obesity, hyperlipidemia w/o medication, hypertension w/ medication 1.29* 
Hyperlipidemia w/o medication, hypertension w/ medication, elevated 
blood pressure w/ medication 

1.30* 

Obesity, hyperlipidemia w/o medication, elevated blood pressure w/ 
medication 

1.41* 

Obesity, hypertension w/ medication, elevated blood pressure w/ 
medication 

1.31* 

Obesity, hyperlipidemia w/o medication, hypertension w/ medication, 
elevated blood pressure w/ medication 

1.41* 

* = p < 0.05; ** = p < 0.01; *** = p < 0.0001 

 

The straightforward interpretation of the results makes this method popular, however, it fails to take into account 
differences among the treatment and control subpopulations within each phenotype.  For example, consider the 
{hyperlipidemia without medications, hypertension with medications} rule.  Table 3 shows some differences 
between patients who received statins and those that did not within this phenotype.  In particular, the statin receiving 
subpopulation has a higher prevalence of renal disease, is more likely to be male, and has higher LDL cholesterol 
than the non-statin receiving group. An increased LDL is a known risk factor for cardiovascular disease and other 
complications, thus the observed difference in diabetes outcome between the two groups may be in part due to statin 
use and other clinical differences. 
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Instead of producing the treatment effect of statins, the naïve method is reflecting a combination of the treatment 
effect of statins and differences between the two patient populations.  As such, attributing the observed difference 
entirely to statin use will lead to inaccurate results.  

 

Table 3. Comparison of patient subpopulation characteristics within the {hyperlipidemia w/o drugs; hypertension w/ 
drugs} phenotype.  Subpopulations of patients who take statins and who do not take statins are compared 

Characteristic Statin No Statin 

Tobacco Use 17.7% 16.1% 
Renal Disease** 2.9% 1.5% 
Male* 49.6% 47.3% 
Total Cholesterol 201 199 
LDL Cholesterol* 118 116 
* = p < 0.05; ** = p < 0.01; *** = p < 0.0001 

 

Treatment Effect Estimated from Propensity Score 

Association rules were discovered for the population, and a propensity score model was used to match statin and 
non-statin receiving patients together. Propensity scores were modeled specifically for each rule, and there was 
sufficient overlap between the treatment and control groups to successfully match each treatment patient.  Figure 1 
illustrates the propensity score distribution of the example phenotype discussed above: {hyperlipidemia without 
medications, hypertension with medications}. The almost perfect overlap in the propensity score ranges is evident 
from this figure.  This demonstrates that, while the patients that received statins are generally different from those 
that did not within this phenotype, there are still comparable patients on which to base our analysis. 
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Figure 1. Distribution of propensity scores of an example phenotype for statin (blue) and non-statin (red) groups. 

Among the 30 rules discovered, 15 achieved a p-value less than 0.2, and 6 were statistically significant (p < 0.05).  
These rules are presented in Table 4.  Analogously to Table 2, the rule can be interpreted as the proportional change 
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in risk of diabetes within the given phenotype when the patient is given statins.  For example, the phenotype 
{Obesity, hyperlipidemia w/o medication} can be interpreted as: patients that are obese, have hyperlipidemia, and 
are not on any hyperlipidemia medication (other than statins) are 15% more likely to develop diabetes when given 
statins.  You will notice that the relative risk has decreased from that calculated using the naïve method (1.25 versus 
1.15).  Some of the risk of developing diabetes was incorrectly attributed to statin use instead of to the treatment 
group being at higher risk of diabetes irrespective of statin use. 

 

Table 4. Risk of diabetes using association rule mining with propensity score matching. 

Itemset RR 

Obesity, elevated blood pressure w/ meds 1.73* 
Hyperlipidemia w/o meds, hypertension w/ meds 1.35* 
Hyperlipidemia w/o meds, elevated blood pressure w/ meds 1.62* 
Obesity, Hyperlipidemia w/o meds, elevated blood pressure w/ meds 

 

1.76* 
Obesity, hypertension w/ meds, elevated blood pressure w/ meds  1.76* 
Hyperlipidemia w/o meds, hypertension w/ meds, elevated blood pressure 
w/ meds 

1.61* 

Obesity, hyperlipidemia w/ meds 0.59 
Hyperlipidemia w/ meds, hypertension w/ meds 0.59 
Hyperlipidemia w/o meds 1.14 
Elevated blood pressure w/ meds 1.32 
Obesity, hyperlipidemia w/o meds  1.15 
Obesity, hypertension w/ meds 1.19 
Hypertension w/ meds, elevated blood pressure w/ meds 1.31 
Obesity, hyperlipidemia w/o meds, hypertension w/ meds 1.41 
Obesity, hyperlipidemia w/o meds, hypertension w/ meds, elevated blood 
pressure w/ meds 

1.72 

* = p < 0.05; ** = p < 0.01; *** = p < 0.0001 

 

These results suggest phenotypes with unique risks of developing diabetes associated with the use of statins.  
Patients with hyperlipidemia and a prescription for non-statin anti-hyperlipidemia medication, and either obesity or 
treated and controlled hypertension, appear to be at a lower risk of developing diabetes when they are also 
prescribed statins.  Patients with untreated hyperlipidemia, and hypertension that remains uncontrolled despite 
medications, are at a higher risk of developing diabetes (RR = 1.62).  However, patients with untreated 
hyperlipidemia, and treated and controlled hypertension are at an intermediate risk of developing diabetes (RR = 
1.35). 

These results generally parallel the results seen using the naïve method, but matching produces relative risks that are 
more cleanly attributable to the treatment.  Figure 2 depicts changes in relative risk by phenotype using these two 
methods.  Each point is a phenotype, the x-axis is the relative risk calculated using the matched method, the y-axis is 
the relative risk calculated using the naïve method, and the line indicates the two methods being equal. The vast 
majority of phenotypes (90%) had the same effect direction using the two methods (i.e. the two methods were in 
agreement regarding whether statin use in the particular phenotype is beneficial or harmful).  While the effect for a 
few phenotypes did change direction, almost all had the relative risk estimates change, as shown in Figure 2. 
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Figure 2. Relative risk of propensity score matched versus unmatched rules 

 

 

Conclusion 

In this study, we measured the unmatched relationship between statin use and diabetes among phenotypes identified 
through association rule mining.  This method found that statins statistically significantly increase the risk of 
diabetes between 13% and 41% among various phenotypes.  However, this method of calculating relative risk 
assumes that the treatment and control groups are generally similar.  We note that this is not always the case — the 
treatment group tends to be sicker than the control group, and thus more likely to develop diabetes irrespective of 
their use of statins. 

We demonstrated that propensity score matching could be used to account for the bias and confounding present 
among the treatment and control groups.  After introducing this method, we found three distinct relationships with 
unique risks between statin use and diabetes. For patients with hyperlipidemia, a prescription for a non-statin anti-
hyperlipidemia medication, and either obesity or treated and controlled hypertension, also receiving statins tends to 
lower their risk of developing diabetes (RR = 0.59).  Patients with hyperlipidemia not receiving any non-statin anti-
hyperlipidemia medications and treated and controlled hypertension are at an intermediate risk of developing 
diabetes when receiving statins (RR = 1.35).  While, patients with untreated hyperlipidemia and treated but 
uncontrolled hypertension are at a higher risk of developing diabetes while receiving statins (RR = 1.62). 

From the clinical point of view, these results suggest the multiplicity of prediabetes phenotypes that may have 
different susceptibilities, and perhaps different outcomes, based on the associated comorbidities and the drugs used 
to treat such comorbidities. This includes what seems to be a previously unrecognized diabetes risk reduction in 
some prediabetes phenotypes after statin use.    

These association rules are additionally helpful as they are easily interpretable, and could be quickly incorporated 
into  clinical practice using computer-based decision support tools.  Furthermore, as demonstrated using this 
technique, it is possible to identify patient phenotypes that respond to treatment differently, both from the general 
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population and from each other. This characteristic further highlights the importance of properly accounting for 
confounding while using any data mining technique: it is difficult to ascertain whether a discovered relationship is 
due to a subpopulation being sicker than another population, or truly due to the presence of a particular treatment. 
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Abstract: We report on the use of an open source, HIPAA compliant tool, Research Electronic Data Capture 
(REDCap) as a low cost, user-friendly and secure environment for storing federated data queries, which include 
Protected Health Information (PHI). 

Introduction: FURTHeR1-2, The Federated Utah Research and Translational Health electronic Repository, has been 
developed as part of the Biomedical Informatics Core (BMIC) at the University of Utah’s Center for Clinical and 
Translational Science (CCTS). FURTHeR’s primary function is to federate health information from heterogeneous 
data sources to aid researchers in cohort selection and retrospective comparative effectiveness research. We 
recognize that once these cohorts have been created we will have to export data containing PHI to effectively 
support recruitment, registries development and translational research projects. In order to meet this need, we 
developed data export architecture within FURTHeR and a web-based i2b2 plugin as part of the analysis tools of 
FURTHeR’s modified version of the web-based i2b2 client. As a demonstration, we utilized REDCap’s3 CSV data 
import process to bring the data into REDCap where pre-written, standard reports can be run and the data can be 
visualized through graphs and charts. This method provides researchers with an easy way of obtaining and 
evaluating de-identified cohort data and a secure environment for PHI once initial evaluations justify approval for 
access and use of PHI.   

Methods: We developed a generic data export framework within FURTHeR’s Federated Query Engine (FQE) that 
is accessible via a secure (HTTPS) web service. We then utilized the i2b2 plugin framework to develop a very 
simple data export plugin. The plugin takes as input, a patient result set and a query id, and calls the FURTHeR web 
service to obtain the data for a given query (in CSV format). FURTHeR users then have the option of selecting 
REDCap as a data repository at the data export step. This initiates a web form, which collects metadata about the 
project, uploads the CSV data file and requests the creation of a new REDCap project in an instance of REDCap 
hosted within a HIPAA compliant, protected environment, at the Center for High Performance Computing (CHPC)4. 
The request leads to a notification and creation of a new REDCap project utilizing a predefined project template 
originally created from an initial result set of data. Using the project template, captured metadata and the CSV file 
are then added to the project. The FURTHeR user is then automatically notified by e-mail with a URL to their newly 
created REDCap project containing their exported data.  

Conclusion: We’re currently utilizing this data export functionality as an easy way to export de-identified 
demographic data within FURTHeR. We plan to add additional domains beyond demographics using the same 
process. Additionally, in anticipation of access to PHI data within our institution, we have created a process for an 
easy-to-use, easily accessible, and secure method of storing PHI data exported from within FURTHeR. 

Acknowledgements: This investigation was supported by Public Health Services research grant 5UL1RR025764 
from the NCRR and the NCATS, by the Department of Health and Human Services grant 1DBRG29425-01, funds 
provided by the University of Utah Research Foundation and infrastructure resources from CHPC. 
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Abstract 
Research Integrated Query Platform (ResearchIQ) is an ontology-anchored interactive query tool, which provides a platform 
that will enable multi-disciplinary medical research teams to access local and publicly linked data and knowledge resources. 
We used a think-aloud protocol to evaluate the usability of ReseachIQ.  

Introduction 
ResearchIQ was developed to provide researchers with quick access to institution-specific and public data from a breadth of 
resources.1 Utilizing ResearchIQ, researchers can access knowledge-related information, funding opportunities, potential 
collaborators, software, service, training, and material resources all from one platform.  

Methods 
 
We used a think-aloud protocol2 to study and observe 
end-users working through specific tasks on 
ResearchIQ. This method necessitates that the test user 
voices their thoughts aloud while they work through 
the tasks assigned to them. Tasks tested users’ abilities 
to search for 1) literature, 2) statistical support, 3) 
potential collaborators, and 4) federal funding 
opportunities, for their most recent projects, using 
ResearchIQ. Each task involved the same level of 
complexity by inherent design of the interface. Each 
user was individually observed and recorded in a 
private setting. Recordings were later analyzed using 
Morae3 software. In addition, users were asked to rate satisfaction, confidence, memorability, learnability, and usefulness of 
ResearchIQ on a Likert scale from 0-5 (e.g. 0= not at all satisfied, 5= very satisfied). 
Results 

Eight researchers participated in evaluating ResearchIQ (Six female. One user (<25 years), 5 users (26 to 40 years), and 2 
users (41 to 55 years)). Their background included 4 PhDs, 3 MDs, and 1 Masters student. As Figure 1 denotes, ResearchIQ 
was easy to learn and use as users' time spent on each task decreased over time. In addition, users were able to navigate to the 
correct destination in 31 (96.8%) tasks performed. Searching for statistical support (task 2) had more error steps as compared 
to other tasks due to information that was unclear to the user, which resulted in prolonged navigation. One user commented: 
“I’m assuming that it would be under service resource […] I would probably just continue [through all of the categories].” 
Average ratings of memorability, learnability, confidence, satisfaction, and usefulness were 4.3, 3.5, 3.4, 2.6 and 2.3 
respectively. The potential of ResearchIQ is promising: “I like the way that the results are categorized. That was cool to have 
people and software and published resources […] I like the potential.”  

Conclusion 

ResearchIQ is easy to learn. Its usability will likely be improved with additional development. Continued evaluation of 
ResearchIQ usability should be done following further program development. Think-aloud protocol helps us to understand 
the usability issues of ResearchIQ through analysis of users' cognitive processes while working with the system. Our future 
work includes expanding the sample size of test users to deepen our understanding of the usability of ResearchIQ. 

Acknowledgement: This work was supported by NIH/NCRR UL1-RR025755. 
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Abstract 

While adoption of health information technology (HIT) has been steadily increasing in medicine, adoption in 

dentistry has been slow.  Clinical decision support (CDS), applicable to both medical and dental arenas, can help a 

clinician with the patient-centered decision making process.  By conducting a review of the literature, this study 

aimed to identify and categorize the scope of CDS applicable to the field of dentistry. 

Introduction 

Problems with health care quality have been recognized and the United States has advocated using HIT, including 

clinical decision support systems to improve overall quality.  Although there has been a slow but increasing adoption 

rate of HIT, a lag in dentistry, relative to its efficient usage, has been noted.  CDS provides timely, filtered, patient-

specific information, to clinicians, patients and supporting staff to enhance health care.  The objective of this study was 

to identify and categorize currently available CDS related to dentistry based on a systematic review of the literature. 

Method 

We determined the key terms used based off of the initial research question and searched synonymous concepts to 

extend the range of the search to include multiple types of dental decision support.  Terms or concepts searched 

included decision*, point-of-care, expert system*, dental or dentist* or oral medicine, electronic, computer*, 

software*, algorithm* or other synonymous terms.  Electronic searches of relevant literature were conducted in 

multiple sources including PubMed, Embase, BadgerLink, NERAC, Cochrane Library, Turning Research into 

Practice (TRIP), Cumulative Index to Nursing and Allied Health Literature (CINAHL) and grey literature.  Criteria 

initially applied to include an article for review were English language and availability of an abstract.  Two 

reviewers scored articles as accepted or declined for a full review after reviewing the abstract of the article and 

vetting conceptual content to include: clinical decision support systems, algorithms, computer-aided surgeries, 

image analysis, pattern recognition, alerts/reminders, assessment tools and/or expert systems.  The inter-rater 

reliability (Cohen’s Kappa) was calculated following the training set of abstract review (n=100) by two reviewers. 

Subsequently, a face-to-face consensus process was undertaken by reviewers for further refining criteria for 

determining publication eligibility.  The remaining abstracts were vetted by reviewers applying updated criteria.  We 

intended to calculate the inter-rater reliability score based on approximately 10% of total abstracts to be reviewed.   

Finally, frequency of inclusion of conceptual categories was calculated based on which articles were accepted.   

Results 

Initially 845 abstracts meeting screening criteria were retrieved from the literature. Articles with no abstracts were 

excluded.  Articles with duplicate abstracts from the different database sources were identified. An additional 600 

abstracts were deemed irrelevant for inclusion.  Remaining abstracts (n=245) met criteria and were retained for 

further review.  The Cohen’s Kappa score for the training set was 49.4%.  About 11.8% of the total abstracts were 

vetted by multiple reviewers achieving a Cohen’s Kappa scores of 76.2%.  The frequencies of the number of 

abstracts that fell into each criterion can be seen in Table 1. 

Table 1: Frequencies of concepts based on which the article was accepted for a full review 

CDS 

Systems 

Algorithm Pattern 

Recognition 

Image 

Analysis 

Computer-Aided 

Surgeries 

Alerts/ 

Reminders 

Assessment 

Tools 

Expert 

Systems 

104 47 2 50 21 1 18 2 

Conclusion 

Prospectively, full review will be conducted on articles accepted for analysis.  This will provide a state of the art 

analysis of CDS products, applications and concepts currently available in dentistry and inform further development 

and adoption of CDS and application to oral diagnosis and treatment. 
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Abstract 

Automatic summarization of electronic health records (EHRs) can help compile and organize the growing amount of 

patient information confronting healthcare providers. Here, we evaluate three different approaches to problem-

medication pair generation, an important automatic summarization task, and find that association rule mining and 

crowdsourcing provide similar problem-medication relations while the National Drug File-Reference Terminology 

(NDF-RT) provides new relations not encountered in the other two. 

Introduction 

Electronic health records (EHRs) contain overwhelming amounts of data on patient medications, diagnoses, test 

results, visit notes, etc. Automatic EHR summarization can mitigate the information burden faced by health care 

providers while helping them better understand patient histories. A key summarization step is problem-medication 

pair generation, or relating problem diagnoses to their prescribed medications. Here, we compare three approaches 

to problem-medication pair generation: association rule mining, crowdsourcing, and the National Drug File-

Reference Terminology (NDF-RT). While all three have been separately identified as useful, we apply them 

together on a single EHR dataset for more thorough comparison. 

Methods 

We collected EHR data from a large, multi-specialty, ambulatory academic practice that provides medical care for 

all ages in Houston. Over the one year study period between June 1, 2010 and May 30, 2011, 418,221 medications 

and 1,222,308 problems were logged for 53,108 patients. We independently applied association rule mining and 

crowdsourcing to the dataset to generate their respective problem-medication knowledge bases (KBs). We next 

mapped a previously described knowledge base that uses NDF-RT to local EHR terminology. 

We sorted each KB by appropriateness measures and examined only the top 5,000 pairs per KB to weed out 

spurious problem-medication relations. We then assessed similarities and differences between the three approaches 

by: i) constructing contingency tables by KB with presence or absence in the two remaining KBs as margin criteria; 

ii) measuring Spearman’s rank correlation of overlapping problem-medication pairs across KBs; and iii) individual 

assessing the top fifty problem-medication pairs per KB. 

Results 

We found 69 problem-medication pairs that were shared between all three KBs, 771 pairs between association rule 

mining and crowdsourcing, 153 pairs between association rule mining and NDF-RT, and 145 pairs between 

crowdsourcing and NDF-RT. Fisher's test and generated odds ratios on the knowledge base contingency tables 

showed that overlap between association rule mining and crowdsourcing was far more significant than overlap 

between either of the two and NDF-RT (p<0.001). Association rule mining and crowdsourcing overlapping pairs 

displayed significant monotonic correlation in terms of appropriateness measures with Spearman's σ 0.315 

(p<0.001), but neither displayed a significant correlation with  NDF-RT overlapping pairs. 

Conclusions 

Association rule mining and crowdsourcing are remarkably similar in problem-medication pair generation, while 

neither visibly overlaps with the NDF-RT. The significant Spearman’s σ and more significant overlap between 

association rule mining and crowdsourcing than either with the NDF-RT indicates that association rule mining and 

crowdsourcing operate similarly when forming relations, possibly because both depend directly on the EHR dataset. 

Thus, NDF-RT presents a distinct, non-dataset relation source that can be exploited for automatic summarization. 

Acknowledgments: This work was funded by the CPRIT Summer Undergraduate Cancer Research Experience and 

the Office of the National Coordinator for Health Information Technology SHARP Program Contract #10510592. 
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Abstract 

Radiological measurements are one of the key variables in widely adopted guidelines (WHO, RECIST) that 

standardize and objectivize response assessment in oncology care. Measurements are typically described in free-

text, narrative radiology reports. We present a natural language processing pipeline that extracts measurements 

from radiology reports and pairs them with extracted measurements from prior reports of the same clinical finding, 

e.g., lymph node or mass. A ground truth was created by manually pairing measurements in the abdomen CT 

reports of 50 patients. A Random Forest classifier trained on 15 features achieved superior results in an end-to-end 

evaluation of the pipeline on the extraction and pairing task: precision 0.910, recall 0.878, F-measure 0.894, AUC 

0.988. Representing the narrative content in terms of UMLS concepts did not improve results. Applications of the 

proposed technology include data mining, advanced search and workflow support for healthcare professionals 

managing radiological measurements. 

Introduction 

Radiological measurements are one of the key variables in widely adopted guidelines (WHO, RECIST [Response 

Evaluation Criteria in Solid Tumors
2
]) that standardize and objectivize response assessment in oncology care.

1
 

Measurements are typically described in free-text, narrative radiology reports.
3
 Downstream consumers interpret the 

measurements in their narrative context and use them for clinical decision making and transcription into clinical trial 

databases. 

In the imaging history of cancer patients, once a finding is marked as index lesion, it will be measured in every 

follow-up exam unless resolved. If measurements of index lesions were available in structured and digital form, as a 

supplement to the narrative radiology report, they could be used to support downstream consumers. Properly 

grouped by lesion, structured measurement data can be used to automatically compute RECIST scores and can be 

inserted into clinical trial databases. Such workflow support will minimize transcription errors and improve 

efficiency. It will also enable novel application areas such as data mining and advanced querying of patient 

databases.  

In this paper, we report on the development and evaluation of a natural language processing (NLP) pipeline that 

automatically extracts current measurements from narrative radiology reports and groups them across reports by 

clinical finding. Reports are pre-processed by a segmentation engine. Additional engines extract measurements from 

reports, normalize them, and determine if they discuss a finding on the current exam (“currently measures …”) on 

the prior exam (“previously measured …”), on both (“unchanged in size”), or neither.
4
 Our main contribution is a 

classifier that pairs extracted measurements across reports, using features that exploit volumetric similarity between 

measurements and semantic similarity of the narrative contexts in which they appear.  

For instance, in the report fragments in Table 1, the pipeline would extract and pair the measurements “1.1 x 2.7 

cm,” “2.7 x 1.1 cm” and “3.5 x 1 cm” as these quantify the same segment 7 liver lesion (albeit at the different 

moments in time). The underlined measurement “3.2 x 1.3 cm” quantifies the same lesion, but refers to a prior report 

and is therefore not paired with the other measurements.  

NLP provides techniques for automatically structuring and analyzing medical narrative.
5
 In this field, general-

purpose and dedicated engines have been developed that parse the free-text reports on sectional, sentence and sub-

sentence level
6,7,8

 and/or map unstructured content to controlled medical vocabularies.
9
 These systems and task-

specific engines were used to conduct formal reasoning,
10

 datamining,
11

 support advanced query construction, 
12

 and 

to provide workflow support.
13

 Automated recognition and classification of measurements in narrative radiology 

reports was recently studied.
4
 Measurements are also recognized by medical NLP  systems,

6
 although no formal 

evaluation of such systems with regard to measurement detection is known to us. 
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Report fragment, January 1 Report fragment, May 12 Report fragment July 2 

LIVER, BILIARY TRACT:  

Probable diffuse fatty liver. Subtle 

hypodense soft tissue along the  

subcapsular portion of the liver 

segment 7 measures 1.1 x 2.7 cm. 

Previously 3.2 x 1.3 cm.  Length of 

the liver is normal. 

SPLEEN:  Lesion along the anterior 

aspect of the spleen measures 3.2 x 

2.9 cm cyst.  Previously 2 x 1.5 cm.  

Lesion more caudally in the spleen 

measures 2.5 x 1.6 cm, previously 

2.3 x 1.1 cm.   

LIVER, BILIARY TRACT:  

Probable diffuse fatty infiltration.  

Stable, subtle hypoattenuating 

subcapsular lesion within segment 7 

measures 2.7 x 1.1 cm. This is 

unchanged. 

SPLEEN:  Hypoattenuating lesion 

within the anterior aspect of the 

spleen measures 3.9 x 3.8 cm.  This 

has increased in size, previously 

measuring 2.9 x 3.2 cm. The more 

caudal hypoattenuating splenic 

lesion measures 2.4 x 3.0-cm. This 

has slightly increased in size, 

previously measuring 2.5 x 1.6 cm.   

LIVER, BILIARY TRACT:  

Probable hepatic steatosis.  

Hypodense lesion within segment 7 

of the liver now measures 3.5 x 1 

cm, previously measuring 2.7 x 1.1 

cm.  No new lesions are identified.  

Status-post cholecystectomy.   

SPLEEN:  Homogeneously 

hypodense lesion within the anterior 

aspect of the spleen measures 4 x 4 

cm, previously measuring 3.9 x 3.8 

cm. More caudal splenic lesion 

measures 2.9 x 2.2 cm, previously 

measuring 2.4 x 3 cm.     

Table 1. Fragments from three consecutive abdomen CT reports. The measurements with matching colors (light 

gray, dark gray and gray) report the measurement of the paired finding on that date’s CT exam. The underlined 

measurements refer to a measurement made on the prior exam. 

Methods 

Corpus — A sizeable database of general radiology reports was obtained from a university hospital in the Midwest. 

All dates in the database, appearing in the narrative reports or as metadata, were offset by patient-specific, randomly 

generated integers. All other types of patient health information were removed in the database. An abdomen report 

is defined as a report that was read by the hospital’s abdomen section. Fifty patients were randomly selected from 

the collection of patients that have at least two abdomen CT reports, such that the more recent report references the 

older report in its comparison section, and both reports contain at least one measurement. All abdomen CT reports 

belonging to these 50 patients were selected from the database for further research yielding a 330 report corpus, see 

Table 3 for distribution characteristics. 

The reports were authored using Nuance™ dictation software and reporting templates. The reports were structured 

using sections and anatomical subsection marked by all-caps headers. The reports were subjected to a series of 

preprocessing steps. 

Sentence-paragraph-section detection — In the first pre-processing step, the sectional structure of the reports was 

recognized by a sentence boundary detection engine implemented as a maximum entropy model
14

, using the 

SharpEntropy library. The engine effectively maps each end-of-sentence character (“.”, “:”, “!”, “?”, “\n”) to one of 

four labels: 

 End of sentence and sentence is a section header. 

 End of sentence and sentence is the last sentence of a paragraph. 

 End of sentence and sentence is neither a section header nor the last sentence of a paragraph. 

 Not end of sentence. 

Section headers are normalized with respect to five classes: technique, comparison, findings, impressions and none. 

Non-section header sentences are grouped in paragraphs. Each first sentence in a paragraph is compared against a 

list of paragraph headers.  

Measurement detection and classification — In the second pre-processing step, measurements were extracted, 

normalized and classified by three engines from the reports’ findings sections. The first engine, the measurement 

extraction engine, executes a regular expression that matches measurement in free text. The regular expression 

accounts for all common ways of denoting measurements found in a set of radiology reports from the data set 

disjoint from the corpus on which this study’s ground truth is based. In Table 1, it would extract all strings 

highlighted and underlined. Alternatively, a classifier could be trained to recognize measurements, which is 

potentially more domain independent. 
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Figure 1. Result in XML of pre-processing the fragment “FINDINGS:\n\nLIVER, BILIARY TRACT:  Numerous 

ill-defined …”, which contains a section header, a paragraph header and two measurements. 

The second engine, the measurement normalization engine, normalizes measurements with respect to a data 

structure that represents the measurements’ dimension(s) in millimeters. This data structure also records derived 

information, such as the dimensionality and volume in mm, mm
2
 or mm

3
.  

The third engine, the measurement classification engine, serves to distinguish between measurements that describe a 

measurement on the current exam, on the prior exam, on both exams, or neither. For instance, in the examples in 

Table 1, it would assign “current” to the highlighted measurements and “prior” to the underlined ones. In addition to 

these two classes, it recognizes two more types of measurements, illustrated in the following sentences: 

 Single portacaval lymph node is stable, measuring 1 x 1.7 cm. 

 Tracheostomy tube terminates 5 cm above the carina. 

 

In the first sentence, the measurement refers to the current and the prior exam. Such measurements are assigned the 

class “comparison.” Measurements of the fourth class, “relative position,” exemplified in the second sentence, serve 

to specify the location of one finding, device or organ with respect to another. These measurements are ignored in 

the remainder of this study.    

 

The measurement classification engine is implemented by means of two regular expressions per class. The first 

expression describes narrative contexts in which measurements of this class are commonly found. For instance the 

class “current” is commonly embedded in the following context: “measures approximately ….” The second regular 

expression is essentially a disjunction of keywords that are (loosely) associated with the class at hand. For instance, 

keywords associated with “current” are, amongst others, “today,” “currently” and “now.” Each of the eight (4 × 2) 

regular expressions define a binary feature that fires if the context of a given measurement matches the regular 

expression. A maximum entropy engine consumes these binary feature vectors, amongst others, and produces one 

class label per measurement. The engine was evaluated in another study on a subset of the data set that is disjoint 

from this study’s corpus.
4
 

Figure 1 illustrates the result of preprocessing a small fragment of radiological narrative. The distribution of 

measurement classes over sections and paragraphs is given in Table 2. 

Terminology and notation — A report pair is defined as two reports from the corpus belonging to the same patient, 

such that the more recent report (the current report) references the older report (the prior report) in its comparison 

section. If   is a measurement from the prior report and   is a measurement from the current report, then       is 

an instance. For a measurement   we say that   is involved in an instance      , if     or    . Each instance 

is positive (a “match”) or negative. For example, the left-most fragment in Table 1 has six measurements and the 

middle fragment has five giving rise to 30 (6 × 5) instances, three of which are matches. 
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Section header Prior Comparison Current Sum 

Technique (0,982)   93 93 

Comparison (0,967)  9 15 24 

Findings (0,945) 168 166 427 761 

Impression (0,979)  2 7 9 

N/A (0,979) 6 9 24 39 

Sum 174 186 566 926 

Paragraph header     

Abdomen (0.973)   2 2 

Adrenal glands (0.982)  9 5 14 

Bladder (0.936)   1 1 

Bones, soft tissues (0.982) 13 7 40 60 

Bowel, mesentery (0.985) 7 7 27 41 

Chest wall (0.670) 6 5 14 25 

Kidneys, ureters (0.982) 15 7 39 61 

Liver, biliary tract (0.979) 29 27 94 150 

Lung bases (0.282)  1 3 4 

Lungs and pleura (0.679) 19 39 57 115 

Lymph nodes (0.927) 10 5 17 32 

Mediastinum and hila (0.567) 27 31 56 114 

Pancreas (0.979)   3 3 

Pelvis (0.930)   4 4 

Retroperitoneum, lymph nodes (0.967) 37 38 75 150 

Spleen (0.967) 7 5 22 34 

Uterus, adnexa (0.379) 2 2 6 10 

Uterus, adnexae (0.103) 1  1 2 

N/A (1.000) 1 3 100 104 

Sum 174 186 566 926 

Table 2. Distribution of measurements over the various sections (upper part of table) and paragraphs (lower part) 

in the 330 report corpus. Between brackets is the percentage of reports that contains the header at hand. N/A = a 

section or paragraph without header.  

 

 Range Median Mean St.dev 

Number of report pairs / patient [1, 24] 2.5 4.40 4.72 

Number of unique reports in report pair / patient [2, 25] 3.5 5.66 5.11 

Number of unique reports in corpus / patient [2, 25] 5.5 6.60 5.23 

Number of prior measurements / report [0, 8] 0 0.53 1.08 

Number of comparison measurements  / report [0, 7] 0 0.56 0.99 

Number of current measurements  / report [0, 9] 1 1.72 1.56 

Number of measurements  / report [0, 16] 2 2.81 2.43 

Number of matches / report pair [0, 6] 1 1.41 1.28 

Number of instances / report pair [1, 240] 6 14.03 27.34 

Table 3. Key characteristics of the corpus 

 

Table 4. Feature families 

Feature family Features 

Deterministic core (DC) Co-occurs with reference to matching prior; Is stable and has matching prior 

Local (L) Measurement class of prior; Measurement class of current; Dimensions difference; 

Cosine similarity; Proportional volumetric difference 

Site specific (SS) Identical paragraph header 

Global (G) Relative order difference and all four relativized features 

Cosine similarity (CS) Cosine similarity; Relative cosine similarity, prior; Relative cosine similarity, current  
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Ground truth creation — Ground truth was created by MS (medical informatics, six years of experience) in a 

dedicated annotation tool that displays two reports side by side, highlighting all detected measurements. In each 

report, one measurement could be selected at a time. If one measurement was selected in each report, the unique 

instance that involves both measurements could be designated as a match by pressing a button. The ground truth 

consisted of 3,086 instances, 369 of which were labeled as match. Key characteristics of the patients, corpus and 

ground truth are given in Table 3. 

The 50 patients were split in two samples. The reports in first sample (21 patients) and the second sample (27 

patients) were re-annotated by JB (clinical research associate, seven years of experience) and WT (clinical research 

associate, five years of experience), respectively. The re-annotation results were not stored for two patients, possibly 

due to a bug in the annotation tool’s store functionality. Inter-rater agreement was assessed with   metric. 

Feature engineering — Each instance is characterized by 15 features. Each feature is either numeric or a discrete 

value from a controlled list, and is computed by the functions listed below. 

 Co-occurs with reference to matching prior: In the second sentence in the right-hand fragment in Table 1 

(“Hypodense lesion …”), the measurement “3.5 x 1 cm” (call it  ) is compared to “2.7 x 1.1 cm”. The prior 

report contains a measurement (call it  ) with the same dimensions. Considering this evidence, the likelihood 

that   and   match increases. The classes assigned by the measurement classification engine will help us 

isolate the measurements that point to the prior exam. This feature function returns “True” on instance       if 

the following conditions are met: 

o Both measurements are labeled “current” or “comparison”; 

o The sentence in which   appears contains another measurement    labeled “prior”; 

o The volumes of   and    coincide. 

 Is stable and has matching prior: In “Single portacaval lymph node is stable, measuring 1 x 1.7 cm” the finding 

is reportedly stable. This increases the likelihood that the measurement matches a measurement in the prior 

report with similar proportions. This feature function returns “True” if the following conditions are met: 

o Measurement   is labeled “comparison”; 

o The sentence in which   appears contains a phrase expressing stability of the measured finding, such 

as “unchanged,” “not significantly increased” or “appears similar”, detected by a regular expression; 

o The proportional volumetric difference between   and   does not exceed 1.1, that is, neither of the 

measurements is more than 10% larger than the other. 

 Measurement class of prior: Returns the class assigned to measurement   by the measurement classification 

engine, that is, “current,” “prior” or “comparison.” 

 Measurement class of current: Returns the class assigned to measurement   by the measurement classification 

engine, that is, “current,” “prior” or “comparison.” 

 Dimensions difference: Returns the difference between the dimensions of   and  . For instance, if   and   

have the same dimension, this feature returns 0. 

 Proportional volumetric difference: Returns the relative volumetric difference between the two measurements. 

If   is the volume of the larger of the two measurements and   is the volume of the smaller, this features 

returns    . If this value exceeds a given threshold (set to 2), the feature function returns –1. 

 Cosine similarity: Returns the cosine similarity of the word vectors of the sentences in which   and   appear.
15

 

A word vector has an entry for each word in the domain excluding stopwords. An entry contains 0 if the 

sentence does not contain the word associated with this entry; otherwise it contains the word’s inverse 

document frequency (idf) with respect to a background index. We used an index that was constructed from 

500,000 sentences of radiological narrative. The idf of a word is                   , where   is the 

number of sentences in the index containing that word. 

 Identical paragraph header: Returns “True” if the paragraphs in which   and   appear have the same, non-

empty paragraph headers and “False” otherwise. 

 Relative order difference: The order in which a patient’s findings are reported is grossly the same across reports. 

If   is the  th of   measurements in the prior report, then its relative order is        . This feature function 

returns the difference between the relative orders of   and  . 

A sentence from the current report may have low Cosine similarity with all sentences from the prior report. In that 

case it is informative to know with which prior sentence it has highest Cosine similarity. We model information as a 

relativized variants of the feature; relativized features were used earlier in a study related to radiology reports
16

.   
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 Relative cosine similarity, prior: Let         be all measurements in the prior report, including  . Then, this 

feature function returns 

  
Cosine similarity  ̅  ̅ 

    {Cosine similarity  ̅   ̅ |       }
  

 

where  ̅,  ̅  and  ̅ are the word vectors of the sentences in which  ,    and   appear, respectively. 

 Relative cosine similarity, current: Let         be all measurements in the current report, including  . Then, 

this feature function returns 

 
Cosine similarity  ̅  ̅ 

    {Cosine similarity  ̅   ̅ |       }
  

 
where   ̅ and  ̅ are as above and   ̅ is the word vector of the sentence in which    appears. 

 

In a similar fashion, we introduce relativized variants of the Proportional volumetric difference feature. If the 

Relative Proportional volumetric difference, prior returns  , this means that   is the measurement in the current 

report that is closest to   in terms of volume. It is defined in a similar way as the above relativized features, with the 

exception that the denominator takes the minimal value: 

 Relative Proportional volumetric difference, prior: Let         be all measurements in the prior report, 

including  . Then, this feature returns  

 
 roportional  olumetric difference     

   { roportional  olumetric difference      |       }
  

 

 Relative Proportional volumetric difference, current: Let         be all measurements in the current report, 

including  . Then, this feature returns 

 
 roportional  olumetric difference     

   { roportional  olumetric difference      |       }
  

 

The features are divided over four feature families, see Table 4. The two features in the Deterministic Core 

constitute a rule-based classifier that makes use of comparison data provided by the radiologist. The feature 

Identical paragraph header exploits the fact that reports in our corpus have anatomical subsections. This may not be 

the case for reports from other sites, for which reason we isolated it. Local features describe a given instance       

in terms of properties of   and   per se. Global features describe instances in terms of the properties of   and   

with respect to all other instances that are produced by the reports from which   and   originate. 

The fifth feature family contains the features that measure similarity between the narrative contexts of two given 

measurements. It overlaps with feature families L and G. 

Evaluation protocol — Under varying sets of feature families, we apply Naïve Bayes (NB), Random Forest (RF) 

and Support Vector Machine (SVM) with RBF kernel. For NB and RF we used the Weka
17

 implementations 

(version 3.6.9); for SVM we used the LIBSVM
18

 implementation (version 3.16). Informal testing showed that the 

number of trees had marginal impact on RF’s performance. To reduce model creation times, we used 10 trees. NB 

and RF were evaluated in a 10-fold cross validation protocol. SVM was evaluated in a 10-fold nested cross-

validation protocol. In each fold, a grid search is conducted on SVM’s   and cost parameters optimizing . We 

report the aggregate results for SVM in each of the folds, which most realistically reflects SVM’s performance on 

unseen data. The classifiers are scored in terms of precision, recall, F-measure and area under ROC curve. 

Results 

Inter-rater agreement of the first sample and the ground truth was   = 0.970 (95% Confidence Interval: [0.952, 

0.988]); of the second sample   = 0.960 (CI: [0.937, 0.984]); and of the two samples combined   = 0.966 (CI: 

[0.951, 0.980]). RF and SVM outperform NB in every investigated combination of feature families. Against SVM,  
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Table 5. Evaluation metrics of three classifiers with respect to five different feature families. Maximal precision (P), 

recall (R), F-measure (F) and area under ROC curve (AUC) values are bold faced per feature family. 

Table 6. Evaluation metrics of Random Forest on two sets of feature families (CS versus DC/L/G/SS) with varying 

semantic representations. Between brackets is the number of unique items (i.e., concepts, stems, etc.) found in the 

background corpus of 500,000 sentences. 

 

RF has superior AUC scores, see Table 5. RF achieved optimally when evaluated on the combination of all feature 

families, with F-measure 0.894 (324 true positives; 45 false negatives; 32 false positives; and 2,685 true negatives). 

We experimented with different semantic representations, by representing each sentences as a vector of concepts, 

stems (Porter stemmer,
19

 excluding stopwords), 2-grams and phrases, instead of a vector of words (1-grams, 

excluding stopwords). Concepts and phrases were extracted by MetaMap.
9
 Evaluated on semantic features only (i.e., 

CS), RF has mediocre results. Optimal results are achieved by stem vector representations (F-measure 0.301). 

Stemming minimally improves F-measure scores of RF when evaluated on all feature families (0.894 → 0.895). 

Discussion 

Ground truth — Inter-rater agreement between the ground truth and the two re-annotated samples was very high (  

≥ 0.96). This indicates that the task is well-defined and that construction of the ground truth is reproducible. 

Feature analysis — The features in the deterministic core constitute a small rule-based engine, which has one 

obvious optimal configuration. This explains why the three classifiers have identical F-measure on DC. The rules 

have high precision, but rather low recall. All classifiers perform better when the features in L are used to provide 

additional characterizations of instances. 

The site-specific feature, which parasites on the anatomical subheaders of the radiology reports in our corpus, 

increases performance of all classifiers. On the RF classifier F-measure increases with 0.091 and 0.072 when added 

to DC/L and DC/L/G, respectively.  

The global information, presented to the classifiers in the form of the features in G, has a positive impact on the F-

measure of RF, but a negative one on the other classifiers. For RF, the features in this family increase F-measure 

with 0.071 and 0.052 when added to DC/L and DC/L/SS, respectively. 

Semantic analysis — Representing narrative context in terms of concepts lead to poorer results (F-measure 0.894 → 

0.860). In a fine-grained analysis, we compared the predictions of a concept-based RF to a word-based RF, both on 

all features. The classifiers disagreed on 91 instances. The concept-based classifier was correct on 34 instances, all 

of which were negative. This means that the concept-based classifier was not able to identify relations between 

lexically disparate terms or to map multiple phrases to one concept (e.g., “Nodules in the left lung” = “Left 

pulmonary nodules”). We conclude that semantically light-weight means of representing narrative content – such as 

stemming and stopword detection – suffice on our task. 

 

 Naïve Bayes Random Forest Support Vector Machine 

Features P R F AUC P R F AUC P R F AUC 

DC 0.825 0.447 0.580 0.685 0.825 0.447 0.580 0.689 0.825 0.447 0.580 0.717 

DC/L 0.752 0.715 0.733 0.945 0.775 0.729 0.751 0.916 0.846 0.729 0.783 0.855 

DC/L/G/SS 0.730 0.821 0.773 0.965 0.861 0.824 0.842 0.946 0.849 0.810 0.829 0.895 

DC/L/G 0.520 0.854 0.646 0.961 0.858 0.789 0.822 0.975 0.822 0.854 0.838 0.914 

DC/L/G/SS 0.508 0.859 0.638 0.965 0.910 0.878 0.894 0.988 0.901 0.867 0.884 0.927 

 CS DC/L/G/SS 

 P R F AUC P R F AUC 

Concept (8,682) 0.374 0.209 0.268 0.718 0.888 0.835 0.860 0.978 

Stem (15,837) 0.361 0.257 0.301 0.780 0.903 0.886 0.895 0.983 

1-Gram (16,135) 0.320 0.220 0.260 0.765 0.910 0.878 0.894 0.988 

2-Gram (273,901) 0.340 0.228 0.278 0.745 0.903 0.878 0.890 0.977 

Phrase (189,678) 0.347 0.136 0.195 0.605 0.842 0.810 0.826 0.973 
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 Context of prior measurement Context of current measurement Class Remark 

1. Index reference lesion in the left 

lobe measures 5.5 x 3.4 cm.  

Reference right lobe lesion 

measures 6.9 x 5.1 cm.   

Index reference lesion in the left 

lobe measures 5.5 x 3.3 cm in image 

number 100, series number 3. 

Reference right lobe lesion 

(segment 6,7) measures 6.9 x 5.3 

cm.   

FP Sentences of measurements 

have very high Cosine similarity 

(0.756), but address different 

lobes of liver 

2. This collection previously measured 

2.5 x 5 cm, and overall appears 

unchanged when accounting for 

change in morphology. 

This measures 3.8 x 2.9 cm. FP Sentences share few, non-salient 

words (“this”, “x” and “cm”), 

but Cosine similarity is 

relatively high (0.249) because 

second sentence is short 

3. The second reference mass in the 

right lobe measures 8.2 x 5.4 cm. 

The segment 5 right lobe reference 

lesion best seen on image 107, 

series 3, now measures 5.3 x 6.6 

cm; this is in comparison to 4.3 x 

5.8 cm. 

FP Current measurement co-occurs 

with reference to prior 

measurement, which does not 

match: 82 × 54 ≠ 43 × 58 

4. A new 6-mm nodule is seen in the 

right upper lobe.  7-mm left upper 

lobe nodule has mildly increased in 

size. 

Unchanged 7-mm right upper lobe 

nodule.   

FP The second measurement in the 

prior report coincides with 

current measurement, causing 

maximal (relativized) 

Proportional volumetric 

difference scores 

5. Punctate reference lymph node in 

the left common iliac distribution is 

barely measurable at 0.5-cm series 3 

image 155 previously 0.6 x 0.4 cm.   

Left common iliac chain lymph 

node has increased in size, 

measuring 2.3 x 2.0 cm. This is a 

new reference lesion.   

FP The current measurement refers 

to a new index lesion and 

therefore cannot match any 

prior measurement 

6. MEDIASTINUM AND HILA: 

Level of the aortic arch pleural 

thickening measures 1.3 cm. 

LUNGS AND PLEURA: Level of 

the aortic arch pleural thickening 

measures 17 mm, unchanged from 

17 mm when using comparable 

measurements.   

FN Matching measurements that sit 

in different paragraphs 

7. Reference right upper lobe nodule 

measures 6 mm x 6, unchanged 

Reference right upper lobe nodule 

measures 7 mm x 6 mm (previously 

6 mm x 6 mm). 

FN The prior measurement is not 

complete (should have been 

“6mm x 6”), which prevents 

Co-occurs with reference to 

matching prior from firing 

8. The excluded abdominal 

aneurysmal sac measures 4.1 cm in 

greatest diameter in comparison to 

4.1 cm on the prior study. 

The excluded abdominal 

aneurysmal sac measures 3.7 x 3.9 

cm, decreased in size compared to 

prior. 

FN Measurements have non-

identical dimensions 

9. Lesion in the left aspect of L5 is 

seen on coronal image 58 to 

measure 2.4 x 2.2 cm. 

Lesion in the left aspect of L5 is 

seen on coronal image 55 measures 

1.5 x 1.1 cm with evidence of 

interval healing. 

FN Volume of prior measurement 

(528 mm
2
) is more than twice as 

large as volume of current 

measurement (165 mm
2
) 

10. Two 5-mm pulmonary nodules in 

the left upper lobe are unchanged. 

Unchanged subcentimeter 

micronodules are seen in the left 

lung. The reference micronodule 

measures 0.5 cm (previously same 

measurement). 

FN Sentences of measurements that 

have no words in common, 

Cosine similarity returns 0. 

11. 5.2-cm transverse by 4.4-cm AP. Prostate measures 5-cm transverse 

by 4-cm AP. 

FP All measurements are pairwise 

matched 

Table 7. Narrative contexts of misclassified instances. Measurements involved in instance are highlighted. FP =  

false positive; FN = false negative. 
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Error analysis — We inspected all instances that were incorrectly labeled by RF in the evaluation on all feature 

families. We discuss several root causes for false positives and false negatives. 

False positives: 

 High semantically similarity between their sentences is supportive of two measurements matching. However, 

even highly similar sentences can be discussing quite different anatomies on account of one word. Six of the 

false positives had high Cosine similarity but confused left from right anatomies, see item (1) in Table 7. The 

Cosine similarity metric is skewed if one of the sentences is very short. Relative to the short sentence, another 

sentence might be very similar, but this is not sufficient evidence if the short sentence consists primarily of non-

salient words, see item (2). 

 The decision rules in DC tells us when measurements are likely to match, but they do not tell us when they are 

unlikely to match, see item (3) for an example. Such exclusive versions of the rules can be useful to avoid false 

positives. 

 Volumetrically similar measurements are more likely to match. This pattern is sensitive to distracting 

measurements that happen to have comparable dimensions to the current/prior measurement, see item (4) in 

Table 7. This occurred five times. 

 Some non-matches are clear to the human reader, but very hard to derive by automated means, see for instance 

item (5). We found two inherently hard false positives. 

 

False negatives: 

 The vast majority of positive instances have measurements occurring in the same paragraph (90.2%). Identical 

paragraph header is a strong feature, and leads to errors in case a paragraph header is not detected (three 

times); two paragraph headers are similar but not identical (one time); and if measurements are discussed under 

different paragraph headers (six times), see item (6) in Table 7. 

 In two instances the measurement was incompletely extracted, see item (7). In another two false negatives the 

involved measurements were not correctly classified by the measurement classification engine. In one case, a 

measurement in the prior report was labeled as “current” instead of “prior,” for which reason it became a more 

likely match candidate. In another case, a measurement in the current report was not detected as “prior” for 

which reason Co-occurs with reference matching prior did not fire. 

 The vast majority of matching measurements have matching dimensions. However, seven positive instances had 

non-identical dimensions, see item (8) in Table 7 skewing the volume comparison feature functions. Such errors 

could potentially be avoided by comparing measurements dimension by dimension. 

 Volumetrically dissimilar measurements are unlikely to match. Proportional volumetric difference uses a cutoff 

difference of 2 as a trigger to return its default value –1  The feature returned its default value on four positive 

instances, i.e., on findings that had significant interval chance, see item (9). This could be remedied by picking 

up semantic cues indicating that a finding had significantly increased or decreased over time. 

 In 11 instances, the semantic similarity between sentences of matching measurements was low, see item (10). In 

some instances semantic similarity could have been improved by considering a broader narrative context than 

the sentence in which the measurement appears. 

Multiple matches —The optimal classifier – RF, on all features – predicted 356 matches. Thirty-two matches involve 

a prior measurement that was matched with two current measurements, 15 of which were false positives. Twenty six 

matches involve a current measurement that was matched with two prior measurements. One current measurement 

was matched with three prior measurements, constituting another three matches. In total, 21 of these matches were 

false positives. If a measurement was matched with more than one measurement, one of the matches was correct. 

In the ground truth, only one prior measurement was matched with two current measurements, see item (11) in 

Table 7. Multiple match errors can potentially be avoided by adding the vote of another classifier to the feature 

vector. If the initial classifier indicates that a given measurement is involved in multiple matches, the master 

classifier then breaks the tie by choosing the “best” of multiple matches. The potential for such a technique is 

appealing (a classifier that would prevent all 36 (15 + 21) false positives, would have precision 0.967). Future 

research is required to analyze which portion can be realized. 

Limitations — All reports used in the study were read in the abdomen section of one hospital. It is conceivable that 

the classifier is biased by site-specific and/or anatomy-specific characteristics of the data. Non-abdomen anatomies 

may not allow for a fine-grained anatomical paragraph structure (e.g., breast reports). The vocabularies of other 

1270



  

radiological specialties may be more homogenous than that of abdomen radiology, reducing the discriminative 

power of the semantic features. This should be addressed in future research on data sets from different specialties. 

Due to legal restrictions under which the data was made available to us the ground truth data cannot be shared. 

Conclusion 

A natural language pipeline was described that automatically extracts and pairs measurements across radiology 

reports of consecutive abdomen CT exams. High inter-rater agreement scores on the classification task show that it 

is well defined and that the ground truth construction process is reproducible. The optimal classifier achieved F-

measure 0.894. Semantically light-weight semantic representations achieved superior results. We conducted a 

detailed error analysis in which no particular error category stood out. Directions for improvement of the classifier 

were discussed and include expanding the semantic context of measurements, letting an initial classifier pre-classify 

instances before a master classifier selects matching measurements and evaluation on reports of other specialties. 

The proposed technology can be integrated in workflow support engines and can be utilized for automatically 

structuring large volumes of radiology reports.       
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Abstract 

In an effort to find new ways to share information within BJC, a graphical display consisting of three connected 

monitors, was created to show data, projects, and innovations in a public forum.  Its purpose is to spark thinking, 

create synergy, and give existing data a different perspective to upper management and staff. 

Background 

BJC wanted a system to show information and data, sometimes already received, in a new and innovative way in 

order to spark renewed thinking and new ideas.  A digital signage system or “Visual Display” was chosen to deliver 

this new and innovative content.  With this new forum, with a wider audience and with a wider variety of data, it 

was hoped that a viewer may see old data a new way and spark new ideas. 

Methods 

To develop content, a multi-disciplinary team was formed to provide multiple perspectives and ensure the content 

was representative of BJC as a whole.  For example, the informatics group was important to the content 

development process because they could identify what data was available for a specific content idea. Marketing and 

communications gave insight as to what would be visually appealing as well as the current topics in the healthcare 

industry and BJC, while ensuring the message conveyed was consistent with BJC’s vision.  Leadership also 

provided insight into what they thought was actionable content versus just informational content. 

When assessing digital signage software, some key features we looked for were versatility with display types such 

as animations, graphs, text, and the ability to update data from a multitude of sources.  One of the most important 

software factors we looked for was ease of use.  Once the initial content was developed by the vendor, we wanted a 

person without a technical background to be able to maintain the display.  

An important aspect of the visual display was to minimize manual maintenance of the display.  Real time data feeds 

were important to show accurate content in a different way so real time, automatic, data feeds were critical to the 

operation.  Database scripts were developed to create various data formats required by the content and delivered to a 

shared location used by the display software to update as specified and to display data real time.   

Results 

We realized in order to capture the impact of our data visualization we would need to provide an outlet for people to 

give us feedback.  New content was added with an email address to send comments or to answer questions on what 

they saw, providing a call to action from the viewer.  Once the display was live, numerous emails with data requests 

and feedback suggested that the display had started to peak interest.  Other locations have requested a duplicate of 

the display and we are currently working on ways to make sharing the display and data feeds easy and efficient.  

The biggest lesson we learned is that the observer does not want to spend time to decipher what they are viewing.  In 

the second phase of the content development we will focus on quick recognition images for faster delivery of the 

intended message. 

Conclusion 

 The visual display was developed to promote innovative thinking in the viewer.  Through feedback and data 

requests, it was discovered that the display boards had met our hopes of sharing ideas and engaging viewers.  We 

found that people were learning from our data and also about existing projects across BJC based on requests for data 

and more information.  The visual display board has created a synergistic, creative, and innovative way to keep 

viewers informed in a current and dynamic format throughout BJC. 
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Introduction and background: Although end-user support has been widely acknowledged as an 

important factor in health information technology (HIT) implementation [1] the ways in which it 

affects HIT success have rarely been studied. Here we present preliminary findings from a 

qualitative case study of the relationships between end-user support and attributes of EMR success. 

We used the framework proposed by Shachak et al. [2] and the DeLone and McLean model of 

information systems success [3] to characterize end-user support and EMR success, respectively. 

Methods: We conducted a qualitative case study in 4 family health teams and 1 family health 

organization using semi-structured interviews with 49 EMR users and 9 support staff; documents 

analysis; and observations of 2 training sessions. Data were coded and categorized based on the 

abovementioned frameworks. We reviewed the coded data to identify overarching and emergent 

themes. We employed researcher triangulation to support the trustworthiness of our analysis. 

Results: All 5 cases experienced system quality issues that often negatively affected users’ workload 

and the clinics’ workflows and, potentially, patient safety and quality of care. These impacts were 

mitigated by formal service providers’ support activities, which were often coordinated by local 

support people. Reported benefits for patient care include better preventive care and chronic disease 

management. To achieve these, a certain level of usage maturity had to be reached and information 

must be documented consistently. Formal training and user manuals, as well as internal (informal) 

data support activities directly affected maturity of use and information consistency, respectively. 

Conclusion: We will present two preliminary models that describe the direct and indirect impacts of 

end-user support on EMR success attributes. Many of our findings are consistent with previous 

research [4], which adds to the face validity of these models. More research is required to refine the 

models, develop and validate measure instruments for their constructs, and test them on a large scale. 
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Small Data Making Big Impact: An EDW Story from OhioHealth 
Mrunal Shah, MD; Rick Snow, MD; Jyoti Kamal, PhD 

OhioHealth, Columbus, Ohio 43215 

Abstract: OhioHealth is a nationally recognized health 

system in central Ohio, consisting of 8 hospitals and 

numerous care centers.  To provide a single source of 

truth for all data and allow for data-driven improvements 

across the continuum of care OhioHealth has recently 

launched implementation of an Enterprise Data 

Warehouse (EDW).  Cross-functional governance 

committees were established to ensure that the EDW 

remains relevant to information needs of the enterprise 

and new EDW projects are aligned with the strategic 

initiatives of the organization.   

Introduction: OhioHealth has recently launched the 

development of an Enterprise Data Warehouse (EDW
1
) as 

a high priority informatics service for data-driven, 

informed decision making. The development efforts were 

accelerated through the adoption of Healthcare 

DataWorks’ (HCD) KnowledgeEdge (KE) solution for 

integrating clinical, financial, administrative and research 

data. OhioHealth EDW will act as the single source of 

information and business intelligence for OhioHealth 

executives, clinicians and staff to gain deeper insights 

across the full spectrum of OhioHealth operations. The 

EDW will provide users seamless access to information 

for quick and intuitive end-to-end comprehensive analysis 

for improving patient outcome and operational 

efficiencies, eliminating common causes of error and 

workflow bottlenecks, assisting physicians in 

administering historically proven care, as well as to better 

position OhioHealth for Accountable Care, bundled 

payments and fee-for-value services. 

Overview: The first dashboards and subject areas 

integrated in the EDW in the first three months are: 

 Quality dashboard (Midas data) 

 Patient Experience HCHAPs dashboard 

 Value Based Purchasing dashboard & calculator 

 Encounter (McKesson Horizon Clinical) 

 Encounter Bill (McKesson Star hospital billing data) 

Governance Model: One of the first steps in the project 

to implement the EDW at OhioHealth included 

appointing an EDW Executive Steering Committee (ESC) 

and a Data Governance Committee (DGC) that reports up 

to the ESC. The broad charge of the ESC is to align the 

EDW projects with the overall strategic initiatives of the 

organization and to champion the EDW project in their 

respective areas. Both committees consist of a diverse 

membership representing all sectors of the organization. 

The broad charge of the DGC is to prioritize projects, 

ensures data quality, define standards, business rules and 

data access policies, as well as to approve ad hoc task 

forces to resolve specific data related issues. 

Method:  As part of the project, a day in the life of an 

analyst was mapped to understand the current data 

collection and dissemination procedures and how they 

could be optimized.  What emerged was a time 

consuming, costly processes of  redundant data collection, 

duplicated and stored in numerous spreadsheets which 

were then manipulated to generate dashboards and 

scorecards with little governance or oversight (Figure 1).   

 

Figure 1: Redundant data requests Figure 2: EDW access 

Reviewing just few of the 1654 reports built for users 

from McKesson Star prior to EDW, we found: 

 36 length of stay reports for ‘observation patients’  

 38 reports for outpatient visits for Medicare patients  

  10 reports on Emergency Department admissions  

Reports were delivered to hundreds of people via a 

variety of methods including email, printers, SQL, FTP, 

spreadsheets, PDFs.  With all of the data from across the 

health system integrated into the EDW and three 

dashboards implemented, most of the 1654 reports will be 

consolidated in the EDW with each user having 

appropriate access based on their role to the necessary 

reports in one place. The ‘power users’ will have self-

service access to the EDW for ad hoc analysis without 

having to rely on the IT staff, saving significant time and 

effort for the analysts as well as IT staff. 

Conclusions: EDW is influencing big impact and 

changes by streamlining access to current data sources (no 

Big data yet) and empowering users to access dashboards, 

reports, and ad hoc query tools from a web-based portal 

accessible from OhioHealth’s intranet (Figure 2) site.  

Role based security controls allow users to access the 

information they need, including de-identified data to 

protect patient privacy. The Governance committees will 

continue to work with the larger EDW audience to ensure 

data governance standards are upheld and users have the 

information they need to affect positive changes. Plan 

includes to rollout KE Readmissions dashboard and to 

integrate physician billing data in the EDW next. 

Acknowledgements: Authors greatly appreciate the 
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Learning Practice-based Evidence from Unstructured Clinical Notes 
Nigam H Shah, Anna Bauer-Mehren, Srinivasan V Iyer,  
Kenneth Jung, Tyler Cole, Rave Harpaz, Paea LePendu 

Stanford University, Stanford, CA 
Abstract 
We present methods that transform unstructured patient notes into a de-identified, temporally ordered, patient-
feature matrix.  We demonstrate that with the resulting high-throughput data, it is possible to monitor for adverse 
drug events, profile specific drugs, identify off-label drug usage, uncover ‘natural experiments’ and generate 
practice-based evidence for difficult-to-test clinical hypotheses. We will review four use-cases to illustrate the 
usefulness of learning from unstructured clinical notes. By examining the frequency and co-frequency of drug and 
disease mentions, we can detect associations among drugs and their adverse events about 2 years before an alert is 
issued as well as learn the prevalence of known drug-drug interactions. Using the patient feature matrix as well as 
prior knowledge about drugs, diseases, and known usage, we identify novel off-label uses; ranked on the basis of 
drug safety and cost. We uncover a natural experiment—a subset of CHF patients who were prescribed Cilostazol 
despite its black box warning—and profile its safety in this high-risk group of patients. We will discuss a use case of 
testing a clinical hypothesis about a possible association between allergic conditions and the complication of 
chronic uveitis in juvenile idiopathic arthritis (JIA) patients.  

Introduction: Advances in text processing and the increasing availability of electronic health records data enable a 
variety of secondary use applications. It has also been shown that text and data mining approaches can be used to 
extract information from the textual notes that cannot be found in the coded data, therefore complementing analyses 
performed with structured data. Our methods to process clinical notes have been validated using the NLP corpus 
released after the i2b2 2008 obesity challenge. We apply our text-processing pipeline to generate a patient-feature 
matrix from a large corpus of textual notes from Stanford University’s clinical data warehouse and discuss novel 
use-cases on monitoring for adverse drug events, identifying off-label drug usage, uncovering ‘natural experiments’ 
and examining practice-based evidence for hypotheses generated during clinical practice.  

Methods: We used data from the Stanford Translational Research Integrated Database Environment (STRIDE), 
which spans 18 years of data from 1.8 million patients with over 11 million unstructured clinical notes. We 
processed the clinical notes as described in [1, 2]. In brief, we used an optimized version of the NCBO Annotator 
with a set of clinically relevant ontologies of diseases, drugs, medical devices and procedures. We then flagged and 
removed negated terms and terms attributed to family history. We normalized all drugs to their ingredients using 
RxNorm, and aggregate diseases using subsumption hierarchies from disease ontologies. Using the timestamp of the 
clinical notes, we order the annotations temporally and create a 3-dimensinal patient-feature matrix. Each row 
represents a patient, each column a concept and the third dimension is time. 

Results: By analyzing the patient feature matrix for recurring patterns and leveraging the temporal ordering of drug 
and disease mentions, we are able to detect 6 out of 9 drug recalls in the past decade, on average 2 years ahead of the 
alert [2]. In examining risks of drug-drug interactions, we have compiled population event rates for 443 drugs and 
14 events not available from other data sources. We identify 635 putative new off-label uses, which are sorted for 
utility based on risk of adverse events and cost of the drug. Examining patients with peripheral artery disease we 
find that Cilostazol’s safety profile in a high risk group of patients, with concomitant congestive heart failure, 
mirrors its safety profile in prospective studies. Finally, in patients with JIA, we reproduce four known risk factors 
as validation and also find that allergies are associated with an increased risk of uveitis. 

Discussion: We find that ontologies are an excellent source of features and allow systematic normalization and 
aggregation when the feature set needs reduction for data-mining. Our work shows the feasibility of the use of EHR 
text to enable uses-cases serving the learning health system [3] by making data that is buried in unstructured clinical 
text available as a substrate for data-mining.  
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Validating Health Information Exchange Data for Quality Measurement 
 

Jason Shapiro MD1, Arit Onyile MPH1, Charles DiMaggio PhD2, Gilad Kuperman MD, 
PhD2 

1Mount Sinai School of Medicine, 2Columbia University, New York, NY 

Abstract: Health information exchange (HIE) may have the potential to support secondary use cases where real-
time multisite clinical data is required, such as quality measurement and clinical research.  This study presents a 
direct comparison of site-specific electronic health record (EHR) data to aggregated HIE data as an initial step of 
validating HIE data for secondary use in cases where EHR data is more commonly used. 

Introduction: Health information exchange (HIE), often designed for the primary use case of providing clinical 
information to providers at the bedside of individual patients, also holds the potential to provide real-time 
community-wide multisite data for secondary use cases, such as quality measurement and clinical research.  HIEs 
often contain both clinical data (i.e., lab results, diagnostic reports, clinical notes) and registration data (i.e. visit 
dates, patient demographics and other identifiers) from admission, discharge and transfer (ADT) registration 
systems.  In preparation for a project measuring early (72 hour) emergency department (ED) returns and frequent 
ED users across an HIE, this analysis was performed to validate the use of HIE data by comparing it to the EHR 
data, since EHRs are usually the source of data for the measures. 

Methods: Site-specific HIE data for one hospital were provided by the New York Clinical Information Exchange 
(NYCLIX), and EHR data were provided directly by the same hospital.  Data elements from both sources were 
obtained for all of the hospital’s ED visits from (3/1/09 to 2/28/11) including visit number, medical record number 
(MRN), admission date and time, discharge date and time, date of birth and gender.  Data were merged on visit 
number to evaluate concordance of unique encounters, and on MRN to evaluate concordance of unique patients.  
Descriptive statistics were then used to explore the differences between the two data sets. Specific rules were 
applied to correct for differences between the data sets at the encounter level by counting as a match if: 1) difference 
in age < 1 year, 2) gender of male or female in one and “unknown” in the other, or 3) difference in admit or 
discharge date/time < 6 hours. 

Results: Initially 6% of visits were in the HIE and not the EHR and 9% of the visits in the EHR and not the HIE.  
This was due to a problem with the HIE interface during a change to a new EHR product toward the end of the data 
collection period.  When these dates were excluded, these discrepancies became negligible (<1%) (Table 1).    

The remaining variables 
revealed additional 
discrepancies between the data 
sources, but these again 

became negligible when the rules above were applied (Table 2).  The difference in hours between matches and non-  
matches for admit and discharge 
date/time had medians of 0.2 and 
0.4 respectively, with ranges of   
(-9019 to7662) and (-8764 to 
7657) respectively. 

Discussion/Conclusion: All of the variables in the HIE in this study came from the hospital’s ADT system.  EHRs 
often have date/time stamp and demographic data entered by clinicians, while ADT systems have similar data 
entered by registration staff.  Differences in clinician and registration staff workflows likely led to the discrepancies 
seen here.  For instance, when a clinician discharges an ED patient, a date/time stamp is immediately entered in the 
EHR, but the registration staff may wait until the end of his or her shift to remove the patient from the ADT system, 
causing the ADT date/time stamp to lag behind by a small number of hours.  Rarely is the lag time large, as can be 
seen by the median difference of 0.4 hours and the fact that virtually all became concordant with the application of a 
6 hour adjustment, but the range is quite large with a small number of widely discrepant outliers.  Although many of 
the date/time stamps are discrepant, the vast majority of these discrepancies are quite small (< 6 hours).  Since we 
plan to use these data to measure relatively large intervals between admits and discharges (72hour ED returns and 
frequent ED users based on the number of visits within 30 days), these small discrepancies should pose no problem.  
The results of this analysis suggest that the use of HIE data in place of EHR data for these measures is valid. 

Table 1. Concordance Post-Data Cleaning EHR only HIE only EHR and HIE 

Unique encounters (Visit #) 106 1,086 214,138 

Unique patients (MRN) 106 1,044 167,987 

Table 2 Match Non Match Adj Match Adj Non Match 
Age 215,773 628 216,401 0 

Gender 214,784 1,617 216,401 0 
Admit Date/Time 272 216,129 215,376 1,025 

Discharge Date/Time 5,349 211,052 212,191 4,210 
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Optimizing the txt2MEDLINE Search Portal 
for Low-Resource Clinical Decision Support 
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Alex Gavino MD2, Paul Fontelo MD MPH2 
1University of Missouri Informatics Institute, Columbia MO 

2National Library of Medicine, Bethesda MD 
 
Abstract 
 
txt2MEDLINE provides access to high-quality medical evidence via text-messaging in settings with inadequate 
Internet access. We optimized the txt2MEDLINE search technique by parsing queries for MeSH (Medical Subject 
Heading) terms and searching MEDLINE for articles containing these terms in their titles or abstracts. We 
compared our results to the existing txt2MEDLINE tool by compiling benchmark queries from low-income and low-
middle-income countries, and asking doctors and nurses with practice experience in low-resource areas to evaluate 
them. The median scores on a 5-point Likert scale were 2.9 for the existing txt2MEDLINE vs. 3.8 for the modified 
version (p=0.015). This reached our predefined criterion for clinical significance, a difference of 0.5 standard 
deviations. Improving this technology could improve clinical information resources in the world’s most medically 
underserved communities. 
  
Introduction 
 
The Internet and smartphones are increasingly important for clinical decision support, but both are limited by cost or 
coverage in many medically underserved settings. txt2MEDLINE surmounts this problem by providing access to 
high-quality medical evidence via text-messaging. However, these search results are in reverse chronological order 
rather than order by best match, which may make it less useful for point-of-care decision support. We developed an 
optimized txt2MEDLINE search technique to produce query results more useful for answering clinical queries by 
SMS in low-resource settings.  
 
Background  
 
In the United States, a looming expansion in Medicaid coverage and an expected shortage of primary-care 
physicians is expected to exacerbate existing problems of healthcare access1. The problem is even greater in the 
world’s most medically underserved regions, where the density of physicians per capita is often less than one-tenth 
that of most industrialized countries2. US agencies and legislatures will consider expanding the scope of care for 
advanced-practice nurses and other healthcare providers, a strategy already used by necessity in the rural regions of 
many developing countries3; yet a knowledge gap will remain between these dedicated non-physician providers and 
a standard-of-care Western medical education.  
 
For trained healthcare workers with experience in taking patient histories and conducting physical exams, the 
Internet could bridge that gap4. However, an economic disparity in access to the World Wide Web parallels the 
disparities in healthcare access and healthcare workforce development. In 2010, 95% of Americans making over 
$75,000 per year used the Internet, compared to 57% of those making less than $30,000 per year5. This “digital 
divide” disproportionately affects minorities, with only 51% of African-American adults owning a desktop computer 
compared with 65% of whites6. While 87% of African-Americans and English-speaking Hispanic Americans 
owned cell phones, even more than the 80% of white Americans who did7, those phones or carrier contracts limited 
to voice and short messaging service (SMS) texting cannot access the resources of the World Wide Web. Around the 
world, and increasingly in the United States, the healthcare of billions is in the hands of non-physician providers 
who are dedicated and experienced but not educated as physicians; who are literate and intelligent but can’t afford 
the most modern electronic tools; and who talk and text on cell phones every day but cannot use those phones to 
access the medical resources of the World Wide Web.  
 
The US National Library of Medicine developed txt2MEDLINE8 precisely to bridge this gap by providing access to 
high-quality medical evidence via text-messaging. While past research into automated SMS interfaces for healthcare 
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has focused on monitoring and modifying patient knowledge and behavior9, txt2MEDLINE appears to be the only 
tool using SMS interfaces for point-of-care information retrieval by healthcare providers8,10. Previous studies11,12 
have shown strengths and limitations of this approach. Since txt2MEDLINE operates within the restricted screen 
space of text-messaging, its users may depend much more on the relevance of the first one or two results, rather than 
browsing through many results as on a computer screen. Because results are in reverse chronological order, 
however, the chances are relatively high for any given query that the first result will be a narrowly focused 
laboratory finding that is more research-oriented and less pertinent to clinical practice. Therefore, optimizing the 
usability of the first result for each search has the potential to greatly increase the tool’s effectiveness for clinical 
decision support. 
 
Our objective was to compare an optimized txt2MEDLINE search technique to the existing txt2MEDLINE tool. Our 
hypothesis was that optimizing search strategies for txt2MEDLINE would produce query results significantly more 
useful for answering clinical queries by SMS in low-resource settings. We defined a clinically significant 
improvement as an increase of at least 0.5 standard deviations over the existing result.  
 
Methods 
  
Modification of txt2MEDLINE 
We added processing to txt2MEDLINE to parse queries for MeSH (Medical Subject Heading) terms and search 
MEDLINE for articles containing these terms in their titles or abstracts. Articles without abstracts in MEDLINE 
were excluded. Abstracts with some or all of the queried MeSH terms in their titles were ranked higher than those 
with the terms in their abstracts only, and reviews were ranked higher than other publication types. The first 40 
results were scored based on the number of unique and repeated uses of the queried MeSH terms in the titles and 
computer-generated10 summaries, with penalties for other MeSH terms or the words "withdrawn," "new," "novel," 
"emerging," or "recent" in the titles. The result with the most points was selected (Figure 1). 
 

 
Figure 1: Algorithm for the modified txt2MEDLINE.  
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Development of Benchmark Queries 
A total of 12,666 queries from 123 countries were made through txt2MEDLINE, askMEDLINE and PubMed PICO 
in 2011. Selecting only queries from low-income to low-middle-income countries (as defined by the World Bank) 
yielded 7,759 queries from 36 countries. We used World Bank data13 to determine the ratio of cell phones to 
broadband connections by country, and included queries from the 12 countries where this ratio was highest. These 
countries were Iraq, Kenya, Cote D’Ivoire, Sudan, Zambia, Bangladesh, Mali, Mozambique, Nicaragua, Honduras, 
Senegal, and Indonesia. A total of 625 queries from these countries were made in 2011. In order to reduce the 
number of queries to a manageable size, we sampled 3% of the 625 queries, rounding up to include at least one 
query from each country. In the few cases where this method produced sample queries that were not clinically 
oriented, the next query from that country was used. Queries in languages other than English were translated using 
BabelMeSH14 (Figure 2). 
 

 
Figure 2: Benchmark queries used to compare the two versions of the search tool. A total of 20 benchmark queries 
were extracted from the total number of queries submitted during the year 2011 to txt2MEDLINE or its sister search 
portals, askMEDLINE and PubMed PICO. 
 
Comparison of Existing txt2MEDLINE and the Optimized txt2MEDLINE 
We ran both versions of txt2MEDLINE against these benchmark queries and recorded the first result for each, 
masking the sources and alternating the order to prevent bias. Nine doctors and nurses with practice experience in 
low-resource areas scored the results from 1 (not useful) to 5 (very useful). We excluded any incomplete surveys.  
 
Since the Likert-scale responses could not be assumed to be normal, we considered the median for each search 
portal rather than its mean, and looked for statistical significance with a non-parametric Wilcoxon T-test15,16. With 
no consensus in the literature on what constitutes clinical significance for a Likert scale in this area, we followed the 
precedent of one-half standard deviation above the control value17. 
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Results 
 
The scores for the modified txt2MEDLINE results from the nine reviewers ranged from 2.6 to 4.5 (with 1 = not 
useful to 5 = very useful). The range of scores was 2.3 to 3.3 for the results from the existing version. 
 
The median score with standard deviation was 3.8 ± 0.66 for the modified txt2MEDLINE vs. 2.9 ± 0.34 for the 
existing version. The difference was statistically significant with a p-value of 0.015. The modified algorithm’s 
median score was more than 0.5 standard deviations greater than the median score for the existing algorithm (i.e., 
3.8 – (0.5 * 0.66) = 3.47 > 2.9), which reached our threshold for clinical significance. 
 
Discussion 
 
Our goal in conducting this study was to demonstrably improve the clinical usefulness of the first-returned 
txt2MEDLINE result for real-world queries. Our modifications to txt2MEDLINE produced results that were 
statistically and clinically improved, using the most objective measure of clinical significance which we could 
document. 
 
In order to measure the usefulness of txt2MEDLINE before and after our changes, in the environments where we 
believe it is most critically needed, we sampled queries from only the 12 low-income and low-middle-income 
countries with the highest ratio of cell phones to broadband connections. The size of the sample was designed to 
create a manageably small survey for our volunteer evaluators. Limitation of the benchmark query set to queries 
from these countries may limit the applicability of the results to other environments. In addition, our exclusion of 
some queries subjectively evaluated as not clinically oriented may affect the reproducibility of these results. 
 
We distributed our survey only to physicians and nurses with low-resource clinical experience in order to accurately 
judge usefulness in the context of interest, with a resulting relatively small survey population. Inter-observer 
variation in scores was generally narrow, with standard deviations of less than 1.0 on a scale of 1 to 5; however, 
many examples of outlying scores of 1 and 5 from different evaluators of the same query response show that 
subjectivity in scoring the query results was a limitation in our study design.  
 
To the extent that these results can be generalized, they support the feasibility of improving txt2MEDLINE searches 
for clinical problems, by returning more relevant results before more recent results. Further investigation may refine 
the search algorithm proposed here. 
 
These results support the conclusion that a modified search strategy would significantly increase the clinical 
usefulness of txt2MEDLINE results. This could improve clinical information resources in the world’s most 
medically underserved communities. 
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Abstract 

Semi-structured text has become more prevalent in clinical notes due to increased usage of templates in 
computerized provider documentation (CPD). Templates may make entry easier, but pose challenges for Natural 
Language Processing (NLP) systems to extract information. This study aims at creating a reference standard of 
template elements within Veteran Affairs (VA) clinical notes using a layered annotation approach. The reference 
standard can be used for clinical NLP development and evaluation. 

Introduction 

Templates are frequently implemented in CPD to aid in efficient clinical data entry and consumption. The resulting 
text is difficult to process using NLP systems because these systems are designed for narrative texts. With a 
reference standard of layered template annotations, NLP systems may use one or more layers to filter by content 
type, to group by parent-child relationship, and to adapt to the template patterns and correctly extract information. 

Methods 

The design of the annotation guidelines and schema is based on the medical document text element ontology1. 
Similar elements are grouped together to form broad categories that have distinct syntactic characteristics. The first 
layer includes: 1) Section Header, 2), Other Heading, 3) Narrative, 4) Dependent content, 5) Table, 6) List, 7) 
Question/Answer and Checkbox (QAC). Relations are added as the second layer to indicate parent-child hierarchy. 
In the third layer, text spans belonging to Table, List and QAC are under additional review to extract detailed 
elements and specific patterns. The guidelines and schema for layer 1 and 2 have been through several pilot tests, 
and used to train three annotators on 15 documents from the study cohort of 600 VA notes randomly selected from 
the top 100 frequent note types. Overlap Inter-Annotator Agreement (IAA) is calculated and reported. 

Results 

There are 908 annotations and 674 relations generated during the training session from 3 annotators annotating 15 
documents. The overall IAA is 76%. Frequency and IAA for each category are shown in table 1. Annotators 
reported ambiguity in distinguishing section heading from other heading, and narrative from dependent content. 
Table 1. Frequency and IAA for each template annotation category. 

Annotation Category Frequency Overlap IAA 
Section Header 189 (21%) 83% 
Other Heading 268 (30%) 77% 

tem 

 

Narrative 198 (22%) 78% 
Table 5 (1%) 61% 
Dependent Content 191 (21%) 64% 
List 33 (4%) 85% 
Question/Answer and Checkbox 24 (3%) 78% 

Conclusion 

Templated elements could be annotated using a layered approach, with each layer focusing on a different granularity 
level from pre-defined text element ontology. Only 22% of the annotations were narrative text, highlighting the 
importance to develop automated techniques to process templated elements.  
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Abstract 
 
Clinical decision support (CDS) can assist in reducing unnecessary imaging studies, and pediatric patients are 
particularly radiosensitive.  We modeled a decision rule to guide CT usage in pediatric trauma and tested it with 
patient scenarios.  Output was then compared with clinical expert opinion, which yielded very high concordance.  
This demonstrates feasibility of this decision rule for CDS, and we intend to further refine it and attempt to 
implement it as a prospective CDS study. 
 
Introduction 
Computed tomography (CT) has been widely used for diagnostic purposes, but incurs some risk due to the large 
radiation dose, and is also expensive.  The pediatric population is particularly vulnerable to this risk, and as clinical 
decision support has been shown to be effective in reducing unnecessary imaging studies12, it may particularly 
benefit from such efforts.  A decision rule3 has been developed based on clinical history and exam findings that can 
identify pediatric patients with blunt abdominal trauma in whom abdominal CT may not be necessary.    
 
Methods 
We modeled the components of this decision rule in an ontology in Web Ontology Language (OWL) format using 
Protégé4.  We also included other objective findings (e.g. lab results) the authors of the rule discuss as clinically 
important but excluded from their rule due to variability between institutions. Recommendations were of three 
types:  CT recommended, consider CT, and CT not necessary.  We populated the ontology with eleven hypothetical 
clinical scenarios of pediatric trauma patients with a range of clinical presentations and severities, and provided by a 
pediatric surgeon.  We tested the decision rule with these scenarios using an OWL-DL (description logic) reasoner  
called FaCT++, and compared the output with clinical expert opinion. 
 
Results 
Ten of the eleven yielded output in agreement with expert opinion: one scenario yielded a “CT recommended” 
output in which the clinical expert classified as “consider CT.”  All other scenarios gave the same recommendation.   
 
Conclusions and Future Directions 
This study demonstrates the amenability of this rule, with additional variables, to computerized CDS.  We intend to 
further refine this model to reflect subtle variability in severity of trauma, evaluate it with actual patient cases, and 
develop a prospective CDS study at a pediatric hospital. 
 
	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  
1	  Raja, Ip, Prevedello et al, Effect of computerized clinical decision support on the use and yield of CT pulmonary 
angiography in the emergency department. Radiology. 2012 Feb;262(2):468-74.	  
2	  Blackmore CC, Mecklenburg RS, Kaplan GS. Effectiveness of clinical decision support in controlling 
inappropriate imaging.  J Am Coll Radiol. 2011 Jan;8(1):19-25.	  
3	  Holmes JF, Lillis K, Monroe D et al.  Identifying Children at Very Low Risk of Clinically 
Important Blunt Abdominal Injuries. Ann Emerg Med. 2013 Jan 29. pii: S0196-0644(12)01743-X.	  	  	  
4	  http://protégé.stanford.edu  The Protégé resource is supported by grant LM007885 from the United States National 
Library of Medicine.	  
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Clinical Documentation Challenge 

A history of clinical documentation1 recounts the fifth century BCE case records of Hippocrates, and their twofold 
purpose: to show the causes of illness, and the clinical course of illness. Reports on a patient’s progress in that era 
were not written at specified time intervals but when important changes in symptoms occur. The notes in current 
electronic health records (EHRs) contain more data than those ancient precedents, although those historic versions 
are remarkably similar to the documentation done today that best supports workflow.  This sequence of clinical 
changes is frequently recreated by extracting elements from other documents for discharge summaries and history of 
present illness (HPI) sections by consults. A concise summary of this sequence is a prominent feature of word 
processor documents and spreadsheets that physicians rigorously but redundantly maintain external to EHRs. When 
reading notes, it is this chronology of clinical events that clinicians attempt to synthesize if there is ample time2, 
often having to sift through large volumes of irrelevant information to find what is useful3. 

Doctors understand and communicate about their patients as a story: a temporal and causal sequence of events.  A 
typical such sequence might be: a symptom developed, a test was performed, which gave an abnormal result, so a 
diagnosis was made, a treatment was initiated, and an outcome was achieved.  This sequence in various forms may 
occur entirely within one encounter, such as an emergency department (ED) visit, or be spread across multiple 
encounters and care settings. Treatment outcomes and disease fluctuations can extend this sequence for years in 
chronic conditions, and multiple such stories can occur in parallel in the same patient.  

The goal of documentation should be to constantly display this ongoing story, the sequence of clinical events, as it 
unfolds within and across encounters.  However, the current clinical documentation goals are to produce one distinct 
comprehensive text file of all data elicited and reviewed for each doctor-patient encounter, and a continuous series 
of such files for longitudinal care.  Encounter notes reflect the format by which a doctor assesses all data affecting a 
patient’s health status at an instant in time, and forms a plan for the immediate next steps. This results in 
construction of notes that are better tailored for billing and compliance purposes, rather than clinical uses.  

Encounters are only the means by which clinical events are handled or performed, but are not themselves the 
essential unit of clinical care. If the productive goal of documentation were no longer only comprehensive encounter 
summaries, but instead to maintain a filtered longitudinal event log, EHRs might far better align with all clinicians’ 
information needs.  This could also reduce or eliminate the current need for redundant documentation within and 
outside of EHRs, support retrospective research, and provide a new platform for clinical decision support, while still 
capturing what is necessary for reimbursement and medicolegal purposes.  

Description of Proposed Solution 

Proposed Process of Documentation within an Encounter 

Current encounter notes contain some new data that have never been previously generated or stored elsewhere, such 
as the patient’s current report of symptoms or the doctor’s physical exam findings at that time. Other data in notes, 
such as the patient’s history, current medications, vital signs, and lab results, are usually stored in other parts of an 
EHR and imported, copied, or entirely manually re-typed into notes.  The final assessment and plan includes the 
interpretation of such data, as explanation for and with a listing of intended clinical actions. It is possible that all of 
these sections could be captured as discrete elements; such a practice if applied to impressions and plans has been 
described as having potential to better support workflow4. Distinguishing documentation of occurrence with 
documentation of awareness, by eliminating the current conflation of the two in notes with no size limits, could 
reduce the presence of redundant and irrelevant information.   

Note writing could be replaced by online forms for completion of all field types necessary for encounters, and entry 
in each section can be performed and saved at separate times.  Fields that are indicative of change would populate 
the event log. Chief complaints, HPIs, and the multiple categories in reviews of systems and physical exams can be 
separate text fields. Some EHR note-writing interfaces have previously been developed with separate fields for these 
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sections, but these have generally been a means for constructing a single text document, instead of as completed data 
fields by themselves. The items that are not new data but require a record of clinician review of them could be 
collected together and marked as reviewed, as not only the proof of awareness but also as a way to include such data 
in a comprehensive summary for future reference by either the physician or any other provider. 

Assessments and plans are often the components of a note viewed the most by subsequent providers. Currently, 
many orders are both saved in an EHR as well as separately enumerated in a note. Encounter summary forms with 
order entry fields as part of the interface could allow listing a plan and placing an order to be combined in the same 
task. The concept of a problem-oriented medical record5 is currently only actualized within individual notes. It could 
expand across a patient’s entire record if assessments and plans were discretized as well as grouped by problem; 
then, relevant data, impressions, and actions taken for any particular ongoing problem could later be aggregated 
together across encounters. 

Ease of Data Viewing 

All types of data reviewed or entered could populate to the event log.  This could include new diagnoses, new 
medications or changes in regimens, new abnormal lab results, or normalization of findings that previously were 
abnormal.  All the data fields completed in an encounter could be stored together in a separate component of the 
EHR as a finalized unalterable “encounter summary,” or exported in text format if needed as a “note.” This could 
then fulfill medicolegal and compliance purposes. The event log, however, could be edited for viewing ease or 
communicative clarity; this would prove especially useful in care handoffs, whether between shifts, specialty service 
consults, staffing changes, transfers, or general communication within a care team. While other common data 
categories should still be accessible for navigation (i.e., tabs for viewing all vital signs, lab results, and medications), 
this event log would be the main screen or home page within the patient’s record. 

An event log could then be sorted by event type to display only medication events, or lab and medication changes. 
Sorting by main active problem could be another viewing option, to display all symptoms, exam findings, lab 
results, medication changes, and upcoming appointments related to a particular problem such as diabetes.  For 
intensive care unit (ICU) stays, the common approach of addressing all problems, data, and treatments by organ 
system could be an additional way of event log sorting.  Similar to encounter summary generation, other document 
types may be generated to permanently store an exported portion of an event log, such as the inpatient stay exported 
to a discharge summary with discharge plan, and 24-hour events exported to an inpatient rounds summary like a 
progress note.  ED visits may often be a series of events then exported with other data reviewed to an ED visit 
summary, as such notes frequently have an “ED course” section now, more like discharge summaries than consult or 
progress notes.   

Encounter summaries could still be viewed in the traditional way like an encounter note, but there could also be a 
capability of displaying a stream of a single component over time, such as a series of abdominal exams over the last 
week, or the entire assessment and plan section for all primary care appointments.  This ease of viewing would make 
relevant information far easier to find. 

Clinical Event Handling and Capture 

Not all that happens to inpatients takes place during rounds or other encounters for which “notes” are required; it 
often happens that problems arise during the course of the day, new orders are written or minor procedures 
performed, and these are not documented until the next day’s 24-hour event review, if at all.  Analogously, 
ambulatory patients may develop new symptoms or have new results come back that are handled via phone calls 
between the patient, clinic, and a pharmacy, which may impact a patient’s health in no less significant a way than 
what took place in an office visit.  A function to add a “new event” to the patient’s record could allow for this to be 
captured in a seamless sequence from encounter actions; such an option could include a description, comments, 
impressions, and order entry fields which could again populate to an event log.  If this is the modality by which 
orders are written, there would be no need for subsequent documentation after managing the problem, as is the 
current practice. 

Besides documenting new problems and associated orders within the chronology of the patient’s story, discrete 
event capture as a goal of documentation introduces a new modality by which clinical information systems can 
provide decision support.  A new problem even as simple as an abnormal lab value can be presented to a provider as 
a new event, with possible actions that could be performed because of it. This could lead to incorporating diagnostic 
assistance as well as provide significant proactive guidance on problem management, if a sufficient knowledge base 
is available. 
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Complementarily, standard terminologies could be incorporated.  Mapping documentation terms to standard medical 
terms may be far more feasible with small fields rather than current large notes.  These terminologies may need to be 
expanded to include all action or occurrence concepts of these clinical events (e.g., dosage decreased, regimen 
changed, abnormality worsened) and these would need to be adopted among all systems.  If this were to be the case, 
and event logs could be transferred between systems, interoperability would allow conveyance of very semantically 
rich and useful clinical information. 

Additional Potential Features 

The fundamental feature of this proposal is that a documentation goal of a longitudinal event log would be far more 
helpful for workflow support.  While this alone may greatly facilitate EHR usability, there are many other aspects of 
documentation that potentially could be components of such a paradigm. 

Computer-based patient interviewing could allow for patients to enter some of the “subjective” components 
themselves, using simple prompts guiding them to comment on particular aspects of their symptoms.  This would 
reduce reliance on physician data entry and also likely allow for appointment time to be used more efficiently.  
Patients could also review and edit other components such as family and social history, allergies, and compliance 
with current medications.  

Other data entry methods could include voice transcription software, especially for physical exam elements that 
require the physician to be away from a computer while evaluating the patient. Surrogate entry by a colleague for 
later verification or co-signature is another option.  If each encounter is stored as a collection of multiple data types 
(numeric values, short text, orders), other larger data fields could optionally be included with an encounter, such as 
photos or video clips.  

Manual entry by the physician will be facilitated by providing required headings as data field names, requiring only 
acknowledgment of reviewing components already stored in the EHR rather than redundant re-entry of them, and 
common and intuitive keyboard shortcuts for doing so would expedite this process.  Ideally, an interface could be 
designed such that a physician using a full keyboard would not need to interrupt typing with mouse usage, but it 
would be adaptable for use on touchscreen portable devices such as tablets for efficient inpatient rounds or also 
widespread use in the developing world. 

Portals for ambulatory patients to enter data themselves and communicate with their providers could greatly assist 
with outpatient management.  For example, if a patient can provide feedback about a medication being ineffective, 
the patient can enter this data (appearing as a new event in the EHR), prompting the physician to adjust the dose or 
change regimens.  This correspondence appearing as part of the ongoing trajectory of management, rather than as a 
separate document, if any, in the patient’s record, might make a better fit with how clinical care is understood. 

Discussion of Alternative Solutions Considered 

Alternative methods for improving documentation efficiency often leave the finished product essentially unchanged 
from its current format.  Several EHRs have “carry forward” functions or automatic importing of vital signs, lab 
results, and medications; copying and pasting of text is commonly used for unchanged sections, such as physical 
exams or management plans that need no adjustment.  Voice transcription, with or without audio or video recording, 
has some potential for facilitating initial entry, although this currently presents challenges with accuracy, frequently 
requiring significant subsequent revision by physicians.  However efficiently an encounter note can be produced, it 
does not change the problem that encounter notes themselves are cumbersome to use as clinical references in 
longitudinal patient management. 

Information retrieval or natural language processing algorithms for searching within the notes of an EHR also may 
help when a clinician is looking for specific items.  However, these methods are limited in scope and accuracy, and 
do not assist with the difficult task of becoming broadly familiar with a complex patient a provider has not 
previously met, or for simply catching up on how a patient’s care trajectory has progressed over the last shift.  If the 
notes themselves remain of poor clinical utility, these algorithms will be limited by the quality of the data on which 
they are used. 

Strengths and Weaknesses of this Design Compared to Alternatives 

Advantages  

There could be significant improvements in efficiency of data entry by using this model.  If each data element is 
separated into its own stored field, there would be no need for multiple (several preliminary, then uncosigned, and 
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finalized) versions of each “note,” and no occasion for the composition of any “note” to be spread out over several 
hours or even days, as has been described as commonplace and problematic6.  When rounds would be done and 
plans formed, no additional documentation would need to be completed afterward.  

Accuracy of documentation would be greatly improved if the time lapse from data generation to entry were 
minimized. Eliminating the need for redundant documentation would also reduce errors that occur simply by being 
passed repeatedly between providers and their notes.  Additionally, allowing patients to enter or review some of the 
information would also improve accuracy and efficiency. 

Few documentation-facilitating efforts likely have the goals of improving eventual longitudinal data viewing or 
providing management assistance and ordering guidance for the problems being documented; this proposal takes 
these very strongly into consideration.  Current decision support is largely limited to when a clinician is performing 
the task of placing orders, except for those modalities such as templates that only assist with thorough 
documentation for compliance rather than clinical management purposes. This model requires no high-cost 
hardware that would be prohibitively expensive to implement widely.  Accurate, high-quality event logs may also 
expedite a variety of retrospective or outcomes research; the sequence through problems, treatments, and outcomes 
is what is primarily sought and could be far more easily obtained.  

Challenges 

This framework presents significant information and knowledge modeling challenges.  EHR databases already 
frequently consist of hundreds of related tables, and discretizing the catch-all note modality into many more, with 
likely many constraints, restrictions, and logic rules about relationships between fields, would be a formidable task 
to develop and for an EHR product to adopt.  Knowledge bases for associating data with an active problem and for 
providing decision support would be needed for a system of this design to provide its maximal benefit. However, if 
this model was commonly used, and event logs were well maintained, they would likely be highly valued 
components of care transfer and exchanges.  Patient records would be of markedly increased complexity in terms of 
the information model on which they are based, but there would be a marked decrease in the overall total size of a 
patient’s record, except in the cases in which photos or other multimedia files would be included.   

There may be significant professional and cultural challenges in the process of adopting a new documentation 
practice. It may even require restructuring of roles for care team members at various levels of training, as the current 
practice of students, residents, and attendings all writing notes on the same patients would need to be reorganized. 
The note-writing paradigm is quite widely engrained and it is not clear which previous clinical informatics lessons 
learned are best applied for this design proposal. 

Proposed Implementation and Dissemination Plan 

Actual implementation and dissemination will likely be a lengthy iterative process.  First, a functional prototype for 
limited use cases and settings should be built, and user studies performed for usability evaluations (as below).  
Feedback can then inform refining while developing more complex prototypes for broader ranges of use cases. 
Widespread adoption will depend on perceived benefit for workflow and care quality, given that it may seem like a 
significant change in documentation goals and information seeking strategies.  To encourage adoption, the 
information model this would be based on could be made freely available to influence EHR database design. 

Proposed Evaluation Plan 

To validate and confirm the usability of our proposed design, we can utilize a combination of evaluation methods 
based on the following categories: usability inspection, usability testing, and user satisfaction. The detailed 
evaluation metrics or tools to use for each evaluation method are listed as follows.  

Usability Inspection  

A usability researcher can evaluate the system in conjunction with a clinician on how it serves the goal of effectively 
and efficiently capturing longitudinal clinical events. Heuristic evaluation is a low cost, fast turnaround method to 
identify violations of usability standards and best practices.  A comprehensive list of EHR usability principles from 
Zhang and Walji7 will be referenced as usability heuristics for this goal.  These principles include consistency of 
design, utilization of standards, minimalism of design, minimization of user memory load, provision of informative 
feedback, and flexibility of a system. Additionally, we could perform cognitive walkthroughs with an emphasis on 
clinical task analysis from users’ point of view as they interact with the system.   
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Usability Testing 

One-on-one usability testing is a type of summative testing that can provide performance data on important usability 
attributes such as efficiency, effectiveness and learnability. The testing environment should mirror the actual user 
environment as much as possible.  The metrics to be tested will be efficiency, effectiveness, and ease of learning; 
these are adapted from the Healthcare Information and Management Systems Society’s Principles and Proposed 
Methods of EMR Usability Evaluation and Rating8.  Efficiency can be measured as the time, number of actions, or 
number of screens viewed to perform a task or complete a specific workflow. Effectiveness metrics include the rate, 
frequency, and severity of errors, paths taken to complete a task versus the optimal path, and number of help 
requests.  Ease of learning can be quantified by multiple time measurements: that spent training, to achieve expert 
performance, or to perform a task benchmarked to an expert user.   

User Satisfaction 

Lastly, the System Usability Scale9 can be used to measure users’ subjective response to their interaction with our 
system. Survey questions elicit perceptions on a system’s ease of use, personal confidence, need for assistance, and 
likelihood of adoption by others. Interviews with clinical users can also provide direct feedback on actual usage of 
the system. 

Conclusion 

Changing the clinical documentation goal from the creation of comprehensive encounter notes to the maintenance of 
a longitudinal event log may facilitate many uses of EHRs.  Such a change may be a formidable challenge to design 
and implement, but it may improve the accuracy and efficiency of data capture, information retrieval, and 
communication among care providers, as well as significantly facilitate retrospective research and provide a new 
platform for clinical decision support.  
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Abstract 
A shared electronic medical record (EMR) system 

was designed that utilizes a Problem-oriented 
Contiguous Timeline View (PCTLV), which enables 
sharing patient information (e.g., prescription drugs, 
laboratory results) between a hospital and multiple 
clinics possible on a single screen. Clinicians were 
able to share necessary patient information across 
multiple institutions more easily and freely with this 
system. The shared EMR system that utilizes a 
PCTLV had a significant impact on the decision 
making process of clinicians. 

Introduction 
The potential for electronic medical records 

(EMRs) to improve clinicians’ decisions and 
patients’ outcomes is widely recognized. However, 
within organized medical care delivery systems, such 
as specialized referral services, several distinct 
institutions may participate in the care of a single 
patient. EMRs are fragmented between hospitals and 
clinics, posing an obstruction to the decision making 
process of clinicians.1,2 To help address this issue, we 
developed a shared EMR system that utilizes a 
Problem Contiguous Timeline View (PCTLV), 
which enables sharing patient information (e.g., 
prescription drugs, laboratory results, disease 
diagnosis) between a hospital and clinics possible on 
a single screen. 

Methods and Results 
Figure 1 shows an overview of our shared EMR 

system, which can share patient information between 
a hospital and multiple clinics. PCTLV allows 
clinicians to visually share the same patient 
information across multiple institutions on a 
contiguous timeline on a single screen. With this 
system, clinicians can view patient information 
while changing the time scale (e.g., hours to days, 
days to months) freely with one click (Figure 2). 
Furthermore, when a clinician hovers his/her mouse 
pointer over the term of interest (e.g., prescription, 
test results, clinician notes), the term presents 
detailed information (e.g., dosage and administration, 
magnetic resonance imaging) in a pop-up window. 

To verify the efficacy of the system, a hospital 
(comprising approximately 500 beds, 37 clinical 
units, and 1,700 employees) in Matsumoto City, 
located 200 km southwest of Tokyo, and eight clinics 
participated in this trial. The subjects consisted of 14 
clinicians and the information of 254 patients was 
shared between the hospital and clinics. During the 
1-month pilot test period, they viewed their patients’ 
information from other institutions on our shared 
EMR system. After this procedure, we assessed 
system usability by using a semi-structured interview. 
Clinicians believed this system was important in 
decision making, since it was useful in that the 
information of all of their patients’ medical history 
was obtained from it. This indicates that our shared 
EMR system was positively received. 

Figure 1. Overview of the shared EMR system that 
utilizes PCTLV 

 

 

 

 

 
Figure 2. Example of a desktop screen showing the 
PCTLV when sharing an EMR between a hospital 
and two clinics 

Conclusion 
The present study suggests that a shared EMR 

system that utilizes a PCTLV may have an important 
role in supporting better clinical decision making. 
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Abstract 

An automatic de-identification method has been developed for free texts in clinical notes of Asan Medical Center. 

The developed method was based on regular expressions to incorporate prior knowledge and to handle bilingual 

texts. The method was verified by five human annotators for 6,039 clinical notes of 20 types and achieved 98.25% 

precision and 97.29% recall.  

Introduction 

Korean government passed two laws to protect unauthorized usage of medical information. Since de-identification 

has been proposed as an alternative to use patients’ medical information without written consent, we implemented a 

de-identification method using regular expressions to remove personal health identifiers in free texts of clinical notes. 

Though a natural language processing (NLP) method is one of the frequently used approaches to remove identifiers, 

it was not suitable for our case for following reasons: First, physicians of Asan Medical Center (AMC) in Korea 

have written the clinical notes using both Korean and English. However, most of the previous NLP-based de-

identification methods have been applied to English sentences. Second, most of the texts in clinical notes are phrases, 

not full sentences. Third, there are no freely-available NLP tools for Korean. In addition, our method based on 

regular expressions easily incorporates prior knowledge to update the regular expression rules.  

Verification of De-identification Method 

Regular expression rules to remove identifiers were implemented using the prior knowledge of an expert. The rules 

have been verified by testing on a sample of 6,039 clinical notes of 20 types including inpatient, outpatient, and 

emergency room notes. Five human annotators reviewed all the notes manually to confirm performance of the 

automatic method. Four annotators first reviewed about 1,500 notes on average. The other annotator checked the 

entire sampled clinical notes once more. The discrepant results were reviewed again by first four annotators to 

consensus finalizing the results. As a result, the annotators found 922 identifiers of only four identifier types, 

specifically, phone numbers, patient names, addresses, and patient IDs. The most frequent identifier found was 781 

phone numbers (41.63%), followed by 108 names. The remaining were 25 patient IDs and 8 addresses. The 

proposed method using regular expressions achieved 98.25% for precision and 97.29% for recall. Compared to the 

previous results1, 2, the performance of our method outperformed the existing methods. In addition, our method can 

handle diverse types of clinical notes and bilingual texts. We hypothesize the following as explanations for the 

superior performance. First, though we chose about 500 physicians’ clinical notes to increase heterogeneity, 

physicians shared the similar formats to record identifiers. Second, lots of the same identifiers were repeated due to 

copy-and-paste. Last, free texts in our case were phrases which are suitable for regular expressions. One of major 

limitation of our method is that we do not consider dates as identifiers. 

Conclusion and Future Works 

The proposed AMC de-identification method outperformed the previous methods in both precision and recall. We 

are revising the regular expressions to increase recall, since recall is more important than precision for de-

identification. After updating the rules, we will validate the method using additional about 5,000 clinical notes.  

References 

1. Meystre SM, Friedlin FJ, South BR, Shen S, Samore MH. Automatic de-identification of textual documents in 

the electronic health record: a review of recent research. BMC Med Res Methodol. 2010;10:70. 

2. Deleger L, Molnar K, Savova G, et al. Large-scale evaluation of automated clinical note de-identification and 

its impact on information extraction. J Am Med Inform Assoc. 2013;20(1):84-94. 

1290



  

Machine Learning Analysis to Understand and Improve Protocol Processing 

Times by Institutional Review Boards 

Kimberly Shoenbill, MD*, Yiqiang Song, PhD*, Nichelle Cobb, PhD,  

Marc Drezner, MD, Eneida Mendonca, MD, PhD 

University of Wisconsin – Madison, Madison, WI 
 

Abstract 

Inefficiencies, inconsistencies, delays and lack of transparency in Institutional Review Board (IRB) approval 

processes can impede the initiation and conduct of research.  Our research applies machine learning algorithms 

and statistical methods to data collected from two academic health sciences IRBs to:  (1) identify factors associated 

with delays or accelerations in IRB processing times, and (2) develop a predictive model for newly submitted 

protocols to determine anticipated total IRB processing times.   

Introduction 

Prior papers have discussed barriers within IRBs that can impede the initiation or conduct of research, but the 

specific factors creating these barriers have not been adequately explored1-3.  Our research applies machine learning 

algorithms and statistical methods to data collected from two academic health sciences IRBs.  The goal of this 

research is to identify specific IRB and protocol features that correlate with delays or accelerations in the IRB 

protocol review process.  This information is being used to develop a predictive model to estimate total IRB 

processing time for newly submitted protocols and to inform IRB process change for improved efficiency.  

Methods and Preliminary Results 

We evaluated data from two years of submissions from the IRBs’ new protocol submission and tracking system, 

containing information on over 2000 research protocols and associated IRB process features.  These data consist of 

IRB and protocol attributes such as total IRB processing time, requirement for protocol scientific review, name of 

department submitting protocol, and type of IRB review process completed (e.g. full IRB review, expedited IRB 

review).  We consulted with IRB staff for domain expertise regarding IRB workflows to overcome challenges in 

data preparation and analysis, including appropriate handling of missing data and selection of informative attributes.  

Preliminary analyses of protocol and IRB attributes using descriptive statistics show several attributes with 

statistical significance.  Machine learning algorithms within the WEKA suite of data mining tools have been used in 

this evaluation and include decision trees, support vector machines, neural nets and linear regression4.  Preliminary 

results have shown at least two attributes that are predictive in estimating total protocol processing time by these 

IRBs. 

Conclusion 

Specific protocol and IRB attributes are correlated with delays and accelerations in the IRB total processing time.  

Our goal is to develop a model that can predict protocol total processing time by an IRB.  Knowledge of these 

attributes and use of this model will assist efforts to improve IRB efficiency, identify areas where additional 

resources may be needed, better manage staff workload, and facilitate the conduct of human subjects research.  
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Figure 1. Original signals and their 
detected peaks [BPM, beats per minute; 
R-R, peak-to-peak interval]. 
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Introduction. Heart rate variability (HRV) is a clinically predictive value of overall cardiac mortality that provides 
a means to noninvasively assess the autonomic nervous system and has been found to correlate with a wide variety 
of clinical conditions.1 While HRV measures traditionally have been derived from electrocardiograms (ECGs), 
promising results have been reported using photoplethysmography (PPG) signals, which could be more practical for 
long-term, outpatient-based monitoring.2 Patient adherence, ease of use, nonintrusiveness, and non-stigmatization 
are critical success factors for accurate data collection in home-based settings. Commercially-available HRV 
monitoring devices are not designed to be socially acceptable, comfortable for 24/7 long-term use, and automated 
with real-time data transfer, thereby decreasing likelihood of user adherence and continuous heart data capture. The 
goal of this research is to derive HRV measures from an existing noninvasive, nonintrusive, wireless, wrist-based 
home monitoring system (via a socially-acceptable “watch” device) that obtains continuous PPG signals in order to 
perform long-term trending of HRV metrics and, ultimately, provide earlier indication of need for intervention.3 

Methods. The commercially-available platform monitoring system used in this study collects 24/7 activity data via 
accelerometry and other data, all of which are transmitted automatically and wirelessly via a local mesh network to a 
HIPAA-compliant cloud server and database for real-time trending and targeted alerting (e.g., via email) to 
designated care providers.3 A prototype of the system’s wrist device with PPG sensors was used to collect PPG 
signals with simultaneous collection of PhysioFlow® ECG signals from an individual in a laboratory setting. The 
largest amplitudes of each signal were detected, from which peak-to-peak intervals and heart rates were calculated. 
Time-domain, frequency-domain, and nonlinear HRV metrics were computed for both signals and then compared.  

Results. In this preliminary analysis, a 200-beat time window was used to derive heart rates and HRV metrics 
(Figure 1). Sample results of HRV metrics include the following: standard deviation of all peak-to-peak intervals of 

80.5 ms (ECG) and 84.6 ms (PPG); minimum peak-to-peak interval of 
750.0 ms (ECG) and 774.3 ms (PPG); maximum peak-to-peak interval 
of 1234.4 ms (ECG) and 1378.9 ms (PPG); total power of 2622.3 mm2 
(ECG) and 2379.9 mm2 (PPG); “detrended fractal scaling exponent”, 
which quantifies short-term complexity, of 0.97 (ECG) and 0.87 
(PPG); and sample entropy, which measures the amount of irregularity 
in peak-to-peak intervals, of 1.4 (ECG) and 1.5 (PPG).  

Discussion. The preliminary results show that HRV metrics can 
indeed be derived from PPG signals obtained via a nonintrusive, 
noninvasive, wristwatch monitoring system, and therefore outpatient-
based long-term HRV trending with earlier indication of need for 
intervention (e.g., implantable defibrillator) may be feasible. Next 
steps involve collection of more data from multiple individuals to 
determine which HRV metrics are most suitable, implementation into 
the system, and then detailed analysis in the clinical context to 
determine any potential measurement differences and implications.  

Acknowledgements. The authors would like to thank Lynn Gerber, MD, Director, Center for Chronic Illness and 
Disability at George Mason University, for her invaluable assistance.  
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Abstract 

Type-2 Diabetes Mellitus is a growing epidemic that often leads to severe complications.  Effective preventive 
measures exist and identifying patients at high risk of diabetes is a major health-care need. 

The use of association rule mining (ARM) is advantageous, as it was specifically developed to identify associations 
between risk factors in an interpretable form. Unfortunately, traditional ARM is not directly applicable to survival 
outcomes and it lacks the ability to compensate for confounders and to incorporate dosage effects. In this work, we 
propose Survival Association Rule (SAR) Mining, which addresses these shortcomings. 

We demonstrate on a real diabetes data set that SARs are naturally more interpretable than the traditional 
association rules, and predictive models built on top of these rules are very competitive relative to state of the art 
survival models and substantially outperform the most widely used diabetes index, the Framingham score. 

Introduction 

Diabetes mellitus is a growing epidemic that affects 25.8 million people in the United States (8% of the 
population)4. Diabetes leads to significant medical complications including ischemic heart disease, stroke, 
nephropathy, retinopathy, neuropathy and peripheral vascular disease. Appropriate management of patients at risk 
with lifestyle changes and/or medications can decrease the risk of developing diabetes by 30% to 60% 6,12. 
Therefore, early identification of patients at risk of developing diabetes is therefore a major healthcare need. In 
response to this pressing need, numerous diabetes risk indices have been developed and some of them, most notably 
the Framingham score13, have gained acceptance in clinical practice. 

Existing diabetes indices largely assume that diabetes is independent of other diseases. As diabetes is part of the 
metabolic syndrome, it is particularly important to consider the possibility of interactions between various risk 
factors, many of which are also indicators of other diseases in the metabolic syndrome. Except for the most recent 
methods3, 8, 10, no diabetes index takes the interactions between the risk factors into account5. 

Association rule mining1 (ARM) is a technique that is specifically aimed at discovering interactions (more precisely, 
associations). In association rule mining, we first extract association patterns, which are co-occurring binary risk 
factors.  For example, we may discover the pattern that hypertension (high blood pressure) and hyperlipidemia (high 
cholesterol) frequently co-occur in patients. The frequent co-occurrence of these two conditions may indicate that 
they are associated with each other.  We have formal tests to determine whether a presumed association is 
significant or a mere coincidence11.  If the pattern is predictive of an outcome of interest—diabetes in our case,⎯we 
can convert the pattern into an association rule.  An association rule is an implication, where a pattern of co-
occurring conditions implies increased risk of diabetes. Continuing with our example, we may find that among 
patients presenting with hypertension and hyperlipidemia, 13.3% have diabetes, which is 1.47 times higher than in 
the general population of our study, making this pattern predictive of diabetes. Association rule mining is rapidly 
gaining popularity in health informatics due to the ease of interpretation, the ability to discover potentially 
interesting associations among risk factors, and since the results are rules, they are amenable to implementation in a 
clinical decision support system.  The above three recent metabolic syndrome studies3, 8,10 all used association rule 
mining. 

Association rule mining, in its current form, is not applicable to survival outcomes in a straightforward fashion. 
Association rules are often used for quantifying the risk that the constituent risk factors confer on the patient 
subpopulation using the simple method we presented earlier.  Unfortunately, this approach is incorrect, as it fails to 
account for age as a risk factor: the hypertensive, hyperlipidemic subpopulation is older than the population without 
these conditions. A third shortcoming of the traditional association rule mining paradigm lies in its inability to 
capture dosage effects. Many risk factors in diabetes can have two effects: a dosage effect, where a unit increase in a 
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measurement is accompanied by a proportional increase (or decrease) in the risk; and a threshold effect, which arises 
when a measurement exceeding a threshold causes disproportionate increase in the risk. Figure 1 illustrates the 
effect of systolic blood pressure (SBP) on the risk of DM. The solid line depicts the smoothed risk of DM as a 
function of SBP.  When SBP < 140 mmHg (the ADA2 recommended cutoff), the average risk of DM is 
approximately 9%, which coincides with the risk in the general population.  When SBP exceeds 140 mmHg, the risk 
is substantially higher on average.  The dashed line in the Figure represents this threshold effect and it is emblematic 
of  association rule mining’s view of SBP.  It is clear from the Figure, that besides the threshold effect, a dosage 
effect also exists and ignoring this dosage effect leads to information loss.  Association rule mining in its current 
form operates on the threshold effects and possesses no facility to incorporate dosage effects. 

 

 

In this work, we propose Survival Association Rule Mining, which extends the traditional association rule mining 
paradigm to address the above shortcomings. The key idea is transform the non-parametric and model-free 
association rule mining into a semi-parametric modeling paradigm. The centerpiece of this paradigm is the survival 
association rule (SAR), which is an association pattern wrapped into a survival model. The association pattern 
within the SAR captures the potential interaction among multiple binary risk factors (threshold effects) in a non-
parametric fashion. The survival model around the association pattern links the predictors (covariates and the 
association rule) to the survival outcome, and provides a parametric ``interface’’ to the rule that we can exploit 
towards adjustments for confounders and towards the incorporation of dosage effects.  Thus a SAR preserves the 
flexibility of traditional association rule mining while it offers the advantages (e.g. adjustment for factors) that 
parametric models offer. 

We applied the proposed methodology to a real clinical data set collected at Mayo Clinic. We show that the 
proposed approach identified clinically relevant association rules, and estimated the risk associated with the risk 
factors in the rules more correctly than traditional association rules in a manner that makes interpretation even 
simpler. We have also built predictive models for individual patients and we show that the resulting model performs 
as well as the state-of-the-art survival models and that the model-based association rules far outperformed the most 
widely adopted diabetes risk score, the Framingham score. 
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Figure 1. Illustration of the threshold effect.  Risk of DM versus systolic blood pressure (SBP) is plotted for 
patients with SBP between 100 and 150 mmHg (90% of the population). When SBP is less than 140, the risk of 
DM on average is the same as the risk in the general population.  Patients with SPB > 140, have a substantially 
higher risk on average. 
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Background 

Association rule mining  

Consider a set of binary variables, called items, including abnormal laboratory results, history of diseases and 
whether a particular medication was prescribed.  Let δj denote an item indicating whether patient j had developed 
diabetes.  

An itemset (or association pattern) is simply a set of items. An itemset covers (or applies to) a patient, if the 
patient presents all the conditions in the itemset. The support of an itemset is the number of patients it applies to.  
The coverage vector XI of an itemset I is a vector with its j element signifying whether I applies to the patient: it 
takes the value 1 if I covers patient j; 0 otherwise. 

A survival association rule is an implication defined by an itemset I, stating that patients who suffer from the 
conditions in I have a significantly higher risk of diabetes than the average patient in our population.  The increase in 
the risk for this subpopulation is quantified by the relative risk.  Let E denote the expected and O the observed 
number of diabetes events (O takes the value 0 or 1) for each patient.  The relative risk is defined as RR=O/E: 
patients who present the conditions in I faces RR times higher risk (number of diabetes events) than those who lack 
at least one condition. 

Survival Models 

Survival models are statistical models for event-based data with known time to events.  Let tj denote the follow-up 
time for patient j.  The follow-up time is the time from the beginning of study until the patient progresses to 
diabetes or until he is no longer followed. Let δj denote whether patient j developed diabetes before (or exactly at) 
time tj.  The hazard λj(t) is the instantaneous probability that patient j progresses to diabetes exactly at time t. 

Cox Proportional Hazard Models are survival models that estimate the hazard λj(t) for patient j at time t based on a 
covariate matrix Z and a baseline hazard λ0(t) that is common to all patients. The hazard is modeled as 

, 

where β is a coefficient vector to be estimated and the baseline hazard λ0(t) is unspecified. The quantity  

 

is called the risk. For a patient j, the expected number of events (progression to diabetes) can be estimated based on 
his risk rj as 

Λ j (t) =
δk exp(rj )

exp(ri )ti≥tk
∑k:tk≤t j

∑ . 

The difference between the observed Oj and estimated number Λj of events (at the end of study) 

M j = Oj −Λ j  

is the Martingale residual. 

The coefficient vector β is estimated through maximizing the partial likelihood.  The partial likelihood of the data 
is defined as  

PL(rj ) =
exp(rj )

exp(rk )
k:tk≥t j

∑

#
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δ j
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where k is iterating through the patients who are at risk at time tj. Once a patient progresses to diabetes, he is no 
longer at risk and he is no longer followed as far as this model is concerned. 

Cox Proportional Hazards Models are fit by maximizing PL(r), or equivalently, by minimizing the negative log 
likelihood  of the data 

λ j (t) = λ0 (t)exp Z jβ( )

rj = Z jβ
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(r) = − logPL(r) . 

The minimization can be carried out using Fisher Scoring for all variables at once, or stage-wise through gradient 
descent optimization, where in each iteration (stage), a new predictor is added. In the following section, we review 
the latter alternative in detail. 

Gradient Boosting for Cox Proportional Hazards Models 

Gradient boosting7,9 minimizes iteratively through gradient descent optimization. Given a model in the ith 
iteration, it is extended with a fitted model m(i) that minimizes  

r(i+1) = r(i) −γm(i) ≈ r(i) −γ
∂(r)
∂γ

. 

The fitted model m(i) minimizes when it is most aligned with the negative gradient of the negative log likelihood 
function evaluated at r(i), which is the Martingale residual defined earlier.  In our application, m(i) will be a linear 
combination of covariates or a single itemset (represented by its coverage vector).  

Methods 

 
 

 

We start the description of our methodology through presenting an overview in Figure 2. Let Z denote a covariate 
matrix of confounders (e.g. age and sex), U a covariate matrix of vitals and laboratory results and X an item matrix, 
contains the items representing medication prescriptions, abnormal laboratory results and the presence of co-morbid 
diagnosis codes.  Note that U contains the continuous version and X the binary version of the vitals and the 
laboratory measurements. Let t denote the follow-up time, which is the time to developing diabetes or last follow up, 
and δ denote the diabetes outcome at last follow-up. The jth row of the matrices Zj , Xj , Uj and the jth element of  tj 
and δj correspond to the same patient for all j.   

We first build the framework model SF, which provides a linkage between the predictors and the survival outcome 
(t and δ) and it also allows us to correct for the confounders in Z 

SF : Surv(δ, t) = Zβ . 

We use the framework model to calculate the expected number E of diabetes events for each patient.  By comparing 
the expected number of events to the observed events (δ), we arrive at the martingale residual M.  The martingale 
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Figure 2. Overview of the methodology 
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residual is the excess risk of diabetes that cannot be explained by follow-up time or by the confounders, but it can be 
at least partially explained by the covariates (binary or continuous). 

With the set of association patterns in hand, we construct the survival association rules (SARs).  A SAR is an 
extension of the framework model by a single association pattern (or itemset) I 

SA : Surv(δ, t) = Zβ − XIγ , 

where XI is the coverage vector of I and γ is its coefficient.  Note that there is a single framework model, but there 
are multiple SARs; one SAR for each association pattern. 

It is well known that a combinatorially large number of association patterns can be discovered from a database and 
many of these patterns may not explain the martingale residual significantly. Constructing a SAR for each 
discovered pattern is wasteful and computationally infeasible.  We only construct a SAR from those patterns that 
significantly improve the fit of the framework model.   

Since the survival association rule SA is a model fully nested inside the framework model SF, the significance of I 
can be assessed through a likelihood ratio test.  The test statistic 2 log(F − A )  follows Chi square distribution with 1 
degree of freedom. The likelihood ratio test requires that SA be fit exactly. 

Fitting a survival model exactly is computationally expensive. In the following section of this work, we develop a 
metric, gain, based on gradient boosting that is almost perfectly correlated with the above likelihood ratio test 
statistic, does not require a survival model to be fit exactly and can be computed in a single scan of the coverage 
vector.  Gain allows us to order the association patterns based on their significance and not fit a survival model 
exactly for the vast majority of the association patterns that would be found non-significant by the likelihood ratio 
test. 

Once the survival association rules are computed, we can incorporate dosage effects in a relative straightforward 
manner.  Suppose the survival association rule includes items that are dichotomized version of quantitative measures 
that we also have access to in U. Let UI denote the columns of U that correspond to such items. We can incorporate 
dosage effects by extending the survival association rule by UI with coefficients α 

SD : Surv(δ, t) = Zβ − XIγ −UIα . 

Deriving the gain metric 

In this section, we derive gain, the metric that allows us to identify significant association patterns without having to 
fit a survival model to all discovered association patterns.  

Given the fitted framework model SF, with coefficient vector β, let rF denote the predicted risk rF=Zβ. Suppose we 
are also given an association pattern I with coverage vector XI. We can obtain the risk vector rA as rA = rF −γXI ,
where γ is a scalar to be estimated.  The typical method of finding γ is line-search to minimize (rA ) . An alternative 
method can be derived from the Taylor expansion of   

(r − XIγ ) = (r)−γ T ∂(r)
∂r

+
1
2
γ T ∂

2(r)
∂r2 γ = (r)−γ T XI

∂(r)
∂γ

+
1
2
γ T XI

T ∂
2(r)
∂γ 2 XIγ . 

By setting r=rA, γ=0 and by simplifying the Hessian ∂2(r) /∂γ 2 to the identity matrix, we can rewrite the Taylor 
expansion as 

(rA − XIγ ) =
∂(rA )
∂γ

− XIγ
#

$
%

&

'
(

T
∂(rA )
∂γ

− XIγ
#

$
%

&

'
(= M − XIγ( )T M − XIγ( ) , 

which represents the gradient descent optimization as a least squared problem.  The vector M denotes the vector of 
martingale residuals. The least squared representation allows us to solve for γ analytically, yielding the solution 
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. 

We define gain as the reduction in the sum squared error due to adding I 

. 

Gain is almost perfectly correlated with the likelihood ratio test statistic yet it can be computed in a single scan of 
the coverage vector.  While the gain cannot be used to assess whether an itemset improves the fit significantly (the 
p-value calculated based on G(I) would be a poor estimate), it can be used to rank the itemsets almost perfectly 
based on their significance. 

Strategy for Discovering Association Rules 

The high correlation between the gain G(I) and the likelihood ratio test statistics suggests the following strategy to 
discover significant association patterns effectively. The high correlation implies that if for a pair of association 
patterns, one has higher gain, it also has a higher likelihood ratio statistic and consequently, higher significance 
(lower p-value). We can also find the smallest gain g, such that the corresponding association patterns still 
significantly improves the fit of the framework model. Then for all patterns that have G(I)<g, the pattern is not 
significant. This gain g can be found through binary search, which requires fitting log2 R survival models, where R is 
the number of discovered association patterns. This means that we need to fit survival models for at most log2R 
insignificant association patterns.  

Making Predictions for Individual Patients 

Although the main purpose of (survival) association rule mining is to discover interconnections between various risk 
factors that affect a patient’s progression to diabetes, it is often useful to use the survival association rules as a 
diabetes index, where we need to predict the risk of progression for an individual patient.  Since the survival 
association rules are survival models, they can readily predict the risk for each patient that they apply to. The only 
difficulty is that multiple rules may apply to the same patient.  In that case predictions can be made using the most 
specific rule, that is, the rule that includes the highest number of conditions that the patient presents.  In the case of 
ties (namely, when multiple applicable rules have the same number of conditions), we can take the average of the 
risks predicted by these rules. 

Results 

In this section, we demonstrate the above concepts on a clinical data set collected for a study at Mayo Clinic 
between 2005 and 2010. We will show that the survival association rules are more interpretable than the traditional 
association rules when used for assessing the risk of a patient subpopulation; and we also show that survival 
association rules are as predictive as survival models built on all predictors and substantially more predictive than 
the Framingham score.  

 
Measure Explanation Descriptive Abnormal Missing 

  mean sd count % count % 
age  52.25 16.62 0 0.00 0 0.00 
sbp Systolic blood pressure 128.23 15.86 4573 0.21 1216 0.06 
dbp Diastolic blood pressure 77.16 9.13 1980 0.09 1216 0.06 
tchol Total cholesterol 199.44 30.95 9465 0.43 2919 0.13 
hdl High-density lipoprotein 53.65 13.65 5003 0.23 3004 0.14 
ldl Low-density lipoprotein 117.21 26.79 13856 0.63 3063 0.14 
bmi Body mass index 28.59 5.23 5941 0.27 4508 0.21 
trigl Triglycerides 139.38 67.48 6518 0.30 2972 0.14 
 

The study is comprised of 21,981 patients. These are pre-diabetic patients who lived in Olmstead Co, MN in 2005. 
We established their pre-diabetic status by retrospectively collecting their fasting glucose measurement for the 
period of 1999/01/01 through 2004/12/31. These patients had at least one glucose measurement between 101 and 

γ = XI
T XI( )

−1
XI

T ∂(r)
∂γ

= XI
T XI( )

−1
XI

T M

G(I ) = XI
T M( )

T
XI

T XI( )
−1

XI
T M

Table 1. Descriptive Statistics for some of the continuous measures 
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125 mg/dl and no measurements in excess of 126 mg/dl during this period. Patient with an established diabetes 
diagnosis during this period were excluded.  

For our cohort, we collected demographic information (age, gender), vitals and laboratory results, diagnosis codes 
related to the metabolic syndrome and prescriptions. The most important variables are described in Tables 1 and 2. 
For association rule mining, the continuous variables were dichotomized at thresholds recommended by the ADA 
guidelines2. 

 

 

Predictor Abbr. % 
demographic 

gender male genderM 0.49 
diagnoses 

hypertension htn 0.31 
hyperlipidemia hyperlip 0.37 
obese obese 0.20 
ischemic heart disease ihd 0.10 
peripheral vascular disease pvd 0.02 

medications 
ACE/ARB acearb 0.13 
beta blocker bb 0.17 
Ca channel blocker ccb 0.07 
diuretic diuret 0.13 
fibrate fibra 0.02 
statin statin 0.18 
aspirin aspirin 0.29 

 

RR sup supD itemset 
2.35 293 62 hyperlip trigl fibra 
2.29 301 62 trigl fibra 
2.27 449 92 htn hyperlip bmi trigl aspirin 
2.17 686 134 hyperlip bmi trigl aspirin 
2.15 563 109 htn bmi trigl aspirin 
2.13 496 95 htn hyperlip bmi trigl statin 
2.10 502 95 htn bmi trigl statin 
2.09 371 70 hyperlip fibra 
2.04 669 123 htn obese hyperlip trigl 
2.03 907 166 htn hyperlip bmi trigl 

 

Results from Traditional Association Rule Mining 

First, we present results obtained from traditional association rule mining.  We discovered 2,054 association 
patterns. We filtered them based on predictive significance11 and component independence11.  A pattern is predictive 
significant if the conditional probability of diabetes given the itemset is statistically significantly different from the 
prior probability of diabetes; and an itemset I = AB is component independent if it can be divided into sub-itemsets 

Table 2. Definition, abbreviation and prevalence of the most important binary variables 

Table 3. Ten traditional association rules with the highest relative risk 

1299



(components) A and B that are statistically independent. Rules that are not predictive are clinically irrelevant and 
rules that are component independent are superfluous.  After the filtering, we had 156 rules remaining.  We refer to 
these rules as the significant (traditional) association rules. 

Table 3 depicts the ten significant traditional association rules with the highest relative risk.  The interpretation of 
(say) the first rule appears straightforward: a patient who is hyperlipidemic, has abnormally high triglicerides and 
takes fibrates faces on average 2.35 times higher risk of progression to diabetes than the average patient in our 
cohort. Unfortunately, this statement is true only if the patients we apply this rule to have the same age and gender 
distribution as the above subpopulation. This condition, which is often ignored, makes the application of the rule 
less practical. 

Comparison of Traditional Association Rules and Survival Association Rules 

We also extracted survival association rules from the data set. All 156 rules were found to significantly improve the 
fit of the framework model (at Bonferroni-adjusted .05 significance level).   

The interpretation of the survival association rules is as follows. Hyperlipidemic patients with high triglyceride 
levels taking fibrates face a relative risk of 2.31, i.e. they have a 2.31 times higher risk of progression to diabetes 
than a patient with the same age and gender who does not have at least one of the above conditions.  This statement 
is better suited for clinical application than the one for the traditional association rule. 

In the above example, the difference in the relative risk estimate between the traditional and survival association 
rules is minimal (2.35 vs 2.31).  The are not always minimal; in some cases they can become substantial. In Figure 
3, we present a comparison: each point in the figure corresponds to one of the 156 survival association rules with the 
horizontal axis depicting the relative risks estimated by the traditional association rules and the vertical axis by the 
survival association rules. 

 

 
In general the relative risk estimates are consistent between the two types of association rules: if survival association 
rule mining estimates a pattern to have high relative risk, traditional association rule mining also estimates it to have 
high relative risk.  There are some notable exceptions, however.  For example, the rule {htn, hyperlip, sbp, acearb, 
statin} carries a relative risk of 1.78 when estimated by traditional association rules and 1.54 when estimated by 
survival association rules.  The former estimate corresponds to the 83rd percentile of the relative risks (only 27% of 
the traditional association rules predict a higher relative risk), while the latter estimate corresponds to the 49th 
percentile (more than half of the rules predict a higher relative risk).  The discrepancy stems from the substantial age 
difference between the affected subpopulation (mean age is 69.8) and the unaffected subpopulation (mean age is 
51.8). The relative risk estimate by traditional association rule mining for this subpopulation is misleading. 
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Evaluating the Predictive Capability of Survival Association Rules 

Although our primary goal was to identify combinations of risk factors that confer a significantly elevated risk of 
progression to diabetes onto the patients, in this section, we present results in which we used the survival association 
rules as a diabetes index.  The index score is the predicted risk of diabetes. 

To assess the performance of the rules as a diabetes index, we performed 100 replications of the following 
procedure.  We discovered the association patterns and fit the survival association rules on 80% of the patients 
(training set) and made predictions for the remaining 20%. A Lasso-penalized survival model was also constructed.  
Lasso-penalized models require that we tune a penalty parameter, to which end, we used 20% percent of the training 
set as a validation set. The evaluation metric is the concordance of the prediction with the true outcome. 
Concordance is the probability that for a pair of patients, where one progressed to diabetes and one did not, the 
patient who progressed has higher predicted risk. 

 

In Figure 4, we present the performance of a number of algorithms and indices.  The first three are the Framingham 
score and two of its variants: Fram Logit is the logistic regression form of the Framingham score with the original 
coefficients and Fram Refit is the logistic regression form with coefficients fit to our data.  `FW’ is the framework 
model, SARM and `SARM+dosage’ correspond to survival association rules with and without dosage effects, 
respectively. `Lasso Bin’ and `Lasso All’ are Lasso-penalized survival models built on all binary predictors and all 
predictors (binary as well as quantitative). `All’ is an unpenalized survival model that uses all predictors.  

We can make the following observations.  First, by comparing the framework model ‘FW’ with ‘SARM’, we can 
see that adding the association patterns to the framework model substantially improves the predictive performance.  
Comparing `SARM’ with `SARM+dosage’ demonstrates that incorporating dosage effects into the survival 
association rules substantially increased the models’ predictive capability. Third, despite the very simple strategy we 
applied to make predictions for the individual patients, `SARM’ performed as well as the state-of-the-art Lasso 
model `Lasso Bin’. Fourth, comparing `SARM+dosage’ to `All’ and `Lasso All’ is possible but not entirely fair, as 

●

●

●●
●

●

Fr
am

 S
co

re

Fr
am

 L
og

it

Fr
am

 R
ef

it

FW

SA
R

M

SA
R

M
+d

os
ag

e

La
ss

o 
Bi

n Al
l

La
ss

o 
Al

l

0.
54

0.
56

0.
58

0.
60

0.
62

0.
64

0.
66

C
on

co
rd

an
ce

Figure 4. Comparing the concordance of the prediction by a number of risk models with the true outcome in 100 
replications.  The models used are Framingham Score, the logistic version of the Framingham score with the 
original coefficients (Fram Logit), the logistic version of the Framingham Score with coefficients re-fit to our data 
(Fram Refit), framework model (FW), Surivival association rules without dosage effect (SARM), and SAR with 
dosage effects (SARM+doage), Lasso-penalized survival models on all binary predictors (Lasso Bin), unpenalized 
survival model on all variables (All), and Lasso-penalized survival model on all variables (Lasso All) 
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`All’ and `Lasso All’ are more flexible models than `SARM+dosage’: `SARM+dosage’ only compensates for the 
dosage effect of risk factors that are present in the association pattern, while the `All’ models can incorporate all 
dosage effects.  Despite this difference, `SARM+dosage’ performed identically to the unpenalized `All’ model but 
performed worse than the penalized `Lasso All’ model.  This result cautions us that fitting dosage effects to small 
sub-population can lead to model overfitting and in the future, we will consider penalized survival association rules.  
Lastly, survival association rules, with or without dosage effects alike, substantially outperformed all three variants 
of the Framingham score that we considered. 

Summary and Conclusion 

Association rule mining is rapidly becoming a popular technique to analyze the interconnections between diseases 
and risk factors in a relatively interpretable form. In this work, we have presented an extension to the traditional 
association rule mining paradigm, which allows for (i) handling survival outcomes, (ii) making adjustment for 
confounders and (iii) incorporating dosage effects. We have shown that due to the adjustments, our rules are more 
interpretable and more suitable for risk assessment.  We have also shown that incorporating dosage effects 
substantially improves the predictive capability of the rules. To make predictions for individual patients, we applied 
a very simple strategy: for each patient, we estimated his risk of progression using the most specific rule that applies 
to him.  Naturally, building a penalize survival model on top of the survival association rules would be more 
appropriate for making predictions for individual patients, our goal was to demonstrate that even with this simple 
strategy, the risk estimates compare well with more flexible survival models, even with state-of-the-art Lasso-
penalized survival models. The survival association rules substantially outperformed the popular Framingham score.   
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Abstract 

Research has shown that “place matters” in health and illness. Climate, pollution and crime are examples of 

geographically specific social and environmental factors that can substantially impact health. However, health care 

decision-making and practice do not currently include spatial data on specific patients. Opportunities to incorporate 

clinically relevant data from the environment into health care practice are numerous, and the implementation issues 

are virtually unexplored. We use a qualitative study from a natural disaster, the Middle Tennessee Flood of 2010, to 

examine the possibilities presented by community-sourced spatial data. In our case, linking EHR data with data 

from rasterized photos of inundated areas could have enabled providers to identify at-risk populations of patients 

after the flood and conduct supportive outreach for patients with chronic illness. We explore the potential benefits 

for patients, policy issues and implications for biomedical informatics of expanding the health record to incorporate 

or link to community-sourced data.  

Introduction 

Epidemiologists have long recognized the importance of physical location in public health [1-6]. Neighborhood 

characteristics such as safety, pollution, and availability of fresh foods can have substantial impacts on the health of 

individuals. The advent of sophisticated geographic information systems (GIS) has made research into this area 

much easier, enabling scientists to generate data about the surrounding area of a patient’s residence.     

The electronic health record (EHR) contains the patient address, which can be rapidly geocoded to produce 

computational data elements that, when linked to referential data such as crime rates, climate information, 

pollution/air quality and neighborhood walkability scores, can produce actionable alerts, reminders and other events 

for clinical decision support, care coordination and outreach. 

A possibility for future application of these combined technologies exists in disaster support and recovery for 

individuals with chronic illnesses such as diabetes, hypertension, and cardiac conditions.  This sort of support can be 

realized through the integration of GIS with the EHR.  Such an integration could yield information about patients 

that may have experienced disruption from a natural disaster, and provide a basis for outreach and support for 

affected individuals. 

Background 

Spatial Data in Health Research 

In 1854, a London physician by the name of John Snow identified the source of  a cholera outbreak by plotting cases 

of the disease on geographic maps, along with the location of water pumps.[7] His finding led to a new 

understanding of water as the mode of transmission of the deadly disease during a time when many thought cholera 

was airborne. Snow convinced public officials to remove the pump handle, an action that is credited with ending the 

outbreak. Many consider his mapping of the Broad Street pump, an elementary form of Geographic Information 

System (GIS), to be the starting point for medical geography. The environment is one of the three elements, along 

with agent and host, of the Epidemiologic Triad, a model of disease causation. To halt the spread of the disease 

epidemiologists work to understand and disrupt or repair one of these three elements. Researchers have argued that 

this approach can be applied to other diseases and chronic illnesses, such as diabetes.[8] Traditional medical care has 

focused on the agent (the disease) and the host (e.g. the individual), but has lacked information about the 

environment at a patient-specific level. New information infrastructures such as mobile computing and community-

sourced public data present opportunities for biomedical informatics to usher in a new era of socially and 

environmentally personalized health care. 

A GIS “integrates hardware, software, and data for capturing, managing, analyzing, and displaying all forms of 

geographically referenced information.” [9]  This spatial information is stored in a data layer, which can be overlaid 

onto an existing map. Each layer contains information that has been geocoded to a specific geographical location. 

These layers can contain information such as census data, socioeconomic status (SES), crime data from local police 
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departments, and climate/atmospheric data from weather stations. Examples of spatially measurable variables that 

can have an impact on health include air pollution levels [10], temperature, crime rate, socioeconomic status, 

distance to affordable or healthy food and public transportation.  

A study by the CDC that examined determinants of physical activity in the United States illustrates the importance 

of walkable, safe communities in the promotion of increased physical activity.[11] This study revealed that members 

of lower income communities were more likely to report high crime rates as a barrier to physical activity. The same 

study also showed that, regardless of income or gender, participants reported a lack of sidewalks as a barrier to 

physical activity. Crime rates and availability of sidewalks are examples of factors that can be included in 

geographically specific “walkability scores.”[12] As this is one of the specified activities recommended for many 

chronically ill patients, health care providers alerted to the low walkability score in a specific patient’s neighborhood 

can take steps to assist the patient in identifying alternatives for getting exercise.  

Researchers have begun testing GIS-enabled applications in clinical settings[13-15], providing customized maps to 

patients, depicting community health-related resources available near their homes. This work demonstrates the 

feasibility of GIS for providing “practical and present localized data on demand”[15]. We consider the value of 

sociospatial analysis in a way that traverses levels of health care activity, from population-based outreach to 

communication with specific patients. 

The case of disasters 

Disasters such as heat waves, tornadoes, hurricanes and floods can produce massive, geographically specific loss of 

life and health. The elderly and chronically ill are known to be vulnerable to morbidity and mortality due to social 

isolation [16-18], lack of access to routine medical care [19, 20] and physical and cognitive impairments [21]. The 

research on long-term effects of surviving a disaster has focused primarily on psychological impacts [22, 23]. Other 

long-term health effects are assumed to exist as a result of the conditions that often characterize the aftermath of a 

disaster, (e.g. lack of proper shelter, limited access to medical care, lack of nutrition and safe water sources, and 

destruction of community infrastructure) [24]. It has been suggested that disaster conditions can lead to lower 

adherence to medications and other therapeutic regimens of chronic disease management, resulting in increased 

morbidity, mortality and cost [18]. These effects may be amplified in the elderly and chronically ill who are 

managing very complicated medication regimens, as complexity has been associated with decreased adherence to 

therapy [25].  However, epidemiological data on the progression of chronic illness among disaster victims has not 

been widely reported, likely because of the loss of physical records in some disasters and loss to follow up. 

In the United States, Hurricane Katrina demonstrated the unique vulnerability and substantial deficiencies in support 

for the elderly, disabled and chronically ill [26-31] . In the weeks following the storm, the holders of large health 

data repositories, including the Veterans Administration [32] and retail pharmacies,[33] provided access to patient 

information in an effort to reconnect evacuated patients with their medical records.  

Due to the advent of GIS, analysts can now integrate aerial imagery into map layers, giving them the ability to 

assess the impacts of natural disasters. Aerial and satellite imagery was indispensable during the relief efforts 

following Hurricane Katrina and the 2005 Kashmir earthquake in Pakistan [34] Digital aerial photos can be geo-

coded to produce maps. Figure 2 below depicts waterways in the Nashville, TN area at their typical levels. Figure 3 

is a map generated by data from an aerial photo taken of the flood inundation in the same area in May, 2010. The 

widespread flood conditions can be seen by comparing the figures.   

Here we present findings from a qualitative study of chronically ill flood survivors and discuss the opportunities for 

using existing technology to provide outreach to disaster victims. We explore practical and policy implications of 

linking external information to EHR data.  

Flood event 

From late April to early May of 2010, a weather event resulting in rainfall in excess of 17 inches flooded the Middle 

TN area. The Harpeth and Cumberland Rivers recorded record levels during this time. This devastating event 

claimed 11 lives and resulted in an estimated $2 billion in private property damage in Nashville alone. The storm 

system claimed a total of 24 lives across the state of Tennessee, displaced approximately 10,000 people and resulted 

in the damage of almost 11,000 properties. 
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Figure 2: Pre-flood GIS map showing the addresses of interview participants.   

 

Figure 3: Map from Figure 2 with an added layer depicting the inundation from the flood of May 1-2, 2010. 

 

 

 

 

Cumberland River 
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Methods 

Research question 

Our exploratory research focused on the question: How does a major life disruption impact self-care in chronic 

illness? We were interested in understanding, from the participants’ perspectives, the significance of routines in 

successful diabetes self-care, and how those routines were disrupted by the disaster. 

Participants 

Recruitment efforts for this project took place primarily through fliers, which were distributed to various community 

centers and social workers. The focus of these recruitment efforts were diabetics who were displaced (i.e. lost access 

to their homes) by the Middle Tennessee Flood of 2010.  We conducted in-depth interviews with thirteen 

participants, ranging in age from 41-86 years of age, with six females and seven males. 

Setting 

Eleven of these interviews took place at the participant’s home, with one interview conducted via telephone and one 

conducted at our facility. 

Interviews 

We interviewed the participants using a semi-structured interview in the form of an illness narrative. [35] We asked 

the participants to describe their diabetes-related routines prior to the flood, probing for details on specific events, 

artifacts and people that were important to maintaining adherence to their prescribed medication and diet regimens. 

We maintained a neutral, non-judgmental affect and attitude during the interview, developing rapport to encourage 

participants to give honest, complete answers. We then asked participants to recount the flood event and their 

evacuation, including sources of assistance. Finally, we asked the participants to discuss their current illness 

management routines and the effectiveness of those routines, and how they felt the flood impacted their diabetes and 

general health. We also recorded field notes of other observations during the interview such as body language and 

the physical environment. We used interview guides in order to provide direction for the interview, as well as to 

provide cues for further probing on specific subjects.  

Analysis 

We analyzed the interview data using NVivo 9 software. We used free coding, in which all themes in the text are 

coded (i.e. tagged), regardless of whether they appear related to the primary research question. This analysis method 

yielded major domains, as well as sub-domains for further pattern analysis.  

Findings 

Analysis of the interviews from this project revealed consequences of the flood on the management of diabetes.  

Many of the participants described difficulties in maintaining established routines around blood glucose testing and 

taking medication, as well as the interruption of sometimes long-established routines for self-management.  The 

following quotes illustrate some of the difficulties that participants reported: 

Patients relied on routines to manage diabetes 

The patients reported routines for the self-management of their condition prior to the flood. Most of these routines 

involved glucose testing, medication administration and physical activity. Some routines were temporally 

regimented, as in medication-taking, and others were oriented to places, people or artifacts. An example is the 

exercise routine of a 50 year old male subject: 

“…last Christmas we got one of those Nintendo Wii Fit things, you know, my oldest daughter and I, when 

we get home, we would spend about an hour doing those together because at that time my youngest… was 

in preschool… and… she and [her mother] would get home about an hour after we did, so we would do 

that almost every day and I wound up losing probably ten pounds from doing that.” 

Another example is this routine described by a 50 year old female subject: 

“Well, first thing in the morning I test and then usually depending on what my blood sugars are when I 

wake up, but usually at 10:00 and then before lunch, then 2:00 or 3:00 and then before dinner and then 

before I go to bed. “ 
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Routines were disrupted by the flood 

All of the participants felt overwhelmed by the disruption and the details of relocation or renovation, negotiating the 

financial assistance bureaucracy, grief over the loss of precious artifacts, and helping children and others cope. Amid 

these challenges and distractions, they often forgot aspects of diabetes management. This quote from a 50 year old 

female subject, who has been a diabetic for over 30 years, provides an example:  

“Thursday, I had a friend…who was a diabetes nurse, and she said, “Have you checked your sugar 

lately?”  And I just kind of looked at her.” 

This quote from the same subject described her inability to resume her routines until she was back in her home, 8 

months after the event:  

“…once I got back to the house … I felt was home… I [felt] like, okay, let’s get back into the groove of 

things.” 

A 50 year old male participant described a similar experience.  When asked what advice he would give to other 

people with diabetes going through a major disruption, he responded: 

 

”My suggestion is just the obvious one, is that to remember that it is important to take those medicines and 

don't allow anything like that to, any kind of event to stop you from taking those medicines when you 

should.  I don't know, I’m just trying to think of what I could have done differently. I just don't know 

because I’m such a creature of habit. When I went from hotel to hotel to my mother-in-law’s, I could not 

get myself set up in a routine.” 

 

A 59 year old female participant illustrated another example of how routines centered on illnesses can take a back 

seat to other concerns during a catastrophic event.  When asked if she thought about her diabetes or other medical 

conditions during the time of the flood, she responded: 

 

 “Interviewer:  So, during this whole time, were you thinking about your diabetes or your other medical?  

Interviewee:  Not at all....   

Not even room in my head for that thought.” 

 

There were negative consequences for health 

In about half of the interviews that we conducted, participants reported that the status of their illness(es) had 

worsened since the flood. Of those who mentioned that their illness was worse than it had been prior to the flood, 

most attributed this to non-adherence to medication regimens, weight gain or stress.  Some of these difficulties are 

illustrated by the following quote from a 50 year old male who has been a diabetic for over 10 years:  

“I can tell you that being displaced totally threw me way off track when it came to taking my meds. When I 

went to see my doctor in July, the results of my A1C test were awful. I had to double my medication and 

agree to 3 month testing intervals instead of the 6 months I had been doing... Since May 1 I have gained 

20 pounds because I now live in an apartment. Most of my exercise came from doing yard work and now I 

don't have a yard. 

- 50 year old male 

Some participants spoke directly about the impact of stress: 

“Probably – I don't know – I think sometimes it feels like it went backwards a little.… And stress can be 

your worst thing for diabetes, you know." 

- 52 year old male 

“I would imagine, being honest, it probably took a couple of years off my life.  I would imagine at least.  

But not as bad as it did some people. But a lot of stress there.” 

- 68 year old male 
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Missing scheduled medication doses during a crisis can present problems for both patients and the medical providers 

responsible for their care.  A 58 year old male participant discusses his missed medications during the flood event, 

highlighting the impacts for both the patient and the health care system: 

“I missed about two days of Coumadin and that was a problem because it took almost two weeks to get it 

back regulated.“ 

 

“So, when I went back to the doctor, he said, you missed – like I said, I didn't have no choice….. 

 

And he went, oh, okay, never mind.  We'll figure out how to get it regulated.” 

 

 

Discussion 

An infrastructure for outreach 

Our findings suggest that establishing an infrastructure for outreach to people impacted by disruptive events could 

be valuable to those managing chronic illness. Notably, all of the participants we interviewed evacuated their homes 

with their cell phones intact. Examples of such an outreach infrastructure include: 

Identification of individuals and families impacted by the event 

Aerial flood inundation images were rasterized, i.e. translated into polygon-based shapefiles that can be inserted as a 

layer into a GIS. This layer is tied geospatially to a map. Patient addresses from the affected ZIP codes can then be 

mapped onto the flood layer, and the GIS can produce a list of addresses in the inundated areas. In this way, the 

health care provider can pinpoint potentially affected patients during or after a natural disaster. This establishes a 

link between the environmental factor (flood inundation) and the wealth of information in the EHR, e.g. diagnoses, 

care plans, and contact information for the affected patient(s) via cell phone and/or e-mail.   

Outreach and case finding 

Health care organizations already conduct outreach via telephone for appointment reminders and community alerts. 

These systems provide an infrastructure for messaging or calling potentially affected patients, who can then respond 

if they would benefit from further assistance from the provider. 

Mobile phone alerts and reminders 

All of the participants who owned a cell phone were also able to evacuate with it. This suggests that there may be an 

opportunity for the health care system to support patients in crisis through the use of mobile technologies. Examples 

of services that may have been useful to the subjects in our study include reminders for glucose testing and taking 

medications, reminders of clinical appointments, and basic information about obtaining refills and contacting the 

clinic. 

Practical implications  

Linking community-sourced data with patient records, while potentially valuable, poses a significant informatics 

challenge. First, the home address data in the EHR may be incomplete or inaccurate, resulting in missed cases or 

people inappropriately identified as living in the affected area. Data quality, e.g. typos and transcription errors, can 

produce these problems as well. Many people may not own mobile phones, or have not yet provided the mobile 

phone number to the institution.  Another confounding factor is the current format of patient addresses in the EHR. 

The addresses that have been provided may have changed, or may be in the incorrect format for GIS utilization (i.e. 

P.O. Box instead of a physical address). Finally, numerous potential problems resulting from the ecological fallacy 

of inferring patient-specific attributes from population-based data will need to be resolved with procedures of 

confirmation. Data layers that are linked for mapping or decision support purposes may have different levels of 

geographical scope, thereby determining the granularity of the data. For example, it may be confirmed that a person 

lives on a particular parcel of land, and that the parcel is within one mile of a pharmacy. However, further inference 

on less granular data (e.g. at the census tract level, which is a larger spatial division) would be problematic. 

Therefore it would be erroneous to assume that any specific patient has problems with the cost of medications based 

on census-derived income data.  
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The coordination of these data would also require specialized personnel who could understand how to link the GIS 

data to EHR information for the particular problem at hand, and who may not be readily available to all institutions. 

Additionally, the outreach effort would need to be coordinated and overseen by people with the appropriate clinical 

skills. For example, if victims responded to outreach messages with specific clinical questions, those issues would 

need to be triaged and assigned to appropriate clinical specialists. Investment in infrastructure to support such an 

endeavor, including the hiring of staff with the necessary skills, would be required.  

 

Policy implications  

With the advent of mobile technology and social media, the line between public health and medical care has become 

blurred. The role of the health care provider in disasters has traditionally been as a first responder. Technology can 

enable health care systems to reach out to patients to facilitate maintenance of health and illness management 

routines, and improve long-term health. Institutions may need information on the value of this investment in order to 

prioritize such interventions.  This would constitute a major advancement in preventative care, allowing 

practitioners to be more proactive in their support of patient health during a disaster. 

Giving health care providers access to environmental data associated with specific patients may prove clinically 

useful, but have negative impacts on the patient-provider relationship if not handled appropriately. For example, if 

environmental barriers are presented to patients without problem-solving assistance, patients may assume that their 

therapeutic goals cannot be reached.  Having access to data about the environment surrounding a patient’s residence 

or place of employment may enable the provider to make suggestions that are better suited to the patient.  

Further research is needed to determine if spatio-temporal attributes may affect the support needed by various 

patients. The sample size for this project was limited, so it was not possible to analyze the data with these criteria in 

mind. Future studies could include details regarding the distance from the affected area(s) and the time elapsed since 

the event, possibly revealing challenges related to natural disasters that various patients may encounter. Varying 

needs of the patient population based on these spatial or temporal aspects could lead to differing policy implications. 

For instance, a patient’s home may not be directly affected by a flood event, but they may be unable to obtain 

needed medications because the pharmacy that they normally use is closed or damaged. 

Imperatives 

New emphasis on patient-centered care and research is emerging. [36] Expanding provider and patient access to 

patient-specific data on the social and environmental determinants of health may prove an essential catalyst for 

improving patient outcomes. These values are also reflected in the aims of the Affordable Care Act,[37] and the 

personalized medicine paradigm [38], which to date has focused primarily on genomic personalization rather than 

social and environmental factors.  

Conclusion 

Social and environmental data are missing from the EHR. Incorporating GIS can provide sociospatial information 

that can enrich the EHR, and make it easier for providers to deliver personalized care. The information delivered by 

spatial analysis adds to the current data set about the patient (i.e. habits, living arrangements, vital signs and test 

results, insurance information, etc.), and can reveal information relevant to health and illness such as access to 

public transportation, proximity to medical providers, proximity to healthy food vendors, walkability index, 

socioeconomic information and climate/air quality data surrounding the patient’s residence.  

Geographic information can help to identify patients and families impacted by natural disasters. This information 

can provide the basis for outreach to patients that may require or benefit from health services (i.e. prescription 

refills, doctor appointments, glucose testing, medication adherence support, etc.) during a crisis situation. Expansion 

of this type of outreach could have a positive impact on management of patients with chronic illnesses, possibly 

reducing the need for emergency interventions and/or readmissions in the long term. The advent of mobile 

technology, and the fact that most of the victims interviewed were able to make it to safety with their mobile phones, 

highlights the feasibility of an electronic support system during a time of crisis. 

The ability to include various layers of information into a map makes it easier to visualize the impacts that such 

disasters can have on a patient population. The integration of such information into the EHR could have profound 

effects on the support of patients after such a disaster. 
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Introduction and Background 

Free text search of electronic health record (EHR) systems offers the potential to increase efficiency of healthcare 
delivery. At our institution, a regular-expression based search platform, QPID, has been developed to facilitate real-
time clinical data retrieval1. To date there has been little investigation into the use of such search systems in clinical 
environments and little data regarding the accuracy of physician-initiated searches. 

Methods 

We studied 6238 consecutive searches performed on medical inpatients at Massachusetts General Hospital between 
8/1/2012 and 12/31/2012 using the QPID search system. Regular expression queries were developed for ten of the 
thirty most frequently searched terms, which incorporated negation logic in addition to common synonyms and 
spelling permutations. A gold-standard reference cohort was created by manually annotating 500 randomly selected 
records, against which each search was compared to determine sensitivity and specificity of that query. 

Results 

The thirty most frequently searched terms fell into four major categories:  

(1) Medical conditions: seizure, afib, fibrillation, thrombocytopenia, dvt, copd, alcohol 
(2) Medications: cefepime, lasix, coumadin, prednisone, ceftriaxone, vancomycin, lisinopril, statin, plavix 
(3) Data and exam findings: weight, murmur, dry weight, pacemaker, echo, lbs 
(4) Ancillary information: code, ppd, cardiology, family, family history, DNR, allergies, social 

Ten non-medication related clinical concepts were selected for regular expression query development as shown in 
Table 1. Physician initiated manual searches had good average specificity (97%, [95% CI 94.8-97.3%]) but poor 
sensitivity (58.3% [95% CI 38.3-72.8%]). Creation of custom regular-expression-based QPID queries increased both 
specificity (99.6% [95% CI 94.8-97.3%]) and sensitivity (91.2%, [95% CI 70-97.3%]).  
 

Search Term Manual Sensitivity Manual Specificity QPID Query Sensitivity QPID Query Specificity 
Weight 73.2% [60.4%-83%] 89.4% [86.2%-91.9%] 91% [80%-96%] 98% [96%-99%] 

DNR 8.9% [5.2%-14.9%] 100% [99.5%-100%] 100% [97.6%-100%] 100% [99.5%-100%] 
Murmur 100% [75.8%-100%] 91.5% [88.1%-94%] 100% [82.4%-100%] 99.2% [97.5%-99.7%] 

PPD 25% [4.6%-69.9%] 100% [99%-100%] 75% [30.1%-95.4%] 99.7% [98.5%-100%] 
Seizure 100% [78.5%-100%] 100% [98%-100%] 100% [78.5%-100%] 1000% [98%-100%] 

Afib 14.7% [6.5%-30.1%] 100% [97.6%-100%] 97.4% [86.5%-99.5%] 100% [97.6%-100%] 
Echo 46.8% [33.3%-60.8%] 99.7% [98.2%-99.9%] 100% [93%-100%] 99% [97%-100%] 
COPD 68.8% [44.4%-85.8%] 94.3% [90%-96.8%] 85.7% [60.1%-96%] 100% [98%-100%] 

Pacemaker 83.3% [43.7%-97%] 100% [98%-100%] 100% [61%-100%] 100% [98%-100%] 
Dry Weight 62.5% [30.6%-86.3%] 95.3% [93.5%-96.7%] 62.5% [30.6%-86.3%] 100% [99.5%-100%] 

TOTAL 58.3% [38.3%-72.8%] 97% [94.8%-97.9%] 91.2% [70%-97.3%] 99.6% [98%-99.9%] 

Table 1: Sensitivity and specificity [with 95% confidence intervals] of manual and regular-expression searches 

Discussion 

As free-text search engines are incorporated into modern EHR systems, physicians will increasingly rely on them to 
quickly uncover buried data. Our experience reveals searches fall into four major categories: clinical conditions, 
medications, data and exam findings, and ancillary data. However, sensitivity of manually executed searches is low, 
and the absence of search results may provide false reassurance. Development of more sophisticated, regular 
expression queries incorporating synonyms and spelling permutations significantly increases both sensitivity and 
specificity. Incorporation of such pre-validated searches will be important in future EHR search systems.  
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Introduction and Background 

The proliferation of electronic medical record (EMR) systems has allowed physicians access to years (and often 
decades) of patient data. This massive growth in data volume has brought with it many new challenges related to 
assimilating important, frequently buried information. We have built an automated chart biopsy interface, 
QPIDMed, which processes and presents a patient’s entire record using validated natural language processing (NLP) 
searches run on our institution’s search platform, QPID1. This information is automatically curated, organized, and 
displayed in a custom user interface optimized to mimic clinical workflow. We expect this novel EMR interface will 
save time, improve quality of care, reduce errors due to missed data, and prevent re-ordering of redundant tests. 

Methods  

Surveys and focus groups were conducted with medical residents and attending physicians to identify key clinical 
concepts that are frequently buried in the EMR, including prior medical conditions, prior studies and workups, 
baseline exam findings, and outside hospital data. Based on these surveys, 158 NLP queries were developed and 
validated against a manually annotated database of 500 randomly selected records. A web-based application was 
developed to automatically execute each of these 158 queries and display the results in a click-free dashboard called 
QPIDMed (Figure 1). QPIDMed was deployed into active clinical use in September, 2012. Usage logs were 
collected and studied to understand variations in usage patterns based on patient location, stage in hospital course 
(e.g. admission, daily management, and discharge), and time of day (e.g. day or night).  

Results 

Each of the 158 NLP searches was validated against the reference cohort yielding an average sensitivity of 90% and 
specificity of 99% for each clinical concept. Adoption of QPIDMed was rapid, with an average of 187 elements 
accessed per day since deployment. Usage peaked during the first 8 hours of patient admission, but continued 
throughout the patient’s course, especially at discharge. Usage was high across all care settings, but specific usage 
patterns (e.g. elements accessed) differed based on clinical contexts, including patient location, time of day, and 
stage of hospital course. Users indicated the elements most useful for management included: Blood Pressure, 
Afib/Flutter, Code Status, Heart Rate, Ejection Fraction, Murmurs, Phone Numbers, and Weight.  

Conclusions 

QPIDMed is a novel approach to organizing and processing the vast array of unstructured data contained within the 
EMR. Its workflow-optimized interface has led to rapid adoption by physicians in multiple clinical settings. Usage 
analysis suggests customizing interfaces for specific clinical contexts may provide even greater value. Further 
investigation is necessary to determine the effects of such tools on clinical and operational outcomes.   

  
Figure 1. QPIDMed: Search-Driven Automated Chart Biopsy Dashboard. Concepts found within a patient’s record are highlighted in bold, and 

physicians can drill down to specific notes discussing those concepts (e.g. “CAD”) by simply hovering over the associated keyword 
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Abstract 

Clinical decision support (CDS) is essential for delivery of high-quality, cost-effective, and safe healthcare. We 

evaluated the CDS creation, implementation, and evaluation capabilities of four internet-accessible, ONC-ATCB 

electronic health records (EHRs). All evaluated EHRs lacked some CDS capabilities. Significant improvements in 

our EHR certification and implementation procedures are necessary. 

Introduction 

High-quality clinical decision support (CDS) is essential if the nation is to achieve the full benefits of electronic 

health records (EHRs) within healthcare environments. Of particular importance, real-time, point-of-care CDS 

alerts, which can remind clinicians of information they may have forgotten or overlooked as well as identify missing 

information that may impact the delivery of safe and effective patient care. Creation and implementation of CDS 

requires access to a wide variety of patient-specific, coded data elements and the ability to manipulate these data 

using complex Boolean logic (i.e., AND, OR, NOT) in conjunction with time, patient location, and other patient 

demographics (e.g., age or gender).
1
 We aimed to evaluate the ability of various commercially-available EHRs 

systems to implement three basic CDS rules.  

Methods 

We performed a descriptive, observational study using a convenience sample of ONC-ATCB certified EHRs
2
.  We 

attempted to create rules to implement three basic CDS rules using a “test or demo” account on each EHR. The 

following three rules were used to test the systems: (1) If a patient on Amiodarone does not have a thyroid-

stimulating hormone (TSH) result recorded in the last 12 months, suggest ordering a TSH; (2) If a patient has a 

HbA1c > 7 and does NOT have diabetes (i.e., ICD-9 code 250.x) on his/her problem list, suggest adding diabetes to 

the problem list; (3) If a patient has coronary artery disease (i.e., ICD-9 code 414.x) on their problem list and does 

NOT have aspirin on their active medication list, suggest ordering Aspirin. 

 

Results 

We evaluated four EHRs: Dr. Chrono (Mountain View, CA), Amazing Charts (North Kingstown, RI), Partners 

Healthcare’s LMR (Boston, MA), and Practice Fusion (San Francisco, CA). All of the EHRs evaluated had 

problems implementing or executing the rules, either due to limitations in their rule creation functionality or logic 

errors in their production system.  For example, one system did not allow users to create any new CDS rules. Of the 

other three EHRs, two did not allow us to limit our searches by time (e.g., last 12 months), two EHRs limited the 

number of coded data items (e.g., different ICD-9 codes for diabetes) that could be included in the rule logic, and 

only one system allowed users to carry out the suggested action directly from the alert display screen. One EHR had 

all the required functionality, although we found an error in their production system (i.e., a deprecated coded data 

element in the rule logic) that resulted in the rule not firing. 

  

Conclusion 

All of the EHRs evaluated had significant limitations in their CDS rule creation, execution, or testing capabilities. If 

we are to achieve the tremendous benefits from EHRs necessary to address the cost, quality, and safety issues within 

the modern EHR-enable healthcare system, significant improvements in our certification and implementation rules 

and regulations must be made. 
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Abstract: Clinical Decision Support (CDS) systems can provide healthcare providers with knowledge and patient-
specific information at the point of prescribing. We aimed to determine the appropriateness of providers’ alert 
overrides, understand the reasons why physicians chose to override these alerts, and assess whether providers 
carried out their intended actions. This study offers important insights into physicians’ behavior and the specific 
DDI alerts that were commonly overridden. 

Introduction: CDS systems are designed to assist providers in decision-making by providing them with real-time, 
relevant support and guidance. The success of these systems often depends on their design. Despite extensively 
modifying our CDS system to improve user acceptance,(1) we continue to observe a high level of overrides. We 
evaluated the rate of appropriateness of providers’ drug-drug interaction (DDI) alert overrides, the reasons why 
providers chose to override these alerts, and whether providers carried out their intended actions.  
 
Methods: After obtaining IRB approval, all Level 2 DDI alert overrides from Jan 2009 to Dec 2011 were obtained 
from 36 primary care clinics affiliated with two Harvard teaching hospitals. Level 2 alerts suggest an undesirable 
interaction likely to cause serious injury, and give the provider the option of ‘cancelling’ the order or ‘overriding’ 
the alert. Should the physician choose to override the alert, they are required to select a coded reason in order to 
proceed. All Level 2 DDI alerts that were overridden were downloaded (total 14,966 overrides, 60.2% of alerts 
generated). Our sample was then limited to providers who had received 20 or more Level 2 alerts (opportunity to 
override), and eight overrides randomly selected for each of the top 62 (20.6%) providers with the highest override 
rate (a total of 496 alert overrides for 438 patients, 3.3% of the sample). Any duplicate overrides were removed and 
replaced. The coded reasons provided by physicians at the time of prescribing were also collected. A physician and 
pharmacist expert panel screened the alert overrides for severe or contraindicated interactions, and a detailed chart 
review was performed.  
 
Results: Over a third (158/496) of alert overrides were found to be inappropriate as the therapeutic combinations put 
patients at increased risk of conditions, such as serotonin syndrome (21.5%, n=34), cardiotoxicity (16.5%, n=26), 
and sharp falls in blood pressure or significant hypotension (28.5%, n=45). Of those alert overrides considered 
appropriate, a detailed review of the medical charts revealed how the required action was only carried out in 63.3% 
(214/338) of these cases. Certain drugs (e.g., simvastatin) and DDIs (e.g., sildenafil - tamsulosin) accounted for a 
disproportionate share of alert overrides. The most common coded reasons for overriding DDI alerts were ‘will 
monitor as recommended’ (43.9%, n=218) and ‘will adjust dose as recommended’ (16.9%, n=84). Physicians chose 
the coded reason ‘other’ in 19.7% (n=98) of alert overrides, providing a free-text explanation for why they chose to 
override the alert in only 3.6% (n=18) of cases.  
 
Conclusion: This study offers important insights into providers’ behavior and the specific DDI alerts that were 
commonly overridden. Failure to provide free-text explanations for why alerts were overridden may conceal 
important clinical reasoning.  
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Abstract: Alert fatigue may compromise patient safety by decreasing the benefits of Clinical Decision Support 
(CDS). Our goal was to determine whether previously identified non-critical alerts were set as interruptive or non-
interruptive in U.K. and U.S. systems, and establish the rate at which the interruptive alerts were generated and 
overridden.  This study offers useful information for reducing the total number of alerts shown to providers and 
thereby improving patient safety. 
 
Introduction: CDS has the potential to improve patient safety by providing physicians with knowledge and support 
at the point of prescribing. CDS systems can however also deliver an overdose of alerts to providers, many of which 
are often ignored.1 Consequently, physicians run the risk of overlooking clinically important alerts as well as those 
that were considered unimportant. In our previous study, an expert panel identified non-critical drug-class and class-
class interaction alerts that can be safely made non-interruptive to a providers’ workflow and do not require the user 
to provide a response when generated.1 We aimed to determine whether these non-critical alerts were set as 
interruptive or non-interruptive in U.K. and U.S. systems, and establish the rate at which these alerts were generated 
and overridden.  
 
Methods: With the necessary approvals, we downloaded all low priority drug-class and class-class alerts generated 
from January 2009 to December 2011 in three, self-developed systems (one U.K. and one U.S. inpatient system, and 
one U.S. outpatient system). In the U.S. system, the coded reasons provided by physicians at the time of overriding 
were also collected; in the U.K. system, physicians were required to tick a box to acknowledge receipt of 
information in order to proceed. We calculated the number and percentage of each type of alert generated and 
overridden.  
 
Results: Two of the 33 low priority drug-class and class-class interactions generated a total of 237 and 64 
interruptive alerts in the U.S. outpatient and inpatient systems, respectively. The niacin and statins (drug-class) 
interaction was triggered most often in both outpatient (90.7%, n=215) and inpatient (95.4%, n=62) systems, and 
overridden in 70.2% (n=151) and 90.3% (n=56) of cases, respectively. In the U.K. system, eight class-class 
interactions triggered a total of 2,354 interruptive alerts, which were overridden in 63.5% (n=1,495) of cases. The 
sulfonylureas and ACE inhibitors (class-class) interaction occurred most often (42.6%, n=1,002), with gliclazide and 
perindopril (drug-drug) interaction accounting for almost half (49%, n=491) of the alerts. The ACE inhibitors and 
non-steroidal anti-inflammatory drugs (NSAIDs) (class-class) interaction was second highest (22.3%, n=525), with 
ramipril and ibuprofen (drug-drug) interaction making up over half (52.4%, n=275) of the alerts generated.  
 
Conclusion: This study highlights the drug-class and drug-drug alerts in both U.S. and U.K. systems that could be 
safely made non-interruptive to a providers’ workflow in an attempt to reduce alert fatigue.  
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Abstract 

In electronic medical records (EMR), the same drug information is often described using different words and 

patterns, which can cause errors in the administration of drugs and jeopardize patients’ safety. Effective drug 

management requires standards for the drug names so that the standards can be mapped to various drug names 

from different sources. RxNorm provides this standard in that its unique concept ID (RxCUI) maps to variations in 

the drug names and it is being part of Meaningful Use of increasing functionality of health record technology. In 

this study, our aim was to extract complete drug information from clinical narratives and normalize it with RxCUI.   

Introduction  

The clinical drug, defined as drug name, strength, and form (e.g., Tylenol 325 mg oral tablet), is the most commonly 

used format in pharmaceutical products given to a patient. Since clinical institutions use different sets of drug 

names, it is difficult to accurately exchange clinical drug information. Although some drug information can be 

extracted from the structured data, a substantial amount of it resides in free text in EMR, which can be extracted 

only with advanced techniques. We have developed a system entitled Medication Extraction and Normalization 

(MedXN) to extract complete drug information from clinical notes and normalize it to a specific RxCUI.  

Materials and Methods 

A sample of 159 clinical notes from Mayo Clinic was used to develop rules for extracting drug attributes. An 

additional 26 clinical notes were annotated and used to test MedXN’s normalization performance. MedXN uses a 

hierarchical strategy as follows: 1) recognition of drug names via RxNorm’s ingredient and brand name, 2) 

extraction of drug attributes using regular expressions, 3) rule-based association of the drugs with their attributes, 

and 4) normalizing the extracted drug information to the most specific RxCUI possible in RxNorm. MedXN’s 

performance is enhanced by inference logics and abbreviation expansion. For example, “Sulfasalazine 

[AZULFIDINE] 500-mg 1 tab by mouth two times a day” would produce five possible RxCUI matches: 

Sulfasalazine, AZULFIDINE, Sulfasalazine 500 mg, Sulfasalazine 500 mg oral tablet, and Sulfasalazine 500 mg 

oral tablet [AZULFIDINE]. Our aim was to match the most specific option (shown in bold font). In this example, 

MedXN handled variation in the drug components and their order as well as abbreviation to match to the RxNorm 

standard. Also, the inference logic can convert “tab by mouth” to “oral tablet.”  

Results 

Table 1 shows MedXN’s normalization capability to map a drug description with the RxCUI of the drug name (drug 

RxCUI) and the most specific drug information (specific RxCUI), through step 1) and 4) respectively. Major errors 

in drug RxCUI mapping are due to extracting non-drugs and missing abbreviations for drugs. For specific RxCUI, 

major errors result from human experts annotating specific RxCUI by inferring the values of unmentioned attributes, 

which MedXN does not do. For example, a human expert annotated “Isordil 20 mg by mouth” from text as “Isordil 

20 MG Oral Tablet” in RxNorm even if there is no form “tablet” in the clinical note.  

Table 1. MedXN Performance of RxCUI mapping on the test set (* no inference logic) 

 TP FP FN precision recall F-score 

drug RxCUI 347 38 35 0.901 0.911 0.906 

specific RxCUI 65 5 19 0.929 0.774 0.844 

specific RxCUI* 32 5 55 0.865 0.368 0.516 

Discussion 

MedXN demonstrated a good capability of extracting complete medication information and mapping it to the best 

matching RxCUI. The inference logic in MedXN improved specific RxCUI matching significantly. Out of 19 FNs in 

specific RxCUI, about 40% required inferring values for missing attributes, as human experts do. In the future, we 

will expand inference logic to better handle those cases. 
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Abstract 

In electronic medical records (EMR), the same drug information is often described using different words and 

patterns, which can cause errors in the administration of drugs and jeopardize patients’ safety. Effective drug 

management requires standards for the drug names so that the standards can be mapped to various drug names 

from different sources. RxNorm provides this standard in that its unique concept ID (RxCUI) maps to variations in 

the drug names and it is being part of Meaningful Use of increasing functionality of health record technology. In 

this study, our aim was to extract complete drug information from clinical narratives and normalize it with RxCUI.   

Introduction  

The clinical drug, defined as drug name, strength, and form (e.g., Tylenol 325 mg oral tablet), is the most commonly 

used format in pharmaceutical products given to a patient. Since clinical institutions use different sets of drug 

names, it is difficult to accurately exchange clinical drug information. Although some drug information can be 

extracted from the structured data, a substantial amount of it resides in free text in EMR, which can be extracted 

only with advanced techniques. We have developed a system entitled Medication Extraction and Normalization 

(MedXN) to extract complete drug information from clinical notes and normalize it to a specific RxCUI.  

Materials and Methods 

A sample of 159 clinical notes from Mayo Clinic was used to develop rules for extracting drug attributes. An 

additional 26 clinical notes were annotated and used to test MedXN’s normalization performance. MedXN uses a 

hierarchical strategy as follows: 1) recognition of drug names via RxNorm’s ingredient and brand name, 2) 

extraction of drug attributes using regular expressions, 3) rule-based association of the drugs with their attributes, 

and 4) normalizing the extracted drug information to the most specific RxCUI if there is more information other 

than drug name. MedXN’s performance is enhanced by inference logics and abbreviation expansion. For example, 

“Sulfasalazine [AZULFIDINE] 500-mg 1 tab by mouth two times a day” would produce five possible RxCUI 

matches: Sulfasalazine, AZULFIDINE, Sulfasalazine 500 mg, Sulfasalazine 500 mg oral tablet, and Sulfasalazine 

500 mg oral tablet [AZULFIDINE]. Our aim was to match the most specific option (shown in bold font). In this 

example, MedXN handled variation in the drug components and their order as well as abbreviation to match to the 

RxNorm standard. Also, the inference logic can convert “tab by mouth” to “oral tablet.”  

Results 

Table 1 shows MedXN’s normalization capability to map a drug description with the RxCUI of the drug name (drug 

RxCUI) and the most specific drug information (specific RxCUI), through step 1) and 4) respectively. Major errors 

in drug RxCUI mapping are due to extracting non-drugs and missing abbreviations for drugs. For specific RxCUI, 

major errors result from human experts annotating specific RxCUI by inferring the values of unmentioned attributes, 

which MedXN does not do. For example, a human expert annotated “Isordil 20 mg by mouth” from text as “Isordil 

20 MG Oral Tablet” in RxNorm even if there is no form “tablet” in the clinical note.  

Table 1. MedXN Performance of RxCUI mapping on the test set (* no inference logic) 

 TP FP FN precision recall F-score 

drug RxCUI 347 38 35 0.901 0.911 0.906 

specific RxCUI 65 5 19 0.929 0.774 0.844 

specific RxCUI* 32 5 55 0.865 0.368 0.516 

Discussion 

MedXN demonstrated a good capability of extracting complete medication information and mapping it to the best 

matching RxCUI. The inference logic in MedXN improved specific RxCUI matching significantly. Out of 19 FNs in 

specific RxCUI, about 40% required inferring values for missing attributes, as human experts do. In the future, we 

will expand inference logic to better handle those cases. 
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Background:  The Beacon Community Program in the office of that National Coordinator for Health IT funds 17 

communities around the nation to develop innovative health IT solutions to promote better health, better care at 

lower costs.   Many of these communities have developed innovative collaborative programs to improve population 

and public health outcomes and infrastructure.  As part of a larger research project to assess the impact of Beacon 

Communities on public and population health services and infrastructure in their catchment areas, a review of 

technology implementation theories were conducted to identify an appropriate theoretical framework to structure 

individual and cross case study analysis.   

Methods:  Grounded theory was employed in early stages of the study to direct exploratory qualitative research 

activities including environmental scans of all 17 Beacon Community activities and select technology solutions, and 

telephone interviews with representatives from 9 Beacon Communities with population and public health activities.  

Through these activities, several generalizable observations were made about Beacon Communities with population 

and public health interventions.  For case study development, theories from the innovation diffusion, human factors 

and social informatics literature were reviewed to identify a theoretical framework to draw explanatory conclusions 

about Beacon Community outcomes of public health technology interventions.   

Results:  Based on the observations from the initial study phases, social informatics theory was most closely aligned 

with the factors that appear to be associated with positive outcomes form implementation of a public health-related 

technical solution. Social Informatics refers to the body of research and study that examines social aspects of 

computerization – including the roles of information technology in social and organizational change, the uses of 

information technologies in social contexts, and the ways that the social organization of information technologies is 

influenced by social forces and social practices.   Through further review using Grounded Theory methodologies, a 

subset of Social Informatics Theory, Socio-technical Interaction Theory, was identified as  the most appropriate 

framework for case study development and analysis.                                                                                                                                     

Figure 1.  Socio-technical Interaction Network of Beacon Communities for Public Health 

 

 

Discussion:  The Beacon Communities showcase emerging techniques for improving public health services and 

infrastructure using health IT and information exchange.  Understanding social and organizational structures of 

successful Beacon Communities can help other communities when planning their own similar collaborative efforts.  

This can include best practices for developing joint projects with clinical and public health organizations within a 

community to foster better integration of care and services.  Social informatics theories should be further explored to 

study collaborative health IT initiatives such as Beacon Communities and health information exchanges (HIEs). 
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A low-cost and risk-free Optical System for Female Breast Inspection and 
Documentation at Home completing current early-detection plans 
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Abstract

The development status of a low-cost (300$ - 400$ hardware cost) and risk-free (low-power visual spectrum 
illumination) optical system for Breast Inspection and Documentation at home is presented. The method comprises 
of periodically (e.g. trimonthly) illumination of the breasts of a woman with white and red light and the acquisition
of digital images of  anterior, posterior and lateral views, by employing a common digital camera, combined with a 
lens-less hand-held charge-coupled device (CCD)-based reflection Microscope. The visual inspection findings and
the documented time-depended eventual alterations might complete current Breast-cancer early detection plans.

Background

Optical methods to detect breast cancer are being tested for almost 30 years [1] and Red and/or Near-Infrared (NIR)
spectroscopy has been employed to determine optical scattering properties in normal and cancerous breast tissue. In 
the spectral interval (~ 600-1100 nm) for trans-illumination of the female breast, the tissue scattering coefficient is 
significantly greater than the absorption coefficient. Valuable details for optical mammography can be found in [2].

Materials and Methods

Halogen lamps (<300W) provide optimal distal “white light” illumination. Safe low-power LED red-light sources
(3/7 W, luminous flux 135/300 lm, color temp. 620-630 °K, 180°/260° beam angle) are employed for the proximal 
trans-illumination of the breast. Any commercially available 12 MPixel+ digital camera (no flash!) is appropriate for 
the documentation of the breast-views. For the eventual further documentation of epidermal and/or red-trans-
illuminated regions (ROIs), a low-cost, light-weight portable, charge-coupled device (CCD) platform Microscope 
(Bresser DM400) is employed (Magnification 20x, 80x & 350x, LED-illumination, separable pedestal, USB-port,
Windows XP/Vista/7 compatible). Red LASER dot (trans-) illumination is also being tested for micro-ROIs images. 

Table 1. Possible settings of image acquisition (micro-ROIs W: White light, R: Red, L: Red LASER Spot).

Left Breast Right Breast

White light (W)
Illumination

Red light (R)
illumination

Micro 
ROIs

White  light (W)
illumination

Red light (R) 
illumination

Micro 
ROIs

Posterior-anterior Posterior-anterior W
R

W+R
L

None

Posterior-anterior Posterior-anterior W
R

W+R
L

None

Anterior-posterior Anterior-posterior Anterior-posterior Anterior-posterior
Left lateral Left lateral Left lateral Left lateral
Right lateral Right lateral Right lateral Right lateral 
Facial-Nipple Facial-Nipple Facial-Nipple Facial-Nipple

Results

The system is presently being tested on healthy volunteers. Custom software for the comparison of the image-
sequences, based on individual biological fiducial marks on each breast, is still in an early development stage.  

Conclusion

The method offers an affordable and reliable self or assisted examination at home, complementary to palpation. It
provides the practitioner or the nurse data to direct, even slightly suspicious cases, on-time to Mammography.
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Abstract 

EMR-based platforms can be used for patient recruitment, assistance, and education, in addition to decision 
support, to manage the cost, quality, safety, and affordability of cancer care. Such uses require (a) the collaboration 
of insurers, pharmaceuticals, and drug distributors with providers and recipients to enhance meaningful use, and 
(b) integration of processes for prescription, supply, payment, administration, adherence, and R&D. We present an 
ontological framework to conceptualize this extension to the present CMS requirements. 

The CMS Stages 1 and 2 meaningful use requirements focus primarily on (a) the implementation of technology and 
processes, (b) for acquisition and distribution of information, (c) by/to providers and recipients, and (d) to manage 
the efficiency, quality, safety, and disparities in healthcare. The EMR platform developed to fulfill these 
requirements can be enhanced to transform cancer care by: (a) including services, (b) integrating it with other 
stakeholders, and (c) refining its processes, to address the specific needs of such care. We present an ontological 
framework to conceptualize the transformation. 

The ontological frame-
work to the left 
encapsulates the 
components of an EMR-
based platform to 
transform cancer care. 
In addition to decision 
support (one of the 
current meaningful use 
requirements) it should 
facilitate patient 
recruitment, assistance, 
and education services. 
It should integrate the 
providers and recipients 
with the insurers, 
pharmaceuticals, and 
drug distributors to 
collaboratively address 
the problems of such 

care. It should include nurses as providers, and patient families and caretakers as recipients. Such integration should 
aid in assuring effective prescription and timely supply of drugs, timely payment for them, their appropriate 
administration, continuous adherence to the regimen, and ongoing R&D for improvement of the treatment. Such an 
integrated design should help meaningfully manage the cost, quality, safety, and affordability of cancer care in the 
shot- and the long-term. 

The ontological framework is a parsimonious representation of a large number of components, four of which are 
listed at the bottom of the figure. It encapsulates 768 potential components. The architect of the system will have to 
determine the priority of these components.  

Such a systemic and systematic approach to the design of an EMR-based platform for cancer care will address some 
of the key issues such as: (a) the complexity of treatment, (b) difficulty of patient recruitment, (c) the heavy need for 
patient assistance, and (d) the continuous need for patient education. It can provide a platform to explore innovative 
strategies that further the mission of clinical medicine. EMR vendors can align with pharmaceutical companies to 
develop an integrated portal for patient assistance programs. This integrated portal would provide useful information 
for providers and recipients to guide them on which treatment options are available and what is optimal for them.  
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Abstract: Drawing inspiration from the “Quantified Self” movement, we analyzed a “year-in-the-life” of eleven 
Internal Medicine interns via system logs generated from inpatient EHR use. Data collected included: number of 
patient charts each intern accessed (~1K), number of orders (~17.6K) and notes (~1.3K) each created, and how an 
individual’s actions changed over time and compared to others’. Future work in this area may uncover otherwise 
hidden opportunities to improve practice through automated, tailored feedback via EHRs. 
 

Introduction and Background: Online services log detailed behaviors, such as where we go, what we search for or 
watch, how it compares to our friends’ behavior, and even what we are thinking if we choose to tweet it. Despite 
concerns over privacy, many of us frequently use these technologies. An international group of self-experimentation 
hobbyists, deeming themselves members of the “Quantified Self” movement, suggest that data sampled from the 
digital breadcrumb trail we leave behind can inform positive lifestyle changes when it is summarized and presented 
back to us.1 There are recently a variety of popular fitness-related apps and consumer devices that have emerged 
based on these ideas. There are historical, more scientifically rigorous precedents, e.g., literature in the area of 
continuous quality improvement techniques.2 In this proof of concept study, we analyzed data from the inpatient 
electronic health record (EHR) at our medical center to explore how EHRs could support self-quantification, and 
ultimately they could be used to enrich clinicians’ practice-based learning and improve care delivery. 
 

Methods: We collected and analyzed EHR data that recorded the actions of 
11 Internal Medicine interns (a sample of ~25% of our first-year medicine 
residents) for the 2010-11 academic year. Examples of activities captured 
include: viewing patient charts, writing notes, and placing orders. 
Individuals’ actions were examined in comparison to their peers (e.g., 
number of laboratory tests ordered by each), or to themselves over time to 
look for changes in individual behavior throughout PGY-1 training. 
 

Results: On average, for the entire year, the 11 interns each accessed 1,023 
(sd 78) patient charts, placed 17,619 (sd 3,268) orders on 758 (sd 35) 
patients, and wrote 1,335 (sd 117) notes on 427 (sd 24) patients. We 
observed differences in ordering, note-writing, and general EHR activity; 
for example, there was variation in blood chemistry ordering among interns 
(upper graph), and there were changes in individuals’ ordering behaviors 
over time (lower graph). 
 

Discussion: We have previously shown how audit logs provide insight into 
the use of EHRs.3 Here we show how EHR data can be leveraged to reveal 
patterns of clinical practice that may inspire changes in clinician behavior. 
A radar-equipped speed sign showing the speed of each passing vehicle can 
change a driver’s behavior without human intervention (i.e., a traffic ticket).  
Similarly we might expect that providing feedback such as, “last month you 
ordered twice as many magnesium levels as your peers” could have an 
immediate and significant effect on clinical behavior (i.e., reducing excess 
ordering). As consumer data is captured by the Web and connected gadgets, 
healthcare providers’ work is also increasingly digitized and therefore 
measureable. In an era of quality and performance measurement, which provides questionably meaningful feedback 
to individual clinicians vis-à-vis their everyday practice, it is an opportune time to examine the notion of the 
“Quantified Clinician,” and its potential to inspire self-reflection and self-motivated behavior change.     
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associated with coronary artery bypass graft surgery. JAMA. 1996 Mar 20;275(11):841-6. 
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future of clinical information systems. AMIA Annu Symp Proc. 2007 Oct 11:696-700.  
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Abstract 

Background: Simulation based medical education is gaining wide spread appeal as a means to 
increase and expand medical skill training opportunities and enhances patient safety in a 
changing medical environment. Much research on learning outcomes has been accomplished. 
However this is the first review which evaluates the evidence of the translational impact of 
simulation based training (SBT) for endotracheal intubation. 

Methods: A structured systematic literature review was conducted using three databases 
Medline, PsycINFO and CINAHL. We also reviewed references in published articles. Articles 
included in the review were written in English, published in peer-reviewed literature, utilized 
simulation based training as an educational intervention for endotracheal intubation, and 
included specified learning objectives. The reviewed studies were assigned an impact factor 
based on the Kirkpatrick Scale for educational interventions and determined by measured 
outcomes, attitudes, knowledge, behavior, and organizational impact.   

Results: The eighteen studies in this review included a total of 968 participants.  Among the 
included studies, only four studies included organizationally related outcomes such as patient 
care indicators, providing evidence of translation impact. Among these studies 5 of 19 
organizational impact measures reached statistical significance. The vast majority of the studies 
assessed learning outcomes.  

Conclusions: Much research demonstrates the use and effectiveness of simulation based 
training. However, there is little evidence of the translational impact and more research is 
needed which investigates the use of patient care related outcome measures.  These results 
indicate a need for the use of informatics methods and practices which can facilitate the 
conduct of needed research. 
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Abstract:  With an increased emphasis on the efficient and timely conduct of data-intensive translational science 
programs, there is a corresponding need for data management solutions that support integrative auditing and 
reporting in an elastic and scalable manner.  In this abstract, we describe a proof-of-concept effort to integrate 
Hadoop® with a translational research management system known as TRITON in order to satisfy such information 
needs.  

Introduction:  TRITON is a domain agnostic and integrative translational research information management system 
(TRMS) that has been built using elastic and scalable open-source technologies (1). TRITON’s design has focused 
on ease of use, optimized data collection and/or reuse techniques and the ability to empower knowledge workers 
relative to the design of study-specific artifacts. To optimally perform these types of data management activities, it is 
important to facilitate the collection and management of heterogeneous and multi-dimensional data and metadata, so 
as to support diverse analysis, archival, reporting and dissemination requirements. As such, it is necessary to identify 
potential technology solutions that can meet these complex information needs while providing the ability to support 
the ongoing and organic expansion of research activities in a graceful manner. 

Leveraging Big Data Technologies to Enabling Integrative Reporting and Auditing: In order to support the 
aforementioned information needs, a TRMS must allow for the collection of auditing, adverse event, laboratory and 
case report form data as well as research protocol documentation including IRB approval. 
Technologies have been created, such as Apache™ Hadoop®, which enable the storage 
of multiple modalities of data and provide tools that make stored data available for either 
batch or real-time analysis. These technologies, when integrated into clinical applications 
(2) using various methods, including Aspect Oriented Programming (AOP), enable us to 
extend our application to better meet the needs of analysis and dissemination. As a proof-
of-concept, we have integrated the TRITON platform into a Hadoop® instance for the 
purposes of evaluating the ease of use and applicability of the technology to aid our 
ability to store comprehensive audit logging, protocol document storage and laboratory 
data suitable for SDTM based reporting (3). The availability of this open source software, 
the integration capabilities of the underlying TRIAD platform and TRITON’s plugin-oriented architecture allow for 
the satisfaction of the majority of the aforementioned information needs. 

Discussion and Conclusion: The design, deployment and on-going verification/validation of extensions to the 
TRITON platform given the information needs described above are illustrative of the challenges and opportunities 
faced relative to the architecture of integrative informatics platforms for the translational science domain.  Given the 
needs of auditing and reporting on clinical translational research, and the potential of such techniques to enable 
compliance with data validation and reporting needs, we believe that the incorporation of resultant functional needs 
into TRMS platforms is both appropriate and critical. Our proof-of-concept integration of a TRMS to a Hadoop 
cluster using AOP for the purposes of supporting analysis, archival and dissemination constitutes a novel approach 
that provides significant approaches to knowledge workers. 
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ABSTRACT 

Background:  Alert fatigue could potentially be improved if physicians agreed on which alerts were 
clinically significant.  We conducted a study to determine the extent to which physicians agree on which drug-drug 
interactions are clinically significant.  Methods: Two groups of eight generalist physicians reviewed 100 randomly 
selected drug-drug interactions from the Medi-Span® Drug Therapy Monitoring System™ database and indicated 
whether they thought each interaction was clinically significant based on the full-text clinical discussion contained 
within each interaction monograph and their clinical experience.  Results:  The Fleiss Kappa measure of inter-rater 
agreement was 0.19 (0.12, 0.26) for one group, 0.22 (0.14, 0.29) for the second group and 0.21 (0.15, 0.27) for the 
combined group.  Conclusion: We found poor agreement among generalist physicians on which drug-drug 
interactions are clinically significant.  Use of a feature to allow physicians to tailor alerts to their needs may be an 
important component in reducing alert fatigue.   
 

INTRODUCTION 

One of the major challenges in the use of clinical decision support (CDS) software is alert fatigue[1], which 
is defined as the tendency for clinicians to miss important (“signal”) alerts among a barrage of less important 
(“noise”) alerts.  These less important alerts are generally valid and supported by the medical literature, but they are 
not necessarily clinically significant enough to warrant a change in the management of a particular patient.  For 
example, a systematic review found that drug safety alerts are ignored in 49% to 96% of cases[2].  Another study 
found that 9.6% of medication orders resulted in a drug-drug interaction alert[3]. 

One potential approach to dealing with alert fatigue is to attempt to determine which alerts are the most 
clinically significant and to configure the CDS software to display only those alerts deemed to be clinically 
significant.  Under this approach, fewer alerts would be displayed, but those that are displayed would potentially be 
more useful.  Therefore, healthcare providers might pay more attention to the alerts and be less likely to ignore 
them.  An example of this approach is the list published by Phansalkar et al[4] containing 15 critical drug-drug 
interactions that the authors of that study suggest should trigger alerts in all electronic health records (EHRs).   

This approach however would only work if physicians agreed on which alerts were clinically significant.  
Given that physicians have different backgrounds, training, experiences and patient populations, we conducted a 
study to determine the extent to which a group of generalist physicians agree on which drug-drug interactions are 
clinically significant. 

 
METHODS 
 

We identified the top 500 drugs prescribed in the United States in 2010 using data from Source Healthcare 
Analytics, LLC.  Using the Medi-Span® Drug Therapy Monitoring System™ (Wolters Kluwer Health, Indianapolis, 
IN), we screened all 500 drugs against each other to look for potential drug-drug interactions.  Because interactions 
frequently relate to a pair of drug classes rather than to a pair of individual drugs, we removed duplicates from the 
list such that we were left with 262 unique interaction pairs at the drug class level.  We randomly selected 100 
interactions from this list for inclusion in the study. Information on each monograph that was presented to each 
reviewer included the referenced clinical discussion from the Medi-Span database. No information on severity codes 
assigned to each interaction by Wolters Kluwer Health clinicians was made available to the reviewers. 

Two groups of eight physicians were recruited to participate in the study. All were  generalist physicians 
trained in either family medicine or internal medicine.  Eight physicians were from the Palo Alto Medical 
Foundation and eight physicians were from Wolters Kluwer Health.  The physicians from Wolters Kluwer Health 
were not involved in the development of the drug interaction monographs that were reviewed.  
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For each of the 100 interactions, each physician was asked the following question: 
 Do you consider this interaction to be clinically significant? 
 Two choices were given for each answer: 

 Yes – clinically significant.  I would want to see this alert. 
 No – not clinically significant.  I would NOT want to see this alert. 

 In addition, a comments box was provided. 
We utilized  the Fleiss Kappa[5] to measure inter-rater agreement for each group of eight physicians 

independently and for the combined group of sixteen physicians.  The Fleiss Kappa compares the observed 
agreement above chance to the maximum possible agreement above chance.  Using the sample size equation 
proposed by Gwet[6], and assuming arbitrarily that raters would agree 50% of the time, we estimated that we would 
need a sample size of 100 interactions to achieve a relative error of the inter-rater agreement estimate of +/- 20%.  
To compute 95% confidence intervals for the Fleiss Kappa estimates, we used Gwet’s variance equation[7].   
 
RESULTS 
 

The inter-rater agreement results are presented in Table 1.   
Table 1 – Inter-rater agreement results 
Physician Group Fleiss Kappa (95% confidence interval) 
Wolters Kluwer Health (n=8) 0.19 (0.12, 0.26) 
Palo Alto Medical Foundation (n=8) 0.22 (0.14, 0.29) 
Combined (n=16) 0.21 (0.15, 0.27) 
 

For a randomly selected interaction reviewed by the combined group of sixteen physicians, there was a 
62.12% chance that two physicians would agree on whether or not the interaction was clinically significant.  
However, there was also a 51.95% chance that two physicians would agree just by chance.  Therefore, the actual 
agreement above chance (10.17%) expressed as a fraction of the maximum possible agreement above chance 
(48.05%) yielded a Fleiss Kappa of 0.21.   
 Figure 1 provides the number of interactions each number of physicians rated as clinically significant.  The 
two interactions that all sixteen physicians agreed were clinically significant were: (i) Clopidogrel with Fluconazole; 
and (ii) Oxybutynin with Potassium Chloride.  The single interaction that all sixteen physicians judged as  not 
clinically significant was Naproxen with Atenolol. 
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Figure 1 – Number of interactions each number of physicians rated as clinically significant.  For example, there 
were 10 interactions that 9 (out of 16) physicians rated as clinically significant. 
 
 
DISCUSSION 
 

We found poor, but statistically significant, agreement among generalist physicians regarding which of a 
defined group of drug-drug interactions are clinically significant.  This low inter-rater agreement was remarkably 
consistent across two different samples of generalist physicians.  In 97 out of 100 interactions there was at least 
some disagreement on whether the interaction was clinically significant. 
 Phansalkar et al[4] have published a list of 15 critical drug-drug interactions that they suggest should 
trigger alerts in all EHRs.  Neither of the two interactions in our study that 16 of 16 physicians indicated was 
clinically significant appeared in Phansalkar’s list. Also, if Phansalkar’s list had been used as the basis for 
determining which interactions to display to physicians, and if an arbitrary threshold of 12 out of 16 physicians 
rating an interaction as clinically significant in our study had been used to determine clinical significance, use of 
Phansalkar’s list would have achieved a precision of 100% and a recall of 2.5%.  Use of Phansalkar’s list as an 
institution’s sole group of interactions to be screened would therefore be expected to miss numerous clinically 
significant interactions. 

We attempted to minimize the variability among physicians by limiting the study to generalists.  Even so, 
we still found poor agreement.  Based on some of the qualitative comments made in the comments box of the study 
tool, there may have been two schools of thought on some of these interactions.  Under one school of thought, 
certain interactions should be part of the working knowledge base of any practicing physician, and therefore, it 
would be a nuisance to display these alerts to physicians.  Under the other school of thought, physicians still benefit 
from reminders even for items in their own knowledge base.  For example, reminders for influenza vaccine have 
been shown to increase compliance rates with influenza guidelines[8], notwithstanding the fact that physicians are 
generally aware of these guidelines.  In addition, physicians, who are generally pressed for time, may not have the 
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time to review each patient’s medication list thoroughly before ordering a new medication.  The CDS software, on 
the other hand, can conduct such a review very efficiently.   

Nevertheless, with the low level of agreement that was demonstrated, there are clearly differences among 
generalist physicians on which interactions they would like to see as alerts.  Therefore, offering users the option to 
tailor alerts to their specific needs may be an important component in reducing alert fatigue.  For example, physician 
users may be presented with options such as “Do not display this alert again” alongside each alert.  This stored 
preference could have a time limit, allowing users to reaffirm their decisions at periodic intervals.  This alert 
customization could potentially be overridden by the data provider in cases where important new clinical 
information became available about the drug-drug interaction in question. 

One limitation of this study is that we did not present each interaction in the context of a particular patient, 
and assessment of clinical significance might depend on the context.  For example, some interactions may only be 
significant at certain doses, only for elderly patients or children, only for patients with poor renal function, only for 
patients with diabetes mellitus, or only for patients with certain genetic polymorphisms.  It is possible that if we had 
presented these interactions along with detailed information about a fictional patient, we would have found more 
agreement among physicians. 

Another limitation of this study is that by design, our sample only included generalist physicians.  Future 
work could look at whether inter-rater agreement is higher among specialist physicians of the same specialty.  
Specialists may have specific knowledge related to: (a) the subtleties of when it is clinically appropriate to use two 
particular drugs together; (b) how to monitor for possible problems; and (c) how to manage any problems that may 
arise.  
 
CONCLUSION 
 

We found poor agreement among generalist physicians regarding which of a defined group of drug-drug 
interactions are clinically significant.  Use of a feature to allow physicians to tailor alerts to their needs will be an 
important component in reducing alert fatigue.   
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Introduction and Background 

The goal of this study was to gain a deeper understanding of how best to activate patients in 

underserved populations to use mobile technology (MT) to improve their health and 

communication with their healthcare providers. Currently Federally Qualified Health Centers 

(FQHCs) are working to meet a national mandate to have meaningful use of electronic health 

records by 2014 which includes engaging patients in their care. By integrating mobile 

technologic solutions that consider patient preferences towards MT, healthcare providers will be 

able to develop effective, efficient, and sustainable HIT programs to improve patient outcomes.  

Methods 

We conducted a survey study with a convenience sample of one hundred patients who were 

seeking care at a FQHC in the mid-west. Participants age 18 and over filled out a 14-item 

questionnaire exploring their typical use of mobile phones, email, and the Internet as well as 

their preferences for future use of MT for supporting access to health care and communication 

with their health care providers. Data was collected on information patients wanted between 

office visits, chronic health conditions, and patient demographics.  

Results  

Participants were spread across 3 age groups 18-26 (20%), 27-45 (43%), 45-66 (36%) – one 

participant did not mark their age. The most common chronic health conditions reported were 

hypertension (34.9%), diabetes (25.6%), arthritis, (32.4%) and pulmonary disease (32.4%). 

Approximately 20% of the population studied never uses the Internet, email, or text messaging. 

A total of 80% of participants use the internet and 61% reported that they use the internet daily 

or multiple times a day.  Similarly, participants reported using text messaging (68%) and email 

(69%) daily or multiple times each day. The majority of participants said they would check 

appointment availability using either the Internet or their mobile phone (69%) and would be 

willing to receive information from their care providers via text message (67%) or email (60%). 

Of those willing to receive text messages from providers, 92% were willing to get appointment 

reminders, 58% wanted information about medications they were taking, and 53% would accept 

suggestions to improve their health. Of those willing to receive email from providers, 85% would 

accept appointment reminders, 63% felt they would like suggestions to improve health, and 58% 

wanted medication information. Cell phone applications were used by 58% of the participants. 

Discussion

In this early phase of our research, we found patients have access to and are interested in using 

MT to communicate with providers outside of clinic time to improve personal health and access 

to care. We believe MT can empower patients in underserved populations to make informed 

health care decisions, receive more timely care, and improve their experience as a patient. Our 

research helps identify preferences for use of MT and gives direction for future research aimed at 

designing technologies to meet the needs of patients in underserved populations.  
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Abstract 

We have developed an integrated smartphone app to support self-care for adults with advanced type 2 diabetes and 

diabetic foot ulcers. The app not only tracks glucose, weight, physical activity and diet, but also analyzes wound 

images taken with the phone camera to evaluate healing progress. It provides feedback to patients to promote 

appropriate diabetes care and healthy behaviors.  

Problem Description 

With the increasing prevalence of diabetes and its complications, diabetes healthcare costs of $174 billion in 2007 

are expected to double by 2034
1
. Furthermore, the costs for treating diabetic foot ulcers, a common complication, 

are $15,000 per year per case, or an aggregate of about $1 billion per year. These patients could benefit by managing 

their diabetes through daily attention to diet, exercise, and glucose levels. Diabetes self-care management, however, 

is complex. For patients with diabetic foot ulcers, they must also clean and care for their wounds, assess wound 

conditions, and recognize any new wounds. Part of a solution is information technology (IT) that engages patients 

actively in their own care, for more effective and cost-efficient chronic disease management, anytime, anywhere.
2 

Purpose and Description of the Sugar App 

To support diabetes self-care management, we developed a smartphone app, called 

Sugar, to assist patients in monitoring their diabetes and diabetic foot ulcers. Our app is 

unique because it integrates sound clinical practices for diabetes and wound self-care, 

feedback and goal setting that motivate and promote healthy behaviors, and technically 

sound algorithms for analysis of diabetic foot ulcers. To our knowledge, none of the 

available diabetes apps support adults in more advanced stages of diabetes, where 

diabetic foot ulcers are a serious and expensive problem.  

To inform the app design and ensure its usefulness and usability, we conducted two 

focus groups as the app was being developed. The subjects were patients at the UMMS 

Wound Clinic who had type 2 diabetes and a current or recent diabetic foot ulcer. The 

subjects wanted large buttons and only positive feedback. They did not want social 

networking, but did like the wound analysis module. 

The resulting app (see Fig. 1) tracks glucose and weight (G & W), which the app reads 

from a blue-tooth enabled scale and glucometer. It records physical activity, with start 

time and duration, using a web database of physical activities that provides a calorie 

count. Similarly, the app uses a web database of food options for tracking diet. The 

wound analysis functionality involves using the phone’s camera to take a picture of the foot ulcer (using an image 

capture box we designed). The phone analyzes the image, computing the sizes of the healing and non-healing areas, 

and makes comparisons to previously acquired images. For each data input activity, the phone provides graphs and 

data comparing to previous values, as well as behaviorally appropriate feedback to the patient. Using the “More” 

option, patients can set goals for glucose, weight, and activity, and can set reminders. They can also input their 

mood using smiley faces.  

We are now moving into user acceptance and effectiveness testing. We will bring phones to AMIA to demo the app.  

Acknowledgement: This research is funded by the National Science Foundation, Smart Health and Wellbeing 

Program, IIS-1065298. Any opinions, findings, or conclusions are those of the authors and do not necessarily 

reflect the views of the National Science Foundation. 
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Abstract 
Decision analysis may help patients with breast cancer make good breast reconstruction decisions. A requirement 
for this type of analysis is information on the possibility of outcomes occurring in the form of probabilities. The 
clinical decision-making literature points towards appropriately specialized physicians as the source of this 
information, even if they are not directly involved with the patient’s care. We conclude that the use of individual 
plastic surgeon-elicited probabilities is not encouraged, for other surgeons’ patients, unless prediction skill has been 
evaluated and he or she is shown to possess foresight. The probabilities of individual surgeons should not be used, 
but rather a group consensus on the probability of outcomes.  
 
Problem Description 
In evaluating prediction performance, we must be able to measure the ability to predict future events of individuals 
and the group. And in combining expert opinion, we must identify surgeons with higher probabilities of expertise. 
  
Overview of Methodology, Evaluation Results, and Conclusions 
We obtained IRB approval to use the medical records and de-identified clinical photographs of ten women aged 21 
or older who underwent or were scheduled for breast reconstruction surgery between 2004 and 2012. We produced a 
30-item multiple-choice questionnaire designed to assess plastic surgeon ability to predict future outcomes and 
confidence. The IRB waived patient consent for use of their clinical photographs. For each patient case, we provided 
pre-reconstruction anterior-posterior, left and right lateral, and left and right oblique photographs, a brief, pertinent 
medical history, and the operating surgeon’s years of experience performing breast reconstruction. Three questions 
were asked: 1) the number of expected revisions, 2) the worst expected complication, and 3) the expected aesthetic 
outcome. Each question had four possible responses. Seven plastic surgeons completed the questionnaire by 
assigning a likelihood for each response actually occurring. The actual outcomes were obtained from the medical 
record and post-reconstruction photographs. We analyzed the questionnaires for ability to predict future events using 
a strictly proper logarithmic scoring rule and confidence with the Shannon entropy. Using Bayes theorem, we 
combined the opinions of surgeons. We found that individual prediction varied widely among surgeons and that 
most possessed incomplete knowledge (negative score) when predicting the worst expected complication and final 
aesthetic outcome (Table 1) of other surgeons’ patients. As a group, plastic surgeons were not well calibrated in 
assessing probabilities of other surgeons’ patients; however, their combined opinions either using Bayes or a simple 
average surpassed the individual score, substantially. We conclude that while it is not safe to assume that the 
probabilities elicited from a single surgeon are valid, a group consensus may be used. However, this may be 
considered a pilot study and further evaluation is necessary. 

Table 1. Scores for individual plastic surgeons and for the group as a whole. 

QUESTION CATEGORY INDIVIDUAL SURGEON 
RANGE 

BEST SURGEON BY 
CATEGORY 

SIMPLE  AVERAGE 
CONSENSUS 

BAYES 
CONSENSUS 

Revisions -3.74 to 17.69 (µ = 6.77) 17.69 14.68 18.36 
Complications -26.84 to 12.99 (µ = -5.64) 12.99 1.76 13.02 

Aesthetic Outcome -22.73 to -0.30 (µ = -9.52) 0.30 2.35 1.56 
Total -32.59 to 5.63 (µ = -8.39) 30.97 18.79 32.94 
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Abstract 

We examined the impact of a CPOE system on clinical practices through text analysis on helpdesk phone log entries 

collected from 2007 to 2011 in the University of Michigan Hospital System. We analyzed a random sample of 1000 

phone entries and provided a detailed classification of questions asked by clinicians, including disconnections 

between system design and clinical medical practices, usability issues, ineffective training, and a few other problems 

related to administrative and technical issues. Our analysis focuses on the top ten questions clinicians asked 

relating to order operation.  

Background 

Computerized Provider Order Entry (CPOE) systems have become increasingly adopted in healthcare organizations 

because of its potential in reducing medical errors and healthcare costs.
1
 While literature has documented many 

studies concerning unintended consequences brought forth by the CPOE adoption
2
, we have little knowledge 

regarding what types of the questions clinicians often have and how the role of CPOE helpdesk supports the system 

implementation.  

Methods 

The dataset used in our study includes 36,729 log entries of helpdesk phone calls collected between 2007 and 2011 

in the University of Michigan Health System, a large teaching hospital. The phone log includes records of the 

questions asked by clinicians and the actions taken by help desk staff to address the problems. We coded 1000 

randomly selected entries from the dataset and conducted text analysis with a focus on the issues of medical order 

operations.  

Preliminary Results and Discussions 

We found that most of the questions asked by clinicians were related with “how to” perform certain tasks on the 

system (52.8%), followed by technical questions originated from hardware or software limitations and maintenance 

(21.6%), administrative issues concerned with the management and verification of user identities and controlling 

user access to the system (12%), information inquires regarding the system and related services (6.6%), user 

suggestions for improving the system (4.6%), and user efforts to correct mistakes (2.4%).  

We further analyzed the “how to” questions and focused our analysis on the top ten questions asked by clinicians, 

including how to modify, enter, print, and cancel an order, how to reorder, how to locate an order or order set, how 

to create a patient list, how to locate and edit patient information on a patient list, and how to manage order filters. 

Most of these inquiries were about general activities, and were addressed by the helpdesk staff by demonstrating the 

process or sharing related online training materials. However, some of the clinicians’ questions reflected that the 

usability design of the CPOE system does not fully support existing workflow and local practices, and potentially 

facilitating clinician workload. 

Implications 

Our analysis of CPOE implementation from a helpdesk perspective provided valuable and rich insights on the 

clinicians experience when they interact with the new system. Our identification of the most frequent questions 

clinicians have asked will help vendors improve the design of CPOE and offer valuable lessons for health 

organizations to improve the implementation processes (e.g., a more efficient training program, self-help materials, etc.)  
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Abstract 

Psychometric instruments, inventories, surveys, and questionnaires are widely accepted tools in the field of 

behavioral health. They are used extensively in primary and clinical research, patient care, quality measurement, 

and payor oversight. To accurately capture and communicate instrument-related activities and results in electronic 

systems, existing healthcare standards must be capable of representing the full range of psychometric instruments 

used in research and clinical care. Several terminologies and controlled vocabularies contain representations of 

psychological instruments. While a handful of studies have assessed the representational adequacy of terminologies 

in this domain, no study to date has assessed content coverage. The current study was designed to fill this gap. 

Using a sample of 63 commonly used instruments, we found no concept in any of the three terminologies evaluated 

for more than half of all instruments. Of the three terminologies studied, SNOMED CT (Standard Nomenclature of 

Medicine – Clinical Terms) had the greatest breadth, but least granular coverage of all systems. While SNOMED 

CT contained concepts for over one third (36%) of the instrument classes in this sample, only 11% of the actual 

instruments were represented in SNOMED CT. LOINC (Logical Observation Identifiers, Names, and Codes), on the 

other hand, was able to represent instruments with the greatest level of granularity of the three terminologies. 

However, LOINC had the poorest coverage, covering fewer than 8% of the instruments in our sample. Given that 

instruments selected for this study were selected on the basis of their status as gold standard measures for 

conditions most likely to present in clinical settings, we believe these results overestimate the actual coverage 

provided by these terminologies. The results of this study demonstrate significant gaps in existing healthcare 

terminologies vis-à-vis psychological instruments and instrument-related procedures. Based on these findings, we 

recommend that systematic efforts be made to enhance standard healthcare terminologies to provide better 

coverage of this domain.  

Introduction 

Psychometric instruments, inventories, surveys, and questionnaires are widely accepted tools in the field of 

behavioral health
1
. In patient care, they are used to screen for and diagnose mental health conditions, to obtain 

information about the nature and severity of symptoms, and to select appropriate treatments. They are also used to 

monitor patient response to treatment, and to detect adverse reactions
2
. In primary research, psychometric 

instruments are used to screen participants and to operationalize study variables. In clinical research, they are used to 

assess the efficacy and effectiveness of specific interventions and to compare the relative effectiveness of two or 

more interventions. Finally, in quality improvement and general oversight, psychometric instruments are used to 

identify gaps in quality and guide performance improvement programs. 

As the primary source of objective data upon which all evidence-based practice in this domain is grounded, the 

ability to capture, aggregate, and share instrument-related information is a high priority for both researchers and 

clinicians
3,4,5

. While a number of studies exist describing the adequacy of representations in this domain, no study to 

date has evaluated the coverage of instruments in any healthcare terminology. The current study was undertaken to 

fill this gap. Specifically, this study evaluates three clinical terminologies available to users of electronic information 

systems for capturing structured information related psychological assessments. The first two terminologies, 

SNOMED CT and LOINC, are designed for use in the clinical domain. The third, QS Terminology, is designed 

specifically for use in medical and behavioral research. Each of these three terminologies allows for the structuring 

of data related to a slightly different set of assessment-related elements and procedures. All three, however, contain 

representations corresponding to the psychological assessment instrument entity. 
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The primary aim of the current study is to evaluate the coverage of these three terminologies for psychological 

assessment instruments currently used in research and clinical practice. A secondary aim of this study is to evaluate 

the consistency with which these terminologies currently represent psychological instruments.  

Background 

In 2006, the Institute of Medicine (IOM) published an extensive report arguing that current efforts to improve the 

quality of healthcare must be extended to behavioral health
6
. A key recommendation of this report is that the health 

information infrastructure be enhanced to accommodate the needs of behavioral healthcare
6
. In this report, the IOM 

specifically identifies the creation of standard terminologies for all commonly used interventions and assessment 

methods as a key element in building this infrastructure. Moreover, in 2009, the United States Government passed 

legislation requiring healthcare providers seeking reimbursement for federally funded services to use electronic 

health records that comply with minimum standards. Among these standards are the requirement that all assessment 

data submitted to external organizations be coded using a pre-specified set of standard identifiers. 

Currently, there are three standard terminologies available for capturing, aggregating and communicating 

psychological assessment data obtained in clinical and research processes. These terminologies are SNOMED CT, 

LOINC, and CDISC’s Questionnaire (QS) Terminology. SNOMED CT, the Standard Terminology for Medicine – 

Clinical Terms, is a clinical terminology used for capturing, aggregating, analyzing and sharing granular clinical 

data that span virtually the entire range of healthcare. SNOMED CT contains more than 300,000
7
 concepts across a 

wide range of domains including diseases, anatomical structures, clinical findings, procedures, social contexts, 

devices and biological substances
8
. LOINC® (Logical Observations, Identifiers, Names and Codes) is a terminology 

consisting of a set of universal codes for laboratory tests and other types of clinical observations and measures
9
. In 

2000, LOINC introduced the SURVEY class to accommodate clinical assessments
3
, which includes questionnaires, 

surveys, and other form-based assessment instruments. Currently, LOINC includes entries for thirteen psychological 

assessment instruments, six of which are modeled as components of the mental health survey class 

(SURVEY.MLTHLTH). 

While SNOMED and LOINC are designed specifically for use in clinical information systems used at the point of 

care, the third terminology, Questionnaire (QS) Terminology, is designed specifically for use in clinical research. 

QS Terminology was developed by the Clinical Data Interchange Standards Consortium (CDISC), a non-profit 

Standards Development Organization (SDO) whose primary objective is to support the capture and exchange of data 

in “all types of medical research”
10

. QS Terminology is one standard in a suite of several that are designed to 

support structured data collection at all stages of the research process, from protocol development to analysis and 

reporting of results. These standards are specifically designed to support the acquisition, exchange, and submission 

of clinical research data
10

.  

Both SNOMED CT and LOINC are endorsed by the United States government for use in electronic health records 

(EHRs). As part of the HITECH (Health Information Technology for Economic and Clinical Health) Act of 2009
11

, 

the government mandated that electronic health record systems used by healthcare delivery organizations meet 

requirements for the ‘meaningful use’ of health information. To meet this requirement, EHRs must code relevant 

clinical data using approved terminologies. SNOMED CT and LOINC are two terminologies specifically designated 

by the US government as acceptable for coding granular clinical data (i.e., data that cannot be represented using 

standard diagnostic and procedural coding systems). While both terminologies contain concepts for coding 

psychological assessments, the United States’ national strategy is to represent such instruments, along with all other 

types of measures, in LOINC
12

.  

Very little research, to date, has focused on the role of standard terminologies for representing psychological 

assessments. What has been published in this domain has focused primarily on the adequacy of representations in 

existing terminologies. This work has focused largely on LOINC. Four key studies have been performed addressing 

standardized assessments in LOINC. Two of these studies address modifications to LOINC necessary to 

accommodate assessment instruments. The first of these studies was performed by Bakken et al
3
 in 2000. This paper 

introduced a new LOINC class to accommodate psychological assessments, and proposed extensions to the six core 

axes used to represent entities in LOINC
3
. The second study, performed by White et al

4
, addressed the important 

issue of instrument versioning as it relates to psychometric properties of instruments and its impact on representation 

of assessments in LOINC. These authors proposed four modifications to LOINC they believed necessary to support 

the accurate identification and disambiguation of assessment instruments. In addition, two of the four publications 

addressed LOINC content specifically as it relates to standardized assessments
3,4

. Neither study focused specifically 
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on psychological assessment instruments, nor did either study address coverage. To date, no study has 

systematically evaluated the coverage of instruments in currently available terminology products. Furthermore, our 

literature search did not return a single article addressing either the representation, or coverage, of psychological 

assessments in SNOMED CT.   

Methods 

Datasources. Data for the current study came from healthcare web sites and three standards development 

organizations (SDOs). The web sites used for the current study were the National Institute of Mental Health
13

 

(NIMH), and those of several organizations dedicated to the research and treatment of mental health conditions. 

Organization web sites were selected as the primary data source for identifying both target mental health conditions 

and high quality, commonly used condition-specific instruments. We selected web sites as the primary data source 

because we believed them to the most valid and timely source for this information.  The terminologies evaluated in 

this study are SNOMED CT version 2012.8.0270, LOINC version 2.40, and CDISC’s QS Terminology (Table 1).  

Table 1: Terminology Datasources 

Terminology  Organization Target Information System Mandate 

    LOINC Regenstrief Electronic Health Records HITECH Meaningful Use 

SNOMED CT IHTSDO1 Electronic Health Records HITECH Meaningful Use 

QS Terminology CDISC2 Clinical Research Information Systems Industry Consensus Standard 

    1International Healthcare Terminology Standards Development Organization; 2Clinical Data Interchange Standards Consortium 

Procedure 

Using the NIMH list of mental health conditions as a source, we identified sixteen disorders. To this list, we added 

four additional instrument categories we believed to be particularly relevant to mental health (Appendix C). For each 

condition or construct, we selected instruments based on recommendations provided by organizations dedicated to 

the study or treatment of the target condition. Our goal was to select a set of 3 to 4 instruments for each condition. 

This resulted in a master set of 63 instruments (Appendix D).  

For the current study, we evaluate ten distinct information elements related to instruments. These elements, along 

with the algorithm used to code them, are depicted in Table 2. The primary unit of analysis for this study is the 

discrete assessment instrument. We define an assessment instrument as a named collection of observations and 

observation metrics. It is a concrete entity that is fully defined by its component elements (i.e., scales, subscales, 

items) and the methods used to generate an observation (i.e., item response scale and metric). Consequently, when 

changes are made to either the instrument components (e.g., observations are added, deleted, or substantially 

modified) or the method by which observations are evaluated and quantified (e.g., response scale changes), the 

collection is assumed to represent a new instrument.   

We define an instrument class as the more general class of observations from which specific instruments (instrument 

versions) are derived. The instrument class can be thought of as the “base” instrument upon which one or more 

specific instrument versions are based. The ‘Beck Depression Inventory’ (BDI) is an example of an instrument class. 

While the base instrument is not simply the first instrument in a series of versions or revisions, many key instrument 

attributes (e.g., construct measured, target population, etc.) are defined by the first instrument. In this sense, the first 

instrument can be thought of as the class template from which future instances are derived. 

Table 2: Instrument Information Elements and Coding Algorithms 

Information Element Coding Algorithm 

  
Instrument Class The terminology contains a concept for representing the instrument class. 

Instrument Instance The terminology contains a concept for representing the specific version of the 

instrument in the sample. 

Instrument Scale If items in the instrument are organized into named scales, the terminology contains a 

concept for representing at least one of the scales in the instrument.  
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Instrument Subscale If items in the instrument are organized into scales, and one or more of the scales is 

organized into subscales, the terminology contains a concept for representing at least one 

of the subscales in the instrument. 

Instrument Item The terminology contains a concept for representing at least one item in the instrument. 

Instrument Response Items The terminology contains a concept for representing at least one item response in the 

instrument. 

Instrument Response Values The terminology contains a concept for representing at least one value for one item 

response in the instrument. 

Instrument Score The terminology contains a concept for representing at least one score generated by the 

instrument. 

Instrument Administration The terminology contains a concept for representing administration of the specific 

instrument. 

Instrument-Related Findings The terminology contains a concept for representing one or more findings specifically 

related to use of the instrument. 

  

Using the example of the BDI, one class (i.e., BDI) and four instruments (i.e., BDI-I, BDI-IA, BDI-II, and BDI-PC) 

can be identified. The first three instruments represent a refinement (or adaptation) of the instrument over time.  The 

fourth instrument, the BDI-PC, represents a modification that has been made for use in a new setting. The boundary 

between instrument classes can sometime become blurry, as when an instrument is adapted from a previous 

instance, and the new instance is sufficiently different from the original class that it becomes a new class.  However, 

this case did not apply to any of the instruments in the current sample, and is therefore is not addressed further in the 

current analysis.  

The next five information elements correspond to instrument components. These are instrument scales, subscales, 

items, item responses, and item response values. An instrument scale is defined as a named collection of 

observations within the instrument, and a subscale as a named collection of observations within a scale. Instrument 

items are defined as the discrete observations that are coded. Item responses are defined as the discrete set of 

responses that can be associated with the observation. Item response values are defined as the specific code (nominal 

or quantitative) that can be associated with the item response
14

. Instrument scores are defined as quantitative or 

qualitative scores derived from one or more scales, subscales or observations. For purposes of the current study, we 

evaluated only the score associated with the overall instrument (i.e., total or summary score).  

In addition to concepts related to the physical instrument, we also assessed whether the terminology contained 

concepts related to instrument administration and instrument-specific findings. Instrument administration is defined 

as the activity during which the set of observations contained in the instrument are made. Instrument-specific 

findings are defined as clinical observations that are made on the basis of results obtained by administering the 

instrument (e.g., ‘decrease in depression score’, ‘no change in suicidal ideation’). 

Using the ten information elements identified above, we coded each terminology according to whether or not it 

contained a corresponding concept for each instrument. This strictly binary method differs slightly from previous 

methodologies used in coverage studies. In a coverage analysis of clinical concepts found in medical records, for 

example, Chute and colleagues
15

 used a dimensional model in which they rated each concept along a continuum 

representing closeness of match to the target concept. In the Chute study, each concept was scored on a scale of 0 

(no match) to 2 (exact match). Wasserman and Wang
16

 took a slightly different approach in their coverage analysis. 

Examining concepts required for implementing Computerized Provider Order Entry (CPOE), these authors used a 4-

level coding scheme that essentially quantified the effort required to add the target concept to the terminology. In the 

current study, we chose to explicitly define the specific instrument-related information element we were targeting, 

and to code the corresponding concept in a strictly binary (i.e., present/not present) manner. We used this approach 

because we felt it provided an accurate assessment of the value of the terminology from the perspective of the end 

user. That is, an end user would either find a useable concept, or not.  

Using this scheme, each of the three terminologies was searched for concepts corresponding to the ten target 

information elements for each of the 63 instruments in the sample. Interrater reliability was calculated based on a 

sample of 15 instruments (150 target concepts) coded by a second reviewer (TJA) and found to be adequate (κ = 

0.92).  A review of discrepancies between raters revealed that most occurred in distinguishing between instrument 
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instance concepts and the instrument class concept in SNOMED CT. Interrater agreement for instrument instance 

and instrument class concepts was lower than overall agreement (κ = 0.88). Interrater agreement for SNOMED CT 

was also lower (κ = 0.89).  

Results and Discussion 

TERMINOLOGY COVERAGE 

Coverage of instrument instance concepts in all three terminologies was poor. These three terminologies covered an 

average of 5.6 (9.1%) instrument instances in our sample. Of the three terminologies evaluated, SNOMED CT had 

the best coverage (n = 7, 11.3%) and LOINC the poorest (n = 4, 6.5%).   

 
Figure 1: Instrument and Instrument Components Representation 

A summary of concept coverage by terminology is presented in Figure 1. SNOMED CT covered the largest number 

and widest range of overall instrument-related concepts, containing 48 concepts across five of the ten instrument 

concept categories. CDISC’s QS Terminology contained the greatest number of instrument item concepts, but 

covered the smallest range of concepts. LOINC was the only terminology providing coverage of instrument 

response concepts. SNOMED CT was the only terminology providing coverage of instrument administration or 

instrument findings concepts (Table 3). 

Table 3: Instrument Coverage by Terminology 

Attribute SNOMED CT LOINC QS Terminology 

    Instrument Class 22 (35%) 02 (3%) - 

Instrument Instance 07 (11%) 04 (6%) 06 (10%) 

Instrument Scale - - - 
Instrument Subscale - - - 
Instrument Item - 03 (5%) 06 (10%) 

Instrument Response Items - 03 (5%) - 

Instrument Response Values - - - 

Instrument Score 08 (13%) 1 (2%) - 
Instrument Administration 09 (15%) - - 
Instrument Related Finding 1 (2%) - - 

    
INSTRUMENT CLASS AND INSTANCE  

While SNOMED CT contained the greatest number of instrument-related concepts in our sample, most of these 

concepts are not specific enough to be used to code or capture clinical data. Instead, these concepts are best used as 

organizing concepts under which missing child concepts can be modeled (Table 4). For example, 22 (46%) of the 48 

concepts covered by SNOMED CT were instrument class concepts. Moreover, of the seven instrument instance 

concepts covered by SNOMED CT, only one was modeled with sufficient detail to ensure that the concept remains 

unambiguous with the introduction of future instrument versions. That is, the concept for only one instrument in the 

sample contained sufficient versioning information to use the instrument concept to unambiguously identify a 

particular instrument.  

0%
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10%

15%
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25%

SNOMED LOINC QS Terminology

SNOMED-CT,  LOINC, and QS Terminology Coverage:

Instrument Instance

(N = 63)

1337



Table 4: SNOMED CT Coverage of Instrument Class and Not Instruments 

Instrument Class 
Missing 

SNOMED CT Instrument Concepts 

  
beck depression inventory (assessment scale) beck depression inventory version 1 (assessment scale) 

 beck depression inventory version 1a (assessment scale) 

 beck depression inventory version 2 (assessment scale) 

 beck depression inventory primary care version (assessment scale) 

  

INSTRUMENT COMPONENT 

There was no coverage of instrument scale concepts in any of the three terminologies for any of the instruments in 

our sample. A detailed review of concepts in each terminology, however, confirmed that both LOINC and 

SNOMED are capable of representing this class of concepts. In fact, we found several instances of instrument scale 

concepts in SNOMED CT. Interestingly, CDISC’s QS Terminology provided better coverage of instrument element 

concepts in our sample than did LOINC.  LOINC, however, was the only terminology that provided any coverage of 

item response concepts. 

INSTRUMENT ADMINISTRATION 

Both LOINC and QS Terminology codes can be used to indicate that a particular instrument or instrument item was 

administered. However, neither terminology provides codes corresponding to the concept of having administered an 

instrument. SNOMED CT, on the other hand, contains discrete codes for instrument administration. These codes are 

modeled in SNOMED CT as child concepts of concepts in the ‘procedure by method’ and ‘provider-specific 

procedure’ hierarchies. Both of these hierarchies are in turn children of the top level ‘procedure’ hierarchy, which 

represents activities performed during the routine delivery of healthcare
17

. Ten (77%) of the 13 instruments with 

corresponding administration procedure concepts in SNOMED CT were modeled as child concepts of ‘assessment 

using assessment scale’, and three (23%) were modeled as child concepts of ‘psychologic test’ (Table 5). 

Table 5: SNOMED CT Representation of Instrument Administration Procedure 

SNOMED CT Hierarchy Sample Concepts 

  
Provider-specific procedure 

Psychologic evaluation or test procedure 

Psychologic test 

Minnesota Multiphasic Personality Inventory (MMPI-2) 

Rorschach 

Thematic Apperception  Test (TAT) 

Procedure by method 

Evaluation procedure 

Assessment using assessment scale 

Beck Depression Inventory (BDI) 

Eating Disorder Examination (EDE) 

Eating Disorders Inventory (EDI) 

Edinburgh Postnatal Depression Scale (EPDS) 

Mini-Mental State Examination (MMSE) 

Penn State Worry Questionnaire (PSWQ) 

Psychotic Symptom Rating Scale (PSYRATS) 

  

Interestingly, while SNOMED CT included concepts representing the administration of 17 distinct instruments 

under the concept ‘psychologic test’, it contained a concept representing the corresponding instrument for only 8 

(47%) of the instrument administration procedures modeled. Finally, SNOMED CT was unique among the three 

terminologies in our study in that it was the only terminology that included any concept related to interpretation of 

instrument results. Admittedly, we found only two qualifying concepts, and both referred to the same instrument 

(i.e., the ‘Edinburgh postnatal depression scale (assessment scale)’. These concepts were ‘decline in Edinburgh 

postnatal depression scale score (finding)’, and ‘decline in Edinburgh postnatal depression scale score at 8 months 

(finding)’. 
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Conclusion 

The results of this study demonstrate significant gaps in existing healthcare terminologies for psychological 

instruments and instrument-related activities. In this study, we evaluated three standard terminologies and found no 

concept in any of the three terminologies for more than half of all instruments evaluated. On average, these three 

terminologies covered fewer than 10% of the instrument instances in our sample, with a range of 7% (LOINC) to 

11% (SNOMED CT).  

The primary limitation of this study is that many of the instruments included in our sample are copyrighted and/or 

commercial instruments. Consequently, they may not exist in standard terminologies due to an unwillingness of the 

copyright holder to release the copyright. Similarly, the results of this study cannot be generalized to all standardized 

assessment instruments. Assessment instruments cover a broad range of healthcare domains, beyond just mental 

health. The instruments selected for the current study were all psychometric instruments. It is quite possible that 

coverage of standardized assessments for another domain (e.g., oncology or neuropsychology) would yield a 

different result.  

However, given that instruments selected for this study were selected on the basis of their status as gold standard 

measures for conditions most likely to present in clinical settings, we believe these results may underestimate the 

actual coverage of psychometric instruments provided by current healthcare terminologies. Based on these findings, 

we recommend that systematic efforts be made to enhance standard terminologies to provide better coverage of this 

domain. Specifically, instruments currently used in research and routine clinical care should be identified, and 

inclusion of the identified instruments in at least one standard terminology made a priority.  
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Abstract 
Cancer biomarker data have historically been housed by the laboratories that generate them, but 

funding agencies and publication requirements have enforced data sharing more broadly. The National 

Cancer Institute (NCI) Early Detection Research Network (EDRN) Informatics Center developed systems 

to facilitate data capture, annotation, analysis and distribution for participating laboratories.  This 

infrastructure is now available for use by the external cancer research community.  Clinical research 

informatics promises to speed the translation of cancer research. 

Problem Statement 
Data Coordinating Centers have become common features of major programs within the NCI.  Many of 

these centers have built infrastructure from scratch, in many cases re-creating existing tools.  These 

systems frequently capture only a small proportion of the data generated within the corresponding 

program, and the files they capture may lack the descriptions critical to data analysis and interpretation. 

Methodology and Results 
The EDRN Informatics Center extended open-source tools to prevent wasted developer effort.  The 

Catalog and Archive System (CAS) used by NASA mission data was adapted to biomedical applications, 

and the Object-Oriented Data Technology (OODT) enabled the construction of analysis workflows.  The 

use of standards such as iRODS for file transfer and LDAP for authentication ensured robust services. 

Researchers were encouraged to contribute data by the development of data analysis workflows within 

the LabCAS system that supports program collaboration; contributors are asked a series of questions 

about their data in conjunction with upload, and these metadata guide the application of algorithms to 

data.  In effect, researchers are rewarded for data upload by results from this centralized analysis. 

These metadata also serve the public release of data sets through the eCAS system for public 

consumption.  Researchers can establish linkages among uploaded data sets, attach references to 

externally-housed files, and connect detailed experimental protocols to the data they produce. 

Conclusions 
Cancer researchers can take advantage of the EDRN Informatics Center for analyzing and reporting their 

data sets.  The team seeks collaborators for extending its analytical capabilities. 
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Abstract 

Rat PhysioPath project is a multifaceted software with interactive visualization capabilities that integrates 

computational models, molecular pathways, phenotype and genetic data of physiological processes to provide a 

platform for non-computational/computational researchers to easily access and use models linked to other models 

and disparate data types. Here we particularly focus on our novel approach in use of ontologies to semantically link 

computational models and empirical data, in addition to use of ontologies to link to disparate data types.  

 

Introduction 

System physiology is the study of the processes and functions within an organism from anabolic and catabolic 

processes of organic molecules to complex functions of large multi-organ systems. Information describing these 

processes and functions is obtained experimentally with animal models and computationally with theoretical 

models, which can be integrated through our understanding of physiology. The challenge in experimental and 

computational modeling of physiological systems is the integration of various genetic data, phenotypic 

measurements, and arrays of other biological data for specific processes and pathways relevant to human diseases 

with first principles of chemistry and physics to better understand the physiological system investigated.  

 

Traditionally ontologies have been used to standardize a single data type and to integrate similar data sets from 

multiple sources; however for this project we use well-established ontologies in two novel ways; one way is to 

annotate characteristics of multiple entity types, and the other is to provide links for navigation among disparate data 

types and theoretical models; this approach enables expansion in use of ontological terms. In our approach, we use 

sets of predefined ontologies – based on the scale of a physiological system – to annotate the different types of 

physiological pathways, processes, and corresponding computational models on a multilevel framework; this 

method enables consistent representation of a set of models used to describe a specific control system (i.e. 

cardiovascular system). For our method, among use of other well-accepted ontologies the use of Gene Ontology 

(GO) and Ontology of Physics for Biology (OPB) is central for association of physiological data and models at 

multiple levels of pathway annotation. In addition to customary use of ontological terms, with our method, GO 

facilitates association between a physiological pathway with its upper-level interrelated processes, and the 

corresponding groups of mathematical expressions of a computational model that represents the same processes. 

This association enables navigation between various entity types conforming to a specific pathway and the relevant 

mathematical model for an in-depth understanding of a system. Additionally, OPB facilitates fine-grained annotation 

of physical properties, physical entities, and properties of physical processes of the physiological entities described 

by the computational models. Moreover, use of SemSim – a declarative model description format – provides a 

modular, multi-domain, and multi-scale platform that facilitates standardized semantic association between 

annotated models and data.  Therefore, the detailed level of annotation supported by OPB and SemSim modeling 

format facilitates merging of multiple models into larger models, and decomposition of models into subcomponents. 

Hence it provides a way for empirical researchers and modelers to discover models and data respectively. 

Subsequently, our approach facilitates connection to valuable information sources and important datasets such as, 

disease and trait related genes, QTLs and strains, and the corresponding clinical measurement and time course data.  
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Abstract 

The UWM Norris Student Health Center (NHC) EMR Practicum began in spring 2011 and has continued to provide 

opportunities for Master’s and PhD informatics students.  The Advanced Practice Seminar has been a partnership 

between the Department of Health Informatics and Administration and NHC. Here we focus on summarizing the two 

year efforts of the practicum students to ensure successful transition of NHC to full implementation of an electronic 

medical record (EMR) system.  

Introduction 

The initial aim of the Advanced Practice Seminar was to provide biomedical and health informatics graduate 

students with the opportunity to work together on a “real-world” project. The partnership with NHC proved to be 

mutually advantageous to both the practicum students and the clinic as graduate students provided information 

technology expertise and informatics solutions to assist in the transition of NHC from a paper-based clinic to a 

paperless one. Summary of the practicum group’s effort to help NHC transition to an EMR system is depicted in 

Figure 1. In addition to the challenges posed by the projects themselves, the student “consultants” dealt with the 

additional challenges of sizing the projects to match a semester-based timeframe, characterization of required skill 

sets for various phases of the project to aid in student recruitment, and thorough documentation of efforts to assure 

continued progress by subsequent practicum work groups. Accordingly, throughout the practicum students have 

learned how to best lead, communicate, and operate in ambiguity. Furthermore, the work with NHC and several 

other community organizations has provided valuable insights into effective partnership strategies including ways to 

build trusting relationships, request for appropriate level of information, secure access to data, and advance 

discussions on hand-off, implementation, and maintenance strategies to ensure successful localization of projects.  

 
Figure 1. Two year project summary of Advanced Practice Seminar in partnership with NHC. 
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Abstract 

Wishard Memorial Hospital is a large safety net hospital in Indianapolis, Indiana.  The hospital employs a “best of 

breed” solution for their electronic medical record (EMR).  A hybrid system combining a locally developed CPOE 

with a commercial system was created for patient care in the Wishard Hospital Emergency Department. We discuss 

the development of this unusual hybrid solution to meet the EMR needs of this busy Emergency Department.  

Introduction 

Patients seek health care in many different settings, and this is equally true in emergency department settings. In the 

United States, the emergency department (ED) represents a major portion of health care with 136.1 million visits 

each year. As a direct result of increased ED visits and decreased inpatient capacity, the Institute of Medicine issued 

its report on Emergency Care.  The 2006 Institute of Medicine report entitled Hospital-based Emergency Care: At 

the Breaking Point specifically calls for hospitals to adopt information systems to improve the safety and quality of 

emergency care.   

Challenges 

Four years ago, we started to re-engineer the Medical Gopher computerized physician order entry (CPOE) system 

for Wishard Hospital and its clinics. We included development of ED functionality (nursing documentation, order 

entry and tracking, patient tracking and physician documentation, certification for stage 1 Meaningful Use) as part 

of the initial plan.  During the development process, it became apparent that due to resource constraints, the Gopher 

redesign effort would not meet the ED timeline requirements for system deployment.  Wishard Hospital already 

employed a bed control application developed by Innovative Workflow Technologies (IWT).  IWT was interested in 

creating a patient tracking solution for the ED.  IWT was also willing to create an ED nursing documentation 

solution.  However, creating a CPOE system for the ED as well as the supporting clinical decision support (CDS) 

infrastructure was a high risk proposition for IWT given the patient tracking and nursing documentation projects and 

the system deadlines. 

Solution 

The final solution developed combines the nursing documentation and patient tracking functions from IWT with the 

Gopher CPOE, CDS infrastructure and data review functionality.  ED providers log onto one system to access all the 

appropriate functionality.  The integrated system is certified to meet stage 1 Meaningful Use. 

 

 

Figure 1.  IWT mERlin ED physician application screen shot.  Selecting the “Careweb” icon opens a Gopher frame. 

Lessons learned 

We were able to craft the final hybrid application through regular meetings with clinical and informatics 

stakeholders.  During these meetings, priorities for the project were set and functional responsibilities for each 

system were clearly established.  Building the application from the ground up together facilitated the development 

process.  However, in the end, this is a combination of 2 independent systems.  Communication between these 2 

systems is essential as both systems collect different data important for patient care.  The hybrid system utilizes 

standard internet interoperability tools and health care interoperability tools to affect efficient intersystem 

communication.  Although we continue to fine tune this hybrid application, we believe the system will facilitate the 

ability to improve the safety and quality of patient care delivered in the Wishard Emergency Department. 
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Abstract 

Common Terminology Services 2 (CTS2) is an Object Management Group (OMG) standard that specifies a model and set of 
interfaces for the query, exchange and update of terminological resources. CTS2 allows for modular implementations, which 
enables services to implement just the components and functionality required by given use cases. Numerous CTS2 service 
instances have been implemented for the biomedical community. 

Introduction 
Common Terminology Services 2 (CTS2)1 is an Object Management Group (OMG) standard2 that specifies a model 
and set of functions to read, query, search, exchange and update terminological content.  CTS2  allows modular 
implementation, which enables service instances to implement the components and functionalities that needed by 
their specific use cases, referencing other components as needed using the same mechanism that is used in HTML 
web pages. CTS2 server implementations can be based on different back-end databases and storage models to meet 
different functional and performance requirements.   CTS2 specifies both an information and computational model.  
The information model specifies the basic components, associations, and structural definitions commonly found in 
terminologies; vocabularies, and ontologies, such as Code Systems, Concepts, Associations, Mappings, Concept 
Domains, and Value Sets. The computational model specifies the service description and interfaces needed to query, 
modify, define, and publish terminology content. 
Implementation  
The CTS2 Development Framework3 uses the OSGi framework4 to provide a plugin-based architecture to allow 
rapid development of a CTS2 compliant service. The Development Framework provides all necessary infrastructure, 
as well as utilities to help create plugins. A developer only needs to focus on implementing a plugin that is exclusive 
to their environment.  The CTS2 Framework has been successfully leveraged to implement CTS2 complaint 
services. 

Many terminology services have adopted CTS2 and implemented their own services based on the OMG CTS2 
specification. These services include the NCBO BioPortal SPARQL end point5, the BioPortal REST wrapper6, the 
value set representation of Phenotype Portal7, and query implementation of Value Sets based on Meaningful Use 2 
Standards for NQF eMeasures8 . 

Conclusion 

In summary, Common Terminology Services 2 (CTS2) is a standard that provides specification for discovering, 
accessing, distributing and updated terminological resources on the Internet. CTS2 has been successfully 
implemented using different backend technologies and adopted by different services. We believe that CTS2 
complaint services can enable semantic interoperability over large-scale heterogeneous biomedical terminologies 
and data sets. 
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Introduction and Background 
The use of RxNorm and the VA National Drug File Reference Terminology (NDF-RT) has, with certain caveats[1], 
proven useful for normalizing both structured and free text data from EHRs[2, 3]. We have taken a similar approach 
to mapping participant-provided  drug information to RxNorm and NDF-RT. This work was done in the context of 
The MURDOCK Study, a long-term longitudinal study that includes biospecimens, clinical data, and participant-
reported data (behaviors, medical history, and medications) for 50,000 participants (9,512 currently enrolled). In this 
presentation we will describe the successes, limitations, and caveats of this drug terminology mapping approach, and 
contrast these factors with those described previously using EHRs-derived medication data[3].  

Methods 
Participant-reported medications collected as free text for all participants at enrollment and yearly thereafter in the 
MURDOCK  Study community registry. The National Library of Medicine (NLM)'s REST API was used to map 
free text medication entries to RxNorm CUIs for drug ingredients and branded products, and numerical match scores 
(range 1-100) were provided for each non-exact match using the NLM-developed algorithm. A random subset of 
resulting matches representing different match scores (i.e., levels of confidence) was reviewed by a clinical expert to 
verify accuracy at different confidence levels, and subsequent accuracy rates for the different ranges were computed. 
RxNorm terms in our dataset were then mapped to NDF-RT's “Drug Products by VA Class” concepts for 
hierarchical classification. 

Results 
Out of 9432 participants, 8356 indicated taking one or more medications (including OTC medications, vitamins, and 
supplements) at one or more time points. The terms entered did not include dosages or delivery mechanism. This 
resulted in 130,273 total (18,924 unique) drug name entries. Of those, 104,269 (80%) of the total terms could be 
mapped with near 100% accuracy. Another 5332 (4%) could be mapped with approximately 98% accuracy, and 
14,162 (11%) with accuracy of approximately 92%. Using a cutoff threshold of ≥ 50, we were able to correctly map 
~94% (122,523) of the total terms, with 5% unmapped, and a "false positive rate" (i.e. mapped, but incorrectly) of 
approximately 1% (1,240 entries). Manual review suggests that missing and incorrect mappings were primarily 
over-the-counter medications, vitamins, minerals, and other supplements. Only 104,653 (2158 unique) of the 
resulting 123,763 (3137 unique) RxNorm terms could be mapped directly to VA Class. Many of the remaining 
19,110 (969 unique) terms are not within scope for the NDF-RT. 
 
Discussion and Conclusion 
Previous efforts to code existing medication data have been performed primarily on data collected through clinical 
care, whether structured or free text. Our efforts to apply the RxNorm to participant-reported data adds additional 
complications in that participants are less familiar with drug names and spellings. In light of that, our mapping 
success rate shows immediate promise for easy application of RxNorm and its related APIs to participant-reported 
medications in research contexts. Our process also identified opportunities to improve documentation and updates 
for the API, and the NLM has been receptive in addressing this issue to promote these public standards for broad use 
in research and clinical settings.  
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Abstract 

Personal Health Record (PHR) enables the patient to manage clinical record.  This study describes a proposal of 
an intelligent PHR based on data and text-mining techniques for the design of personalized clinical scenarios to 
diabetic patients. The study will also make available an environment to perform research based on the patient's 
profile and data oriented to physician, in order to improve patient care. 

Introduction 
Personal Health Record (PHR) is a longitudinal patient-maintained record of individual health history and tools that 
allow individual control of access1. In the current scenario, the PHRs are used for storing and recovering 
information. It is also used for patient-physician communication and obtains promising results for patients with 
chronic diseases. The PHR models interactive and intelligent2, based on medical knowledge are also in 
development. This models aims to improve PHR capabilities of usage and personalization. 

Several studies have been conducted to analyze data on users' characterization and conditions of use. However, the 
data regarding patient’s clinical problems have not yet been analyzed in order to extract knowledge, which would 
ultimately improve personalized assistance. 

This study aims to propose the development of an intelligent PHR model for diabetic patients based on the analysis 
of clinical data, using text and data mining techniques. It will then design a sequence of scenarios for providing 
patient care and a search environment for physicians. 

Methods 

This project will be developed in three phases: 

Phase 1 - PHR development: an interoperable PHR model will be developed and available to patients with diabetes 
by way of the referral center at the Universidade Federal de São Paulo (UNIFESP). Demographic and clinical data, 
habits, behaviors, treatments, and usage patterns will be analyzed in the next phase. 
Phase 2 - Data analysis: we will apply data and text mining techniques to obtain clusters in order to create patient-
homogeneous groups. These groups will be analyzed by the specialists and clinical scenarios will be designed in 
order to associate recommendations and alerts for each group. A dashboard will be designed for the physicians 
based on these findings, and will be validated by the specialists. 
Phase 3 – Intelligent PHR: we will create a module for patients’ automatic classification, according to these groups. 
We will implement the clinical scenarios and the dashboard to specific groups, composing the intelligent PHR. 

To assess the impact of the proposed intelligent PHR, we will design questionnaires to patients and specialists in 
order to obtain information about the access and use of information and its influences on patient care. 

Results 
We expect that the text and data mining techniques will lead to the personalization of the intelligent PHR and will 
improve access, use of information, and the discovery of knowledge, ultimately creating links from non-evident 
data. In addition, the intelligent PHR oriented to specialists should provide access to the results of the analyzed 
data, e.g., the effect of treatment applied to a group of patients. 

Conclusion 
The proposed model will contribute to improving the PHR, so that the available information can be used by the 
physicians who will eventually improve their patient care. 
Acknowledge Grant 5D43TW007015-08 Fogarty International Center/NLM/NIH and CAPES. 
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Abstract 

In the age of Meaningful Use, the career landscape for informatics students has expanded greatly. It is crucial that 
the next-generation informatics workforce is well-prepared for the diverse opportunities and the upcoming health 
information technology (HIT) trends. The AMIA Student Working Group proposes a “Career Panel” of informatics 
professionals that will offer perspectives and helpful advices to students on their career opportunities and 
professional development. This year’s panel will feature panelists from both academia and industry, and from 
different professional backgrounds (e.g., technical vs. clinical or health). Panelists will also discuss upcoming 
trends on HIT and informatics, and the implications of these trends on students’ careers. The panel will better 
prepare today’s informatics students for tomorrow’s workforce expectations, which will have a positive impact for 
the success of the informatics field in the future. 

General Description 

Every year since 2002, the American Medical Informatics Association (AMIA) Annual Symposium has featured a 
panel organized by the Student Working Group (ST-WG) to offer viewpoints about informatics career opportunities 
and professional development advices to informatics students, recent graduates, and early-career professionals. Over 
time, these panels have become one of the hallmarks of the Annual Symposium for student attendees and were often 
filled with an engaged audience and lively interactions. 

Since the beginning of the “Meaningful Use” efforts to facilitate adoption and use of health information technology 
(HIT), the career opportunities for informatics students have increased exponentially. In this age of Meaningful Use, 
these professional development advices are more important than ever. This was evident in last year’s panel1 
featuring panelists from different stages in their informatics careers, which was well-attended by over a hundred 
attendees and entertained many interesting questions. Despite the success last year, the theme for the panel focused 
more on academic careers at the time when there were also great career interests in healthcare organizations and HIT 
vendors. In addition, the future trends in HIT and informatics were often not addressed in relation to the students’ 
career development, creating missed opportunities for the workforce. 

This year’s proposed panel not only builds on this successful tradition but will also enhance it in the following ways: 

1. The panel will feature panelists from both academia and the industry, providing balanced perspectives and 
helpful advices for students with diverse career interests.  

2. Recognizing that informaticians from different professional backgrounds (e.g., technical vs. clinical or 
health backgrounds) will likely have different career trajectories, the panelists will be a mixture of 
informatics professionals with technical and health backgrounds.  

3. Rather than simply providing career advices for students, we will ask the panel to discuss upcoming trends 
in HIT and the field and their implications for the current cohort of students. 

During the panel presentation the following topics will be discussed: 
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- How was each panelist’s experience from when they first enter the field until now? 

- What factors or experience played a key role in their informatics career? 

- Given their background and work setting, what do the panelists think are the upcoming trends in HIT 
and informatics? 

- What implications do these trends have for current informatics students and trainees? 

- In this age of Meaningful Use, how should these students prepare and ready themselves for the coming 
career opportunities and trends? 

The panel will be delivered in the traditional panel discussion format with a total time of 90 minutes. After a brief 
introduction by the moderator, each of the four panelists is allotted 15 minutes for presentation. Following the 
presentations, the floor will be opened to 15-20 minutes of questions from the audience. During the last 10 minutes 
of the session, each panelist will then be asked to give a brief closing comment. 

In this exciting time of Meaningful Use, this panel which will provide diverse perspectives and advices to 
informatics students about upcoming HIT trends, implications for their career opportunities, and professional 
development, is very important to the students. It is an important open platform for student attendees to interact with 
the AMIA community, and become a key part of AMIA. Most importantly, having a strong, energetic, and well-
prepared workforce is also pivotal to the industry and the success of the field as a whole. Offering this panel is a 
“meaningful” role the Student Working Group intends to play in shaping the future of AMIA and informatics. 

Organizers 

AMIA Student Working Group Executive Committee and Volunteers 

Nawanan Theera-Ampornpunt, MD, PhD, Chair 
Rui Zhang, PhD Candidate, Chair-Elect 
Tiffany Kelley, PhD, MBA, RN, Immediate Past Chair 
Paulina Sockolow, DrPH, MBA, Student Representative to the AMIA Board 
Sashank Kaushik, MD, Member-at-Large (Resident-Fellow) 
Marcela Musgrove, Member-at-Large (Masters) 
Ryan Shaw, PhD, RN, Member-at-Large (Doctoral - PhD) 
Mark Roche, MD, MS, Member-at-Large (Doctoral - Professional) 
Edmond Ramly, MS, Editor-in-chief, ST-WG Newsletters 
Jacqueline Feinberg, Executive Secretary 
Kourosh Ravvaz, MD, MPH, ST-WG Volunteer 
Scott M. Sittig, MHI, RHIA, ST-WG Public Policy Liaison to the Public Policy Committee 
Saif Khairat, PhD, ST-WG Volunteer 

Panel Participants 

Academia, Technical Background 
Kai Zheng, PhD 
Associate Professor of Health Management and Policy, School of Public Health 
Associate Professor of Information, School of Information 
University of Michigan 
Ann Arbor, MI 

Academia, Clinical/Health Background 
Yang Gong, MD, PhD 
Associate Professor 
School of Biomedical Informatics 
The University of Texas Health Science Center at Houston (UTHealth) 
Houston, TX 

Industry, Health IT Vendor 
Jennifer Boehne, PharmD, MHI, MPH 
Medication Safety Officer/Manager 
University of Louisville (KentuckyOne Health) 
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Louisville, KY 
(Formerly worked for Epic Systems Corporation) 

Industry, Healthcare Organization 
David C. Kaelber, MD, PhD, MPH 
Chief Medical Informatics Officer, The MetroHealth System 
Center for Clinical Informatics Research and Education, The MetroHealth System 
Case Western Reserve University 
Cleveland, OH 

Moderator 
Nawanan Theera-Ampornpunt, MD, PhD 
AMIA Student Working Group Chair 
Acting for Deputy Chief, Health Informatics Division 
Faculty of Medicine Ramathibodi Hospital 
Mahidol University, Bangkok, Thailand 

Statement 

I, Nawanan Theera-Ampornpunt, hereby confirm that all panelists listed in this proposal have agreed to participate 
in this panel. Panelists are aware that there are no travel or registration funds available. Panelists are also aware that 
the Student Working Group is unable to reimburse their registration costs. 
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Abstract 

Metadata describing the inherent quality of patient identity records and linkages strengthens the trust framework for 

making clinical decisions using external health data. The exchange of descriptive metadata regarding a potential 

identity linkage may reduce the necessity of disclosing large amounts of personally identifiable information among 

Health Information Exchange (HIE) partners and identity correlation hubs.  Intermountain Healthcare has 

configured an eHealth Exchange conformant network operating between its organizational Master Patient Index 

(MPI) and an external MPI to explore and develop identity services.  The first set of qualitative parameters includes 

statistical agreement, uniqueness, freshness, completeness, authoritative attestation and fragility.  

Introduction 

Healthcare processes increasingly rely on Health Information Exchange (HIE) across organizations and Electronic 

Health Record (EHR) networks. Linking records to the true patient across networks continues to be problematic 

despite standard messaging for patient discovery.  Unpublished reports among the Care Connectivity Consortium 

(CCC) suggest unaided false negative matching rates as high as 50% leaving patient records fragmented across the 

healthcare ecosystem and missing the transformational opportunity of HIE. Intermountain Healthcare, a not-for-

profit organization, supports multiple external MPI applications when exchanging data for treatment, population 

health, and research purposes both locally and nationally according to specific participation agreements.  Novel 

approaches are necessary to avoid the costs and risks associated with differing data governance structures, trust 

agreements and data synchronization capabilities. One aspect of innovation deals with messaging parametric 

feedback among connected MPIs regarding the inherent quality of identities, proposed identity matches, and end 

user acceptance of linked identities.  The shift toward bidirectional feedback among exchange organizations and 

their associated MPIs could reduce the dependence on large central repositories of personal trait information. 

Methods 

Intermountain Healthcare together with its development partners on a statewide MPI and the CCC have configured 

patient identification services that span MPI governance jurisdictions and allow for messaging of qualitative 

feedback among a network of MPIs.  High level messaging flows as follows: the requesting organization sends an 

eHealth Exchange-conformant Patient Discovery message; the patient identity service MPI logic determines which 

of the participating organizations should respond and computes qualitative parameters for the potential matches; the 

qualitative data is returned to the requesting organization to help disambiguate identities; feedback from the original 

requestor is sent back to the central identity services and the quality parameters are refactored. The messaging 

configuration allows for the exploration, development, and evaluation of multiple qualitative parameters with the 

intent to jumpstart standards development. Evaluation criteria and considerations include factor independence, 

disambiguation strength, ease of derivation, and clarity. 

Results  

The first series of sharable qualitative parameters for patient identity matching across HIE networks includes: 

Agreement of trait values between MPIs; Uniqueness—a measure of separation within an MPI; Freshness of 

updates; Completeness of data; Authoritative attestations including patient feedback and usage; and Fragility 

markers indicating a history of known issues or vulnerabilities for the particular record. 

Conclusions 

Sharing qualitative parameters among MPIs improves the integrity of linked clinical data. A reasonable set of 

parameters could emerge as a standard set exchanged values for both provider and patient facing applications. 
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Abstract  

Enabling system interoperability in public health informatics projects requires an understanding 

of information systems at multiple levels and functional steps. Derived from the game of 

“pachisi”, i-Field is an online multiplayer board game that teaches players how to plan and 

build interoperable information systems. Players from each team must solve problem scenarios 

derived from a matrix of information systems’ dimensions and functions and collectively assign a 

score to solutions they devise. 

Description 

This prototype teaching innovation in public health informatics (PHI) addresses the problem of 

engaging diverse groups of learners who might be working together on an interoperability 

project. The 4-sided game board layout was inspired by the ancient game of pachisi and rendered 

in an Internet-accessible, multiuser and interactive format by using the Google Maps
®

 (Google, 

Inc., Mountain View, California) interface (Figure 1). Each side of the board is owned by a team 

(organization). Each team has to navigate not only the boxes on their side of the board but the 

other teams’ boxes as well. The goal of each team is to accumulate collectively assigned value 

points (scores) to the solution it provides for each problem scenario that is presented in each box 

(team goal). Each problem scenario represents a 

cell in a 3 × 4 matrix of components of the Heeks 

Onion Ring Model
1
 of information systems and 

the Information Value Cycle
2
. All teams 

contribute to building up the overall 

interoperability index (the collaboration goal). 

Both goals entail striking a balance between team 

gain (high score for each organization) and 

collective impact (overall score for all 

organizations in achieving interoperability). The 

game can track individual and team performance 

metrics. From a group-learning perspective, it 

can help identify enabling and disabling factors 

that will promote success in an interoperability 

project as well as teach the concept of collective 

impact. The board game is potentially applicable 

to similar teaching contexts outside PHI (e.g., health care information exchange). 
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Figure 1. Internet-based prototype of i-Field game board, 

using Google Maps® (Google, Inc., Mountain View, 

California) interface. 
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Abstract 

Homecare is the fastest growing healthcare sector and evidence based information systems are critically needed. 

Nurses provide most of the care in homecare setting, yet there is a lack of knowledge on the feasibility of applying 

existing methodologies to generate computer interpretable nursing guidelines for home care. This study examined 

the feasibility of encoding homecare nursing heart failure guideline into a computer interpretable format. First, we 

achieved experts’ consensus on the relevant guideline. Then, after training on the graphical tool for gradual 

knowledge specification (Gesher), we generated a comprehensive, hierarchical and time-oriented computer 

interpretable guideline using one of the guideline modeling languages (Asbru). The final guideline included 167 

recommendations and experts’ evaluation confirmed the adequacy of guideline knowledge representation. Future 

work should expand the applicability of our methodology and tools to nursing specialties other than heart failure 

and develop methods for comprehensive quality evaluation of the resulting guidelines.  

Introduction 

During the last decades, providing care based on evidence-based clinical Guidelines (GLs) has become a gold 

standard for healthcare professionals in many countries [1]. Studies have shown that applying GLs in practice has 

the potential to improve the quality of care processes and patient outcomes [1,2]. However, there is still a wide gap 

between development of GLs and their implementation in clinical practice, with some recommendations never being 

implemented [2,3]. To bridge this gap, GLs might be incorporated into clinical decision support tools available at 

the point of care for healthcare practitioners [4,5].  

In the U.S., legislators have recently recognized the immense potential of health information technologies in general, 

and clinical decision support in particular, to improve care processes and outcomes. According to the American 

Recovery and Reinvestment Act of 2009, the majority of healthcare providers are financially incentivized to become 

meaningful users of certified electronic health records by 2015, otherwise they will face financial penalties [6]. 

Clinical decision support tools are currently one of the requirements (Meaningful use stage 2) of the certified 

electronic health records [7]. Several methodologies were developed to assist with the creation of comprehensive 

Computer Interpretable Guidelines (CIG) that can be incorporated in clinical decision support tools [8]. 

Although nurses are one of the largest sectors of healthcare providers, only a few informatics projects so far have 

focused explicitly on evaluating the applicability of the existing methodologies for CIG generation in the domain of 

nursing knowledge. Even fewer of these projects have addressed nursing CIG creation for community -based 

settings such as homecare, a vital healthcare venue as more and more care is provided in patients’ homes [9]. The 

lack of validated ways to generate nursing specific CIG might hinder the advancement of the widespread health 

information technology efforts and decrease the effect of electronic health records on processes of care and patients 

outcomes.  

Background 

Heart failure continues to be one of the most expensive chronic diseases among the elderly due to the high cost of 

management and readmission rates [10,11]. Nurses in about 11,000 homecare agencies across the U.S. are key 

healthcare professionals who provide homecare services for about 2.8 million patients with heart failure annually 

[12], and therefore are expected to be experts in managing this complex chronic condition [13]. However, this is not 

the current clinical reality; alarming results of recent studies show that home health nurses often lack knowledge on 
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best practices for treating patients with heart failure [13-15].  Wide gaps in nurses’ expertise [14,15], could have 

implications on patient outcomes [14-16]. To solve the problem, evidence-based recommendations from GL could 

be incorporated into homecare agencies’ electronic health records for clinician decision support at the point of care. 

  

Homecare differs significantly from inpatient settings; it is a unique outpatient setting with its own knowledge base 

(e.g. focus on chronic health conditions), clinical roles (e.g. nurses provide most of the care) and treatment pace (e.g. 

relatively infrequent meetings between providers and patients). Unfortunately, there is a lack of published reports on 

how to integrate homecare specific nursing GL into electronic format. Moreover, there are no reports on the 

applicability of the current methodologies (such as GL modeling languages) for GL knowledge acquisition for 

homecare nursing. As healthcare is moving to patients’ homes, there is a critical need for more evidence on clear 

ways to incorporate the most recent evidence based knowledge to everyday nursing practice.    

The overall purpose of this novel study was to explore the feasibility of encoding the nursing practice knowledge 

presented in a GL into a computer interpretable format. We focused on heart failure homecare relevant nursing 

guidelines extracted from American Heart Association [17] and Heart Failure Society of America GL [18]. Our team 

was one of the first to apply the process of knowledge acquisition to create homecare nursing specific heart failure 

CIG. The aim of this paper is to describe the challenges and solutions experienced during the process of CIG 

creation and evaluate the applicability of the process for nursing GL implementation.  

Methods and procedure:  

Guideline knowledge acquisition process   

To present GL in a computer interpretable format, there is a need in knowledge acquisition process defined as 

“transformation of knowledge from the forms in which it is available in the world into forms that can be used by a 

knowledge system” [19]. During this process, a distinction is made between tacit clinical knowledge and conscious, 

explicit knowledge. The tacit knowledge is the kind we would most likely want to incorporate into our knowledge 

database repository, also called the knowledge base. In textual GL much of the knowledge is implicit, and should be 

explicitly specified and defined through the knowledge acquisition process. This process is usually performed by 

knowledge engineers (familiar with the knowledge base domain); clinical experts (familiar with the clinical 

domain); and clinical editors (clinically trained editors with knowledge in informatics) [20]. The final goal is to 

make the implicit GL knowledge explicit [19].  

For the GL framework we used the Digital Electronic Guideline Library (DeGeL) [21] and its’ tools that support the 

design and runtime tasks involved in guideline-based care. Within DeGeL, Shalom and colleagues [20] have 

previously developed and validated a three-phase knowledge acquisition methodology for specification of GLs. We 

implemented a modified version of this methodology that included the following steps: 1) initiating an expert 

consensus, and 2) training the clinical editor and gradually formalizing the GL into a computer interpretable format.  

Step 1: Experts’ consensus  
The first stage towards GL specification is identifying the best available source GL. In case no specific GL for the 

clinical condition exists, it is common to create consensus GL using experts’ opinions [20]. In this study, we aimed 

to generate heart failure CIG for nurses in homecare settings. Unfortunately, we did not identify any nursing specific 

homecare heart failure GL in the literature. To construct the GL, we examined the best available heart failure GL 

sources (American Heart Association GL [17] and Heart Failure Society of America GL [18]) and extracted 

homecare relevant nursing GL.  

To evaluate the relevance of each of the GL recommendation for homecare nursing, we invited four experts in heart 

failure homecare. Two experts were PhD prepared nurses from academic settings and had more than 20 years of 

experience in heart failure research. The two additional experts were practice experts with more than five years 

clinical and managerial experience in homecare settings and had advanced education in heart failure care (one nurse 

was PhD prepared while the other was Heart Failure Nurse Clinical Specialist). The experts revised the GL through 

series of Delphi rounds until 100% agreement was achieved on the final set of recommendations.  

Step 2: Generating computer interpretable nursing GL  

To generate nursing CIG, we used DeGeL's software providing a graphical framework for specification of clinical 

knowledge, called Gesher [22]. The clinical editor (MT) and the clinical team were trained by the knowledge 

engineer (ES) during three online meetings. Gesher supports a number of GL modeling languages; for this project 

we used Asbru [23], which is a skeletal plan-representation language for the modeling of time-oriented, hierarchical 

treatment GL. We chose Asbru because it provides a powerful mechanism to express extended hierarchical time-
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oriented actions and plans caused by extended time-oriented states of an observed clinical event or symptom. For 

example, our GL included sections on initial and serial assessments needed for heart failure patients (such as blood 

pressure, pulse etc.), therefore a formal element that represents the assessment timing (initial versus performed at 

each following visit) was necessary. In addition, choosing Asbru was particularly applicable for our GL since we 

needed the ability to represent many actions and plans that need to be executed in parallel at a specific time point. 

For example, our GL included 19 parallel recommendations for the initial nursing assessment of heart failure 

patients admitted to homecare (e.g. “Assess patient’s ability to perform activities of daily living during the initial 

visit” and “Assess current and past history of alcohol use”  [17]). Finally, the quality of GL knowledge coding from 

text to the formalized format was evaluated by one of the clinical experts.   

Results 

Step 1: Experts’ consensus  
We extracted the most relevant GL recommendations from both of the sources (American Heart Association GL 

[17] and Heart Failure Society of America GL [18]). After excluding duplicate recommendations, we had 162 

recommendations relevant to homecare nursing, which constituted about 45% of the total guideline 

recommendations. After the first revision, the experts agreed that 85% of the recommendations were relevant to 

homecare nursing and their opinions were split on the remaining 15% of recommendations. The 15% of 

recommendations that the experts disagreed on included guidelines that could be considered outside the scope of 

practice of homecare nurses (such as complex heart failure pharmacological interventions or planning of complex 

medical procedures).  

During the second revision (Delphi round), experts shared their arguments for including or excluding each of the 

disputed GL recommendations. After this round, 100% agreement on the recommendations was achieved and 9 

recommendations were excluded by a majority decision (three experts out of four). A detailed report on the process 

of consensus building will be presented elsewhere [24]. The finalized guideline included 153 recommendations. 

Based on source GL categories, our recommendations were divided into five groups (Generic- 50 recommendations; 

Minority populations-13 recommendations; Normal Ejection Fraction- 12 recommendations; Reduced Ejection 

Fraction- 63 recommendations; Co-morbidities- 24 recommendations) and further subgroups.  

Step 2: Generating computer interpretable nursing GL  

During the first two instructional online meetings, the knowledge engineer (ES) showed the clinical editor (MT) and 

team how to use the tool and build a GL for demonstration purposes. In the last meeting the clinical editor used 

Gesher, and the knowledge engineer observed the work and provided directions or suggestions, when needed. 

Later on, most of the work was conducted by the clinical editor and knowledge engineer. First, we needed to 

partially formalize the logic embedded in each of the GL recommendations. To accomplish that, we created a table 

where each of the GL recommendations was presented using a formal logical structure- see example in Table 1. We 

also defined - and disambiguated when needed- each of the GL concepts. For example, we used American Heart 

Association instructions to provide an explicit definition of the concept hypertension as a systolic blood pressure 

≥140 mmHg or a diastolic blood pressure ≥90 mmHg [25]. 

Table 1: Initial logical formalization of GL recommendations   

Source GL 

(section) 

GL Recommendation (free text) GL Recommendation (logical formalization) 

HFSA (6.6 

Recommendations 

for Diet and 

Nutrition) 

Document type and dose of 

naturoceutical products. Naturoceutical 

(e.g. ephedra, ephedrine, or its 

metabolites) use is not recommended for 

symptomatic HF patients. 

1. IF Heart Failure THEN document type and 

dose of naturoceutical products. 2. IF Heart 

Failure THEN recommend discontinue the use 

of naturoceutical products (e.g. ephedra, 

ephedrine, or its metabolites) 

HFSA (6.14 

Recommendations 

for Routine Health 

Care 

Maintenance) 

Recommend pneumococcal vaccine and 

annual influenza vaccination in all 

patients with HF in the absence of 

known contraindications.  

 1. IF Heart Failure THEN perform/recommend 

Pneumococcal vaccination AND 

perform/recommend annual Influenza 

vaccination 
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Next, we used Gesher to generate a semi-formal GL representation that included control structures such as 

sequential or parallel ordering of sub-plans. It was done using the “Hierarchical Plan Builder” interface in Gesher 

where expert clinicians are supposed to specify the procedural aspects of the GL. Figure 1 provides an example of 

our procedural knowledge specification. As presented, the "Nonpharmacologic Management and Healthcare 

Maintenance" sub-plan of the heart failure GL was composed of different parallel recommendations. Each of the 

recommendations was defined as pertaining to a certain type of clinical actions specified in Asbru (e.g. Education, 

Procedure, etc.- see Frame 1) and added to the hierarchical or parallel flowchart of suggested nurse actions (Frame 

2). For each recommendation or plan, properties such as “eligibility criteria” were defined, when needed (Frame 3). 

For composite plans including several GL recommendations, the procedural hierarchy (such as sequential or parallel 

order of recommendations) was also specified (Frame 4). Gesher enabled an explicit representation of a sub-plan 

hierarchy in a tree-view display (Frame 5). We also identified a list of declarative concepts that were further 

specified in the following section (Frame 6). 

Figure 1: Semi-formal guideline specification using the “Hierarchical Plan Builder” interface.  

At the next phase of the GL specification process, we specified the declarative concepts of the GL. Most of these 

concepts were textually defined during the GL preparation steps. We used Gesher’s specific interface called the 

“Knowledge Map”. This interface allowed us to describe each concept in the guideline by several available 

attributes. These attributes include a textual description; a description of the type of concepts; a description of the 

possible values; and a definition of temporal aspects such as the period during which a certain measurement of the 

concept value is valid in the context of applying this guideline (i.e., for how long is a specific measurement valid). 

For example, see the specification of the concept of hypertension on Figure 2. According to American Heart 

Association, hypertension is a high blood pressure defined as a systolic blood pressure ≥140 mmHg or a diastolic 

blood pressure ≥90 mmHg (ref) (Frame 1). The concepts and their relations are graphically displayed in the map 

area (Frame 2) and defined numerically (Frame 3). All the GL concepts were successfully specified.   
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 Figure 2: Guideline concepts specification using the “Knowledge Map” interface.  

 Finally, Gesher allowed us to easily present the hierarchical structure of the resulted GL. Figure 3 shows the tree 

view of the GL hierarchy (Frame 1) and the interactive flow-chart available for each of the created sub-plans (frame 

2).   

Figure 3: Interface for interactive exploration of hierarchical diagrams of clinical guidelines 

The final computer interpretable nursing specific heart failure GL included 167 recommendations, which is about 

9% more than the original expert consensus GL (that included 153 recommendations). We had more 

recommendations in the final GL product mostly because some of the original recommendations were further 

specified into several formal parts. For example, free text GL recommendation that stated “Document type and dose 

of naturoceutical products. Naturoceutical (e.g. ephedra, ephedrine, or its metabolites) use is not recommended for 
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symptomatic HF patients.” was divided into two recommendations on documentation and use of the naturoceutical 

products. The clinical editor invested an additional 10 hours to complete the GL.  

The final set of 167 recommendations consisted of: 102 (61%) drug related recommendations; 43 (26%) 

recommendations on observations (including lab results, clinical tests, physiological measures etc.); 20 (12%) 

education suggestions for heart failure patients; and 2 (1%) recommendations for procedures.   

Evaluation 

Most of the GL specification work was conducted through an active collaboration between the knowledge engineer 

and clinical editor. At each phase of the process, the quality of knowledge specification was also discussed between 

the team members. Clinical experts were consulted several times throughout the specification process. When the 

formalization process was completed, one of the experts evaluated the quality and consistency of knowledge 

representation in the final product. Qualitative criteria for guideline evaluation included: 1. the level of similarity 

between free text and computer interpretable guidelines and; 2. clarity and appropriateness of guideline language in 

the computer interpretable format. According to the expert’s opinion, the GL knowledge was adequately presented 

in the final product.    

Discussion  

The goal of this study was to examine the feasibility of nursing GL specification with a GL modeling language 

(Asbru), using a graphical framework for specification of clinical knowledge (Gesher). One of the study pre-

requisites was having a GL that is appropriate for the population of interest and setting. Unfortunately, no GL exists 

specifically for homecare nurses treating almost 2.8 million heart failure patients each year. To overcome this 

challenge, we combined a team of clinical experts that reviewed the potential guideline sources and decided whether 

these are applicable for homecare nurses. Because homecare nurses’ clinical responsibilities differ between states 

and settings, one of the major challenges of the GL review process was to generate a generalizible set of 

recommendations. Our goal was to generate a widely applicable set of heart failure nursing specific guidelines that 

should be reviewed and customized by local nurses in each particular state and home health agency.  

 

After an initial Delphi round, experts’ opinions were split on 15% of the recommendations mostly because of 

unclear boundaries of nursing scope of practice. To resolve that, we asked our experts to select recommendations 

based on an “ideal” world situation in which nurses are allowed to practice to the full scope of their practice. We 

also underlined that our GL are intended to be used in an electronic format as a form of clinical decision support, 

ideally at the point of care. Although currently there are no legislative acts requiring nurses in home health to use 

clinical decision support systems (the Meaningful Use regulation focuses mostly on inpatient or primary care 

settings), it is expected that in the near future those tools will become a necessity, if not a requirement. Our approach 

to GL review resulted in a comprehensive, hierarchical, nursing specific heart failure GL that included 153 

recommendations on clinical assessments, treatments and pharmacological aspects of care. This was the longest step 

of our process that took approximately 6 months.     

The next phase focused on preparing GL for integration into a computer interpretable format. At this step, we 

partially formalized the logic embedded in each of the GL recommendations and defined GL concepts. This 

preparation phase was also time consuming because we needed to consult with our clinical experts on the explicit 

definitions for each of the GL concepts. With the directions from experts, our team was able to explicitly define and 

logically represent the vast majority of GL concepts and recommendations. This step lasted approximately 2 months. 

During the next phases, we used Gesher to further specify the resulting heart failure GL. The clinical editor that 

conducted most of the GL specification, was a PhD student and had some experience in the field of health 

informatics, however, he never used Gesher before this project. The three online introductory meetings provided the 

clinical editor with a sufficient set of tools to use the software. Later on in the process, we conducted weekly 

meetings to overview the progress and quality of the knowledge specification process.  

We did not encounter any major issues during the creation of semi-formal GL representation. Using Gesher’s tools, 

such as the “Hierarchical Plan Builder”, enabled us to gradually specify the heart failure nursing GL. Also, Gesher 

offered intuitive and relatively easy to use tools to generate Asbru based, hierarchical GL. We constructed a rich set 

of ordering of GL sub-plans some of which were sequential, parallel, or periodical (as defined in Asbru). The 

hierarchical structure of the GL was further enhanced by the ability to specify eligibility criteria (or filter condition 
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in Asbru) for each of the recommendations. For example, some recommendations were intended only for elderly 

patients or patients with severe heart failure (New York Heart Association class III or IV).   

The “Knowledge Map” interface allowed us, in a reasonable time, to represent, examine and confirm all the GL 

concepts. The relatively easy specification of the guideline concepts can be also explained by the physiologically 

oriented focus of the heart failure GL. Most of the recommendations were based on physiological phenomena such 

as blood pressure or cardiac arrhythmia. Future work is needed to fully understand the applicability of similar tools 

to enable specification of more holistically oriented nursing concepts, such as grief or patient’s motivation for self 

care. Overall, the project of CIG creation lasted about 11 months with the longest step being the experts’ consensus. 

The Gesher software is available for a licensed use (for more details contact erezsh@bgu.ac.il).   

The quality of knowledge integration was adequate, according to the expert’s opinion. The experienced knowledge 

engineer was also satisfied with the final product. However, because of the exploratory nature of our project, no 

further attempts to evaluate CIG quality were implemented. Similar projects might require a more thorough expert 

evaluation, preferably by an interdisciplinary group of experts including academics, practicing clinicians and 

knowledge engineers). Another possible scenario is evaluation of the project through application of the CIG to a 

series of comprehensive case studies that include wide range of practical clinical cases.     

In the upcoming final step of our project, we will encode our semi-formal CIG to a fully formal, standardized format 

using one of the 13 American Nurses Association recognized standardized nursing terminologies. Our terminology 

of choice is the Omaha System, a well established terminology developed through more than three decades of 

research and refinement [26]. This terminology is particularly applicable for the needs of our project as it focuses on 

care provided in community-based settings. The Omaha System is currently used in many electronic health record 

products internationally and in the U.S. to provide a standardized interface representation and reference mapping for 

nursing care. It is also integrated into the U.S. National Library of Medicine Unified Medical Language System 

(UMLS) and the Systematized Nomenclature of Medicine Clinical Terms (SNOMED-CT) [26]. This final step is 

necessary to enable standardized representation of our heart failure CIG at the point of care for nurses. We are also 

considering several homecare venues for implementation of our heart failure CIG as a clinical decision support tool 

for nurses.  

Limitations 

Our project is not without limitations. First, the original guideline created as a result of experts consensus, might be 

biased by experts’ opinions. Also, the resulted CIG was physiologically oriented (i.e. focused on biological 

measures such as blood pressure and sodium blood levels) while only a few more abstract and holistic concepts, 

such as grief, were integrated into the final CIG. More research is needed to understand the applicability of the 

current tools to integrate these concepts into CIG. Lastly, we examined the feasibility of nursing CIG creation using 

only one modeling language (Asbru) and one graphical application for GL knowledge specification (Gesher), thus 

the generalizibilty of our findings might be limited.      

Conclusions 

This pioneering study demonstrates the feasibility of integrating nursing specific guidelines into a computer 

interpretable format using readily available tools. First, our team was able to achieve experts’ consensus on the 

relevant heart failure homecare nursing GL. Then we generated a complex, hierarchical and time-oriented computer 

interpretable GL using Asbru as a GL modeling language and Gesher as a graphical tool for gradual knowledge 

specification. Both of the tools proved sufficient and enabled us to create an adequate GL knowledge representation. 

Future work should explore the applicability of the tools for nursing specialties other than heart failure and develop 

methods for comprehensive quality evaluation of the resulting computer interpretable guidelines.    
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Introduction and Background: Meaningful Use regulations have established a basic set of 

requirements needed to demonstrate effective use of health information technology. Although home 

health agencies provide care for more than 10 million patients every year in the United States (US), 

Meaningful Use has not yet been required in home health settings. This creates an opportunity to 

study health information technology adoption and use in home health to inform future information 

technology practice and policy decisions. This qualitative study is one of the first to explore the 

current state and challenges of patient information exchange during admissions to home health 

agencies. 

Methods: Semi-structured interviews were conducted with a purposive sample of 12 experienced 

home health agency managers and intake nurses from nine agencies of different sizes and in four 

geographic regions of the US (West, Mid-West, North-East and South). Interviews focused on 

exploring issues and challenges around patient health information exchange during admission to 

home health agencies. A total of 19 hours of interview transcripts were exhaustively coded to reveal 

themes, aided by software for qualitative analysis (ATLAS.ti). Member checks were conducted to 

validate the results. Themes illustrated by quotes are presented in the results.  

Results: Three themes emerged: 1. Lack of electronic information exchange- most commonly, patient 

information was exchanged between hospitals, community clinics and home health agencies by fax or 

phone. Few agencies had access to electronic patient data and none of the information exchanges 

were fully electronic. Participants suggested that in many cases “…it’s like pulling teeth trying to get 

information for our clinical teams” and felt that “…the problem with home care electronic medical 

records is that they don’t talk to anybody else… we’re all in our own little island.” 2. Incomplete 

patient information- in general, nurses reported that “our ability to give care is limited if we don’t 

have the whole picture.” In many cases patient information was incomplete, most commonly patient 

social factors upon home health admission. Several nurses reported that patients were discharged 

without an appropriate assessment of availability of a caregiver, leading to the following situations: 

“…so the ambulance drops off the patient and there they sit, can’t get out of bed and there’s nobody 

there to care for them.” Information was also missing on patient’s medical condition or equipment 

needed, “Only 30% of the time we do have a complete history and physical, medication list and very 

clear direction on what referring physicians want.” 3. Non-relevant or excessive information- in some 

cases, information was excessive, “You get like a story of what has happened in hospital and that’s a 

problem…it’s not really a snap shot of a patient at discharge.”   

Discussion and conclusions: Alarming findings on poor quality of patient information exchange, 

although not generalizable for the entire population of US home health agencies, require further 

investigation. In light of increasing efforts to improve care coordination, healthcare stakeholders 

(researchers, government agencies and electronic health record vendors) should pay more attention to 

creating usable solutions to enable the exchange of necessary, accurate, and complete information. 

Hospitals and primary care providers should use standards (e.g. Continuity of Care Document by 

HL7, standardized medical and nursing terminologies) to provide comprehensive and relevant patient 

information.   
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Introduction:  

CVX and MVX are HL7 Standard code sets, maintained by the National Center of Immunization and 
Respiratory Diseases (NCIRD), of the Centers for Disease Control and Prevention (CDC). The National Drug 
Code (NDC) is a universal product identifier for human drugs, and is produced and maintained by the Food and 
Drug Administration (FDA). RxNorm is a drug nomenclature maintained by the NLM, designed to help make 
pharmacy data interoperable, and is in the public domain. CVX codes (HL7 Table 0292) are used in HL7 
messaging to transmit data for vaccinations given, usually from an Electronic Medical Record (EHR) system, to 
Immunization Information Systems (IIS). NDCs are often used in pharmacy systems for labeling, tracking, and 
inventory purposes, and so mapping from NDC to CVX is useful to translate the vaccine data from an EHR, for 
example, to an IIS. This poster presents our experience mapping CVX codes to RxNorm RXCUIs, using the 
NDC to CVX mappings from CDC.  

Approach:  

CVX codes were downloaded from the CDC website and mapped to RxNorm RXCUIs using RxNorm data from 
the March, 2013 version. Using the NDC to CVX mapping provided on the CDC’s website, we queried the 
RXNSAT table to find the associated RXCUIs. With only 5 exceptions, the NDCs linked to Semantic Branded 
Drug (TTY = SBD) RXCUIs, which are clinical drugs that include a brand name. Of all RxNorm term types, 
SBDs are closest to NDC in terms of concept granularity.  

All of the 93 NDC codes provided by the NDC to CVX file were found in RxNorm’s set of NDCs (SAB = 
RXNORM), and all but 5 of the NDCs were associated with SBDs in the RXNSAT table. One NDC, mapped to 
the CVX code for DTaP-Hib, was found on a Branded Pack term type (TTY = BPCK), and four NDCs were 
associated with SCDs in the RXNSAT table.  

Some CVX codes were associated to more than one NDC code. For example, CVX code 43, with the meaning 
of hepatitis B vaccine, adult dosage, is manufactured by more than one company, so there are 2 NDCs 
associated , and each of them is associated with a unique SBD in the RXNSAT table. In the NDC to CVX 
mapping file, 38 CVX codes had some form of NDC associated, whether it was an 11 digit NDC, or just the 
labeler and product segment of the NDC. The remaining 115 CVX codes had no NDCs, most of which had and 
an inactive status, so an attempt to manually map them to RXCUIs was made. Of these 115, RXCUIs of the 
ingredient term type (TTY = IN) were found and mapped to 24 of them, leaving 91 CVX codes for which 
RxNorm did not have an acceptably close concept to map. For 19 of these 91, the reason there was no 
mapping possible in RxNorm was because the CVX codes were specifically to be used for historical 
vaccination records, and so were ambiguous in meaning, relative to RxNorm vaccine concepts. Presumably 
most or all of these could be mapped at the ingredient level in RxNorm if the historical designation was ignored.  

Discussion:  

To help facilitate interoperability among various clinical information systems, it would be helpful if CVX and 
MVX were mapped to a standard pharmacy terminology, like RxNorm. Because the set of CVX codes is fairly 
small, it would be a relatively simple matter to keep a CVX to RXCUI mapping table maintained and available 
on the CDC website. 
NDC to CVX mappings are useful when translating from the pharmaceutical vaccine product level information 
to the less granular vaccine concept that a CVX code represents, although the NDC is problematic when used 
as a standard drug code. 
References: 
United States. National Institutes of Health. U.S. National Library of Medicine. U.S National Library of Medicine. 
U.S. National Library of Medicine, 05 Dec. 2011. Web. 14 Mar. 2013. 
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Abstract 

Military healthcare professionals are required to document their treatment., which must  be available throughout the 

continuum of care until it reaches the permanent electronic health record.  In this study, we compare two technologies 

to perform US Army  field medical triage data capture:    The BMIST personal digital assistant, currently in use with 

the Army, and Adapx’s digital pen and paper solution.  In a simulated field triage situation at the Madigan Army 

Hospital Medical Simulation and Training Center (MSTC), we  compared medics’ use of the technologies  on speed of 

entry, amount of data entered, help requests, self-correction, validation, overall workflow, errors, and user preference.  

The results showed that the digital pen and paper solution was 55% faster, easier to learn, supported more 

comprehensive documentation , and was more flexible than the BMIST system.  Further, users showed a clear 

preference for the digital pen and paper as compared to this PDA for field triage and mass casualty documentation.    

Introduction and background 

Despite the US Army’s providing digital tools, point-of-injury documentation for wounded soldiers is still 

largely an improvised affair.  Although the Army has provided medics with a rugged PDA (called the BMIST)  that 

updates the theater medical records system, medics still prefer to document either on paper, or directly on the wounded 

soldier’s uniform or bandages.  In either case,  legible documentation most often does not arrive at the next level of 

care, leaving the patient susceptible to repeat procedures and/or loss of veterans’ benefits.  The present study compared 

the use of digital pen and paper technology for ease of documentation with use of the PDA. 

Method 

Eighty-one medics engaged in their “Table VIII” mass casualty scenario and tactical trauma certification class at 

the MSTC were equally trained  to use both the BMIST and a digital pen to fill out the standard Army triage form 

called the Tactical Combat Casualty Card (TC3).  Medics were randomly assigned to use a device for their care 

documentation during their final field exam.   The study measured time to train, time to complete the form, # of fields 

filled, # of help requests, errors, and self-corrections.  Medics also completed a 13-question 5-pt Likert scale survey.  

Results and discussion 

Medics required on average 5:58secs (SD=2:18) using the PDA, vs 2:42secs (SD=1:06.8) (independent sample t-

test t(38)=7.25, p=1.13E-08) using the digital pen to fill out the TC3 form.  The pen also led to more injury markings 

on the body diagram, and to more flexible field filling (e.g., pulse: “slow”) when under  time pressure.  74% of PDA 

users refused to self-correct because the user interface was too cumbersome.  In the field, no digital pen users asked 

for help, while 100% of PDA users did so.  Re. error rates, on average 1 slot per digital paper form contained a hand-

writing recognition error, and the free text word error rate was 6.5%.  Regarding the survey: Medics who used the 

digital pen found it easy to use (Mean=91%, SD=4%) as compared to the medics using the PDA (M=40%, SD=10%) 

(t(11)=3.34, p=0.006). Medics who used the digital pen did not find the device cumbersome (M=76%, SD=5%), as 

compared to the medics who used the PDA (M=37%, SD=10%), t(12)=3.07, p<0.01.  More medics who used the 

digital pen found it to be triage appropriate (M=76%, SD=1%) as compared to the medics who used the PDA 

(M=23%, SD=6%), t(12)=5.4, p=0.0002). Further, more medics who used the digital pen agreed that it is mass 

casualty appropriate (M=76%, SD=5%) as compared to those using the PDA (M=17%, SD=4%), t(12)=5.3, p=0.0002. 

Conversely, medics who used the PDA disagreed that it is mass casualty appropriate (M=66%, SD=9%) as compared 

to the digital pen (M=7%, SD=2%), t(12)=5.2, p=0.0002.   

We conclude that the digital pen is more appropriate to Army field medical data collection than is this PDA.  In 

battlefield conditions, a >3-minute speed advantage in documentation time could be decisive in having any 

documentation at all. Finally, we suggest that other handheld devices similar in size and user interface to the PDA will 

have many of  the same difficulties for data entry.  

                                                           
1 This research was funded by the US Army’s Telemedicine and Advanced Technology Research Center (Contract W81XWH-10-2-0034) 
2 Ms. Trapp-Petty performed this research while employed at Adapx, Inc. 
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Abstract 
Public health officials use syndromic surveillance systems to facilitate early detection and response to infectious 
disease outbreaks.  Emergency department clinical notes are becoming more available for surveillance but present 
the challenge of accurately extracting concepts from these text data. The purpose of this study was to implement a 
new system, Emergency Medical Text Classifier (EMT-C), into daily production for syndromic surveillance and 
evaluate system performance and user satisfaction.  The system was designed to meet user preferences for a 
syndromic classifier that maximized positive predictive value and minimized false positives in order to provide a 
manageable workload.  EMT-C performed better than the baseline system on all metrics and users were slightly 
more satisfied with it.  It is vital to obtain user input and test new systems in the production environment. 
 
Introduction 
The purpose of this study was to implement a new system, Emergency Medical Text Classifier (EMT-C), into daily 
production for syndromic surveillance and evaluate system performance and user satisfaction.  EMT-C was initially 
developed to extract infectious disease concepts from triage nurses’ notes in emergency department visit records, 
and was previously tested in the laboratory setting and shown to improve classification accuracy over traditional 
information extraction methods (Mahalingam, Mostafa, Travers, Schwartz, Haas, Waller, submitted).  In order to 
implement EMT-C into daily production, we modified it to extract concepts from multiple data fields (notes, chief 
complaints and temperature), classify visit data batched twice daily during uploads to the syndromic surveillance 
system, and address user workload issues. 
 
Syndromic Surveillance Using ED Textual Data  
Public health officials are increasingly reliant on syndromic surveillance systems to facilitate early detection and 
response to acute infectious disease outbreaks.  These systems utilize routinely collected data from electronic health 
records that are timely, population based and electronically available.  A commonly used source of such data is 
emergency department (ED) visits.  A variety of ED visit data elements have been evaluated for use in syndromic 
surveillance (Table 1). 
 

Table 1. Emergency department visit data elements used for syndromic surveillance 

Data element Description Size Availability Timeliness 

Diagnosis Final diagnosis(es) assigned 

by provider at end of visit 

Coded using 

ICD-9-CM 

Widely available Delayed 

Temperature Temperature measured in 

emergency department 

Integers Not widely available Immediate 

Chief complaint Brief description of the 

patient’s primary symptom(s) 

Few terms Captured electronically  by 

most EDs 

Immediate 

Triage nurse’s note Expanded history of present 

illness 

Paragraph Becoming more available 

electronically 

Immediate 

Travers, Waller, Haas, Lober, Beard (2003) 

 
Though accurate, diagnosis data are often not available for several days/weeks, so are typically not utilized in 
syndromic surveillance2 (Travers, Barnett, Ising, Waller, 2006).  The temperature measured in the ED is also 
accurate, but is not widely available in electronic form in syndromic surveillance systems and doesn’t indicate the 
body system affected (respiratory, gastrointestinal). Chief complaint (CC) data are timely and widely available, and 
are utilized by most syndromic surveillance systems.  However, the CC field may contain only one term and thus 
can lack the rich information available in the longer triage nurses’ notes. Table 2 illustrates this with three 
syndromic surveillance records that all have a chief complaint of fever.  When a triage note is added, the records 
meet three different syndrome definitions. 
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Table 2. Triage note improves sensitivity of syndromic surveillance over chief complaint data 

Chief Complaint Triage Note* Syndrome  

Fever amb c/o yest fever 102, n/v.today just general aches Gastrointestinal  

Fever 27 yo male, c/o cough and SOB x1 wk. Denies wheez.Yellow sputum. Respiratory  

Fever Rash on chest, spread to back, abd & neck.  Fever today with back pain. Aches. Fever Rash  

*Information from triage note that triggered positive syndrome classification is in bold 

 
A key to effective use of ED symptom data for syndromic surveillance is the accurate classification of symptoms 
that are often recorded in textual form.  However, standards are not in place for codification of these data, so 
syndromic surveillance systems require methods for processing clinical text.  Triage notes are now becoming more 
available in electronic form, and adding triage notes increases the sensitivity of outbreak detection because of the 
additional symptom data.  In a consensus recommendation published by the CDC, triage notes have been 
recommended as part of the minimum data set of electronic health record data to include in syndromic surveillance 
systems for support of meaningful use (CDC, 2012).  Though not all EDs have electronic triage notes available, we 
found in a previous study that a disproportionate percentage of visits that are flagged as positive for one or more 
syndromes in surveillance reports include a triage note (46%)3 (Ising, Travers, MacFarquhar, Kipp, Waller, 2006).  
In another study, we found that the sensitivity for acute respiratory surveillance went from 13% without a triage note 
to 35% with a triage note (Scholer, MacFarquhar, Sickbert-Bennett, Kipp, Travers, Waller, 2006).  
 
Even when triage notes are available, current syndromic surveillance methods generate suboptimal results because 
of lexical and syntactic variation in triage notes used for syndromic surveillance. For example, triage note search 
methods result in both false positives (e.g., no vomiting or fever generates a signal) and false negatives (the system 
misses variants such as V/D for vomiting and diarrhea, fvr. for fever, or misspelled terms like dierhea), limiting the 
utility of the data for syndromes such as infectious gastroenteritis. Tools are needed to address the variation in 
symptom terms in ED data in order to improve the accuracy of syndromic surveillance.  Natural language processing 
tools have been used for concept extraction from semi-structured clinical data (e.g., dictated reports that contain 
headings, etc.) but there has been limited application of these techniques to unstructured ED triage notes.   
 
Syndromic Surveillance System The North Carolina Disease Event Tracking and Epidemiologic Collection Tool 
(NC DETECT) provides clinical data for syndromic surveillance as part of a statewide system to detect and respond 
to infectious diseases outbreaks (Waller, Scholer, Ising, 2010).  The system assists public health officials in early 
identification of the onset of disease outbreaks, and provides information about the geographic distribution and 
spread of disease and the demographics of infected persons, enabling public health officials to implement control 
measures earlier than with traditional disease surveillance methods. The sources of data in NC DETECT include 
emergency departments, the statewide poison center, ambulance services, the state Department of Public Instruction, 
and select urgent care centers.   
Major users of NC DETECT are public health epidemiologists with the NC Statewide Program for Infection Control 
and Epidemiology, who are based at the 11 largest hospitals in NC and collectively monitor data for 65% of all ED 
visits in the state.  Other users are epidemiologists with the North Carolina Division of Public Health (DPH)’s 
Communicable Disease Branch, who query the system daily to: 1) monitor infectious diseases and community-
acquired infections of special interest, 2) perform syndromic surveillance, 3) initiate outbreak investigations, and 4) 
monitor public health threats, including disease outbreaks and disasters.  Other users include epidemiologists in 
other branches of the NC Division of Public Health and divisions of the NC Department of Health and Human 
Services, as well as communicable disease nurses and epidemiologists in local health departments around the state.   
Hospital infection control professionals and ED clinicians and administrators also use the system to monitor patients 
at their hospital EDs.  Additionally, the State Center for Health Statistics provides a link to the NC DETECT web 
portal and refers requests for ED data reports to NC DETECT. 
 
The NC DETECT Web application includes syndromes for acute infectious diseases, chronic diseases and injuries 
(NC DETECT, 2013).  The infectious disease syndromes include acute gastrointestinal illness, influenza-like illness 
and fever-rash illness, among others.  Users can view daily trends for these syndromes and the system will flag any 
aberrations, i.e., higher than expected counts, based on comparison to a moving average from the very recent past.  
Aberrations are detected using a CUSUM algorithm developed by the CDC (Hutwagner, Thompson, Seeman, 
Treadwell, 2003).  
 
Emergency Medical Text Processor (EMT-C) 
For this project, we evaluated a new natural language processing system, Emergency Medical Text Classifier (EMT-
C).  EMT-C was designed to address the complexity of ED triage notes and extract key symptom concepts using a 
combination of heuristic and statistical natural language processing modules.   Our research team developed and 
tested EMT-C v.1 in a laboratory setting previously (Mahalingam, Mostafa, Travers, Haas, Waller, 2012; 
Mahalingam et al., submitted).   
 
In the laboratory setting, EMT-C v.1 was tested on a manually annotated set of NC DETECT records (Scholer et al., 
2007) and achieved improved sensitivity (Se) (0.77) while maintaining acceptable specificity (Sp) (0.85) over the 
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standard NC DETECT query method (“baseline”) (Se 0.28, Sp 0.97).  However, we found that EMT-C v.1.1 was not 
as effective in identifying true positives and thus had worse positive predictive value (PPV) over baseline (EMT-C 
0.18 versus baseline 0.28).  EMT-C maintained a high negative predictive value (NPV) (EMT-C 0.99 versus 
baseline 0.97).  
 
The ultimate evaluation of any system comes when it is actually used in production.  In this project, our team sought 
to make adjustments to improve classification, such as incorporating term weighting, we also needed to adjust the 
design of EMT-C to better fit the production setting.  These issues included adapting the system to handle the 
smaller daily batches of ED visits as they are uploaded to NC DETECT (as opposed to testing on a fixed corpus) and 
dealing with the variation in processing accuracy on records both with and without triage notes.   
 
EMT-C is both a pre-processor and classifier, and incorporates both heuristic and statistical natural language 
processing (NLP) methods.  The system utilizes heuristic tools from our previously-developed pre-processing 
system, Emergency Medical Text Processor (EMT-P) which is used in several surveillance systems (Lu,, Zeng, 
Trujillo, Komatsu, Chen, 2008; Travers & Haas, 2004) and from analysis of fever and GI terms in NC DETECT 
triage notes and chief complaints (Travers, Haas, Waller, Crouch, Mostafa, Schwartz, 2010).  EMT-P is a pre-
processor that employs linguistic methods to clean CC’s with the goal of matching a standardized term from the 
Unified Medical Language System (Conway, Dowling & Chapman, 2013).  The statistical NLP method used in 
EMT-C incorporates vector-space modeling.  The vector-space model for classification requires generation of 
numeric arrays (vectors), whereby each element in the array represents the presence or absence of key terms relevant 
to the processed content.  The key terms are pre-identified and placed in a dictionary (sometimes referred to master 
term list in the literature) and the content is matched against the dictionary to generate the vector.  Numeric values 
can be either binary or weighted depending on the degree of precision desired.   
 
EMT-C was designed so that the individual syndrome, e.g. GI, and the triage notes were represented as vectors of 
equal length and the Similarity Value between these vectors were computed using the cosine similarity metric. The 
master term list used by EMT-C was comprised of syndrome-specific and constitutional terms from the NC 
DETECT GI syndrome case definition and from our previously-developed pre-processor, EMT-P.  Additional terms 
were found through a term frequency-inverse document frequency (tf-idf) analysis computed on syndrome-positive 
data.  For each ED visit, a query vector was generated based on the presence or absence of each term.  The use of 
EMT-P’s misspellings and synonyms modules provided additional help in determining each term’s presence by 
standardizing syndrome-related terms.  Cosine similarity values were computed between the document vector and 
all query vectors.  The similarity values were considered analogous to the likelihood of a visit being syndrome-
positive, with the average of these values acting as a threshold for positive/negative classification. A high similarity 
threshold value made assignment to the syndrome category more stringent and rare, and alternatively, by using a low 
similarity threshold value assignment to the syndrome category is made easier and potentially more frequent.  
Varying the threshold value allowed us to tune the classifier for lower or higher Se, Sp, PPV, or NPV.    
 
Methods 
The goal of this project was to prepare EMT-C for production and then implement it as a user-centered system that 
could best meet the needs of the Public Health Epidemiologists who use NC DETECT on a daily basis.  We 
deployed EMT-C for one syndrome, Acute Gastrointestinal Illness (GI) syndrome classification in parallel with the 
current (baseline) GI classifier in use for NC DETECT. The evaluation included analyses of performance data as 
well as user feedback in narrative form.  
 
EMT-C Revision Phase 
In order to prepare the system for implementation into the production environment for NC DETECT, we made 
iterative revisions to the design of EMT-C.  We assessed each version by processing samples of production data that 
included ED records with and without triage notes.  We then tested each version by comparing the GI classifications 
from EMT-C to those of the baseline system using a manually classified dataset of 3353 records containing gold 
standard ratings by experts (Scholer et al, 2007).  As we prepared EMT-C for implementation into production, we 
encountered several issues that affected the design of the system.  These included a shift in user preferences for 
system performance, the need for term weighting, variation in the size of data uploads, and different challenges in 
processing records with and without triage notes.   
 
User Input:  Based on pilot triage note research at NC DETECT (Ising et al., 2006), our initial focus with this 
project was on maximizing Sensitivity (Se), which involves True Positives (TP) and False Negatives (FN).  Our first 
revision, EMT-C v.1.4a, achieved a Se of 0.60 but the PPV dropped to 0.17 (see Table 3).  After seeking input from 
the public health epidemiologists who use NC DETECT for syndromic surveillance, we learned that they preferred 
minimization of False Positives (FP), as those are resource-intensive to investigate. That is, for GI, the users would 
prefer to be given a smaller number of records (True and False Positives combined), even with the risk of missing 
some relevant ones (False Negatives). Based on this user input, we modified EMT-C again, seeking to optimize PPV 
because it emphasizes True Positives (TP) and diminishes False Positives (FP).  The resulting EMT-C v.1.4e 
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favored PPV over Se while maintaining excellent Sp and NPV (Table 3).  Given these results, we chose to 
implement EMT-C v.1.4e. 
 

Table 3.  Performance of EMT-C v.1.4e compared with baseline  

 BASELINE 

Syndrome Queries 

EMT-C 

v.1.4a 

EMT-C 

v.1.4e 

Sensitivity: 0.28 0.60 0.18 

Specificity: 0.97 0.88 0.99 

Positive Predictive Value: 0.28 0.17 0.41 

Negative Predictive Value: 0.97 0.98 0.97 

n=3353 from BioSense Gold Standard Set (manually annotated), weighted to N=2,418,167 
 
Term weighting:  We incorporated term weighting into EMT-C to help improve performance. The baseline system is 
essentially a query written in Structured Query Language; the query terms representing the syndrome are either 
present or absent in the ED record. There must be at least one constitutional (e.g., fever, aches) and one syndrome-
specific (e.g., vomiting, diarrhea) term present, but no term weights are used; all terms are considered to be equally 
informative. In contrast, EMT-C is based on the vector-space model, which allows term-weighting; terms that are 
considered to be highly indicative of the syndrome can receive a higher weight than those that are less so. For 
example, although weak, lethargic, and nausea* are symptoms of GI, they are also associated with many other 
conditions and are not specific to the GI syndrome. In contrast, diarrhea, vomiting, and dehydrat* are strong 
indicators of GI while introducing minimal noise from other illnesses. Domain experts from the research team 
assigned weights to each term in the syndrome vector. The effect of these weights is that only one or two highly-
weighted terms are needed to pass the Similarity Value threshold and be classified as GI, but a record must contain a 
greater number of weaker terms to do so. This prevents a record containing only two less specific terms (e.g., dizzy, 
weak) from being classified as syndrome positive, while a record containing two highly weighted terms (e.g., 
diarrhea, dehydrat*) would be classified as syndrome positive. 
 
Daily batches of data:  In designing EMT-C v.1.4e, we also dealt with a problem related to batching of data as it is 
uploaded into NC DETECT.  EMT-C computes threshold values based on the average Similarity Value of processed 
records.  In the production system, ED visit data are processed in batches twice daily, and the batches can vary 
significantly in size.  With a very small batch, or a batch that contains few syndrome-related records, the resulting 
low threshold value would open the possibility of flagging numerous false positives.  To correct this, a minimum 
threshold (0.14) was set as added insurance against broadly flagging records positive.  Furthermore, adding the 
requirement of a syndrome-positive visit needing both constitutional and syndrome-specific terms added 
supplementary protection.   
 
Records with and without triage notes:  Another design decision was also driven by the realities of working with ED 
records in the context of the production system of NC DETECT.  EMT-C v.1 development was based only on ED 
records with triage notes (TNs), leveraging the additional terms they contain. In practice, however, only about 30% 
of ED records submitted to NC DETECT currently contain TNs; the chief complaint (CC) is the only text field in the 
remaining 70%.  EMT-C performance declines for CC-only records. We tested a two-path system that used the 
baseline system for CC-only records and EMT-C for those records with TNs, but performance was no better than 
EMT-C alone. Thus, we decided to use the simpler, one-path design. 
 
Evaluation Phase 
Syndromic Surveillance Data Analyses 
Number of records classified as GI positive:  To evaluate the performance of EMT-C in the production environment, 
we compared the classification of the baseline system to EMT-C v.1.4e and calculated the number of daily GI 
syndrome-positive records.   
Manually reviewed sample:  We also calculated Se, Sp, PPV and NPV for a sample of records that were manually 
classified by two subject matter experts.  For this review, experts saw the full NC DETECT record for each ED visit, 
which included diagnosis.  The diagnoses are typically not available in real time to the epidemiologist users because 
of delays in data entry from participating EDs (Travers et al., 2006). The manually reviewed sample was composed 
of a random set of 500 records drawn from NC DETECT during the post-implementation phase of 1-10 to 1-30-
2013.  In an attempt to ensure inclusion of GI syndrome-positive records, we “pivoted” around a Similarity Value 
that is slightly near but under typical EMT-C thresholds (pivot value=0.20, while thresholds have typically been 
0.21-0.22).  Records with similarity values below the pivot point are considered unlikely to be positive, and those 
above considered likely to be positive.  We then computed the total number of records below the pivot point, and 
total number of records at or above it. From the N=273,409 records under consideration, the final stratified random 
sample included 250 records from each category, for a total of 500 records.  The ratio of the 250 records to the total 
number of records in each respective category provides the inverse of the weighted value for each record.  In other 
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words, a record’s weighted value is determined by whether or not it is in the “likely” or “unlikely” sets, and the 
weighted values were incorporated into the calculation of Se/Sp/PPV/NPV.  For our sampling, there were 
N=123,779 records in the “low” category and N=149,630 in the “high” category.  Hence, the weights were 
computed as follows:   

w[high ]= 149,630 / 250 = 598.52 
w[low]=  123,779 / 250 = 495.12 

 
User Evaluation 
Survey:   The user evaluation was comprised of an anonymous pre- and post-implementation survey sent to the 
public health epidemiologists (PHE) who use NC DETECT daily as part of their surveillance duties.  Prior to each 
survey distribution, research staff met with the PHE users to discuss survey instructions and the method used to 
identify false positive GI classification during the study period.  Users were also reminded of the case definition for 
the GI syndrome. Both surveys asked users for their opinion of 4 aspects of performance for the surveillance 
classification system they used (baseline in the pre-implementation survey and EMT-C v.1.4e in the post-
implementation survey). 

 Accuracy of classifications (1 = very inaccurate, 5= very accurate) 
 Ease of interpretation of syndrome data (1 = very difficult, 5 = very easy) 
 Omission of information from classification results (1 = never, 5 = always) 
 Provision of needed information in classification results (1 = never, 5 = always) 

These aspects were identified, from discussions with users, as being important in terms of contribution of 
surveillance data to their work-flow and decision-making.  Users were also asked to rate their overall satisfaction 
with the system. In addition, the post-deployment survey asked users to compare performance of EMT-C with that 
of the baseline system along the same aspects. 

 Accuracy (1 = much less accurate, 5=much more accurate) 
 Ease of interpretation (1= much more difficult, 5 = much less difficult) 
 Omission of information (1 = much less often, 5 = much more often) 
 Provision of needed information (1 = much less often, 5 = much more often) 

Users were invited to provide examples and other comments about the systems in both surveys.  A link to the pre-
implementation survey was sent via electronic mail to the 11 Public Health Epidemiologist users in February 2012, 
and the link to the post-implementation survey was sent to the 9 users from February 2013. Two PHE positions were 
vacant at the time of the second survey.   
 
False positive records:  In the post-EMT-C implementation period, we also collected user feedback on specific ED 
records classified by EMT-C and the baseline system. Users could flag and comment upon NC DETECT records 
classified as GI positive by either the baseline system, EMT-C, or both, that the users considered to be potential or 
actual false positives (FP). A record could be flagged as a definite FP ("yes"), a possible FP ("maybe") or one about 
which there was some other question or concern ("other").   
 
Results 
The EMT-C v.1.4e GI syndrome was implemented into production at NC DETECT in parallel with the baseline 
system GI syndrome on January 1, 2013.  We collected post-implementation syndromic surveillance data from 
January 10-30,

 
2013.  We evaluated user feedback on the baseline GI syndrome from February 2-23, 2012 and on 

the EMT-C v.1.4e GI syndrome from January 10-30, 2013. 
 
Syndromic Surveillance Data Analysis 
There were 268,987 ED visit records included in NC DETECT for the study period of 1/10/13-1/30/13. The EMT-C 
generated Similarity Values for those dates ranged from 0.01 to 0.60, with thresholds varying between 0.20 and 
0.23.  
Number of records classified as GI positive:  Of all 268,987 records in NC DETECT during the post-EMT-C 
implementation study period, 6,479 (2.4%) records were classified as GI syndrome positive:  3,768 (1.4%) by the 
EMT-C system and 6,025 (2.2%) by the baseline system.  3,314 of those records were classified as positive by both 
EMT-C and the baseline system.  These results are displayed graphically in Figure 1.    
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Figure 1.  GI positive records classified by EMT-C v.1.4e & baseline  

 
Total N=6479 ED records from 1/10/13-1/30/13 that were classified positive for GI Syndrome 

 

Manually reviewed sample:  In the manual classification of the 500 records by the two subject matter experts, we 
found 86.4 % agreement with a kappa of 0.55 (95% CI 0.47-0.64).  The experts met and came to consensus on 
classifying the remaining records as true positive or true negative.  Statistical analyses of the performance of the 
baseline and EMT-C systems on the 500 records reviewed are shown in Table 4.   
 

Table 4.  Performance of EMT-C v.1.4e compared with baseline  

 EMT-C Baseline System 

True Positives: 70 61 

False Positives: 62 75 

False Negatives: 21 30 

True Negatives: 347 334 

Sensitivity: 0.79 0.69 

Specificity: 0.83 0.80 

Positive Predictive Value: 0.53 0.46 

Negative Predictive Value: 0.94 0.91 

n=500 records, weighted to N=273,409, reviewed by subject matter experts  

 

User Evaluation 
Survey:  11 users were invited to participate in the 2012 pre-deployment study and received email invitations and 
links to the pre-implementation survey.  The response rate was 100%. At the time of the post-EMT-C 
implementation survey in 2013, all 9current users were invited to participate and the response rate was 100%.   
Responses to the pre-implementation survey questions indicated that they considered baseline system performance 
to be slightly positive, with users giving a mean overall satisfaction rating of 3.67 (1 = very dissatisfied, 5 = very 
satisfied).  
 
Figure 2. User survey responses pre-EMT-C and post-EMT-C implementation 
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Compared to the baseline system, (Fig. 2) users perceived EMT-C as more accurate (baseline mean = 3.27 vs. EMT-
C 3.67) and more capable of providing information needed to make decisions or take appropriate action (mean 3.22 
vs. 3.67). Users perceived both systems as easily interpretable (mean 3.78).  Users were slightly more satisfied with 
EMT-C than with the baseline system (mean = 3.44, where 1 = much less satisfied, 5 = much more satisfied). 
 
False positive records:  Nine users annotated 268 records during the post-EMT-C implementation data collection 
period (mean per user = 29.78 annotations); 251 of the records included comments (mean per user = 27.89). Content 
analysis of the associated comments resulted in 8 comment classes. Table 5 shows the number of Yes, Maybe, and 
Other flags for each comment class.  
 
The most frequent class of comment provided some evidence as to why the user judged the record to be a false 
positive (FP), such as listing symptoms that were not consistent with the GI case definition (e.g., the visit was for an 
injury), or noting that the onset of the symptoms was not acute. All of these were flagged as definite or possible FPs. 
The next most frequent class noted that the record had been classified as GI by the baseline system but not by EMT-
C. While true, the combination of the "other" flag and the comment did not indicate whether the user judged it to be 
FP.  
 

Table 5. Frequency of comment classes associated with each false positive (FP) Flag type 

 Frequency (%)- Flag  

 

Frequency (%)- 

Comments  

Comment Class Yes Maybe Other  

Explanation of why record isn't GI 

(symptoms, onset characteristics, etc.) 

90 (33.58) 6 (2.24) 0 96 (35.82) 

Missed by/not in EMT-C TRUE 8 (2.99) 7 (2.61) 70 (26.12) 85 (31.72) 

Missed by/not in EMT-C FALSE 0 0 20 (7.46) 20 (7.46) 

Etiology not identified 19 (7.09) 1 (0.37) 0 20 (7.46) 

No GI symptoms; doesn't meet case definition 14 (5.22) 0 0 14 (5.22) 

Other comment 0 1 (0.37) 6 (2.24) 7 (2.61) 

Not in baseline 0 0 6 (2.24) 6 (2.24) 

Technically meets case definition but isn't GI 2 (0.75 0 0 2 (0.75) 

No comment provided 2 (0.75) 16 (5.97) 0 18 (6.72) 

Total 135 (50.37) 31 (11.57) 102(38.06)  

 
To further investigate records annotated by the users flagged as FPs ("Yes"), a member of the research team who is 
also a domain expert (DT) reviewed a sample of the records (N=129) and judged whether, in her opinion, they were 
FPs. The team expert agreed with users that 82.17% of the records were FP. Most of the agreed-upon FP records 
(N=85) were classified as GI by both EMT-C and the baseline system, and thus were FP. Of these 85, 69 were 
accompanied by comments explaining why the record was not GI, 11 had comments stating they did not meet the 
case definition, 4 had comments that the etiology doesn't fit, and 1 did not have an associated comment. 
 

Table 7 shows examples of some of these FP records, which include the final diagnoses which were not in NC 

DETECT in real-time but were available later during the expert review.  The examples illustrate the challenges for 

classification systems of dealing with sparse data and context issues. 

 

  

1371



 

  

Table 7. Examples:  False positive records determined by both system users and expert review 

CC Temp TN Dx 

N/V/D;  

FEVER 

 

None listed None listed V58.69 - LONG-TERM (CURRENT) 

USE OF OTHER MEDICATIONS *-* 

172.4 - MALIGNANT MELANOMA 

OF SKIN OF SCALP AND NECK *-* 

787.01 - NAUSEA WITH VOMITING 

*-* 789.09 - ABDOMINAL PAIN 

OTHER SPECIFIED SITE *-* 197.7 - 

MALIGNANT NEOPLASM OF LIVER  

FEVER/ 

HEADACH/ 

VOMITING 

None listed None listed 311 - DEPRESSIVE DISORDER NOT 

ELSEWHERE CLASSIFIED *-* 305.1 

- NONDEPENDENT TOBACCO USE 

DISORDER *-* 616.4 - OTHER 

ABSCESS OF VULVA *-* V13.01 - 

PERSONAL HISTORY OF URINARY 

CALCULI  

FEVER 38 

 

2yo boy w/ broviac, Jtube significant 

gastrointestinal history who 

presents with fever for 3 days 

responsive to Ibuprofen and Broviac 

that has problems drawing and 

flushing for 3 days. pt is on chronic 

TPN. Has been sleeping more the 

last few days. Was recently admitted 

with broken broviac that was 

repaired 5 days previously. 

Not available at time of manuscript 

submission 

 

Discussion 
 
In this study, we addressed the challenges of implementing into practice an NLP system that was previously trained 
and validated in a laboratory setting.  Based on our sample of 500 records, EMT-C v.1.4e performed better than 
baseline on all metrics:  Se, Sp, PPV, and NPV.  Responses on the post-implementation survey suggested that users 
tended to view EMT-C's performance on all aspects slightly more positively than the baseline system. This is 
encouraging, especially given the drastic reduction in the number of positive records EMT-C identified, and that 
users thus had to review.   
 
Our design decision to favor PPV over Se may be a better direction than striving to achieve high Se in real-world 
syndromic surveillance systems.  As public health users have more and more data sources available for monitoring, 
it becomes even more important to minimize user workload associated with potential signal review.  The focus of 
syndromic surveillance systems may be shifting from using syndromic surveillance systems to detect unusual events 
to identifying signals that require action. Samoff and colleagues (2012) evaluated public health surveillance signals 
in NC and found that a small proportion of signals from syndromic surveillance were actionable.  They examined 
the integration of syndromic surveillance data in daily practice at local health departments (LHDs). Structured 
interviews were conducted with local health directors and communicable disease nursing staff from a stratified 
random sample of LHDs from May through September 2009 to capture information on direct access to the North 
Carolina syndromic surveillance system and on the use of syndromic surveillance information for outbreak 
management, program management, and creation of reports. They analyzed syndromic surveillance system data to 
assess the number of signals resulting in a public health response, and found that only a small proportion of signals 
(<25%) resulted in a public health response. They recommend that syndromic classifiers be designed to generate 
fewer signals, and increase the likelihood of signals likely to need action. 
 
Evaluating a system in the laboratory against gold standard, curated data is an important step in system 
development. But design decisions must also be based in the reality of how the system will be used, and research 
project timelines do not always allow for this; indeed, it can be difficult to have access to a real-world setting.  
Preparing EMT-C for testing in actual use forced us to deal with small set sizes, missing and sparse data, and the 
knowledge that the users would be using it for real work and real decisions.  
 
There will never be a perfect computer classification system. There will always be false positives and negatives.  
One factor contributing to the false positives problem in this application is the sparse data available in the records at 
the time they are classified by NC DETECT. The CC and TN may consist of only a few terms, e.g., "N/V/D; 
FEVER" (nausea, vomiting, diarrhea, fever), which result in a positive GI classification. But these fields do not 
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include relevant information such as the presence of a chronic disease that would exclude the record from the case 
definition. These types of false positives (FP) cannot be eliminated from a real-time classification system such as 
EMT-C. Other FP problems can more easily be addressed in future versions of EMT-C. For example, the addition of 
features to identify GI symptoms that describe the patient's medical history, not the reason for the current visit, could 
be incorporated as evidence against classifying a record as GI positive. 
We chose to design EMT-C to allow for adjustments in Se, Sp, NPV and PPV.  This allows for flexibility in 
adjusting EMT-C for local and temporal conditions and user preferences.   The system also permits acquisition of 
term weights using both automated and manual approaches.  Syndromes have different characteristics. Some, like 
GI and influenza-like illness, are commonly recognized, capturing thousands of records (including true and false 
positives) every week, most of which are not considered actionable by public health users. Others, such as 
meningococcal and anthrax, receive very few hits, but the consequences of missing a true positive are more serious. 
This suggests that the design decision to maximize PPV at the possible expense of Se may not be appropriate for all 
syndromes. User input on the comparative risks and benefits of maximizing PPV or Se is vital to the continued 
improvement. 
  
Free text fields in medical records are, in some ways, a mixed blessing. There is no doubt that free text allows 
clinicians to express their observations, concerns, patients' own words, and other potentially useful information 
without being limited by a controlled vocabulary or a series of checkboxes. On the other hand, with free text comes 
non-standard language; unusual words or phrases, idiosyncratic abbreviations, misspelled words, and so on. The 
architecture of EMT-C provides a framework that accommodates a wide range of information representation, 
including structured data fields, standardized terminologies and text, and wildly creative language.  
 
 
Limitations 
The manually classified sample of 500 records was small but was all that our resources would allow.  Since most of 
the thousands of records uploaded to NC DETECT daily are not positive for any acute infectious disease syndrome, 
it is very costly to adequately evaluate classification performance.  Thus we rely on the use of stratified random 
samples. 
 
Responses to both pre and post-implementation user surveys must be interpreted in light of the fact that there is no 
alternative surveillance system available to the users; judgments in the pre-implementation survey may reflect users' 
perspectives that, although the system is not perfect, it is better than nothing. Of course, no significance testing is 
possible with such a small group of users. 
 
At present, triage notes are not widely available for syndromic surveillance so the utility of EMT-C is somewhat 
limited.  While there is a state mandate to send chief complaint data to NC DETECT, the transmission of triage 
notes to NC DETECT is currently optional.  However, the availability of triage notes in NC DETECT continues to 
increase, and our study results have motivated NC DETECT users to request that EDs in North Carolina be required 
to send triage notes to the state for syndromic surveillance.  As electronic health record adoption increases in NC 
and nationally, the availability of real-time triage and other clinical ED notes is expected to increase. 
 
A small number of epidemiologists participated in our user evaluation of EMT-C, so the results lack 
generalizability.  Our findings were promising, however, and provide a fresh perspective on the issue of maximizing 
PPV over Se which should be evaluated with larger samples of syndromic surveillance users. 
 
 
Future Directions 
Future plans call for extension of EMT-C to the acute respiratory and fever rash illness syndromes, and to test the 
system on data from other syndromic surveillance systems. 
 
Conclusion 
Our new system EMT-C v.1.4e was successfully implemented into production with key input from users, and was 
adjusted to favor positive and potentially actionable signals over high sensitivity.  Users were positive about the 
performance of the new system.   Unstructured clinical notes can be a valuable source of syndromic surveillance 
data if the challenges of free text form can be managed.   
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Abstract 

This research utilizes a UML-based approach to document the exchange of health information both before and after 

the implementation of the Direct standard.  In this in-progress study, we utilize our approach to compare the 

implementation of direct in four different states: Florida, Illinois, Alabama and Rhode Island. 

Introduction 

Most healthcare providers, when faced with the need to send patient records, send physical copies via fax or postal 

services.  As part of the American Recovery and Reinvestment Act of 2009, the HITECH provision allotted funding 

for the implementation of Health Information Exchange (HIE) and the Office of the National Coordinator for Health 

IT (ONC) primarily focused on the implementation of Direct standards as a secure means of exchanging protected 

health information.  Recently, state implementations have begun to reach the stage where Direct exchanges are now 

available for provider use.  In this in-progress study, we utilize the Unified Modeling Language (UML) to capture 

the workflow of a physician office in exchanging health information with another provider.  We capture this process 

both before and after the adoption of Direct and compare across four different states. We utilize information from 

the policies and procedures for each state to understand the differences in process improvements and adoption 

incentives and barriers. 

Method 

Healthcare information technology has historically faced many barriers to adoption and use1, including changes to 

clinical workflows2.  Our approach takes two parallel paths, including both an analysis of each state’s policies and 

procedures surrounding the sign-on and use of Direct, as well as observational case studies that form the basis for 

our workflow of provider Direct usage in each of the states.   

Initial Results 

We have completed our initial pilot, which 

resulted in a set of workflow models that 

describe the as-is document exchange 

workflow (Figure 1(A)) prior to Direct 

adoption, and the Direct-enabled workflow 

(Figure 1(B)). We will be developing similar 

workflow models for each observation in our 

study for two dyads (i.e., two pairs of 

providers exchanging health information), for 

each state, for a total of 8 dyad workflow 

models.  Our final analysis, which will be 

completed by May 2013, will compare and 

contrast provider experiences across the states, 

including the influence of state policies and 

procedures in order to understand the 

differences in process improvements and adoption incentives and barriers. 
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Figure 1. (A) Current record exchange workflow; and (B) 

expected record exchange workflow with DSM. 
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Abstract 

Effective and integrated care planning and decision-making are associated with better patient outcomes. We are 

investigating how interdisciplinary care planning can move beyond the current state of indexing concepts to 

associating concepts across the continuum of care and between disciplines. We considered the sociotechnical 

requirements of “next-generation” computer-based collaborative care plans and the knowledge management 

requirements to track and report on process-outcome associations in the context of clinical decision support and 

learning systems.   We are investigating innovative terminology infrastructure modeling approaches to make 

terminology management more effective and efficient for complex interdisciplinary plans of care workflows. 

Introduction 
The terminology requirements for clinical documentation in many clinical applications are based on requirements of 

one discipline, using one terminology, with few associations between concepts.  The requirements for coordinated 

interdisciplinary care planning with decision support will expand exponentially for applications used by multiple 

clinical disciplines with overlapping clinical terminology needs. We are investigating if creation of subsets 

(groupings) as building blocks for configurable and scalable plans of care that can be used by any discipline – or 

patient - will provide a necessary base for optimizing the user experience and the coordination of plan of care 

concepts among multiple members of the care team.  We believe these subsets and associations will be useful to 

support rule-based logic, reporting, and advanced analytic requirements. 

Methods 

We are using a multi-step process: 1) leverage the Partners Healthcare System’s (PHS) Knowledge Management 

team’s subset-based terminology approach for decision support, 2) identify common processes in plans of care for 

all clinician types, 3)  identify initial subsets (core building blocks) of plan of care infrastructure based on common 

plan of care steps, 4) utilize data from clinicians’ current plans of care to define associations between plan of care 

concepts, 5) validate infrastructure using clinical use cases defined by subject matter experts, 6) compare subset 

infrastructure prototype to current infrastructure approaches for plans of care within electronic health records. 

Results 
The PHS-KM team evaluated approaches to decision support 

and concluded that the classification (implemented with 

subsets) approach is superior to alternatives for achieving 

scalability and reusability to enhance accuracy of knowledge 

management engineering (step 1). We identified 5 common 

processes in plans of care: problem identification, 

assessment, goal setting, intervention, and evaluation (step 

2). These common processes are being implemented as the 

initial subsets for our plan of care infrastructure (see Figure 

1).  Current work includes the identification and definition of 

subsets and metadata for medicine and nursing plans of care 

(step 3). Next, we will define associations between subsets 

that reflect the clinical care delivery process (step 4). Future 

work will focus on steps 5 and 6 outlined in the methods. 

Conclusion 

There are common steps in the plan of care process among 

all types of clinicians that can be leveraged for building an 

infrastructure for plans of care that is common to all clinical 

users.  We believe the subset-based approach is optimal to 

utilize the benefits of clinical data coded with reference 

terminologies to coordinate care among the care team. Future work will continue to investigate this approach and 

evaluate its efficiency for change management and interdisciplinary plan of care knowledge development. 

Figure 1. Initial Subsets for Plan of Care Infrastructure 
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Abstract 
Our mixed method study investigates the value of patient portals from patients’ perspective. First, we conducted 
interviews with patients to understand the value of patient portals. Interview results revealed that patient portals 
could help patients manage their health. Next, we conducted a survey with the same patient population to 
understand the effects of patient portals on health management across a larger sample. Our preliminary findings 
indicate that patient portals positively affect patients’ perception of health management. 

Overview 
Healthcare organizations continue to implement patient portals and personal health records (PHR) as a value added 
tool for their patient populations. Recent research has looked at the effects of patient portals on improving patient 
loyalty to an organization1, relationship with provider2, and management of chronic conditions3. Studies have also 
reported challenges in adoption and increased utilization of patient portals.2-4 We started our study by investigating 
the patients’ perceptions of value provided by patient portals using a mixed methods approach. In this poster, we 
will report on the effects of patient portals on personal health management.  

Methodology 
We first conducted interviews with 40 patients of a healthcare organization in Central Massachusetts to better 
understand the value provided by the patient portal implemented in this organization. Based on our findings and 
literature on patient portals and PHRs we developed an online questionnaire. We sent this survey to 10,000 patient 
portal users in this organization. We did not offer any incentives to participants. We received more than 600 
responses. After removing the incomplete responses, we analyzed 527 responses. We report on our preliminary 
analysis here. Multivariate analysis is underway and the results will be ready for presentation before the meeting.  

Results 
The respondents of the study reflected the overall gender distribution in the patient portal user population (41% male 
and 59% female respondents). Younger age groups (18-34 and 35-49) had lower response rate (2.5%) compared to 
the older age groups (50-65 and over 65 at a response rate of 6% and 9% respectively). Hence, average age for 
responders (58.9) was higher than the average age for non-responders (51.6). Responders on average were users of 
the system slightly longer than the non-responders (26 months vs. 21 months on average respectively). Based on the 
self reported health status, 51% of the respondents were in very good or excellent health, followed by 35% with 
good health and the remaining 14% with fair or poor health.  

In response to health management questions such as “Using <patient portal> enables me to manage my health 
better”, “Using <patient portal> saves me time in managing my health”, and “Using <patient portal> enhances my 
ability to manage my health”, we observed more than 53%, 57%, and 59% of the respondents either agreed or 
strongly agreed with these statements. Further analysis is underway to confirm that patients find value in patient 
portals due to this tools’ perceived ability to support personal health management.  
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Abstract 
Limited English proficiency (LEP), defined as a limited ability to read, speak, write, or understand English, is 
associated with health disparities. Despite federal and state requirements to translate health information, the vast 
majority of health materials are solely available in English. This project investigates barriers to translation of 
health information and explores new technologies to improve access to multilingual public health materials. We 
surveyed all 77 local health departments (LHDs) in the Northwest about translation needs, practices, barriers and 
attitudes towards machine translation (MT). We received 67 responses from 45 LHDs. Translation of health 
materials is the principle strategy used by LHDs to reach LEP populations. Cost and access to qualified translators 
are principle barriers to producing multilingual materials. Thirteen LHDs have used online MT tools.  Many 
respondents expressed concerns about the accuracy of MT. Overall, respondents were positive about its potential 
use, if low costs and quality could be assured.  

Introduction 
The ten essential services of public health include informing, educating and empowering people about public health 
issues (1). The provision of these services involves making health information available to the public. However, for 
the 25 million people in the US who do not speak English well, these health messages may be lost. Limited English 
proficiency (LEP), defined as not speaking English as a primary language and having a limited ability to read, speak, 
write, or understand English (2), has been associated with poorer access to health care and poorer health outcomes 
(3–7). For this reason, both state and federal regulations require translation of health related materials (8). Under 
Title VI of the Civil Rights Act of 1964, a recipient of federal financial assistance must take reasonable steps to 
provide meaningful access for persons with LEP to covered programs and activities. Meaningful access includes 
provision of language appropriate written materials considered vital to health department services and emergency 
preparedness (9)..  Despite these requirements, the vast majority of health information is provided solely in English. 
The TransPHorm project—funded by the National Library of Medicine—investigates current barriers to translation 
of health promotion materials and explores the use of new information technologies to improve access to and 
distribution of multilingual health promotion materials (10). 

 
Background 
Machine Translation is defined as the “fully automated translation of text or speech from one language (the source 
language) into a different language (the target language)” (11). However, machine translation is not perfect and 
frequently generates text with errors (12). A human-mediated post-editing phase is frequently needed to correct 
those errors. Despite these imprecisions, it is possible that a combination of machine translation plus human post-
editing might reduce the cost of producing multilingual materials and improve access of LEP individuals to health 
promotion materials.  
 
As part of the TransPHorm project, we set out  to better understand  translation practices at local health departments 
(LHDs) across the Northwest, and to identify how new technologies might fit into existing health department 
workflows. We previously investigated the translation processes of the two largest LHDs  in Washington State and 
found that a significant proportion of translations were outsourced to commercial vendors, with minimal use of 
currently available machine translation services (13). Based on this preliminary work, we developed an online 
survey to better understand the translation activities of a wider variety of health departments across the region. We 
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describe here the results of a survey of LHDs in the Department of Health and Human Services (DHHS) Region X.  
We explored current translation practices, and assessed the attitudes of health department directors and translators 
towards technologies, including machine translation, to assist with creation and sharing of translated health 
promotion materials for LEP groups. 

Methods 

Study population 
All 77 LHDs in Washington, Oregon, Idaho and Alaska [DHHS Region X (14)] were included for participation in 
this survey.  We obtained a current list of all LHDs and contact information through health department websites. 
Additionally, we used a database from the Northwest Center for Public Health Practice (NWCPHP)—a University 
of Washington School of Public Health-affiliated organization that works with LHDs in the Northwest—to complete 
information not accessible through the aforementioned websites (15). We obtained health department director 
contact information for all 77 LHDs in the four state region. 
 
Survey 
We developed the survey through an iterative process of question design and evaluation. Modifications to survey 
question wording and order were made in response to feedback. Questions were designed to obtain baseline 
information from all LHDs as well as information on current translation practices and barriers. To comprehensively 
cover all translation stages we divided question categories into pre-translation, translation, and post-translation tasks, 
according to our previous findings (13). Each question was pretested and modified based on feedback provided by 
multiple public health practitioners currently involved in performing public health translations.  

The online survey was created and distributed using SurveyMonkey (www.surveymonkey.com). Participants were 
asked to provide information about their department, their job title and role in the translation process. The survey 
covered questions regarding communication strategies, current translation processes, policies and barriers, how well 
the department is addressing its translation needs, and experience with and attitudes towards machine translation 
technology. Most questions required a selection of responses that were often frequencies or proportions; however, 
there were several open-ended questions that allowed participants to enter in free-text answers. The open-ended 
questions included the following: strategies used by the department to reach non-English speaking populations; 
details of a recent translation project, including factors such as cost; and main concerns about using a machine 
translation system for translating public health promotion materials. 

We sent email messages with survey invitations to all 77 LHD directors. Two weeks after the initial message, a 
follow-up email was sent as a reminder. Participants were given the opportunity to enter into an Amazon gift card 
drawing for completing the study. The survey and study protocol were reviewed and approved by the University of 
Washington Institutional Review Board (IRB).  

Analysis 
Survey data collected through SurveyMonkey was converted to an Excel spreadsheet. Duplicate responses were 
eliminated from the survey, and where possible, free-text entries in the ‘other’ category were classified with a pre-
defined response. For the purpose of this analysis, and depending upon whether the question related to individual 
practices or departmental policies, questions answered by several employees of the same health department were 
either analyzed per respondent, using the responses of all individuals, or per department. In the latter case, we 
selected one answer for each of the 13 health departments where multiple employees replied to the survey. The 
answer was based on consensus between the multiple respondents (i.e. which answer was more frequent) or the 
answers of the department director if there was no consensus. 
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We used descriptive statistics to characterize the surveyed population. Due to small sample sizes we used Fisher’s 
exact test to test for statistical significance. Analysis was performed using Stata 12 (StataCorp LP, College Station, 
TX).  

Results 
The survey was distributed in April 2012. We received 67 responses to our survey, with 57 respondents completing 
the entire survey.  We received multiple responses from 13 health departments.  In total, we received responses from 
45 unique health departments in the Northwest (58% response rate).   

The make-up of the participants, including roles and associated health departments, is presented in Table 1. All 
respondents were involved in the translation process in some capacity, directly or indirectly, for departments that 
performed translation. Responding health departments were located in Washington State (53%), Oregon (38%) and 
Idaho (9%). Eighty-two percent of the health departments that responded were classified as either small or medium 
sized health departments based on the number of full-time employees (FTEs). 

Table 1. Overview of participants and departments. 

 Number  

Health department position (responded = 67 staff members) 
Health Department Director 39 (58.2%) 

Program Manager 8 (11.9%) 

Health Educator 6 (9.0%) 

Administrative Staff 5 (7.5%) 

Other 3 (4.5%) 

Communications Officer 3 (4.5%) 

Public Health Nurse 2 (3.0%) 

Health Officer 1 (1.55) 

Health Department Size (responded = 45 departments) 
Small (<25 FTEs) 19 (42.2%) 

Medium (25 to 100 FTEs) 18 (40.0%) 

Large (>100 FTEs) 8 (17.8%) 
 

Based on the survey responses, the top three non-English languages spoken within the surveyed jurisdictions were 
Spanish (93.3% of departments), Chinese (35.6%), and Russian (31.1%). A minority of departments reported having 
materials available in languages other than English and Spanish.  

The top three methods used to disseminate health promotion messages were Internet (i.e. health department 
websites) (75.6%), printed materials (68.9%), and direct person-to-person contact (53.3%). Because of the heavy 
reliance on written (Internet and printed materials) communication for health promotion among the participating 
health departments, we assessed their translation practices and the availability of translated health promotion 
materials. Almost all (96%) health departments reported that some or most of their health promotion materials were 
available online. This did not vary with the size of the health department (p = .31) or by state (p = .52). 81.4% of 
health departments reported that they currently translated at least some health promotion materials into languages 
other than English. Eight health departments, the majority of which were in Washington State, did not translate any 
materials, some citing a lack of need.  In response to an open-ended response question, most respondents mentioned 
that translation of health materials was a key strategy to reach LEP populations. Fifty-seven percent of departments 
reported that they only translated “some” or “few” of the available health promotion materials. However, when 
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asked what proportion of health department materials were being translated that needed to be translated, over half 
(61%) felt that their department was translating “most” or “everything” that they felt needed to be translated. This 
perception that the department’s translation needs were being met did not significantly vary by size (p=.217), 
existence of a budget (p=.827), or position of the staff member (p=.687). In response to a question regarding the 
number of translation projects performed, estimates ranged from 0 to over 20 translations per year.  

Table 2. Availability of translated materials. 

 Number  

Does department currently translate materials? (responded = 43 departments) 
Yes 35 (81.4%) 

No 8 (18.6%) 

Proportion of materials that are translated (responded = 45 departments) 
A few 6 (17.1%) 

Some  14 (40.0%) 

A great majority  11 (31.4%) 

All 4 (11.4%) 
 

Only a fifth of LHDs reported having a budget for translation (Table 2). This finding did not vary significantly by 
size of the department (p = .416) or its location (p = .817). Relatedly, financial costs were the most-cited barrier to 
translation, with over a third of respondents listing it as the main barrier. In response to an open-ended question, 
most respondents noted that their translations had been performed by in-house bilingual staff, so the cost was 
dependent on the hourly wage and time spent by the staff. Where respondents listed a dollar amount, three 
translations cost less than $100, two were in the $200-$300 range, and one cost $5,000. Perceived barriers did not 
vary by size (p=.555) or existence of a budget (p=.688).  

Although several employees mentioned that they were able to borrow and distribute translated materials from other 
agencies, such as the Washington State Department of Health and the Oregon Health Authority, the majority of 
health departments did not share documents with other local health agencies. 

Table 3. Facilitators and barriers to translation. 

Does department have a budget for translation? (responded = 34 departments) 
Yes 7 (20.6%) 

No 24 (70.6%) 

I don't know 3 (8.8%) 

Perceived barriers to translation (responded = 55 staff members) 
Financial costs 20 (36.4%) 

Lack of qualified translators 11 (20.0%) 

Lack of time 10 (18.2%) 

Competing health department priorities 9 (16.4%) 

Other 5 (9.1%) 

Does department share documents with LHAs? (responded = 34 departments) 
Yes 7 (20.6%) 

No 24 (70.6%) 

I don't know 3 (8.8%) 
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We introduced the concept of machine translation (MT) technology (such as Google Translate) to ask about the 
respondent’s experiences with and perception of MT for public health materials and health promotion documents 
(Table 4). In response to these questions, less than one third of respondents mentioned using MT to assist in 
translation. Of those who did use MT, only one respondent rated its quality as “good.” However, 79% of 
respondents remarked that they would use MT that was specifically tailored to public health, if available.  

Regarding concerns about using MT for translating public health promotion materials, a few respondents mentioned 
that general errors or low quality of MT was of concern to them. More specifically, accuracy of the translation was 
mentioned as a concern most frequently, followed by the cultural appropriateness of the translation. Respondents 
were also concerned about the translation being too literal, or not using colloquialisms. Several mentioned that MT 
fails to recognize different dialects. Less often, respondents noted that there is no “second pass” and that MT does 
not adjust literacy levels. Related to this, one participant mentioned that “loss of control” was a concern. Several 
respondents remarked that the cost of MT was a major concern to them. This response suggests some participants 
may have been unaware of the many free online translation tools, such as Google Translate 
(http://translate.google.com ) and Microsoft Translator (http://www.bing.com/translator).  

Table 4. Perceptions of MT. 

 

  

Conclusion 

Our survey results indicate that LHDs in the Northwest are trying to meet their translation needs through the use of 
in-house bilingual staff.  For the vast majority of health departments, designated funds are not available for 
producing health department materials in multiple languages and the availability of bilingual staff is limited.  
Although most health departments are currently not meeting legal requirements for translating health materials in 
their communities, many reported that they were meeting their translation needs. This may indicate that health 
department personnel are not aware of current laws requiring translation of materials. Prior research investigating 
the presence of multilingual health materials on LHD websites in Washington State indicated that less than 10% of 
the health promotion materials online were available in a language other than English (16). 

Have you used MT to assist in translation? (responded = 49 staff members) 
Yes 15 (30.6%) 

No 34 (69.4%) 
How often do you use MT to translate materials? (responded = 15 staff 
members) 
Frequently 1 (6.7%) 

Sometimes 5 (33.3%) 

Rarely 9 (60.0%) 

Rating of MT quality (responded = 15 staff members) 
Good (some simple corrections needed) 1 (6.7%) 

Fair (several corrections needed) 8 (53.3%) 

Poor (many corrections needed) 6 (40.0%) 

Would you be willing to use tailored MT? (responded = 56 staff members) 
Yes 44 (78.6%) 

No  6 (10.7%) 

I don't know 6 (10.7%) 
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A major barrier to producing multilingual health materials is the cost of translation and finding qualified translators. 
This finding is similar to what we found in a case study with the two largest health departments in Washington State 
– Public Health Seattle & King County (PHSKC) and the Department of Health— as well as results from an in-
house study performed by PHSKC in 2011-2012 (17). Despite reported concerns about translation costs, there is 
little evidence that translated materials are shared across health departments.  Although a state-run collaborative 
archive for public health materials exists in Washington State (http://here.doh.wa.gov), few health departments 
appear to be adding to or using this online tool for locating or sharing multilingual health promotion materials.  This 
finding was similar to what our research group found when investigating the availability translated health promotion 
materials on LHD websites in Washington State (18). While our survey did not specifically address this archive, this 
lack of use may be due to the limited number of translated documents available on a limited number of subjects, as 
well as a lack of awareness about its existence. However, such an archive could be a valuable resource for 
translation reuse. 

Only one LHD reported using MT as a first step in performing translations. Staff from 13 health departments 
reported using freely available online translation software at some point in the translation process. Respondents 
expressed concern over the quality of current online translators. This concern appears to be well founded.  Our prior 
research (11) and the research of others (19,20) indicates that freely available online translators, when used without 
post-editing, perform poorly when translating health information.  Machine translation systems trained on 
specifically in the domain of health, and having a human quality assurance step, are necessary to ensure quality 
translations. Our TransPHorm team is developing and testing informatics solutions on both fronts.   

Overall, health department directors had a positive attitude towards using low cost alternatives to current translation 
processes, such as Google Translate, if the costs were low and the quality could be assured. In response to the need 
for decreasing the costs of producing quality translations of public health information, TransPHorm researchers are 
currently exploring the use of online MT technologies in conjunction with collaborative tools. These technologies 
would allow LHD staff to utilize MT and post-editing to translate health promotion materials, and to easily share 
these translated materials with other health departments (21) with the goal of improving access to language-
appropriate health information. The hope is that application of new technologies will help reduce the health 
disparities that result from the lack of multilingual health information.  
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Building Community Connections: Incorporating Community-Based 
Participatory Research Approaches in Biomedical Informatics Research 

Kim Unertl PhD, MS1, Habiba Jaffa, BA1 
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Abstract 

Community-based participatory research (CBPR) is one approach to increase awareness of patient perspectives, to 
better engage community stakeholders, and to address inequalities in healthcare. Despite potential contributions, 
biomedical informatics researchers to date have infrequently used CBPR approaches. We describe the design of 
research applying CBPR and participatory design approaches to health information technology design. 

Introduction 

Community-based participatory research (CBPR) involves partnerships between community stakeholders and 
researchers, to jointly define and conduct research. Approaches using CBPR are highly relevant to patient-centered 
research, particularly with traditionally under-served communities. Incorporating CBPR into biomedical informatics 
research requires openness to exploring alternative approaches to knowledge exchange and patient empowerment.   

Community Stakeholders 

The study setting is a collaboration among academic medical centers and community healthcare partners working to 
establish a cross-organizational team-based approach to care for children and adults with sickle cell disease (SCD). 
This new model of care requires support from health information technology (HIT) and workflow solutions. The 
study incorporates three distinct yet overlapping stakeholder groups: the SCD community, African Americans, and 
healthcare organizations. Individuals with SCD, their caregivers, and the Sickle Cell Foundation of Tennessee 
constitute the SCD community. Neighborhood groups and individuals living in Nashville’s historic and emerging 
predominantly African American neighborhoods, including North Nashville and Antioch, represent the African 
American community. The healthcare teams at collaborating organizations represent the healthcare organizations 
stakeholder group.  

Participatory Design Workshop Plan 

Stakeholders will participate in a series of participatory design workshops to refine and provide direction to HIT 
design and to define future interventions (Figure 1). Each workshop has specific inputs, goals, and anticipated 
outputs, moving from requirements definition through prototyping. Initial workshops will separate stakeholder 
groups, while later workshops will build synergy across groups. Researchers will synthesize workshop data and 
incorporate stakeholder feedback into prototype design between each workshop.  

 
Figure 1. Participatory Design Workshop Structure 

Next Steps 

Community stakeholder groups will participate in defining the focus areas for upcoming workshops, as well as assist 
with validating initial researcher analysis of observation and interview data.  
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Moving Towards Inter-Organizational Collaborative Team Workflow: 
Supporting an Academic-Community Partnership for Sickle Cell Disease 

Kim M. Unertl, PhD, MS, Nancy M. Lorenzi, PhD 
Vanderbilt University School of Medicine, Nashville, TN

Introduction and background 
The current disjointed structure of the United States’ healthcare system creates multiple healthcare barriers for 
individuals with chronic diseases. The medical home model is one approach to improve continuity of care and 
provide a more cohesive healthcare experience. Achieving the aims of the medical home model requires 
coordination on multiple levels, including technology, process, and organization. This abstract presents the 
preliminary results of an intensive qualitative study of the early stages of a inter-organizational medical home 
implementation focused on Sickle Cell Disease (SCD). We explore the research question, what are the barriers to 
and facilitators for achieving inter-organizational collaborative team workflow?  

Methods 
The study setting was the Vanderbilt-Meharry-Matthew Walker Center of Excellence in Sickle Cell Disease, a 
medical home collaboration among academic medical centers and a community health center.  A team of five 
researchers observed workflow, technology use, healthcare and administrative processes, and other aspects of 
healthcare for 300 hours over an 18 month period. We observed over 350 patient-provider encounters. Observers 
recorded free text notes on wide-ranging aspects of healthcare, with an emphasis on technology and workflow. 
Researchers conducted informal interviews throughout observation to understand cognitive processes behind 
observed work and to clarify observations. Researchers collected paper artifacts such as forms and recorded spatial 
data such as clinic layout and computer locations. After each observation period, researchers transcribed notes into 
electronic format and uploaded notes to Dedoose, a cloud-based qualitative data analysis tool. Data analysis 
followed a grounded theory approach, allowing theory to emerge from the data.  

Results 
Analysis of the observation and informal interview data helped to identify barriers to and facilitators for achieving 
inter-organizational collaborative team workflow (Table 1).  

Table 1. Barriers and Facilitators 
Facilitators for collaborative team workflow Barriers to collaborative team workflow 
-Robust commitment from all participating organizations 
-Strong project leadership, engaged healthcare team 
-Commitment to evidence-based medicine 
-Adaptable and evolving medical home definition  
-Integration of community health center into overall 
community 

-Disparate health information technology systems 
-Inability to electronically exchange data  
-No automated ways to coordinate scheduling and 
administrative data 
-Technology resource availability (personnel, funds) 
-Geographic distribution of patient population 

Technology fundamentally divides the organizations participating in the SCD collaboration, with different electronic 
health records (EHRs) at each organization, disparate philosophies towards technology (commercial versus in-
house), and divergent levels of technology support. As currently implemented, the EHRs at the sites cannot 
exchange patient data with each other. The region also does not currently have a functioning health information 
exchange. One measure to address these data exchange gaps was signing patients and families up for a patient portal 
available at one participating organizations.  
 We also noted in data analysis the inter-play between administrative processes and clinical workflow. 
Exchange of administrative data such as scheduling and billing data was not available. Processes dependent on staff 
involvement and involving duplicated effort were developed to enable movement of patients through clinic visits. 
Paper forms and print outs from electronic systems were used to bridge gaps in information access.  

Discussion and conclusion 
The study identified barriers to and facilitators for collaboration in SCD care related to technology, organizations, 
people, and processes. Technology to support inter-organizational data exchange is necessary for a patient-focused 
collaboration, but is not sufficient. Designing a shared longitudinal care plan with technology and process 
components could support for the medical home model. Next steps include formal semi-structured interviews to 
member check observation and data analysis with observation subjects. We also plan to hold a series of community-
based participatory design workshops to design processes and tools to support SCD care. 
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Abstract 
In 2008, The Ministry of Health (MOH) decided to 
roll out the open source Medical Record System 
(EMR) OpenMRS as a national EMR for tracking 
clinical information on patients in all health centers 
and hospitals in Rwanda. This poster describes the 
initial roll out of the system to over 220 clinics and 
82,000 patients for HIV and primary care.  
 
Purpose 
Paper-based medical records have often been poorly 
maintained by health workers as demonstrated by 
many surveys and research studies relying on such 
data.. Electronic medical records (EMRs) provide an 
opportunity to improve patient data management 
clinical decision-making and reporting[1]. HIV/AIDS 
has been used as an entry point to develop the 
Rwanda EMR. Initially implemented in few sites by 
partner organizations, the Ministry of Health is 
extending it including integrating components for 
primary care. The rapid scale up of the EMR presents 
challenges related to technical infrastructure, 
equipment, human resources, and strategies for 
nationwide deployment.  
 
Description of the activity:  
The Rwanda-MOH is rolling out the EMR 
nationwide. By late 2013, 350 health facilities will 
integrate the EMR in their routine HIV/AIDS 
management, and six health centers and 10 hospitals 
will also implement a minimum package for primary 
care. Rwandan developers working with the MOH in 
collaboration with Partners in Health are carrying out 
the development work. This includes extended the 
EMR to integrate primary health care modules, 
building on the components for HIV/AIDS care 
rolled out to more than 220 rural clinics with 82,461 
patients recorded to date. The EMR includes role-

based access features to ensure the confidentiality 
and privacy of patient data. An assessment of the 
existing infrastructure and equipment was carried out 
and training manuals developed. The project is also 
being integrated into the MOH Rwanda Enterprise 
Architecture initiative. 
 
Lessons Learned 
The migration of the paper-based data into the EMR 
required a lot of resources and it is challenging to 
ensure accuracy with such historical data. 
Information technology (IT) infrastructure, 
electricity, and other equipment at health facilities 
need improvement and proper maintenance. IT 
technicians are seldom available to ensure proper 
maintenance and troubleshooting locally, and health 
centers continue to rely on central level support for 
software improvements. Most of clinicians contacted 
expressed a willingness to adopt the system but 
require more training, a more formal survey is under 
way. 
 
Conclusion and Future Goals 
The introduction of the EMR can contribute to 
improved access to clinical and follow up data[1] 
opening up a new era for healthcare providers and 
patients. The MoH in collaboration with Partners in 
Health (PIH) and Jembi Health Systems are 
completing advanced features of the system. These 
include monitoring system performance, allowing 
remote monitoring of hundreds of EMR sites 
countrywide and ensuring consistent performance, 
usage and data quality. 
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Abstract  
Consumer health IT is being developed to support lay people with their growing health management responsibilities. 
Existing technologies, however, only minimally support the often burdensome tasks of health information 
communication with members of social network. This interpretive study took a concurrent, mixed methods approach 
to gain a patient centered understanding of this task to inform future consumer health IT design. The results show 
that participants communicate logistical, personal, and referential information to twelve categories of social network 
members. Rationales for communication and mode use reflected six themes: person, relationship, third party, 
message, goals, and context. The richness of patent approaches demonstrates that existing consumer health IT must 
better support the ways in which patients approach health information communication in their daily lives. 

Introduction and background 
As the locus of health care shifts to community based settings, consumer health IT in myriad forms is being 
developed to support lay people with the tasks of health management1. However, only a few consumer health 
information technologies (e. g., Epic, MyChart, Microsoft HealthVault, CaringBridge) include specific functionality 
to support health information communication with members of the social network despite the fact that this task has 
been documented as burdensome for patients2. Furthermore, such functionality is limited by a narrow 
conceptualization of what, with whom, how, and why health information is communicated. The purpose of this 
study was to gain a patient centered understanding of health information communication with members of the social 
network to inform future consumer health IT design. 

Methods 
A concurrent, mixed methods approach was used to characterize the design space for the task of health information 
communication with members of the social network. Maximum variance sampling across self-identified 
demographic characteristics including race/ethnicity, gender, age, and education was used to recruit eighteen 
participants with type 2 diabetes from two health centers in the Midwest. Approaches grounded in engineering 
design and cultural anthropology were used to conceptualize the design space (i.e., the work system3, the social 
network4), guide data collection (i.e., surveys, semi-structured interviews, and journals), and analyze and interpret 
the data obtained (i.e., descriptive statistics and qualitative content analysis5 modified for the purpose of guiding 
design rather than theory building). The University of Wisconsin-Madison Health Sciences IRB approved this study.   

Results 
Participants communicated both self- and provider-generated health information that was logistical, personal, and 
referential to twelve categories of social network members: biological relatives, legal relatives, other relatives, 
partners, friends, household members, neighbors, professional affiliates, healthcare providers, faith-based 
community members, divinities, and second-degree relationships. Participants reported using technology and non-
technology mediated modes of communication and reported rationales for health information communication and 
mode use that reflected six themes: person, relationship, third party, message, goals, and context.  

Discussion 
The results of this study show that the design space for the task of health information communication with social 
network members is more complex than that which is supported by existing consumer health IT. Consumer health 
IT must, therefore, be augmented to account for the richness of patient approaches to health information 
communication. This will include creating controls for information sharing with people outside of the person’s 
immediate family and functionality to support communication motivated by reasons beyond the instrumental and 
emotional. Future research is planned to develop and field test consumer health IT grounded in these findings. 
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Using iPod touch journals to capture patients’ health information 
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Abstract 
This poster reports on the development and feasibility of a novel journaling technique that leverages the portability 
and capabilities of the iPod touch. Four participants recruited from a federally qualified health center kept track of 
their health information communication with members of their social network for five days. All participants 
completed the journaling activity; however, researcher coaching and modifications to the iPod touch journal were 
required for some participants to promote successful completion.  
Introduction 
Three general categories of methods are used to capture data for user needs assessment: interaction, observation, 
personal experience1. Interaction is accomplished by asking users directly about their needs, wants, and existing 
practices. Journaling is an interaction method that has been used in the health2 and social3 sciences to obtain detailed 
data about subjects’ everyday experiences. Journals are often paper based, although innovative methods such as 
moblogs have been used3. This poster reports on the development and feasibility of a novel journaling technique that 
leverages the portability and capabilities of the iPod touch. This technique was used to capture Type 2 diabetes 
patients’ health information communication practices with members of their social network to ultimately inform the 
design of consumer health IT to support this task.  
Methodology 
Journaling technique. The journaling technique leveraged multiple applications on the iPod touch. Participants used 
the Voice Memos application to record health information communication practices with members of their social 
network. The Notes application (accessible during use of Voice Memos) was used to store step-by-step directions 
for journaling. The Clock application was used to create a reminder to record communication practices every two 
hours. The reminder conformed to patients’ daily schedules, with the first reminder occurring one hour after the 
participant awoke and the last reminder occurring at bedtime. The reminder was both audial and visual (a dialogue 
box displayed the words “Please record information about your recent communications (more details in Notes)”). 
The passcode feature allowed participants to protect the privacy of their journals. To simplify use of the iPod touch, 
only those applications needed for journaling were visible to participants on the home screen.  
Journaling in practice. Convenience sampling was used to recruit participants from a federally qualified health 
center. Four participants tracked health information communication with members of their social network for five 
days (two before, the day of, and two days after a clinical appointment). Participants were asked to journal around 
an appointment because of the increased likelihood of generating new health information to communicate during 
this period. Journaling participants were told that they may have to attempt the journaling exercise more than once if 
they had any difficulty. The University of Wisconsin-Madison Health Sciences IRB approved this study.  
Evaluation Results and Conclusions 
Three females and one male were recruited. Participants ranged in age from 47 to 64 years old. Internet use spanned 
from once a day (n=2) to less often than every few weeks (n=1) to never (n=1). One participant completed the 
journaling after a single attempt, two participants after two attempts, and one participant after four attempts. Barriers 
to successful completion included facility with paper based journaling, difficulty using the Notes application, and 
use of the journal for reflection. Researcher coaching and modifications to the iPod touch journal (e.g., taping 
directions to the device) were needed for some participants to promote successful completion. The results of this 
study demonstrate the feasibility of developing and using an iPod touch based journaling technique; however, 
modification to subject training or the physical journaling device may be required for use in certain populations.  
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Abstract Early identification of acute coronary syndrome (ACS) would decrease overutilization of healthcare 

resources and afford patients more appropriate care and follow-up. Using a dataset of de-identified records from 

Vanderbilt University Medical Center, we explored the relationship between electronically-available clinical 

observations and an ultimate diagnosis of ACS. Using a random forest model, we achieved an AUC of .881 for 

predicting the presence of ACS. Future work includes comparing this model to other established methods of 

predicting ACS. 

 

Introduction Acute coronary syndrome (ACS) is a collection of diseases related to acute myocardial ischemia, and 

includes unstable angina and myocardial infarction. Missing a diagnosis of ACS can lead to potentially life-

threatening health consequences; as a result, many patients who present to the emergency department with a chief 

complaint of chest pain are subjected to an expensive battery of tests.  Up to 85% of these presenting patients do not 

receive a final diagnosis of ACS.  However,  despite extensive testing, 2 to 8% of these presenting patients are 

mistakenly sent home after an ACS event
1
.  Better methods of risk estimation are necessary for improved diagnostic 

accuracy and more efficient use of scarce medical resources
2,3

.  

 

Background While several scoring metrics exist for risk estimation in patients presenting with chest pain
4
, a large 

majority of them have been developed from registry data using multivariable logistic regression.  In order to achieve 

higher predictive accuracy, we are exploring using more sophisticated machine learning algorithms and a wider 

selection of input variables.  The random forest learning algorithm is one that tends to be resistant to over fitting 

while modeling complex interactions between variables
5
.  

 

Methods Using a dataset of 23,576 de-identified records of individuals presenting to the emergency department for 

chest pain, we explored the relationship between electronically available clinical observations and an ultimate 

diagnosis of ACS.  The available data included 88 historical and current laboratory test results, ICD-9 codes, vital 

signs, and demographics.    

 

Results We achieved an AUC of 0.881 under cross validation for predicting the presence of ACS.   

 

Discussion This work in progress is a step towards developing a new method of risk estimation for patients 

presenting to the emergency department for chest pain.  Currently, not all available features have been incorporated 

into the model, and further refinements will improve the classification accuracy.  Future directions include expert 

input of additional features and exploration of other learning algorithms. Early identification of ACS would allow 

physicians to more appropriately allocate scarce healthcare resources, affording patients better initial and follow-up 

care.  
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Abstract 
 
As adoption of electronic clinical documentation grows, system capabilities and note-writing practices have come 
under increased scrutiny. Many clinicians have been reluctant to use electronic documentation systems, citing 
reasons such as fear of decreased efficiency, possible adverse effects on patient-physician communication, personal 
lack of computer skills, and poor system usability. Concern has been expressed among policymakers and 
administrators regarding potential billing fraud stemming from use of electronic documentation systems. At the 
same time, discussions are ongoing about documentation-related requirements in the “meaningful use” program, 
and momentum is building around criteria for “next-generation” documentation tools. The panelists will summarize 
their own experiences overseeing large-scale implementations of electronic documentation using four distinct 
commercial EHR systems. They will discuss the current and future state of clinical documentation, debating topics 
such as: 1) the advantages and limitations of structured vs. narrative text, 2) the use and monitoring of copy-paste 
and other electronic “documentation support” tools, 3) best practices for developing and managing clinical 
documentation knowledge assets, 4) measuring the quality of clinical documents. Additionally, panelists will discuss 
successful and unsuccessful implementation strategies and the impact of electronic documentation on training the 
next generation of healthcare providers. Ample time will be provided for audience questions. 
 
General Description 
 
Spurred by government financial incentives, the United States is experiencing unprecedented adoption of electronic 
health records (EHRs), including increasing use of electronic clinical documentation. Implementing electronic 
documentation has been reported to negatively influence clinicians’ perceptions of documentation quality, 
workflow, professional communication, and patient care. Advantages of electronic documentation include improved 
legibility and availability of notes, both for clinical care and secondary purposes such as quality improvement and 
research. In addition, some claim electronic documentation can positively affect financial reimbursement.  
 
In recent months, the financial ramifications of electronic documentation have been a topic of intense scrutiny. In 
September 2012, the U.S. Secretary of Health and Human Services and the U.S. Attorney General jointly wrote to 
healthcare executives about “troubling accusations” that some providers are using electronic documentation to 
“game the system, possibly to obtain payments to which they are not entitled,” or to “facilitate ‘upcoding’…a means 
to profit with no commensurate improvement in the quality of care.” The phenomena described by the Secretary and 
Attorney General are not new. For example, in the 2007 document, Guidelines for EHR Documentation to Prevent 
Fraud, the American Health Information Management Association (AHIMA) warned that the use of certain EHR 
documentation functions (such as copy-paste and copy-forward) “without appropriate management and guidelines” 
could result in “manufactured documentation to enhance expected reimbursement.”  
 
In addition to the increased focus on electronic clinical documentation’s impact on billing, the informatics 
community has recognized the role of electronic documentation for enhancing communication and preventing 
medical errors. Writing in the New England Journal of Medicine, Schiff and Bates envisioned documentation 
systems that will enable clinicians to “take back ownership of the medical record as a tool for improving patient 
care.”  A central theme from the 2011 AMIA Invitational Health Policy Meeting on The Current and Future State of 
Technology-enabled Clinical Data Capture and Documentation was that too much of what is currently documented 
in the EHR is in response to increasingly complex and prescriptive medico-legal, reimbursement, and regulatory 
requirements. The consensus of the meeting was that the primary purpose of documentation should be to support 
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patient care, and that documentation for other purposes should be generated as a byproduct of care delivery. The 
need to improve clinical documentation systems and practices was echoed by many participants at the February 
2013 public hearing on clinical documentation sponsored by the Office of the National Coordinator for Health 
Information Technology (ONC) HIT Policy Committee’s Meaningful Use and Certification and Adoption 
workgroups. 
 
This panel will educate healthcare providers and informatics professionals about the challenges and potential 
solutions associated with implementing electronic documentation. Panel members have extensive experience 
implementing electronic documentation across a variety of care settings with a variety of commercial and locally-
developed EHR systems. Panel members will synthesize their perspectives on the biomedical literature and likely 
future developments in this area, exploring a diverse set of topics and engaging in thoughtful discussion based on 
questions from the audience. 
 
Discussion Topics 
 
Advantages and Limitations of Various Documentation Modalities - Identifying the best documentation method for a 
given clinical situation will likely require a tradeoff among flexibility in the workflow, narrative expressivity and 
data structure and standardization. Based on our experience evaluating various methods for clinical documentation, 
we recommend that decisions be made on the basis of clinical workflow, note content standards and usability 
considerations, rather than on a theoretical need for structured data. 
 
Use of Copy-paste and Other Electronic “Documentation Support” Tools - Time-saving tools such as copy-paste 
and note reuse are controversial in electronic clinical documentation because of the risk of introducing clutter and 
perpetuating errors in the patient record. Policies must be developed to address the use of such tools, along with 
monitoring and enforcement. 
 
Best Practices for Developing and Managing Clinical Documentation Templates - Understanding the life cycle of 
clinical documentation templates helps organizations plan and allocate resources efficiently. The roles of various 
stakeholders should be defined to optimize the design and maintenance of the valuable clinical content that exists in 
many templates.  
 
Measuring Quality of Clinical Documentation - The quality of physician documentation is dependent on what 
function the documentation is meant to serve. Physician documents are used for many purposes and judged for 
quality on many different metrics that may not be congruent. Stetson et al. articulated the need for a simple-to-use, 
validated, reliable way to measure the quality of clinical documentation, and in response, developed the Physician 
Documentation Quality Instrument. 
 
Successful and Unsuccessful Implementation Strategies for Electronic Documentation - Previous research on 
electronic clinical documentation has identified several factors affecting adoption. These include organizational and 
clinical leadership; functionality and speed of the note- writing application; training; professional billing 
considerations; and workflow issues, including access to computers and the amount of time required to author notes.  
 
Clinician Perceptions of Electronic Documentation - There is a balance between workflow efficiency and note 
quality. Implementers of electronic documentation must find solutions that meet the needs of busy healthcare 
providers while addressing the data needs for research, billing and automated decision support algorithms.  
 
Influence of Electronic Documentation on Medical Education  - According to a 2010 study, over two-thirds of 
resident physicians reported spending in excess of 4 hours daily on documentation; only 38.9% reported spending 
this amount of time in direct patient contact.  There is a legitimate concern that use of electronic documentation 
requires more time than writing paper notes, which may translate to less time available for direct patient care, 
especially among physicians-in-training.  
 
Impact of Electronic Documentation on Care Quality - Some evidence suggests a relationship between electronic 
documentation and quality measures and possibly patient outcomes. The panel will discuss possible approaches to 
determining the nature of this relationship.  
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Panel Members 
 
S. Trent Rosenbloom, MD, MPH, is Associate Professor of Biomedical Informatics with secondary appointments 
in Medicine, Pediatrics and the School of Nursing at Vanderbilt University. He is a board certified Internist and 
Pediatrician who is a nationally recognized investigator in the field of health information technology evaluation. His 
work has focused on studying how healthcare providers interact with health information technologies when 
documenting patient care. Dr. Rosenbloom was the recipient of the annual competitive AMIA New Investigator 
Award in 2009 and is a member of the American College of Medical Informatics. Dr. Rosenbloom has developed, 
described and evaluated several semi-structured computer-based documentation systems, and has participated with 
AMIA in several policy initiatives around clinical documentation. In his clinical practice, Dr. Rosenbloom has seen 
first-hand the transition from documenting patient care using handwriting in paper charts to dictation with 
transcription to computer-based documentation. Dr. Rosenbloom will discuss how different methods of 
documentation can influence clinician's workflow, the quality of clinical notes, and how well notes can 
automatically produce data reusable for decision support and clinical research. 
 
Peter D. Stetson, MD, MA is Chief Medical Officer and Chief Medical Informatics Officer for ColumbiaDoctors, 
the Physicians and Surgeons of Columbia University in New York City, and is Associate Professor of Medicine and 
Biomedical Informatics at Columbia University. ColumbiaDoctors is a multi-specialty physician group of about 
1,200 physicians with approximately 150 practice sites in New York, New Jersey, and Connecticut, with our 
primary base at Columbia University Medical Center. As CMIO, Dr. Stetson directed the deployment of Allscripts 
Enterprise EHR over the last 5 years. The EHR rollout included one of the vendor’s first large-scale deployments of 
physician note-writing using a “structured narrative” approach. Dr. Stetson is the developer of the validated 
Physician Document Quality Instrument, and he will discuss the impact of note-writing on patient safety and quality. 
 
Thomas H. Payne, MD, is Medical Director of Information Technology Services at the University of Washington 
(UW) in Seattle, and attending physician at Harborview Medical Center and UW Medical Center. Dr. Payne has 
extensive experience in the area of computer-based documentation, dating to1997 when he served as the leader of 
the team that piloted the VA computer-based medical record system (CPRS) in the third and largest test site. At UW, 
he led the deployment of Cerner’s PowerChart documentation system throughout UW-affiliated hospitals. Dr. Payne 
will discuss topics such as attractiveness of electronic notes, the impact of implementing electronic documentation 
on physicians-in-training, and the ‘life cycle’ of documentation templates. 
 
Peter J. Embi, MD, MS, FACMI is Associate Professor, Biomedical Informatics and Internal Medicine, is the 
Vice Chair of Biomedical Informatics at Ohio State University, and serves as Chief Research Information Officer 
for The Ohio State University Wexner Medical Center. Dr. Embi is a board certified internist and rheumatologist, 
and is a nationally recognized expert in clinical research informatics and clinical informatics. In addition to his work 
in leveraging health IT and EHRs for improvements in clinical research, Dr. Embi has also extensively studied 
issues related to computerized provider documentation (CPD). His work describing the impacts of computerized 
provider documentation was the first to systematically document a wide range of negative and positive impacts to 
care processes among physicians, and was a finalist for the AMIA Diana Forsythe Award (1). Embi and colleagues 
also recently published findings of a multi-center study of physicians, nurses, and administrators regarding CPD (2). 
In it, they confirmed previous findings and generated some new insights about challenges related to the current 
paper-based paradigm behind CPD as commonly implemented. Dr. Embi will discuss implementation and 
optimization approaches to enable documentation for efficient clinical care while also supporting the systematic 
collection of data for advancing medical knowledge during routine practice.  
 
David K. Vawdrey, PhD will moderate the panel. Dr. Vawdrey is Assistant Professor of Clinical Biomedical 
Informatics in the Department of Biomedical Informatics at Columbia University and Assistant Director for Medical 
Informatics Services at NewYork-Presbyterian Hospital. He holds a PhD in Biomedical Informatics from the 
University of Utah, where his research involved automated documentation of medical device data. He was 
extensively involved in the implementation of inpatient provider documentation using the Eclipsys Sunrise EHR at 
NewYork-Presbyteritan Hospital. Dr. Vawdrey is the creator of an electronic documentation support tool known as 
“SmartPaste,” which attempts to minimize the negative impact of copy-paste. 
 

Participation statement: All proposed panelists have agreed to participate in the panel. 
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Abstract 

For hospitalized patients, handoffs between providers affect continuity of care and increase the risk of medical 

errors. Most commercial electronic health record (EHR) systems lack dedicated tools to support patient handoff 

activities. We developed a collaborative application supporting patient handoff that is fully integrated with our 

commercial EHR. The application creates user-customizable printed reports with automatic inclusion of a variety of 

EHR data, including: allergies, medications, 24-hour vital signs, recent common laboratory test results, isolation 

requirements, and code status. It has achieved widespread voluntary use at our institution (6,100 monthly users; 

700 daily reports generated), and we have distributed the application to several other institutions using the same 

EHR. Though originally designed for resident physicians, today about 50% of the application users are nurses, 40% 

are physicians/physician assistants/nurse practitioners, and 10% are pharmacists, social workers, and other allied 

health providers. 

 

Introduction 

Patient handoff refers to the social interaction and information exchange that occurs when responsibility for a 

patient’s care transfers from one clinician to another. Handoffs for hospitalized patients have become more frequent 

with the increased use of cross-coverage and night-float systems. The challenges and dangers associated with patient 

handoff have received extensive attention from the Joint Commission, and include increased in-hospital 

complications, delays in diagnostic tests, uncertainty about patients’ care plans, and preventable adverse events [1-

8]. Although the Joint Commission has recommended a standardized approach to patient handoff as part of its 

National Patient Safety Goals [9], most commercial electronic health records (EHRs) lack effective tools to support 

patient handoff activities. As a result, clinicians at many institutions use separate paper or electronic systems that are 

not part of the EHR. This practice can lead to redundancy, information fragmentation, treatment delays, and medical 

errors. 

We have developed a collaborative application for patient handoff that is fully integrated with our commercial EHR 

(Sunrise, Allscripts Corp., Chicago, IL). We have made the application available to other hospitals that use the same 

EHR. This paper describes the design of the patient handoff application, and describes the lessons-learned from its 

use at two academic medical centers. 

 

Methods 

Several methods have been suggested to improve handoff communication in hospitals, including the use of 

communication frameworks such as SBAR (Situation, Background, Assessment, Recommendation) [10]. As part of 

its National Patient Safety Goals, the Joint Commission requires that physician handoffs should be “reasonably 

standardized in order that sufficient patient-specific information is consistently communicated to facilitate continuity 

of care and patient safety” [9]. 

One practical method for standardizing the handoff process is the creation and exchange of a handoff document or 

“signout” note [11]. These notes typically include demographic data (e.g., a patient’s name, age, location, code 

status, and next-of-kin), a brief clinical history of the patient, a list of current medications, recent diagnostic test 

results, and important “to-do” items for the current and next care provider [12-16]. Signout notes may be 
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handwritten, or they may be entered completely or in part using a computer application. Although signout notes are 

widely used in hospitals throughout the U.S., they are generally not part of the educational curriculum for physician 

trainees and are not traditionally considered to be part of the official medical record [17].  

Dedicated tools supporting patient handoff communication and documentation are seldom available in commercial 

EHRs. Non-EHR systems (e.g., stand-alone applications, word processing programs, pen-and-paper) require 

clinicians to re-enter data from the electronic chart, a process that is inefficient and prone to transcription errors. 

Clinician surveys by Bernstein et al. [18] and Van Eaton et al. [19] suggest that integrated patient handoff tools 

reduce the time residents spent on handoff documentation. Flanagan et al. [20] and Anderson et al. [21] described an 

electronic handoff application used by the U.S. Veterans Administration, but the system provides only limited 

integration with the EHR. 

Development of the Patient Handoff Application 

Our institution includes two large academic medical centers in an urban, medically underserved community. The 

institution has a fully-deployed commercial EHR. Historically, a variety of paper and electronic processes were used 

by different groups within each medical center to facilitate patient handoff.  

In 2005, a group of physicians, informaticians, and information technology experts began designing a patient 

handoff application that could be used at both of our institution’s academic medical centers. From the outset, a key 

design requirement was tight 

integration with our 

commercial EHR so it would 

integrate with other aspects of 

clinicians’ documentation 

workflow. The application was 

designed to facilitate 

collaborative work among a 

range of users, including 

resident physicians, attending 

physicians, medical students, 

nurses and social workers.  

The patient handoff application 

was created as a custom tab 

within the EHR that was 

labeled “Handoff.” The 

application was developed 

using Visual C# (Microsoft 

Corp., Redmond, WA), and 

communicated with the EHR 

using the vendor’s included 

application programming 

interfaces. The integrated tab 

provided users with a consistent 

look-and-feel while enabling 

the application to leverage core 

EHR components such as role-

based access and security 

auditing. Figure 1 shows the 

Patient Handoff tab in our EHR. 

Within the Patient Handoff tab, clinicians could generate and print custom handoff reports for one or more patients. 

The patients could be selected from existing lists defined by the institution (e.g., patients in the medical ICU) or 

from lists defined by individual clinicians (e.g., Dr. Jones’ personal list of patients). Creation of the handoff report 

was accomplished by 1) assembling patient data, 2) formatting the data using the Extensible Markup Language 

(XML), and 3) transforming the XML into a concise formatted report using the Extensible Stylesheet Language 

(XSL). Patient data incorporated in handoff reports included the following information entered by the clinician: 

Figure 1. Patient Handoff application integrated as a tab within commercial electronic 

health record system. 
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patient summary, notes/comments, and 

“to-do” items for both primary and 

coverage teams. Other data recorded in the 

EHR were automatically included in the 

printed reports, including patient 

demographics, allergies, medications, vital 

signs, fluid intakes & outputs, results of 

common laboratory tests (shown in a 

“fishbone” format), code status, and 

isolation requirements. An example of a 

formatted report containing data for test 

patients is shown in Figure 2.  

The handoff report could be customized 

prior to printing to accommodate the needs 

of individual clinicians. Figure 3 shows the 

menu of options available for dynamically 

modifying the handoff report contents and 

structure. Among the customizations that 

could be made were: 

1. users could select which data to 

include based on the intended purpose of 

the report (e.g., handoff to covering 

physician, pre-rounding summary, cover 

sheet with basic demographic data); 

2. a cover page containing only 

basic patient demographics could be 

included; 

3. active medications, grouped by 

therapeutic class, could be displayed in an 

expanded or space-saving, condensed 

form; and 

4. the time window for lab results 

was selectable (e.g., 24 hours, 48 hours). 

The Patient Handoff application generated detailed audit logs that we analyzed to track usage statistics. Each user 

action was recorded, including accessing handoff data for a patient, creating a report, and printing a report. The time, 

user identifier, user role, patient identifier, and action were included in the audit log. 
 

 

Figure 3. Formatting options for customizing handoff report output. 

Figure 2. Formatted report of handoff/rounding information suitable for 

printing. 
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Results 

The Patient Handoff application was first made available to users in March 2008. Its use was optional, and gradually 

most clinical services in the institution began using the application. No formal training was conducted to instruct 

clinicians on the use of the Patient Handoff application; however, a short instruction guide, referred to locally as a 

“job aid” was made available. The job aid was used to educate Service Desk personnel about the application, and a 

copy was included in the EHR training materials for new clinical employees. 

Use of the application at each medical center was measured by reviewing audit log data from February, 2013. Table 

1 shows the use of the Patient Handoff application by user role. Of 6,311 clinicians accessing the application in 

February 2013, about 50% were nurses, 40% were physicians/physician assistants/nurse practitioners, and 10% were 

allied health professionals.  

In February 2013, a total of 21,288 handoff reports were printed, which included an average of 8.7 patients each. 

The time required for the application to generate a report for 10 patients was about 2-3 seconds. 

 

Table 1. Use of the Patient Handoff application by clinician role, February 2013. 

Role 
Users accessing 

application 

Patients 

viewed 

Application 

accesses 

Reports 

printed 

Average number 

patients per report 

Nurse 3,136 7,323 66,812 9,359 5.8 

Physician 2,208 9,110 288,977 2,987 11.8 

Physician Assistant 305 3,802 78,471 4,821 10.8 

Nurse Practitioner 188 1,670 18,504 1,883 8.6 

Social Worker 152 1,816 4,800 582 16.2 

Respiratory Therapist 110 756 2,662 454 7.8 

Physical/Occupational 

Therapist 
100 966 2,390 453 15.5 

Pharmacist 80 756 2,468 702 10.6 

Dietician 32 352 484 47 11.9 

Total 6,311 26,551 465,568 21,288 8.7 

 

Discussion 

Since 2005, our multidisciplinary team (including a core group of 5 clinicians and informaticians) has spent several 

hundred hours developing and testing the Patient Handoff application. For the project to be successful, two key 

challenges had to be overcome. The first was the difficulty of integrating the application within our commercial 

EHR. Initial attempts to use native EHR functionality to create a handoff report acceptable to physicians were 

unsuccessful, even with assistance from vendor resources. The second challenge was developing a system that 

would meet the needs of clinicians from a variety of specialties and from two distinct medical centers. 

Collaborative use of the application  

One of the interesting findings from the analysis of system usage logs was the regular viewing of the Patient 

Handoff application by nurses and ancillary staff. Many units used the Patient Handoff application to facilitate 

handoffs for nurses. Anecdotal reports indicated that nurses viewed the Patient Handoff application as a reliable and 

timely source of information on patient status and plans for treatment or discharge. These observations are 

comparable to the findings of Sidlow et al. [22], which demonstrated that nurses who were given “view” access to 

handoff information reported improved ability to develop care plans and increased nursing satisfaction.  

Time savings 

A trial by Van Eaton et al. found that implementing a computerized tool for physician handoff decreased the 

rounding time of residents, and enabled them to spend their pre-rounding time more productively [19]. While we 
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have not conducted a rigorous study of this outcome measure, clinicians have reported a similar experience of time 

saved because the printed report replaced tedious pre-rounding activities such as gathering and re-writing patient 

vital signs and laboratory test results. 

Improved medication management  

One of the most useful features of the patient handoff application was the direct retrieval of active medications from 

the order entry system. Prior to the implementation of the application, medication lists in signout documents were 

maintained manually in free-text lists. Analyzing signout notes entered using Microsoft Word (Microsoft Corp., 

Redmond, WA) at a separate academic medical center, Arora et al. found that 27% of medication chart entries were 

discrepant with the signout note, and 54% of the discrepancies had moderate or severe harm potential [23]. Because 

medications in our application were retrieved directly from the active orders in the EHR, there were no such 

discrepancies. Clinicians also appreciated that the printed report generated by the Patient Handoff application helped 

remind them to reorder time-limited medications such as such as barbiturates or opiates.   

Including Handoff Information in the Medical Record 

The information found in handoff documentation is rich in terms of clinical decision-making. If handoff 

documentation is maintained within the EHR, pertinent information can be readily accessible to multiple members 

of the care team. Results from studies by Petersen et al. [24] and Arora et al. [25] suggest that standardization of 

data collection and integration of handoff information into EHRs could improve communication and reduce medical 

errors. Foster et al. reported on the use of electronic patient handoff data to support clinical decision support tools 

and to facilitate error reporting [26].  Hripcsak et al. noted that emergency room clinicians frequently access handoff 

information from patients’ previous hospitalizations to identify key events and findings, particularly when a 

discharge summary document is not available [27]. Furthermore, Stein et al. demonstrated utilization of centralized, 

electronic handoff documentation throughout the day and night, and across an individual patient’s admissions, not 

just during the usual times associated with end-of-shift patient handoff [28]. Based on these findings, it is somewhat 

surprising that handoff information is often not considered to be an official part of patients’ medical records [29]. 

 

Conclusion 

Face-to-face discussion during handoffs of patient care can be supported by information technology.  We have 

developed a patient handoff application that is fully integrated with our commercial EHR, and implemented it at two 

academic medical centers. The application is used monthly by over 6,000 physicians, nurses, and other types of care 

providers. Primary factors influencing adoption were 1) integration with our commercial EHR, 2) time savings 

experienced by users, and 3) the ability to generate customizable formatted reports. 

 

References 

1. Riesenberg LA, Leitzsch J, Massucci JL, et al. Residents' and attending physicians' handoffs: a systematic 

review of the literature. Acad Med. 2009 Dec;84(12):1775-87. 

2. Petersen LA, Brennan TA, O'Neil AC, Cook EF, Lee TH. Does housestaff discontinuity of care increase the 

risk for preventable adverse events? Ann Intern Med. 1994 Dec 1;121(11):866-72. 

3. Singh H, Thomas EJ, Petersen LA, Studdert DM. Medical errors involving trainees: a study of closed 

malpractice claims from 5 insurers. Arch Intern Med. 2007 Oct 22;167(19):2030-6. 

4. Laine C, Goldman L, Soukup JR, Hayes JG. The impact of a regulation restricting medical house staff working 

hours on the quality of patient care. JAMA. 1993 Jan 20;269(3):374-8. 

5. Patterson ES, Wears RL. Patient handoffs: standardized and reliable measurement tools remain elusive. Jt 

Comm J Qual Patient Saf. 2010 Feb;36(2):52-61. 

6. Arora V, Johnson J, Lovinger D, Humphrey HJ, Meltzer DO. Communication failures in patient sign-out and 

suggestions for improvement: a critical incident analysis. Qual Saf Health Care. 2005 Dec 1;14(6):401-7. 

7. Hinami K, Farnan JM, Meltzer DO, Arora VM. Understanding communication during hospitalist service 

changes: A mixed methods study. J Hosp Med. 2009 Dec 9;4(9):535-40. 

8. Horwitz LI, Moin T, Krumholz HM, Wang L, Bradley EH. Consequences of inadequate sign-out for patient 

care. Arch Intern Med. 2008 Sep 8;168(16):1755-60. 

1399



 

 

9. The Joint Commission. FAQs for the Joint Commission’s 2009 National Patient Safety Goals: Hand-off 

Communications.   [cited 2012 December 21]; Available from: http://www.jointcommission.org/ 

AccreditationPrograms/Hospitals/Standards/09_FAQs/NPSG/Communication/NPSG.02.05.0

1/hand_off_communications.htm 

10. Pope BB, Rodzen L, Spross G. Raising the SBAR: how better communication improves patient outcomes. 

Nursing. 2008 Mar 1;38(3):41-3. 

11. Horwitz LI, Moin T, Krumholz HM, Wang L, Bradley EH. What are covering doctors told about their patients? 

Analysis of sign-out among internal medicine house staff. Qual Saf  Health Care. 2009 Aug;18(4):248-55. 

12. Van Eaton EG, Horvath KD, Lober WB, Pellegrini CA. Organizing the transfer of patient care information: the 

development of a computerized resident sign-out system. Surgery. 2004 Jul 1;136(1):5-13. 

13. Stein DM, Wrenn JO, Stetson PD, Bakken S. What "to-do" with physician task lists: clinical task model 

development and electronic health record design implications. AMIA Annu Symp Proc. 2009:624-8. 

14. Collins SA, Stein DM, Vawdrey DK, Stetson PD, Bakken S. Content overlap in nurse and physician handoff 

artifacts and the potential role of electronic health records: a systematic review. J Biomed Inform. 2011 

Aug;44(4):704-12. Epub 2011 Feb 2. 

15. Stein DM, Vawdrey DK, Stetson PD, Bakken S. An analysis of team checklists in physician signout notes. 

AMIA Annu Symp Proc. 2010 Nov 13;2010:767-71. 

16. M.M. Benham-Hutchins and J.A. Effken, Multi-professional patterns and methods of communication during 

patient handoffs. Int J Med Inform. 2010;79:252–267. 

17. Horwitz LI, Krumholz HM, Green ML, Huot SJ. Transfers of patient care between house staff on internal 

medicine wards: a national survey. Arch Intern Med. 2006 Jun 12;166(11):1173-7. 

18. Bernstein JA, Imler DL, Sharek P, Longhurst CA. Improved physician work flow after integrating sign-out 

notes into the electronic medical record. Jt Comm J Qual Patient Saf. 2010 Feb;36(2):72-8. 

19. Van Eaton EG, Horvath KD, Lober WB, Rossini AJ, Pellegrini CA. A randomized, controlled trial evaluating 

the impact of a computerized rounding and sign-out system on continuity of care and resident work hours. J Am 

Coll Surg. 2005 Apr 1;200(4):538-45. 

20. Flanagan ME, Patterson ES, Frankel RM, Doebbeling BN. Evaluation of a physician informatics tool to 

improve patient handoffs. J Am Med Inform Assoc. 2009 Jul-Aug;16(4):509-15. 

21. Anderson J, Shroff D, Curtis A, Eldridge N, Cannon K, Karnani R, Abrams T, Kaboli P. The Veterans Affairs 

shift change physician-to-physician handoff project. Jt Comm J Qual Patient Saf. 2010 Feb;36(2):62-71. 

22. Sidlow R, Katz-Sidlow RJ. Using a computerized sign-out system to improve physician-nurse communication. 

Jt Comm J Qual Patient Saf. 2006 Jan;32(1):32-6. 

23. Arora V, Johnson J, Lovinger D, Humphrey HJ, Meltzer DO. Communication failures in patient sign-out and 

suggestions for improvement: a critical incident analysis. Qual Saf Health Care. 2005 Dec;14(6):401-7. 

24. Petersen LA, Orav EJ, Teich JM, O'Neil AC, Brennan TA. Using a computerized sign-out program to improve 

continuity of inpatient care and prevent adverse events. Jt Comm J Qual Improv. 1998 Feb;24(2):77-87. 

25. Arora V, Kao J, Lovinger D, Seiden SC, Meltzer D. Medication discrepancies in resident sign-outs and their 

potential to harm. J Gen Intern Med. 2007 Dec;22(12):1751-5. 

26. Foster PN, Sidhu R, Gadhia DA, DeMusis M. Leveraging computerized sign-out to increase error reporting and 

addressing patient safety in graduate medical education. J Gen Intern Med. 2008 Apr 1;23(4):481-4. 

27. Hripcsak G, Sengupta S, Wilcox A, Green RA. Emergency department access to a longitudinal medical record. 

J Am Med Inform Assoc. 2007 Mar-Apr;14(2):235-8. Epub 2007 Jan 9. 

28. Stein DM, Wrenn JO, Johnson SB, Stetson PD. Signout: a collaborative document with implications for the 

future of clinical information systems. AMIA Annu Symp Proc. 2007:696-700. 

29. Stein DM, Stetson PD. Commentary: time to sign off on signout. Acad Med. 2011 Jul;86(7):804-6. 

 

 

 

 

1400



Implementation of i2b2 Schema to Integrate Patient Data from Medical and Dental Practices 

Laurel Verhagen, BS, Joe Finamore, BA , Jay Fuehrer, BBA, Jacqueline Bohne, BS, Aaron Miller, PhD, 

Amit Acharya, BDS, MS, PhD 

Marshfield Clinic Research Foundation, Marshfield, WI 

 

Abstract 

As the need for oral systemic research increases, tools are required to bridge the gap between medical and 

dental health information. This project leverages the i2b2 system to provide a unified query mechanism. 

 

Background 

Founded in 1916, the Marshfield Clinic (MC) system includes 54 clinics, 2 hospitals, and collaborated 

with a Federally Qualified Health Center (Family Health Center of Marshfield Inc.) to provide dental care 

at 8 dental centers. The electronic health record (EHR) of Marshfield Clinic (MC) was internally 

developed over 20 years ago. In 2010, a dental module was added, creating one of the first integrated 

EHRs
1
. To achieve the promise of digital health data, fractures within information systems need to be 

addressed; we need to better support clinicians and researchers caring for patients with systemic 

conditions that affect their oral health and vice versa.  

 

Methods 

To develop the i2b2 ontology, a cohort of 6000 individuals was randomly selected out of the MC patient 

population: 2000 with medical data, 2000 with dental data, and 2000 with medical and dental data. An 

iterative process was used to develop the ontology: data/files were formatted to fit the i2b2 table structure 

and loaded, then the team reviewed for accuracy and ease of use, and this repeated. The small cohort 

allowed for quick modifications and validation.  

 

Results and Discussion 

While significant work exists in the medical domain, dental implementations of i2b2 are limited. The 

most significant challenge was integrating the multiple modifiers (tooth and surface locations) associated 

with dental procedures in an easy-to-understand manner. To accomplish this, terms with location 

specificity were duplicated in the ontology to create a hierarchy. Testing conducted by epidemiologists 

and dentists guided this development. 

 

Implementing i2b2 with medical and dental information provides facile access to broadly-sourced clinical 

data, and that in turn has the potential to answer a huge range of dental and medical research questions, 

such as “how many patients have a diagnosis of diabetes and periodontal disease?” or “how many have a 

diagnosis of gingival hyperplasia and took anticonvulsant medications.” 

 

References 
1
Acharya A, Yoder N, Nycz G. An integrated medical-dental electronic health record: a 

Marshfield experience. In: Powell V, Din FM, Acharya A, Torres-Urquidy MH, eds. 

Integration of Medical and Dental Care and Patient Data. New York, NY: Springer; 

2012: 331-352. 

 

Acknowledgements 

Supported by grant 1UL1RR025011 from the Clinical and Translational Science Award (CTSA) program 

of the National Center for Research Resources, National Institutes of Health, a grant from Delta Dental of 

Wisconsin, and funds from Marshfield Clinic Research Foundation. 

 

 

1401



Using a Health Information Exchange System for Imaging Information: Patterns 

and Predictors 

 

Joshua R Vest, PhD, MPH,
1,2

 Zachary M Grinspan, MD,
1,2,3,4

 Lisa M Kern, MD, MPH,
1,2,5

 

Thomas R Campion Jr., PhD,
1,2,5

 Rainu Kaushal, MD, MPH,
1,2,3,4,5

 with the HITEC Investigators 

 
1
Center for Healthcare Informatics & Policy, Weill Cornell Medical College, New York NY

; 

2
Department of Public Health, Weill Cornell Medical College, New York NY; 

3
Department of 

Pediatrics, Weill Cornell Medical College, New York, NY
; 4

New York Presbyterian Hospital, 

New York, NY
; 5

Department of Medicine, Weill Cornell Medical College, New York, NY 
 

Abstract  

Health information exchange (HIE) systems may address the challenges that prevent easy access to patients’ existing 

radiological information at the point of care. However, little is known about the factors associated with usage of HIE 

for radiology reports, nor about how reports are shared with an exchange network. We analyzed the system log files 

from a regional health information organization in upstate New York matched with insurance claims files using 

network analysis and regression modeling. The exchange network was dominated by a few key information sources. 

Outpatient users overall accessed 17 times more radiology reports than inpatient and ED users combined. 

Additionally, as the number of exchange partners increased per organization, the average number of reports 

exchanged by that organization also increased. Radiology reports were most likely to be accessed by physicians and 

other clinical users. These findings have implications for those operating and fostering exchange activity. 

 

Introduction   

Provider access to existing patient information at the point of care is a challenge in the area of medical 

imaging. In the US, the use of imaging is rapidly growing and pervades nearly all settings of care. As a result, 

numerous patients have recent imaging studies and reports already in existence when seeking care with new 

providers or after a transition of care.
1, 2

 Providers want access to their patients’ prior imaging information.
3, 4

 

However, frequently providers have difficulty accessing prior studies and reports from other healthcare 

organizations in a timely manner or at all.
4-6

 Traditional means of sharing images and reports, such as physical 

media transfer, fax, or mail, can be slow, error-prone, incomplete, and frustrating.
5, 6

 Highlighting the importance of 

the problem, a recent survey indicated a majority of radiologists believed the process for using outside imaging 

information needed to be improved at their institution.
1
 Likewise, a recent review of the literature on hospital 

communication and information sharing with primary care providers after patient discharge noted effective 

communication of radiology information posed the greatest challenges.
7
 

Improving clinician access through health information technology (HIT) may help address these issues. 

Additionally, health information exchange (HIE) systems can support the sharing of imaging information.
10

 HIE 

systems enable provider and end user access to a broad array of patient-level clinical information including 

radiology reports and images from disparate organizations.
11

 Evidence suggests that use of HIE can change imaging 

ordering practices
12

 and a panel of national experts identified the ability to send and receive imaging reports as the 

feature of HIE technology that had the highest potential for financial savings.
13

 Other HIT examples such as regional 

deployment of picture archiving and communication systems (PACS),
8
 digital media transfers,

5
 or imaging 

networks
9
 can allow access to prior imaging studies and reports as well, but these systems do not provide the same 

breadth of patient information as HIE systems. 

Despite the potential for improved availability of prior imaging information and the subsequent benefits, 

there is a paucity of studies on the use of HIE systems with regards to patients’ imaging information. In general, we 

know that usage of HIE systems tends to occur during a minority of patient encounters, and systems have a wide 

range of clinical and non-clinical users with varying information needs.
14-17

 However, we do not know specifically 

know what factors are associated with usage of HIE system for imaging information. Furthermore, as communities 
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build capabilities to support the exchange of imaging information and reports, they will need to make choices about 

network architecture (i.e. peer-to-peer exchange vs. query-based exchange), as well as the clinical settings to 

prioritize access. Currently, we know that the composition of organizational participants can vary greatly between 

HIE efforts,
18

 but we do not know about the types of organizations providers rely upon for prior imaging 

information. Understanding the patterns of radiology report requested within an existing HIE would help inform 

these types of organizational decisions, though this is underexplored. Given the potential application of HIE to the 

important area of imaging information, we sought to address these gaps in the literature. Specifically, in this paper 

we: 1) display and analyze the pattern of radiology report requests among organizations participating in an HIE, and 

2) identify the patient and provider factors associated with use of a HIE system to access radiology reports. 

 

Methods 

Study setting 

The Rochester Regional Health Information Organization (RHIO), supported in part with funding from the 

New York’s Healthcare Efficiency and Affordability Law for New Yorkers (HEAL NY) capital grants program, is a 

non-profit organization that facilitates HIE in an 13-county region of western New York state.
19

 The RHIO enables 

authorized physician and user access to patient information collected from other providers and locations throughout 

the community. The HIE system is a commercial query-based web portal product, which includes patients’ 

discharge summaries, prior diagnoses, radiology reports, medication history, and payer information.
20

 Both 

radiology reports and images are accessible within the HIE system and are typically available in near-real time after 

signoff. Imaging studies are accessible only if the user first views the radiology report. Our analysis is limited to the 

viewing of reports only.  

Hospital systems, reference laboratories, radiology groups, insurance providers, and county offices 

populate the system with patient data. The HIE system is fed information from member sites continuously. 

Outpatient sites are predominately data viewers only, but radiology groups also contribute data. More than two-

thirds of the region’s hospitals and physicians participate in the HIE system.
21

 Like other RHIOs in the state, the 

Rochester RHIO operates under an “opt-in” model for patient consent. Patients must provide consent for their 

information to be made accessible to authorized system users in routine clinical situations (although there is a 

provision for access to patient data without consent in emergencies). At the time of the study, there were 1,318 

users.  

This study was part of a broader evaluation of the HEAL NY program by the Health Information 

Technology Collaborative (HITEC), a consortium of four academic institutions in New York State charged with 

evaluating the effects of interoperable health information technology (HIT) across the state.
22

 The Institutional 

Review Boards of Weill Cornell Medical College and the University of Rochester approved the study protocol. 

Data  

These analyses were based on three datasets, which were de-identified prior to our receipt of them. The 

system log file from the HIE system portal served as the base dataset. The log files included: dates of system access, 

unique user identifiers, setting of access, patient accessed, documents accessed, type of document accessed, and the 

source of the document. Document sources were defined as the organization or facilities with the organization where 

the radiology report was generated. The log file was limited to patients 18 years and older and reflected patient 

encounters from 1/2009 to 3/2011.  

Second, the RHIO staff supplemented the log files with information describing HIE system users and 

organizational members. The RHIO reported each user’s job title and assigned each title to one of five job types: 

staff, registered nurse, physician, physician extender, and other clinician. The staff category included jobs such as 

medical secretary, intake specialists, practice / office managers, and nursing assistants. The physician extender 

category included nurse practitioners and physician assistants. Licensed professional nurses and technical job titles 

made up the other clinician category. The RHIO also aggregated each user at the same HIPAA-covered entity into 

practice locations. The RHIO provided unique identifiers for each practice location and classified the type of 

organizational setting as hospital, emergency department, outpatient or other. The setting classification was for both 

the source of the documents in the HIE system and the users’ location. The RHIO also identified which locations 
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were part of the same organization (e.g. the outpatient practices and ED that were part of the same integrated 

system). 

The third dataset consisted of claims files from two participating health plans, which cover more than 60% 

of the Rochester area population. Claims were limited to continuously enrolled, adult patients who had consented to 

have their information accessible to providers participating in the Rochester RHIO during calendar years 2009 and 

2010. Claims were limited to patients who had had at least one encounter with a provider participating in the HIE 

system in the six months following the patient’s date of consent. Claims data included patient demographics, 

diagnoses, and encounter information.  

Network analysis 

 For the primary analysis, we included all radiology reports viewed within the HIE system by all users 

located in an ED, inpatient, or outpatient setting from the log files. For each radiology report, we identified the 

source of the document and the practice location of the user viewing the document. We drew two network graphs as 

described below. Graphs were plotted using the iGraph software package
23

 within the R statistical environment.
24

 

First, we displayed the organizational-level connection patterns between radiology report sources and users. 

We drew the network via the force-directed drawing method of Kamada and Kawai,
25, 26

 which uses spring forces 

proportional to the graph-theoretic distance between vertices. Organizations are represented by vertices. Some 

organizations only retrieved reports (represented as circles), some only provided reports (orange squares), and some 

did both (white squares). We also indicate if the source organization was a hospital (“H”) or a stand-alone radiology 

center (“R”). The connection between two vertices was weighted by the number of radiology documents sent from 

the source to the user organization. The weights are displayed visually by the shading and thickness of the edges 

connecting two vertices. Reports retrieved within the same organization (i.e. “self-ties”) were omitted in this graph. 

For the second graph, we focused on the source organizations in order to highlight users in different clinical 

settings, as well as to show within-organization HIE activity. For this analysis we allowed each organization to have 

multiple vertices: squares to indicate the document source, and circles to represent the user settings (ED, Inpatient, 

and Outpatient). We displayed these relationships as a bipartite graph – connections are only between sources and 

users. We highlighted within-organization report retrievals.  

We assessed the difference between the average number of connections among sources versus user practice 

locations, as well as the average number of radiology documents exchanged by data sources versus data users. We 

also assessed the difference between ED (orange), outpatient (blue), and inpatient users (green) by comparing the 

number of documents requested and the number of sources accessed. Summary statistics are presented as medians 

[range]. The data did not display normal distributions; we compared groups using the Wilcoxon rank sum test.  

Factors associated with radiology usage 

 As a subsequent analysis, we modeled the patient and provider factors associated with use of the HIE 

system for radiology reports. We transformed the system log to reflect single sessions of user activity by grouping 

all documents accessed by a single user, for a specific patient by date.
27

 For each session we created a binary 

indicator of whether the session included access of a radiology report or not. This resulted in 134,127 unique user 

sessions. We linked the claims files to these sessions; 64.2% of user sessions had associated claims files (n=86,152).  

 We created independent variables to measure patient demographics, patient encounter history, and user 

characteristics relevant to each HIE system session. From the claims files we derived the age, gender, insurance 

status, diagnoses, and disease severity of the patient whose HIE system record was accessed. Since these are 

commercial claims files, patients were either covered by private insurance, Medicaid managed care, or Medicare 

managed care. A small proportion of sessions were for patients with a state subsidized private product that we 

combined with the Medicaid category. We used AHRQ’s clinical classification software (CCS) to group ICD-9 

codes into key conditions.
28

 We measured patient disease severity as the count of Major Aggregated Diagnostic 

Groups (ADGs) in the 12-month period prior to patient consent using the Johns Hopkins ACG Case-Mix 

System®.
29, 30

 We also identified the patient’s utilization of healthcare services in the 30 days prior to the HIE 

system user session. We determined if the patient had any claim for computed tomography (CT), magnetic 

resonance imaging (MRI), X-ray, mammography, or any other imaging modality procedure, as well as a primary 

care visit, a specialty care visit, an ED encounter, or an inpatient admission. User characteristics reflected the job 

title and setting of the HIE system user. 
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 We described the overall sample using frequencies and percents. We compared the distribution of user 

characteristics by HIE system usage using χ
2
. Mixed-effects logistic regression models described the association 

between the independent variables and access of radiology reports within the HIE system. We used the lme4 

package
31

 in the R statistical environment
24

 for all modeling. Random-effects accounted for multiple observations 

per patient, patients per HIE system user, and users per workplace. All independent variables were modeled as fixed 

effects. We reported odds ratios (OR) and 95% confidence intervals (CI) for the unadjusted associations and 

associations stratified by users’ organizational setting to complement the network analyses.  

Results 

Network analysis 

 The network analysis included 29,528 radiology documents originating at 17 different source 

organizations, including hospitals and radiology practices. A total of 126 different practice locations viewed these 

documents.  

 Figure 1 illustrates the exchange network aggregated to the organizational level (i.e. no self-ties). Each 

source organization (white and orange squares) sent on average 971 [range: 6 to 8002] documents to 49 [3 to 106] 

other organizations. User organizations (blue circles and white squares) accessed on average 49 [1 to 8444] 

documents from 6 [1 to 17] source organizations. The layout produced by the Kamada-Kawai force directed 

algorithm suggests 11 of the 17 source organizations represent a core set of data providers, including 8 hospitals and 

3 stand-alone radiology sites. 
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Figure 1. Network Graph of Radiology Report Retrieval within the Rochester RHIO by Organization with Self-Ties 

Omitted. 

 

 In Figure 2, we limited the analysis only to source organizations (represented as squares in Figure 1) in 

order to illustrate two additional patterns of exchange. First, 10 organizations used the HIE system to retrieve reports 

created within their own organization, representing 1495 (5.1%) of the total number of documents exchanged across 

the HIE. Second, users in multiple clinical settings (ED, outpatient, and inpatient) accessed radiology reports. 

Across the whole exchange, ED users accessed on average 154 [1 to 684] documents from 9.5 [1 to 12] sources, 

outpatient users an average of 48.5 [1 to 8444] documents from 6 [1 to 17] sources, and inpatient users an average of 

45.5 [1 to 108] documents from 6 [1 to 10] sources. These differences were not statistically significant -- neither the 

number of documents accessed nor the number of sources accessed differed significantly by clinical setting. 
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 Most of the practice sites using the HIE to retrieve radiology reports were in the outpatient setting (118 

outpatient vs. 6 ED and 6 inpatient). Thus the overall number of radiology reports retrieved in the outpatient setting 

was 16.9 times greater than the number of reports retrieved in the ED and inpatient settings combined (23,201 

outpatient vs. 1333 ED and 313 inpatient). These numbers reflect all data in the RHIO, not just those patients for 

which we possessed claims data. 

 
Figure 2. Radiology Report Retrieval within the Rochester RHIO within and between Organizations. 

 

 Figure 3 illustrates the relationship between the number of connections and the average number of 

documents shared across each connection, by practice and clinical setting. Sites that accessed reports from more 

sources tended to access a greater average number of documents from each of those sources (rho=0.52, p < 0.001). 
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Figure 3. Average Number of Radiology Reports Accessed Per Connection within the Rochester RHIO. 

 

Factors associated with usage for radiology reports 

The 86,152 user sessions with associated claims files represented the activity of 1,119 different users 

representing 145 different workplace locations. The majority of sessions (86.4%) were by users with staff titles 

rather than by physicians, who represented only about 4% of all sessions (Table 1). Most sessions were at outpatient 
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settings (76.3%). Overall, 11.2% of sessions included access of radiology reports. User sessions that did not include 

access of radiology reports focused primarily on access of summary patient information (85.1%) or laboratory 

results (12.6%).  

 

 Table 1. User characteristics by use of a health information exchange system for radiology reports 

 No radiology 

usage 

Radiology usage Total  

 n=76,542 n=9,610 n=86,152 p 

Job title n (%) n (%) n (%)  

Staff  68,398 (89.4) 6065 (63.1) 74,463 (86.4) <.0001 

RN 1,820 (2.4) 655 (6.8) 2,475 (2.9)  

Physician extender 768 (1.0) 473 (4.9) 1,241 (1.4)  

Physician 2,073 (2.7) 1349 (14.0) 3,422 (4.0)  

Other clinician 3,483 (4.6) 1068 (11.1) 4,551 (5.3)  

User setting     

Inpatient 6,569 (8.6) 711 (7.4) 7,280 (8.5) <.0001 

Outpatient 57,365 (75.0) 8405 (87.5) 65,770 (76.3)  

ED 12,149 (15.9) 437 (4.6) 12,586 (14.6)  

Other 459 (0.6) 57 (0.6) 516 (0.6)  

 
 

Table 2. The associations between patient, encounter, and user characteristics and use of a health information  

exchange system for radiology reports unadjusted for confounding and stratified by user setting 
 OR (95% CI) for accessing radiology reports 

Characteristic All sessions  

(n=86,152) 

Outpatient setting 

(n=657,70) 

ED setting  

(n= 12,586) 

Inpatient setting  

(n=7,280) 

Patient - male gender 1.18 (1.12, 1.25)*** 1.24 (1.17 1.32)*** 0.81 (0.63 1.05) 0.85 (0.68 1.05) 

Patient age     

18-44 1.00    

45-64 0.88 (0.82, 0.94)*** 0.90 (0.84, 0.97)** 0.67 (0.49, 0.91)** 0.78 (0.58, 1.05) 

65-74 0.83 (0.76, 0.91)*** 0.84 (0.77, 0.92)*** 0.69 (0.46, 1.01) 0.81 (0.57, 1.13) 

≥75 0.92 (0.84, 1.00)* 0.94 (0.86, 1.03) 0.74 (0.51, 1.08) 0.83 (0.59, 1.16) 

Patient insurance status     

Private 1.00    

Medicaid 1.39 (1.26, 1.53)*** 1.37 (1.24, 1.53)*** 1.36 (1.01, 1.81)* 1.56 (1.12, 2.17)* 

Medicare 0.96 (0.90, 1.03) 0.96 (0.89, 1.03) 0.93 (0.68, 1.28) 1.10 (0.88, 1.38) 

Count of major ADGs in patient 1.05 (1.03, 1.08)*** 1.06 (1.03, 1.08)*** 1.09 (1.00, 1.19) 1.02 (0.95, 1.10) 

Patient diagnoses     

Injury 1.20 (1.12, 1.29)*** 1.21 (1.12, 1.31)*** 1.24 (0.93, 1.66) 1.04 (0.81, 1.35) 

Pregnancy complications 1.00 (0.74, 1.36) 0.95 (0.68, 1.34) 1.23 (0.51, 2.93) 1.31 (0.42, 4.05) 

Cancer 1.09 (1.01, 1.17)* 1.08 (1.00, 1.17) 1.59 (1.10, 2.30)* 1.08 (0.81, 1.44) 

Epilepsy 1.15 (0.88, 1.51) 1.12 (0.83, 1.50) 1.03 (0.42, 2.55) 1.67 (0.68, 4.11) 

Headache 1.06 (0.94, 1.19) 0.99 (0.87, 1.13) 1.77 (1.17, 2.68)** 1.48 (0.94, 2.34) 

Heart disease 1.06 (0.99, 1.14) 1.11 (1.03, 1.20)** 0.85 (0.64, 1.14) 0.80 (0.64, 1.00) 

Cerebrovascular disease 1.43 (1.19, 1.71)*** 1.46 (1.20, 1.77)*** 0.72 (0.34, 1.53) 1.72 (0.97, 3.05) 

Patient 30-day utilization history of:     

CT 3.01 (2.59, 3.49)*** 3.24 (2.76, 3.81)*** 1.88 (1.05, 3.36)* 2.49 (1.43, 4.34)** 

MRI 1.85 (1.50, 2.27)*** 1.83 (1.47, 2.27)*** 4.91 (1.43, 16.83)* 1.48 (0.55, 3.99) 

X-ray 1.71 (1.53, 1.91)*** 1.75 (1.56, 1.98)*** 1.20 (0.75, 1.93) 2.10 (1.38, 3.21)*** 

Mammography 0.96 (0.71, 1.29) 0.90 (0.66, 1.24) 4.56 (0.61, 34.12) 1.33 (0.45, 3.93) 

Ultrasound 1.55 (1.29, 1.85)*** 1.51 (1.25, 1.82)*** 2.15 (0.96, 4.81) 2.13 (0.93, 4.84) 

Other modalities 1.58 (1.30, 1.93)*** 1.65 (1.34, 2.04)*** 1.36 (0.54, 3.41) 1.14 (0.52, 2.48) 

Any imaging 1.75 (1.61, 1.90)*** 1.79 (1.64, 1.95)*** 1.59 (1.10, 2.28)* 1.65 (1.18, 2.30)** 

Primary care visit 1.12 (1.03, 1.22)** 1.11 (1.02, 1.22)* 1.34 (0.92, 1.94) 1.19 (0.85, 1.65) 

Specialty care visit 1.08 (0.99, 1.18) 1.10 (1.00, 1.20)* 1.19 (0.79, 1.79) 0.88 (0.62, 1.23) 

ED encounter 2.25 (1.95, 2.59)*** 2.52 (2.15, 2.97)*** 1.48 (1.00, 2.21) 2.12 (1.29, 3.49)** 

Inpatient admission 1.58 (1.31, 1.92)*** 1.81 (1.46, 2.24)*** 1.50 (0.82, 2.73) 1.09 (0.60, 1.99) 

HIE user job title     

Staff 0.38 (0.24, 0.60)*** 0.42 (0.24, 0.72)** 0.04 (0.01, 0.22)*** 0.38 (0.15, 1.00) 

RN 1.00 1.00 1.00 1.00 

Physician extender 2.37 (1.28, 4.36)**  1.77 (0.82, 3.83) 8.85 (1.47, 53.24)* 3.36 (0.97, 11.61) 

Physician 3.17 (1.93, 5.23)***  2.52 (1.36, 4.67)** 12.76 (2.27, 71.84)** 3.49 (1.36, 9.03)* 

Other clinician 1.83 (1.08, 3.10)*  1.67 (0.90, 3.09) 1.07 (0.84, 1.37 2.83 (0.93, 8.58) 

* p<0.05; **p< 0.01; ***p<0.001 
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Table 2 displays the associations between the independent variables and use of the HIE system for 

radiology reports unadjusted for confounding and stratified by user setting. Overall, the odds were higher that HIE 

system use included radiology reports if the information being accessed was for male patients (OR=1.18; 95% 

CI=1.12, 1.25), patients with increasing disease severity (OR=1.05; 95%CI=1.03, 1.08), patients covered by 

Medicaid (OR=1.39; 95%CI=1.26, 1.53), and patients with a history of injury (OR=1.20; 95%CI=1.12, 1.29), cancer 

(OR=1.09; 95%CI=1.01, 1.17), or cerebrovascular disease (OR=1.43; 95%CI=1.19, 1.71). In terms of recent 

utilization, if the patient had any imaging procedure in the past 30-days the odds of using the HIE system for 

radiology reports increased 75%. Specifically, a recent CT (OR=3.01; 95%CI=2.59, 3.49), MRI (OR=1.85; 

95%CI=1.50, 2.27), X-ray (OR=1.71; 95%CI=1.53, 1.91), ultrasound (OR=1.55; 95%CI=1.29, 1.85), and any other 

modality (OR=1.58; 95%CI=1.30, 1.93) each increased the odds the HIE system session included the access of 

radiology reports. The odds a HIE system session included radiology were twice as high for patients with recent ED 

encounters (OR= 2.25; 95%CI=1.95, 2.59) and also higher for those with recent inpatient admissions (OR=1.58; 

95%CI=1.31, 1.92) and primary care visits (OR=1.12; 95%CI=1.03, 1.22).  

Access of radiology in the HIE system differed significantly by user’s job type. Compared to nurses, 

physicians had three times higher odds of accessing radiology reports (OR=3.17; 95%CI=1.93, 5.23). Use of HIE 

system for radiology was also higher for physician extenders (OR=2.37; 95%CI=1.28, 4.36) and other clinicians 

(OR=1.83; 95%CI=1.08, 3.10). Users in the staff category were statically less likely to access radiology reports in 

the HIE system (OR= 0.38; 95%CI=0.24, 0.60).   

Both differences and similarities in the relative importance of patient and user characteristics in the use of 

the HIE system for radiology reports existed between organizational settings. In terms of diagnoses, only a history of 

injury, heart disease and cerebrovascular disease increased the odds the HIE system session included radiology 

reports. In the ED setting, only cancer and headache were statistically associated with an increased odds of accessing 

a radiology report in the HIE system. In all three settings, recent imaging utilization increased the odds the HIE 

system session included radiology report access: 79% in outpatient settings, 59% in the ED, and 65% for inpatient 

settings. The odds the HIE system session included a radiology report were the largest when the patient had a recent 

CT in all three settings or a recent MRI in the outpatient and ED settings. Recent X-rays also increased the odds of 

using the HIE system for radiology reports in the outpatient and inpatient settings. In addition, in all settings the 

odds that the HIE system session included radiology reports were statistically higher if the user was a physician. For 

the ED and the outpatient setting, nonclinical staff users were much less likely to access radiology report than nurses 

or other clinical users. 

 

Discussion 

During a 27-month period, inpatient, outpatient, and ED users accessed 29,528 radiology reports. This 

analysis describes the extent and nature of radiology information sharing in community-based HIE system, as well 

as the factors associated with system usage for radiology reports. The findings give us a better understanding of the 

potential value of radiology report exchange for individuals and organizations, suggest ways to foster HIE activity, 

and indicate the challenges of care fragmentation.  

First, these findings provide insights into the potential value of HIE efforts for radiology information from 

the very different perspectives of organizational connectedness and the determinants of individual usage. To begin, 

the network analysis illustrates two very different types of organizations sharing radiology reports: important 

sources of reports and users of those reports. While the organizations that provide the majority of radiology reports 

may also obtain information from other organizations, the value proposition of HIE activity is clearly very different 

for these two types of entities. For the users of HIE systems, the value of HIE is in the presence of the actual tie to 

the information source and can be quantified in traditional measures like the number of radiology reports retrieved.
14

 

For the organizations that are radiology information sources, value is probably in the number of ties and the identity 

of the exchange partner. That is, value is derived by having exchange relationship with specific, desired 

organizations or providers, or by having a large network of providers reliant on their information.
32

 For sources, the 

incremental increase in number of radiology reports viewed by any one user is probably of negligible importance. 

What would be of importance is understanding which providers are seeing that source organization’s patients after 

discharge from the hospital or an ED visit.  

Secondarily, the network analysis makes it obvious that those seeking to establish exchange efforts have to 

start with large data providers. Also, by definition HIE systems enable inter-organizational information sharing. 
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However, as the non-trivial occurrence of self-ties indicate, this study shows HIE systems provide access to within-

organization created information as well. We suspect it is not that end users opt for the HIE system to access patient 

information instead of their own EHR, but the radiology reports were most likely accessed as part of a broader 

information query. In that respect, HIE systems demonstrate a unique value over institution-specific patient record 

systems like EHRs or PACS. HIE systems allow users to view patient’s radiology information, even if from their 

own organization, in a longitudinal and comprehensive context. Only HIE systems allow a single radiology report to 

be viewed in the same setting as all prior procedures and utilization regardless of the source of care. 

In terms of individual usage, these findings suggest what types of healthcare professionals need radiology 

information from other provides and for what types of patients. As already noted, HIE systems support the work of 

numerous types of professionals. However, in the case of radiology reports, they appear most useful to physicians 

and other types of clinical users. This makes sense, as we do not normally associate the requisite skills and 

knowledge to effectively utilize radiology reports with non-clinicians. Also, the strong association with radiology 

information access further supports previous research that this is an information type physicians would find valuable 

if offered by RHIOs and other exchange efforts.
17

  

Furthermore, although several recent evaluations of HIE have focused on the value of HIE the ED 

setting,
33, 34

 the value to outpatient providers may be greater, as suggested by our observations that most radiology 

report retrievals occurred in that setting. ED, inpatient, and outpatient based physicians must all gather information 

from multiple sources for their patients – however, there are far more outpatient practices overall. The outpatient 

practices in our study also had to retrieve reports from as many as 17 different radiology practices. Radiology 

centers may use different equipment and deliver different styles of reports, and radiologists themselves may vary in 

their level of training and skill. Keeping track of these subtleties in an outpatient practice that retrieves reports from 

17 different radiology providers seems daunting. Further work will be needed to understand if access to these 

images changed physician decision-making, for example by reducing redundant testing.  

These findings also suggest what patient characteristics may lead to system usage. Notably, for nearly all 

user settings, if the patient had a recent ED visit system usage was more likely to include radiology reports. Given 

that information sharing after ED visits is historically challenging, this indicates a potential usefulness of the HIE 

system. Additionally, the associations with prior imaging utilization and underlying patient conditions that rely 

heavily on imaging suggest patient types for whom access to existing radiology reports could be clinically relevant. 

It was also noteworthy that the odds that a user session included radiology reports were higher in all settings of care 

if the patient was covered by Medicaid managed care. This could indicate a positive use case given that New York 

State and other states are expending public funds to support exchange. 

Related to the above themes, these findings help illustrate the interconnected nature of healthcare in a 

community. Care in the US is fragmented, with patients seeking care from multiple facilities.
35

 Our findings reveal 

the implications of this fragment for providers by quantifying the extent to which organizations must rely on other 

providers in the case of a single information type. For example, the average ED relied on nearly 10 different sources 

of information just for radiology reports. Outpatient providers relied on an average of 6 sources. Considering this is 

just the number of connections for radiology reports, the number of connections must be higher if all types of 

information exchange had been included. RHIO data have been used previously to note the fragmented nature of 

information,
36

 however, we believe we are the first to demonstrate the extent of fragmentation specifically for 

radiology information and to identify the extent to which providers rely on multiple sources. 

Finally, highly relevant for current national HIT policy and the debates around competing HIE governance 

models is the strong positive correlation between the number of exchange partners and the average number of 

radiology reports exchanged. Organizations with few partners averaged a low number of exchanges with those 

partners. As the number of exchange partners increased, the average number of radiology reports exchanged among 

those partners also increased. This association between more partners and more exchange activity is significant, 

because the HIE organizational models growing in popularity tend to limit and not expand the number of exchange 

partners. Enterprise HIEs, completely privately governed and funded exchanges,
37

 and vendor-mediated exchange 

around a common EHR product,
38

 do not encourage broad sharing with potentially competing organizations. These 

findings suggest that HIE efforts that limit the number of participants may not see large levels of exchange activity 

among partners. That intimation has significant implications for the potential effectiveness of and provider 

satisfaction with HIE systems. 
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Limitations 

 This analysis was based on a large, developed community-based RHIO with a diverse user group. Other 

efforts with fewer participating organizations may not see similar results. Additionally, we limited our analyses to 

system usage for radiology only. We do not know how the network analysis findings would change if we had 

focused on other clinical areas. Additionally, our network analysis does not account for potential differences in 

patient populations served by each organization. Lastly, an important area for future research would be an 

examination in the differences of HIE usage of radiology reports compared to retrieval of actual imaging studies. 

 

Conclusion 

 HIE systems can enable providers access of radiological reports. This type of information is more likely to 

be accessed by physicians and other clinical providers, and it is used more frequently in the outpatient setting. These 

findings also suggest that a larger number of exchange partners will increase organizations’ exchange activity. 

 

Acknowledgements 

The project was funded by the New York State Department of Health Evaluation of the Healthcare Efficiency and 

Affordability Law for New Yorkers Program (HEAL NY) - Phase 5 (Contract #C023699). The authors wish to 

thank the Rochester Regional Health Information Organization for requesting this evaluation and providing access 

to data. We also thank Ted Kremer, MPH, Jill Eisenstein MS, Gloria Hitchcock MS, Sara Abrams MPH, and Alison 

Edwards, MS for their assistance with this project. 

 

References 

1. Robinson J, McNeeley M. Transfer patient imaging: a survey of members of the American Society of Emergency 

Radiology. Emergency Radiology. 2012;19(5):447-54. 

2. Dreyer KJ. Need for image, data portability opens door for electronic answers. 2010 [31 OCT 2012]; Available 

from: http://www.diagnosticimaging.com/display/article/113619/1550173. 

3. Smith KJ, Clark S, Kapoor WN, Handler SM. Information primary care physicians want to receive about their 

hospitalized patients. Fam Med. 2012;44(6):425-30.  

4. Sandberg JC, Ge Y, Nguyen HT, Arcury TA, Johnson AJ, Hwang W, et al. Insight into the Sharing of Medical 

Images: Physician, Other Health Care Providers, and Staff Experience in a Variety of Medical Settings. Applied 

Clinical Informatics. 2012;3(4):475-87. 

5. Sodickson A, Opraseuth J, Ledbetter S. Outside Imaging in Emergency Department Transfer Patients: CD Import 

Reduces Rates of Subsequent Imaging Utilization. Radiology. 2011;260(2):408-13. 

6. Cook SH, Fielding JR, Phillips JD. Repeat abdominal computed tomography scans after pediatric blunt abdominal 

trauma: missed injuries, extra costs, and unnecessary radiation exposure. Journal of Pediatric Surgery. 

2010;45(10):2019-24. 

7. Kripalani S, LeFevre  F, Phillips CO, Williams MV, Basaviah P, Baker DW. Deficits in communication and 

information transfer between hospital-based and primary care physicians: Implications for patient safety and 

continuity of care. JAMA. 2007;297(8):831-41. 

8. You J, Yun L, Tu J. Impact of picture archiving communication systems on rates of duplicate imaging: a before-

after study. BMC Health Services Research. 2008;8(1):234. 

9. Flanagan PT, Relyea-Chew A, Gross JA, Gunn ML. Using the Internet for Image Transfer in a Regional Trauma 

Network: Effect on CT Repeat Rate, Cost, and Radiation Exposure. Journal of the American College of 

Radiology : JACR. 2012;9(9):648-56.  

10. Flanders AE. Medical Image and Data Sharing: Are We There Yet? Radiographics. 2009;29(5):1247-51. 

11. Healthcare Information & Management Systems Society. Health Information Exchanges: Similarities and 

Differences. HIMSS HIE Common Practices Survey Results White Paper Chicago, IL: 2009. 

12. Bailey JE, Wan JY, Mabry LM, Landy SH, Pope RA, Waters TM, et al. Does Health Information Exchange 

Reduce Unnecessary Neuroimaging and Improve Quality of Headache Care in the Emergency Department? J 

Gen Intern Med. 2012; 28(2):176-83.  

13. Kern LM, Wilcox A, Shapiro J, Dhopeshwarkar RV, Kaushal R. Which components of health information 

technology will drive financial value? Am J Manag Care. 2012;18(8):438-45.  

1410



14. Vest JR, Jasperson J. What should we measure? Conceptualizing usage in health information exchange. Journal 

of the American Medical Informatics Association. 2010;17(3):302-7. 

15. Johnson KB, Unertl KM, Chen Q, Lorenzi NM, Nian H, Bailey J, et al. Health information exchange usage in 

emergency departments and clinics: the who, what, and why. Journal of the American Medical Informatics 

Association. 2011;18(5):690-7. 

16. Vest J, Jasperson J. How are health professionals using health information exchange systems? Measuring usage 

for evaluation and system improvement. . Journal of Medical Systems. 2012;36(5):3195–204. 

17. Shapiro JS, Kannry J, Kushniruk AW, Kuperman G, The New York Clinical Information Exchange Clinical 

Advisory S. Emergency Physicians' Perceptions of Health Information Exchange. J Am Med Inform Assoc. 

2007;14(6):700-5. 

18. Adler-Milstein J, Bates DW, Jha AK. U.S. Regional Health Information Organizations: Progress And 

Challenges. Health Aff. 2009;28(2):483-92. 

19. Greater Rochester Regional Health Information Organization. About Rochester RHIO. 2009; Available from: 

http://www.grrhio.org/about/default.aspx. 

20. Greater Rochester Regional Health Information Organization. The Virtual Health Record links you to clinical 

reports, medication histories, radiology images and more from across the region. Rochester, NY2010; Available 

from: http://www.grrhio.org/providers/~/media/VHR%20Insert.ashx. 

21. New York eHealth Collaborative. NYeC July 2012 Board Meeting. New York State Department of Health, 

2012. 

22. Kern LM, Kaushal R. Health information technology and health information exchange in New York State: New 

initiatives in implementation and evaluation. Journal of Biomedical Informatics. 2007;40(6, Supplement):S17-

S20. 

23. Csárdi G, Nepusz T. The igraph software package for complex network research. InterJournal Complex 

Systems. 2006. 

24. R Core Team. R: A language and enivoronment for statistical computing. Vienna, Austria: R Foundation for 

Statistical Computing; 2012. 

25. Kamada T, Kawai S. An algorithm for drawing general undirected graphs. Information Processing Letters. 

1989;31(1):7-15. 

26. Kobourov SG. Force-Directed Drawing Algorithms. In: Tamassia R, editor. Hanbook of Graph Drawing and 

Visualization: Chapman and Hall/CR; 2013. 

27. Vest JR, Zhao H, Jasperson J, Gamm LD, Ohsfeldt RL. Factors motivating and affecting health information 

exchange usage. Journal of the American Medical Informatics Association. 2011;18(2):143-9. 

28. Agency for Healthcare Research and Quality. Clinical Classifications Software (CCS) for ICD-9-CM. Rockville, 

MD2009 [cited 2010 July 7 2010]; Available from: www.hcup-us.ahrq.gov/toolssoftware/ccs/ccs.jsp. 

29. The Health Services Research & Development Center at The Johns Hopkins University, Bloomberg School of 

Public Health. The Johns Hopkins ACG® System: Technical Reference Guide Version 10.0. Baltimore, MD: 

2011. 

30. Baldwin LM, Klabunde CN, Green P, Barlow W, Wright G. In search of the perfect comorbidity measure for use 

with administrative claims data: does it exist? Med Care. 2006;44(8):745-53.  

31. Bates D, Maechler M, Bolker B. lme4: Linear mixed-effects models using S4 classes. R package version 

0.999999-0. 2012. 

32. Deloitte Center for Health Solutions. Health Information Exchange (HIE) Business Models. The Path to 

Sustainable Financial Success. Washington, DC: 2006. 

33. Frisse ME, Johnson KB, Nian H, Davison CL, Gadd CS, Unertl KM, et al. The financial impact of health 

information exchange on emergency department care. J Am Med Inform Assoc. 2012;19(3):328-33. 

34. Tzeel A, Lawnicki V, Pemble KR. The Business Case for Payer Support of a Community-Based Health 

Information Exchange. American Health and Drug Benefits. 2011;4(4):207-16. 

35. Bourgeois F, Olson KL, Mandl KD. Patients treated at multiple acute health care facilities: Quantifying 

information fragmentation. Archives of Internal Medicine. 2010;170(22):1989-95. 

36. Onyile A, Vaidya SR, Kuperman G, Shapiro JS. Geographical distribution of patients visiting a health 

information exchange in New York City. Journal of the American Medical Informatics Association. 2012. 

37. Harris Healthcare Solutions. Harness the Power of Enterprise HIE. 2012. 

38. Minnesota Department of Health OoHIT. A Practical Guide to Understanding Health Information Exchange, 

Assessing Your Readiness and Selecting Health Information Exchange Options in Minnesota. 2012. 

1411



Characterizing the Effects of a Cognitive Support System for Psychiatric 

Clinical Comprehension 
Venkata V.K. Dalai, MBBS, MPH, Dinesh Gottipatti, MS, Thomas Kannampallil, MS, 

Trevor Cohen, MBChB, PhD. 

University of Texas School of Biomedical Informatics
1
. New York Academy of Medicine

2
. 

 

Abstract: Cognitive studies of clinical experts reveal application of “intermediate constructs”, clinically relevant 

clusters of information, for problem solving. Novice clinicians are less able to recognize these patterns, so a system 

to augment their comprehension is desirable. In this study, we evaluate a cognitive support system for psychiatric 

clinical comprehension, using propositional analysis and Latent Semantic Analysis to measure system effects on 

clinical comprehension. Results indicate the system promotes case interpretation more closely approximating expert 

emphasis.  
 

Introduction: Previous studies suggest that the process of clinical comprehension differs between expert and novice 

clinicians with respect to selective filtering, pattern recognition and accuracy of inferences generated
1
. In addition, 

experts use knowledge structures called “intermediate constructs” that represent clinically meaningful clusters of 

observations that lead toward specific diagnoses. The ability to generate intermediate constructs is a distinguishing 

characteristic of expert clinical comprehension.  In contrast, although non-experts may possess a large knowledge 

base, they tend to be less organized. Residents (who are non-experts) play a major role in patient information 

gathering and most of the times they work under expert advice. So a cognitive support system that organizes the 

information in a manner that mediates efficient problem solving may improve the quality and efficiency of patient 

care. To pursue these goals, we developed a system that organizes free-text psychiatric narrative with respect to its 

relatedness to a set of four key intermediate constructs for psychiatric diagnosis and therapeutic planning: psychosis, 

mood disorders, substance abuse and dangerousness to self or others. In this study, we evaluated the effect of this 

prototype electronic health record interface, using propositional analysis and Latent Semantic Analysis (LSA).  
 

Research Design and Methods: Our materials include two case scenarios, developed for the purpose of previous 

research
2
, and based on clinical cases in the DSM-IV casebook, an educational resource that aims to teach 

psychiatric diagnosis. Participants were split into two groups. One group viewed the cases using the interface and 

the other group without the interface (as text in a browser). The order of the cases was reversed for half of the 

subjects, such that differences in comprehension due to case difficulty can be isolated from differences due to the 

presence of the interface. Participants were instructed to read through the case while thinking aloud (verbalizing 

their thoughts without editing or interpreting them). Verbal protocols were audio-recorded, and interaction with the 

system was captured using video screen capture. Subsequently they will be asked to summarize the case from 

memory, and provide a differential diagnosis. Audio-recordings were transcribed, and analyzed using methods of 

propositional analysis and LSA, in order to characterize any differences in the process of comprehension that occur 

as a result of the interface. LSA was used to compare the content of the verbal protocols to a reference standard 

consisting of a selection of the most relevant content in each case generated by domain experts in a previous study. 
 

Results and Conclusions: On average, the reports produced by users of the system were more similar to the 

reference standard produced by domain experts, with a greater difference in median relatedness (0.728 vs. 0.703 for 

case 1, and 0.7253 vs. 0.695 for case 2) than mean relatedness on account of the presence of outliers. Propositional 

analysis revealed the system facilitated the application of intermediate constructs as a means to organize information 

during the process of clinical comprehension. These findings suggest that cognitive support systems may enhance 

clinical comprehension by organizing clinical knowledge in a manner that facilitates expert-like comprehension.    
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Abstract 

The purpose of this research project is to develop and evaluate a web-based, auditory training system for adults and 

elderly hearing aid users. The sample is delineated by inclusion criteria and divided into three groups of 50 

individuals each, considering two control group and experimental groups. It is expected that the experimental group 

will experience an improvement in auditory ability and in the effective use of hearing aids. 

 

Introduction 

Sensorineural hearing loss is a chronic condition that can impact daily life and cause psychosocial problems. To 

minimize the psychosocial reactions of adults and the elderly with hearing impairment, a hearing aid fitting is 

beneficial. However, this population often does not adapt to the use of hearing aids. Studies indicate that training 

auditory (TA) helps hearing aid users improve auditory discrimination abilities for speech sounds. But, a web-based 

TA is not available in Brazil for home application. With this in mind, we decided to develop a tool that is easily 

accessible to assist with training and ensure effective listening skills in this population. 

 

Methods 

This study was approved by the UNIFESP’s Research Ethics Committee, 2668/2012. The study group, according to 

inclusion criteria, includes individuals who have bilateral symmetrical sensorineural hearing loss that is in mild to 

moderate degree; and who are 25 years old or older, new users of hearing aids, experienced in web browsing, and 

available to perform the auditory training 30 minutes daily, five times a week, four weeks. All participants will be 

asked to respond to the HHIE or the HHIA (Hearing Handicap Inventory for the Elderly and Hearing Handicap 

Inventory for Adults, respectively) before and after application. The experimental group, randomly selected, will 

have access to an auditory web-based TA application that will be crafted after comparing the results obtained from 

the testing. TA contains two modules. First, an informative module based on guidelines for the use of hearing aids in 

patients. Second, an auditory training module based on axes of auditory ability. The system will support the 

functionality described in the project, namely, the storage of audio files and training photos; the logical exposition of 

training tasks; scoring calculations on the evolution of the training; customization of content for the registered user; 

the control of volume levels in audio training; and questionnaires for data collection. We have been using PHP 

programming language and MySQL database composed in Drupal open source, content management system 

framework, with JavaScript addictions. To evaluate the usability the System Usability Scale questionnaire (SUS) 

will be administered. This study will employ quantitative statistical analyses obtained through arithmetic means, 

standard deviations, and the minimum and maximum values for percentage scale (social, emotional and situational). 

All confidence intervals obtained during the study will be built with 95% statistical confidence. 

 

Expected Results 

The effectiveness of the web-based TA system will be evaluated by monitoring the steps taken by the control and 

experimental groups and through database and statistical analyses of the data collected, still undertaken. By means 

of these analyses, it is expected that there will be improvements in the auditory ability of this population through the 

more effective use of hearing aids and decreased rejections. 

References 
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Abstract. Decision support systems for preventive care have been shown to improve quality of preventive care, and 

projected to reduce costs. However there is no previous report of the time savings from the use of such systems. We 

carried out a crossover control study for 43 different preventive screenings with 30 random patients and 10 

physicians across multiple sites. The participating physicians completed a checklist of the preventive services that 

were due for a particular patient by reviewing the patient’s electronic health record (EHR). The patients were 

randomly distributed between the physicians such that the checklists for each patient were completed by two 

different physicians –one with CDS assistance, and the other without. Our results show that the physicians required 

average of 1 minute 44 seconds when assisted by the CDS system as compared to five minutes when unassisted. 

Hence the CDS assistance saved 65% of the physicians’ time. Overall our study suggests that CDS systems have the 

potential to save the time required for deciding on preventive services.  

Introduction  

While the impact of Electronic Health Record (EHR) on provider’s time efficiency has been studied, a similar 

impact of Clinical Decision Support (CDS) system has not been reported. We carried out a case-control study using 

a decision support system for 43 different preventive screenings for estimating time savings. 

Methods  

For a set of random patients, we collected screening recommendations (Table 1) from two groups of physicians –  i) 

the first group was assisted by the CDS system and ii) a control set that did not use the CDS. 10 physicians 

performed chart review for 30 patients to decide on the recommendation for 43 different types of screening test.  

Patient selection. The study was carried out at Mayo Clinic Rochester. 30 patients were randomly selected from 

about 120,000 patients that received primary care in the Employee and Community Health (ECH) Department of 

Mayo Clinic Rochester. 

Provider participation. Ten consultant physicians from the ECH department of Mayo Clinic Rochester participated 

in this study. Each of the physicians was given a checklist/ questionnaire of selected 43 screening tests for 6 patients. 

The checklist covered screening based on lifestyle factors, blood work, laboratory tests, immunizations and 

medications. The physicians were required to perform chart review and tick the screenings that were due for the 

patient. For three of the six patients the physicians were requested to consider the CDS suggestions that were 

provided as a printout, for deciding on the screening recommendations. For the other three patients the physicians 

were requested to skip assistance from the CDS 

system. The selected 30 cases were randomly 

distributed among the 10 physicians, such that each 

case was reviewed by one physician that was assisted 

by the CDS system and by a different physician that 

was unassisted. The physicians noted the time required 

for deciding on the recommendations for each case. 

We compared the  time requirements of the CDS-

assisted physicians and the un-assisted physicians to 

estimate the time savings. 

Result and Discussion 

The physicians required an average of 1 minute 44 

seconds, when they were they had access to the 

decision support system and 5 minutes when they 

were unassisted. Hence the CDS system resulted in an 

estimated saving of 3 minutes 16 seconds (65%) of the 

physicians’ time. However, there was no significant 

difference in the number of preventive services 

recommended between the two groups. 
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Abstract 

This paper describes the Apollo Web Services and Apollo-SV, its related ontology.  The Apollo Web Services give an 
end-user application a single point of access to multiple epidemic simulators.  An end user can specify an analytic 
problem—which we define as a configuration and a query of results—exactly once and submit it to multiple 
epidemic simulators.  The end user represents the analytic problem using a standard syntax and vocabulary, not the 
native languages of the simulators.  We have demonstrated the feasibility of this design by implementing a set of 
Apollo services that provide access to two epidemic simulators and two visualizer services.   

Introduction 

The goal of the Apollo project is to create a standard way for programs to access epidemic simulators and thus 
increase the accessibility, ease of use, and utility of epidemic simulators for research and public health practice.   

Our approach is to develop an ontology, called Apollo-SV (Structured Vocabulary), for the domain of epidemic 
simulation, proceeding through a series of releases (versions) of the ontology with increasing coverage of diseases 
and control measures.  The ontology provides a standard vocabulary and set of definitions, to which we add standard 
syntaxes for representing simulator configuration and simulation results.  The Apollo Web Services combines these 
elements into an operational system that end-user applications can use to find and run epidemic simulators. 

Background 

An epidemic simulator is an algorithm that takes as input the current disease state of a population and optionally a 
description of disease control measures, and produces as output predictions of future disease states.  The input is 
referred to as the simulator configuration. 

Although there is heterogeneity among epidemic simulators, a dominant model at present is agent-based simulation. 
Agent-based simulation is attractive to analysts because it allows fine-grained socio-demographic and geographic 
stratification of a population.  Agent-based simulation also make possible the simulation of disease control measures 
that work by increasing the social distance among individuals, such as school closure. A standard language for 
describing the configuration of simulators must be expressive enough to represent these stratifications. 

Epidemic simulators are of increasing importance due to bioterrorism and the threat of emerging diseases. They 
were integral to the U.S. response to the 2009 H1N1 pandemic, when groups such as the NIGMS Modeling 
Infectious Disease Agent Studies (MIDAS) research network were called into action to provide operational 
modeling for the Department of Health and Human Services, the Centers for Disease Control, and the Department of 
Homeland Security.1 During the pandemic, decision makers worried whether the new H1N1 vaccine would be 
available in time1, 2 and therefore considered closing schools,3, 4 prioritizing vaccination to certain groups, and using 
adjuvants to increase the vaccine supply. To inform these decisions, analysts ran thousands of epidemic models of 
these disease control measures under different assumptions about the expected outbreak’s timing, reproductive rate, 
incubation period, case severity, and other characteristics.5, 6 

However, the 2009 H1N1 experience identified a limitation of existing epidemic simulators, which this project 
addresses: To use them, a great deal of time and effort must be spent translating possible outbreak scenarios and 
control measures into the non-standard languages for configuration and results used by different epidemic models. 
The terminology and syntax of the configuration files were all unique; thus, it was difficult to know whether two 
models were modeling the same complex scenario. The problem was compounded by the need to explore many 
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scenarios. The policy exploration was iterative, with each evolution having a turnaround time of many hours to a 
day. Without standardization, the use of epidemic simulation to guide response in practice will continue to be labor 
intensive and error prone. 

Methods 

We created a standard for epidemic simulator configuration and output and a set of Web services that use this 
standard to enable programmatic access to simulators.  The standard comprises the Apollo-SV ontology, a 
vocabulary defined by the ontology, a message syntax, and set of well-defined programmatic interfaces (APIs). 

Apollo-SV 

Apollo-SV is an application ontology; it supports applications that find, configure and run epidemic simulators. 
Apollo-SV represents entities referenced in epidemic simulator configuration files and outputs, such as disease 
control strategies, vaccination efficacy, and fraction of population immune.  

We developed Apollo-SV through an iterative process that began with analysis of the terms used in the 
configuration and output files of existing epidemic models including the FRED agent-based model and a SEIR 
model developed at the University of Pittsburgh.  We chose an initial set of terms that would allow us to perform 
basic configuration of the epidemic simulators and understand enough output to plot epidemic curves and draw 
maps using visualizer services we discuss below.  The next step was creating an entry in a white paper for each 
entity to which the terms in these files refer (Box 1).  Each entry included the original term(s) (for tracking 
purposes), a disambiguated standard term, a unique term for use in Apollo Web Services (called the Unique Apollo 
Label), a formal ontological textual definition, and an elucidation that recasts this definition in language more 
familiar to subject matter experts.  The textual definition is a precise, formal-ontological designation of the entities 
to which the class refers.  The elucidation for each class helps the end-user select the terms she needs to configure 
epidemic models exactly according to her intention. 

 
 

 

 

 

 
 

The subject matter experts and ontologists on the team iterated over the included terms, Unique Apollo Labels, 
textual definitions, and elucidations until the white paper reached stability.  At that point, we created Apollo-SV as a 
Web Ontology Language (or OWL) artifact, building each entry in the white paper as a class in the ontology.  We 
annotated each class with the disambiguated term, Unique Apollo Label, textual definition, and elucidation from the 
white paper.  We also constructed logical definitions of each class from the white paper as description logic (DL) 
axioms using the DL supported by OWL 2.0.  In the process, we imported pre-existing classes from the Ontology 
for General Medical Science, Infectious Disease Ontology, Phenotypic Quality Ontology, Ontology for Biomedical 
Investigations, Information Artifact Ontology, and the Ontology of Medically Related Social Entities.  We used the 
MIREOT Protégé plugin described by Hanna et al.7 to carry out the import process. 

Vocabulary 

The vocabulary used in the Apollo Web Services comprises the following 42 Unique Apollo Labels: 

Software identification Reproduction number Reactive control measure 
Software developer Asymptomatic infection fraction Vaccination control measure 
Software name Simulated population Vaccine supply schedule 
Software version Population location Vaccination administration schedule 
Requester ID Susceptible Vaccination control measure compliance 
Run ID Exposed  Vaccination efficacy 
Simulator time specification Infectious Vaccination efficacy delay 
Time step Recovered Antiviral control measure 
Time step unit Symptomatic Antiviral efficacy 
Time step value Asymptomatic Antiviral efficacy delay 
Run length Awaiting control measure Antiviral control measure compliance 

URI:	  http://purl.obolibrary.org/obo/APOLLO_SV_00000016	  
Unique	  Apollo	  Label:	  infectious	  period	  
Label:	  duration	  of	  infectiousness	  measurement	  datum	  
Definition:	  The	  measurement	  datum	  for	  the	  duration	  of	  the	  parts	  of	  an	  infectious	  disease	  course	  
during	  which	  the	  host	  bears	  an	  infectious	  disposition	  in	  a	  population	  of	  hosts.	  
Elucidation:	  The	  duration	  of	  the	  infectiousness	  of	  infectious	  individuals	  in	  a	  population	  expressed	  
in	  time	  step	  units,	  for	  example	  “6.1”	  

Box 1. White paper entry 
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Disease Not awaiting control measure Antiviral supply schedule 
Infectious period Received control measure Antiviral administration schedule 
Latent period Awaiting effective control measure Time series 

 

Syntax 

We use an XML Schema Definition (XSD) file to represent the simulator configuration. XSD is a W3C-
recommended language used to define sets of rules to which XML files must conform in order to be considered 
valid. 

The SimulatorConfiguration data type is defined compositionally by six data types that specify (1) the simulator; (2) 
a user’s authentication credentials; (3) the temporal granularity and run length of a simulation; (4) the simulated 
population and its initial disease state; (5) the infectious disease, and (6) control measures (Figure 1).  

The standard terms in the XSD file are represented by compacted versions of their Apollo Unique Labels.  The 
compacted versions eliminate white spaces and capitalize the first letter after a deleted white space.   

 

 
Figure 1.  The SimulatorConfiguration and related types in the Apollo Web Services  

SQL 

Figure 2 shows the schema of the results database.  The database schema has two principle entities—simulated 
population in which each record represents a stratum (i.e., a spatial/sociodemographic subpopulation) of a simulated 
population; and time series, in which each record represents the counts of individuals in a stratum at one time step of 
a simulation.    

The stratification of a simulated population is represented by population characteristics, which are specified as 
orthogonal axes such as gender, age-range, disease status, and location.  The axes take values such as male and 
female or INCITS (formerly known as FIPS) location codes.  This schema is designed to accommodate whatever 

1417



   

	   	  
	  

axes and values a simulator requires.  The time series entity represents the counts of each simulated population for 
each time step of a simulation.  

 
Figure 2.  Schema of the results database 

Figure 3 shows example output for a simulation that has just four simulated populations—those individuals who are 
susceptible, exposed, infectious, and recovered in Allegheny County (INCITS 42003).   The time series table shows 
how the counts for these four simulated populations changed from time step 1 to time step 2. 

The terminology for the axes and values in the population characteristics table is defined by the Apollo-SV 
ontology.  The ontology ensures that values for a specific axis are disjoint.  

 

 
Figure 3. Example records in the results database 

 

APIs of the Apollo Web Services 

The Apollo Web Services at present comprise four types of Web service, each of which defines a programmatic 
interface for a class of applications such as epidemic simulators, visualizers, and programs that generate synthetic 
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populations.  The four service types are the Apollo Service, Simulator Service, Visualizer Service, and Synthetic 
Population Service.  

We implemented these services using the SOAP protocol, which is an XML-based protocol that enables applications 
to exchange data over the Internet. This protocol, which most commonly transmits messages using the widely 
supported Hypertext Transfer Protocol (HTTP), is both platform and language independent. 

Figure 4 shows the two types of services that an end-user application would use to configure and run an epidemic 
simulator.  An end-user application communicates directly only with the Apollo Service, which mainly functions to 
route service requests to other services.  To run a simulation, an end-user application invokes the runSimulation  
method of the Apollo Service with a simulator configuration object as parameter. The Apollo Service then invokes 
the run method of the Simulator Service, here the FRED Simulator Service, with the simulator configuration object.   
The Simulator Service translates the simulator configuration information transmitted as a parameter with the SOAP 
request to the native vocabulary and syntax of the simulator. It then starts the simulator and returns a run identifier.    

When the simulator has completed the run, it writes its output in standard format to a results database.  At present, 
our group maintains a single results database for the two simulators that are connected to Apollo.  However, the 
architecture is flexible and each Simulator Service can maintain a results database for its own results. 

The end-user application invokes the Apollo Service’s getRunStatus method with a run identifier to determine 
whether the simulator has completed the run. 

The Apollo Service also includes a getRegisteredServices method that returns a list of available Apollo Web 
Services.  An end-user application or other client of the Apollo Service uses the getRegisteredServices method to 
find services. 

 
Figure 4. An Apollo Service and a Simulator Service. The Simulator Service is specific to the FRED agent-based epidemic 
simulator. 

A developer of an end-user application connects by “consuming” the WSDL of the Apollo Service.  A WSDL, 
which stands for Web Service Description Language, is an XML format that defines the methods and message 
syntax of a web service. 

The specifics of how the developer of an end-user application consumes a WSDL depend on the programming 
language in which the application is being developed, but in general the process is easy due to the many tools 
available that automate the generation of the requisite code for a developer.  For example, Java programmers often 
use the “WSDL2Java” tool (included in both the Apache CXF and Apache Axis java library).  

Once the Apollo Service WSDL is consumed, the developer has access within his programming environment to the 
following Apollo Service methods: getRegisteredServices, runSimulation, runVisualization, and getRunStatus; and 
to the following Apollo Service data types:  the configuration object and all its related classes.  
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Developing a Simulator Service 

To make it easier for developers of epidemic simulators to create Simulator Services, we offer skeleton 
implementations of a Simulator Service in Python and Java.  Using the Python implementation as an example, the 
simulator developer would download the Simulator Service skeleton and then complete the method stubs in 
SimulatorService.py for "soap_run" and "soap_getRunStatus"   

Additionally, the simulator developer must modify her epidemic simulator to write results to the Apollo results 
database and register her simulator with Apollo. 

At this point, we have described the components of the Apollo Web Services that a developer of a simulator needs to 
know about when developing a Simulator Service for his or her simulator.  We next describe how an end-user 
application queries the results database.    

Results Retrieval and Visualization 

At present, the Apollo Web Services support results retrieval with a third service type, called the Visualizer Service. 
Visualizer Services create graphs and maps that displays simulator results.   Figure 5 shows a Visualizer Service for 
the GAIA visualizer.  GAIA is a program that takes as input the results of a simulation in text file form and outputs 
maps and movies of maps. 

 
Figure 5. The Apollo Service and a Visualizer Service for the GAIA visualizer, which generates maps and videos of disease 
spread 

When using a Visualizer Service, an end-user application invokes the Apollo Service’s runVisualizer method with 
an SQL query and a simulator run ID.  In our current implementation, the visualizer (e.g., GAIA) obtains the result 
data by directly querying the results database.  The Visualizer Service then returns a visualization run ID and a URL 
where the visualizer will write its output (a video, for example).      

Just like when running a simulator, the end-user application uses the getRunStatus method to poll the Apollo Service 
to determine when the visualization is complete.  When the job is completed, the end-user application downloads the 
visualization from the URL. 

The fourth type of service is the Synthetic Population service.  A synthetic population is a set of synthetic 
individuals for use in an agent-based simulator. A Synthetic Population service retrieves a set of synthetic 
individuals for a given location who, in the aggregate, match key geographic and sociodemographic stratifications of 
the actual population such as age, gender, home, school and work locations.  
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Results 

Apollo-SV 

We released version 1.0 of Apollo-SV in January 2013. It has 
undergone minor updates and corrections since then. The 
latest version is always available at: 
http://purl.obolibrary.org/obo/apollo_sv.owl. Apollo-SV 
includes enough classes for standardizing epidemic model 
configuration files and for use in the output database schema 
to enable calling the FRED influenza model at the Pittsburgh 
Supercomputing Center and an influenza SEIR model 
developed at the University of Pittsburgh.  Figure 6 is a 
screen snap of the Protégé program displaying the 
information in the OWL file.  Apollo-SV currently contains 
398 classes defined using 1,256 logical axioms. 

Apollo Web Services 

We have created Java reference implementations of all four 
service types. We have also implemented the FRED 
Simulator service and the GAIA Visualizer Service in the 
Python programming language.   

Figure 7 shows a simple, web-based, end-user application (SEUA) that we created to demonstrate the functionality 
of the Apollo Web Services. The SEUA uses V1.1 of the Apollo Web Services, XML configuration and database-
output schemas.  

 
Figure 7. A simple end-user application using the Apollo Web Services to run the same simulation on two epidemic simulators.  
The user, having hovered the mouse over the term “Asymptomatic Infection Fraction,” sees a definition of the term obtained 
directly from the Apollo-SV OWL file.  The status area at bottom left reports the progress of simulators and other components. 
The incidence plot (right) was created by the Time-Series Visualizer service, an implementation of a Visualizer Service.   

 

Figure 6. Portion of Apollo-SV ontology displayed in 
Protégé 
Figure	  6.	  Apollo-‐SV	  displayed	  in	  Protégé	  
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The SEUA allows an end user to configure, run, and retrieve results from two simulators—an S.E.I.R. 
compartmental simulator running at the University of Pittsburgh and the FRED agent-based simulator running at the 
Pittsburgh Supercomputing Center. A user can run one or both simulators with the same simulator configuration 
information.   

The simulator configuration panel on the left allows an end user to specify the time granularity and run length of the 
simulation(s); the INCITS location code of the simulated population; the numbers of susceptible, exposed, 
infectious, and recovered individuals at time zero of the simulation; the disease; and the disease’s transmission 
characteristics—infectious period, latent period, and basic reproduction number; and optionally a specification of a 
vaccination program intended to control the disease. 

The results panel on the right displays visualizer results in tabs for each model run as well as comparative plots such 
as the plot shown of the incidence curves produced by the two simulators.  

Figure 8 shows a visualization produced by the GAIA visualizer of the temporal and spatial progression of the 
simulated influenza outbreak in Allegheny County, PA.  

 
Figure 8. The simple end-user application using the Apollo Web Services to obtain a visualization of the results of a simulation.  
The GAIA Visualizer, an implementation of a Visualizer Service, created the video.    

 

Discussion 

The Apollo project is developing and trying to diffuse into practice two innovations: (1) A standard language—both 
vocabulary and syntax—for representing analytic problems in the fields of epidemic prediction and control, which 
will enhance communication among scientists, public health professionals, programmers, and computers; and (2) a 
set of well-defined programming interfaces for epidemic simulators, end-user applications, and related software 
systems, which—when coupled with the standard language—will facilitate interoperability among those systems. 

Besides its practical use in the Apollo Web Services, the development of Apollo-SV is also advancing the science of 
ontology.  Because a simulation of an epidemic is not a type of epidemic, it would be a mistake to assert an “is a” 
relationship between simulated epidemic and epidemic.  To account for the fictional nature of simulations, we 
developed a theory of simulation based on Roman Ingarden’s work in the early 20th Century on purely intentional 
entities.  The result is that we can talk about simulations of epidemics without the computer mistakenly inferring that 
the output data are about a real epidemic, while still allowing the simulators to presume the existence of entities like 
individuals infected with H1N1 influenza.   

Our work with the Apollo Web Services, which provides both syntax and a set of well-defined APIs, has yielded 
several insights about the challenges of standardizing the inputs and outputs of epidemic simulators.  First, the 
agent-based simulators that we have analyzed do not expose all of their potentially configurable elements in their 
configuration files and they vary on which elements that they do expose.  For example, when we began working 
with the FRED simulator, the native configuration file did not allow an end user to set the number of infectious or 

1422



   

	   	  
	  

recovered individuals at time zero of the simulation.  We believe that the solution to this mismatch between what 
Apollo can specify and what the native configuration file can represent will be that the epidemic simulators will 
expose more of their capabilities and thus be capable of analyzing a broader set of scenarios.   

Second, the stratifications supported by simulators in their configuration files may differ in ways that are not simply 
terminological.  For example, the FluTE simulator,8 allows an end-user to specify age ranges of 0-4, 5-18, 19-29, 
30-64, and 65+; whereas the FRED configuration file supports a single arbitrary user-specified age range (e.g., 11-
26).   Agent-based simulators are inherently capable of representing multiple arbitrary age ranges; thus, we expect 
that the solution will be that the simulators will evolve to be able to take advantage of the increased expressiveness 
of the standards we are promulgating. 

A limitation of our representation of simulator configurations is that we do not use the relationships among Apollo-
SV classes defined by the description logic axioms when defining their corresponding XSD types.  For example, the 
XSD SimulatorConfiguration type has six attributes (simulatorIdentification, authentication, 
simulatorTimeSpecification, populationInitialization, disease, and controlMeasures). At present, these attributes 
have implicit ‘has-attribute’ relationships to SimulatorConfiguration. It would be desirable for the implicit ‘has-
attribute’ relationships to be replaced by more specific relationships defined by the ontology. This limitation in our 
XSD representation is an open research question that we plan to address.  The strength of our representation is that it 
is sufficiently expressive for the representing simulator configurations, which OWL is not. Additionally, the 
ontology-based terminology and the set of XSD types constrained by the ontological analysis have improved, in our 
limited experience, the clarity and accuracy of simulator configurations.  

Our future plans for the ontology include adding new classes for (1) additional control measures and (2) entities 
referenced in additional simulators’ configurations and output.  Next steps for the work on purely intentional entities 
include reconciling it with current ontological representations of plans as information entities. 

Our future plans for the Apollo Web Services include the creation a Data Results Service that is similar to the 
Visualizer Service described in this paper.  This service will allow an end-user application to retrieve data from the 
Results Database—as opposed to visualizations of data.   Similar to the Visualizer Service, the Data Results Service 
will specify an SQL query and the results of that query—the data—will be available in a file located at the return 
URL.  

It is important to develop standards for epidemic simulators at this time.  The evolution of epidemic simulators is at 
a point similar to that of electronic medical records in the 1970s.  The number of simulators is small but growing 
and their capabilities are expanding, in part due to the ongoing work of the MIDAS research network.  For the same 
reason that standard vocabularies and syntax for EMRs in the 1970s would have yielded earlier accrual of benefits to 
research and practice, we expect that standardization of vocabulary and syntax have the same potential for research 
and practice in epidemic simulation, and more broadly, population simulation.   

Conclusion 

The Apollo Web Services and the associated Apollo-SV ontology represent a standards-based approach to finding, 
configuring, running, and querying the results of epidemic simulators.  Our results thus far in applying the approach 
to access two epidemic simulators support their use for additional simulators. 

There is additional information about this open source project at http://code.google.com/p/apollo/  
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Abstract 
There is a paucity of high quality large oral health databases that can be used to conduct research and improve the 
evidence-base in dentistry. The objective of this research was to establish the technical foundation and data 
governance framework for a group of four dental schools to share data from their EHRs into a centralized repository.  

Introduction 
The overwhelming majority of dental schools in the USA have adopted the same commercial electronic health 
records (EHR): axiUm. A group of these institutions have also formed the Consortium for Oral Health Research and 
Informatics (COHRI) to for the betterment of clinical and quality improvement research [1].  
 
Methods 
We adopted The Informatics for Integrating Biology and the Bedside (i2b2) data warehousing platform [2]. 
BigMouth differed from a typical i2b2 implementation because the purpose was to develop a 4 institution 
centralized repository that contained a limited dataset. A multi-stakeholder committee made up of representatives of 
the dental schools as well as additional representatives from COHRI were charged with developing a data 
governance framework. A two-phased development approach was used to explore, extract, load and map the data 
from each respective site into the shared repository. Although each site collected a multitude of unstructured and 
structured data in their EHRs, only data that was captured in a structured format was included in BigMouth. In phase 
2, mapping was conducted to develop the combined terminology to allow a user to query across the datasets without 
being able to identify a specific institution. In order to conduct a mapping, the unique concepts from each local 
terminology were identified and added to build a reference terminology, which was called the COHRI terminology. 
 
Results 
We successfully launched the BigMouth Dental Data Repository in 2012 containing data on 1.1 million patients. 
Faculty, residents and students from the contributing dental schools can access the resource using their existing 
institutional identities. A five-point data governance framework was developed which 1) mandated adherence to 
established privacy and security requirements; 2) limited access to individuals from the contributing organization; 3) 
reaffirmed that ownership of the data resided with the contributing institution; 4) implemented a project review 
committee to review research requests, and 5) initiated a plan to assess and improve the quality of data. Failure to 
use standardized forms or terminologies posed the biggest challenges for data mapping. Several grant applications 
and research projects have already been developed using BigMouth. 
 
Conclusion 
Our project highlights the great potential of a centralized dental data repository. In addition, there is an urgent need 
for data standardization and the use of commonly accepted terminologies. In fact this project catalyzed the 
development of the EZCodes Dental Diagnostic terminology [3]. In future work we look forward to expanding both 
the types of data in the repository and number of sites who contribute to BigMouth. 
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Abstract 
This poster relates the experience in building advanced data visualization panels for dense, longitudinal data at the 
Hospital of the University of Pennsylvania. These panels allow for integrated visual analysis of trends in laboratory 
and clinical data points with minimal user interaction required. We examine the use of this tool within the context of 
the neurocritical intensive care unit at the Hospital of the University of Pennsylvania. The adoption of this 
technology has resulted in greater efficiency in reviewing longitudinal data. 
 
Introduction 
Providing optimal care for patients being treated in the neurocritical intensive care unit requires maintenance of 
specific laboratory values such as serum sodium within a narrow range, and vigilance for infectious complications 
that can be detected through review of white blood cell count, patterns of sputum production, results of cultures and 
potential infection sources. Understanding the longitudinal context of these data is critical in their interpretation. In 
this poster the authors share their experience in developing a custom data visualization tool that meets the specific 
needs of the neurocritical intensive care unit. 
 
Methods 
The software development platform for the client for this project was Adobe Flex 3.0 (Adobe Systems Incorporated, 
San Jose, CA), a development environment that allows for cross-platform device support and provides a framework 
for interfacing data directly with visual display elements. WanderingData was initially developed for use on the 
mobile Nokia N800 platform in addition to use on stationary PCs and was named to reflect this portability. 
 
The server software was created using PHP 5.2 (The PHP Group, Cupertino, CA) and retrieves laboratory data from 
our hospital’s internally developed MedView application through processing of its web-page based output. 
Laboratory data is extracted and converted on the fly into an XML format, which supplied to the WanderingData 
application. Patient lists and clinical data points such as sputum production color, consistency and frequency is 
stored within a MySQL (Oracle, Redwood City, CA) database hosted on a central server. 
 
We build a series of data visualization panels that provide summaries of task-specific, longitudinal data. Three of 
these panels are described in this poster. Review of chemistry data including serum sodium was provided using 
small multiples of line charts with embedded normal reference bars. These small multiples were placed within the 
commonly used fishbone laboratory shorthand. Longitudinal arterial blood gas data was visualized using time trend 
lines plotted on an arterial blood gas nomogram. Infectious markers were displayed on a chart that demarcates daily 
data on white blood cell count, temperature, culture data, antibiotics and catheters. 
 
The user interface was designed to be very intuitive and permits quick navigation across multiple data visualization 
panels. Panels are dynamically generated and locally cached, which permits lag-free view switches. The interface 
allows a different patient or panel to be selected with one click. 
 
Results 
The adoption of this data visualization technology has resulted in improved effectiveness in reviewing important 
data for neurocritical intensive care. By reducing time spent collecting laboratory data and providing an integrated 
summary that is specific to clinical tasks, clinicians can provide more efficient care and have more time for 
interpretation of laboratory results. 
 
Conclusion 
Innovation in clinical data visualization can significantly contributed to improving clinical workflows in complex 
environments such as the neurocritical care unit. By providing views that are specific to clinical tasks, we can 
streamline data review and reduce clinical cognitive burden. 
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Abstract:  

Dynamic control charts developed in Qlikiview using data from Enterprise Data Warehouse (EDW) have simplified 

the process of creating control charts and will make it possible to monitor quality improvement process at real 

time. 

Introduction:  

A control chart is a very useful tool for improving and maintaining the quality of an ongoing, repetitive process. 

There are many Excel add-on software products such as QI-Charts, QI Macros, and SPC for Excel designed to 

produce control charts and most large statistical analysis software such as Minitab and SAS are able to generate 

different control charts. Historically, the creation of the control charts has been labor intensive because the data 

must be requested of IT, imported into the control chart software, manually created, and imported into power 

point for presentation.  This process generally took at least six weeks. With this new dynamic system, the control 

charts can be created and presented in real time. 

As part of the Clinical Systems Integration Initiative at Texas Children’s Hospital, we created Enterprise Data 

warehouse (EDW). The EDW was built upon a Clarity database of EpicCare® EMR using Microsoft SQL Server 2008 

R2 relational database. The batch ETL runs daily which allows the clinicians access to timely data that is so 

important in quality improvement and maintenance, so the data is accurate as of the previous day.  QlikView from 

Qliktech, the business intelligence (BI) solution, was used as the data visualization tool. But control charts are not a 

built-in function in Qlikview and it is not easy to get done. 

The in-memory associative technology makes the dynamic charts possible. In addition to dynamically displaying 

the raw data points, center line (CL), upper control limit (UCL) and lower control limit(LCL) based upon users’ 

selections, the SPC charts in Qlikview can also dynamically show the effectiveness of intervention by dividing 

processes into different phases.  Also this dynamic SPC chart can visually show multiple interventions by inserting 

vertical line at the time when the intervention occurred, as well as the new process UCL, CL, and LCL.  

The first control chart developed in Qlikview was p chart which is used to monitor the proportion of 

nonconforming units in a sample. This control chart was used by the Asthma care process team in our hospital to 

monitor two most important metrics: chest x-ray rates and order set utilization rates.  

Conclusions:  

With the addition of the control charts and EDW, Qlikview becomes not only an excellent data visualization tool 

but also a very useful quality control instrument. The development of control charts in Qlikview has simplified the 

process of creating control charts and the quality improvement projects and health care processes can be 

monitored at nearly real time. All these will allow us to provide better services for our patients. 
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Background: With adoption of EHR systems, there is a growing emphasis on structured clinical documentation to 

support reusing clinical data for subsequent tasks. However, domain experts in medical informatics had 

recommended that healthcare providers choose documentation methods based on needs related to their clinical 

workflow, note content standards and usability considerations. As a result, time efficiency, an important aspect of 

both workflow efficiency and usability, needs formal evaluation to help determine if particular structure or 

narrative systems in documentation methods function to facilitate user input.  

 

An electronic audit log in the context of an EHR system is often used for security purposes to gauge who has 

logged into patient records. Previous studies on audit logs mainly focused on security and privacy issues to protect 

EHRs from unauthorized outside access, and to make sure that they are accessed only on a need-to-know basis 

in-house. For example, some researchers use audit logs to develop algorithms to automatically identify 

unexpected access abuse. However, since audit log contains information that can reflect how and when users 

interact with the EHR system, we can estimate their usage patterns. For example, it might be possible to determine 

an upper limit of the time users spend editing specific sections of clinical notes in a CBD syste,. In this project, we 

used audit logs to explore time efficiency to reveal how clinicians use modules of structured and narrative data 

entry.  

 

Methods: A MySQL database was constructed to include the audit log and clinical notes created using a 

computer-based documentation system. We imported roughly 2,500 patient clinical notes into database. For each 

patient note, we iterated through the audit logs to capture the user time stamps, IP address, user name and 

requests sent to server. With that data, we then translated the “requests” into user behaviors. For example, if the 

user sent a web request “quick.cgi ?–i:023700834.vumc:023700834.ohe+-template:clinicVisitNote” (figure 1, red 

line), we translated it as “user is starting editing clinical note using clinic visit note documentation tool”. Next we 

normalized the text to standardized terms representing concepts by using NLP system, MetaMap, to extract terms 

and map to SNOMED CT. The time clinicians spent on sections of clinical notes can be analyzed and compared 

based on type and complexity of note content.  

 

 

 

Figure 1. Sample audit log. 

 

Conclusions: We successfully mapped audit logs to clinicians, patient records and demonstrated that audit logs can 

be used to evaluate time efficiency. Our next step will be to reveal how structured data entry and narrative data 

entry differ in terms of time efficiency.  
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Abstract  

Pain is a common but significant problem that is considered a high priority area of care. Although there are many 
pain assessment scales that can be applied to patients who can communicate, either verbally or non-verbally, pain 
assessment for minimally responsive patients is limited. In this preliminary work, we developed a novel approach 
for assessing pain in such patients using a principal component analysis (PCA)-based local detector.  Our 
algorithm produce a single index to indicate the increase in pain level based on unsynchronized, sparse and noisy 
time series data collected from electronic flowsheets. Among 8032 patient cases collected, 53 cases that satisfied the 
data requirements for PCA were used in this experiment. Our preliminary results indicate high potential in this 
approach by yielding an average AUC of 0.76 for the 53 cases.  

Introduction 

Pain is common and is reported by more than half of hospitalized patients.(1–3).  In addition to increasing patient 
discomfort, unresolved pain has a significant financial impact.  It can result in increased length of hospital stays and 
re-hospitalization and/or outpatient visits, as well as decreased ability to function fully in daily life. The Institute of 
Medicine estimates the societal cost of pain at $560-$635 billion annually (4).  As such, effective management of 
pain is a high priority area of care (5) and one of the key factors that determine patient satisfaction (6,7).   

Pain management starts with accurately assessing the severity, timing and characteristics of pain a patient is 
experiencing. Pain severity of communicative patients is usually assessed based on the patients’ self-report using 
standardized pain assessment scales such as Numerical Rating Scale, Wong-Becker Scale, Verbal Rating Scale, and 
Visual Analogue Scale (8–11).   

Sedated or non-verbal patients require different approaches to pain assessment. Behavioral Pain Scale (BPS), 
Critical-care Pain Observation Tool (CPOT), and Non-Verbal Pain Scale (NVPS) are the examples of the pain 
assessment tools frequently applied to such patient group. However, in general, studies report mixed findings on 
validity and reliability of behavioral pain rating scales in assessing pain in this patient group (12–14).  Finally, all of 
these scales require additional time from busy nurses to perform assessments beyond routinely collected physical 
signals, e.g., heart rate, blood pressure, etc. 

Family and friends of patients with severe brain injuries frequently ask whether the patients are in pain (or can feel 
pain) (15). However, assessing pain in minimally conscious or severely brain-injured patients is especially 
challenging (16) as no reliable assessment method is available.  Patients in a minimally conscious state may show 
reproducible but hard to detect and inconsistent signs of consciousness (17).  Although they cannot reliably 
communicate pain either verbally or non-verbally, they may show brain activity reactions to unpleasant stimulation 
that are similar to healthy people, suggesting a potential ability to perceive pain (18,19). The Nociceptive Coma 
Scale (NCS) was developed to assess nociception in non-communicative patients recovering from coma (14). 
Although this scale showed a high level of concurrent validity when compared to other behavioral observational 
pain scales, the authors of this scale emphasize that this scale is not designed to assess pain level (14). 

To address the limitations in minimally conscious patients, we explored the possibility of assessing pain using 
physical signals routinely captured and documented in electronic flowsheets.  

Methods 

Our task is use electronic data to predict the likelihood that a patient will suffer from increased pain. The inputs are 
unsynchronized time series observations (e.g.,  lab tests) and readings from sensors (e.g.,  blood pressure and heart 
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rate). This is a very challenging task because: 1). observed time series are noisy, sparse, high-dimensional and 
unsynchronized; 2). patients perceive the level of pain differently; and 3). patients undergo different treatments for 
pain.  All these factors can influence individual patients’ reports of their pain scores (i.e., 0-10), which makes it very 
difficult to apply traditional supervised learning tools like logistic regression (21) or support vector machine that are 
developed to learn consistent patterns in cohorts. We developed a novel mechanism for personalized pain estimation 
by exploring state changes in the reduced dimension space for all observations.  

Background  

We begin with an introduction of the basics of Singular Value Decomposition (SVD), a technique that we will use to 
synthesize high dimensional time series data into low dimensional ones (20). 
 
Singular Value Decomposition: SVD is a factorization of a real valued matrix. Any real valued matrix 𝐴!×! 
(suppose 𝑝 < 𝑛) can be expressed as the product of three matrices:  

 𝐴!×! = 𝑈!×!𝐷!×!𝑉!×!′ 
while 𝐷!×! is a positive diagonal matrix, 𝑉!×! is a unitary matrix (i.e., 𝑉𝑉! = 𝐼), and 𝑈!×! is part of an 𝑛×𝑛 unitary 
matrix (all columns of 𝑈 have length 1 and any two columns are orthogonal to each other). There can be many SVD 
solutions (𝑈,𝐷,𝑉) for any matrix 𝐴 because rows in 𝑈, 𝐷 and 𝑉 might change orders. To avoid ambiguity, we 
assume the diagonal components of 𝐷 are ranked by their value (the largest one is on the upper-left). 
 
Low-rank Approximation: SVD can be used to find a low-rank approximation to a matrix. Using the notations from 
the previous paragraph, the approximation is to find a 𝑘-rank matrix 𝐴! that is closest to the original matrix 𝐴.  

 𝐴! = arg min
{!:!"#$(!)!!}

∥ 𝐴 − 𝐵 ∥ 

 
One can use any norm function ∥. ∥. In practice, F-norm and Manhattan norm are the most commonly used ones1 and 
we use the latter in the paper. Given the SVD decomposition, the 𝒌-rank approximation 𝑨𝒌  to matrix 𝑨  is 
𝑨𝒌 = 𝑼𝑫𝒌𝑽′, where 𝑫𝒌 is a diagonal matrix whose first 𝒌 diagonal components are the same as those in 𝑫, and the 
remaining components of diagonals are filled with 0.	  	  

Model building 

Each patient is measured by multiple sensors. By intuition, if a patient is in a normal state, we expect a smooth 
pattern from the readings of these sensors, otherwise, there might be substantial fluctuations. Because the raw 
feature space is of high dimensionality and noisy, we decide to look at “state” transitions in the subspace and our 
goal is to detect “outliers” (in terms of projected residual errors). We hypothesized that these “outliers” are highly 
correlated with the physical condition of a patient and can be used to infer if a patient might suffer from increased 
pain.  

Given a data matrix 𝐴!×! including 𝑝-dimensional sensor readings of 𝑛 time ticks, we use a moving window 
approach to identify “state” transitions (through evaluting its projected residual errors) in the 𝑘-rank subspace, 
where 𝑘 is a positive integer. In simple language, we construct the local subspace for a short period of time and 
check whether it fits observations of a consequtive time window well.  

How to find the local subspace: We use low-rank approximation (induced by SVD) to find the local subspace. We 
divide the entire data matrix 𝐴!×! into continuous pieces 𝐴!/!×!

(!)  (𝑡 = 1… 𝑇) over 𝑇 consecutive time periods. If the 
reading matrix is 𝐴(!) and the SVD decomposition matrices are (𝑈,𝐷,𝑉), the 𝑘 rank approximation is  

 𝐴!
! = 𝐴(!)𝑉(!) 𝐼! 0

0 0 𝑉(!)!. 

Because 𝐼! 0
0 0 𝑉(!)′ includes only the first 𝑘 rows in matrix 𝑉(!), each row in 𝐴!

!  is a linear combination of 

these rows, which generate the subspace for the local period 𝑡 (Figure 1).  
                                                             
1The F-norm and Manhattan norm of a matrix 𝐶 are defined as ∥ 𝐶!×! ∥!=   !

!!!   !
!!! 𝑐!"

!  and ∥ 𝐶!×! ∥!=
  !

!!!   !
!!! |𝑐!"|, respectively. Here 𝑐!" is the entry in the 𝑖, 𝑗-th entry. 
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Figure 1. Singular Value Decomposition (SVD) for observations in a given period A(t) 

How to measure state changes: Since the subspace is generated by the first 𝑘 rows in the unitary matrix 𝑉(!), the last 
𝑝 − 𝑘  rows (for convenience, we call them 𝑣!!!, . . . 𝑣! ) in matrix 𝑉(!)  are the orthogonal bases of the 
complementary space. Given a vector 𝛼 ,   !

!!!!! |𝛼
!𝑣!
(!)| is the Manhattan norm residual of projecting 𝛼  to a 

subspace generated by 𝑣!!!
(!) , . . . 𝑣!

(!), which is the distance between 𝛼 and the subspace generated by the first 𝑘 rows 
of  𝑉(!). To measure how well the subspace (induced by the first 𝑘 rows of  𝑉(!)) fits observations 𝐴!

!!!  in a 
consecutive period, we only need to access the residual error  ∥ 𝐴!

!!! 𝑉!!!,…,!
! !

∥!. If the error is large, it means that 
the “state” from the previous time period does not model the current observation well, and therefore there might be a 
substantial change in the patient’s physical condition (Figure 2). 

 

Figure 2 Calculated projection residual 

Experiment 

In this section, the study site and data collection will be introduced first. Then, we will present our experimental 
results. We ran our experiments on an Intel 2.7 GHz machine with 16 GB RAM. The patient records were organized 
in a MySQL database. The source codes were developed in MATLAB and SQL scripts. Before applying PCA, we 
normalized the data by subtracting the mean and then dividing by the standard deviation.    

Study site and data collection 

This study was done using the inpatient data collected from the University of California, San Diego Medical Center 
(UCSD-MC). Most of the documentation at UCSD-MC is done using a commercial electronic health record (EHR) 
system but a few in-house built electronic documentation modules current co-exist. Upon approval by Institutional 
Review Board (IRB), we retrieved inpatient EHR data of the adult patients diagnosed with cancer and hospitalized 
before year 2013. For those patients who have been hospitalized multiple times, we retrieved the data from the latest 
hospitalization. We retrieved the entire medication administration and flowsheet data of the patients for the entire 
period of the latest hospitalization. 

In total, we collected 8,032 patients with 56,155 medication administration records and 946,149 flowsheet entries 
for 2145 assessment items.  To meet the data requirements of PCA, we only included assessment items documented 
in continuous numerical values (N=78) with sufficient frequencies (i.e., at least 90% overlap with pain period).  The 
process of selecting patient cases for this study was illustrated in Figure 3.  
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8032	  patients
in	  the	  database

5768	  patients	  have	  	  
pain	  records

5447	  patients	  have	  
records	  of	  our	  selected	  

78	  candidate	  
assessment	  items

61	  patients	  have	  more	  than	  
21	  pain	  records	  and	  all	  78	  
candidate	  assessment	  items

Record	  selection Feature	  selection

For	  each	  patient,	  the	  time	  series	  of	  
each	  assessment	  item	  that	  covers	  at	  
least	  90%	  pain	  period	  will	  be	  selected	  

Figure 3. Workflow of the record selection and feature selection procedures. 

After this filtering, 61 patients with at least 21 pain level observations remained for this analysis. Table 1 shows the 
distributions of the characteristics of the entire patients sampled and the patients included in the analysis. Among 61 
patients, 43 were treated in an ICU. Their length of stay in ICUs varied from less than 1 day to 73 days.  The 
average Glasgow Coma Scale (GCS) score of these patients was 12 (s.d. = 3).  None of the 61 patients had all 73 
assessment items available. Number of available data items for the 61 patients varied from p = 3 to p = 28.  The 
number of documented data points also varied from n = 21 to n =1573.  

Table 1. Demographics length of stay of the patients sampled for this study. 

 All Sampled 
(N=8,032) 

Included in the 
analysis (N=61) 

Mean age 61.7 66.33 
Percent female 54.68% 51.67% 

Average length of stay (s.d.) 1.3 days (s.d. 8.65) 9.91 (s.d. 14.73) 

 

Results  

Excluding an additional 7 patient cases which did not have sufficient level of variability in the data, we modeled the 
residual errors of the physiologic data in relation to pain levels for 53 patients. There are mainly three tunable 
parameters in the proposed method, i.e., the size of reduced dimension 𝑘 after PCA, moving window size, and 
physiologic transition threshold.  The size of reduced dimension was selected such that the cumulative energy of the 
selected dimension 𝑘 = 2 can cover at least 90% of the energy of the original data. In this experiment, the moving 
window sizes vary from 3 to 8. Since the records of different patients have different time scales, we might select 
different windows sizes for different patients to optimize the capture of their physiologic transitions. The 
physiologic transition threshold and its selection will be discussed briefly in the following experimental results2. 

The goal of this study is to investigate whether the physiologic transition obtained through our proposed moving 
window PCA method can be used to predict the changes of pain levels for each individual patient. We first examine 
the Receiver Operating Characteristic (ROC) curves for each model and calculated the area under the curve (AUC) 
by varying the physiologic transition threshold. In our experiment, Forty seven of the 53 cases (89%) showed AUC 
of greater than 0.5. Average AUC of the 53 cases was 0.76 (with s.d. = 0.20).  As an example, we present 9 ROC 
curves along with the box plot that shows the distribution of the AUC values of the 53 cases in Figure 4.  For 
example, Figure 4 (a)-(h) illustrate the cases with AUC over 0.5, where patient 21 shows the best AUC 
performance of 0.875. Moreover, in Figure 4 (i), patient 10 shows a poor AUC performance of 0.488 compared 
with the other cases. Some possible reasons for cases with poor AUC performance will discussed in details in the 
next section.   

 

 
                                                             
2 The complete set of result graphs and the list of the physiologic data items are available at http://dbmi-engine.ucsd.edu/pain/  
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Figure 4. Sample ROC curves and the box plot of the 53 AUC values 
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Figure 5 Transition of physiologic status vs. reported pain level (artificial timestamps are used for patient privacy) 
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Figure 5 shows the co-occurrence of the changes in physiologic status (with a certain physiologic threshold and 
moving window size) and the changes in pain level. Please note that we have not calibrated the size of residual 
errors in physiologic data to correspond to the pain level. Therefore the magnitude of the physiologic transition 
score is not an indication of the severity of pain. In this paper, a physiologic transition score that is larger than a 
given threshold only indicates the prediction of pain. The study of residual error calibration warrants future study. 
Additionally, we also included the pain medication administration to the graph to see how the pain treatment may 
have affected the reported pain scores. Figure 5 (a) shows the overlaid time series of physiologic transition, pain 
level and medication administration of patient 21, who has the best AUC performance among the experimental cases 
shown in Figure 4. In Figure 5 (a), we can see that the proposed method correctly predicts all the recorded 
incidents of pain increase with the exception of the first two pain instances. Moreover, Figure 5 (a) depicts that the 
patient 21 has a regular pattern of taking pain relief medication. 

Figure 5 (b) illustrates the study case of patient 5, where we have physiologic transition scores observed but without 
a subsequent increased pain score. In this study, we consider these predications as false positive reports. However, it 
is worth mentioning that there is no increased pain score reported during the period between 2012-03-16 16:48 and 
2012-03-21 19:12, however, a large amount of medication administrations have be observed. Therefore, the patient 
may have been in pain and the absence of pain scores may represent missing data.  Finally, we show the study case 
of patient 10 in Figure 5 (c). We can see that the proposed algorithm results in a poor AUC performance in this case 
due to a large portion of false positive reports during the period without medication administration and pain scores.  

Discussion 

In this exploratory work, we investigated whether the changes in physiologic status determined by calculating 
residual errors of physiologic time series data using a PCA-based local detector can indicate changes in pain level.  
Our experiment produced mixed results, in which many cases are predicted well. The average AUC is 0.76 and 47 
out of 53 cases have an AUC above 0.5. 

Upon closer examination of the results, we observed the following associations between the data and the results: 
First, the cases with more frequently documented physiologic data seemed to have more consistent co-occurrence of 
changes in residual errors and in pain level.  This is not surprising because predictive models tend to generalize 
better with more observations. Second, the extensive pain medication might mask the changes in physiologic data. 
We observed that the change in physiologic status values tend to be lower during the period where pain medication 
administration was documented with a high frequency, even if the medication did not effectively manage the pain.  

We analyzed the 6 cases with the AUC score of less than 0.5.  Two of them showed very sparse data points (less 
than 5 pain and physiologic status change records in the graph) thus their results were deemed less reliable.  We 
reviewed the flowsheets data for the other 4 cases but were not able to find reasonable explanations why these cases 
showed less desirable results.  However, we noticed an unusually high central venous pressure reading in one case, 
which is an erroneous record that contributed to the high residual error calculated in that time point.  This 
observation implied that extra data cleaning process needs to be conducted before applying our PCA-based local 
detector. 

This work has several limitations that warrant careful interpretation of the findings. First, the generalizability of our 
results is limited because this work was performed using a limited set of patient samples collected from a single 
medical center.  Second, our PCA-based local detector currently indicates only the changes in pain level. To be 
clinically useful, we need to refine the algorithm to be able to indicate the severity of pain. Finally, our ultimate goal 
is to develop a pain assessment method that can be applied to the patients who cannot effectively react to pain either 
verbally or behaviorally.  The very motivation of this goal also makes it challenging to achieve this goal. It remains 
unclear whether an algorithm created for predicting pain in communicative patients would generalize to non-
communicative patients.  The absence of feasible ways to accurately assess pain level among minimally responsive 
patients makes it difficult to validate the pain level predicted through this approach.  The validation of this approach 
may require more advanced neurologic or physiologic monitoring techniques. 

Despite the limitations described above, we feel that this work holds promise to be useful in clinical settings.  
Potential benefits include improving both the efficiency and accuracy of pain assessment for non-verbal patients.  
Many behavioral observational scales are used to assess pain in non-verbal patients.  The increased nursing time 
required to perform these assessments, along with the mixed results on their reliability (12–14), limit their utility.  A 
faster, more accurate and objective method for pain assessment would clearly be welcome in this patient population. 

1435



  

Conclusion 

We developed a novel approach to assess pain in patients using a PCA-based local detector. The algorithm takes 
unsynchronized, sparse and noisy time series data and produces a single index to indicate the pain level. Our 
algorithm can produce a personalized ROC curve (prediction vs. self-reported pain score) for each patient under 
monitoring, which provides a quantified way to assess the efficacy of this approach. Although our study is still 
preliminary, the results show great promise (averaged AUC>0.76), justifying further investigation along this line. 
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ABSTRACT  

The electronic submission of Healthcare Associated Infections (HAI) to the National Healthcare Safety Network 

(NHSN) can be implemented using a program that extracts information from a clinical data repository.  This can be 

useful for organizations that track infections for internal reporting and do not want to duplicate data entry efforts.  

However, significant technical challenges must be addressed, and the development process may not be cost effective 

for organizations without a well-established technical infrastructure.   

 
INTRODUCTION 

Starting in 2011, the Centers for Medicare and Medicaid Services require adult inpatient acute care facilities to 

submit HAI to NHSN as part of the Hospital Inpatient Quality Reporting program.  Initially this mandate was 

limited to Central Line Associated Blood Stream Infections, but grew to include Surgical Site Infections, Catheter 

Associated Urinary Tract Infections, Clostridium difficile infections, and Methicillin Resistant Staphylococcus 

aureus infections.  To be compliant for January 2013, the infection prevention staff at BJC Healthcare (BJC) would 

have been required to manually enter 238 event forms system wide. Because BJC was already tracking these events 

using an internally developed decision support application (Surveillance Assistant), the decision was made to submit 

the data to NHSN electronically rather than duplicate data entry. A program was developed to extract the required 

demographic and laboratory data from a clinical data repository and create the required Clinical Document 

Architecture (CDA) document.   

 
TECHNICAL CHALLENGES 

First, developers were required to analyze a 321-page HL7 Implementation Guide published by NHSN in order to 

understand the requirements for constructing the XML submission files. Although time consuming, the review was 

aided greatly by the availability of sample messages. Second, a cross-walk was necessary to map codes from internal 

values to standard vocabularies and value sets defined from various code systems such as LOINC and SNOMED 

used by NHSN. This included antibiotics, organisms and facility unit locations. The code mappings require 

maintenance in order to be in sync with the NHSN vocabularies and value sets. Third, the facility must mirror the 

NSHN business rules in the internal data entry application in order for the submission to pass the NHSN validation. 

This includes rules on what combination of data entry options are allowed, as well as required antibiotics that must 

be submitted with each organism. These rules must be kept up to date as changes are made to the NHSN data entry 

environment.  Complicating this issue was the fact that the NHSN test environment was not always processing the 

same list of validation rules as the production site. Frequent and effective communication between the healthcare 

organization and NHSN CDC support team would prevent this kind of issue in the future. 

 

CONCLUSIONS 

The electronic submission of HAI Reports can be realized with the implementation of a program that extracts data 

from a clinical data repository. Depending on the size of the organization, the burden of data entry and the risk of 

errors may make electronic submission of data using CDA appealing.  However, a facility considering implementing 

this without a vendor should weigh the technical effort required and the on-going maintenance that is necessary to 

keep the upload process working as expected.   
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Abstract 
In this study, we explored the methods of mining clinical features in the uptake of bevacizumab after the studies that 
demonstrated their efficacy and the approval of the FDA. Our preliminary results using nature language processing 
(NLP) and frequent itemset mining suggest that it might be feasible to apply the methods to investigate the diffusion 
and predictors of use of the medication. Further evaluation and more complex methods are needed to determine 
what factors predicted increased use of these drugs in patients.  

Introduction & Study Design 

The FDA approved bevacizumab for use in metastatic colorectal cancer in February 2004. Bevacizumab was the 
first monoclonal antibody to be approved largely because of the overall survival benefit demonstrated with its 
addition to FU regimens. However, benefit observed in the metastatic setting does not seem to translate to a benefit 
in patients with localized disease.  The clinical features in the receipt of bevacizumab are largely unknown, which 
left many patients and clinicians confused in the treatment decisions. 

The dramatic push to digitize practice-based clinical data via electronic health records (EHR) has led to an 
unprecedented opportunity for biomedical research. We have previously used co-occurrence statistics and NLP to 
study clinical symptoms in Pharmacovigilance using EHR (Wang 2009).  In this study, we expored frequent itemset 
mining in clinical features used in the diffusion and receipt of the drug. This allowed us to discover combinations of 
clinical features that were associated with the receipt of the drug. As a next step, the  relative contributions of 
individual risk facors and combinations of them will then be evaluated using Akaike Information Criterion (AIC) 
and Bayesian Information Criterion (BIC). We also plan to use Machine Learning techniques to learn the 
associations and evaluate the clinical features (Mitchell 1997).   

We used clinical data of colon cancer patients from the Synthetic Derivative (SD) database, which is a de-identified 
copy of the EHR at VUH.  MedLEE was used to process clinical notes, and R/ Weka were used to perform all 
necessary Data Mining and Machine Learning analyses mentioned above. 

Results and Discussion 
Figure 1 showed part of results. For example, {bruise, hoarse, tremor, wheezing}    => {pleurisy} 0.3011345 0.9893504 

3.008028 
Where Lhs  =  {bruise, hoarse, tremor, wheezing} 
                Rhs  =  {pleurisy}  Support  =  0.3011345   
   Confidence  =  0.9893504  Lift  =  3.008028 
The rule indicate that there are about 30% of the 
association rules containing the symptom: bruise, 
hoarse, tremor and wheezing, in the Bevacizumab 
dataset. 99% of the rules with bruise, hoarse, tremor and 
wheezing also contain the symptom term, pleurisy.  

Further evaluation is needed to determine the factors 
influencing the receipt of the medication. 
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Abstract: Phenome-wide associations can provide insight into human disease processes based on objective analysis of electronic 

health record (EHR)-derived data. In prior work, we demonstrated that context-dependent clinical reference ranges could be 

developed for a unary continuous clinical feature: peak white blood cell (WBC) count, measured during a hospitalization. We 

extended this technique to two continuous features, using the MIMIC II database. The resultant visualizations provide rich 

information about the phenotypic landscape, including “hotspots” of phenotypic complexity. 

 

Background: Phenome-wide associations can provide insight into human disease processes that were not possible before the advent 

of comprehensive EHR-derived data sources. In prior work, we demonstrated that context-dependent clinical reference ranges could 

be developed for a unary continuous laboratory feature (PMID 23304424). Here, we hypothesize that two independent continuous 

laboratory features can be analyzed for areas of phenotypic richness, and that the resultant visualizations will have clinical validity. 

Methods: Using the MIMIC II database, we assessed two use cases of minimally correlated continuous laboratory values: 1) peak 

WBC vs. peak neutrophils (N=26,113 unique hospitalizations, r=.023) and 2) peak WBC vs. peak serum creatinine (N=28,669 unique 

hospitalizations, r=.012). Laboratory values were discretized into 50 intervals, ranging from the .5
th

 percentile to the 99.5
th

 percentile, 

for a total of 2,500 bins for each analysis. The ICD-9-CM values of patients falling into a given bin were compared to those of the 

remainder of the population using Fisher’s exact test. The “phenomic inflation factor” λ was estimated for each bin and the results 

were displayed graphically using a standard smoothing function. 

Results: There are 5,675 ICD-9-CM codes which occur at least once in the MIMIC II dataset, with 236,484 and 268,832 unique ICD-

9-CM instances for use cases #1 and #2, respectively. The results obtained for use case #1 are shown in Figure 1A. A preliminary 

analysis showed that certain diagnoses are closely associated with the “hotspots” seen in the figure. For example, methicillin-sensitive 

Staphylococcus aureus (ICD-9-CM 038.11) is statistically likely to occur, after correction for multiple hypothesis testing, near the top 

“hotspot.” The results obtained for use case #2 are shown in Figure 1B. 

Discussion: The purpose of these “phenometric” displays is to cue clinicians towards regions of exceptional phenomic interest, in 

rough parallel to the concept of flow cytometry. By displaying information about continuous laboratory values in relation to one 

another, not in isolation, this technique could enable hypothesis generation and more rapid diagnostic decision making. Future work 

will focus on computer-assisted segmentation of regions of interest and formal evaluation for clinical utility. 

  
 Figure 1. A) Contour map of peak WBC vs. peak neutrophils. Each of 2,500 bins shown on the graph contains 

information generated from a phenome-wide association analysis. Coloration corresponds to estimated lambda for 

each analyzed bin. B) Contour map of peak WBC vs. peak serum creatinine. 

 

 

A. Peak WBC vs. Peak Neutrophils B. Peak WBC vs. Peak Creatinine 
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Abstract 

With the falling price of genome-level data generation, large amounts of genotyping data are 

being produced at an accelerating rate. There is increasing interest in sharing genotype and 

phenotype data for both research and clinical purposes across geographic sites. 

“Clinicogenomic” data networks have enabled increased understanding of both rare diseases 

and common diseases that have genetic heterogeneity. Sharing of genomic information holds 

great promise for enabling personalized medicine and could be the basis of a “human phenome 

project”. Such sharing is also an important step towards achieving a “Rapid Learning System” 

model, which incorporates multiple sources of information from multiple stakeholders, ideally 

leading to rapid implementation of new knowledge and quality improvement efforts. However, 

the technical challenges of transferring large amounts of genomic data, presenting the data in a 

format accessible by clinicians and patients, and the sensitive nature of the information being 

shared requires the input of many different affected parties. The purpose of this panel is to 

provide perspectives from stakeholders representing the perspectives of clinicians, researchers, 

standards organizations, and industry. 

General Description of Panel 

The falling price of next-generation DNA sequencing has made the creation of large genomic 

databases both feasible and practical. At many academic and community medical centers, 

discarded tissues are being genotyped on a very large scale. For example, Vanderbilt’s BioVU, 

which is a biorepository linked to de-identified medical records, has enabled large studies with 

thousands of participants, such as the Population Architecture using Genomics and 

Epidemiology (PAGE) study. Direct-to-consumer testing such as that offered by 23andMe 

[https://www.23andme.com/] has also become very affordable. It is often the case that the 

creation, analysis, and consumption of genomic data take place at disparate geographic 

locations, necessitating the transfer of large amounts of sensitive information for clinical, 

translational, and research purposes. There are many important considerations with regards to 

the measurement and sharing of genomic information, ranging from regulatory concerns to the 

current legal definitions of protected health information (PHI) to technical concerns. For 
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example, in July 2011, the U.S. Department of Health and Human Services issued an Advanced 

Notice of Proposed Rulemaking (ANPRM) with proposed changes to the Common Rule 

[http://www.hhs.gov/ohrp/humansubjects/anprm2011page.html] that would “require written 

consent for research use of biospecimens, even those that have been stripped of identifiers. 

Because of the diversity of genetic data, there is increasing interest in sharing genotype and 

phenotype data for both research and clinical purposes across geographic sites. 

“Clinicogenomic” data networks have enabled increased understanding of both rare diseases 

and common diseases that have genetic heterogeneity. As sharing of genetic data begins to 

transition from the purely research realm to the clinical realm, certain aspects and challenges of 

sharing must be addressed. First and foremost, there is no widely used standard for the 

transmission of genetic data between the site where the data is measured, where it is analyzed, 

and the recipient of the data (e.g. an electronic health record system or third party). Second, 

there is a paucity of tools that would assist a clinician, at the point of care, in decision-making 

based on genetic information. The purpose of this panel is to provide an overview of the 

challenges of sharing genomic data, from various stakeholders. 

The following is a brief description of the panelists and their proposed presentations: 

Gil Alterovitz Ph.D. is an Assistant Professor at Harvard Medical School. He is Director of the 

Biomedical Cybernetics Laboratory. He is also affiliated with the Massachusetts Institute of 

Technology's Computer Science and Artificial Intelligence Laboratory and appointed at the 

Shanghai Jiao Tong University. Prof. Alterovitz brings his unique expertise in the development 

of novel, interdisciplinary approaches in computational biomedicine. He is involved in the 

development of methods for studying genetic variants and their interactions via probabilistic 

biomedical networks, signal processing, and ontology integration. His primary research focuses 

on using empirically derived and knowledge-based analytical approaches to identify key 

biological pathways. He led the design of the SMART Genomics API standard for genomic data 

communication for medical apps. He created the Substitutable Medical Applications, Reusable 

Technologies (SMART) Genomics Advisor, a SMART app that integrates real genomics-based 

disease risk information with clinical information at point-of-care. Dr. Alterovitz’s presentation will 

focus on his experiences with the SMART Genomics Advisor and DBear EMR, including 

integration of genomic data sources outside of the traditional EMR. 

Josh Denny M.D., M.S. is an Assistant Professor in the Departments of Biomedical Informatics 

and Medicine at Vanderbilt University. His primary research focuses on developing methods to 

identify phenotypes from electronic health records (EHR), performing genomic and 

pharmacogenomic analyses using EHR-linked genomic data, and creating the resources 

needed to translate this knowledge into clinical practice. He leads EHR phenotyping efforts for 

the Vanderbilt site of the NHGRI-funded Electronic Medical Records and Genomics (eMERGE) 

Network, in addition to serving as co-chair of the eMERGE phenotype and the 

pharmacogenomics workgroups, which is implementing a 84-gene next-generation sequencing 

effort in eMERGE. The eMERGE Network is unique in that each site already has extensive EHR 

information linked to DNA samples so recruitment and sample procurement is not needed, 

which results in a large time and cost savings. Resources that the network has made available 
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include eleMAP, a tool allowing researchers to harmonize phenotype data dictionaries to 

existing standards; VDART, a re-identification risk modeling tool; and PheWAS, or phenome-

wide association studies. Ethical, legal, social and policy issues such as privacy are also a focus 

of the eMERGE Network, including best practices for participant consent, data sharing, return of 

research results to individuals and reporting results to the larger scientific community and 

general public. Dr. Denny’s presentation will focus on the challenges that eMERGE has 

successfully managed in a large multi-institutional collaboration involving genomic data. 

Robert Fassett M.D. is the Chief Medical Informatics Officer of Oracle. As Oracle’s CMIO Rob 

is responsible for channeling Oracle’s healthcare R&D investments into the development of new 

products and services that will help providers and life sciences companies transform the 

practice of medicine. Most recently Rob created, and then led the development and marketing 

of, Oracle’s enterprise healthcare data warehousing and analytics suite of products that have 

been acquired by nearly 100 hospitals. Dr. Fassett’s presentation will focus on how Oracle’s 

products enable the safe, efficient, and accurate sharing of biological information, including 

high-dimensional genomic data, between clinical sites and third parties such as pharmaceutical 

companies. Specifically, he will discuss the Oracle Health Sciences Network, a real-time 

collaborative network of healthcare and life sciences organizations. 

Kevin Hughes M.D. is an Associate Professor of Surgery at Harvard Medical School, a 

member of the Department of Surgical Oncology at Massachusetts General Hospital, Co-

Director of the Avon Comprehensive Breast Evaluation Center, and Surgical Director of the 

Breast and Ovarian Cancer Genetics and Risk Assessment Program. Dr. Hughes also has an 

active role in HL7, including the development and initial implementation of the HL7 Clinical 

Genomics Pedigree Model, a data standard for transmitting family health histories between 

systems. This includes describing a patient’s full pedigree with diseases and conditions, and the 

option to link genetic data and risk analysis. The model has the ability to transmit complete 

family history information for clinical decision support. The Pedigree model is approved by the 

American National Standards Institute (ANSI), is the Healthcare Information Technology 

Standards Panel (HITSP)-accepted standard, and is in the process of becoming of an 

international standard through ISO. Dr. Hughes’ presentation will focus on the role of standards 

in the sharing of genetic and genomic data. 

Statement of Organizer: All participants have agreed to take part on the panel. 
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Abstract: We present an overview of the architecture and design of an open-source software system supporting on 
the fly assembly of longitudinal health records containing PHI from distinct sources.  The system implements record 
linkage by federating health records from multiple institutions to identify cohorts for clinical research within the 
FURTHeR framework. We also show preliminary results of our record linkage approach 

Introduction: There exists a great need for linking longitudinal health records of patients for clinical research. In 
many cases these records are not available within a single institution and thus require federation of records from 
multiple institutions in close geographic proximity. In order to assemble longitudinal records it is necessary to link 
the demographical PHI available from the various contributing sources. This needs to be done efficiently and 
preferably without human intervention.  A substantial reduction of administrative and regulatory barriers could be 
realized if linkage is conducted by an honest broker1 that is able to de-identify or anonymize2 the records before 
presenting them to researchers.  Obviously such a system should also be able to provide full PHI to those researchers 
with Institutional Review Board approval.  Furthermore, we realize that various policies enforced by data 
contributors do not always allow permanent storage of PHI. To that extent, we implement an open-source software 
system that supports on the fly record linkage with no permanent storage of PHI.  We present an overview of the 
architecture and design of the software system and report on our efforts to implement the system for use within 
FURTHeR3,4. We also present preliminary results regarding the accuracy of our record linkage. 

Methods: Utilizing web services, we provide a set of interfaces to insert demographics from multiple sources and to 
request on the fly record linkage.  All demographical PHI received from sources is used in stochastic matching and 
are stored in volatile memory for use only in record matching; these records are deleted after the user’s session is 
complete. The PHI is analyzed using a number of algorithms in order to determine which records to link. We 
accomplish this by leveraging the analysis components and matching framework of the ChoiceMaker5 software, 
which is deployed as a service within our architecture.  Results from applying the analysis components to the 
inserted records are then analyzed using supervised machine-learning techniques.  The analysis will only use results 
of these algorithms using records from the current session.  Once records are matched and linked, an additional 
interface is used to obtain the results and subsequently associate the health records linked by the system.  De-
identification and anonymization techniques2 are then applied before presenting the data to the researcher. 

Conclusion: Cohort identification for clinical research will benefit greatly from linking longitudinal PHI-containing 
health records from multiple institutions.  We present an honest broker solution, implemented as an independent, 
open-source software service for utilization within the FURTHeR framework for the purposes of linking transitively 
stored demographics-related PHI records. Adaptation of this service to other distributed query frameworks should be 
straightforward.  We also show preliminary results of our record linkage approach. 

Acknowledgements: Funding support by NIH Grant UL1RR025764, supplement 3UL1RR025764-02S2 and NLM 
Grant 5RC2LM010798. Technical and infrastructure support by Center for High Performance Computing at 
University of Utah 
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The Substitutable Medical Apps, Reusable Technologies (SMART) project provides a framework of core services to 

facilitate the use of substitutable health-related web applications. The platform offers a common interface used to 

“SMART-ready” health IT systems allowing any SMART application to be able to interact with those systems. At 

Partners Healthcare, we have SMART-enabled the Informatics for Integrating Biology and the Bedside (i2b2) open 

source analytical platform and developed an i2b2 Services ETL ‘cell’ that can consume the Consolidated Clinical 

Document Architecture (CCDA), enabling SMART applications to interact with both retrospective patient data from 

i2b2 and real-time patient data from the EMR. 

 

The SMART platform enables applications built against the SMART API to be able to be embedded within any 

SMART “container”. A SMART container can be a variety of HIT platforms, such as an Electronic Medical Record 

(EMR) system, a Personal Health Record (PHR), or a data analytics framework such as i2b2. The SMART API and 

data model specifications define a variety of common requirements and features, from data retrieval methods to 

medical coding systems to be used by SMART containers and apps. For instance, the SMART API outlines a 

number of RESTful web service calls which provide access to individual resources such as medications, fulfillment 

events, prescription events, problems, demographics, allergies, vital signs, and laboratory results from a SMART-

enabled system. 

The flexibility of the i2b2 platform allowed for the development of an i2b2 SMART ‘cell’, or modular software, 

which added SMART support into the i2b2 environment
1
. This allowed for data stored in i2b2 to be able to be 

accessed by SMART apps that make use of an extensive API defined by the SMART project. Furthermore, the 

development of an EMR-like view plugin called the ‘Patient Centric View’ enabled investigators to see a single 

patient’s data from i2b2 using a customizable display comprised of multiple SMART apps running simultaneously 

on the screen. However, since the data stored in an i2b2 repository is typically retrospective data, a mechanism and 

workflow were needed to retrieve and present data in real-time, directly from the EMR. 

The Office of the National Coordinator (ONC) has identified that EMR systems should be able to produce a 

snapshot report of the latest data for a patient called the Consolidated Clinical Document Architecture (CCDA) in 

the near future. Therefore, our goal was to build upon the success of the i2b2 modular framework and add the ability 

for the CCDA to be consumed by i2b2. To accomplish this, we developed a new i2b2 cell called the Services 

Extract Transform Load (SETL) cell that is able to connect to an institution’s enterprise web services to retrieve and 

parse a CCDA.  

At Partners Healthcare, each real-time CCDA call to clinical web services can be cached for auditing and 

performance purposes if necessary. The optional caching mechanism operates on a configurable threshold of time, 

such as limiting enterprise web service CCDA calls to once daily per patient, to conform to any existing network 

resource restrictions. The SMART and SETL cells work with both the Project Management cell to properly 

authenticate the investigator’s i2b2 user session at the time that SMART apps are being launched and the Identity 

Management cell to validate whether the investigator has permission to view the specific patient’s record, and 

ultimately, transform the real-time result into a SMART RDF/XML message format that a SMART app can 

consume. The most recent patient data from an EMR system’s CCDA combined with the retrospective data in i2b2 

creates a much more complete and versatile patient profile that is beneficial to more complex SMART apps geared 

towards patient recruitment and clinical trials purposes. 

This work was funded by the SHARP Program Area Three award: 90TR0001/01 

 

1. Wattanasin N, Porter A, Ubaha S, Mendis M, Phillips L, Mandel J, Ramoni R, Mandl K, Kohane I, Shawn N. 
Murphy. Apps to display patient data, making SMART available in the i2b2 platform. Proceedings of the 
AMIA Symposium 2012. 
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Abstract 

Harvard Faculty Finder (HFF) is a new website (http://facultyfinder.harvard.edu) that uses the open source Profiles 
Research Networking Software (RNS) platform (http://profiles.catalyst.harvard.edu) to create a university-wide view 
of 11,000 Harvard faculty and their scholarship, and to help students, faculty, administrators, and the general 
public locate Harvard faculty according to research and teaching expertise. This poster describes approach we took 
to address technical and political challenges in building this system. 

Introduction 

For the first time, HFF brings together information about scholarly activities of faculty at Harvard’s schools of Arts 
& Sciences, Business, Dentistry, Design, Divinity, Education, Engineering, Government, Law, Medicine, and Public 
Health. HFF includes a searchable web interface, but more importantly it links systems across the university and 
provides access to these through public web services. 

Methods 

HFF is based on the Profiles RNS platform, which was originally developed for medical schools. Expanding this to 
other disciplines and aggregating data across a decentralized organization presented many challenges: 

 Politics: In order to gain university-wide support for HFF, we had to balance the schools’ desire to connect 
databases across Harvard with their reluctance to create a central faculty “profiling” website, which might 
compete with schools’ own faculty websites. Thus, the HFF website focuses on searching for faculty, but it does 
not display a full profile of each person. Instead, it makes the complete data about faculty available only through 
public web services and RDF, which other systems can use to display the information. 

 Name disambiguation: HFF imports data from numerous sources, including publications from Web of Science, 
patents from the US Patents and Trademark Office, teaching from the Harvard Course Catalog, and books from 
the Harvard Library records. Individual schools and departments also provided domain-specific content, such as 
artwork, musical composition, and discovered comets. The difficulty is matching an item to the right person, 
especially with common author names like “J Smith”. For each data source, HFF uses a unique disambiguation 
algorithm based on the type of metadata available, such as the author’s year of birth on many books, or the 
inventor’s state and city on patents. 

 Data model: Profiles RNS is a Semantic Web application, which represents data using the Resource Description 
Framework (RDF). HFF uses a Semantic Web ontology called VIVO, which was developed as part of an NIH 
grant to create a standard vocabulary describing the types of entities (e.g., publications, departments, courses, etc.) 
and faculty activities within an academic institution. 

 Concept ontology: While VIVO describes the types of scholarly activities people do, HFF has a separate concept 
ontology that describes the subject areas and topics of those activities. Although numerous domain-specific 
vocabularies exist (e.g., MeSH in biomedicine), there isn’t one standard ontology that covers all disciplines. HFF 
generates its concept ontology using several approaches, including automatically derived concepts based on 
analyses of faculty publications and manual mapping between different classification systems, such as Web of 
Science Subject Areas and the Classification of Instructional Programs (CIP). 

 Search weights: The HFF search algorithm must compare faculty who conduct different types of scholarly 
activities. For example, does a professor at the College who spends a semester teaching a biology course have 
more or less expertise than one at the Medical school who publishes five biology articles in that same timespan? 
Developing the search algorithm required both a technical solution as well as compromise among stakeholders.   

Conclusion 

HFF is currently available to the Harvard community, and it will be made public later this year. It has been used for 
numerous applications, such as providing data for other websites, analyzing cross-discipline collaborations, 
identifying emerging areas of research, and helping make strategic decisions about resource allocation. 
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Abstract 

Using the topic distribution of a discharge summary and selected demographic information as features, we applied 
the k-means clustering to the discharge summaries in MIMIC II dataset. We have experimented with four types of 
knowledge representation: words, UMLS concepts, UMLS concepts and negation status, and UMLS concepts and 
negation, temporal and experiencer. Clustering can be applied to patient record retrieval and cohort identification.  

Introduction 

Clustering algorithms provide an unsupervised method to identify similar patients for purposes such as cohort 
selection or clinical trial recruitment. But the outcome can be affected by the representation of documents. Instead of 
only using occurrence of surface strings, topic models such as Latent Dirichlet Allocation (LDA) and Dirichlet 
Multinomial Regression (DMR) capture the relationships among words and then represent a document with a topic 
distribution. We hypothesize that including this information in the knowledge representation will improve clustering 
performance. This abstract describes the four types of knowledge representation with topic modeling algorithms.  

Methods 

We ran four parallel experiments in two groups (LDA and DMR with age and gender as prior features) to identify 
the best representation of a discharge summary. Within every experiment, we trained 10, 50, 100, and 500 topics for 
LDA and DMR using MALLET. We compared baseline representation of words only against document 
representation of UMLS concept unique identifiers (CUIs) extracted by MetaMap1, CUIs + negation status identified 
by NegEx2, and CUIs + negation + temporal status + experiencer identified by an extension of NegEx called 
ConText. In all CUI related experiments, we only kept CUIs of semantic type disorder and procedure.  

Current Results 

The table shows the top 5 terms in 10 clusters from the 500-topic group generated with LDA using CUI + negation. 
From observation, the clusters show independent topics. Clusters without the negation feature were noisier, 
containing concepts that were negated in the text (e.g., “not a smoker”).  

Asthenia, Gait, 
Observation of 

reflex, Hypesthesia, 
Dysarthria 

Hypertension Adverse Event, 
Sedation, Telemetry, 

Coronary artery bypass grafts 
x 4, Insertion of epicardial 

electrode for temporary 
cardiac pacing 

Cardiac Catheterization 
Procedures, Hypertension 

Adverse Event, 
Hypercholesterolemia, 

Ejection fraction, 
Acquired stenosis 

Esophagogastroduodenoscop
y, Hemorrhage, Melena, 

Hematemesis, 
Gastrointestinal Hemorrhage 

Hypersensitivity, long-term care, Precursor 
B-cell lymphoblastic leukemia, Pulmonary 

ventilator management, Hereditary 
Multiple Exostoses 

Immunization, 
Prematurity of fetus, 

Chronic lung 
disease,Influenza, 

Smoker 

Thickened, Atrial Septal 
Defects, Doppler studies, 

Absence of sensation, 
Bosley-Salih-Alorainy 

Syndrome 

Prematurity of fetus, Heart 
murmur, Phototherapy, 

Blood culture, 
Communicable Diseases 

Jugular venous engorgement, 
Varicosity, Physiologic 

pulse, Tracheal Extubation, 
Edema 

Edema, Hypersensitivity, Integrated 
Neuromusculoskeletal Release, Activated 

Partial Thromboplastin Time measurement, 
Physiologic pulse 

Future Work  

To measure the clustering performance, we will invite medical professionals to annotate records and clusters.  We 
are preparing a quantitative experiment to evaluate technical accuracy and usability of the clusters in two types of 
applications: cohort identification and retrieval of patient records.  

Acknowledgments This study is funded by NIH 1R01LM010964, VAHSR&D HIR 08-204. 
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Abstract 

Linking medications with their indications is important for clinical care and research. We have recently developed a 
freely-available, computable medication-indication resource, called MEDI, which links RxNorm medications to 
indications mapped to ICD9 codes. In this paper, we identified the medications and diagnoses for 1.3 million 
individuals at Vanderbilt University Medical Center to evaluate the medication coverage of MEDI and then to 
calculate the prevalence for each indication for each medication. Our results demonstrated MEDI covered 97.3% of 
medications recorded in medical records. The “high precision subset” of MEDI covered 93.8% of recorded 
medications. No significant prescription drugs were missed by MEDI. Manual physician review of random patient 
records for four example medications found that the MEDI covered the observed indications, and confirmed the 
estimated prevalence of these medications using practice information. Indication prevalence information for each 
medication, previously unavailable in other public resources, may improve the clinical usability of MEDI. We 
believe MEDI will be useful for both clinical informatics and to aid in recognition of phenotypes for electronic 
medical record-based research. 

 

Introduction 

Medication and diagnosis data are critical components in patient’s healthcare trajectory, and are chronicled in an 
electronic medical record (EMR). Medications can be treatments (or preventative therapies) for a disease, or cause 
them through adverse effects. Clinically, the indication for a given medication refers to the use of that medication 
for treating or preventing a particular disease. For example, hyperlipidemia is an indication for use of cholesterol-
lowering statin medications, and type 2 diabetes mellitus is an indication for oral hypoglycemic medications, such as 
sulfonylureas. Medications can have relatively few indications, such as statins or sulfonylureas, or many possible 
indications, such as corticosteroids (used for a wide variety are autoimmune and inflammatory conditions) or aspirin 
(used to alleviate pain, reduce fever, and prevent thrombosis).  
 
Electronically linking medications with their indications can improve routine clinical care and secondary uses of 
EMR data. For clinical care, the linkage could improve evaluation of treatment outcomes1,2 and assessment of 
healthcare quality.3,4 For secondary uses of EMR data, the linkage could enable clinical and genomic research by 
enhancing understanding of a patient’s longitudinal disease and treatment record.5,6 Medications often serve as 
important markers of disease severity, and thus are useful in algorithms to identify clinical phenotypes (typically 
diseases) for research.7-11 Medications exposures, and the patient’s response to the medications during treatment, can 
enable pharmacogenomic and comparative effectiveness research.5,6,12-14 In recent studies, medications have been 
incorporated with diagnostic codes in EMR phenotype algorithms for type 2 diabetes mellitus (T2DM),9,11,15 
Crohn’s disease,10 rheumatoid arthritis,8 and many of the other algorithms deployed in the Electronic Medical 
Records and Genomics (eMERGE) Network to identify cases and controls for genome-wide association studies.16-18 
In addition, linkage of medications to their indications may improve the accuracy of the detection of adverse drug 
reactions19 and elevate the quality and utility of the EMR problem lists.20 
 
We have previously described initial efforts to integrate multiple publicly-available medication resources to create a 
free, computable medication-indication resource, called MEDI.21 We included RxNorm22, SIDER 223, 
MedlinePlus24, and Wikipedia25 to form MEDI. We applied natural language processing (NLP) and ontology 
relationships to extract indications from the four resources. All medications were represented by RxNorm concepts 
(RxCUIs) and indications were formalized into International Classification of Diseases, 9th edition (ICD9) codes.  
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Additionally, we identified a “high precision subset” of MEDI (MEDI-HPS) whose indications had a precision of 
over 92% based on physician review.   
 
In this paper, we continued our work on MEDI with an emphasis on clinical utility.  We leveraged a large practice-
based dataset to investigate the coverage of MEDI on medications prescribed within clinical practice, and to 
improve the usability of MEDI by calculating the prevalence of each indication for each medication.   
 

Background 

 
As summarized in Table 1, currently MEDI offers two datasets: the complete MEDI indication dataset, and MEDI-
HPS, the high precision subset of MEDI. MEDI contains a total number of 3,112 generic drug ingredients and 
63,343 medication-indication pairs found from the four sources.  MEDI-HPS was created to optimize recall while 
maintaining reasonable precision. MEDI-HPS was defined as the indications found within either at least two of the 
four resources or RxNorm, two simple rules that ensured a precision > 92%. MEDI-HPS contains 13,304 unique 
indication pairs for 2,136 generic drug ingredients. Based on manually review in our prior study, MEDI-HPS offers 
much higher precision (>92%, precision) than MedlinePlus (75%), SIDER 2 (67%), or Wikipedia (56%).  Compared 
to RxNorm, MEDI-HPS maintains a similar high precision (>92%) but provides 5,264 more indications. MEDI 
datasets are freely available at http://knowledgemap.mc.vanderbilt.edu/research/content/MEDI. 
 
Table 1. MEDI characteristics 
Dataset Definition Medications Indications Indications/Medication* 

MEDI 
Found in RxNorm, SIDER 2, MedlinePlus, 
or Wikipedia 

3,112 63,343 20.35±22.00 

MEDI-HPS Found in either ≥ 2 resources or RxNorm 2,136 13,304 6.22±6.09 
* mean ± standard deviation. 
 
MEDI and MEDI-HPS datasets have not been validated using clinical practice data. None of the four resources that 
were used to develop MEDI was directly derived from clinical data. The indications within RxNorm are manually 
curated, validated, and stored in a structured format. SIDER 2 was developed using text-mining techniques applied 
to FDA approved drug labels. Both MedlinePlus and Wikipedia are human created resources.  Thus, we were not 
able to provide an important clinically-relevant feature, i.e. indication prevalence, in previous MEDI.  Indication 
prevalence is critical for clinical studies. It may simplify building of clinical informatics applications and secondary 
use of EMR data since medications are not all used for indications with equal frequency. Some indications are much 
more common than others, e.g. type 2 diabetes mellitus is a more common indication of metformin than polycystic 
ovary syndrome. Without prevalence information, it may be challenging to accurately identify the primary 
indications.  
 

Methods 

Study Setting 
 
This study was conducted at Vanderbilt University Medical Center (VUMC) in Nashille, Tennessee.  VUMC has 
previously constructed a de-identified version of its integrated (combined inpatient-outpatient) EMR for clinical and 
genomic research, called the Synthetic Derivative (SD).26  The SD contains the records of over 1.7 million unique 
individuals, including dense longitudinal clinical data for >1 million individuals (average record size of 106,727 
bytes). The SD incorporates clinical data from multiple sources, including diagnostic and procedural codes, as well 
as provider progress notes, hospital admissions, discharge summaries, laboratory data, and medication histories. 
Since the SD contains only de-identified data, research using this resource has been determined by Vanderbilt’s 
Institutional Review Board to constitute non-human subjects research.  
 
Data Extraction 
 
We used all records in the SD that contained both medication and International Classifications of Disease, 9th 
edition, (ICD9) codes, which resulted in 1,371,354 individuals. Diagnostic codes (ICD9s) were retrieved from 
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administrative claims data. Medication data were obtained from electronic prescription records combined with 
natural language processing applied to clinical narratives using MedEx 27.MedEx extracts drug names and signature 
information(e.g., dose, route, and frequency) with F-measures of >0.9 from clinical text.  We then filtered 
medications by those with a specified dose, route, frequency, or strength, a rule that we have found improves the 
likelihood of finding medications patients prescribed to patients. 28 We collapsed mapped specific medications to 
their generic ingredients using RxNorm relationships.29 All ingredients were thus represented by the RxCUI of their 
generic ingredient. For example, Tylenol Caplet, 325 mg oral tablet (RxCUI 209387) was mapped to 
Acetaminophen (RxCUI 161).  
 
We calculated the coverage of MEDI and MEDI-HPS as in equation (1), where All Medications represented the total 
number of unique medication-SD record pairs extracted from EMRs, and Medications Covered by MEDI (or MEDI-
HPS) is the number of unique medication-SD record pairs, in which the medication can be found within the resource. 

𝐶𝑜𝑣𝑒𝑟𝑎𝑔𝑒 = 𝑀𝑒𝑑𝑖𝑐𝑎𝑡𝑖𝑜𝑛𝑠 𝐶𝑜𝑣𝑒𝑟𝑒𝑑 𝑏𝑦 𝑀𝐸𝐷𝐼
𝐴𝑙𝑙 𝑀𝑒𝑑𝑖𝑐𝑎𝑡𝑖𝑜𝑛𝑠 

 (1) 

Indication Prevalence  

We calculated indication prevalence of medications as the number of individuals exposed the medication with each 
indication divided by all individuals exposed to the medication with at least one MEDI-defined indication.  We 
restricted the denominator to individuals with at least one MEDI indication since many patients may only be seen by 
subspecialists and thus not have a complete record of diagnoses in their billing history.  In contrast, since medicine 
reconciliation is a required clinical process at nearly all clinics visits and inpatient admissions, comprehensive 
medication lists are routinely captured, even at focused outpatient subspecialists visits.  Thus, for example, a visit to 
a sports medicine clinic may capture a medication record for metformin (diabetes) and warfarin (an anticoagulant), 
but the patient would only be billed for their knee injury.  Our previous study results21 suggest that it is a reasonable 
assumption that MEDI is a relatively complete indication dataset. We defined the prevalence of the indication i of 
drug m as in equation (2), where Records(m) is the number of unique SD records with drug m and any indication 
defined in MEDI.  and Records(m,i) represents the number of unique SD records with drug m and indication i found 
within their EMRs. Indications were determined by the presence (or absence) of relevant ICD9 codes. 

𝑃𝑟𝑒𝑣𝑎𝑙𝑒𝑛𝑐𝑒𝑑𝑟𝑢𝑔 𝑚,𝑖𝑛𝑑𝑖𝑐𝑎𝑡𝑖𝑜𝑛 𝑖 = 𝑅𝑒𝑐𝑜𝑟𝑑𝑠 (𝑚,𝑖)
𝑅𝑒𝑐𝑜𝑟𝑑𝑠 (𝑚)

 (2) 

Evaluation 

We randomly selected 50 subjects for each of four commonly used medications: propranolol, metformin, 
methotrexate, and adalimumab. The full medical records of these subjects were manually reviewed to evaluate the 
coverage and validate the prevalence of indications. Three practicing physicians (JCD for propranolol and 
metformin, TAL for methotrexate, and JDM for adalimumab) used clinical experience to determine what disease 
they were prescribed the medication for. Uncertain results were resolved by a discussion.   

 

Result 

Medication Coverage 
 
From the data of 1,371,354 unique records, we retrieved a total number of 15,532,057 unique medication-record 
pairs. MEDI covered 97.25% of them (93.80%+3.45%, summarized in Table 2). The majority of pairs (93.80%) 
were also found in MEDI-HPS.  
 
Table lists the 20 most frequently prescribed medications at VUMC. The top three medications were acetaminophen 
(31.33%), aspirin (18.95%), and ibuprofen (17.53%). This finding is consistent with our clinical experience. All 
were covered by both MEDI and MEDI-HPS. 
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Table 2. The summary of MEDI coverage 
In MEDI In MEDI-HPS Unique Medication Patient Pairs Coverage  
No No 426,662 2.75% 
Yes No 536,619 3.45% 
Yes Yes 14,568,776 93.80% 
Sum 15,532,057 100.00% 
 
Table 3. The most commonly used Medications at VUMC. 
RXCUI Patients (Percentage) MEDI MEDI-HPS Drug Description 
161 429,636 (31.33%) Yes Yes acetaminophen 
1191 259,932 (18.95%) Yes Yes aspirin 
5640 240,386 (17.53%) Yes Yes ibuprofen 
6387 220,089 (16.05%) Yes Yes lidocaine 
7052 191,837 (13.99%) Yes Yes morphine 
26225 158,149 (11.53%) Yes Yes ondansetron 
4850 155,993 (11.38%) Yes Yes glucose 
8745 153,414 (11.19%) Yes Yes promethazine 
3498 147,982 (10.79%) Yes Yes diphenhydramine 
4278 144,316 (10.52%) Yes Yes famotidine 
435 138,823 (10.12%) Yes Yes albuterol  
82003 137,551 (10.03%) Yes Yes dioctyl sulfosuccinate 
723 134,393 (9.80%) Yes Yes amoxicillin 
9863 131,218 (9.57%) Yes Yes sodium chloride nasal 
4337 129,167 (9.42%) Yes Yes fentanyl  
6960 128,431 (9.37%) Yes Yes midazolam 
4603 117,234 (8.55%) Yes Yes furosemide 
5224 114,825 (8.37%) Yes Yes heparin 
29046 112,539 (8.21%) Yes Yes lisinopril 
36567 106,580 (7.77%) Yes Yes simvastatin 
 
A total of 199 unique medications extracted from EMRs were not covered by MEDI. Table 4 showed the most 
frequently prescribed medications not in MEDI. Most of them were vaccines (e.g. “streptococcus pneumoniae 
serotype vaccine” and “poliovirus vaccine inactivated, type 1”), probiotics (e.g. “bifidobacterium infantis”), 
nutrition (e.g. “calcium ascorbate” and “aspartate”), and other ingredients that are included in a product to improve 
drug absorption or help eliminate active ingredient from body (e.g. inert ingredients). No common prescription 
drugs were observed in review of the 199 missing medications. A small portion of medication data from EMRs 
(3.45%) were covered by MEDI but not MEDI-HPS (Table 5). Among these were over-the-counter medications like 
vitamins.  However, other identified medications may have been false positive detections by MedEx.  For instance, 
“lipase” and “amylase” likely represent laboratory tests and not medications prescribed to the patient. 
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Table 4. Frequent medications not found in MEDI. 
RXCUI Patients (Percentage) Drug Description 
100213 31,272 (2.28%) bifidobacterium infantis  
798302 10,280 (0.75%) pertussis, acellular  
798232 9,142 (0.67%) streptococcus pneumoniae serotype vaccine  
854960 8,681 (0.63%) pneumococcal capsular polysaccharide type 33f vaccine 
763096 6,725 (0.49%) poliovirus vaccine inactivated, type 1 (mahoney) 
56476 6,412 (0.47%) sodium gluconate  
798264 4,976 (0.36%) l1 protein, human papillomavirus type 16 vaccine 
748794 1,273 (0.09%) inert ingredients 
804179 1,172 (0.09%) measles virus vaccine live, enders' attenuated edmonston strain 
802755 1,143 (0.08%) liver/stomach concentrate 
142407 1,056 (0.08%) calcium ascorbate  
644718 1,041 (0.08%) ferrous asparto glycinate  
42543 640 (0.05%) aspartate  
38624 588 (0.04%) triethanolamine polypeptide oleate condensate 
215831 400 (0.03%) calcium citrate with vitamin d 
353110 249 (0.02%) fibrinolysis inhibitor 
287575 249 (0.02%) tissel  
825006 249 (0.02%) thrombin(human plasma der) 
273888 249 (0.02%) calcium threonate  
32485 224 (0.02%) orabase  
221113 137 (0.01%) levorotatory alkaloids of belladonna 
 
Table 5. Medications that can be found in MEDI but not MEDI-HPS. 
RXCUI Patients (Percentage) Drug Description 
11253 98,989 (7.22%) vitamin d 
48203 68,870 (5.02%) clavulanate 
6033 45,516 (3.32%) isoleucine 
6406 21,312 (1.55%) lipase 
11251 18,662 (1.36%) vitamin b 
19861 14,982 (1.09%) butamben 
1244014 13,517 (0.99%) vitamin d3 
743 10,946 (0.80%) amylase 
71535 10,859 (0.79%) vecuronium 
19711 9,267 (0.68%) co-amoxiclav 
3024 3,786 (0.28%) cysteine  
8031 3,716 (0.27%) protease 
 
 
Indication Prevalence 
 
For the second specific aim of this study, we calculated the prevalence information for each indication, which is now 
available in MEDI for download. For example, warfarin (RxCUI 11289) had 13 indications documented in MEDI, 
including “atrial fibrillation” and “unspecified cardiac arrhythmia.” The calculated prevalence of warfarin for atrial 
fibrillation was 0.69. The prevalence of each indication can also be treated as a positive predictive value of a given 
patient having a given disease when prescribed the medication.  For example, when a patient is prescribed warfarin, 
there is 69% chance that the patient has also been diagnosed with atrial fibrillation. For some medications, the sum 
of prevalences exceeds 1 because an individual may have two or more indications for a medication (e.g., consider a 
beta blocker in a patient with coronary artery disease and hypertension). This situation was common in medications 
treating for complex chronic diseases. For example, a considerable number of metformin users may be diagnosed 
with both type 2 diabetic mellitus (T2DM) and obesity (Table 6). Even though, our prevalence data clearly suggest 
that the primary indication of metformin is T2DM rather than other diseases. 
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Table 6. The prevalence of warfarin indications. 
RXCUI Medication ICD9 Code Disease Prevalence 
11289 warfarin 427.31 Atrial fibrillation 0.69 
11289 warfarin 427.9 Cardiac arrhythmia NOS 0.25 
11289 warfarin 415.19 Pulmonary embolism and infarction 0.14 
11289 warfarin 435.9 Transient cerebral ischemia 0.09 
11289 warfarin 434.91 Ischemic stroke 0.08 
11289 warfarin 453.9 Embolism and thrombosis of unspecified site 0.07 
11289 warfarin 411.2 Myocardial infarction 0.04 
11289 warfarin 444.9 Arterial embolism and thrombosis 0.03 
11289 warfarin 459.9 Circulatory disease NEC 0.02 
11289 warfarin 451.9 Phlebitis and thrombophlebitis 0.02 
11289 warfarin 964.1 Anticoagulants causing adverse effects 0.00 
11289 warfarin 288 Diseases of white blood cells 0.00 
11289 warfarin 279.2 Autoimmune disease NEC 0.00 

 
Table 6. The prevalence of some metformin indications. 
RXCUI Medication ICD9  Code Disease Prevalence 
6809 metformin 250.00 Type 2 diabetes mellitus 0.80 
6809 metformin 798.79 Malaise and fatigue 0.27 
6809 metformin 278.00 Obesity 0.21 
6809 metformin 250.01 Type 1 diabetes 0.19 
6809 metformin 790.6 Other abnormal blood chemistry 0.11 
6809 metformin 256.4 Polycystic ovaries 0.08 

 
Manual Evaluation of Indication Prevalence 
 
We manually reviewed 50 subjects for each medication. Physician review found evidence of at least one indication 
for all but 17/200 subjects. These 17 subjects had medication lists available only. Therefore, we were not able to 
retrieve any indication for these subjects. The result from our manual chart review confirmed that the MEDI covered 
the most observed indications. All indications of adalimumab, metformin, and propranolol found within EMRs were 
covered by MEDI. For methotrexate, MEDI covered the most common ones, e.g. rheumatoid arthritis, breast cancer, 
and leukemias/lymphomas.  A few indications of methotrexate were missed by MEDI, among them: polymyalgia 
rheumatic, collagen vascular disorder, and uveitis.  
 
Table 7. Summary of Results from Manually Physician Review. 

Medication Subjects Indication in MEDI  Indication Not in MEDI No Evidence of Indication 
adalimumab 50 48 0 2 
metformin 50 49 0 1 
propranolol 50 41 0 9 

methotrexate 50 40 5 5 
 
We compared the prevalence based on the results of the manual chart review to the prevalence calculated from the 
SD in MEDI. Chi-square tests showed that there was no statistical difference between them for most indications, 
except propranolol for hypertension and metformin for obesity. The estimated prevalence of propranolol based on 
chart review was slightly lower than the number in MEDI (39% vs. 22%). As for metformin and obesity, 10 of the 
50 subjects were also diagnosed with obesity and they were all diabetic. Thus, our calculation of prevalence, which 
allowed multiple indications for a medication, agrees with the chart review.  However, the reviewer marked the type 
2 diabetes mellitus as the true indication instead of obesity.   
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Table 8. Major indications of each medication and their prevalence. 

Medication Indication Prevalence ( MEDI) Prevalence Based on Chart Review (95% CI) 
metformin type II diabetes mellitus 0.79 0.88 (0.76, 0.94) 

Obesity* 0.21 0.02 (0.00, 0.11) 
adalimumab Rheumatoid arthritis 0.46 0.40 (0.28, 0.54) 

Regional enteritis  0.27 0.24 (0.14, 0.37) 
Psoriatic arthropathy 0.16 0.12 (0.08, 0.29) 
Ulcerative colitis  0.10 0.08 (0.04, 0.21) 

propranolol Hypertension NOS* 0.39 0.22 (0.13, 0.35) 
Tachycardia NOS 0.24 0.12 (0.08, 0.29) 
Anxiety state unspecified 0.13 0.06 (0.02, 0.16) 
Palpitations 0.13 0.04 (0.01, 0.14) 

methotrexate Rheumatoid arthritis 0.44 0.32 (0.21, 0.64) 
*Significantly different between the estimated prevalence and prevalence in MEDI using chi-square test. 

Discussion 

Medications are one of the most important markers of disease and treatment course.  Although providers presumably 
always have a reason (indication) for every medication, medications are rarely explicitly linked to their indications 
within most EMRs, and research into computational resources to enable such linkage is very limited. Previously, we 
observed this gap and created MEDI as a computable resource to support clinical research and application 
development. In this paper, we demonstrated that MEDI and MEDI-HPS have high coverage on practice-based data, 
and that no common prescription drugs were missed by MEDI. We also calculated the prevalence of each indication 
for each medication. Such prevalence information is previously unavailable in other public resources. Its availability 
may improve the clinical usability of MEDI. Manual physician review of random patient records with four example 
medications further demonstrated that the prevalence estimates are grossly valid. 

Several limitations should be noted. First, we only calculated unique mediation-record pairs and no prescription 
frequencies of an individual patient were used. Therefore, we cannot accurately obtain the usage frequency of a 
medication.  It is possible that some medications were not prescribed to an individual. Second, we did not consider 
the temporal relationship between medications and diagnoses. In other words, a prescription may occur long before 
a diagnosis. Taking into account temporal relationships may improve prevalence estimates.  However, since 
medications may be recorded without a given diagnosis, it is also possible that such a restriction could harm 
performance.  Third, we counted each MEDI indication as possible even if another indication was also present.  As 
with the metformin-obesity example (which was a specific indication for one of the 50 reviewed charts), this can 
lead to overestimates for certain drug-indication pairs. 

Conclusion 

In summary, this paper continued our work on developing an important medication indication resource—MEDI. By 
leveraging the complete de-identified EMR data from VUMC—one of the largest patient referral center for the Mid-
South, we demonstrated that the excellence coverage of MEDI on medications in EMRs. In addition, we improved 
the usability of MEDI by adding prevalence for each indication. This work further improved the data quality of 
MEDI and will facilitate future clinical and pharmacological research. 
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Abstract and Objectives 

In October 2011, a group of 12 senior nursing informatics 

experts from the American Medical Informatics Association’s 

Nursing Informatics Working Group (AMIA NI-WG) convened 

to address the relevancy of nursing informatics to clinical 

practice, research and education.   The   NI-WG task force 

used face-to-face meetings and monthly webconferences  to 

map out a nursing informatics approach and model that 

would deliver value to all nursing domains. Using the Scan 

Focus Act methodology [1], the group sought to advance the 

science of nursing informatics through  use of standards for 

terminology, domain analysis models, and quality and data 

exchange standards while clarifying and strengthening the 

intersection of informatics, clinical practice, education and 

research. This panel will present an NI model for Practice-

Research-Education in detail with its underlying assumptions.   

The Moderator will engage the audience in   dialogue to cri-

tique the work and proposed model. Learning objectives are: 

1) Summarize current work on nursing informatics state of the 

science, 2) Apply the use case presented to illustrate aspects 

of informatics as a science and a process in the development 

of nursing knowledge for practice, and 3) Create strategies to  

promote the value-add proposition for other nursing domains 

using nursing informatics components as described by the  

model.  

Keywords:   

nursing informatics/standards, theoretical model, nursing in-

formatics/classification, vocabulary, quality of health care, 

nursing research, clinical practice research, nursing education, 

quality improvement 

Panel description 

Nursing informatics has long been faced with the challenge of 

explaining the science as well as the process of the discipline. 

Nurse researchers, educators and nurse executives in care pro-

vider organizations often do not see or only vaguely under-

stand the relevancy of nursing informatics to their domain. To 

address this opportunity, the chair of AMIA’s NI-Working 

Group with the endorsement of AMIA’s executive leadership, 

convened a group of senior nurse informaticists with the 

charge to develop consensus recommendations for how best to 

deliver clear value to other nursing domains, in easy to under-

stand terms while at the same time advancing the science of 

nursing informatics.   A discussion of selected literature result-

ed in a variety of classic articles that helped to describe this 

dilemma [2,3,4,5,6]. A number of topics were identified as 

missing during this “Scan” phase, but participants agreed that 

it was important to operationalize nursing informatics in such a 

way that those in leadership positions could better understand 

both the impact and the existence of nursing informatics. Of 

particular importance was the ability to capture and compare 

nursing quality indicator data. This would allow nursing lead-

ers in clinical care delivery organizations to be able to quanti-

tatively look at their care delivery data and compare within 

and between different organizations. Current state with its lack 

of standards for terminology, definitions, domain structures 

and measures makes it labor intensive to do quantitative out-

come measure tracking within a given organization, and virtu-

ally impossible to do between different organizations.  A fu-

ture state as proposed in our NI Model would make compari-

sons possible at many levels – between cities, states, regions, 

as well as different countries. This standardization would then 

form the enabling infrastructure of aggregated data and stand-

ardized outcome measures (independent of electronic health 

record vendors) that would support clinical practice improve-

ments, clinical practice, research, bench research, education, 

and consumer healthcare research. Thus, the value of having 

standards to adopt in clinical practice that would make it pos-

sible to do quantitative measurements, trending and compari-

sons between organizations and countries would be transform-

ative.  Recognizing this as an important goal and as the under-

pinning of interdependencies between the clinical practice-

research-education domains, the NI-WG task force targeted  

pulling in  all  available and best practice standards to enable a 

level of standardization  independent of EHR vendor systems. 

The resulting NI model will be presented in the Panel session 

using the figure diagram developed that unfortunately cannot 

be included here because it is too large to embed in this two 

column format.  

 

The ultimate aim of this AMIA NI-Working Group task force 

is to have a clinical practice and knowledge development 

model that can be used globally  to enable data exchange, 

measure comparisons and research collaborations not currently 

feasible. The panel will have four presenters followed by a 

structured discussion by those participating in the session that 

will be facilitated by our panel Moderator. 

 

The NIWG task force members whose work and authorship 

are represented in this panel’s presentation include: (from the 

USA) Patricia Flatley Brennan, Jane Carrington, Connie 
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Delaney, Patricia Dykes, Brian Gugerty, Rosemary Kennedy, 

Susan Matney, Jacqueline Moss, Judith Warren, Charlotte 

Weaver, Elizabeth (Betsy) Weiner, Bonnie Westra; (interna-

tional participation) Heimar Marin (Brazil). 

 

Panel organizer and Participants  

Elizabeth (Betsy) Weiner, PhD, RN-BC, FACMI, FAAN 

Senior Associate Dean for Informatics, Centennial Independ-

ence Foundation Professor of Nursing, Professor of Biomedi-

cal Informatics, Vanderbilt University, Nashville, TN, USA 

 

Dr. Weiner has served as the convener and facilitator for NI-

WG task forces’ “Think Tank” processes. She is the panel 

organizer, and will provide an introduction to the topic of 

nursing informatics’ state of the science and its impact and 

relevancy to the other major nursing domains as the reason 

why the task force was convened.  She will give an overview 

of the NI-WG task force’s methodology and the working pro-

cesses used to arrive at the current body of work that is being 

presented in this panel. Dr Weiner will close by outlining  the 

identified action steps that are currently underway by the NI-

WG task force that include the critical feedback that we hope 

to gain from this  audience of senior nurse informaticians, as 

well as other informatics disciplines. 

 

Charlotte A. Weaver, RN, MSPH, FAAN, FHIMSS 

Sr. VP & Chief Clinical Officer, Gentiva Home Health and 

Hospice, Atlanta, GA, USA 

 

Dr Weaver will present the Use Case example that models the 

following components: development of nursing practice con-

tent based on standards and evidence; embedding in any EHR 

system as a vendor neutral standard; support of  standard 

measurements, quality reporting and outcome comparisons 

nationally and internationally; and, the generation of aggregate 

clinical data that supports and enables research and clinical 

education.  These high level visions, model components and 

specific informatics standards are illustrated in a figure dia-

gram that provides a “picture” against which the task force 

worked to develop, critique, and refine the proposed model.  

This diagram “picture” will serve as the primary illustration in 

the panel presentation for the overall vision as well as the de-

tailed informatics components addressing the recommended 

standards to use within the clinical EHR components to enable 

clinical practice research and outcome comparisons. 

 

The overall model derived from the analysis of the use case 

example is as follows: 

 

 
 

This higher level model was derived from the Use Case exam-

ple using Pressure Ulcer Assessment and Orders to illustrate 

the methodology and principles of the model and builds on the 

collaborative work of Kaiser Permanente and the Veteran’s 

Administration [7] in the United States.  The principles used 

by the AMIA NI-WG task force in guiding this modeling de-

velopment for the clinical practice components are that the 

model should be extendable to any domain or problem and that 

it allows for data standards for assessment and interventions 

independent from Vendor EHRs.  The specific standards being 

proposed in this approach are: HL-7 for domain model; 

SNOMED-CT/LOINC for assessments and interventions 

standard terminology;  and National Quality Forum’s Quality 

Data Mode, the Healthcare Quality Measure Format (HQMF), 

and the Quality Data Reporting Architecture (QRDA),  for 

clinical quality measurement and reporting.   

 

In addition to these components for clinical practice, the 

broader framework of the model links to quality improvement 

initiatives, basic and practice-based research, education and 

policy.   An important goal of this panel is to invite active crit-

ical review and feedback from the  audience to further develop 

and refine the model.   

 

Rosemary Kennedy, RN, PhD, MBA, FAAN 

Associate Professor, Associate Dean, Strategic Initiatives, 

Director, Nursing Informatics, Thomas Jefferson  University, 

Philadelphia, PA, USA 

 

Dr. Kennedy will explore aspects of the value proposition of 

the model when used in research, education, and practice.  The 

model demonstrates how data standards can be used to:  repre-

sent nursing knowledge (from research to practice); enable 

integration of knowledge within electronic health records 

(EHRs); and provide the means for international comparison 

of nursing outcome data, independent of technology or care 

delivery setting. When data necessary for quality measurement 

reflect nursing science, and are captured as a byproduct of care 

delivery using data standards, nurse leaders across all domains 

of research and practice  can unambiguously report, measure, 

and improve nursing care globally.   

 

The model demonstrates how the use of an electronic data in-

frastructure is a fundamental backbone for successful clinical 

decision support, quality measurement, reporting, and im-

provement.  The model also demonstrates the “Nursing 

Knowledge Life Cycle”, showing how data standards can be 

used to represent and integrate research, evidence-based 

guidelines, and clinical practice within EHRs to support care 

delivery, measurement, and improvement.  The intent of the  

NI model is to show how use of data standards can  accelerate 

standardized outcome measurement and quality improvement.  

In addition, the NI model can provide a vehicle for nursing 

leaders to use nursing informatics in organizational plans to 

create a learning health system that enables effective care de-

livery and also real-time generation and application of new 

knowledge that can be used to advance nursing and healthcare 

in general.  

 

The Think Tank will be meeting prior to AMIA 2013, so addi-

tional updates regarding the action plan will also be presented. 

These action items will be presented at the upcoming Ni-WG 

meeting in order to gain acceptance and determine if further 

actions are needed. 
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Heimar F.Marin,  RN, PhD, FACMI 

Professor, Director of Graduate Program in Health Informat-

ics and Executive Coordinator the Strategic Committee in 

Information Technology at Universidade Federal de Sao Pau-

lo, Sao Paulo, Brazil 

 

Dr. Marin participated in the NI-WG task force working ses-

sions as an active member throughout its 18-month duration. 

During this period, she was also completing her 9-year tenure 

involved in the role of Chair for the IMIA Nursing Informatics 

Special Interest Group. Dr Marin will critique the proposed 

model, framework and assumptions underlying the task force’s 

current work based on its applicability to an international au-

dience.  She will reference her native country, Brazil, but will 

also her draw upon her deep knowledge of other countries 

gained from her long-standing work in IMIA. Dr Marin will 

also speak to the importance of an international dialogue and 

plans to move this work forward. 

 

Patricia Flatley Brennan, RN, PhD, FACMI, FAAN 

Professor, School of Nursing and College of Engineering 

Theme Leader, Wisconsin Institute for Discovery 

 

Dr. Brennan will serve as the moderator for the panel overall.  

At the end, Dr Brennan will engage the audience attendees in a 

structured discussion regarding the model components, as-

sumptions, feasibility and purpose.     The audience’s critique 

and discussion represent a critical step in the maturing of the 

model as well as testing its robustness and goodness of fit for a 

broader use beyond the United States.  Dr Brennan will sum-

marize the key themes from the audience’s discussion and 

close with her critical thoughts and summary. The aim in tak-

ing this audience critique approach is to gain from the deep  

expertise in attendance as well as to share the work that this 

AMIA NI-WG task force has been developing for the past two 

years.  

 

Statement of the panel organizer  

All identified panelists as well as the moderator have agreed to 

participate in the panel if the proposal is accepted.  
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Abstract 

 

Recent incentives favoring the adoption and meaningful use of  information technology in clinical practice are 
helping to increase the comprehensiveness and quality of routinely collected electronic patient information.  
Research informaticists play a vital role in capturing, organizing, visualizing, analyzing, understanding and 
relaying to others the full breadth, depth and longitudinal scope of these data.  This panel will describe how the 
discipline of research informatics and the products of this work add value to multidisciplinary research teams and 
interinstitutional partnerships that span the full spectrum of research endeavors, from basic science innovations to 
translational research and clinical trials to health services research and post marketing safety surveillance 
 
Learning objectives for this panel include enabling the audience  

1. To understand the role of Research Informatics toward addressing the foundational problems in basic 
science and translational research,  

2. To learn how Research informatics aids in the design, conduct and interpretation of clinical trials of novel 
therapies, and the conduct comparative effectiveness research 

3. To see examples where research informatics helps assess value of therapies in terms of effectiveness and 
adverse events in cohorts beyond those studied through initial rigorous clinical trials 

 

Introduction 

The increasing focus on quality of care, and changing paradigms for reimbursement are placing new demands on the 

research enterprise to expedite the development of effective therapies that address unmet clinical needs, and 

demonstrate the safety and value  of these new therapies within the context of current standards of care.  These 

demands have been accompanied by increasing availability of clinical information  technology that provides valuable 

data substrate that, when skillfully managed through research informatics, can inform and expedite the  full spectrum 

of research necessary to ensure a safe and more effective health care system.   

 

The complexity and urgency of the problem has motivated the  reconfiguration of governmental, academic, and 

private-sector research programs to catalyze the creation and support of multidisciplinary teams of investigators, 

clinicians, commercial partners, and community members, in order to speed the translation of new biomedical 

knowledge intro practicable therapeutic or public health interventions (1-4).  The central role of research informatics 

in supporting this transformation has been demonstrated and reported upon in numerous publications, all of which 

have argued that informatics as both a basic and applied science is a central enabler of the contemporary clinical and 

translational research environment (5).    

 

The members of this panel represent both academics and industry bringing a diverse perspective and each with a 

different focus within the research enterprise from basic science innovations to translational research and clinical 

trials to health services research and post marketing safety surveillance.  Each is responsible for development of 

research informatics innovations and applications that are designed to support the workflow of laboratory or clinical 

research and ultimately improve clinical care. 

We anticipate that theses presentations will catalyze an interactive dialogue between the panelists and audience that 

will improve our collective understanding of this important topic area. 
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Research Informatics: Linking Multi-Dimensional Data Across the Translational Science Spectrum 

Philip R.O. Payne, Ph.D. 

The translation of basic science knowledge into pre-clinical and clinical study designs, as well as the derivation of 

hypotheses from population-level investigations, is a complex and resource intensive process, predicated upon the 

interaction of researchers and data spanning the full translation science spectrum.  These types of information needs 

relate to a number of data, information, and knowledge management activities, including but not limited to: 1) the 

collection, integration, and analysis of multidimensional data sets; 2) the formalization and dissemination of resulting 

analytical products; and 3) the iterative development and refinement of supporting documents and other 

informational artifacts.  For all of the preceding activities, the theories and methods associated with research 

informatics provide the “glue” between otherwise disparate and incompatible data management, knowledge 

engineering, information dissemination, and team science methods and platforms.  However, the pursuit of research 

informatics in this capacity requires the close coordination of biomedical informaticians, basic scientists, clinical 

investigators, and population-level researchers, all of whom have differing priorities, expectations, language, and 

methodological expertise. At The Ohio State University, we have developed a program intended to overcome such 

potential barriers through the creation and incubation of multi-disciplinary project teams focused on novel 

technologies or methods that may serve to accelerate T1 and T2 translation.  In this presentation we will describe 

how such teams that include basic scientists, clinical investigators, population-level researchers, and informaticians, 

who are physically and virtually immersed in each other’s respective disciplines, are formed and supported.  In 

particular, we will describe the methods and design patterns used to architect, implement, and manage informatics 

platforms that allow the linkage and analysis of multidimensional data, informed by the needs and requirements of 

the aforementioned multidisciplinary teams.  We believe that this approach can serve as a model for accelerating T1 

and T2 translation by providing a mechanism to promote greater socio-technical and data-centric integration and 

collaboration across a full spectrum of translational science initiatives. 

Linking Electronic Medical Records and Driving Biology Projects 

Shawn N. Murphy MD, Ph.D. 

Resources of many kinds exist in the electronic medical records that are maintained in the course of everyday patient 

care.  The patient’s phenotype exists in coded medical data, charge codes, radiological images, text reports, and 

genetic test results.   However, it is not in a form that is familiar to those accustomed to performing clinical trials, 

and even less so to those performing genetic research.  In order to make use of the raw data in the medical record, 

scientists must come together with informaticians to work with databases, image processing, understand new forms 

of statistics, and perform natural language processing [9].   With this skill mixture, the raw data can be transformed 

into the data that ultimately supports new clinical discoveries.  This process is performed in a number of steps, 

during which intermediate data is created, and from which new data is further derived.  This process can be hard to 

follow even for the database programmer and analyst working on the project, not to mention the many others that 

may be involved.  Without engaging scientists in the process, it can appear to be a “black box”, and promote distrust, 

dependence, and lack of insight by other team members.  Using tools from the Informatics for Integrating Biology 

and the Bedside (i2b2) [10] open source project, we are able to display intermediate calculations and play out 

various scenarios for scientists.  The scientists use the displays to assist in understanding the nature of the raw and 

derived data.  This presentation will review how i2b2 helps to bridge the chiasm between scientists and 

informaticians, and to address the continued challenges we face at that interface. 

 

 

Bridging Research and the Clinic: Informatics at the Point-of-Care 

Peter J. Embi, M.D., M.S. 

Knowledge derived from clinical research has the potential to significantly impact clinical care, but translating 

research findings into practice is fraught with challenges that often impede or significantly delay such translation (8). 

Moreover, the conduct of research involving human subjects benefits greatly by the involvement of clinicians in 

processes ranging from subject identification and recruitment to collecting essential phenotypic information that can 

enable correlative basic science. In order to reap the benefits promised by translational science, we must understand 

and at times re-engineer clinical processes. Successful progress in clinical and translational research informatics 

requires not only a focus on technological improvements but simultaneous advances in workflow, organizational, and 
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policy issues surrounding health services delivery, all of which require close collaboration between the research and 

clinical care communities. Toward this end, there are a number of both “front-end” and “back-end” informatics 

efforts that must be focused on bridging the clinical and research environments. It is only by improving this bridge 

that we will achieve the goal of practicing “evidence generating medicine.”  During this presentation, we will review 

the many informatics issues critical to bridging the clinical and research environments in order to achieve the 

promises of clinical and translational science, including relevant examples concerned with the use of EHRs and other 

health information technologies to support subject recruitment and point-of-care data capture (9). 

 
Re-engineering Drug Development through Research Informatics 

Mark G. Weiner, M.D. 

The pharmaceutical industry is at a crossroad where older approaches to drug development and expectations for 

“blockbuster” drugs are no longer valid.  As previously successful and very effective medications enter the generic 

market, the ability to identify remaining unmet clinical need becomes crucially important to those patients who are 

intolerant of or whose quality of life has not responded to existing therapies. Developing innovative therapies for 

these people presents new challenges and opportunities for the pharmaceutical industry.   Furthermore, regulatory 

approval is no longer the last step in bringing a new drug to market.  Increasingly, payers are  requiring rigorous and 

recurring demonstrations of value to include and retain a medication on formulary.   Through its combining of 

biological knowledge, clinical insight, research experience and information systems insight,  research informatics  is 

seen as an essential skill in the re-engineering of the drug development process demanded by the current healthcare 

environment.  Real world evidence generated through a deep understanding of routinely-collected clinical data is 

valuable not only for the understanding of unmet clinical need, but also the efficient conduct of clinical trials, the 

early detection of safety signals in the pre or post-marketing setting, and in the assessment of value and effectiveness 

of therapies in a changing context of clinical care. 

 

This presentation will discuss the data and information-system centric innovations and partnerships that a 

pharmaceutical company is making to better understand the landscape of clinical care, and the central role of the 

research informaticist in the process. 

 

 

All participants have agreed to take part on the panel. 
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ABSTRACT 

Providing support for high-level cognitive performance is largely missing in many decision support 
designs. Most development in this area is structured to minimize attention, decrease the need for deeper 
processing and limit intense goal-directed cognitive processing. However, from a dual process 
perspective, both automatic and deliberative processes need to be supported. The purpose of this 
qualitative analysis is to explore complex cognitive processing. We used the Contextual Control Model to 
guide the analysis. Transcripts from 33 taped primary care visits across 4 locations in the VA were 
analyzed using iterative process of construct and thematic development. Five themes related to high-level 
cognitive processes were identified:  1) Joint Exchange and Patient Activation; 2) Planning and Proactive 
Problem Solving; 3) Script and heuristic processing; 4) Time perspectives and 5) Uncertainty management. Results 
are discussed in terms of the need to support integrated views for complex situation mental models. 

INTRODUCTION 

Medical decision-making ranges from simple categorization and well-learned automated routines to 
complex, intensive deliberation. In the former sense, cognitive load is minimal and decision support 
should minimize attentional demands and increase automaticity. In the latter case, decision support must 
take the form of augmenting human thought, promoting deep processing, capturing attention, enhancing 
performance and designing for complexity. Learning the difference between the two is a significant issue 
for developers. Significant strides have been made in providing interfaces and functionality that supports 
reminding, linking information to action and ease of input of data. However, little work has been done on 
understanding the functional requirements for complex mental processing, such as pattern recognition in 
situations with significant variability, projection and simulation, planning and problem-solving. 

Several lines of evidence are converging that suggest significant limitations on the degree to which the 
electronic medical record (EMR) can live up to expectations to improve care. First, several literature 
reviews on the topic of computerized decision support and patient outcomes have failed to find 
generalizable effects.1,2 Second, EMR’s may actually cause harm. Several publications have noted the 
presence of unanticipated negative consequences of CPOE,3 higher mortality rates after implementation 
of a CPOE system,9  and reports of increased medication errors.4 Even more recently, multiple authors are 
noting increasing dissatisfaction with EMR’s for quality and safety reasons.5  

One reason for limited impact on the distant end-points, such as mortality, adverse drug events, and 
outcomes is the failure of the system to support the most cognitive complex activities involved in 
healthcare delivery, including coordination, adaptive control, and planning.6,7 Ironically, the EMR’s 
superior ability to capture large amounts of information as compared to a paper chart makes them harder 
to use because it does not effectively integrate the huge volumes of content simultaneously across time, 
information categories and functional relations. As a result, using these systems takes significant 
cognitive resources in real life, despite greater access. A provider has to keep in mind multiple clinical, 
communicative and quantitative tasks (e.g. decision-making, patient education, coordination and 
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documentation) while trying to identify relevant information amongst a large pool of non-relevant and 
dispersed content. Most systems do not support this level of synthesis efficiently.  

The purpose of this study is to use a theoretical perspective to identify the characteristics of complex 
performance in the patient-provider encounter. Specifically, we used the Contextual Control Model 
(COCOM) to characterize performance in primary care visits.8,9  

Contextual Control Model (COCOM) 

The clinical healthcare environment is a “Joint Cognitive System” that includes the provider, electronic 
health record, auxiliary staff, work processes, and other infrastructure. Together, these components of the 
JCS function to maintain control and support performance toward accomplishing clinical goals. The 
electronic health record (EHR) is a key component of the JCS, providing patient-specific clinical 
information, serving as a platform for communication, and a central repository for recording clinical 
events. From the JCS perspective, the CPOE system is an active partner in the process of care. The 
provider adapts his or her behavior to the limitations of the CPOE system and also alters the functions of 
the information system to better meet their own needs. These reciprocal adaptations and work-arounds are 
often effective in improving the performance of the JCS, but also may come at a performance cost. ** 
(cost/benefit) 

In the CoCOmControl is characterized as having 4 control modes in increasing order. In the scrambled 
mode (the lowest form of control), minimal information is available, goals or problems are underspecified 
and considered one at a time, time horizons are limited, and decision heuristics are rarely used.  In the 
opportunistic mode, goals are poorly defined, only current information is considered, uncertainty is not 
well recognized, and decision heuristics are strongly influenced by habits and pattern recognition.  In the 
tactical mode, goals are more defined, past and current information is considered, uncertainty is 
recognized and strategies are in place to cope with the uncertainty, but decision heuristics are rigidly 
based on guidelines.  In the strategic mode, interactions among high-level goals are considered, timelines 
are much longer with significant planning and forecasting, and decision heuristics are flexibly adapted to 
the current context.2   Movement between the modes is a function of the quality of planning, which, in 
turn is a function of the decisions made, the time available and the inherent goals. 

Dual Process Model 

Dual Process Cognitive models are a group of theories that integrate a wide range of psychological 
findings from the last 50 years in the areas of decision-making, self-regulation and behavior change.10 
This group of theories posit the presence of two systems of reasoning or memory. The first arises from the 
vast set of associations and knowledge links that constitute memory or knowledge accumulated over a 
lifetime. Activation of these linkages (external or internal cause) creates a “spreading activation” across 
related concepts. The result is very fast pattern recognition, quick automatic behavioral responses (often 
without awareness) and a sense of intuitive “knowing.”  This system is called “System 1” and is largely 
responsible for both expert knowledge (rapid pattern-matching) and as well as the common heuristics and 
biases (e.g. vividness). The other system is rule-based, conscious, and slow (System 2). System 2 comes 
into play when accomplishing goals that require more attention, deliberative reasoning and active 
learning. Learning varies across the two systems. In System 1, learning is a slow process of association 
and is often unconscious (multiple, repeated exposures). Learning in System 2 is a process of thinking 
and analyzing requiring significant conscious resources and effort, but can be very fast. These systems are 
continuous, simultaneous processes with humans generally motivated to avoid System 2 thought, if 
possible, in order to preserve cognitive resources. (Evans, 2008; Smith, et al 2000)  Our general 
hypothesis is that decision support is important for both automatic (System 1) and deliberative (System 2) 
processes. In much of informatics, System 2 cognitive support is neglected. 
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METHODS 

Design  

This study was part of a larger study focusing on designing and developing an effective system of 
cognitive support for the electronic health record. For this portion of the study, a descriptive, 
observational design was employed.  This approach is the most appropriate to efficiently gather 
information about provider’s mental models regarding medication management, goals associated with 
ordering and information search behavior, and information needs for the generation of hypotheses. 

Settings 

VA medical centers were chosen randomly based on their geographical distribution, size, and academic 
affiliation, i.e. they had resident training programs.  Potential site PI’s were identified and asked whether 
or not they would like to volunteer to participate. Sites were identified and recruited until we obtained the 
participation of four sites that were somewhat evenly distributed according to size, location and presence 
or absence of resident training. In addition to the main site, Salt Lake City UT, the participating sites 
were: Asheville NC, West Haven CT, Seattle WA, and American Lake WA.  

VA Electronic Medical Record 

The VA’s Computerized Medical Record System (CPRS) is an integrated system, covering both inpatient 
and outpatient clinical areas. CPRS includes computerized provider order entry (CPOE), electronic 
documentation, consults, labs and integrated reports. Progress notes, procedure results could be printed, 
but are usually not used. Multiple levels of decision support are provided in CPRS, including drug-drug 
alerts and guideline decision support. 

Participants 

Within each site, up to 10 provider participants were selected based on their staffing in primary care 
outpatient clinics. Eight to ten primary care providers were recruited at each site: West Haven (N=9), 
Asheville (N=9), Salt Lake City (N=9), American Lake N=8, Seattle N=10), for a total of 45 providers.  
Provider participants were recruited by email and word of mouth. Employees’ supervisors were not asked 
to recruit participants. Additional provider participant selection criteria included being a prescribing 
provider and having at least one year of involvement in the VA. Patient involvement was based on 
provider participation and the presence of hypertension. Once a provider volunteered, one of his/her 
patients who met the criterion was approached and asked if he/she would like to participate in the study 
and consented.  

A description of participating providers included in this analysis is presented in Table 1. Clinical 
pharmacists and a nurse case manager were eliminated because the focus was on the primary care visit 
itself and how the provider treated the disease(s) in question. In addition, there were several cases where 
the tablet data was not complete because of researcher error, leaving 33 transcripts to be included in this 
study. This study reports on the review of 10 transcripts. 

Table 1. Description of participants 

Site Attending Residents 
Physician 
Assistant 

Nurse 
Practitioner 

1 3  2 2 
2 6  1 1 
3 3 1   
4 5   3 
5 5   1 
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Data Collection Procedures 

Observations. Primary care provider participants and their patients were observed and audio recorded 
during the visit. The research assistant was in the room and occasionally would ask clarifying questions 
post visit, but otherwise was silent.  Only one observer attended any one patient visit.  The research 
observer situated herself silently in the room and started the tape recorder and the PC tablet data 
collection program (in Access). Microsoft Access was used to build a data entry interface to code 
provider’s behavior and make notes about their observations in real time. Every provider had a computer 
in the patient exam room. The researcher could select when the provider was talking to or examining the 
patient and if the researcher left the room to give the patient and provider privacy. Qualitative notes and 
comments regarding the visit were also recorded on the tablet in narrative form.  

Qualitative Data Analysis 

The audio-tapes were transcribed and all identifying information removed. Four investigators used a 
qualitative software, ATLAS@  (http://www.atlasti.com), to review the transcripts independently at first 
and then again together to discuss and refine pre-code categories. The initial focus was on the 4 areas of 
COCOM areas of goal integration, time horizon, uncertainty regulation and decision processes. 
However, analysis was not restricted to the four COCOM categories with the overall focus on identifying 
performance characteristics associated with complexity. Over 80 pre-codes were generated, distilled after 
discussion to about 24. Final discussion and review resulted in the following findings. 

RESULTS 

The final organization of themes is listed in Table 2 below. These themes identify broad categories of 
performance related to “control” in the primary care visit. High levels of control are associated with 
cognitive complexity at times and at other times are more automatic.   

Table 2. Identified Themes and related COCOM Constructs  

Themes COCOM Constructs 

Joint Exchange and Patient Activation  Goal Integration, Time Horizon and Decision Processes 
Planning and Proactive Problem Solving  Goal Integration, Time Horizon and Decision Processes 
Script and Heuristic Processing  Decision Processes 
Time Perspectives  Goal Integration, Time Horizon 
Uncertainty Management  Decision Processes 

Joint Exchange 

Visit dialogues that were identified as being a “joint exchange” had the character of a shared or equal 
discussion between the provider and the patient. These topics could be anything and ranged from the 
patient telling their story and the provider prompting and clarifying, to decisions about treatment that 
were a “back and forth” of information exchange about what would work and would not work. For 
example, if they included an educational component, the interchange might be initiated by a question 
from the patient, clarification of the question by the provider, assessment of the patient’s knowledge, 
medical information given and further questions by the patient. Another category of conversation that was 
included in the category of Joint Exchange was the interactive summary. In some visits, the summary 
and/or plans appeared to be negotiated rather than just listed at the end. These types of exchanges are 
clearly different than what we called “MD directed” which was a set of directive questions requiring 
yes/no or limited responses. In the exchange below, the patient raised a topic and the provider and the 
patient discussed it. What we don’t have room to present is how the topic is readdressed at the end of the 
visit when another solution is offered by the provider and the patient decides against that one as well. 
They finally agree on a third option.  
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_______________________________________________________________________________ 
PATIENT:  The other concerns I have...and that is...that is...that’s the head.  It just seems...I mean I wear a hat.  I definitely 

protect myself from the sun.  I don’t get out in the sun that much anymore, right now anyhow.  That’s...not that 
much more right now anyhow.  Anyway, do the paperwork and everything else that I’m doing but it 
always...seems like... seems like I’ve got scabs constantly.  And I mean it’s not coming from shaving.  I mean, I 
shave but that’s not what’s causing it because otherwise I’d be having a bleeding effect.  It’s just, uh... 

PA3:    Kind of scaly?  Can you feel them more than you can see them? 
PATIENT:  Uh yep.  Um-hmm, I’m starting to feel a few. 
PA3:    Okay. 
PATIENT:  And uh, that, that’s probably, that’s probably a...I gotta face the moment of truth, let you freeze them off I guess. 
PA3:    All right.  You’ve had them frozen off before? 
PATIENT:   I hate it, yeah. 
PA3:    You know it blisters up, stings a little bit. 
PATIENT:  Yeah, it stings a lot.  Stings a lot a bit for whatever reason. 
PA3:    It does, especially on your head...it’s pretty sensitive.  Do you make sure you’re wearing a hat all the time?  

There’s not a lot up here to help protect your head and make sure you’re wearing some kind of sunscreen, long 
sleeve, long pants if you’re going to be out in the sun for a long period of time. 

PATIENT:  Yeah. 
PA3:    Okay I can take a look at those and freeze them off for you. 
PATIENT:  I’m not sure I want it done today. 
PA3:   Okay it’s up to you.  If you don’t want to do them today, that’s okay too.  

The joint exchange is a fairly high level conversation that includes patient education, assessment of 
patient preferences, patient activation and involvement. It usually involves a discussion of not just what 
the patient was doing or what clinical options are available, but also the whole health care delivery 
system. The wide range of information needed and the degree of integration required illustrates the 
complexity of thought. Besides the patient’s history and clinical condition, the provider needed to know 
how to access specialists, which clinics are located where, patient preferences and social situation, and 
what other team members are available to be enlisted for help. The “feel” was of densely interactive 
collaborative interchange that could be operationalized as the integration of the patient’s perspective, the 
clinical status, and the healthcare delivery situation using both temporal and operational views. 

Planning and Problem-Solving 

The planning and problem-solving category included a wide-range of conversation topics. Some problem-
solving conversations involved diagnostic reasoning and problem identification whereas others involved 
dialogues about how to get things done in a timely or effective manner. The example presented below is 
typical of the planning and organizing dialogue. 

_______________________________________________________________________________ 
PATIENT:  Okay, there’s...uh, I believe they would like to schedule a colonoscopy, in the not-too-distant future.  And uh, one of 
the medications that I’m taking, I have to be off of it. 
PA3:  That’s the Plavix. 
PATIENT:  It is the Plavix?  Okay.  Is that the thinner? 
PA3:  Um-hmm (yes). 
PATIENT:  Okay.  Okay. 
PA3:  So what I would do, get an appointment with Cardiology and see what they say... 
PATIENT:  In terms...and then go from there? 
PA3:  Yeah, depending on what their recommendations are.  If they feel it’s okay for you to stop Plavix...you’ll have to stop it 7 
days before you have your procedure done and then usually you can restart it, but if they’re going to plan on stopping the Plavix 
altogether, then that’s a different story and you can have that done.   
PATIENT:  Why would they...why would they want to stop that? 
PA3:  The Plavix while they’re doing the procedure? 
PATIENT:  No.  No. 
PA3:  Oh as far as.. 
PATIENT:  Eventually taking me off of it. Yeah. 
PA3:  So usually people are on that after they have a stent placed for about a year afterwards.  Depends on where they’ve put 
stents in different parts of your heart, and what they would recommend as far as continued follow-up if they wanted you to stay 
on it longer than a year so... 
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PATIENT:  Okay. 
PA3:  Yeah some people are on it for longer and some people only take it for a year; it just depends on where the stents were 
placed. 
PATIENT:  Right. Okay. 
PA3:  So find out from them what their recommendations are. If they feel like it’s fine to stop it, let me know and you call the 
Tip Line and leave me a message and I can order that colonoscopy for you.  If it’s something you’re going to stay on longer than 
that, then we’ll have to talk about what to do as far later enriching therapy and stuff. 
_______________________________________________________________________________ 

The complexity in this interchange comes from the patient’s need for education, the primary care 
provider’s monitoring of subspecialists and the coordination regarding communication procedures. Note 
in this case, that a great deal of coordination is passed onto the patient, who is acting as an active 
participant. The provider may not be aware of how and who to utilize in terms of other members of the 
team, or institutional resources that could enhance communication processes.  

Script and Heuristic Information Processing 

After multiple reviews of the transcript, common “scripts” were relatively easy to detect. Scripts are 
highly patterned behaviors and structured interchanges. The common scripts that we identified were: 1) 
medication review; 2) prevention screening (depression, safety, etc.) and 3) review of systems. These 
interchanges were characterized by rather lower levels of complexity and had a “routine” feel to them. 
The example below was typical. 

_______________________________________________________________________________ 
MD1:  Are you still taking the Tylenol regularly? 
PATIENT:  Right. 
MD1:  Still taking this one for restless legs? 
PATIENT:  Right. 
MD1:  Okay.  Hydrocortisone cream, do you still need that? 
PATIENT:  Yes. 
MD1:  Okay, well, we should renew that then because it’s expired. 
PATIENT:  Okay. 
MD1:  Okay, all right.  What are you using that for? 
PATIENT:  Whenever I get a rash and stuff and it works on it(?). 
MD1:  Do you still take this calcium here? 
PATIENT:  Calcium chloride. 
MD1:  Are you taking the calcium tablet? 
PATIENT:  That last...thiazide.  
MD1:  Yeah, do you take that? 
PATIENT:  Yes. 
MD1:  Okay, and then you take an aspirin a day and a vitamin. 
PATIENT:  Aspirin a day...right. 
MD1:  All right, I’ll see if there’s anything else. 
PATIENT:  And the fish oil. 
_______________________________________________________________________________ 

Time Perspectives 

This category referred to dialogue that referenced time. Changing temporal perspective is a cognitively 
demanding activity and it is often required in order to get full situation awareness. Time perspective 
includes situations where providers would take an “if-then” view or would try to prognosticate about the 
likelihood of certain outcomes. In the visit room, patients are often asking for such projections and 
providers rarely have adequate information to answer the questions. Needed information would include 
population based data as well as knowledge about the trajectory of disease and the relative risk of side 
effects. Time perspectives also come into play with the relatively constant desire to understand change in 
symptoms and disease over time. The EHR does not easily provide that view, but often dialogue implied 
or directly referenced trends. Especially important are trends correlated with treatment changes, a view 
that is very rarely available. The result is providers engaging in the cognitive complex task of simulating 
that information themselves. 
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_______________________________________________________________________________ 
MD: Thyroid was normal and anemia is still a little bit anemic, but your... 
PATIENT:  I’ve had that over a period of years though. 
MD:  Yes, the numbers, the number is getting stable and in fact, the last one a couple of weeks ago was fine.  It was normal.  

----------------------------------------------------------------------------- 
PATIENT:  Well actually, I started feeling maybe about a week or so.  But more so today, because we have stairs at work, and 
going up those stairs, I may go up some stairs and stop. Catch my breath and then walk the rest of the stairs. And then, on my 
way to my locker, I might have to kind of pause a minute and go to my locker. So it’s going up, and then when you take breaks, 
you go up and down stairs. I hate           .  I’d give anything if I’d weigh 175. 
PGY2:  Yeah, me too.  It looks like I’m just looking at this note from February, so you were admitted in clinic last February, 
right? 
PATIENT:   Yeah. 
PGY2:  How do you feel compared to then? Same, worse? Can you remember back to that day? 
PATIENT:  About the same.  I mean... 
PGY2:  You’re not at your baseline though. You’re not  at your baseline? Feel like your legs are more swollen? 
PATIENT:  Well, if you take those deals off, then it would be like a balloon.  This time I’m too big. 
_______________________________________________________________________________ 

Uncertainty Management 

Identifying areas of uncertainty and addressing it is a high level of cognitive processing. It requires meta-
awareness and enough attentional resources that can monitor one’s own failure to understand. Uncertainty 
can arise from incongruent or inconsistent data, lack of knowledge, desire for scientific information 
resources or simply lack of the necessary information. Uncertainty is an important component of effective 
decision-making in that we need to pay attention to the reliability and validity of the data. 

_______________________________________________________________________________ 
PATIENT:  By the way, the Plavix, for some reason I only got a 30-day supply.  I normally get a 90-day supply. 
PA3:  Yeah, the formulary has changed on that one.  Only do 30-day supplies, continue out for a year. 
PATIENT:  But it’s an automatic, right? Is it going to be automatically sent to me again? 
PA3:  I don’t know if they automatically will send that to you.  Do you usually call in every month? 
PATIENT:  I called in this last time, and received all three medications with the exception of the Plavix. 
PA3:  Okay.  I think you’ll probably still have to call in for that one. 

----------------------------------------------------------------- 
PA:  Yeah. I just started feeling the changes, the difference in...I’m gaining weight, too.  Before I was... 
MD1:  That’s supposed to be the other way, so then you don’t have enough thyroid you gain weight.  When you have enough, 
you lose...well, then you don’t gain weight. 
PA:  Well, something’s up there. 
MD1:  But if you...maybe you’re gaining weight because you’re feeling better. 
PA:  And I’m eating more, too. 
MD1:  And you’re eating more. 
PA:  Well, I feel like I gained weight. 
MD1:  Yeah? In your belly you feel that or is it in your legs?  Do you get swelling in your legs? 
PA:  Yeah, my leg swells up, too. 
MD1:  Okay, you know what, I think we can ______  
_______________________________________________________________________________ 

DISCUSSION 

Review of Findings  

Patterns of interchange associated with high levels of control in a visit (strategic level) appeared to be 
associated with significant cognitive complexity. Some constructs, such as time perspectives were similar 
to the COCOM model, but others were broader, such as the joint exchange. However, even the later were 
congruent with the concepts of the Joint Cognitive Systems on which COCOM is based.8,9,11  

Implications for Cognitive Support  

As Stead and Lynn noted in a paper reviewing the efficacy of Electronic Medical Records:  “IT 
applications appear designed largely to automate tasks or business processes. They are often designed in 
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ways that simply mimic existing paper-based forms and provide little support for the cognitive tasks of 
clinicians or the workflow of the people who must actually use the system.” (p. 3).6  

Information integration in the user experience should make it easier to understand relationships among 
data to get a sense of patient status, identify goals, and plan interventions. Information integration is far 
more than presenting the right data in the right place at the right time. This typical mantra implies data 
access, juxtaposition, and filtering. These activities are just the beginning. The user must ingest the data 
and construct a mental model of what is going on with the patient. As the above themes make clear, the 
clinician not only must understand the medical model of the patient, but also the social model. The social 
model includes a sense of patient education needs, goals, preferences, and constraints on following 
medical advice. Of course, data in this form are rarely found in typical EMRs and never in an integrated 
view.12-14 

Information integration must also adapt to user needs to support the appropriate point on the spectrum of 
heuristic versus deliberative processing. In the case of scripts, information presentation should make it 
very fast for the user to orient to patterns of information then select and complete tasks. When dealing 
with uncertainty, however, information needs to be organized to facilitate exploration and deliberation. 
The EMR can help the user walk through hypothesis generation and testing by bringing into consideration 
sets of related information that support or disconfirm ideas. Likewise, when the user appears to be 
moving in the wrong direction, the user experience could present more disconfirming information to force 
more deliberation. 

Implications for Informatics and EHR Design 

These findings have two significant implications for the Informatics community and for design of the 
electronic medical record. First, designing static displays for every clinical situation is not feasible and 
will likely not be effective. Providing multiple layers of attributes and links will help the user identify 
where information is so searching for what seems like disparate information is minimized (e.g. finding 
services for homeless veterans when setting up procedures for a colonoscopy). Secondly, users need 
substantial more tools for manipulating the information environment than they currently have access to. 
Setting up processes for self-reminders, tools for organizing information easily into one view, providing 
support for simulation or “what-if” questions are only a few possibilities of this category. 

Limitations  

The sample size in this study was small, although geographically diverse. The focus was on the visit 
dialogue and not on many other aspects of the care process, such as preparation, data analysis, team 
planning and other care processes. 

CONCLUSIONS 

Future work on designing decision support should focus on balancing both System 1 and System 2 
information needs. Information integration, or framing at high levels of complexity are necessary for 
many of the activities in healthcare processes. 
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Abstract 

As interest in the reuse of electronic health record (EHR) data for research purposes grows, so too does awareness 
of the significant data quality problems in these non-traditional datasets. In the past, however, little attention has 
been paid to whether poor data quality merely introduces noise into EHR-derived datasets, or if there is potential 
for the creation of spurious signals and bias. In this study we use EHR data to demonstrate a statistically significant 
relationship between EHR completeness and patient health status, indicating that records with more data are likely 
to be more representative of sick patients than healthy ones, and therefore may not reflect the broader population 
found within the EHR.  

Introduction 

There is great promise in the reuse of electronic health record (EHR) data for clinical research purposes. 
Retrospective research that reuses existing datasets is generally faster and less costly than prospective research. EHR 
data have the added benefit of being representative of actual healthcare consumers. For these reasons, amongst 
others, there is growing interest in the secondary use of EHR data.1-3  

When working with EHR data, however, it is important to be mindful of potential data quality caveats.4 A number of 
studies have established that poor data quality may challenge the suitability of EHR data for research.5-7 In our 
previous work, we identified three core dimensions of data quality in which researchers engaged in the secondary 
use of EHR data are interested: completeness, correctness, and currency.8 We further illustrated that EHR data 
completeness is a task-dependent phenomenon, and that how record completeness is defined depends upon the 
intended use for the data.9  

EHR data completeness may be understood differently in the clinical setting versus in the research setting.  
Clinically, completeness is most commonly understood to mean fidelity of documentation.6  In other words, a record 
is considered complete if it contains all information that was observed.  When repurposed for secondary use, 
however, the concept of “fitness for use” can be applied.10,11  In secondary use settings, EHR data completeness 
becomes extrinsic, and is dependent upon whether or not there are sufficient types and quantities of data to perform 
a research task of interest. It should be noted that a record deemed incomplete for a given research use might be 
complete from a clinical standpoint. As an example, the clinical requirement for frequency of blood pressure and 
heart rate measurement during provision of anesthetic care is every five minutes.12 A record documenting these two 
variables at five-minute intervals would thus be complete from a clinical standpoint. A researcher, however, might 
be interested in beat-to-beat variations. A record documenting these variables at five-minute intervals would thus be 
incomplete from a research standpoint. Similarly, the record would also be incomplete if a researcher was interested 
in pulmonary artery pressures and these were not documented. 

When considering the problem of incomplete data, it is important to understand the manner in which data are 
incomplete. In statistics, data are understood to be missing at random or missing not at random.13,14 When 
incompleteness is a random phenomenon, the signal may become noisier, but is otherwise unchanged. Non-random 
incompleteness, however, may introduce a spurious signal into a dataset. When engaged in the secondary use of 
EHR data for research, it is important to know whether the records identified as complete for a given research task 
are representative of all patients of interest, or if the act of selecting for completeness actually results in a non-
representative group of records. The literature on this topic is limited.  

In the study reported here, we hypothesize the existence of a relationship between record completeness and the 
underlying health status of the patient of interest. Through the use of representative data types and a broadly 
applicable definition of complete EHR data, our study proves that the selection of only complete records has the 
potential to create a biased, non-representative dataset. 

1472



  

Methods 

In order to look at the relationship between patient health and record completeness from the secondary use 
perspective, we required the use of a reliable measure of health status that does not rely entirely on the presence of 
these data types in the record. The American Society of Anesthesiology (ASA) Physical Classification score15,16 is a 
subjective assessment of overall health or illness severity assigned by an anesthesia provider to every patient 
requiring anesthetic services. The ASA score is based not only on information present in the EHR but also on 
interviews with the patient, family and the patient’s other healthcare providers well as information (i.e. laboratory 
results, imaging and other diagnostic testing results, medical records, prescriptions, etc.) from sources outside the 
institution and thus not present in the EHR. It is a severity of illness score that is prospectively assigned to each 
patient by a scoring expert (anesthesia provider) and is thus much less reliant on EHR data than retrospectively 
assigned scores (e.g Charlson Comorbidity Index) which rely solely on information present in the EHR. We also 
sought a measure that is routinely recorded for a broad spectrum of the patient population, as opposed to those that 
focus on a specific disease (e.g., New York Functional Status Classification for heart failure patients) or segment of 
the population (e.g., children). The score separates patients into one of six categories (Table 1), with the letter “E” 
appended for emergency procedures, and has been shown to be strongly correlated with other clinical risk 
predictors17 as well as outcomes.18-20 Although the requirement of an ASA score limits our cohort to those who have 
received anesthesia, we felt that it allowed us to capture a more broad population than the other illness measures and 
have an severity of index measure that was mostly independent of presence of data in the EHR.   

The Columbia University Department of Anesthesiology provides anesthetic services for operating rooms at three 
hospitals – a tertiary-care academic medical center (Milstein), a dedicated children’s hospital (CHONY) and a small 
community hospital (Allen). Additionally, anesthetic services are also provided for the labor and delivery floors at 
CHONY and Allen as well as several “off-site” locations such as endoscopy, radiology, neuroradiology, cystoscopy, 
cardiac catherization and electrophysiology suites, and ophthalmologic surgery suites. For the majority of patients 
for whom we provide anesthetic services an anesthesia information management system, CompuRecord (Philips 
Healthcare, Andover, MA) is used for electronic recordkeeping. The ASA Class score is recorded for all valid 
procedures. The data collected by this system is periodically migrated to a research database, with the last update 
occurring in October 2012.  

 
Table 1. American Society of Anesthesiology (ASA) Physical Status Classification. 

ASA Class Definition 
   1 
   2 
   3 
   4 
   5 
   6 

A normal healthy patient 
A patient with mild systemic disease 
A patient with severe systemic disease 
A patient with severe systemic disease that is a constant threat to life 
A moribund patient who is not expected to survive without the operation 
A declared brain-dead patient whose organs are being removed for donor purposes 

	   	  

The Columbia University Medical Center Institute Review Board approved this study. We began by identifying all 
patients in the CompuRecord research database with a recorded ICD-9 and CPT code.  These codes have been 
recorded in the database since April 2012, so we identified patients with anesthesia procedures recorded between 
April, 2012 and the end of September, 2012. To minimize bias introduced by having multiple procedures requiring 
anesthesia within our time period of interest (one year preceding the procedure), we focused only on the earliest 
procedure for each patient in our dataset and then excluded all patients who had a procedure in the preceding year, 
or who were less than one year of age at the time of the procedure. From the remaining set of patients we pulled the 
ASA Class for a randomly selected set of 5000 patients for the current analysis. Due to the infrequent occurrence of 
ASA Classes 5 and 6 we dropped the patients in these classes from our analyses. 

For demonstration purposes, we selected two common clinical data types through which to assess record 
completeness: laboratory results and medication orders. Because we did not have a specific use case in mind, we did 
not use a hard cut-off for defining a complete record. Instead, we assumed that each record existed on a continuum 
of less or more complete, as implied by counts of days where data were present. The raw counts of days with 
medication orders and days with laboratory results were calculated for each of the 5,000 patients during the year 
preceding their procedures using data obtained from the Clinical Data Warehouse (CDW). These data are drawn 
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from a combination of Allscripts’s Sunrise 
Clinical Manager for clinical care and Cerner 
Millennium for ancillary services. 

Data Analysis Methods 

We compared the completeness of records 
between ASA Classes for both data types using 
the Kruskal-Wallis one-way analysis of 
variance. Further post-hoc analyses were 
performed using the Wilcoxon rank-sum test 
with a Bonferroni correction. 

Results 

The average age of patients in our sample at the 
time of surgery was 45 ± 24 years, and 61% 
were female. The ASA Class distribution for 
our sample is summarized in Figure 1.  

We defined as complete any record having at 
least N recorded values in each of the two 
categories (medication orders and laboratory results), where N is the cutoff value, in days. Using this definition, the 
ratio of complete records over total records in each ASA Class was plotted as N was varied from 1 to 60 days 
(Figure 2). A magnified view of the plot is shown (Figure 3) to facilitate visualization by improving resolution in the 
range where N is between 1 and 15. As a specific example, we show the distribution of the proportion of records that 
are complete across ASA Classes given an arbitrary cut-off of N=7 (Figure 4). As the cutoff of number of desired 
points increases, the distribution of patients skews further towards the records of patients with an ASA status of 3 or 
4. 

The average number of days with data for patients in each ASA Class are shown for medication orders and 
laboratory results in Figure 5.  Patients with a more severe health status have a higher number of days with data, on 
average. A Kruskal-Wallice one-way analysis of variance revealed a significant effect of ASA Class on number of 
days with medication orders (x2(3)=332.0, p<0.0001) and on number of days with laboratory results (x2(3)=202.2, 
p<0.0001). Post-hoc analysis using a Wilcoxon rank sum test with Bonferroni correction showed significant 
differences between all ASA Classes except Class 1 and Class 2 for both data types, all with p-values <0.0001. 

Discussion 

 

Figure 2. Record completeness, per ASA class, over a range of cutoffs (1-60), where cutoffs are the minimum number of values 
required in each of two categories (medication orders and laboratory results) to make a record complete. For cutoffs >60 all 
proportions are zero, and thus not shown.  

 
Figure 1. ASA Class distribution in study population. 

1474



  

The results indicate that our hypothesis that there is a relationship between patient health status and EHR 
completeness is correct. EHR data are not missing at random. Both medication orders and laboratory results show a 
significant increase in data points per patient as ASA Class increases. Moreover, as the cutoff for what constitutes a 
complete record increases, the proportion of records considered complete concentrates towards the patients in higher 
ASA Classes. 

This indicates that a sample of patients naively drawn from the EHR-- assuming the records chosen are limited to 
those with sufficient data to be considered complete for the task at hand-- will almost invariably be biased towards 
sicker patients. In other words, those patients with records deemed complete for a given study are unlikely to be 
representative of the population of interest. These findings are in line with previous work by Collins et al., who 

found that nursing documentation trends were 
related to patient mortality.21,22 At least in the 
case of completeness, data quality problems 
introduce not only noise into EHR data, but 
bias as well. 

A secondary finding suggested by our results is 
that data consumers may have a difficult time 
identifying healthy patients with sufficient data 
for secondary use. This is problematic for those 
seeking healthy controls or comparison cohorts 
for research purposes. 

Limitations  

Because of the reliance of our analysis on the 
presence of ASA Class for all patients in our 
sample, only anesthesia patients were included 
in this study.  These patients may not be 
representative of the overall population with 
data in the CDW. By extension, the CDW itself 
may not be representative of typical EHR 
databases due to the tertiary academic medical 
setting. Nevertheless, we believe that the 

 
Figure 3. Magnified view of record completeness, per ASA class, over a range of cutoffs (1-15), where cutoffs are the minimum 
number of values required in each of two categories (medication orders and laboratory results) to make a record complete. 

  
Figure 4. Complete records by ASA Class where complete records 
are those having at least seven values in each of the two categories 
(medication orders and laboratory results). 
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essential concept proven by this study—that there is a relationship between record completeness and patient 
health—will hold true across a broad range of clinical database and institutions. 

Future Directions 

We intend to continue this research by investigating factors that might be driving the observed trend. For example, 
we could consider the procedure performed, the diagnosis, the emergency status of the surgery, or 
inpatient/outpatient status prior to surgery. All are potential confounders.  

It would also be helpful to focus on special populations, such as children or pregnant women. One might expect, for 
example, that pregnant women would be mostly ASA Classes 1 and 2, but with good chart completeness prior to 
their anesthetic due to pre-natal care. These special populations may require further consideration. 

Finally, we hope in the future to identify or develop methodological approaches to selecting complete patient 
records from EHR databases while avoiding the introduction of bias in the form of patient health status. 

Conclusion 

In this sample of 5,000 patients the percentage of complete records varied with ASA Class. This relationship held 
true for laboratory result and medication order data. Using ASA Class as a surrogate for patient health, the data 
confirm our initial hypothesis that there exists a statistically significant difference between the completeness of 
electronic health records for sick patients and the completeness of electronic health records for healthy patients. 
Sicker patients tend to have more complete records and healthier patients tend to have records that are less complete.  

These results should serve as a word of caution to researchers wishing to use EHR data for research. Investigators 
wishing to reuse EHR data must be aware that blind sampling of complete records within an EHR database may 
skew the sampled population towards sicker patients.  
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Abstract: Whole genome sequencing (WGS) at the point of care may soon be available to every patient to guide 

health care decisions. However, significant barriers exist which will hinder its effective clinical application. Such 

barriers include a rapidly evolving genomic knowledge base, limited genetic proficiency of physicians, and lack of 

genetics professionals. As such, it is imperative that clinical decision support (CDS) is available to overcome these 

barriers and harness the potential of the genome at the point of care. Nevertheless, due to the complexity and 

rapidly evolving knowledge base of the human genome, developing CDS for the WGS is a complicated endeavor that 

will require an innovative CDS solution. In order to realize the potential of the human genome, a service-oriented 

architecture (SOA) will be essential to encapsulate and coordinate several independent services necessary to 

interpret and implement CDS knowledge for the genome at the point of care. In this presentation, we will propose a 

CDS SOA approach capable of leveraging the WGS. We will describe the necessary CDS components in detail as 

well as justification for their inclusion. Finally, a description of the strengths and weaknesses of this approach and 

future directions will be presented.           

 

Introduction: The cost of whole genome sequencing (WGS) is reaching the point where it is financially feasible to 

sequence a genome for clinical purposes. However, the availability of a patient’s entire genome to a clinician at the 

point of care is creating new problems which will hinder the adoption and use of the whole genomic sequence for 

clinical care if not adequately resolved. Clinical decision support (CDS) integrated into the clinician’s workflow at 

the point of care provides a mechanism to overcome these clinical barriers to WGS.  

 

Methods: Due to the scope and complexity of the human genome, in order to support the integration of WGS at the 

point of care, we propose a CDS architecture leveraging the principles of a service-oriented architecture (SOA). 

Considerations involving the evolving nature of gene variant knowledge bases, the breadth of genomic knowledge 

bases, genome data standards, variant representation for CDS logic, CDS knowledge management, knowledge 

integration approaches, and point-of-care implementation are taken into account.  

 

Results: We provide a proposed SOA architecture incorporating the interactions of independent components and 

services capable of supporting WGS CDS at the point of care. Several essential services are required to interact with 

each other to manage a particular task effectively.  These components and services include the gene variant 

database, variant knowledge base, variant browser, CDS service, CDS knowledge base, and EHR interface (see 

figure below). Representation of genomic data and CDS knowledge within each component or service and how they 

interact will be described in further detail.    

 

 

Discussion: CDS harnessing principles of SOA will be necessary to manage WGS at the point of care. We put 

forward this proposed architecture as a starting point for future architectural considerations and developments. 

Efforts are currently underway to prototype this architecture and integrate with an electronic health record system. 
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Abstract: Remote prenatal care for low-risk pregnant women represents a novel prenatal care paradigm aimed at 

reducing health care costs while maintaining patient satisfaction. Consumer health informatics approaches are 

necessary to support remote prenatal care. Here, we describe the informatics approach used to support this new 

care paradigm. We plan to conduct a pilot randomized controlled trial among low-risk pregnant women to assess 

satisfaction, preferences, costs, and experiences of patients and providers using this informatics approach.  

 

Problem addressed: Prenatal care in the United States is provided in a ‘one-size fits all’ manner, typically 

involving over a dozen prenatal care visits. While this level of care may be necessary for some, it may be more care 

than necessary for others, particularly women at low risk for pregnancy complications. With recent changes to 

reimbursement and bundled payments, the frequency and number of prenatal care visits may represent unnecessary 

expenses. Clinicians and researchers at the University of Utah will study the impact of personalized prenatal care 

involving remote patient monitoring for low-risk pregnant women.  Participants will receive five in-person visits and 

eight remote prenatal care visits. Informatics resources and technology are required to support this effort.  

 

Informatics solution: To support this effort, it is necessary to incorporate the remote prenatal care informatics 

approach into the current health information technology infrastructure. As such, we will train and distribute at-home 

fetal heart monitors, digital blood pressure, and weight scales to pregnant women in this study. In lieu of several in-

person prenatal care visits, low-risk pregnant women will obtain measurements at home using the provided devices 

and report their results using patient-entered flowsheets within Epic MyChart. The patient also will participate in 

remote prenatal care visits with her prenatal care provider using a HIPAA-compliant, web-based telehealth video 

solution.  

 

Evaluation: Beginning on June 1st, we will measure the impacts of remote prenatal care through a randomized 

controlled trial involving approximately 200 patients. The primary outcome of the study is patient satisfaction 

compared to standard in-person prenatal care. Other outcomes measured in the trial include time and costs to the 

patient and healthcare system. Among the intervention group, we will measure patient and provider preferences 

regarding remote monitoring as well as their experiences using remote monitoring technology.  

 

  

Conclusion: Patient-centric care leveraging remote monitoring and informatics support is a promising approach to 

maintain patient satisfaction and clinical quality while reducing overall healthcare costs. We anticipate that this 

study will demonstrate the potential benefits of this approach for providing high quality, cost-effective prenatal care 

to a low-risk population. 

 

Acknowledgments: This study is supported by the University of Utah Program in Personalized Health Care and the 

University of Utah Department of Obstetrics and Gynecology. 

Outcomes Measured 

 

 

 

 

 

 

 

 

 

 

 

 

Low-risk women 
-Between ages 20 and 39 

-Previous uncomplicated vaginal 

delivery 

-No prior cesarean delivery 

-No history of pregnancy complications 

-No known risk factors (e.g. smoking) 

-Single, healthy fetus  
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Abstract 

Central to clinical and translational research activities, clinical research eligibility criteria are perceived, defined, 
interpreted, and implemented by various stakeholders in a series of translations during protocol authoring, research 
subject recruitment, electronic screening for cohort selection for clinical research studies, systematic reviews, and 
evidence-based medicine. The efficiency and integrity of these research activities heavily rely on the quality and 
clarity of clinical research eligibility criteria. However, the free-text clinical research eligibility criteria are fraught 
with problems, including ambiguities and the lack of representativeness of the real-world patient population. In the 
past 25 years, the biomedical informatics community, from academia to industry, and from USA to UK, has spent 
significant efforts, combining knowledge representation and natural language processing, to improve the 
standardization and computational reuse of clinical research eligibility criteria across various stakeholders 
throughout the clinical and translational research pipeline.  Learning objectives for this panel include:  

a. Convene different stakeholders and provide an overview of the state of the art  
b. Report the current progress from representative national projects in USA and UK 
c. Identify unmet user needs and understudied informatics research opportunities 
d. Define strategies to coordinate community efforts to achieve standard formalization of research criteria 

Background 

Central to clinical and translational research activities, clinical research eligibility criteria are perceived, defined, 
interpreted, and implemented by various stakeholders in a series of translations. They are initially authored by 
investigators to define target research populations. Then they are interpreted by research volunteers seeking 
experimental therapies for self-screening, translated by clinical database query analysts as database queries for 
electronic screening, referenced by research coordinators for manual patient screening, summarized in meta-
analyses by scientists for developing clinical practice guidelines, and eventually interpreted by physicians to screen 
patients for evidence-based care. Often written in free-text, whose inherent limitation is ambiguity, their intended 
meanings often get distorted, as in the game of “telephone”, and lead to misinterpretation of clinical research results.  

With the burgeoning adoption of electronic health records (EHRs), vast amounts of clinical data are increasingly 
available for computational reuse.  It is imperative that the scientific community leverage these data to accelerate 
clinical and translational science at low cost and large scale. A critical step toward this goal is cohort identification. 
To clinician scientists, this task requires matching clinical data to clinical research eligibility criteria.  However, this 
task is complicated by the semantic gap between the raw clinical data and free-text human-provided eligibility 
criteria: each criterion has many ways to describe it and a myriad of clinical data points that represent it.  

The Biomedical Informatics research community has been making significant efforts to bridge the semantic gap by 
improving the computability and reusability for clinical research eligibility criteria since late 1980s.  Many 
ontologies or decision support systems have been developed and included a computable representation for clinical 
research eligibility criteria1. Meanwhile, many in industry are using design tools and sets of eligibility criteria legacy 
data from clinical trials. Using criteria to determine similarity among patients could be beneficial for research 
especially secondary use. Eligibility criteria are not uniform and though often reused in a particular trial, may only 
have subtle differences meaning wise but be represented differently in different trials, making data reuse 
challenging. Rewriting criteria for each new trial is also a waste of resources since most have some basic similar 
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entities. Standard criteria also make linking to outside sources easier. Criteria in ClinicalTrials.gov are good for 
registration and patients, but do not always give the full story. It is important to design and adopt criteria that are 
amenable for reuse. The industry and standardization organizations have launched multiple ongoing efforts to 
promote reuse.  Moreover, besides the USA, the European countries are also have similar efforts for achieving the 
computability of clinical research eligibility criteria, such as EHR4CR.  

The need to improve the computational reuse of clinical research eligibility criteria is more significant at present 
given the need for leveraging computerized clinical research eligibility criteria for achieving a national learning 
health system in the USA and for facilitating comparative effectiveness research using electronic data.  Significant 
benefits are predicted to the overall research enterprise. Also the factors that are important to improve the translation 
of academic research to practical tools that will be taken up – design factors that would be important in this type of 
research.  On the other hand, the task is also fraught with substantial informatics challenges. It is timely to review 
and discuss this topic by engaging the stakeholders from academia, industry, and standardization organizations and 
identifying ways how we, as a community, can collaborate to accelerate the informatics research in this area.  

Panel Proposal 

This panel will convene international experts on this subject to discuss the current efforts towards supporting 
computational reuse of clinical research eligibility criteria from multiple perspectives, including the complementary 
international efforts and the connections between academia, industry, and standardization organizations represented 
by CDISC, and for multiple use cases, including knowledge reuse for clinical research protocol authoring, cohort 
selection using electronic health record, and evidence application using conditional eligibility criteria from 
published clinical trials or clinical journals. Table 1 shows the diversity of the panel experts.  

Table 1.  Information and Presentation Plan of the Panelist (*: moderator) 

Panelist Scope Organization Focus 
Chunhua Weng* USA Academia Overview of the existing approaches to computable eligibility criteria 

and its significance for phenotyping and CER 
Michael Cantor USA Industry Needs for knowledge reuse for research criteria in industry 
Adel Taweel UK Academia/Gov Effort on using computational criteria for research in EHR4CR 
Rebecca Kush Inter. Non-profit Standardization effort for computable eligibility criteria 
Theodoros Arvanitis UK Academia/Gov Report automated eligibility query in the TRANSFoRm project in UK 

 

Dr. Chunhua Weng is the Florence Irving Assistant Professor of Biomedical Informatics at Columbia University, 
where she has been a faculty member since 2007. Her research theme is developing human-computer collaborative 
approaches to help clinical researchers make the best use of health information technology. Her current research is 
focused on problems that include interactive, data-driven clinical research eligibility criteria formulation to assist 
clinical researchers in interrogating large clinical databases.  

As the moderator and a panelist, Dr. Weng will describe our evolving understanding of the semantic gap between 
clinical research eligibility criteria and clinical data and approaches to overcoming it in the context of EHR-based 
phenotyping and clinical trial prescreening.  

Dr. Michael Cantor is the Senior Director for Informatics Strategy and Analytics for Pfizer Inc.  He is leading 
efforts on facilitating knowledge reuse for clinical research eligibility criteria using full-text clinical research 
protocols.  

For this panel, Dr. Cantor will focus on efforts in industry to reuse eligibility criteria and outline areas of research 
that would advance the translation of the results academic efforts into practice. He will discuss the benefits of data 
reuse for full-text protocols, the details of which are often not represented in clinicaltrials.gov, and its incorporation 
into systems that not only incorporate sophisticated informatics tools, but also fit into the workflows of protocol 
authors. Finally, he will review ongoing work around designing and adopting criteria that are amenable to reuse, and 
efforts to develop automated approaches for mapping criteria from legacy protocols into newer standards.  

Dr. Adel Taweel is an assistant professor in software engineering at King’s College London since 2009. Before 
that, Dr Taweel worked at the University of Birmingham, University of Manchester and Keele University. Dr 
Taweel is the principal and co-investigator of several current UK/EU-funded projects including EHR4CR, 
TRANSFoRm, IDEA, PEARL and Diet4Elder. Dr Taweel is also the technical director of the TRANSFoRm project 
and leading the Health Informatics research theme at informatics. His current research is focused on distributed 
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systems, model-driven approaches and computational informatics and their use to address problems that include 
computable representations of eligibility criteria and semantic interoperability to bridge between health care and 
clinical research. The presented work in this panel will focus on ECLECTIC, a semantically consistent computable 
eligibility criteria formal notation that has been developed for and used in the IMI EU funded Project, Electronic 
Health Records For Clinical Research (EHR4CR) in Secondary Care.  

For this panel, Dr. Taweel will report the latest progress on formalizing eligibility criteria using ECLECTIC, a 
semantically consistent computable eligibility criteria formal notation that has been developed for and used in the 
IMI EU funded Project, Electronic Health Records For Clinical Research (EHR4CR) in Secondary Care. 

Dr. Rebecca Kush is a Founder and the current President and CEO of CDISC. Dr. Kush has over 25 years of 
experience in the area of clinical research. She has worked for the U.S. National Institutes of Health, academia, a 
global contract research organization and pharmaceutical companies in the U.S. and Japan.  Dr. Kush is a member of 
the federally appointed U.S. HIT Standards Committee and is on the Boards of HL7 and ACRES and the National 
Cancer Advisory Board IT WG. She earned a Ph.D. in Physiology and Pharmacology from the University of 
California (UCSD) School of Medicine in La Jolla, CA and has a B.S. in Chemistry and Biology from the 
University of New Mexico. Dr. Kush led the initial CDISC Protocol Representation Group, which developed a 
standard for clinical research eligibility criteria and represented this work in the BRIDG Model.   

For this panel, Dr. Kush will present on the current status of the Protocol Representation Model, implementations of 
this with respect to eligibility criteria and future opportunities with respect to standards for eligibility criteria. 

Dr. Theodoros N. Arvanitis is a Reader in Biomedical Informatics, Signals and Systems at the University of 
Birmingham, UK. The increased adoption of electronic health records (EHR) provides the possibility for clinical 
researchers to search for eligible patients on individual EHR repositories. The heterogeneity of EHR systems, 
however, has presented a major bottleneck to “digitally” search on multiple EHR data sources, particularly for large-
scale multi-centre clinical studies. Not only are these EHR systems often implemented in different data structures 
with diverse access interfaces, the data itself are also encoded in different coding schemes. The TRANSFoRm 
project is coming to help resolve these issues.  

In his presentation, Dr Arvanitis will discuss TRANSFoRm’s semantically aware query formulation workbench, in 
order to enable the easy authoring of distributed searches to EHR and other clinical data sources within the context 
of clinical trials. The workbench is using a controlled vocabulary service, and appropriate standards-based 
technological solutions. The tool automatically identifies ‘prevalent cases’ for research, where the searches report 
back counts of eligible subjects in the EHRs, flagging the subjects for recruitment and consent by the local clinical 
care team, in full compliance with data protection legislation and best practice. 
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All participants agree to participate in the panel. 
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Abstract 

This study used a distribution-based method to assess the generalizability of the target populations of 1,761 
Type 2 diabetes randomized controlled trials downloaded from ClinicalTrials.gov. The trial target populations and 
patient population in one metropolitan hospital were compared using hemoglobin A1c (HbA1c) and ages at various 
(e.g., latest or earliest) HbA1c measures. The results show that Type 2 diabetes clinical trials systematically target 
the young and sick (i.e., with higher HbA1c values) ones among Type 2 diabetes patients.  

Introduction 

Clinical trials are the gold standard for generating new medical evidence. However, the limited generalizability 
of aggregated findings from many trials on the same disease topic to the patient population is a concern of the public 
and the scientific community.  The generalizability of each trial is reflected in two populations: the target population 
and the study population.  The target population represents the set of individuals to whom the results of the trial 
might be applied and is defined by inclusion and exclusion criteria. In contrast, the study population defines the type 
of individuals who are enrolled in clinical trials. Many have reported the compromised representativeness of study 
population for clinical trials in various disease domains, such as inflammatory bowel disease, rheumatoid arthritis, 
heart failure, Alzheimer’s disease, and dementia, but little is known about how the target populations of multiple 
trials collectively represent the patient population with the condition despite the fact that such knowledge is 
important for patient-centered outcomes research.  This study contributes such an analysis.  

Methods 

From ClinicalTrials.gov, we downloaded 1,761 Type 2 diabetes trials, all of which had quantifiable inclusion 
and exclusion criteria for age and HbA1c. We collected information about their phases and intervention types. We 
used a method published by Klompas et al. on Diabetes Care (2013; 36:4) to identify 26,120 Type 2 diabetes 
patients with adequate data in their electronic health records (EHR) at The NewYork Presbyterian (NYP) Hospital. 
We divided them into two groups: 19,096 patients with diabetes medication orders and 7,024 without. We extracted 
the latest, earliest, min, max, mean, median, and middle-collection HbA1c values and age at the latest, earliest, 
median, and middle-collection measures for each patient. Then we calculated for each value of HbA1c or age, what 
percentage of trials or patients has that value and compared the distribution of trials with the distribution of patients.  

Results 

A person 44 years old or with HbA1c value of 8.2 has the best chance to be included in most Type 2 diabetes 
trials.  However, most of Type 2 diabetes patients are 63 years old or have their HbA1c values between 6.2 and 6.9. 
Regardless of trial stratification by phase, patient stratification by HbA1c measurement time or type, and patient 
stratification by medication order status, Type 2 diabetes trials tend to recruit young and sick diabetes patients. 

Discussion 

This study contributes a data-driven approach to illustrate the differences between aggregated target populations 
for Type 2 diabetes trials, represented by eligibility criteria text of diabetes trials, and diabetes patient populations, 
represented by their corresponding EHR data. It shows the feasibility of using electronic data for assessing the 
generalizability of clinical trial target populations. This study has limitations, such as its simplified methodology, 
ClinicalTrials.gov data quality problems, and EHR data complexity and quality issues. We used only two variables 
to characterize diabetes patients; future studies should consider using more patient characteristics. With this said, the 
above limitations do not diminish the conceptual insights and methodology contributions of this study.    

Conclusions 

This study shows that combined use of ClinicalTrials.gov text and EHR data enables scalable assessments of 
the generalizability of clinical trial target populations for any selected disease topic.  
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Consumer Engagement in HIT:  
Building Capacity for Shared Decision-making 

 
Bonnie L. Westra, PhD, RN, FAAN, FACMI1, Diane J. Skiba, PhD, FAAN, FACMI2; 

Sandra Long, MHI, MBA3 Kathleen A. Harder, PhD4, Susan Hull, MSN, RN5 
 

1University of Minnesota, School of Nursing; 2University of Colorado, College of Nursing; 
3University of Minnesota, Institute for Health Informatics; 4University of Minnesota, 

Center for Design in Health, 5 Wellspring Consulting 
 

Abstract 

Implementing meaningful use of electronic health records (EHRs) now requires engaging consumers in use of health 
information technologies (HIT). The ultimate goal is not simply getting consumers to use HIT, rather HIT needs to 
be tailored to the needs, preferences, and motivators for consumers to access, use, and manage their health through 
shared decision-making using HIT.  Consumer engagement requires both consumers and providers to change 
behaviors. A culture shift is needed to change behaviors for both; however, consumers also need the right tools and 
access to information tailored to their lifestyles and circumstances. The purpose of this panel is to describe 
strategies for various stakeholders to shift behavior change toward shared decision-making.  The panel will present 
a range of strategies from educating future providers, shared a state-wide plan for consumer engagement in HIT, 
describe innovation and design principles to tailor HIT for consumers, and shared national initiatives and 
resources. 

General Description  

Patient-centered care is a goal of reforming health care in the US and engagement of consumers in use of health 
information technologies (HIT) offer an opportunity for patients to become engaged in improving their health and 
also have the potential to increase safety and quality of care. Consumer engagement in HIT includes a variety of 
consumer e-health technologies, including personal health records (PHRs), portals, and emerging mobile and virtual 
personalized health tools. Access to personal health information, shared decision making and care planning tools can 
impact the recurrent hospitalization rate; which is an objective of healthcare reform. Findings from review of the 
literature suggest consumers want a comprehensive PHR that enables them to perform a range of activities to 
manage their individual and family healthcare needs. Research findings show that patients would use PHRs to 
access their medical records, schedule appointments, review laboratory reports, refill prescriptions and pay medical 
bills.1-3 Patients also expressed a desire to be able to use PHRs to email their providers and for communication.1-3   

There are a number of barriers for engaging consumers in HIT, including PHRs. As with any new technology it is 
important to understand from the end users perspective, “what’s in it for me”.  The lack of the perceived benefit 
decreases motivation for using health technologies. The technology itself can be a barrier. More specifically a 
patient’s skill level with technology, their computer competency and level of confidence will greatly affect their 
adoption and use.4,5 However, the poor designs that make navigating technologies hinders use of HIT.  Attending to 
cognitive psychology design principles can address consumer preferences and motivators to engage consumers in 
use of HIT and participate in decision-making. 

This panel will explore ways to engage students and clinical providers to help consumers engage in use of HIT.  A 
statewide roadmap will be shared as well as design principles from a cognitive psychology perspective.  Lastly 
national initiatives for advancing health policy and standards for empowering and engaging consumers in HIT will 
be presented. 
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Bonnie L. Westra, PhD, RN, FAAN, FACMI - Moderator 

Dr. Westra will introduce the context for the panel and moderate discussions. 

 
Diane J. Skiba, PhD, FAAN, FACMI - Promoting Consumer Engagement in Health IT by Creating Learning 
Opportunities for Students to Engage in the Blue Button Pledge 
 
The Office of the National Coordinator (ONC) for HIT has established an initiative to engage consumers in their 
healthcare by accessing HIT tools.  The original initiative, Health IT Pledge (now the Blue Button Pledge) is 
supported by numerous organizations including the TIGER Foundation and the Alliance for Nursing Informatics.  
The pledge is an opportunity to educate students about the role of IT and consumer engagement. Faculty can use the 
Blue Button Pledge to not only encourage students to become actively engaged in their own healthcare but also to 
participate in various activities to learn more about the value of HIT, meaningful use and the National e-Health 
Collaborative Patient Engagement Framework. The presentation will provide numerous examples of student 
projects, online and face-to-face learning activities, and service-learning projects.  The presentation will also provide 
a guide for the integration of consumer engagement and HIT in curriculum of healthcare professionals. 
 
Sandra Long, MHI, MBA - State-wide Roadmap for Engaging Consumers in Using HIT 
 
The Roadmap illustrates a strategic plan and provides tools and resources for engaging Minnesota consumers in 
using HIT. The Roadmap is guided by the National e-Health Collaborative Patient Engagement Framework. The 
Patient Engagement Framework is a model that was created to guide healthcare organizations in developing and 
strengthening strategies to engage patients through the use of eHealth tools and resources. Integrated throughout this 
“Roadmap for Engaging Minnesota Consumers in Using HIT” are levels of engagement as portrayed in the Patient 
Engagement Framework: Inform Me, Engage Me, Empower Me, Partner with Me, and Support My e-Community. 
These levels of engagement align with stages of Meaningful Use Development. Components of the roadmap include 
the system framework, outcomes of moving forward, measures of success, goals and next steps, and statewide 
strategic directions.  Content related to consumer requirements include information, way finding, analytics/quality, 
e-Visits, e-Tools, and patient access.  Consumer needs also include integration of records and forms, proper 
education, collaborative care, community support, and care-team generated data.  The roadmap discusses resources 
and organizations required to engage consumers as well as recommendations for building solutions.  The approach is 
to ensure foundational components are in place and operable and then growing the levels of engagement over time.  
The statewide roadmap for engaging consumers in use of HIT will be shared with participants. 
 
Kathleen A. Harder, PhD - Design and Innovation for Consumer Engagement in HIT 
 
One of the changes in the health care delivery landscape is the growing movement towards fostering greater 
consumer engagement in and responsibility for self-health maintenance.  While some consumers welcome the 
changed perspective and interact with it easily, it is difficult for others to adapt for a variety of reasons.  A major 
challenge for those on the development side of health information technology (HIT) lies in capturing and sustaining 
the attention of reluctant or unaware consumers—often the very users with chronic health conditions who stand to 
benefit most from HIT.  Prospective users who stand on the boundary of self-health engagement are dissuaded from 
entry by HIT systems so poorly designed that only the most committed will persevere.  HIT specifically designed to 
address the strengths and weaknesses of human information processing to cognitively engage reluctant users will 
lead to more effective and efficient use and improved health outcomes.  Years of improved outcomes resulting from 
processes designed to facilitate improved human performance in inpatient settings speaks to the power of 
information designed to cognitively engage clinicians in care delivery.  The same approach can be used to 
cognitively engage consumers.  Barriers to cognitive engagement in HIT and recommendations for change will be 
presented.  
 
 
Susan Hull, MSN, RN - National Initiatives and Resources for Consumer Engagement (ONC Workgroup, other) 
 
Consumer e-health tools are changing the nature of how providers and patients interact, share decision-making and 
coordinate care, while broadening our definition of consumers to encompass patients, families and care givers.6  

1485



Consumer empowerment recognizes that health has the potential for improvement in daily and longitudinal activities 
in our homes, neighborhoods, work and communities, as well as in traditional care visits.  Personal health 
information interoperability is a growing concern as we make strides in patient engagement.  As consumers interact 
more frequently with automated Blue Button initiatives, traditional electronic health records and patient portals, 
health information exchanges, mobile apps and other personal health tools, there is concern about growing, rather 
than diminishing data silos. This session will highlight national initiatives and resources for consumer engagement, 
including considerations from the new ONC/HHS Consumer Technology Workgroup (CTWG) and Consumer 
Empowerment Workgroup (CEWG) under the HITSC and HITPC.  These workgroups are charged with providing 
recommendations on standards, interoperability and policy related to strengthening the ability of consumers, 
patients, and lay caregivers to manage health and health care for themselves or others.  The Alliance for Nursing 
Informatics efforts and toolkit7 for consumer e-health, reaching out to 30 member organizations and over 5000 
nursing informatacists, as experienced e-health advocates, will also be featured. 

 

Affirmation 

The first author affirms that all panel participants have agreed to participate and have contributed to the 
preparation of this document. 
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Ethical, legal, and public policy barriers to unleashing the full power of 
Consumer Health Informatics for care delivery 

 

Dr. Thomas Wetter, Heidelberg University, Heidelberg, Germany, and University of 
Washington, Seattle (WA), Benjamin W van Vorhees, MD, MPH, University of Illinois-
Chicago, Chicago, IL, Bonnie Kaplan, PhD, FACMI, Yale University, New Haven, CT, 
Paul R DeMuro, CPA, MBA, MBI, Oregon Health Sciences University and Schwabe, 

Williamson, & Wyatt, Portland,  OR, Ann B Waldo, JD, Wittie, Letsche & Waldo, LLP, 
Washington, DC  

Abstract: Consumer Health Informatics (CHI) is among the fastest developing fields in advanced medical care. 
Various trials have shown superior effectiveness or cost efficiency of particular interventions with essentially the 
same scrutiny as when approving a new pharmaceutical treatment. Aging societies with an impending shortage 
of healthcare professionals could benefit from effective CHI services that allow human clinicians to concentrate 
on the truly demanding cases that require in-person visits. However, those CHI services that free up human 
clinicians the most because they operate only virtually, without in-person contact between the provider and the 
patient, are generally fraught with legal problems, both in the U.S. and Germany. Rebalancing principles of 
medical ethics (such as respect of autonomy, non-maleficence, beneficence, distributive justice) may prompt 
national legislatures and medical professional associations to reconsider the acceptability of putting CHI 
innovations into practice. CHI has great potentials but risks may not be known well enough yet. In the panel we 
want to explore the opportunities and risks from the perspectives of ethics, law, and medicine. The panel will 
explore whether legislation should move towards giving approved services a legal place in regular healthcare and 
what ethics considerations could support respective societal processes. 

 

Introduction 

Consumer Health Informatics (CHI) is the field of informatics devoted to multiple consumer or patient 
perspectives, including health literacy, consumer education, personal health records, and Internet-based 
strategies, tools, and resources.  Increasingly, CHI includes not only telemedicine and remote care delivery but 
also automated healthcare solutions that do not require the direct involvement of human clinicians to provide 
care in certain situations. CHI has evolved rapidly during the past 15 years, with the number of scholarly 
publications increasing 20-fold in some subareas. It plays an increasing role on the Internet as well as through 
mobile apps. It deserves the attention of the medical industry for important national economic reasons. 
Demographic trends make it easy to predict that developed societies are moving toward a situation where an ever 
smaller part of the population is of working age and an ever larger part is elderly. To provide equal quality and 
quantity of care for the growing percentage of retirees, a growing percentage of the working population would 
have to work in the medical industry; some models predict 30% more in 15 years. In the panel we will consider 
alternatives: we investigate CHI technology and services intended to foster far ranging patient empowerment, 
their potential and present barriers. 

The contribution of Consumer Health Informatics (CHI) 

Within the much wider field of CHI we will concentrate on settings where the common physician – patient 
relationship is replaced in full or in major part by automated decision support or Information and 
Communication Technology mediated communication. Typical scenarios, to name just two, are (a) a battery of 
questionnaires for the patient to describe symptoms, which prepares the physician for a one or two minute 
telephone conversation with the patient, followed by the physician writing a prescription; or (b) software that 
monitors asthma signs over time and suggests dosing adaptations.  
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Many CHI services have left the playgrounds of gifted engineers far behind. For various services, randomized 
controlled trials have been published in high-ranking medical journals. The Cochrane database includes 
demonstrated benefits according to a variety of criteria. The following examples work with minimal or no in-
person contact between providers and patients; they mostly or completely operate only virtually. In mental 
health where physical exams play a minor role and therefore face-to-face encounters can more naturally be 
taken out of the loop, we find proof of effectiveness of an Internet smoking cessation program (Strecher 2008), 
equal effectiveness and hence increased cost-efficiency for internet based Cognitive Behavioral Therapy for 
depression (Spek 2007) and panic disorder (Bergström 2010), with more to come with virtual reality simulations 
of panic-causing conditions on the rise.   Doubts about positive trial outcomes can always be raised when therapy 
effects are measured through patient self-assessment. In that case the Hawthorne Effect or more subtle subject 
expectancy effects may confound patient reported outcome. Skepticism has also been voiced when psychometric 
tests that have only been validated for paper in an office setting are used for online outcome measurement. The 
stunning number of successful CHI trials nevertheless suggests that these interventions have great potential 
value.  

Some physical health problems can also be managed fully or nearly virtual-only, with superior effects or equal 
effects at lower cost or reduced human workforce. An automatic personalized exercise and physical fitness 
program for patients with rheumatoid arthritis improves compliance (van den Berg 2006). For asthma, an 
automatic dosage adaptation advice delivered directly to the patient’s smart phone improves asthma severity 
and reduces emergency hospital admissions (Liu 2011).  

To summarize: multiple CHI services have provided evidence of their superior effectiveness or equal 
effectiveness at lower cost or effort with essentially the same scrutiny as when approving a new pharmaceutical 
treatment. All these results have been achieved under IRB or respective supervision and according to ethical 
codes for human subjects research, etc., i.e. fully legal, applying good scientific practice.  

The dilemma of taking CHI from research into practice 

For many of these services, operating fully virtually is doable and for some, it has been done during the trials. 
Patients enrolled, filled out questionnaires and consent forms and then were treated through automated tools, 
without ever seeing a physician or therapist. Doing this outside the umbrella of IRB supervision is generally 
illegal.  State professional practice laws and policies endorsed by the American Medical Association (AMA) 
mandate the human involvement of clinicians.  AMA’s health policy H-478.997 which provides that “new 
communication technologies must never replace the crucial interpersonal contacts ... Treatment through the 
internet alone is illegal.” The same holds for Germany, where §7(4) of the Muster- Berufsordnung provides that 
“physicians may not perform individual medical treatment … exclusively via … communications media.” 
Medical specialty societies have remained remarkably silent, although AMA mandates in its ethics code E-5.027 
that “services … online … should be consistent with general and specialty-specific standards.” We conclude that 
virtual only CHI services can be both effective and illegal.  

Ethics support for solving the dilemma? 

The panel will try to confront positions that can be taken when drawing on principles of medical ethics. A 
possible framework originates from the 1975 Belmont report. When applying this framework, one may come to 
a conclusion that denying patients access to CHI services disrespects their autonomy.  The reverse may equally 
be true: If in the future automated CHI were to become the normal, cost-efficient standard of care, patients might 
be denied access to care provided by humans. Other ethical principles may lead to opposing conclusions as well. 
While non-maleficence requires withholding services from public access as long as residual risks are unknown, 
beneficence requires that when a benefit can be achieved it should be achieved. Utilitarian thought may balance 
this towards allowing services where many benefit and few endure minimal harm. Distributive justice may also 
be called into place: the principle to offer equal opportunity of access to a service to all of equal need, which 
would be enhanced through virtual services when in-person services run low in supply. Other dilemmas also are 
lurking, among them the conflict about offering medical care to the uninsured. Can care be denied when it can be 
delivered  virtually free, as it seems to be in CHI, and if – like in the case of an epidemic – the insured benefit 
too when the uninsured are being served? 
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The panel will also confront positions that legal entities can take. Professional associations want to maintain 
quality standards. Provider organizations want to expand their business and seek a share of a new market that 
they can legally serve. Patients want accountable providers. How can they be brought together ethically and 
legally when companies can freely choose their affiliations while licensing is by state and patients will seek their 
rights where they reside?? The panel hopefully adds momentum towards shareholders meeting and sorting out 
routes to advance CHI services that have proved to be efficient and sufficiently safe. 

Thomas Wetter is a Full Professor of Medical Informatics. After twelve years with the IBM Scientific Center he 
joined Heidelberg University and spent sabbaticals at the University of Utah and the University of Washington. 
He is the author of a forthcoming textbook on Consumer Health Informatics. Drawing on his international work 
experience and his role as chairperson of the IMIA WG Consumer Health Informatics he will introduce the lines 
of controversy and moderate the panel. 

Benjamin van Vorhees has long research and clinical experience in General Practice and Adolescent Psychiatry 
and has been involved in investigations and developing care structures where diagnosis and treatment through 
the internet played a continually advanced role. He sees patient opportunities, vulnerabilities and incurred 
responsibilities and liabilities on a day to day basis and will contribute a genuinely clinical perspective.  

Bonnie Kaplan has long experience in evaluating effects of IT on humans and organization.  She is the past chair 
of the American Medical Informatics Association’s Ethical, Legal, and Social Issues Working Group and led 
AMIA’s Consumer Health Informatics Task Force.  A Fellow of the American College of Medical Informatics, 
her work on ethical issues in telehealth was among the most read papers the year it was published in Cambridge 
Quarterly.  She will raise different ethical viewpoints on how humans can be affected when CHI services gain 
space. 

Paul R DeMuro is both an attorney specializing in health law and a post-doctoral fellow in Biomedical 
Informatics.  He will address some of the historical reasons for why patients were required to be present during 
clinician consultation and treatment, and how the limitations on technology have been obstacles in many 
instances to facilitating advancements in the acceptance of telemedicine. With the movement from fee-for-
service to payment for quality and cost-effectiveness, and the addition of 40 million individuals to the US 
healthcare roles, the adoption of telemedicine and consumer health informatics is a must, if these individual are 
to have access to healthcare. He will also analyze how health care providers can develop that market, which role 
corporations and individual physician may have to play and how that depends on changes in legislation.   

Ann Waldo is a lawyer who provides legal counsel and government advocacy on privacy, information 
management, and health policy. She focuses on HIPAA/HITECH and consumer health privacy and is particularly 
interested in novel issues involving health information exchange, innovation, and health information technology.  

Summary 

Consumer Health Informatics has great potential but risks may not be known well enough yet. The panel will try 
to explore whether legislation should move towards giving approved services a legal place in regular healthcare 
and what methods of ethics could support respective societal processes. 
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Design And Implementation Of A Computerized Informatics Tool  
To Facilitate Clinician Access To A State’s  

Prescription Drug  Monitoring Program Database  
Steven J. White, MD, Department of Emergency Medicine, Vanderbilt University Medical 
Center, Nashville TN   
Dario Giuse, Dr. Ing., Department of Biomedical Informatics, Vanderbilt University Medical 
Center, Nashville TN 
Dominik Aronsky, MD, PhD, Department of Biomedical Informatics, Vanderbilt University 
Medical Center, Nashville TN 
Ian Jones, MD, Departments of Emergency Medicine and Biomedical Informatics, Vanderbilt 
University Medical Center, Nashville TN 
 
INTRODUCTION: State prescription 
drug monitoring programs (PDMPs) 
have been found to be effective in 
curbing prescription opioid abuse but 
have access barriers that impede 
routine use, including interruption of 
workflow, time delay, and credential 
recall failure.  Many of these barriers 
can be overcome by integrating the 
PDMP query process with the user 
interface of the medical enterprise 
electronic health record (EHR). We 
developed and evaluated a computerized tool to query the Tennessee Controlled Substances Monitoring Database 
(TN-CSMD) from within the Vanderbilt University Medical Center EHR. METHODS:  The integrated PDMP 
query tool is a modular Perl program that 1) sends user/patient data to and retrieves prescription data from the state 
PDMP 2) parses and stores the prescription data in an EHR-linked database and 3) generates and displays a filtered 
view of important prescription data to facilitate clinical decision making [Figure 1]  STUDY DESIGN: Quasi-
experimental repeated intervention design with two alternating 2-week control and intervention periods.  SETTING: 
Vanderbilt University Medical Center Emergency Department (ED), a Level 1 Trauma Center with 65,000 annual 
ED visits.  PARTICIPANTS:  Twenty-eight experienced ED attending physicians with active credentials for the 
TN-CSMD.  STUDY TIME FRAME:  8-week period from 1/23/2012 to 3/18/2012.  Study physicians were 
instructed to query the PDMP solely at their clinical discretion. PDMP query instances were counted using a feature 
on the TN-CSMD website. Parsed prescription data and data parsed from discharge summaries was stored in a study 
database, keyed to unique patient and user identifiers which were generated by a one-way cryptographic hash to 
permit data tracking of de-identified patient and user data.  RESULTS:  During integrated PDMP query tool 
availability, 5.9 % (169/2844) of emergency department patients were screened compared with 2.2 % (62/2786) 
during periods when the tool was not available (p<0.001, Pearson’s Chi square).  Physicians were more likely to 
check the PDMP during the intervention period when the EHR-integrated query tool was available (median 2.09, 
IQR 0-4.8) compared to the control period, when only web-browser access to the PDMP was available (median 0, 
IQR 0-1.8) (p=0.008 by Wilcoxon Signed Rank test).  Data was not viewed in 20% of integrated tool assisted 
queries.   In 71 patients for whom both prescription data was reviewed and discharge data was captured, none of the 
evaluated filtered-data had a significant effect on provision of opioids during ED care or at ED discharge.  
DISCUSSION: Our integrated PDMP query tool predated yet anticipated the August 2012 recommendations by the 
Office of National Coordinator for Health IT (ONC-HIT) Work Groups for Enhancing Access to PDMPs using HIT. 
The PDMP query tool more than doubled the PDMP query rate; however, the resulting 5.9% query rate is still low, 
given prescription abuse prevalence of 1.5-4% among ED patients; furthermore, 20% of retrieved PDMP reports 
were never viewed.   Our study supports that an optimal integration of the PDMP query process would require 
patient-specific query triggers, such as intake pain score above a certain threshold or initiation of a computerized 
order entry for opioid medication.  In addition, the filtered prescription data should be presented for user review 
automatically, within the user’s workflow.  Finally, the integration of de-identified PDMP and EHR data should 
enable development of machine-learning classifier algorithms to identify patients-at-risk for prescription abuse. 

Figure	  1:	  Filtered	  PDMP	  Report	  Screen	  	  
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Matching Subjects Between a Research and a Clinical Cohort 

Adam B. Wilcox, PhD, Daniel Fort, MPH, Suzanne Bakken, RN, DNSc     

Columbia University, NY, NY

Abstract 

We linked subjects between a research population cohort and a clinical data warehouse, using simple identifiers to 

create a longitudinal, multi-source data view for a patient. 

Introduction/Background 

The Washington Heights/Inwood Informatics Infrastructure for Comparative Effectiveness Research (WICER) 

project is creating a longitudinal, multi-source database for a research population.  WICER includes a survey of over 

5,000 residents in northern Manhattan. As part of the survey, we request permission from individuals to also access 

their longitudinal clinical records from inpatient, outpatient, home care and long-term care providers for the 

community.  This allows a more efficient and comprehensive view of these patients, as well as the ability to test 

consistency among data sources. Critical to combining these data sources is the ability to link the data with patient 

information, since no single identifier is used across the data sets. We describe our approach and results of linking 

between the population survey and the Columbia University Medical Center (CUMC) Clinical Data Warehouse 

(CDW). 

Methods 

We examined the population who had participated as subjects in the community survey, and evaluated our ability to 

match their survey data to their electronic health records using only birthdate (DOB), last name (LNAME), and first 

name (FNAME). DOB comparisons were made with an error of +/- 1 day. We first performed a match on the DOB, 

LNAME, FNAME combination.  We then matched patients using DOB and substrings of LNAME (5 characters) 

and FNAME (2 characters).  We manually reviewed the results of the substring match algorithm, to validate the 

match. We also studied the uniqueness of DOB, LNAME and FNAME in the population, and made calculations of 

the uniqueness of the DOB, LNAME, FNAME identifier. 

Results 

Overall, we reviewed the data for 5,652 unique subjects who had participated in the WICER survey.  Of these, 4,963 

(88%) consented to have their records linked with clinical data. The exact match algorithm linked the clinical 

records of 2,437 survey participants.  Of the remaining 2,526 subjects, 412 had a substring match to the CUMC 

CDW.  Our manual review found that 382 (93%) of these were actual matched records. After accounting for 

duplicates between the two match approaches (due to subjects who participated in more than one version of the 

survey), we were able to link 2,781 (56%) subjects to clinical records.  

 

Among the 5,632 subjects, we had 5,371 unique LNAME – FNAME combinations, and 4,916 unique DOB 

spanning over 70 years. There were 1,505 unique LNAMEs, and 2,260 unique FNAMEs. The most common 

LNAME occurred about 200 times, and the most common FNAME occurred just over 300 times.  In the top 10 most 

common LNAMEs, the average count was 99, and for the top 10 FNAMEs, the average count was 107.  Using an 

approximation for the probability that at least 2 people of n share the same instance of m possible instances as: 

 

 

assuming an equal distribution of birthdates over a span of 40 years (14,600 days), and LNAME+FNAME 

combinations are distributed equally among 50 choices (a conservative estimate based on the average count of the 

top 10 of each), Pr[14,600*50*50, 5652] = 0.35, meaning < 50% chance of any collision of the DOB, LNAME, 

FNAME identifier on the population. 

Discussion/Conclusion 

Using a simple identifier, we were able to effectively link between clinical and primary research data sources. This 

result is important because previous matching efforts were less optimistic. Matching among health information 

exchanges for clinical care has had less optimistic results, which has been a barrier to some information exchanges.  

In this case, we were benefitted because we could allow some degree of error and still be effective. False positive 

matches would not endanger an individual’s care, and were not significant enough to change analysis results. 

Acknowledgement: This study was funded by R01 HS019853 (S. Bakken, PI). 

1492



A Novel Clinician Interface to Improve Access to Up-to-date Genetic Results 
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Cambridge, MA; e Laboratory for Molecular Medicine, Partners HealthCare Center for 
Personalized Genetic Medicine, Cambridge, MA; f Harvard Medical School, Boston, MA 

 
Abstract: To understand the impact of the GeneInsight Clinic (GIC), a web-based product designed to manage 
genetic information and facilitate communication of genetic information from labs to clinics, we measured clinician 
use of the GIC. Our study results demonstrate that with GIC physicians learned about and viewed the updated 
genetic information on their patients much quicker than they had before GIC, suggesting that when well designed 
and implemented, HIT systems can enhance management of genetic variants. 
Background: Clinicians and health systems alike are challenged to keep pace with the constantly evolving science 
of genetic medicine. As discoveries are made, clinical interpretations of genetic variants may change thereby 
affecting treatment strategies and familial risk calculations. As a result, it is essential for clinicians who see patients 
with genetic variants to stay current on this science. GeneInsight Clinic (GIC) is a web-based product for clinics 
designed to manage genetic information and to facilitate communication of test results and variant updates from the 
lab to the clinics. To understand the impact of this genetic IT infrastructure, we measured the use of the GIC by 
treating clinicians and the impact on efficiency of new genetic knowledge being available to support clinical care. 
Methods: Four clinics in the United States and Canada that were sending genetic tests related to cardiomyopathy for 
processing to the Partners HealthCare Center for Personalized Genetic Medicine’s Laboratory of Molecular 
Medicine (LMM) were recruited to participate in this study after they had decided to implement the GIC. With the 
GIC, clinics have access to patient reports from the LMM and the history of genetic tests ordered for their patients. 
In addition, GIC contains an alerting system whereby clinicians receive e-mail alerts when the LMM changes the 
significance of a variant in one of their patients based upon new evidence (categories: Benign, Likely Benign, 
Pathogenic, Likely Pathogenic, Variant of Unknown Significance). Usage data for 24 clinicians over 24 months 
were collected across the 4 study sites for the pre-GIC (prior to GIC implementation), post-GIC (after GIC 
implementation), and GIC launch (at GIC implementation) time periods. The primary outcome measures were (1) 
the time (average number of days) between a variant change approval event and notification of clinic staff, and (2) 
the time between notification and when the patient record was viewed.  
Results: Post-GIC, the average number of days between a variant change approval and provider notification through 
the GIC system was dramatically shorter as compared to at GIC launch (average days at launch = 503.8 days 
compared to 4.1 days post-GIC). After e-mail alerts were sent at launch, providers clicked into the patient record 
associated with 91% of these alerts. In the post-period, clinic providers clicked into the patient record associated 
with 95% of the alerts. 
Conclusions: As genetic knowledge continues to expand, health care providers will need streamlined means by 
which to learn of and integrate this information into the care of their patients. Our study results demonstrate that HIT 
systems, when well-designed and implemented, have the potential to effectively meet this important, growing need, 
in particular for management of genetic variants. Further research needs to be done to evaluate the impact of such 
tools on patients care and their utility for different genetic conditions.  
 
 [1] Aronson SJ, Clark EH, Babb LJ, Baxter S, Farwell LM, Funke BH, et al. The GeneInsight Suite: a platform to 
support laboratory and provider use of DNA-based genetic testing. Human mutation. 2011;32:532-6. 
[2] Aronson SJ, Clark EH, Varugheese M, Baxter S, Babb LJ, Rehm HL. Communicating new knowledge on 
previously reported genetic variants. Genet Med. 2012. 
[3] Neri PM, Pollard SE, Volk LA, Newmark LP, Varugheese M, Baxter S, et al. Usability of a novel clinician 
interface for genetic results. J Biomed Inform. 2012;45:950-7. 
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Abstract  

Vanderbilt University Medical Center has genotyped >11,000 patients to tailor medication prescriptions to genetic 
risks. This PREDICT program recently added electronic health record (EHR) notification and clinical decision 
support (CDS) to avert SLCO1B1 variant related simvastatin-induced muscle toxicity. We evaluated baseline (pre-
CDS) simvastatin exposure by comparing simvastatin use and statin substitution among patients with and without 
genetic risk. We concluded that individuals with genetic risk to simvastatin-induced muscle toxicity neither have 
reduced exposure to, nor are more frequently switched from simvastatin in the absence of known genetic status. 
Introduction  
A single nucleotide polymorphism (rs4149056) in SLCO1B1 increases risk of simvastatin-induced muscle toxicity. 
The Clinical Pharmacogenomics Implementation Consortium (CPIC) has published CDS guidelines to prevent high-
dose simvastatin treatment in the variant population.1 The PREDICT (Pharmacogenomics Resource for Enhanced 
Decisions in Clinical Care and Treatment) initiative implements prospective pharmacogenomic testing for this and 
other variants at Vanderbilt University Medical Center.2 This study examines the validity of two assumptions made 
when implementing a pharmacogenomic intervention: 1) individuals at genetic risk are exposed to the drug at 
baseline & 2) individuals at genetic risk are not already switched off of the drug as part of usual clinical care. To 
evaluate these assumptions, we compared SLCO1B1 genotype frequencies among individuals exposed to simvastatin 
and among those who switched off of simvastatin prior to release of the genotypes in the EHR. 
Methods   
We extracted PREDICT SLCO1B1 genetic results and medication lists for patients with 1+ mentions of any statin in 
a problem list, history and physical note, or electronic order entry system. Statin mentions in narrative text were 
extracted using the MedEx natural language processing tool. All medications are prior to genetic testing. Genetic 
risk was calculated under a dominant model (e.g. individuals at increased risk have 1+ copies of the risk allele of 
rs4149056). To investigate the first assumption (individuals at increased genetic risk are exposed to simvastatin), we 
compared individuals whose last statin prescription prior to genotype testing was simvastatin to those whose last 
statin prescription was not simvastatin by genetic risk. To investigate the second assumption (individuals at 
increased genetic risk are not being switched off of simvastatin as a function of normal clinical care), we compared 
individuals only prescribed simvastatin to those who had switched from simvastatin to another statin by genetic risk.   
Results   
Prior to SLCO1B1 testing, 8002 individuals had 1+ statin prescriptions (5987 with simvastatin). Of these, 167 had 
indeterminate genetic risk, 5790 had normal risk, and 2045 had increased genetic risk. The final prescription prior to 
genotyping was simvastatin for 3781 individuals and any other statin for 4054 individuals.  Chi-square analysis of 
last statin prescription by genetic risk category was  not  significant  (Χ2 = 0.3427; df=1; p=0.5583). There were 2206 
individuals who only had records of simvastatin, 2428 who had switched from simvastatin, and 1353 who had 
switched to simvastatin. Chi-square analysis comparing individuals with only simvastatin to individuals switching 
from simvastatin by genetic risk category was  not  significant  (Χ2 = 0.5573; df=1; p=0.4553). 
Conclusion  
Prior to genotype release, individuals at increased risk for simvastatin-induced myopathy have similar simvastatin 
exposures as patients without genetic risk, and are not switched more frequently to an alternate statin.  Therefore 
there is significant potential for CDS to tailor safe selection of statins among the SLCO1B1 variant population.    
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Abstract: Identifying students at risk for poor performance in large online classes can be challenging. We 

determined whether the first few quiz scores can be used to identify students who will have poor course outcomes in 

an introductory informatics class. Mean scores on the first four quizzes can identify students at risk for failure. Even 

the first quiz score significantly predicted introductory informatics course outcome.  Automating early identification 

of students likely to fail may allow instructors to create targeted interventions. 

Introduction: Distance learning enabled by the Web is one approach to extend the geographic reach of existing 

informatics training. Regardless of their career goals, many students start with an introductory informatics course. 

As a result, more introductory informatics courses are offered online to ever increasing numbers of students with 

diverse backgrounds and career goals. As the number of students enrolled in each course increases it becomes more 

difficult to offer personal assistance to every student. If “at risk” students can be automatically identified early, 

instructors may be able to intervene and rescue students who otherwise would earn a failing grade or drop the 

course. We determined that the first four weekly quizzes could be used to identify students at risk for failing or 

dropping an introductory informatics course within the first month of the semester. 

Methods: We reviewed data from two online introductory informatics courses presented at the University of Texas 

School of Biomedical Informatics (UT) at Houston and the Medical Informatics program at the University of West 

Florida (UWF). For UT we used all students beginning with Spring 2007 and ending with Spring 2010, for a total of 

205 graduate students. For UWF we used the Fall 2009 semester with a total of 42 students, 28 undergraduates and 

14 graduates. We built the prediction model based on UT data and then validated the model using UWF data. We 

compared automated identification of students at risk for failure to manual identification by a faculty member 

familiar with the course design and content (TRJ), but not aware of the individual student outcomes.   

Results: We considered students who scored an average of 75% or below on the weekly quizzes to be at risk of 

NSC. We chose 75% as the quiz 

score threshold because this was the 

highest score where the predictor’s 

false positives were equal to its false 

negatives. Even the first quiz score 

is a significant predictor of course 

outcome. Each successive quiz 

added to the model improved the 

model’s performance. ROC = Receiver Operator Characteristic, PPV/NPV = Positive/Negative Predictive Value.  

Discussion: While representing only 6% to 8% of the total grade, the first four quizzes are highly predictive for 

course outcome.  Using only the first two quizzes available by the UT add/drop deadline still allows prediction, but 

with a lower PPV.  

Conclusion: A simple threshold model developed at UT predicted non-successful completion at another institution 

offering an introductory course, UWF. Automated prediction compares favorably to human instructor prediction. 

Acknowledgements: The authors thank all instructors and students who contributed data to this study, including 

Stephanie Reedy at UWF for help with data collection. This work was funded in part by NCATS Grant UL1 

TR000371 establishing the Center for Clinical and Translational Sciences at the University of Texas at Houston. 

Week(s) Area under ROC 

Curve (AUC) 

PPV 
(75% 

Threshold) 

NPV 
(75% 

Threshold) 

# “at risk” 

students at 

UT (of 205) AUC 95% CI 

1 0.74  0.67-0.81 44.3% 77.8% 43 

1+2 0.79  0.73-0.85 57.9% 77.8% 37 

1+2+3 0.83  0.78-0.89 61.9% 82.4% 40 

1+2+3+4 0.86  0.81-0.91 69.0% 87.1% 57 
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Abstract 

The electronic health record (EHR) is playing an increasingly pivotal role in research beyond being a data source 

for retrospective studies. It has become the tool of choice to identify eligible subjects via reports and real-time 

alerts, to flag study participants, and to collect research data. The first step toward utilizing the EHR for research is 

documenting the workflow which can then be used as a framework and guide for EHR tool development. 

 

Introduction:  The utility of the electronic health record (EHR) for research purposes goes beyond just acting as 

resource for secondary data analysis. For research projects designed around investigating and evaluating patient care 

initiatives such as care team redesign, the EHR plays a central role and is the tool of choice for enrollment, research 

subject tracking, data collection and storage. Identifying eligible subjects for a specific research study has long been 

an arduous process involving manual review of patient charts and combing daily visit schedules. In addition, most 

data collection and storage for prospective research studies have been done outside of the EHR. With the increase in 

implementation of EHRs there are much more efficient methods for identifying research subjects such as data 

extractions and real-time alerts. Also, the EHR is increasingly being used as a tool for research data collection.  

Objective:  Our objective is to describe how we documented workflow and developed EHR tools for a complex 

research project centering on colorectal cancer screening with shared decision making. We also discuss how we used 

the EHR to facilitate research subject identification and tracking.  

 

Materials and Methods:  Workflow was documented using MS Visio during several group meetings which 

included end users, as well as principal investigators and research team members. The workflow incorporated 

patient identification and eligibility, study enrollment, and study-specific visits and outcomes. All of which was 

designed to match the IRB approved study protocol. Subsequently, EHR tools were developed to support the 

processes identified by the workflow. The tools we developed included data extracts and analytics which generated 

an eligible subjects list and a best practice alert. This alert, which notified the provider of the patient’s eligibility, 

included an order set as well as functionality to facilitate documentation regarding the patient’s enrollment or opt-

out of the study. In addition, we developed a set of orders for enrolling patients and a flowsheet to collect shared 

decision making and other research data. 

 

Discussion:  The EHR is playing an increasingly pivotal role in research and has become the preferred tool for 

identifying eligible subjects via reports and real-time alerts, flagging study participants, and collecting and storing 

research data.  Documenting workflow is a critical first step in developing EHR tools to support research. Having 

the workflow documented ensures the research team is following the prescribed protocol in all aspects of the study, 

thereby improving the data integrity and general reliability of the project. In addition, a well-documented workflow 

ensures the EHR tools being developed will adequately support the work processes and the projects data needs.
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Abstract 

Objective: To assess the quality of value sets in clinical quality measures, both individually and as a population of 
value sets. Materials and methods: The concepts from a given value set are expected to be rooted by one or few 
ancestor concepts and the value set is expected to contain all the descendants of its root concepts and only these 
descendants. (1) We assessed the completeness and correctness of individual value sets by comparison to the exten-
sion derived from their roots. (2) We assessed the non-redundancy of value sets for the entire population of value 
sets (within a given code system) using the Jaccard similarity measure.  Results: We demonstrated the utility of our 
approach on some cases of inconsistent value sets and produced a list of 58 potentially duplicate value sets from the 
current set of clinical quality measures for the 2014 Meaningful Use criteria. Conclusion: These metrics are easy to 
compute and provide compact indicators of the completeness, correctness, and non-redundancy of value sets. 

Introduction 

In recent years, there has been an effort to establish quality measures for health care providers, with the objective of 
improving the quality of health care and comparing performance across institutions. As part of the Meaningful Use 
incentive program and the certification criteria for electronic health record (EHR) products, the Office of the Na-
tional Coordinator for Health Information Technology (ONC) and the Centers for Medicare & Medicaid Services 
(CMS) have selected a set of clinical quality measures (CQMs). For example, one such measure assesses the per-
centage of pediatric diabetic patients who have been tested for hemoglobin A1c in the past year. The basic infor-
mation for computing these measures is drawn from EHR data. The implementation of clinical quality measures, i.e., 
the binding of CQMs to EHR data is realized through sets of codes from standard vocabularies, called value sets, 
corresponding to specific data elements in the CQM. For example, all procedure codes for Intracranial Neurosur-
gery in ICD-10 or all diagnosis codes for Enophthalmos in SNOMED CT (see Figure 1, top). 

On October 25, 2012, the National Library of Medicine (NLM), in collaboration with ONC and CMS, launched the 
NLM Value Set Authority Center (VSAC). The VSAC, which is accessible over the web at https://vsac.nlm.nih.gov, 
provides downloadable access to all official versions of vocabulary value sets contained in the clinical quality 
measures that are part of the 2014 Meaningful Use criteria. As of December 21, 2012, the VSAC contains 1,520 
unique value sets used in 93 clinical quality measures, representing 83,723 unique codes from standard vocabularies 
including LOINC, RxNorm, SNOMED CT, ICD-9CM, ICD-10-CM, ICD-10-PCS and CPT. 

NLM is responsible for both the validation and the delivery of the value sets. All the codes used in the value sets 
from the clinical quality measures investigated were validated for referential integrity against current versions of the 
corresponding reference code systems. Types of errors encountered include obsolete codes, errors in codes, and 
code/description mismatch. Feedback was provided to the measure developers, including suggestions for fixing er-
rors.  The value sets were validated iteratively until all errors had been fixed. However, given the short timeframe, 
limited quality assurance has been performed, beyond ensuring referential integrity and currency of the codes 1. 

We define the following quality criteria for value sets in clinical quality measures. 

(1) Completeness: A value set should contain all the relevant codes for a particular data element. Moreover, 
the value set name should also denote this data element. From a terminological perspective, the code corre-
sponding to the data element in the code system should be present in the value set, along with all its de-
scendants. As a consequence, the value set is expected to be rooted by one concept and to contain all the 
descendants of this root concept. 

(2) Correctness: A value set should contain only the relevant codes for a particular data element. From a ter-
minological perspective, the presence in the value set of codes other than the root concept and its descend-
ants might indicate incorrect codes, as they are outside the value domain. 

(3) Non-redundancy: A given data element should be represented by one and only one value set (for a given 
code system). Multiple value sets with the same codes should be harmonized, in order to facilitate mainte-
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nance and prevent inconsistency over time. (Duplicate value sets may have been introduced in CQMs at a 
time when no single repository of value sets existed.)  

Figure 1 illustrates an “ideal” value set, for which the name of the value set corresponds to a concept from the un-
derlying terminology, and for which the list of codes provided for the data element (Figure 1, top) exactly includes 
this concept and all its descendants in the code system (see hierarchical relations, Figure 1, bottom). The name of the 
data element, Enophthalmos, represents the intension (or intended meaning) of the value set, as would its definition. 
The list of codes represents the extension of the value set. 

The objective of this study is to introduce metrics for assessing the completeness, correctness, and non-redundancy 
of value sets based on the structure of the underlying terminologies through the UMLS. Focusing on disease value 
sets, we demonstrate how these metrics can help detect quality issues in value sets. 

 

Figure 1 Value set for the condition Enophthalmos in SNOMED CT, with the value set name (intension) and the list 
of codes (extension), as well as the hierarchical relations among these codes.  

Background 

Quality measure value sets form the basis for guidelines and standards for measuring and reporting on perfor-
mance regarding preferred practices or measurement frameworks. Each value set is a domain specific list of con-
cepts (codes) derived from standard terminologies, including SNOMED CT®, LOINC®, and RxNorm, used to in-
stantiate data elements from clinical quality measures (e.g., patients with diabetes, clinical visit).  

NLM terminology services are used in this study for mapping value set names to terminology concepts. The Uni-
fied Medical Language System® (UMLS®) terminology services (UTS) provide exact and normalized match search 
functions, which identify medical concepts for a given search string. The normalization process is linguistically mo-
tivated and involves stripping genitive marks, transforming plural forms into singular, replacing punctuation (includ-
ing dashes) with spaces, removing stop words, lower-casing each word, breaking a string into its constituent words, 
and sorting the words in alphabetic order 2. In this study, we use the UTS Java API 2.0 for the normalized name 
mapping of value set names to terminology concepts. The terminology specific parent/child relations among codes 
in a value set were extracted from the UMLS and stored in a local database. 

Related work. Quality assurance of biomedical terminologies is an active domain of research. In the past few years, 
quality assurance (QA) of biomedical terminologies and ontologies has become a key issue in the development of 
standard terminologies, such as SNOMED CT. Approaches to quality assurance include the use of lexical, structural, 
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semantic and statistical techniques applied to particular biomedical terminologies and ontologies, as well as tech-
niques for comparing and contrasting biomedical terminologies and ontologies 3. 

In prior work, we have compared sets of concepts from the UMLS, corresponding to the intension and extension of 
high-level biomedical concepts 4. Other groups have also leveraged intersections of sets for quality assurance pur-
poses 5. 

In contrast, little work has been directed at assessing the quality of value sets beyond the validity of their codes. 
Jiang et al. evaluated value sets from cancer study common data elements with the focus on finding misplaced val-
ues in a value set by analyzing UMLS semantic group associations for all values in a value set 6. The same group 
also provided an approach for context-driven value set extraction from terminologies such as SNOMED CT 7, but 
did not apply this approach to quality assessment of existing value sets. 

The specific contribution of our work is not only to apply quality assurance methods to the value sets, but also to 
propose specific quality criteria for value sets and to develop operational definitions for the assessment of these 
quality criteria, in the form of easily computable metrics. 

Materials 

Our study investigates a subset of the 1,520 value sets for the clinical quality measures for the 2014 Meaningful Use 
criteria, downloaded from the VSAC as Excel files (12/21/2012 release). More specifically, we focus on the 1,054 
diagnosis related value sets from SNOMED CT (526), ICD-9-CM (285), and ICD-10-CM (243). As shown in Figure 
2, these three code systems cover 86% of all value sets and 74% of all code instances. Information extracted from 
these value sets includes the value set names, unique identifiers (OIDs), as well as the codes and descriptions (terms). 
The size of these value sets ranges from one single code up to several thousand codes (median 10), such as the ICD-
10-CM Trauma value set with 20,560 codes. SNOMED CT value sets contain between 1 and 3,883 codes (median 
11), whereas ICD-9-CM value sets tend to be smaller and range from 1 to 1,213 codes (median 6). 

 

Figure 2 The diagnosis related value sets from SNOMED CT, ICD-10-CM, and ICD-9-CM account for 1,054 of 
1,528 value sets in total (86%). In terms of code instances, these value sets cover 90,937 of all 122,304 code in-
stances (74%). 

Methods 

Our investigation assesses the quality of the value sets from two different perspectives. On the one hand, we assess 
the quality of individual value sets (completeness and correctness). On the other hand we examine populations of 
value sets, with focus on non-redundancy and opportunities for harmonization. As we show later, the population 
view also provides insights into the quality of individual value sets. 

Quality assurance of individual value sets 

As mentioned earlier, the information currently provided for a value set does not include a detailed, explicit expres-
sion of its intension, which is however a prerequisite for assessing a value set in terms of completeness and correct-
ness. As a substitute, we will exploit the information that is available, namely the list of codes and the value set 
name, of which the latter can be seen as an indirect expression of the intension. Thus, our value set assessment is 
based on (1) reverse-engineering the intension of a given value set from the value set name and its list of codes, (2) 
deriving its extension from the reverse-engineered intension, and (3) comparing the actual value set codes with the 
codes of the derived extension. The overview of our strategy is depicted in Figure 3. 
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(1) Reverse-engineering the value set intension 

We propose to reverse-engineer the value set intension from the value set name and from its code list.  

• Value set name: We leverage the NormalizedString search function of the UTS API 2.0 to establish map-
pings from the value set names to concepts from a given code system (e.g., SNOMED CT), which is ex-
pected to reflect the intension of the value set. Of note, when mapping to concepts from a specific UMLS 
source vocabulary, the UTS takes advantage of all synonyms for this concept, including synonyms from 
other source vocabularies. 

• Code list: We identify as roots those concepts that are not descendants of any other concept inside the val-
ue set. For terminologies such as SNOMED CT, where any code can be used for clinical documentation, 
we look for root concepts within the value set itself. In contrast, coding rules for ICD dictate that only leaf 
nodes be used in value sets. In this case, we allow aggregation concepts outside a particular value set to be 
root nodes, if they subsume a maximum of nodes from the value set. However, in order to prevent high-
level nodes to be selected as roots for heterogeneous value sets, we set a threshold in the ICD terminology 
tree, above which aggregation nodes cannot be selected as roots. We mark these root nodes as external 
roots and distinguish them from the original nodes from the value set. (Of note, multiple parents of the 
same concept do not interfere with the identification of the root concepts. In SNOMED CT, we identify the 
root concepts by looking at children, not parents. In ICD-9-CM and ICD-10-CM, concepts do not have 
multiple parents.) 

 

Figure 3 Quality assurance of individual value sets. Overview of the methods. 

(2) Deriving the value set extension from the reverse-engineered intension 

We compute the full value set extension from the root concepts as identified in step (1) by taking into account the set 
of all descendants of the roots using the transitive closure of hierarchical relations. We consider the resulting list of 
codes as the expression of the value set intension.  
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• Value set name: Starting from the concept to which the value set name mapped, we extract all the de-
scendants of this concept in the corresponding code system. The extension consists of the concept mapped 
to and all its descendants. 

• Code list: Starting from the root(s) identified from the original value set, we extract all the descendants of 
these concepts in the corresponding code system. For SNOMED CT, the extension consists of the root con-
cept(s) and all their descendants. For ICD, since only leaf nodes are allowed in the value sets, the extension 
consists of all the leaf nodes found among the descendants of the root concept(s). 

 

Figure 4 Quality assurance of an individual value set based on the derived value set extension. The graph on the 
right represents the derived extension VSRE for a given VSori. All blue circles represent the six codes from VSori. The 
two solid white circles represent the codes that were added through the expansion of the root nodes (blue circles 
marked with r). Completeness: In this case, the completeness, which is the ratio between the common nodes in the 
intersection (blue) and VSRE, is 5 divided by 7 = 0.71. Correctness (for the value set code list): The ratio between 
the common nodes in the intersection (blue) and VSori is 5 divided by 6 = 0.83. The blue node in VSori is identified 
as a singleton and is thus not included in VSRE. The doted nodes and lines indicate the shortest path via the lowest 
common ancestor at the top between the root nodes. 

(3) Comparing the actual value set to the derived value set extension 

We define a series of metrics to assess the degree to which the value sets conform to the desirable principles of 
completeness, correctness and non-redundancy, based on the comparison between the original extension of a given 
value set and the extension derived from reverse-engineering the intension from the name and the roots of the value 
set. 

a) Completeness. Assuming a value set should contain all the codes corresponding to its intension, we com-
pare the cardinality of the original value set extension (VSori) to that of the extension derived from the re-
verse-engineered intension (VSRE). As a measure of completeness, we use the proportion of the codes from 
VSRE covered by VSori. 

b) Correctness. Assuming a value set should contain only the codes corresponding to its intension, we com-
pare the cardinality of the reverse-engineered value set extension (VSRE) to that of the original value set 
(VSori). As a measure of correctness, we use the proportion of the codes from VSori covered by VSRE. This 
metric works well when using the extension derived from the name of the value set. However, since the ex-
tension derived from the roots includes, by design, the entirety of the original value set, a different metric 
must be defined in this case. Since we assumed that good value sets should have only one or at least few 
roots, it also means that the codes in a value set should be partitioned into a similar number of large clusters 
(relatively to the size of the value set). In other words, small disconnected clusters may be indicative of in-
correct codes. Intuitively, aggregating the largest clusters together will result in isolating the smaller clus-
ters. If we assume (liberally) that no value set should have more than 10 roots, the corollary is that clusters 
with less than 10% of the size of the value set are potentially suspicious. The proportion of codes in clusters 
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containing less than 10% of the size of the value set thus provides another metric of correctness. Of note, 
the presence of a large number of roots and the presence of singleton clusters in the reverse-engineered val-
ue set are also indicators of potential quality problems in the value set. 

Quality assurance of a population of value sets 

In addition to comparing several aspects of a given value set (e.g., intension and extension), it is also possible to 
compare the value sets to one another in a population of value sets. Under our principle of non-redundancy, there 
should not be more than one value set for the same intension, and there should not be two value sets with exactly the 
same extension. 

Non-redundancy can be assessed by computing the pairwise similarity of all value sets (within a given code system) 
in order to identify completely similar (duplicate) or partially similar (redundant) value sets. We use the Jaccard 
index J to measure the similarity between VSi and VSj based on the codes they contain as follows:  

J(VSi, VSj) = | VSi ∩ VSj | / | VSi ∪ VSj |. 

In practice, pairs of VSs with J(VSi, VSj) = 1 are duplicate value sets, as they contain exactly the same codes. Pairs of 

highly-similar value sets may exhibit redundancy or inconsistency, i.e., redundancy with errors (incorrect or missing 
codes). 

Due to the large number of comparisons and pairwise similarity values generated, we use hierarchical clustering to 
analyze the results, using a threshold for the minimum distance between value sets to identify redundancy. 

Implementation 

The methods developed for the analysis of the value sets were implemented in Java 7. We used the 2012AB edition 
of the UMLS. The mapping of value set names to UMLS concepts were performed using the UMLS Terminology 
Service (UTS) API 2.0. We computed the transitive closure of hierarchical relations among concepts within a given 
code system using an RDF (Resource Description Framework) version of the UMLS Metathesaurus in a Virtuoso 
triple store. Pairwise similarity of value sets and the dendrogram and heat map were generated using the Vegan 
package of the statistical software tool R. 

Results 

Quality assurance of individual value sets 

(1) Reverse-engineering the value set intension 

• Value set name: The mapping of value set names to terminology concepts (exact or normalized match to 
one concept) succeeded for 38% of all value sets. For 214 of the 526 (41%) SNOMED CT value sets, we 
were able to map the value set name to a SNOMED CT concept. For ICD-9-CM and ICD-10-CM we 
mapped 108 out of 285 (38%), and 83 out of 243 (34%), respectively. 

• Code list: Extensions derived from the code lists were computed for all the value sets from any of the three 
code systems. The number of roots per value set ranged from 1 to 107 with a median of 1 and an average of 
6.0 for SNOMED CT, from 1 to 167 (median 2, average 6.7) for ICD-10-CM, and from 1 to 114 (median 1, 
average 4.7) for ICD-9-CM. 

 (2) Deriving the value set extension from the reverse-engineered intension 

The distribution of the size of the derived extensions (from names or code lists) for each of the three code systems is 
shown in Table 1. 

Table 1 Distribution of the size of the derived extensions from names or code lists. 

 Value set name Code list 
 # VS Min Max Med # VS Min Max Med 
SNOMED CT 214 1 9232 9.5 526 1 11793 20 
ICD-9-CM 108 1 1105 6 285 1 3629 9 
ICD-10-CM 83 1 234 8 243 1 22894 16 
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(3) Comparing the actual value set to the derived value set extension 

a) Completeness. Overall, of the 1,054 value sets, 601 (57%) are complete (i.e., have a completeness measure 
of 1.0) and another 125 (12%) are nearly complete (completeness measure > 0.8). The distribution of com-
pleteness measures for all value sets from the three code systems and for each type of reverse engineering 
(from name and from code list) is shown in Figure 5, top. 

b) Correctness. Overall, of the 1,054 value sets, 927 (88%) are correct (i.e., have a correctness measure of 1.0) 
and another 48 (5%) are nearly correct (correctness measure > 0.8). The distribution of correctness 
measures for all value sets from the three code systems and for each type of reverse engineering (from 
name and from code list) is shown in Figure 5, bottom. 
 

 

 

Figure 5 Completeness and correctness for SNOMED CT, ICD-9-CM, and ICD-10-CM value sets. 

 

Quality assurance of a population of value sets 

The dendrogram shown in Figure 6 is a visualization artifact for the pairwise similarity matrix computed among the 
value sets (within a given code system). The left part of the figure provides an overview of the similarity among the 
value sets. Short branches (as in the bottom left corner) reflect areas of high similarity. In the detailed view, the col-
ors of the heatmap reflect different degrees of similarity. Red (or dark) regions correspond to highly similar value 
sets (e.g., Medical reason contraindicated and Medical or Other reason not done). The distribution of the pairwise 
similarity of the value sets is shown in the bottom left portion of the figure. Of note, there are 32 pairs of identical 
value sets from SNOMED CT. 

Discussion 

Significance of findings. Our approach was effective in identifying a number of potential errors and inconsistencies 
in value sets. For example, 58 duplicate value sets were identified, as well as 25 highly-similar value sets. However, 
the metrics we defined for completeness, correctness and non-redundancy are only indicators provided to help direct 
the attention of value set developers to areas of the value sets where errors are more likely (e.g., small disconnected 
clusters of codes within a value set).  
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Figure 6 Pairwise similarity of SNOMED CT value sets. Left: The heat map shows a low similarity among value 
sets overall. Right, top: The detailed view reveals local clusters of high similarity for the part marked with a red 
square in the heat map on the left. Right, bottom: Number of value set pairs with a high similarity for SNOMED 
CT and ICD value sets. 

 

Our approach has proved effective on a variety of value sets of different sizes and from code systems with different 
degrees of granularity (i.e., SNOMED CT vs. versions 9-CM and 10-CM of ICD). They have required little adapta-
tion between code systems. Unlike manual curation, they can easily be reapplied to new versions of the value sets, at 
no significant cost. 

The principles behind the quality criteria (e.g., unique root) have been verified in a large number of cases, where 
value sets exhibit perfect completeness and correctness. However, these principles may be too strict in some cases 
and exceptions might apply to some value sets. 

Limitations and future work. The metrics that we labeled “completeness” and “correctness” in reference to gen-
eral quality criteria may simply reflect deviation from these criteria, but not necessarily errors. For example, the 
SNOMED CT value set for Acute tonsillitis was rooted by the UMLS name mapping approach to SNOMED CT 
concept Acute tonsillitis (17741008). The completeness for this value set is 1.0 because it indeed contains all de-
scendants of SNOMED CT concept Acute tonsillitis. However, correctness was computed to be 0.92 because the set 
also contains the concept Acute lingual tonsillitis, which is not a child but a sibling of Acute tonsillitis. Both con-
cepts are descendants of the term Acute pharyngitis, which might be eligible as an alternative value set name. In this 
case, the perception of an error arises from the lack of a relation in SNOMED CT between Acute lingual tonsillitis 
and Acute tonsillitis, but the value set actually seems conform to its intension. 

Unlike reverse-engineering of the intension of the value set from the code list, reverse-engineering from the name is 
not always successful, because the name of the value set is not always amenable to mapping to a concept name. 
Overall, reverse-engineering from the name has only been successful for 38% of all value sets. 

Future work. Additional indicators of potential issues in the value sets could be explored further, e.g., the presence 
of a large number of roots and the presence of roots without expansion. We also would like to compare value sets 
across code systems (e.g., within a grouping), leveraging equivalence and mapping relations across terminologies. 
Finally, we plan to generalize this approach to value sets from other code systems, e.g., drug value sets. 
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Conclusions 

We developed operational definitions for the quality assurance of value sets in the form of metrics for completeness, 
correctness and non-redundancy of value sets, considering the perspective of both individual value sets and value set 
populations. These metrics are easy to compute and can help direct the attention of value set developers to areas of 
the value sets where errors are more likely. We recommend that such metrics be integrated into value set authoring 
systems, such as the NLM Value Set Authority Center. 
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The Challenge - Critical Patient Care Issues Are Difficult to Glean from EHRs Negatively Impact 
Interdisciplinary Team Communication 

The challenge we have selected is to facilitate interdisciplinary meetings and documentation by designing a tool and 
modifying a process. We initially planned to apply this modification to inpatient rehabilitation due to the 
interdisciplinary nature requiring weekly meetings. 

For reference, inpatient rehabilitation occurs after acute medical stabilization and allows patients and caregivers to 
learn and practice techniques and tools for a safe discharge home or to another facility. This involves many types of 
clinicians and requires consistent coordination of care. As part of patient care, all inpatient rehabilitation facilities 
are required to have at least weekly interdisciplinary team meetings where all clinical specialties relevant to each 
patient are represented. Team members include representatives from medicine, neuro-psych, psychology, nursing, 
respiratory therapy, physical therapy, occupational therapy, speech therapy, dietary, social work, and case 
management1. Each meeting should cover reporting of each particular specialty as well as allow for discussion of 
critical issues that are affecting the patients’ progress and discharge. These issues are essential to know and 
understand from a re-imbursement, safety, and efficacy standpoint. 

In the current state, much of the meeting is often spent reporting rather than discussion because critical issues are 
difficult to glean from most EMRs. This limits the amount of time that may be spent on discourse and often 
increases the duration of the meetings. This was sometimes prevented with paper documentation with a weekly 
tracking document used by each specialty. Such a document limited the amount of space available to document 
which required restraint in reporting while also facilitating rapid review. The introduction of electronic 
documentation changed this dynamic due to new interfaces and tools as well as more scrutiny of documentation with 
respect to performance and billing. The current process varies widely between facilities but many agree there are 
inefficiencies in most forms of interdisciplinary meetings. 

Essentially, a tool that integrates with EMRs to facilitate interdisciplinary communication, especially 
interdisciplinary team meetings, would improve efficiency and efficacy. Such a tool should assist with cognitive 
work before and during these rounds while providing cues to the agenda and schedule. 

The Solution - Groupware to Facilitate Interdisciplinary Team Communication 

Our proposed solution is a collaborative software tool (groupware) that would consist of three parts: 1) The 
groupware tool, 2) The information to populate the tool, and 3) A change in process to facilitate the tool’s use.  

1) Two potential tool mockups are included in the PowerPoint presentation submitted with this write-up: 1) A 
global view, and 2) A zoomed-in detailed discipline-specific view. The main display would include a pane or 
tile for each discipline of the most pertinent weekly patient summary data. Each pane/tile could be clicked or 
touched to zoom-in to more discipline-specific detailed information 

2) The information to populate the tool would be weekly patient summary data limited to the most pertinent 
information related to treatment and discharge planning for that week from each discipline needed by every 
other discipline. It would also be limited in scope as determined in the implementation and evaluation portion of 
this project. In addition this data from each discipline would be limited in size to facilitate patient case 
awareness, and to fit the groupware tools size limitation, e.g., ~230 characters per discipline summary. This tool 
could potentially pull information from an EHR and/or include the addition of new summary information.  

3) The use of this tool would include a change to the current weekly interdisciplinary team meeting preparation 
process. Currently during the weekly meetings each patient is discussed as each disciplines shares their 
understanding of that patient’s past week status including the patient’s progress and/or lack there of, their 
concerns about the patient, deviations from the patient’s treatment plan, and barriers to treatment/discharge 
progress. Both during and after the meeting each discipline prepares their treatment plan(s) for that patient for 
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the upcoming week. There is currently no weekly patient summary information, aside from the ongoing daily 
patient documentation, available to team members before this weekly team meeting. With the use of this new 
tool, at least by the day before the weekly team meeting, each discipline would prepare and make available a 
summary of the data that would be most pertinent and helpful to every other team discipline. Since it is not 
currently know what data every discipline would like from every other discipline we propose that a survey be 
conducted of each discipline asking them what data they would like from every other discipline. This would be 
completed in the implementation and assessment portion of this project. 

Alternative Solutions 

1. Wiki2 

In the scheme of general wiki concepts, a website may be built and used to assist EMR use through collaborative 
editing of content and structure by its users. This would allow for knowledge management and exchange within the 
institution for use of the EMR, CPOE, documentation, and several other aspects of Health IT and care. 

2. Intranet 

The hospitals/facilities intranet would be used to facilitate the sharing and dissemination of the proposed new pre-
meeting patient summary information. However a tool, like the one that we are proposing, would be required to 
house and present the information in a useful manner to its users. 

3. Internal Shared Document 

As a front-runner in the web-based productivity application, Google Docs were considered for an alternative 
solution to facilitate communication and document sharing. It makes sharing and collaboration very efficient by 
inviting users from other disciplines to either edit, comment or view.  

4. Speech-to-Text 

Speech-to-text records results and notes discussed during the patient summary meeting. 

5. SBAR – Situation, Background, Awareness, Recommendation3, 4 

SBAR is an acronym that stands for Situation, Background, Awareness, and Recommendation. It is a standardized 
form of communication used in healthcare that was originally developed by the US Navy. SBAR is frequently used 
in or during handoff and in communication between nursing and providers. 

Alternatives Compared to Groupware Solution 

1. Wiki2 vs. Groupware 

Overall strengths include encouraging collaborative effort and engagement, information is provided by personal 
experience, and the effort of populating entries is transferred to the user.  

As compared to chosen project, an internal WII would be more user driven and potentially more user accepted. It 
would be a living document that is fed and maintained by the clinic staff. However, an internal WIKI serves a 
different purpose than the project we have decided to pursue. 

Overall weaknesses are that it would require many types of editors and potentially restricted editing depending on 
roles due to the complexity of health care and it would only work in large engaged institutions with several persons 
with shared educational and practical experience. 

As compared to the chosen project, an internal Wiki does not have a defined role per se. It may be of benefit to 
apply such a tool to a specific department or small set of clinics. However, it would be important to garner interest 
and assign persons to be engaged in using the tool. There must a strong interest in using and developing the tool 
within the user group because such a tool would have to be home grown. The chosen project would be more 
intuitive to use than an internal wiki in a clinical since it seeks to parallel prior paper based tools but utilizes the 
EMR for more extensive review. Also the concept is basic and intuitive. It should not require drastic changes in the 
concept of clinical care. 

2. Intranet vs. Groupware 

The intranet would be used as a data display tool similar to the proposed would be very helpful.  
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Strengths: Intranet already exists in most facilities in some form thus there should not be any additional hardware or 
software required for implementation. 

Weaknesses: Security and access would be concerns. Access from both inside and outside the facility would provide 
valuable functionality however might present security concerns. Additional technical expertise and cost would be 
required if remote access is not currently available.  

3. Internal Shared Document vs. Groupware 

Our proposal exceeds the functionality of Google Docs as it will display only the pertinent and summarized data for 
the weekly meeting in a secure environment. 

Compared to our tool, awareness of Google like Docs and usage of the application in daily productivity is extensive. 
It is comparatively inexpensive and readily available without any infrastructural changes. 

Security and privacy will be the main concern for the Google like Docs, as a May 2010 article by PC Magazine 
stated that the Google Docs are not officially compliant with the HIPPA law. Health care providers and other entities 
bound by HIPPA may be risking privacy violations if patient records are stored in Google Docs and data becomes 
exposed. 

4. Speech-To-Text In-Meeting Audio Notes vs. Groupware 

The strengths of the speech-to-text meeting audio notes includes allowing for more natural delivery of what 
transpired during the patient visit and increases the flow of ideas as the speaker can hear himself think out loud. 

In comparison to the proposed solution, the speech-to-text notes provide a more comprehensive account of patient 
records and reduce time to type notes. This alternative program uses the meeting attendee’s voice to fill in the 
necessary boxes during the meeting as it occurs. 

Speech-to-text software does have weakness, such as since the notes are being read to the program, the speech 
recognition rates may be enhanced by absence of pauses. One could come to a false conclusion that the program is 
more effective than it really is5. 

Compared to the proposed solution, the speech-to-text concept does not make the information available before or 
during the meeting as it simply records the dictation and does not put the notes in a way that is easy to analyze.  
Neither does it facilitate the discussion between disciplines, which is crucial to diagnosis of the patient and the entire 
point of the interdisciplinary meetings.  

5. SBAR – Situation, Background, Awareness, Recommendation3, 4 

Strengths: SBAR, being a standardized form of communication, can make communication between sender clearer 
and more concise than without standardization. 

Weaknesses: SBAR’s standardization is both its strength and weakness. For the situations that it is appropriate it 
works very well. However, its standardization can also be its limitation as it is not as useful in other situations that 
readily conform to the SBAR format. 

The groupware solution is tailored to interdisciplinary team communication and is thus more effective and efficient 
for this purpose than SBAR would be.  

Implementation Plan Utilizing the TURF Analysis Framework6 

Even the best of the ideas face resistance because people do not like change and convincing them for the change will 
require strategic planning and professional implementation advice. 
For large-scale adoption of the tool there will be need for executive sponsorship as well as EMR Vendor support for 
successful implementations. Support for executive sponsorship can be gained by defining the project for funding 
that will include ROI and cost analysis for the development and production of the tool. 

Successful implementations will require identification of the discipline specific project champions (sponsor) by 
following the guidelines from TURF model to include physicians at various levels, case managers, dieticians and 
representatives from each discipline who will gain the most from a successful implementation of the tool. The 
sponsors will arrange resources, create alignment between business and cultural goals, gain commitment and 
communicate between the implementation team and the other stakeholder groups5. There should be a representative 
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design of a successful or ideal case, to present the workflow of treatment planning meetings after the successful 
implementation and usage of the tool. 

Preparing implementation strategies and plan will include deadlines, user training, and vendor support during and 
after the implementation. A strong advocacy from the key stake holders will be necessary for adoption, acceptance 
and incentives to promote cultural change6. 

After the Implementation an evaluation will be conducted using the guidelines from the TURF model to assess end 
users’ ease of use, adoption and acceptance of the tool to improve processes depending upon the usability and 
sustainability evaluation. 

Evaluation Plan Utilizing the TURF Analysis Framework6 

This proposed evaluation plan is to test and analyze the success of the proposed solution and determine what should 
be corrected in order to take the next steps. The evaluation is divided into 3 separate areas to test: 1) Collecting data 
of the ease of use imputing data before the meeting, 2) Usability during the meeting and 3) Extracting or editing data 
after the meeting. 

To accomplish our testing goals, we have used TURF, a usability-testing program. The TURF framework has been 
used as a model for the evaluation plan, providing structure around the proposal and highlighting areas of analysis- 
task, user, representations and functions. TURF is a program that creates, organizes and analysis usability testing 
data using heuristic evaluation and user testing model. We used this model to review the usability of our proposed 
program. After review of the implementation plan, this evaluation plan will be used to pinpoint areas to fix user 
issues, analyze feedback and develop solutions to improve our stated objectives.  

As we strive to find the participants for the evaluation, we first identify the risk/benefit analysis of for each 
participant. Risks to participants include the difficulty extracting information that was previously input into the 
program, increasing work for participants and decreasing daily efficiency, as least initially. Benefits include the 
ability to view notes from many disciplines at once to minimize misinformation from lack of summary. To test the 
program, we propose selecting 10 subjects from each healthcare discipline that are usually involved in the meetings 
to test the program. Informed consent would be obtained, and confidentiality would be held, by using a naming 
convention such as  “User1” or “User 2” in a randomized fashion. 

Our goal of the evaluation plan is to maintain focus to answer the question(s): Does this program make it easier to 
make better decisions about the patients? How could we improve this program? The following questions have been 
answered to provide the structure of the evaluation plan: 

TURF: User Analysis6 

Test users are chosen based on the target audience. This includes physicians, nurses, therapists, dieticians, social 
workers, case managers, and other staff. They are to be from a variety of backgrounds and experience with respect 
to EHRs, educational background, skills related to age, cognitive skills and limitations and cultural background. This 
analysis of the users is critical because the testing participants mirror the real life users and any issues found during 
testing and evaluation will go to improving the program in the future to produce satisfying results to both end users 
and developers. 

TURF: Functional Analysis6 

The evaluation will also use functional analysis to determine how the end user and the program work in tandem to 
arrive at the outcome determined in the outset. The following topics are used in the functional evaluation process: 
Work domain Ontology - The evaluation will test that the program achieves the goals of increasing the effectiveness 
and efficacy of meetings. This evaluation will also note the normal daily operations with and without the program 
for later comparison and also list the constraints in the program that limits further growth.  
Usefulness of functions - To increase usefulness, the designer model has been edited to allow for user actionable 
input of information through typing and inserting graphs and charts as necessary. The user model will be altered and 
improved on a rolling basis from survey feedback to create a list of items the user prefers and expects to increase 
usefulness. The activity model will help researchers evaluate the functions actually used by the end users on a daily 
basis and also analyze using qualitative data analyses measuring usefulness to the user.  

TURF: Representation Analysis6 
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This evaluation will decipher how appropriate and usable icons and representations of an abstract concept are to the 
user. Various representational models (isomorphic, interface affordance and heuristic evaluation) are listed and 
explained next: Isomorphic representation – Our proposed program to increase meeting effectiveness can also be 
represented by a scribe taking notes in a meetings or a speech to text note taking application. An evaluation of the 
reduced or improved effect of the proposed program will be analyzed.   Affordance of interface items - Our 
evaluation will determine if the app-like display and character limitation of the numerous disciplines is user friendly 
and effective in providing pertinent information in a concise way7. Heuristic Evaluation – Along with the survey of 
the end user’s daily opinions of the usability, researchers can take the surveyed information and determine usability 
principles from the final analysis.  

TURF: Task Analysis6 

Each discipline will be surveyed to find the information they would like from other disciplines during the meeting to 
further add to the pertinent details for a meeting discussion. An analysis of the steps to use the tool will also be 
created and compiled to find areas that can be improved.  

Dissemination Plan 

An idea can be disseminated by raising awareness, understanding and action starting with one department8. There 
will be a pilot implementation and evaluation of the tool in the inpatient rehabilitation treatment department. 

To raise the awareness and understanding of the proposed tool the target audience of doctors, nurses and clinicians 
will be introduced to a proof of concept (POC) describing the efficacy and user-friendliness of the tool. Emphasis 
will be on using the tool to prepare for the meeting, reduce documentation time during and after the meeting, 
increase the level of attention for each patient’s active issues during the meeting, and maintain focus on pertinent 
issues rather than unnecessary discussions. After experiencing the ease and usefulness of the tool, the staff in turn 
will help spread the word among their peers and subsequently to other departments and disciplines with similar 
requirements for the tool7. The circulation of the idea can be accomplished, further, by the means of organizational E 
Mail, bulletin boards, town hall meetings, etc. 

Identification of key stake holders from similar disciplines and their involvement in the project design and 
conceptualization of the idea, from the very beginning will be a key factor in large-scale dissemination within the 
organization. 

Awareness can be further disseminated by repeating the above process in more similar to least similar units of the 
same organization and eventually expanding to other institutions in the system as well as outside the system. 

Demonstration of successful implementation and evaluation will further garner interest in creating multiple EHR 
interface in future, with HIE on the horizon. 
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Abstract 

We retrospectively compared two computerized IV insulin-treatment protocols, eProtocol-insulin and Glucosafe, in-

silico using ICU data. We used clinical data from eProtocol-insulin supported cohorts to simulate patient models in 

Glucosafe. The amounts of insulin recommended by these protocols were compared and evaluated at different blood 

glucose ranges. Results indicated that Glucosafe consistently provided better dosing suggestions for managing 

insulin in ICU patients. 

Introduction 

Intravenous (IV) insulin-treatment protocols to manage blood glucose in critically ill patients in the ICU vary 

widely. They have different heuristics or use modeling techniques that are not based on reproducible methods. These 

protocols will generate different dosing recommendations which may lead to different patient outcomes. An efficient 

method for comparing different protocols, before using them in clinical trials, would be valuable.  

Methods 

We selected two computerized IV insulin-treatment protocols for comparison; eProtocol-insulin
1
 and Glucosafe

2
. 

eProtocol-insulin is an heuristic rule-based protocol used for managing ICU patient blood glucose at Intermountain 

Healthcare. Internally, eProtocol-insulin assumes a linear rate of change in glucose in response to changes in IV 

insulin. Glucosafe is a more complex, physiologic model-based, decision support system for blood glucose control. 

It calculates insulin sensitivity based on blood glucose measurements, amount of insulin given and various 

nutritional inputs. The model also considers insulin saturation effects and glucose absorption rate when 

recommending insulin doses. 

We evaluated these two protocols retrospectively using clinical data from 408 patients managed with eProtocol-

insulin. We collected patient demographic data including gender, age, weight and height. We extracted 20,362 

instances of ICU patient blood glucose values, IV insulin doses and recommended by eProtocol-Insulin. Other 

clinical data used by Glucosafe included medications, types of diabetes and types of nutrition received by patients. 

We then compared the amount of insulin recommended by eProtocol-insulin and Glucosafe within different blood 

glucose ranges; low (below 80 mg/dL), target (80-110 mg/dL), and high (above 110 mg/dL).    

Results & Discussion 

At the low blood glucose range, a lower insulin dose is preferred to prevent hypoglycemia. At the high blood 

glucose range, a higher insulin dose is preferred (to lower blood glucose to the normoglycemic range faster). In the 

low range, 61.8% of Glucosafe’s recommendations were lower than eProtocol-insulin. In the target range, 62.6% of 

Glucosafe’s recommendations were lower than eProtocol-insulin. In the high range, 66.0% of Glucosafe 

recommendations were higher than eProtocol-insulin. Paired Wilcoxon rank sum tests showed that insulin doses 

compared within the different blood glucose ranges were different and statistically significant (p < 0.01). Glucosafe 

produced more favorable recommendations, overall. 

Conclusion 

We expect that our proposed analytical framework will allow credible in-silico comparisons of different protocols. 
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Abstract 

The semantic relatedness between two concepts, according to human perception, is domain-rooted and reflects prior 
knowledge.  We developed a new method for semantic relatedness assessment that reflects human judgment, 
utilizing semantic predications extracted from PubMed citations by SemRep.  We compared the new method to other 
approaches utilizing path-based, statistical, and context vector methods, using a gold standard for evaluation.  The 
new method outperformed all others, except one variation of the context vector technique.  These findings have 
implications in several natural language processing applications, such as serendipitous knowledge discovery. 

Introduction 

The notions of semantic relatedness and similarity entail an association between two concepts. This association 
could be syntactically or lexically-based, taxonomic (i.e., IS-A), or dependent on sharing a given number of features.  
As described in the literature by Pedersen et al. (1) and Resnik (2), semantic relatedness is a more general concept 
than semantic similarity.  Pedersen asserts that semantic similarity addresses the “likeness” between concepts, while 
semantic relatedness, further qualified as a function of human judgment, corresponds to a more general sense of the 
association between concepts.  Similarly, Thompson-Schill et al. described associative relatedness between two 
concepts as the probability that one would remind a person of the other (3).  This probability, according to these 
authors, more strongly correlates with word use than with word meaning. 

Humans can assess the degrees of relatedness between concept pairs on the basis of the prior knowledge and 
expertise they bring to the judgment activity.  This is demonstrated through the variations in judgment exhibited by 
different groups for the relatedness of concept pairs.  For example, in Pedersen’s research, there were significant 
differences in the relatedness values that physicians and medical coders assigned to concept pairs. The accuracy of a 
relatedness measurement in a given domain can be assessed according to how closely its values correlate with 
human judgment derived from individuals within that domain. 

In this paper we introduce a new method for assessing semantic relatedness between concepts.  We sought an 
appraisal technique of relatedness that was fundamentally centered on human judgment, and exploit semantic 
predications produced by SemRep (4) as having that characteristic. Semantic predications capture relationships 
between specific concepts according to the published biomedical research record, and thus provide a general 
assessment of this subject according to human perception.  Predications express two independent concepts with one 
binding relation which expresses the semantic nature of the relationship. Thus, predications are relational by nature.  
We hypothesized that a simple snapshot of semantic predication frequencies would provide a reliable measurement 
for semantic relatedness between individual concepts.  Here we explore how this new method may provide insight to 
clinician’s perceptions of semantic relatedness 

Semantic relatedness assessment has multiple practical applications in natural language processing (NLP).  It is a 
common function in information retrieval (5).  It has also been applied to question answering (6), clinical decision 
support (7), business intelligence (8), data mining (9), among other uses.  Semantic relatedness assessment also has 
potential application in facilitating serendipitous knowledge discovery (10).   

Background 

SemRep 

Using the UMLS (11) knowledge sources designed for the biomedical domain, SemRep (4) an NLP application, 
captures concepts connected by a relation or predicate in PubMed data, returning semantic predications as output, 
representative of asserted propositions in the text.  Predications consist of three pieces of information expressed in 
propositional subject_verb_object form, in which the subject and object arguments correspond to UMLS 
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Metathesaurus concepts, and are joined by a licensed relation from the UMLS Semantic Network. For example, 
taking the following text as input:   

“…The current standard treatment for advanced hepatocellular carcinoma (HCC) is sorafenib.” (12) 

SemRep produces the following semantic predication: 

Sorafenib TREATS Primary carcinoma of the liver cells 

Through MetaMap (13), SemRep identifies “sorafenib” and “hepatocellular carcinoma” as primary arguments in the 
text, and respectively maps them to the preferred terms sorafenib and Primary carcinoma of the liver cells in the 
UMLS Metathesaurus.  SemRep identifies the term “treatment” in the text as the relationship between these 
arguments, and maps it to the predicate TREATS within the UMLS Semantic Network.  It is interesting to note that 
Semantic Space Models, as defined by Padó and Lapata (14) leverage various data from a given corpus to identify 
semantic relationships. SemRep also uses essential information implicit in PubMed data to identify semantic 
relationships and articulate rich assertions from PubMed text.       

Relational Concept Assessment  

Semantic relatedness can also be viewed as a function of how concepts are connected by relationships in text.  By 
nature, this method reflects human assessment of semantic relatedness within the biomedical domain, because it 
expresses knowledge recorded in published literature.  In Methods, we explain how semantic predication 
frequencies can be used for semantic relatedness assessment. 

Literature Review 

There are many methods for assessing the semantic similarity and relatedness between two concepts. Here we 
highlight three popular techniques.  Path-based methods measure how concepts are connected in hierarchical 
structures such as ontologies, and these values may be augmented with some statistical assessment.  Other 
approaches use purely statistical techniques.  Context vectors have also been tested in research that is particularly 
relevant to issues of human judgment of semantic relatedness in the biomedical domain. 

Path-based 

Path-based methods measure distances in hierarchical concept structures that connect concepts in different types of 
relationships, such as “IS-A”, sibling-type, and others.  The root contains general concepts, and the hierarchy 
organizes ever-narrower related concepts into a tree-like structure, until the leaves of the assembly consist of the 
most specific available terms.  In such a hierarchy, edges connect concept nodes.  Path-based techniques assess the 
edge network that connects two concepts. The fundamental method is to count the edges to find the shortest path 
connecting two concepts in a hierarchy.  Utilizing MeSH as a semantic network, Rada et al. (15) measured similarity 
between two concepts by using a technique averaging minimum path length in pairwise combinations while utilizing 
subsets of nodes.  Leacock and Chodorow (16) scaled shortest path values in WordNet (17) with a value equaling 
twice the hierarchy’s maximum depth, and calculating the logarithm of the result.  Choi and Kim (18) used a 
hierarchy concept tree to calculate a weighted concept distance that was later multiplied by concept level values and 
normalized.  McInnes et al. (19) used the reciprocal of the node count of the shortest path value to calculate the 
semantic similarity between UMLS-based Metathesaurus concepts.  To facilitate their task and overcome the lack of 
uniformity in programming platforms and standards used in the field, McInnes et al. developed two open source 
frameworks that extract path and concept information from the UMLS: the UMLS-Similarity and UMLS-Interface 
packages.  Nguyen and Al-Mubaid (20) used calculations based on the most specific ancestral term shared by two 
concepts, called the least common subsumer (LCS).  They calculated the log of two plus the product of the shortest 
distance between the two concepts, minus one, and the taxonomy’s depth minus the concepts’ LCS’ depth.  Wu and 
Palmer (21) scaled the path from an LCS to the root with the sum of the distances between the LCS and the concepts 
being measured.  Resnik (2) calculated the information content of a concept by determining the negative log value of 
the ratio of the concept’s frequency and a hierarchy’s root frequency in a corpus.  In order to determine the 
similarity of two given concepts, he applied this information content formula to the LCS for the two concepts.  Jiang 
and Conrath (22) and Lin (23) adjusted the information content of the LCS with values of the individual concepts; 
Jiang and Conrath did this by applying the combined information content of the individual concepts, minus twice 
that of their LCS, while Lin divided this “common” (LCS) information content score by a value representative of the 
individual concepts’ information content.   
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Pedersen et al., McInnes et al., and Nguyen and Al-Mubaid applied several of these methods in determining how 
closely they paralleled actual human judgment in the biomedical domain.  Pedersen asked medical coders and 
physicians to rate the semantic similarity of 30 concept pairs, using a scale from 1 – 4, where one equaled unrelated, 
2 equaled marginally related, 3 equaled related, and 4 equaled practical synonymy.  These concept pairs consisted 
primarily of disease/disease combinations.  Pedersen applied five of the path-based methods (as well as context 
vectors) to determine the semantic similarity of 29 of the concept pairs, and then compared the results to the 
physicians’ and medical coders’ ratings (they excluded one pair because one concept was not found in SNOMED 
CT, a crucial component of their research).  Nguyen and Al-Mubaid applied five path-based methods to 25 of the 
concept pairs (the remaining 5 did not exist in MeSH 2006, which they used in their research), and also compared 
results to the physicians’ and medical coders’ ratings.   McInnes et al. validated their open-source frameworks by 
reproducing Pedersen’s results, and compared their results to those of Nguyen and Al-Mubaid. 

Statistical 

Statistical methods evaluate quantitative term properties to assess semantic relatedness.  These methods often 
examine individual term frequencies and term adjacency in corpora. A frequent goal of this research is to calculate 
some probability of semantic similarity between two terms.  Much of this research centers on metrics that measure 
some notion of distance, and use classical distance measurements such as L1 Norm distance, or apply metrics 
stemming from information theory such as the Kullback-Leibler Divergence and Information Radius.  Dagan et 
al.(24) compared Maximum Likelihood Estimate (MLE) to four similarity measurements: Kullback-Leibler 
Divergence, Information Radius (i.e., Total Divergence to the Average), L1 Norm, and Confusion Probability, to 
identify words that were semantically similar to others based on common contexts.  The similarity measurements 
consistently outperformed MLE, with the Information Radius measurement outperforming all others.  Terra and 
Clark (25) compared the effectiveness of the Chi-Squared Test, Point Mutual Information, Likelihood Ratio, 
Average Mutual Information, Information Radius, L1 Norm, and Cosine Point Mutual Information in experiments 
seeking the best synonym for a target word, with Point Mutual Information achieving the best overall performance.  
Cha (26) offers a multidisciplinary review of many statistical methods for measuring similarity and distance, 
including L1 Norm distance, inner product metrics such as basic cosine, Jaccard and Dice coefficients, several 
measurements stemming from Information Theory, and several chi-squared measures.  

The Information Radius (equation 1 below), L1 Norm Distance (equation 2 below), and Pointwise Mutual 
Information (equation 3 below) are of particular interest, due to their high performance, and in L1 Norm’s case, its 
commonality.  We also applied them in our research.  Information Radius (IRad) utilizes averaged probability 
measurements from the Kullback-Leibler Divergence (KLD): 

KLD(P||Q) =  ∑ pi(v) log2 (pi(v) / qi(v))   
                 v 

AVG = ½ (P(w’|c1) + P(w’|c2)) 
 
IRad (c1, c2) = KLD(P(w’|c1) || AVG) + KLD(P(w’|c2) || AVG)     (1) 
 

Here, c1 and c2 reference the two concepts being compared, and w’ is a contextual word found within a 
predetermined window (e.g., within the same line of text, or within the same paragraph).  Kullback and Leibler 
devised their metric to determine the degree that one set of inputs (distribution P) deviates from the other 
(distribution Q).  Information Radius provides a more balanced view of how the two distributions are different.  
Therefore, applying this metric should provide insight to the differences of how two potentially similar terms are 
distributed in a corpus.  Dagan’s application utilized contextual terms.  Averaging the measurements avoids 
otherwise difficult situations where the contextual word does not occur with one of the concepts, thus yielding a zero 
value, which is problematic for KLD. 
 
L1 Norm Distance (L) measures the accumulative difference between values associated with two concepts.  Smaller 
scores imply greater concept relatedness: 

 
L(c1, c2) = ∑ | P(w’|c1) - P(w’|c2) |        (2) 
            v   

As with Information Radius, w’ references a contextual word found within a predetermined area.   For example, 
P(w’|ci)  (for both IRad and L) could refer to the amount of times the contextual word  w’ occurred within the 
predetermined window with the concept, as compared to the total amount of windows within the corpus. 
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Pointwise Mutual Information (PMI), on the other hand, uses measurements of each of the two concepts being 
appraised, without considering any common contextual words.  It assumes that each concept appears independently, 
therefore positive values indicate a degree to which words co-occur more than would be expected (under the 
independence assumption):  
 

PMI (c1, c2) = log2 (p(c1, c2) / p(c1) * p(c2))       (3) 
 
For example, the term p(c1, c2) (the numerator value) can refer to each time both of the two concepts in question 
occurred within a predetermined window, as compared to the total amount of windows within the corpus.  For 
instance, if the two terms both appeared within 11 windows, within a corpus containing 700 windows, p(c1, c2) = 11 
/ 700 = 0.0157.  The term p(ci) can refer to the relative frequency of an individual concept in the corpus.  For 
example, if concept c1 occurred 29 times within a corpus of 1200 words, p(c1) = 29 / 1200 = 0.0242.  To find the 
denominator value, one would multiply these values for each concept. 

Context Vectors 

A variation of Latent Semantic Indexing (27, 28), context vectors are used to analyze word co-occurrence in high 
dimensional space.  Several researchers have applied it to semantic similarity and relatedness (29-31).  Using the 
Mayo Clinic Corpus of Clinical Notes, Patwardhan et al. (32) implemented an adaptation of Schutze’s work (33) to 
create word vectors capturing term occurrences within a contextual window.  Using preset thresholds, they then 
created context vectors of SNOMED CT concepts corresponding to terms within the clinical notes corpus, and also 
extracted and applied descriptor terms from the Mayo Clinical Thesaurus in this step.  The semantic similarity of 
two concepts was determined through measuring the cosine of the angles of their contextual vectors.  In Pedersen’s 
work with the 29 pairs, he cites a context vector method limited to Impression/Report/Plan clinical note data as 
achieving the best results.  Clinical notes document encounters between clinicians and patients.  The 
Impression/Report/Plan data section includes information on diagnoses and current treatment. 

Methods 

For the Relational Concept Method, we calculated the frequencies of semantic predications containing each of the 
29 concept pairs Pedersen used, for all relationships binding the concept pairs.  We extracted the semantic 
predications from a comprehensive database of SemRep output for all PubMed citations published from 1900 to 
November 2012 (34) containing nearly 60 million predications.  We then counted the semantic predications 
containing each concept pair.  For example, for the pair “Congestive heart failure” and “Pulmonary edema” we 
extracted semantic predications containing these two terms, for all relationships binding the two concepts.  Here are 
some example semantic predications for this concept pair: 

 Congestive heart failure_CAUSES_Pulmonary Edema 

 Pulmonary Edema_COMPLICATES_Congestive heart failure 

 Pulmonary Edema_COEXISTS_WITH_Congestive heart failure 

 Congestive heart failure_COEXISTS_WITH_Pulmonary Edema  

In the extraction phase we used the UMLS Metathesaurus Concept Unique Identifiers (CUIs) that McInnes had used 
in her research.  CUIs are codes identified with UMLS preferred terms that carry precise definitions of their given 
concepts. 

According to our hypothesis, the predication frequencies were indicative of a general level of semantic relatedness 
for their given concept pairs, within the biomedical domain.  Therefore, comparing these frequencies of concept co-
occurrence to a list of the same concept pairs ranked for semantic relatedness should hypothetically result in 
substantial correlation. 

We also used the three statistical methods to assess semantic relatedness, using semantic predication data as input.  
For Information Radius and L1 Norm Distance we used the relative frequencies of the predicates bound to each 
concept as input, because this provided contextual information.  To calculate Pointwise Mutual Information, we 
used the counts of semantic predications containing each concept in a pair, divided by the total number of 
predications in the database, for the numerator, and individual concept counts in the database as compared to the 
total of all concepts in the database, for concept values in the denominator. 
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Evaluation 

We compared the correlation of the output of Relational Concept Assessment, the three statistical methods, the path-
based methods, and the context vector methods to the physicians’ ratings of the 29 concept pairs. We used 
Spearman’s Rank Correlation Coefficient to measure the correlation for Relational Concept Assessment and the 
three statistical methods, to facilitate comparisons to other research.  Using Spearman’s Rank Correlation 
Coefficient, Pedersen, and Nguyen and Al-Mubaid calculated correlation scores for the path-based and context 
vector methods they tested.  For comparative purposes, we also cite these scores (as recorded in Pedersen’s, and 
Nguyen and Al-Mubaid’s research) in the Results section.   

Results 

Relational Concept Assessment achieved better correlation to the physicians’ concept pair ratings than all but one of 
the other methods tested.  It outscored these other methods by a value range of 0.022 – 0.642 points.  The top 
performing method, context vectors limited to Impression/Report/Plan clinical data, exceeded Relational Concept 
Assessment value by 0.174 points. 

Table 1 indicates the concept pairs and physicians’ relatedness scores, semantic predication frequencies, and 
statistical method scores.  Data highlighted in gray were not used in Nguyen and Al-Mubaid’s research. 

Table 1.  Concept pairs, physician ratings, semantic predication frequencies in database, Pointwise Mutual 
Information (PMI), Information Radius (IRad), and L1 Norm values.  Items in gray indicate data not used in Nguyen 
and Al-Mubaid’s research. 

Term 1 Term 2 Physicians' 
Ratings 

Semantic 
Predication 
Frequency 

PMI IRad L1 
Norm 

Renal failure Kidney failure 4 59 4.629 0 0 
Heart Myocardium 3.3 108 4.040 0.020 0.177 
Abortion Miscarriage 3 5 6.521 0.163 0.410 
Congestive heart failure Pulmonary edema 3 28 4.283 0.198 0.621 
Stroke Infarct 3 210 3.976 0.301 0.683 
Delusion Schizophrenia 3 141 7.186 0.255 0.695 
Metastasis Adenocarcinoma 2.7 47 1.222 0.175 0.634 
Calcification Stenosis 2.7 0 0 0.263 0.582 
Diarrhea Stomach cramps 2.3 0 0 0.196 0.592 
Mitral stenosis Atrial fibrillation 2.3 65 5.482 0.056 0.187 
Brain tumor Intracranial hemorrhage 2 8 4.705 0.162 0.395 
Rheumatoid arthritis Lupus 2 1 -0.421 0.086 0.422 
Diabetes mellitus Hypertension 2 304 3.148 0.038 0.269 
Carpal tunnel syndrome Osteoarthritis 2 2 0.449 0.196 0.531 
Acne Syringe 2 0 0 0.106 0.303 
Pulmonary fibrosis Lung cancer 1.7 1 3.363 0.152 0.375 
Pulmonary embolus Myocardial infarction 1.7 16 1.266 0.104 0.313 
Antibiotic Allergy 1.7 28 1.284 0.336 0.659 
Cortisone Total knee replacement 1.7 0 0 0.411 0.640 
Lymphoid hyperplasia Laryngeal cancer 1.3 0 0 0.718 1.185 
Cholangiocarcinoma Colonoscopy 1.3 0 0 0.383 0.579 
Depression Cellulitis 1 0 0 0.318 0.645 
Multiple sclerosis Psychosis 1 17 1.406 0.068 0.225 
Xerostomia Alcoholic cirrhosis 1 0 0 0.140 0.464 
Peptic ulcer disease Myopia 1 0 0 0.031 0.198 
Appendicitis Osteoporosis 1 0 0 0.112 0.372 
Hyperlipidemia Metastasis 1 0 0 0.205 0.538 
Varicose vein Entire knee meniscus 1 0 0 0.382 0.547 
Rectal polyp Aorta 1 0 0 0.440 0.809 
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Table 2 indicates the correlation of the Relational Concept Assessment method, the three statistical methods, context 
vector method, and Pedersen’s application of the path-based methods to the 29 concept pairs included in his study.  
Table 3 reports the correlation of the semantic prediction frequencies, the three statistical methods, and Nguyen and 
Al-Mubaid’s application of path-based methods to the 25 concept pairs from their study.   

Table 2.  Spearman’s Rank Correlation Coefficient, comparison to Pedersen’s findings 

Method Correlation with 29 
concept pairs 

Relational  
  Relational Concept Assessment  0.666 
Statistical  
  Pointwise Mutual Information  0.633 
  Information Radius -0.244 
  L1Norm -0.086 
Context Vectors  
  All Sections  0.62 
  Impression/Report/Plan  0.84 
Path-based (Pedersen)  
  Lin  0.60 
  Jiang and Conrath  0.45 
  Resnik  0.45 
  Path  0.36 
  Leacock and Chodorow  0.35 

 

Table 3.  Spearman’s Rank Correlation Coefficient, comparison to Nguyen and Al-Mubaid’s findings 

Method Correlation with 25 
concept pairs  

Relational  
  Relational Concept Assessment  0.694 
Statistical  
  Pointwise Mutual Information  0.662 
  Information Radius -0.165 
  L1Norm -0.052 
Path-based (Nguyen/Al-Mubaid)  
  Path  0.627 
  Leacock and Chodorow  0.672 
  Choi and Kim  0.560 
  Wu and Palmer  0.652 
  Nguyen and Al-Mubaid  0.666 

 

The Relational Concept Assessment method achieved the highest correlation for the 25 concept pairs (Nguyen and 
Al-Mubaid), and the second highest correlation for the 29 concept pairs (Pedersen).  The context vector method 
utilizing only the Impression/Report/Plan data in Pedersen’s research achieved the highest overall correlation.  Of 
the three statistical methods, Pointwise Mutual Information substantially outperformed Information Radius and the 
L1 Norm with each concept pair set.  There are mixed results in the path-based outcomes.  Lin’s method achieved 
the highest score in Pedersen’s study of the 29 pairs.  Leacock and Chodorow’s method modestly outperformed the 
others in Nguyen and Al-Mubaid’s research with the 25 pairs.  However, the Relational Concept Assessment 
method achieved values within the 0.66 – 0.7 point range for both concept pair groups.  This new method provides 
an easily computable semantic relatedness appraisal, and could contribute to various NLP applications. 

Discussion 

The Relational Concept Assessment method’s performance exceeded that of almost all other methods.  Only the 
context vector method, when limited to Impression/Report/Plan clinical note data, exceeded its performance.  This 
strongly suggests that concept pair frequencies found in SemRep’s semantic predications indicate a general semantic 
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relatedness between concepts according to human judgment within the biomedical domain.  This new method 
provides an easily computable semantic relatedness appraisal. 

Pointwise Mutual Information produced values somewhat similar to the new method.  However, it is dependent on 
concept co-occurrence (a property also fundamental to Relational Concept Assessment).  Each method leverages 
concept co-occurrence to derive a value.  The Information Radius and L1 Norm methods using predicate frequencies 
for input values achieved substantially lower scores, which were negative because their values tended to increase as 
the physicians’ rankings decreased. 

The individual semantic predication frequencies in Table 1 give insight to the new method’s performance, and 
reveal an overall trend matching the physicians’ ratings.  All concept pairs receiving a rating of three or higher have 
associated semantic predication counts. This group has a total of 551 semantic predications associated with six 
concept pairs, or an average of 92 predications per concept pair.  Among the nine concept pairs within the 2.0 – 2.9 
(marginally related) range there are 427 related semantic predications, for an average of 47 semantic predications 
per concept pair.  However, 304 of these contain the concept pair “Diabetes mellitus/Hypertension”, and the variety 
of semantic predications reflects the association between these two common comorbidities.  Among the 304 
predications, 241 bound the two concepts with the predicate COEXISTS_WITH (35).  Other binding predicates 
including COMPLICATES (36),AFFECTS (37), OCCURS_IN (38), CAUSES (39), and PREDISPOSES (40) 
further illuminate potential relationships between these disease concepts.  This type of specific information could 
provide additional insight to clinicians pondering complex cases.  For the 1.1 – 1.9 ratings’ range, there were 45 
semantic predications associated with the six concept pairs, averaging at 7.5 predications per concept pair.  This 
range (1.1 – 1.9) indicates that the physicians judged these pairs to be within an unrelated to a marginally related 
state, and includes semantic predications such as Pulmonary Embolism_COEXISTS_WITH_Myocardial Infarction 
(41).  The physician annotators ranked eight concept pairs as totally unrelated (i.e., a score of 1).  However, there 
were 17 semantic predications in the database containing the concept pair “Multiple sclerosis/psychosis”.  These 
semantic predications were extracted from text confirming the relationship (42, 43).  The three physicians in 
Pedersen’s research had rheumatology backgrounds, and apparently were not aware of this disease/disease 
relationship.  Overall, the combined semantic predication frequencies match what would be expected within the 1 – 
4 ranges of the physicians’ ratings, and in application may provide a clinician with additional disease insight. 

The Relational Concept Assessment method holds potential value in appraising concept relatedness in NLP tasks.  
As earlier noted, semantic relatedness has relevance in several NLP applications, such as question answering, 
clinical decision support, and information retrieval.  Serendipitous knowledge discovery, which is the fortuitous 
discovery of useful knowledge, may also benefit from efficient semantic relatedness assessment.  Research 
addressing this information seeking behavior has noted that information seekers who experience serendipitous 
knowledge discovery are often pursuing information that is similar to the new knowledge they coincidentally 
encounter (44).  Therefore, aligning semantically related concepts in a knowledge discovery application may 
facilitate serendipitous knowledge discovery for users.  A future literature-based discovery application that also 
facilitates this phenomenon may assist clinicians in forming new hypotheses, identifying new disease process 
mechanisms (45), and finding new applications for existing drugs (46).  It also requires less computational overhead 
than any of the other methods.  Relational Concept Assessment merely requires an application to determine semantic 
predication frequencies, which is facilitated by the database of semantic predications.  The other methods necessitate 
multiple operations to assess semantic relatedness. 

Future work 

The context vector method exclusively using Impression/Report/Plan clinical note data achieved the highest 
correlation with the physician rankings.  Future exploration of the Relational Concept Assessment method may yield 
improved correlation if input is limited to specific PubMed data.  For example, limiting input to the Results sections 
of structured abstracts may result in output more focused on the given topic.  Future method evaluation with a larger 
dataset would also further illuminate the new method’s efficiency in semantic relatedness assessment (see details 
below). 

Conclusion 

In this study we devised a new method of assessing semantic relatedness between concepts.  The new method, 
Relational Concept Assessment, calculates the frequencies of semantic predications containing both terms in a 
concept pair.  We calculated frequencies for 29 concept pairs developed in prior research by Pedersen et al., drawing 
from a database of nearly 60 million semantic predications.  We compared the new method’s performance to path-
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based, statistical, and context vector methods, comparing the correlation of each method’s outcome to that of 
physician ratings of Pedersen’s concept pairs.  Relational Concept Assessment outperformed all but one of the other 
methods (a context vector method using specialized input).  The new method could potentially contribute to various 
NLP tasks that rely on semantic relatedness assessment. 

Limits 

Results of the statistical tests were limited by the type of contextual data available as provided by semantic 
predications.  Because Dagan, and Terra and Clarke used Information Radius and L1Norm only with contextual 
information, we also used contextual information by using the predicate relative frequencies for each concept.  
Pedersen’s concept pairs focused almost entirely on disease/disease topics.  Concept pairings with more diverse 
classifications may have yielded different results.  Pakhomov et al. (47) performed a study in 2010 which recorded 
touch screen pixel positions of 587 concept pairs evaluated by medical residents for semantic relatedness.  Future 
work in this project may include a transformation of these data for further evaluation of our method. 
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Colorectal Cancer Prediction from FOBT Positive Screen in HCHD 

Cai Wu, MS 
The University of Texas MD Anderson Cancer Center, Houston, TX 

Abstract 

In order to better serve the patients and check the hospital colonoscopy capability in the district, the Harris County 
hospital district (HCHD) colorectal and cancerous lesions case numbers are predicted  based on the  a population 
of 11,250 average risk adults between 50-75 years of age with positive Fecal Occult Blood Test (FOBT) screening. 
The Prediction is calculated with FOBT sensitivity, specificity and cancer estimated prevalence for 50-75 years old 
population both male and female in HCHD.   

Introduction 

Colorectal cancer (CRC) is a common and lethal disease that may be preventable disease if adenomas are removed 
at colonoscopy. Screening for CRC has been shown to reduce mortality from disease as well as incidence. The 
simplest and most evaluated screening method available is the FOBT which detects occult blood in stools. FOBT is 
a low-cost, non-invasive test that requires no cathartic preparation. However it is a less sensitive method with high 
false-positive rates. The use of less sensitive FOBT with following high sensitive colonoscopy in person with 
positive test has been shown to be a practical CRC screening method to reduce CRC mortality and incidence.    

Prediction Method and Sample 
There are 75,000 adults living in HCHD aged between 50 - 75 years old. Fecal Occult blood tests are used as 
screening method.  The positive rate is 15% (11,250 people). Prediction is calculated as1 

Positive Likelihood Ratio (PLR) = 
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Sensitivity of the test (true positive): 30% - 92%, Specificity of the test (true negative): 95% - 97%     
According to Texas Cancer Information (http://www.texascancer.info/index.html) and Texas Cancer Registry 
(http://www.dshs.state.tx.us/tcr/prevalence.shtm), the TX population is 23,507,783 in year 2006, 21.87% people are 
in 50 – 75 age group. The 2006 projected prevalence of colon and rectum in TX is 41,218, 67.55% cancer patients 
are in 50 – 75 age group. Harris county’s incidence rate is little lower than TX rate (46.2 vs. 47.2 per 100,000). Thus 
the estimated colon and rectum prevalence for 50 – 75 ages is: 41,218 x 67.55% / 23,507,783 x 21.87% = 0.542%.  
 
Results 
Table 1. Estimated colorectal cancer and cancerous lesions out of a population of 11,250 adults between 50-75 
years of age with positive FOBT screening in HCHD.  
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50-59 11.18 11.55 0.30 0.25 2.49 2.04 
298 

[265 – 332] 
245 

[215 – 276] 
596 

[548 – 644] 
490 

[447 – 533] 

60-69 5.75 6.20 0.79 0.56 6.22 4.52 
746 

[692 -799] 
542 

[496 – 588] 
1492 

[1416 – 1568] 
1084 
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70-79 2.78 3.66 1.73 1.27 12.81 9.73 
1538 

[1461 – 1615] 
1167 

[1100 – 1234] 
3076 

[2967 – 3185] 
2334 

[2239 – 2429] 
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TX Cancer Patient Long Term Follow Up Care in MDACC 

Cai Wu, MS 
The University of Texas MD Anderson Cancer Center, Houston, TX 

Abstract 

TX live aged 25-64 cancer patients who last treated in MD Anderson cancer center (MDACC) are evaluated.  There 
are more indigent, Medicaid and self-pay patients whose treatment year < 2 years, more commercial insurance 
patients are admitted in hospital longer than 2 years for follow up service. The treatment for indigent and Medicaid 
patients cost more than commercial insurance and Medicare and self-pay patient; commercial insurance and 
Medicare patients have higher hospital charges than self-pay patients. 

Introduction 

Cancer treatment is a long time process. Follow-up care is important because it helps to identify changes in health. It 
checks for recurrence (the return of cancer in the primary site) or metastasis (the spread of cancer to another part of 
the body). Follow-up care visits are also important to help in the prevention or early detection of other types of 
cancer, address ongoing problems due to cancer or its treatment, and check for physical and psychosocial effects that 
may develop months to years after treatment ends. All cancer survivors should have follow-up care. 

Data Source and Analysis Method 

TX live cancer patients aged 25 – 64 years old are queried from MD Anderson Enterprise Information Warehouse. 
Last admission date range is between 9/1/2008 – 8/31/2009, date range for those patients’ clinical information is 
between 9/1/1994 - 8/31/2009. The selected patients are with same category insurance during all admissions. The 
length of patient treatment years from patient initial admission date are categorized as less 2 years , 2 – 5 years,  
longer than 5 years. The dependent variable for analysis is treatment year; the independent variables are insurance 
categories, patient gender, patient race, patient age at initial treatment, patient marital status, patient residential 
region, and patient cancer type.  

There are 20,303 commercial insurance patients, the mean treatment year is 3.28, and the median is 2.14; there are 
1,953 other insurance patients, the mean treatment year is 1.72, and the median is 0.88. Relationship tests between 
treatment year and independent variables are using Chi-square, t-tests, z-tests in SPSS 19.0. 

Results 

Insurance category, patient demographics, patient cancer type, hospital service and charges are all related with the 
length of patient treatment year. 

< 2 years: There are greater proportions of indigent, Medicaid and self-pay patient than the proportions of 
commercial insurance and Medicare patient; there is greater proportion of Medicare patient than the proportion of 
commercial insurance patient; There are greater proportions of indigent, Medicaid and self-pay patient accessed 
following services than the proportions of commercial insurance and Medicare patient: diagnosis, emergence center, 
inpatient, pathology, pharmacy, radiation oncology, rehabilitation and respiration care. There are higher average 
hospital charges for indigent and Medicaid patient than commercial insurance, Medicare and self-pay patient. 

2 – 5 years: There is greater proportion of commercial insurance patient than the proportions of indigent, Medicaid, 
Medicare and self-pay patient; there is greater proportion of Medicare patient than the proportions of Medicaid and 
self-pay patient. There are greater proportions of commercial insurance patient accessed following services than the 
proportions of indigent, Medicaid and Medicare patient: diagnosis, inpatient, emergence center, pathology, 
pharmacy, radiation oncology, rehabilitation, and respiration care; There are higher average hospital charges for 
indigent, Medicaid and Medicare patient than commercial insurance and self-pay patient. 

> 5 years: There is greater proportion of commercial insurance patient than the proportions of indigent, Medicaid, 
Medicare and self-pay patient; there is greater proportion of Medicare patient than the proportion of indigent patient. 
There are greater proportions of commercial insurance patient accessed following services than the proportions of 
indigent, Medicaid and Medicare patient: diagnosis, pathology, pharmacy. There is higher average hospital charge 
for Medicaid patient than commercial and self-pay patient; there are higher average hospital charges of indigent and 
Medicare patient than self-pay patient. 

1523



A Practical Method for Predicting Frequent Use of Emergency Department 
Care Using Routinely Available Electronic Registration Data 

Jianmin Wu, PhD1, Huiping Xu, PhD1, John T. Finnell, MD, MS1,2, Shaun Grannis, MD, MS1,2, 
1Indiana University, Indianapolis, IN; 2Regenstrief Institute, Indianapolis, IN 

Abstract 
Practical and efficient methods for predicting future emergency department (ED) visits remain elusive. Using 
routinely collected registration data, we developed a multivariable logistic regression model to identify patients 
likely to frequently use ED services in the future. We observed a strong multivariate relationship between predictor 
variables present in routine registration data and frequent ED use. The model identifying patients who have 16 or 
more visits in two years showed excellent discrimination with an area under the curve (AUC) of 0.914. The adjusted 
positive predictive value for this model, which identifies patients having 6 or more visits, is 84.2%. These results 
suggest that using routinely collected registration data is technically feasible and the observed prediction accuracy 
may support identifying and intervening to reduce future ED visits. 

Introduction and Background 
Patients who frequently use ED services have been a target for both health care reformers and policy makers.  
However, practical and efficient methods for identifying such individuals remain elusive. Developing algorithms 
that accurately identify patients likely to frequent ED’s is a first step toward developing interventions in this cohort 
that may reduce pressure on the health care system by redirecting them to the optimal care location within the 
patient’s medical home. This study aims to use routinely collected registration data to predict patients who will visit 
ED’s with high frequency. 

Method 
Registration data were collected from the Indiana Public Health Emergency Surveillance System over three years, 
from 2008-2010. Patients with at least one ED visit in 2008 were selected for analysis, and those who died before 
January 1, 2009 or who had missing values in one or more covariates were excluded (<5%). The final sample size 
was 1,272,367 patients.  Independent variables measured in this cohort included age, sex, number of ED visits in 
2008, chief complaints, and distance between patients’ home and the ED. We developed a multivariable logistic 
regression model that classified patients into either infrequent or frequent future use categories. The model’s 
performance was assessed for discrimination with Receiver Operating Characteristic (ROC) curves. We further 
calculated the model’s sensitivity, specificity and positive predictive value (PPV). An “adjusted PPV” was 
calculated by adding patients who had >= 6 visits to the true positive population. 

Results 
Age, sex, number of previous admissions, travel distance, and a subset of chief complaints were all significant 
predictors. Considering the trade-offs between (a) identifying the maximal number of subjects who are truly 
frequent ED use patients and (b) minimizing subjects incorrectly flagged as frequent ED use patients, we aimed to 
balance the cost of incorrectly identifying frequent ED patients by setting the prediction model’s sensitivity at 25%. 
The results are summarized in table 1.  The model that defined frequent use patients as 16 or more visits in the 
subsequent two years showed the best discrimination, with an ROC area of 0.914.  The adjusted PPV for this model, 
which predicts patients having 6 or more visits, is 84.2%. 

 

Conclusion 
We demonstrate a strong multivariate relationship between predictor variables present in routine registration data 
and frequent ED use. This analysis suggests that it is technically feasible to use routinely collected registration data 
to identify such use, and the model's observed prediction accuracy may support identifying and intervening to ensure 
care is delivered in the optimal care location within the patient’s medical home. 

Table 1: Performance characteristics for the model identifying frequent ED users at varying visit frequencies 
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Evaluating Congruence Between Laboratory LOINC Value Sets for Quality 
Measures, Public Health Reporting, and Mapping Common Tests  

Jianmin Wu, PhD1,2, John T. Finnell, MD, MSc1,2,3, Daniel J. Vreeman, PT, DPT, MSc2,3  

1 Regenstrief Institute, Inc., 2Indiana University School of Informatics and Computing, 
3Indiana University School of Medicine, Indianapolis, IN 

Abstract 

Laboratory test results are important for secondary data uses like quality measures and public health reporting, but 
mapping local laboratory codes to LOINC is a challenge. We evaluated the congruence between laboratory LOINC 
value sets for quality measures, public health reporting, and mapping common tests. We found a modest proportion 
of the LOINC codes from the Value Set Authority Center (VSAC) were present in the LOINC Top 2000 Results 
(16%) and the Reportable Condition Mapping Table (52%), and only 25 terms (3%) were shared with the Notifiable 
Condition Detector Top 129. More than a third of the VSAC Quality LOINCs were unique to that value set. A 
relatively small proportion of the VSAC Quality LOINCs were used by our hospital laboratories. Our results 
illustrate how mapping based only on test frequency might hinder these secondary uses of laboratory test results. 
 
Introduction 
 
Clinical quality measures are essential tools for healthcare improvement that quantify gaps between the status quo of 
clinical care and an evidence-based standard of better care.1 Despite many advantages, quality measurement is often 
hindered by two critical barriers. First, patient data is often fragmented across many systems, providers, formats, and 
media (e.g. paper and electronic). Second, the process of measurement is often laborious and costly. Electronic 
health records (EHRs) have the potential to greatly improve quality measurement and other important secondary 
uses of clinical data in EHRs.1,3 Beyond their use in clinical care, core data elements like laboratory results can also 
be leveraged for reporting to public health agencies, populating disease registries, and clinical research. Yet, the 
widespread reliance on idiosyncratic local codes and other variations of how patient-level data elements are recorded 
in EHRs present challenges to reaping these benefits of secondary data use.2-4 

 
Mapping local laboratory test codes to the LOINC® vocabulary standard enables semantic interoperability in data 
sharing and aggregation across systems.5 LOINC has been adopted in many contexts worldwide, including as the 
vocabulary standard in the Centers for Medicare and Medicaid Services (CMS) the EHR “meaningful use” incentive 
program within the United States. The meaningful use Stage 2 regulations adopted LOINC for reporting laboratory 
test results, exchanging medical record summaries, and sending data to cancer registries and public health agencies, 
and in clinical quality measures.6,7, However, the work of mapping each local laboratory code to LOINC is a 
formidable challenge because it is a complex and resource-intensive process.8,9  
 
Two kinds of value sets, a collection of vocabulary concepts assembled for a specific purpose10, can facilitate reuse 
of clinical data coded with standards. First, value sets based on frequently used concepts can help organizations 
mitigate the burden and cost of mapping local concepts to standards by focusing on the most common concepts first. 
Second, value sets designed to contain any possible concept meeting a defined purpose can help automate rule-based 
processing across concepts of different granularity and data format.  
 
Frequency based value sets of laboratory tests have been described for clinical laboratory result reporting and 
ordering. In contrast, quality measurement and public health reporting in the U.S. are both facilitated by laboratory 
test value sets developed from a more all-inclusive approach. For example, a value set containing any test (no matter 
how rare) used to detect a chlamydia trachomatis infection might be used to evaluate performance quality measure 
for sexually active young women or for reporting to public health agencies.  
 
We are interested in understanding the implications of using a frequency based mapping approach for laboratory 
tests on downstream secondary uses.  
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Background 
 
Frequency-based value sets 
 
Vreeman et al11 demonstrated that a relatively small subset of laboratory test codes account for the vast majority of 
the result volume seen in a typical healthcare system; as few as 80 codes account for 80% of the volume. Based on 
these findings, the Regenstrief Institute and the National Library of Medicine (NLM) developed an empirically 
derived list of the 2,017 most commonly reported LOINC codes (hereafter called the “LOINC Top 2000 Results”).12 
The LOINC Top 2000 Results covers 98% of the result volume from three large institutions that had mapped all of 
their local laboratory codes to LOINC. Regenstrief and NLM also produced a “Mappers’ Guide” for the LOINC Top 
2000 Results with descriptive advice about how to choose the most appropriate codes. Thus, the LOINC Top 2000 
Results represent a much more tractable target than the 48,218 laboratory LOINC codes in the current release (June, 
2013). Indeed, the Final Rule for meaningful use Stage 2 referenced the LOINC Top 2000 Mappers’ Guide and 
stated “this scope for testing and certification will help aid EHR technology developers and focus development 
efforts toward these top 2000+ codes first.”6  
 
Regenstrief and NLM have also developed a set of LOINC Common Lab Orders13 (hereafter called the “LOINC 
Top 300 Orders”) that covers more than 95% of the lab test orders in the U.S. The LOINC Top 300 Orders contains 
many laboratory panels (or batteries) such as the complete blood count that are ordered as one item but produce 
many individual results. Early conversations about Stage 3 meaningful use have discussed requiring standardized 
laboratory order interfaces as a possible EHR certification criteria.14 

 
All-inclusive value sets 
 
In contrast to an empirically-derived list of commonly reported lab tests, the secondary use cases of quality 
measurement and public health reporting are facilitated by lists of LOINC codes built from a more “all inclusive” 
approach. To support public health reporting, the Centers for Disease Control and Prevention (CDC) produced the 
Reportable Condition Mapping Table (RCMT),15 which contains linkages from LOINC coded laboratory tests with 
particular SNOMED CT coded result values to specific reportable conditions. The RCMT can serve as a valuable 
filter for identifying which laboratory results should be sent to public health. The approach in the RCMT is to list all 
of the possible LOINC codes (however rare) associated with a particular reportable condition so that as many cases 
are detected as possible. For example, the RCMT lists 212 LOINC codes associated with HIV, of which only 33 are 
in the LOINC Top 2000 Results.  
 
Similarly, to support quality measure reporting, the NLM has developed the Value Set Authority Center (VSAC)16 
in collaboration with the Office of the National Coordinator for Health Information Technology and the CMS.17 The 
“value sets” contained in the VSAC are lists of specific terms derived from single or multiple standard vocabularies 
that define clinical concepts (e.g. patients with diabetes, clinical visit, reportable diseases) used in clinical quality 
measures. A primary purpose of the value sets currently represented in the VSAC is to support the 2014 Clinical 
Quality Measures defined in the meaningful use regulations. Like the RCMT, the general approach that measure 
developers use in constructing these value sets were to list all of the possible codes (however rare) associated with 
the defined clinical concept. For example, the VSAC contains a value set for CD4+ count that lists 5 LOINC codes 
for this test, of which only 2 are in the LOINC Top 2000 Results. 
 
Interactions between frequency-based and all-inclusive value sets for overlapping purposes 
 
Gamache et al18 evaluated how a “selective mapping” approach focused only on the tests in the LOINC Top 2000 
Results could impact automated laboratory reporting to public health. This study used laboratory data from a large 
health information exchange with an automated electronic lab reporting system called the Notifiable Condition 
Detector (NCD). The NCD leverages an “all-inclusive” mapping table similar to the RCMT that links laboratory 
tests and result values to conditions reportable to public health. In this study, the researchers found that mapping all 
of the codes in the LOINC Top 2000 Results accounted for 65.3% of the reportable condition volume. As a 
corollary, mapping only the codes in the LOINC Top 2000 Results would cause the NCD to miss about a third of the 
cases it currently detects. The researchers then quantified the laboratory tests leading to a reported condition from a 
frequency-based approach, and found that the 129 most frequent LOINC codes covered 98% of the reportable 
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condition volume (hereafter called the NCD Top 129). Moreover, not all of the codes in the NCD Top 129 were 
present in the LOINC Top 2000 Results. 
 
In the Vreeman et al11 study that provided rationale for selectively mapping based on frequency, the authors noted 
that some unmapped observations would likely be rare elements of commonly reported panels (e.g. complete blood 
count). They suggested that these test results and other high priority use cases could be used to augment the 
frequency-based mapping approach. We hypothesized that the laboratory LOINC codes used in quality measure 
definitions would be somewhat unique. We also recognize both the challenges with mapping local laboratory codes 
to LOINC and the importance of secondary uses and practical approaches.  
 
Thus, we sought to characterize the overlap between the value sets of laboratory LOINC codes for common tests, 
public health reporting, and quality measurement. Specifically, this study compares the laboratory LOINC codes 
identified in the VSAC for 2014 Clinical Quality Measures with the LOINC Top 2000 Results, the RCMT, the NCD 
Top 129, and the LOINC Top 300 Orders. We also describe the LOINC codes in use by 5 institutions in an 
operational health information exchange with a combined collection of these value sets.  
 
Methods 
 
We obtained the most recent versions of the five value sets used in this study by the following methods. To collect 
the laboratory LOINC codes in the VSAC for 2014 Clinical Quality measures, we used the VSAC website -
(https://vsac.nlm.nih.gov) with the filter “Laboratory Test” within “Quality Data Model Category”. On March 11, 
2013 we downloaded all of the laboratory test-related sets that identified LOINC as the code system. The VSAC 
contains many laboratory test “categories” containing one or more LOINC codes. For example, the category CD4+ 
Count contains five LOINC codes representing different ways that measurement is performed. For the purpose of 
this paper, we will refer to the entire collection of laboratory LOINC codes from the VSAC as the “VSAC Quality 
LOINCs”. In this way, the VSAC Quality LOINCs is a value set made up of many smaller value sets. 
 
We downloaded the most recent versions of the LOINC Top 2000 Results (US Version 1.1, June 30, 2012) and the 
LOINC Top 300 Orders (Version 1.2, June 03, 2011) from the LOINC website (http://loinc.org). The LOINC Top 
300 Orders includes both orderable single tests (e.g. Glucose [Mass/volume] in Blood) and 49 panels (e.g. the 
“Comprehensive metabolic 2000 panel in Serum or Plasma”). Because we supported the idea of mapping all the 
child elements of common lab panels, we added to the LOINC Top 300 all of the child elements (e.g. BUN, 
creatinine, etc) of the panels it contained. This process added an additional 305 LOINC codes and thus we will 
subsequently refer to this expanded value set as the “LOINC Top 300 Orders - Enhanced”.  We downloaded the 
latest version (Version 4, October 15, 2012) of the RCMT from the PHIN Vocabulary Access and Distribution 
System website (https://phinvads.cdc.gov). The RCMT contained 6,822 LOINC codes, of which 6,717 were unique. 
We used the 6,717 unique codes in all analyses. By request, we received the list of LOINC codes from the authors of 
the Gamache et al18 study to form the NCD Top 129 value set.  
 
To evaluate the implications of selective LOINC Mapping on electronic clinical quality measures, we compared the 
VSAC Quality LOINCs to codes in LOINC Top 2000 Results, the LOINC Top 300 Orders - Enhanced, the NCD 
Top 129, and the RCMT. We determined the number of LOINC codes that were unique and shared among each of 
these value sets.   
 
To characterize how a typical hospital-associated laboratory’s codes relate to these secondary use subsets, we 
extracted all of the LOINC codes used by each institution from the Vreeman et al11 study of laboratory result 
reporting in the Indiana Network for Patient Care (INPC). These five institutions represent autonomous and 
competing health care systems, which together provide the vast majority of acute medical care in the greater 
Indianapolis area. Two of the hospitals from these systems use a regional referral laboratory to provide laboratory 
testing, thus there are only four distinct local code sets. As part of their participation in the INPC, Regenstrief has 
mapped all of their local laboratory test codes to a common master dictionary based on LOINC. The INPC 
laboratory results for these institutions contain data originating from both the inpatient and outpatient setting and 
from point-of-care tests when they are reported through the laboratory. 
 
To illustrate a more comprehensive value set as a mapping target, we then constructed an über lab LOINC value set 
containing all of the codes from the most recent versions of the LOINC Top 2000 Results, the LOINC Top 300 
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Figure 2 Analysis of the 12 panel codes in VSAC 
Quality LOINCs (814). 

Figure 2  Venn diagram showing the LOINC codes 
relationship between A. LOINC Top2000 (2,017), B. 
VSAC Quality LOINCs (814), and C. RCMT (6,717). 

Orders - Enhanced, the NCD Top 129, and the VSAC Quality LOINCs. For the purpose of this paper, we will refer 
to the amalgamated collection of LOINC codes from these value sets as the “Best of LOINC”. We then compared 
the LOINC codes used by the four INPC laboratories with the set of codes in the Best of LOINC and the VSAC 
Quality LOINCs alone. 
 
Results 
 
The VSAC Quality LOINCs included 42 laboratory test categories 
and 39 of them use LOINC as the code system. In total, there were 
815 unique observation codes in this value set. The test category 
‘BMI LOINC calculation’ used one LOINC code for a body mass 
index measurement. Because body mass index is not a regular lab 
test, we excluded it from our set. Thus, the final collection of 
VSAC Quality LOINCs has 814 unique codes. Figure 1 shows the 
Venn diagram of unique LOINC codes for the LOINC Top 2000 
Results, VSAC Quality LOINCs, and RCMT. Of the 814 unique 
value set codes, 133 (16.3%) were included in the LOINC Top 
2000 Results, and 681 (83.7%) were not included in the LOINC 
Top 2000 Results. We also examined the distribution of VSAC 
Quality LOINCs in RCMT and found 427 (52.5%) VSAC Quality 
LOINC codes were included in RCMT. Notably, 304 (37.3%) 
codes were only present in the VSAC Quality LOINCs set and 50 
(6.1%) LOINC codes were shared by all three subgroups. 
 
As shown in Figure 2, there were 12 LOINC codes in the VSAC 
Quality LOINCs that were for laboratory panels, which by rule were 
not included in the LOINC Top 2000 Results because they are not 
result codes. In the format of the quality measure definitions, the 
VSAC Quality LOINCs did not include all of the child elements of 
these panels. We analyzed the contents of these panels by retrieving 
the child elements of the panels directly from the most recent 
version of the LOINC terminology. The 12 panels contained 82 
child result codes, of which 24 (29%) were included elsewhere in 
the VSAC Quality LOINCs and 37 (45%) were included in the 
LOINC Top 2000 Results. 
 
We also compared the codes in the VSAC Quality LOINCs by 
category with those contained in the LOINC Top 2000 Results, 
LOINC Top 300 Orders - Enhanced, NCD Top 129, and the RCMT. 

Table 1 shows the distribution of the codes of VSAC Quality 
LOINCs shared among these value sets by laboratory test category.  
 
Of the 133 unique codes shared by VSAC Quality LOINCs and the LOINC Top 2000 Results, the lab test categories 
for pregnancy and sexually transmitted infection shared the most codes. Interestingly, codes for common test 
categories from like Measles Antigen Test and Varicella Zoster Antigen Test had no tests shared among the other 
value sets. In this case, the VSAC Quality LOINCs contained only titer measurements whereas the LOINC Top 
2000 Results contained these antigen tests reported as ordinal values (e.g. positive/negative). 
 
Although the LOINC Top 300 Orders - Enhanced only contains 67 codes of the VSAC Quality LOINCs, most of the 
test categories were covered by this set. Test categories that were not covered included some of the antigen tests and 
Computed Value INR percent TTR. The NCD Top 129 contained the smallest number of VSAC Quality LOINCs 
codes. Eleven (44%) of the 25 shared codes were associated with Lab Tests for Sexually Transmitted Infections. Of 
the 6,717 codes in RCMT, 427 codes were included the VSAC Quality LOINCs. More than half of the shared codes 
were related to Chlamydia Screening and one fourth of them were assigned to Lab Tests for Sexually Transmitted 
Infections. In contrast to other value sets, the shared codes between RCMT and VSAC Quality   
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Table 1. Distribution of the VSAC Quality LOINCs in the LOINC Top 2000 Results, LOINC Top 300 Orders - 
Enhanced, NCD Top 129, and RCMT.* 

VSAC Test Category VSAC Quality LOINCs Unique VSAC Quality LOINCs also present in 

Total 
(n) 

Unique 
(n) 

 Top 2000 Results 
(n) 

Top 300 Orders Enhanced 
(n) 

NCD Top 129 
(n) 

RCMT 
(n) 

CD4+ Count 5 5  2 1 1   

CD4+ Percentage 7 7  1 1 1   

Chlamydia Screening 218 218  10 5 5 218 

Complete Lipid Panel 2 2    2     

Computed Value INR percent TTR 1 1          

Fecal Occult Blood Test 15 15  7 2     

Gleason Score 1 1          

Group A Streptococcus 13 13  4 2   13 

HIV Viral Load 7 7  2 1 1 6 

HbA1c Laboratory Test 3 3  2 2   3 

Hepatitis A Antigen Test 6 6  3   2 6 

Hepatitis B Antigen Test 2 2        2 

High Density Lipoprotein 3 
3 

 
1 1     

HDL-C Laboratory Test 1  

Hospital Measures: HIV Test 12 12  1     9 

Hospital Measures: Neutrophil Count 42 42  9       

INR 5 5  2 1     

LDL Code 9 

9 

 

3 2     
LDL Test 9  

LDL-c Laboratory Test 3  

LDL-c 6  

Lab Tests for Sexually Transmitted 
Infections 

211 211 
 

28 12 11 105 

HBsAg 10 

99 

 

29 18 3 9 Lab Tests During Pregnancy 59  

Pregnancy Test 32  

Measles Antigen Test 13 13        13 

Microalbumin Test 53 
61 

 
11 11     

Macroalbumin Test 10  

Mumps Antigen Test 19 19  2 1 1 19 

Pap Test 10 10  6       

Platelet Count 8 8  2 2     

Prostate Specific Antigen Test 12 12  5 1     

Rubella Antigen Test 9 9  1     9 

Total Cholesterol 2 
2 

 
1 1     

Total Cholesterol Lab Test 1  

Triglycerides 4 
4 

 
1  1     

Triglycerides Laboratory Test 2  

Varicella Zoster Antigen Test 15 15        15 

Total 840 814 133 67 25 427 

* Shaded rows are VSAC Test Categories that shared LOINC codes. After condensing these categories, only unique LOINC codes were counted 
in other value sets. 
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LOINCs covered most of the antigen test categories. Of note, the VSAC Quality LOINCs codes for Computed 
Value INR percent TTR and Gleason Score test were not presented in any of the four value sets.    
 
Our Best of LOINC collection contained 2,852 codes. Of these, 11 codes have a status of deprecated (retired) and 14 
have a status of discouraged (concept is not recommended for current use) in the current LOINC release (version 
2.44, June 2013). The RCMT was the main source of deprecated and discouraged codes. Table 2 shows the LOINC 
codes used by the four INPC laboratories and shared by the Best of LOINC and the VSAC Quality LOINCs. 
Overall, 37% to 58% of the LOINC codes in each INPC laboratory’s code set were present in the Best of LOINC, 
and 33% to 42% of all the codes in the Best of LOINC were present in LOINC codes used by the INPC laboratories. 
We found that 9% to 13% of codes in the VSAC Quality LOINCs were used by the INPC laboratories, and 3% to 
5% of the LOINC codes in the laboratories’ entire catalog were present in the VSAC Quality LOINCs. 
 
Table 2. LOINC codes used by four INPC laboratories and present in the Best of LOINC and VSAC Quality LOINCs. 
 

Laboratory LOINC codes used locally Proportion of locally used LOINC 
codes in value set 

Proportion of entire value set used locally 

  
(n) 

Best of LOINC 
(%) 

VSAC 
(%)

 Best of LOINC 
(%) 

VSAC 
(%) 

Institution A 3233 37 3  42 13 

Institution B 2180 46 3  35 9 

Institution C 1631 58 5  33 10 

Regional Lab 2132 50 4  37 9 

 

Discussion 
Overall, a modest proportion of the VSAC Quality LOINCs were present in the LOINC Top 2000 Results (16%) 
and the RCMT (52%), and only 25 terms (3%) were shared with the NCD Top 129. More than a third of the VSAC 
Quality LOINCs (304) were unique to that value set. A relatively small proportion of the VSAC Quality LOINCs 
were in use at our sample INPC laboratories. Only 9% to 13% of codes in the VSAC Quality LOINCs were used by 
the INPC laboratories, and 3% to 5% of the LOINC codes in the laboratories’ entire catalog were present in the 
VSAC Quality LOINCs. Like Gamache et al18, our findings highlight how the “all inclusive” value sets for 
secondary uses such as quality measure definitions and public health reporting differ from the frequency-based value 
sets that facilitate mapping. Our results illustrate how mapping based only on test frequency might hinder these 
important secondary uses of laboratory test results. 
 
We created the Best of LOINC value set as an example of balancing multiple perspectives and uses of laboratory 
data. As a target for mapping, the 2,827 active LOINC codes in the Best of LOINC are a far less daunting value set 
than all 45,963 active laboratory codes in the current version of LOINC. We found that 33% to 42% of codes in the 
Best of LOINC were used by our sample INPC laboratories, and that 37% to 58% of all the codes used by these 
laboratories were present in the Best of LOINC. Because about half of the tests in a typical laboratory catalog were 
contained in the Best of LOINC value set, this could be used as an effective target for narrowing the mapping focus 
when resources are constrained. Prioritizing the mapping effort based on important use cases (both primary and 
secondary) may help us standardize the data most likely to be reused more quickly. 
 
Panel codes were not exhaustively included in the quality measure definitions found in the VSAC. For example, the 
collection of LOINC codes for macroalbumin tests included seven urinalysis panel LOINC codes (and two albumin 
test measurement codes). In contrast, the collection of LOINC codes for Lab Tests During Pregnancy included many 
of the individual test codes (such as 22 different Alpha-1-Fetoprotein measurements), but did not include any of the 
maternal screening panels that are how some of these tests are commonly ordered. We recognize that there are 
special challenges to the standardization of laboratory panels and that many fewer organizations are mapping their 
panel codes to LOINC than are mapping their result codes to LOINC. A mismatch in how a quality measure value 
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set is created and the codes present in local systems has the potential to negatively impact reports of performance. 
The consensus based process that accompanied development of the LOINC Top 300 Orders13 helped drive 
convergence around the contents of common panels and whether certain elements were required or optional. As 
Grannis and Vreeman have noted20, successful maintenance of value sets requires a coordinated process among 
many stakeholders, including standards development organizations. 
 
One important limitation of our present study is that we did not conduct a frequency-based analysis of the VSAC 
Quality LOINCs. Such an analysis was not possible at the time of this study because we did not have access to an 
electronic system that had fully implemented all 93 of the 2014 meaningful use quality measures. We hypothesize 
that such an analysis would show a cumulative distribution Pareto pattern, similar to prior studies of clinical 
laboratory results reporting11 and notifiable condition reporting to public health.18 The 814 VSAC Quality LOINCs 
are not as large a set as the 6,717 LOINC codes in the RCMT, but we expect the number of LOINC codes to grow as 
additional quality measures are represented with electronic definitions. Over time, such a frequency-based approach 
may become more important. Another limitation is that we did not systematically evaluate the appropriateness of the 
LOINCs contained in the VSAC. Such an analysis was beyond the scope of this study, but could help better 
understand the lack of congruence we observed between the value sets. 
 
We support the idea that a comprehensive mapping of local laboratory codes to LOINC would greatly enhance our 
capacity for important secondary uses like quality measurement and public health reporting. Yet, for too long the 
costs and challenges in mapping have hindered our ability to share and aggregate data. We are particularly excited 
about the growing interest from the in vitro diagnostic testing industry to provide LOINC codes for their tests 
directly to their customers and out of their instrument interfaces.21 Standardization at the source would drastically 
reduce the mapping burden and provide tremendous downstream efficiencies. Meanwhile, rather than let the 
“perfect” state of complete standardization be the enemy of the “good” that can be accomplished with a narrowed 
scope of standardized common tests, we also see tremendous value in frequency-based approaches. A combined 
approach such as our Best of LOINC value set may provide a helpful step that balances several important uses of 
laboratory data. 
 

Conclusion 
Both frequency-based and all-inclusive value sets can help us reap the potential benefits of health information 
technology operating on standardized clinical data. Our results highlight that the “all inclusive” value sets for 
secondary uses such as quality measure definitions and public health reporting have only modest overlap with the 
frequency-based value sets that facilitate mapping.. More than a third of the codes in the VSAC Quality Measures 
were not found in the value sets of common tests or public health reporting. At the same time, relatively few of the 
laboratory test codes from the VSAC Quality Measures were found in the test catalogs from laboratories in the 
INPC. This suggests that a particular institution implementing an electronic quality measure would not use many of 
the codes contained in its definition. Recognizing both the challenges with mapping local laboratory codes to 
LOINC and the importance of secondary uses and practical approaches, a combined approach such as our Best of 
LOINC value set may help move more quickly towards our vision of  “collect once, use many”.22   
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Abstract 

To address the health literacy and readability issue, 
Consumer Health Vocabulary (CHV) is developed. 
This preliminary study identified a list of medical 
terms in dental hygiene clinic which can be 
translated into different CHV terms.  The evaluation 
verified that CHV revised forms had consumer 
friendly display (CFD).    

Introduction 

In clinic, patients fill in medical/dental history 
forms, review treatment plans, and receive patients’ 
instructions.  Most of time, lay persons may not have 
chances to ask for clarification when confusion is 
detected. There are more public-oriented media such 
as brochures and pamphlets, where many people 
obtain their oral health information. Consumers have 
difficulty comprehending medical or dental jargon in 
those printed documents. To address the health 
literacy and readability issue, researchers hope to 
systematically identify alternative words or phrases 
that consumers are likely to use, recognize, and 
understand.  Consumer Health Vocabulary (CHV) is 
developed and designed to complement Unified 
Medical Language System (UMLS).  This study is to 
explore possibility of introducing CHVs into dental 
hygiene clinic.  
   

Methods 

Clinical documents, such as, medical/dental history, 
treatment plan, patient instructions, etc., in dental 
hygiene clinic were collected at Milwaukee Area 
Technology College (MATC). A list of key terms 
currently used in those clinical documents was 
generated. Using open-access and collaborative 
(OAC) consumer health vocabulary (CHV)1, we 
identified CHV terms for those key terms and 
replaced them in clinic documents.  A preliminary 
evaluation study was conducted to compare two 
versions of clinic document formats. 

Results 

In this study, 35 terms used in dental hygiene 
clinical documents were analyzed. CHV expressions 
of 25 words are exactly the same and 10 words have 
different CHV terms (see Table 1).   

N
o. 

Terms used in 
DH Clinic 

CHV 

1 Scaling skin peeling 
2 Heart Murmur Heart Problem 
3 Thyroid 

Disorder 
Thyroid Disease 

4 Diminish Decreased 
5 Swell swelling due to excess fluid  
6 Inflam Inflammatory 
7 Anesthetic drugs causing loss of 

sensation 
8 Seizure 

Disorder 
Epilepsy 

9 Analgesic pain relieving drugs 
10 Chemotherapy drug therapy 

Table 1. Examples of CHVs for vocabularies used in 
dental hygiene clinic  

A simple survey was conducted among ten lay users.  
Seven persons prefer the CHV revised format and 
two participants think there are no difference and 
one person likes the original format.  After the 
interviews with dental hygienists, we found that the 
CHV translation of “Scaling” as “skin peeling” is not 
appropriated. Scaling in dental hygiene refer to 
“calculus peeling”.  

Discussions and Conclusion 

While medical/dental records and patient education 
materials are becoming available to patients, they 
frequently contain jargon.  This preliminary study 
identified a list of medical terms in dental hygiene 
clinic which can be translated into different CHV 
terms.  The evaluation study verified that CHV 
revised forms had consumer friendly display (CFD), 
which help patients understand the terms. This study 
is to increase awareness of the current CHV research 
results and introduce them into dental hygiene clinic.  
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Abstract 

The goal of this study was to demonstrate that information theory could be used to prioritize 
mammographic features to efficiently stratify the risk of breast cancer. We compared two approaches, Single-
dimensional Mutual Information (SMI), which ranks features based on mutual information of features with 
outcomes without considering dependency of other features, and Multidimensional Mutual Information (MMI), 
which ranks features by considering dependency. To evaluate these approaches, we calculated area under the ROC 
curve for Bayesian networks trained and tested on features ranked by each approach. We found that both approaches 
were able to stratify mammograms by risk, but MMI required fewer features (ten vs. thirteen).  MMI-based rankings 
may have greater clinical utility; a smaller set of features allows radiologists to focus on those findings with the 
highest yield and in the future may help improve mammography workflow. 

 

Introduction 

Mammography is the most widely used imaging modality for breast cancer diagnosis. The efficacy of 
mammography depends on radiologists' interpretative skills and integration of mammographic features into accurate 
assessments. The Breast Imaging Reporting and Data System (BI-RADS) lexicon standardized the terminology used 
to describe mammographic features for estimating the risk of breast cancer and making management 
recommendations1-3. However, BI-RADS does not make explicit recommendation as to which features should be 
prioritized in risk assessment and decision making 4. The absence of a priority recommendation presents an 
opportunity to develop feature ranking algorithms to aid radiologists in gaining the knowledge of these features and 
choosing the most informative variables for accurate and efficient diagnosis.  Radiologists in a busy practice would 
likely benefit from understanding the highest yield (most predictive) features in order to focus their attention in the 
most accurate and efficient manner.  

Mutual information analysis has been widely used to rank features by quantifying the information that each 
feature provides for estimating the outcomes of interest 5, 6. Prior studies have explored mutual information to 
identify diagnostically important mammographic features7-9. However, these studies selected only the top-ranked 
features without considering dependency among features. The simple method of selecting the best individual 
features may fail to efficiently select the most informative group of mammographic features for breast cancer 
diagnosis due to the fact that the best two individual features are not always the two best 10-12. In contrast, 
multidimensional mutual information analysis includes dependency in ranking for feature selection13-17. 
Investigators have used multidimensional mutual information analysis to rank features from a mixture of  
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mammographic features and some image processing  features such as gray level or texture values extracted from 
mammograms 18. In this study, we aim to rank mammographic features exclusively for selecting the most 
informative features. We use mutual information analysis and Bayesian reasoning by considering dependency 
among features to inform decision makers which features would be most valuable in the diagnosis of breast cancer.  

Materials and methods 

The institutional review board of the University of Wisconsin Hospital and Clinics (UWHC) exempted this 
Health Insurance Portability and Accountability Act-compliant (HIPAA) compliant retrospective study from 
requiring informed consent. 

 
Subjects  

 
We collected data for consecutive mammography findings observed at UWHC between Oct 1, 2005 and 

Dec. 30, 2008. The database consisted of 9,986 mammographic findings for 6,440 patients. The mean age of the 
patient population was 53.43 years ± 12.74 (standard deviation).  Demographic risk factors (age, personal history of 
breast cancer, family history of breast cancer, use of hormone replacement therapy, and a personal history of breast 
surgery) and mammographic features were described according to BI-RADS lexicon, and were prospectively 
catalogued by using a structured reporting system (PenRad Technologies, Inc., Buffalo, MN).  Demographic risk 
factors were recorded by technologists; mammographic features were entered by radiologists. Eight radiologists 
interpreted the mammograms. All of them have 7-30 years of experience interpreting mammography, and meet the 
standards of the Mammography Quality Standards Act (MQSA) as qualified physicians in interpreting 
mammograms. The outcomes of interpretation were checked against MQSA audit requirements as well as national 
benchmarks19, 20. 

 
Features and the outcome of interest 

 
In this study, we ranked mammographic features in the most clinically relevant manner possible. 

Specifically, we included demographic risk factors, which were typically available in clinical practice, in this 
experiment to take into account their effects on the rankings of mammographic features. As a result, the set of 
feature variables in the experiment consisted of five demographic risk factors (age, personal history of breast cancer, 
family history of breast cancer, hormone replacement therapy, and the personal history of breast surgery) and 27 
variables of mammographic features (Table 1).  We also included breast composition in the experiment since it is an 
important feature variable that confers breast cancer risk21-24. In the following context, we use mammographic 
features to stand for those 33 feature variables without differentiation between demographic risk factors and 
variables of mammographic features.    

 
We matched mammography finding reports with the cancer registry at our institution’s Comprehensive 

Cancer Center, which served as the reference standard. The cancer registry achieves high collection accuracy 
because the reporting of all cancers is mandated by state law and checked using nationally approved protocols 25. 
We considered a finding “malignant” if it was matched with a registry report of ductal carcinoma in situ or any 
invasive carcinoma. All other findings shown to be benign with biopsy or without a registry match within 365 days 
after the mammogram were considered “benign”. Our study used the finding’s status (malignant or benign) as the 
outcome.  
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Table 1 Feature Variables Used in Our Study 

Feature Variable Instances 

Age <46, 46-50, 51-55, 56-60, 61-65, >65 

Personal history of breast cancer  Yes, no 

Family history of breast cancer * None, minor, major 

Surgery history of breast cancer  Yes, no 

Hormone replacement therapy  Yes, no  

Breast composition ** 1, 2, 3, 4 

Mass shape Oval, round, lobular, irregular, missing 

Mass stability Decreasing, stable, increasing, missing 

Mass margin Circumscribed, ill defined, microlobulated, speculated 

Mass density Fat, low, equal, high, missing 

Mass size None, small (<3 cm), large (>3 cm) 

Lymph node Present, not present 

Asymmetric density Present, not present 

Tubular density Present, not present 

Skin retraction Present, not present 

Nipple retraction Present, not present 

Skin thickening Present, not present 

Trabecular thickening Present, not present 

Skin lesion Present, not present 

Axillary adenopathy Present, not present 

Architectural distortion Present, not present 

Calcifications  

Popcorn Present, not present 

Milk of calcium Present, not present 

Rod-like Present, not present 

Eggshell Present, not present 

Dystrophic Present, not present 

Lucent Present, not present 

Dermal Present, not present 

Round Scattered, regional, clustered, segmental, linear ductal 

Punctate Scattered, regional, clustered, segmental, linear ductal 

Amorphous Scattered, regional, clustered, segmental, linear ductal 

Pleomorphic  Scattered, regional, clustered, segmental, linear ductal 

Fine linear Scattered, regional, clustered, segmental, linear ductal 

*minor = non-first-degree family member(s) with a diagnosis of breast cancer, major = one or more first-degree 
family member(s) with a diagnosis of breast cancer. 

**1 = predominantly fatty, 2 = scattered fibroglandular, 3 = heterogeneously dense, 4 = extremely dense. 
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Mutual information  

 
Originating from Shannon’s information theory 6, mutual information (MI) of a variable v1 with respect to 

the other variable v2 is defined as the amount by which the uncertainty of v1 is decreased with the knowledge that v2 
provides. The initial uncertainty of v1 is quantified by entropy H(v1). The average uncertainty of v1 given knowledge 
of v2 is conditional entropy H(v1|v2). The difference between initial entropy and conditional entropy represents 
therefore MI of v1 with respect to v2. MI is defined as follows: 

MI(𝑣1;𝑣2) = 𝐻(𝑣1) − 𝐻(𝑣1|𝑣2) = ��𝑝(𝑣1, 𝑣2)𝑙𝑜𝑔
𝑝(𝑣1, 𝑣2)
𝑝(𝑣1)𝑝(𝑣2)

𝑣1𝑣2

 

where p (v1) and p (v2) are the marginal probability of v1 and v2, and p(v1, v2) is their joint probability. 
 
In the following context, we use MI(x1; x2) to stand for the information value that one mammographic 

feature x1 provided for estimating the other mammographic feature x2. We use single-dimensional mutual 
information SMI(x; y) to denote the information that one mammographic feature x provided for estimating the 
outcome y. SMI does not take into account dependency among features.  

 
We use multidimensional mutual information MMI(x; y) to denote the information that one mammographic 

feature x provides for estimating the outcome y when dependency with other mammographic features is considered. 
We assess MMI by an algorithm that minimizes Redundancy among features while Maximizing Relevance to the 
outcome (mRMR)13-16, 26. “Redundancy” is related to MI of features with each other, and “relevance” is defined as 
SMI of features with the outcome. Specifically, in this study, we use the following algorithm to  rank most important 
mammographic features 26. 

1) We calculate SMI associated with each feature as relevance.  
2) We compute MI between any pair of features for quantifying redundancy.  
3) We choose the feature with the highest SMI as the most important one.  
4) We select subsequent important features sequentially, such that each feature simultaneously 

maximizes its SMI and minimizes MI between the feature of interest and already selected 
features. Specifically, we choose the next most important mammographic feature xi, i = 2, 3, 4, 
···, that maximizes 

SMI(𝑥𝑖;  𝑦) −�
SMI�𝑥𝑗;  𝑦�
𝐻�𝑥𝑗�𝑗<𝑖

MI(𝑥𝑖; 𝑥𝑗) 

     where H(x) represents the entropy of x. The feature xj is one of important features selected 

ahead of xi and y is the outcome. The computational complexity of this search method is 
O(n2). 

 
Study design and statistical analysis 
 

To calculate SMI of a feature with respect to the outcome, we first constructed a joint probability table of 
the feature and the outcome from our database.  After we derived the probability of the outcome and the conditional 
probability of the outcome given the feature from the joint probability table, we calculated the corresponding 
entropy of the outcome and conditional entropy. We obtained SMI of each feature with respect to the outcome, and 
ranked all features according to SMI values.  

 
To evaluate rankings according to SMI, we first defined feature sets by sequentially selecting the most 

informative features, one by one, in order of SMI values. Then, using 10-fold cross-validation, we trained and tested 
Bayesian networks (BN) using a tree augmented naïve Bayes algorithm on the set of sequentially selected features in 
Weka (Weka, version 3.6.4; University of Waikato, Hamilton, New Zealand) 27.  We chose a BN as our prediction 
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method since it has a clear semantic interpretation of model parameters 28. We constructed a receiver operating 
characteristic (ROC) curve based on estimated probabilities from the BN, and obtained the area under the ROC 
curve (AUC) as a measure of overall discriminating performance. We found the maximum value of AUC in this 
process. We compared AUC of different sets of features with the maximum AUC by using the DeLong method 29, 
implemented in MATLAB software (MathWorks, Natick, MA). We used a P-value of .05 as the threshold for 
statistical significance testing to determine the difference between two AUC values. We also used “parsimony” to 
describe the performance of ranking approaches. We define parsimony here as the smallest number of the features 
needed to reach a performance level such that there is no significant difference of AUC as compared with the 
maximum AUC.   

  
We then used a similar procedure to rank features using MMI approach. We first obtained relevance 

measure of each feature with respect to the outcome from SMI calculation. Then, we constructed joint probability 
tables for any pair of features from our database, and calculated MI values. We calculated MMI values for 
mammographic features by using mRMR algorithm and ranked features based on these MMI values.  

 
Finally, using similar procedure of evaluating SMI rankings, we assessed the performance of MMI ranking 

approach. We first created feature sets with sequentially selected features, one by one, in order of MMI values and 
then trained BNs with those feature sets. After ROC curves were constructed with estimated probabilities from BNs, 
we calculated AUC values and implemented significance testing with the DeLong method. We also obtained 
parsimony of the MMI approach. 

 

Results 

 
 
 
Figure 1 AUC changes with the number of selected features. Solid curve with triangle points, SMI; Dashed 

curve with star points, MMI. Triangle points in solid ellipse, parsimony features for SMI; Star points in dashed 
ellipse, parsimony features for MMI. 

5 10 15 20 25 30
0.65

0.7

0.75

0.8

0.85

Number of Features

A
U

C

 

 

SMI
MMI

1538



 
Table 2 Ranking results based on SMI and MMI.  

 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Feature Variable SMI ranking MMI ranking 

Mass margin  1  * 1 

Mass shape  2 8 

Mass density  3 2 

Personal history of breast cancer (PHx) 4 3 

Pleomorphic  5 4 

Age  6 5 

Mass stability  7 7 

Fine linear  8 6 

Mass size 9 33 

Amorphous  10 13 

Architectural distortion  11 9 

Breast composition  12 12 

Hormone replacement therapy  13 10 

Family history of breast cancer  14 11 

Surgery history  of breast cancer 15 32 

Punctuate  16 28 

Round  17 18 

Nipple retraction  18 14 

Dystrophic  19 17 

Skin thickening  20 24 

Skin lesion  21 15 

Axillary adenopathy  22 16 

Skin retraction  23 27 

Lymph node  24 26 

Milk of calcium 25 19 

Rod like  26 20 

Trabecular thickening  27 29 

Lucent 28 25 

Eggshell  29 21 

Dermal  30 22 

Asymmetric  density 31 30 

Popcorn  32 31 

Tubular density  33 23 

 

* Circles around the ranking numbers indicate parsimony features. 
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Both SMI and MMI could prioritize mammographic features. However, in terms of parsimony, MMI 
approach outperformed SMI. Specifically, when we calculated AUC values to evaluate SMI ranking results, we 
observed that AUC values increased as more features were included (solid curve in Figure 1). Parsimony was 
thirteen features for the SMI approach, which were needed to reach no significant difference of AUC as compared 
with the maximum AUC value (0.865 vs. 0.867, P-value = 0.432).  For MMI ranking results, we observed that 
correspondent AUC values also increased as more features were included (dashed curve in Figure 1) while only ten 
features were needed to reach parsimony with no significant difference of AUC as compared with the maximum 
AUC value (0.866 vs. 0.871, P-value = 0.251).  

 
Maximum AUC values differed between SMI and MMI approaches. The maximum AUC value for SMI 

was not significantly larger than the AUC value obtained from a BN trained on the full set of all 33 features (0.867 
vs. 0.863, P-value = 0.318) while the maximum AUC value for MMI was significantly larger than the AUC value of 
the full set of features (0.871 vs. 0.863, P-value = 0.039). 

The rankings of mammographic features were different for SMI and MMI approaches. When we ranked 
features based on SMI values, we observed that mass margin and mass shape were the two most informative features 
for differentiating malignant from benign findings. When we ranked features based on MMI values, we observed 
that mass margin and mass density were the two most informative features while mass shape became the eighth 
most informative feature (Table 2).  The change of the rankings occurred because the dependency between mass 
margin and mass shape was substantively more than that between mass margin and mass density.  MI between mass 
margin and mass shape was 0.4292 while MI between mass margin and mass density was only 0.1737. 

Discussion 
 

Mutual information approaches (SMI and MMI) in general have the capability of determining the most 
informative mammographic features for breast cancer diagnosis. We find that multidimensional mutual information 
addresses the issue of dependency of features and may have the potential to assist radiologists in prioritizing 
predictive features in order to select the most parsimonious set of mammographic features with the highest 
predictive ability. Offering accurate breast cancer diagnosis to the ever-increasing number of women in need 
presents a great challenge because it demands both high sensitivity and high specificity. To ensure diagnostic 
accuracy, radiologists strive to provide reliable observations and assessments of routinely used mammographic 
features. On the other hand, to improve accuracy, radiologists are eager to garner additional features from other 
imaging modalities such as ultrasound and MRI for breast cancer diagnosis 30, 31 since they presume that the 
information from mammogram may be insufficient. Our results show that a BN trained with the whole set of those 
routinely used mammographic features demonstrates inferior performance as compared to the most parsimonious 
subset. The results of performance improvement with the most parsimonious subset are in concert with the objective 
of feature selection32. In summary, our study provides a fundamentally different strategy to help improve diagnosis 
accuracy by employing MMI approach to find a subset of the most important features for breast cancer diagnosis.  

 
In a screening mammography program, accuracy is a high priority and efficiency is an important second 

goal. Identifying the most important features may help improve the efficiency of mammogram interpretation directly 
since radiologists can assess only these important features if they have this knowledge of mammographic features. 
In BI-RADS lexicon, there are many features routinely used to estimate breast cancer risk. SMI analysis 
demonstrated that thirteen features were needed to reach no significant difference of AUC as compared with the 
maximum AUC value. Performance analysis based on MMI reduced the number of important features to ten. Our 
study suggests that, in clinical practice, it appears that radiologists in our practice may have been equally accurate in 
their interpretations if they focused on less than one-third of routinely used mammographic features for breast 
cancer diagnosis. Assessing additional variables beyond important features does not improve accuracy. This 
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suggestion of using a smaller set of important features for breast cancer diagnosis may help improve mammography 
workflow in the future.  

 
Our results exhibit the importance of the dependency among features when we look for the most important 

features. Results of SMI analysis show that mass margin, mass shape and mass density are three most informative 
features in estimating the risk of breast cancer. However, in MMI analysis, we observe that mass margin is the most 
informative feature, mass density is the second most, and mass shape becomes the eighth most important feature 
(Table 2). This observation is in concert with clinical mammography interpretation; on mammography, a highly 
suspicious mass has an irregular shape with spiculated margins while a benign mass typically has a round shape with 
well-circumscribed margins. Hence, in MMI analysis, after mass margin is chosen at first, mass density instead of 
mass shape will be chosen as the second most important feature because mass density seems to contribute more 
“net” information than mass shape in estimating the risk of breast cancer. This observation suggests that in clinic 
mammography interpretation, radiologists should focus on the features having high mutual information with respect 
to the outcome and low mutual information with respect to other features.  

 
Limitations and Future Work 

 
There are several limitations to our study. First, our study focused on discussion of predictive accuracy 

associated with features but did not consider benefit and cost related to the decision. We plan to extend our study in 
this direction soon since cost-effectiveness analysis allows radiologists to compare the health gains that various 
decision of choosing the most important features can achieve. Second, our study used Bayesian networks to assess 
ranking results of mutual information analysis. A possible line of future research is to employ other prediction 
algorithms such as logistic regression, artificial neural network, or support vector machine for validating the validity 
of MMI rankings. Third, MMI addresses the issue of dependency among features but it does not guarantee the 
global optimization of feature selection. MMI belongs to the class of forward search methods in which one feature is 
selected at a time. At each step, each feature that is not already selected is tested for inclusion. It is difficult to search 
the whole feature space for these methods.  However, although MMI is just an approximation method that obtains 
sub-optimal feature selection, it seems to be a practical way to achieve a high ranking accuracy with a low 
computation complexity. Finally, we generate the study findings based on the dataset from UWHC only. We plan to 
repeat our study on other datasets to ensure general validity of the study findings.  

Conclusion 

 Our study demonstrates that SMI and MMI can be used to rank the relative importance of mammographic 
feature variables for breast cancer diagnosis. By considering dependency, MMI outperforms SMI in determining the 
smallest set of informative features with significantly more predictive performance than the entire feature set. In 
applications where addition of features incurs additional time or monetary cost, MMI may help reduce the cost of 
diagnostic testing.  Moreover, MMI-based rankings may have greater clinical utility to the extent that a smaller set 
of features allows radiologists to focus attention sequentially on those findings with the highest yield.  
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Abstract: We constructed a large clinical abbreviation sense inventory using three years of de-identified discharge 
summary notes from the Vanderbilt University Hospital.  The sense inventory contains 913 unique abbreviations, 
which cover approximately 93.4% of all the detected abbreviation occurrences. These 913 abbreviations have 1,299 
possible senses, which are mapped into 1,215 UMLS CUIs. Each sense is associated with an estimated relative 
frequency derived from the corpus based on clustering analysis. This large clinical abbreviation sense inventory is 
publicly available to clinical Natural Language Processing (NLP) research community. 
 

Introduction: Clinical NLP systems require a comprehensive database containing frequently used abbreviations 
with their possible senses to help recognize and disambiguate the abbreviations in clinical notes. Some current 
knowledge bases such as the LRABR from UMLS (Unified Medical Language System), contain important 
abbreviations, but are not complete. We have built a large clinical abbreviation sense inventory using de-identified 
discharge summaries from Vanderbilt University Hospital. 
 
Methods: We developed a three-step framework to build the sense inventory. Step 1 detected the candidate 
abbreviations using a Support Vector Machines (SVMs) based classifier. 1 Step 2 performed clustering to generate 
sense clusters where representative samples (the instance that is closest to the centroid of a sense cluster) were 
selected for manual review to generate the sense inventory. We generated sense inventory for the top 1,000 most 
frequent abbreviations using locally developed sense clustering algorithm called Tight Clustering for Rare Senses 
(TCRS). 2 Step 3 mapped the textual strings of each sense to the UMLS CUIs using NLP systems (KnowledgeMap 
and MetaMap), followed by manual validation. The relative frequency of each sense was estimated based on the 
clustering analysis and was recorded in the sense inventory as well. The Following figure shows an overview of our 
study design.  
 

 
 
  

Figure An overview of the study design 
 

Results: A total number of 22,546 candidate abbreviations were detected from the three years of discharge 
summaries (123,067 notes from the year 2007 to 2009). We ran TCRS sense clustering on the 804,851 instances 
randomly selected from the top 1000 most frequent candidate abbreviations. These top 1,000 frequency candidate 
abbreviations contributed 93.4% of total detected abbreviation occurrences (4,399,023 of 4,708,201). The sense 
clustering algorithm generated 15,536 sense clusters. Three domain experts manually reviewed the 15,536 central 
instances and annotated their senses. After removing the unknown abbreviations and normalizing the annotation 
variations, the final sense inventory contained 913 unique abbreviations with 1299 possible senses, which were 
mapped to 1215 unique UMLS CUIs. Among the 913 unique abbreviations, 221 of them were ambiguous (i.e., have 
more than one sense). The ambiguous abbreviations contributed a number of 607 senses. 
  

Conclusion: We have constructed a large clinical abbreviation sense inventory, which covered about 93.4% of the 
total abbreviation occurrences of three years of discharge summary notes. This large clinical abbreviation sense 
inventory is publicly available to the clinical NLP research community. 
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Introduction and Background. Negation in unstructured clinical text is a well-known 
phenomenon. With the increasing widespread use of electronic medical records (EMRs), 
computational methodologies for negation detection have also become well-known. Even 
straightforward techniques such as NegEx1 obtain excellent performance (F-score in the low 80s 
to mid 90s), leading many researchers to conclude that negation detection is a solved problem. 
However, algorithms and corpora developed in the SHARP NLP effort suggest that performance 
is not always generalizable across annotation schema, and truly robust systems will need a viable 
account of negation scope in compositional phrases. 
Methods. We evaluate automatic negation detection systems for robustness on the new SHARP 
NLP seed corpus of clinical text and on the 2010 i2b2/VA NLP Challenge corpus of assertions 
(“absent” status). We employ a new algorithm within cTAKES2 that treats negation as a 
supervised classification problem, evaluating it alongside the rule-based NegEx.1 
Results. The table below shows that while the preliminary SHARP polarity module performed 
well in i2b2 “absent” assertions (row 1), the same algorithm obtained drastically different results 
on SHARP data (row 2).  This is not due to insufficient training data in the SHARP seed corpus, 
since the addition of the i2b2/VA corpus for co-training only gives marginal improvement (row 
3, right, compared to row 2).  More surprisingly, negation in the i2b2/VA corpus is hurt rather 
than helped by adding training data from SHARP (row 3, left, compared to row 1).  Finally, the 
standard NegEx algorithm shows similar inability to generalize between the corpora. 

Test set 
Train set 

i2b2/VA test SHARP seed dev 
Prec Rec F1 Prec Rec F1 

i2b2/VA assert train 95.0 85.9 90.2 - - - 
SHARP seed train - - - 95.5 46.7 62.7 
SHARP+i2b2/VA 85.0 45.9 59.6 100.0 55.6 71.4 
NegEx (ytex) 84.9 79.5 82.1 48.9 73.8 58.8 

 

Discussion and Conclusion. The lack of generalizability is in part due to a difference in the 
annotation schema; i2b2/VA concepts were maximal noun phrases, whereas some sub-
constituency was allowed in SHARP concepts (e.g., the anatomical site in “no small bowel 
obstruction” is fully contained by a larger concept).  We show poor generalizability of systems 
designed for a single annotation scheme, suggesting the scope of negation is relatively complex. 
References 
1. Chapman W, Bridewell W, Hanbury P, Cooper G, Buchanan B. A simple algorithm for 
identifying negated findings and diseases in discharge summaries. Journal of biomedical 
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Abstract 
A common challenge of natural language processing is the need to adjust the system for a particular task to 
optimize performance. Existing methods are either impractical or unreliable for clinical application. We 
demonstrate the feasibility and importance of applying a methodologically rigorous approach using content 
analysis for automated classification of traumatic brain injury from pediatric radiologic imaging reports. 
 
Introduction 
Essential portions of electronic health record data are recorded as narrative free text. Automated classification 
systems using natural language processing (NLP) software can structure medical free text with appropriate modifiers 
for negation, temporality and certainty1. A common challenge of NLP work is to adjust the semantic analysis for a 
particular task, primarily addressing disambiguation, lexical deficiencies and local language variation to optimize 
classification performance. This is either performed a priori by a single individual reviewing a sample of text or 
done post hoc where misclassified instances on the test set can be reviewed because the reference standard outcome 
is known. The former approach lacks methodological standards for clinical application and is thus a source of 
classification errors2. The latter approach isn’t feasible because real-world outcomes aren’t typically known for the 
test set. Rigorous sampling paired with descriptive quantitative content analysis could be used to exert rigor to the 
process of identifying and categorizing terms and concepts3 with reliability and reproducibility in a clinical dataset. 
 
Methods 
For this IRB-approved multicenter study, two physicians independently performed traumatic brain injury (TBI) 
content analysis on a site-stratified random sample of 107 de-identified pediatric head computed tomography (CT) 
reports from 4 sites using NVivo 9.2 (QSR International, Australia). Sample size was determined using a stringent 
character level inter-rater agreement Cohen’s kappa effect size of 0.1. Themes were generated inductively and 
informed by TBI imaging finding definitions from the National Institute of Neurological Disorders and Stroke4. 
 
Results 
Content analysis generated 53 types of positive and negative TBI themes across 107 reports. Using stringent 
character-level agreement across 5671 theme-report pairs, overall kappa was 0.79, with the kappa for positive and 
negative themes being 0.47 and 0.80 respectively. Prevalence of positive themes was 35/2568 (1.4%) and of 
negative themes was 1945/3103 (62.7%). Simple agreement between coders for overall normal/abnormal CT reports 
was high (105/107, 98.1%) and no report was miscoded by both coders. Discrepancy review identified important 
thematic miscoding by both coders, and these were quickly resolved by consensus. 
 
Discussion 
Even with a stringent character-level kappa analysis, an acceptable overall kappa of 0.79 and overall high accuracy 
highlights the feasibility of using descriptive quantitative content analysis. More importantly, our approach 
demonstrates the need for and benefit of a clinically feasible alternative to a single rater for a priori testing. 
 
Conclusion 
Content analysis is feasible and valuable when doing a priori testing to refine NLP systems for new tasks.  
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This research describes the design process for a model-driven rule authoring environment.  Clinical decision 

support rule authoring is a complex endeavor, involving the need for both content domain and technical expertise, 

and is fraught with the potential for error, as rules are refined and adapted from narrative recommendations to 

formal statements to setting-specific adaptations.  Several prior studies have focused on the usability issues 

surrounding front-end tools such as electronic health records and computerized provider order entry systems; 

studies of back-end tools are rare.  In addition to facilitating the design of the authoring environment, this study 

also seeks to extract the important risks and challenges faced by clinical decision support rule authors.   

 

Clinical decision support (CDS) tools offer considerable promise for improving the quality of healthcare. 

However, it is well documented that CDS tools have proven to be problematic in practice because of their lack of 

context sensitivity. It is our contention that a rule authoring environment that can be used by content experts without 

technical expertise may enable local configurability and customization that would otherwise not be possible. 

However, in contrast with the world of computer programming languages where multiple, well-polished authoring 

environments exist for any given language, the authoring of clinical decision support (CDS) rules is typically 

supported by ad hoc processes and tooling.  A recent review identified several custom rule authoring environments 

(RAEs) within Partners’ Healthcare alone
1
, none of which are widely available, standards-compliant, and open-

source.   We are in the process of developing a RAE that meets these three criteria.  In order to create a RAE that is 

useful and broadly appealing, it must fulfill two main goals: 1) it should not be limited to authoring rules in a single 

syntax, and 2) it should be significantly easier to use than widely available tools such as XML editors, word 

processors, and generic programming environments.  The former criterion is being addressed by us through the use 

of an underlying rule model which facilitates serialization in multiple formats, by using the emerging Health 

eDecisions format as a base model which can be transformed into other commonly used formats.  The latter 

criterion, ease of use, is the subject of this research. 

In recent years, there has been a surge of interest in the usability of front-end tools such as electronic health 

records and computerized physician order entry systems.  Robust methods for testing these systems have been 

codified
2
.  Back-end tools, defined here as tools that are not directly used by healthcare employees in the process of 

providing health care services, have understandably drawn much less interest from a usability perspective.  This 

study aims to partially close this gap by deeply integrating usability and user experience research and goals into the 

development process of a standards-based RAE.  To this end, we are incorporating interviews with representative 

users, usability inspection, participatory design, and formal usability testing into the design of the RAE.  The goals 

include developing a cognitive model of rule-authoring competence, seeding of stakeholder ideas for a prototype, 

developing an initial version of the RAE, and refining this environment through iterative usability testing by 

representative users. The goal is to have an RAE that can operate at varying levels of abstraction, matched to the 

level of domain vs. technical expertise, and to guide the more abstract levels through model-based templates for 

constraining choices appropriate to the required semantics of a rule being authored. 

 

Views expressed are those of the authors and not necessarily those of the organizations with which the authors are 

affiliated.  Support for this project: DHHS ONC SHARPC 
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Abstract 

This study aims to use topic modeling to find the latent topic representation from a corpus of patient safety related incident 

text for medication error. It is new to employ topic modeling to analyse medical incident text. The novel application sheds 

the light on knowledge discovery of medical incidents for patient safety. 

Introduction 

WHO Patient Safety working group has been investigating the authentic classification for patient safety since the issue of 

International Classification for Patient Safety (ICPS) in 2009. This paper attempts to apply topic modeling, as a novel 

unsupervised learning method, to discover the hidden structures of patient safety related incident text for medication errors. 

Probabilistic topic models have been used to discover drug topics by FDA drug label1. The method received recognition in 

text mining discipline due to its ability to provide both a predictive model of future text and a latent topic representation of 

the corpus.  

Method 

The medical incident texts were obtained from Global Patient Safety Alerts (GPSA) 

(http://www.globalpatientsafetyalerts.com/English/Pages/default.aspx), where patient safety incident advisories, alerts, and 

recommendations from Australia, Canada, Demark, United States of America, Hong Kong, and Japan are available. In this 

study, we only took into account the descriptive text content from the summary. In the data pre-processing phase, we 

performed lower case conversion, trimmed white space, removed numbers, punctuation and English stop-words, and 

transformed words into its stem (normalized form). The number of terms was narrowed down by evaluating the mean term 

frequency-inverse document frequency (tf-idf) over document containing the term2. Terms were selected for constructing 

topic models, if its’ tf-idf value is greater than the median, to ensure the elimination of rare terms. Latent Dirichlet 

Allocation (LDA) models with five topics using variational expectation-maximization (VEM) algorithms with and without 

α estimation were developed. The entire analysis was performed by R v2.14.0 (64-bit) platform with “tm”, “Rstem", 

"Snowball", “slam” and “topicmodels” packages. 

Results 

After text pre-processing and terms reduction, the number of possible terms is reduced to 1,002. The median tf-idf is 0.110 

and the α value is estimated to be 0.345. The entropy measures for the VEM (with α estimation) and VEM (without α 

estimation) models are 0.219 and 1.557 respectively. The five most frequent terms for each topic are listed in Table 1. 

Table 1. The five most frequent terms for each topic. 

Methods Topic 1 Topic 2 Topic 3 Topic 4 Topic 5 

VEM (with α 

estimation) 

Infus, bag, pump, 

epidur, steril 

Patch, fentanyl, 

epinephrin, heparin, 

transderm 

Potassium, chlorid, 

intrathec, vincristine, 

paediatr 

Insulin, name, 

morphin, heparin, 

hydromorphon 

Allergi, syring, 

rout, liquid, vial 

VEM (without α 

estimation) 

Infus, line, bag, 

interact, pump 

Patch, fentanyl, 

heparin, epinephrin, 

transderm 

Potassium, chlorid, 

rout, home, vincristin 

Insulin, name, 

packag, morphin, 

hydromorphon 

Syring, allergi, 

vial, correct, 

miss 

Conclusion 

Crosschecking the frequent terms of each topic with the popular medication incidents, we deduce that these topics could be 

incidents related to: epidural infusion, fentanyl transdermal patch, high risk medicines, look-alike-sound-alike drugs, and 

vial & syringe. Both qualitative and quantitative evaluations are anticipated in the future to better interpret the latent topic 

representation of the corpus. Using topic model to analyse text information of patient safety is novel and is believed to be 

advantageous to discover the structure of medical incidents from text data.  
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Abstract  

More and more medical data is being collected, but our ability to analyze this data is often constrained 
by limited resources. This is especially true on smaller projects, where much of what is collected may go 
unanalyzed and unexploited. Domain Specific Languages (DSLs) are often created to improve the 
efficiency of accomplishing specific tasks. We present a DSL designed for the rapid creation of web-
based reporting systems to help in the initial step of knowledge discovery. 

Introduction 

The large amount of medical data being generated can put pressure on our ability to analyze it using 
traditional methods and software applications.  Increasingly, web-based reporting systems are preferred 
as a method of analyzing and understanding the data.  The development and deployment of a web-
based reporting system can be labor intensive and take considerable time.  Domain Specific Languages 
(DSLs) are high-level computer languages designed to accomplish a task in an efficient manner from a 
programmer’s or end-user’s perspective.  We describe an implementation of a DSL designed for 
improving the efficiency of developing and deploying web-based reporting systems.   

Methods 

A DSL was created in XML containing elements for basic chart styles (line, bar, pie, etc), high-level charts 
(Gantt, network graph, etc) and other components such as bibliographical literature and an interface to 
the R statistical language.  All charting elements can be dynamically filtered and assigned to various 
reports, based upon DSL-defined user and group security permissions.  A Java application was created to 
interpret the DSL and automatically build a dynamic web-based reporting system from it.  

Results 

The system has been used on several projects in various locations including Canada, Malawi, Zambia, 
Kenya, Switzerland and the Philippines.  The system has proven effective in taking existing healthcare 
data in the local environment and rapidly generating a full web-based reporting system in a manner of 
hours.  Limitations affecting the system are encountered when the source data has been poorly defined.    

Conclusion  

DSLs can improve the speed and efficiency with which systems for analyzing medical information are 
built.  These efficiencies allow systems to be deployed that traditionally may not have been within the 
reach of smaller projects with limited resources.  In developing countries, our system has been shown to 
be effective in providing a dynamic web-based reporting system, developed and deployed within a short 
period of time, utilized by multiple end-users for investigating and reporting upon their data.  
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Abstract 

The purpose of the study was to describe the level of motivation and type of psychological needs expressed in Tweets 

mentioning jogging from the perspective of self-determination theory. Of 1,000 Tweets, 42% were categorized as 

revealing motivation and/or psychological needs. Level 2, Introjected regulation (guilt), and level 3, Identified 

regulation (well-being), occurred most frequently, followed by level 4 Intrinsic regulation (enjoyment). The most 

common psychological need expressed was relatedness. 

Introduction 

The Washington Heights/Inwood Informatics Infrastructure for Comparative Effectiveness Research (WICER) aims 

to understand and improve the health of an urban population with documented health disparities. Seventeen percent 

of the predominantly Latino WICER sample uses social media such as Facebook or Twitter. Thus, social media has 

potential for use as a behavioral intervention for a sub-set of this population. To further examine this potential, we 

built upon our prior work in Twitter analysis
2
 to understand how two aspects (motivation and psychological needs) 

of behavior change for one type of physical activity (jogging) were revealed in Tweets because motivation is a key 

to promote physical activity. The purpose of the study was to describe the level of motivation and type of 

psychological needs revealed in Tweets that mention jogging from the perspective of self-determination theory
1
. 

Methods 

One thousand Tweets mentioning jogging were randomly selected from an initial Tweet corpus (n=7,873), imported 

via NodeXL during the third week of July 2012 (≈1,000 Tweets for 7 days). Two individuals with expertise in 

behavior theory categorized each Tweet as to whether or not it was related to motivation and/or psychological needs. 

Second, two individuals independently rated the level of motivation on a scale of 0 to 4 (0: Amotivation, no 

motivation; 1: External regulation, push from other people; 2: Introjected regulation, guilt; 3: Identified regulation, 

well-being; 4: Intrinsic regulation, enjoyment) and psychological needs (A: Autonomy, C: Competency, R: 

Relatedness) based on self-determination theory.   

Results 

Forty two percent of Tweets (N=421) mentioning jogging were categorized as revealing motivation and/or 

psychological needs. Level 2 (Introjected regulation) and level 3 (Identified regulation) occurred most frequently, 

followed by level 4 (Intrinsic regulation). Relatedness was identified in 12%. 

 
 

Figure 1. Tweets revealing motivation and psychological needs associated with jogging (Cohen’s kappa= 0 .76) 

Conclusion 

Characterization of motivational concepts in Tweets related to jogging confirms the possibility of social media use 

as a behavioral intervention platform for promoting physical activity in a sub-set of the target population. 

Acknowledgement: This study was funded by R01 HS019853 (S. Bakken, PI). 
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Abstract 

Recently care coordination was identified by the Institute of Medicine as a key area of development in transforming 
health care. However, there is limited understanding of the activities that comprise care coordination programs or 
the relationship of these activities to patient outcomes. The purpose of this study was to identify what constitutes 
nurse care coordinators’ communications across multiple settings. The source of this study was communication logs 
documented by nurse care coordinators during the provision of care to frail older adults who were participating in 
a home care medication management study that tested both the use of nurse care coordination and medication 
dispensing technology. Due to the nature of unstructured communication logs, we applied natural language 
processing to extract standardized concepts and classify the logs for further analysis. 

Introduction and Background 

The current health care system fails to meet the needs of most chronically ill older adults. Care coordination is one 
intervention that is recognized as a mechanism to support chronically ill persons in managing their health care across 
health providers and delivery settings1. According to the literature, however, the structure and process of care 
coordination programs vary, making it difficult to compare for effectiveness. As part of a larger project, this study 
was designed to examine the type and amount of communications used during the provision of nurse care 
coordination. The activities recorded in the communication logs represent the activities that occurred at times other 
than the home visit.  

Methods 

A dataset was created from electronic communication logs documented by nurse care coordinators during the 
provision of care. We used MetaMap (which is a natural language processing tool developed by the National Library 
of Medicine) to code narrative text notes with standardized concepts available in the NLM Unified Medial Language 
System. Concepts extracted from the text corpus were reviewed and cleaned by the authors. We designed rules to 
classify each communication log after manually reviewing 645 notes. Details of the study method will be presented 
at the conference. 

Results 

A total of 11,337 communication logs of 259 program participants (mean age 79.5; range 60-98 years) were 
analyzed in this study. Forty-four percent of communications occurred on the same day (36.5% of 7,701 total visits) 
as the patient received a home visit throughout the one-year study period while 56% of communications happened 
in-between visits. Most frequently occurring communications (80%) were associated with medication refills, 
scheduling for medical care, signs and symptoms monitoring, functioning of a home medication dispensing device, 
lab results, community resources, and hospital/emergency department admissions. While these communications 
involved multiple parties, major contacts of nurse care coordinators (82.7%) were patients, primary care physicians, 
pharmacists, care givers, community agencies, medical equipment companies, hospitals, and lab facilities.  

Discussion and Conclusion 

Given limited evidence about the key interventions included in care coordination, our study provides insight into the 
indirect and often time consuming component of nurse care coordination as addressed above. The findings of this 
study may contribute to advancing care coordination programs with community-based frail elderly. 
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Introduction:	   Lung	   cancer	   is	   the	   most	   prevalent	   and	   deadliest	   cancer	   worldwide,	   and	  
microscopic	   pathology	   is	   indispensable	   to	   its	   diagnosis.	   However,	   human	   evaluation	   is	  
error-‐prone1,	  2,	  and	  the	  diversity	  of	   lung	  pathology	  hinders	  automated	  classification3.	  The	  
increasing	  availability	  of	  digital	  pathology	  images	  from	  publicly	  available	  databases	  poses	  
great	  opportunities	  for	  developing	  accurate	  computer	  aided	  diagnostic	  systems2.	  
	  

Methods:	   We	   downloaded	   68	   high-‐resolution	   hematoxylin	   and	   eosin	   (H&E)	   stained	  
microscopic	  images	  of	  7	  types	  of	  lung	  cancer	  and	  4	  types	  of	  benign	  lesions	  in	  the	  lung	  from	  
PathPedia,	   MicroscopyU,	   The	   Cancer	   Genome	   Atlas,	   and	   WebPATH.	   We	   extracted	   64	  
semantic	   features	   and	   217	   computational	   features,	   such	   as	   texture,	   from	   the	   pathology	  
images	  and	  developed	  automatic	  classifiers	  using	  Naive	  Bayes,	  K-‐nearest	  neighbors	  (KNN),	  
Decision	   Trees,	   Support	   Vector	   Machines,	   and	   least	   absolute	   shrinkage	   and	   selection	  
operator	   (LASSO).	   We	   used	   forward	   feature	   selection	   to	   select	   the	   top	   5	   features,	   and	  
evaluated	  the	  performance	  of	  each	  method	  with	  leave-‐one-‐out	  cross	  validation.	  	  
	  

Results:	   Most	   classifiers	   attained	   more	   than	   95%	   accuracy	   in	   distinguishing	   malignant	  
from	  benign	  lesions	  with	  five	  computational	  features:	   	  nucleus-‐cytoplasm	  ratio,	  density	  of	  
edges,	   and	   three	   histogram	   statistics.	   On	   distinguishing	   different	   types	   of	   benign	   and	  
malignant	   lesions,	   LASSO	   achieved	   more	   than	   90%	   accuracy	   when	   using	   ten	   features.	  
Nuclei	   characteristics,	   nuclear-‐cytoplasm	   ratio,	   and	   Daube	   transformation	   on	   histogram	  
were	  among	  the	  top	  features.	  The	  top	  semantic	  features	  were	  consistent	  with	  those	  used	  by	  
experienced	  pathologists3.	  We	  used	   the	  classifier	   to	  build	  a	  Microscopic	  Pathology	   Image	  
Classifier	  (MPIC)	  system.	  	  
	  

Discussion	   and	   Conclusion:	   We	   built	   automated	   pathology	   image	   classifiers	   for	   lung	  
pathology,	   and	   incorporated	   them	   into	   a	   user-‐friendly	   system.	  We	   further	  proposed	   that	  
textual	   features	   could	   distinguish	   different	   types	   of	   lung	   cancer.	   In	   summary,	   our	  
automated	  system	  facilitated	  pathology	  diagnosis	  of	  lung	  cancers.	  Similar	  approaches	  may	  
be	  applied	  to	  the	  pathology	  of	  other	  organs.	  
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3.	   Collins	   LG,	   Haines	   C,	   Perkel	   R,	   Enck	   RE.	   Lung	   cancer:	   diagnosis	   and	   management.	  
American	  family	  physician	  2007;75:56-‐63.	  
	  

1552



  

A Phenomenologic Study Exploring Nurses’ Experience with Health 

Information Technology over Time 

Inga M. Zadvinskis, MSN, RN
1
, Esther M. Chipps, PhD, RN

2
, Po-Yin Yen, PhD, RN

3 

1
College of Nursing; 

2
Wexner Medical Center; 

3
Department of Biomedical Informatics, 

The Ohio State University, Columbus, OH 

Abstract 

Health information technology (HIT) significantly transforms the health care environment and nurses’ workflow, yet 

there is a fundamental gap in understanding how nurses’ evolving expectations influence HIT adoption. This 

phenomenologic study explored nurses’ experience of HIT adoption, through electronic health record (EHR) and 

barcode medication administration (BCMA) implementation, and its impact on nursing over time.   

Background 

HIT benefits health care quality by increased adherence to guideline-based care, improved patient monitoring, and 

decreased medication errors.
1
 Nurses represent the largest proportion of health care workers using HIT, and thus 

influence technology adoption and acceptance.  The purpose of this study was to explore nurses’ experience of HIT 

adoption and its impact on nursing over time. 

Methodology 

Study Design: We used a qualitative study design with a phenomenological approach. We conducted individual 

interviews 4-months (round 1) and 9-months (round 2) after EHR and BCMA implementation.  

Setting/Sample:  We conducted the study in a large, Midwestern academic medical center with a purposive sample 

of medical-surgical staff nurses that worked pre/post EHR and BCMA implementation.  

Data Collection: We used semi-structured interviews for data collection, guided by these questions: 1) What is your 

experience with EHR/BCMA? 2) How do you manage your work with EHR/BCMA? 3) How does EHR/BCMA 

change your work? The interviewer used probes to elaborate and clarify information, and recruited participants until 

information saturation occurred. 

Data Analysis: Interviews were audiotaped and transcribed verbatim. Three researchers analyzed the data and 

generated common themes by synthesizing the meaning units from iterative discussion. We used NVivo, a 

qualitative research analysis application, for data management and analysis. 

Results 

During rounds 1 and 2, we interviewed 10 and 11 nurses, respectively.  Round 1 participants consisted of 8 females 

and 2 males, ranging in age from 29 to 50 years old, with 3- 20 years working experience, and an average self-rated 

computer competency of 4 (on a 5-point Likert scale, with 1 = not competent and 5 = competent).  Round 2 

participants consisted of 10 females and 1 male, ranging in age from 26 to 51 years old, with 1- 24 years working 

experience, and an average self-rated computer competency of 4. The results show that nurses’ HIT perceptions 

varied per expectation level, from low-level (human-computer interaction, e.g. navigation within the system) to 

high-level (quality of care, e.g. detect changes in patient condition).
2
 In round 1, nurses focused expectations on 

personal interaction with the computer and task completion. In round 2, they expanded their expectations to broader, 

environmental and organizational concerns such as interdisciplinary teamwork, satisfaction, and patient outcomes.  

Conclusion 

Nurses’ HIT expectations change as they assimilate technology into nursing practice.  Sharing realistic expectations 

during various stages may promote adoption and acceptance.  Future research with longitudinal designs to compare 

technology expectations over time between nurses and other interdisciplinary providers will strengthen the evidence.  
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Introduction 

The	   phrase	   “a	   picture	   is	   worth	   a	   thousand	   words”	   has	   been	   verified	   in	   health	   communication	   where	  
pictographs	   can	   effectively	   improve	   patient	   comprehension	   and	   recall	   of	   instructions.1	   To	   provide	   high	  
quality	   pictographs	   for	   health	   communication,	   we	   developed	   a	   computer	   application	   called	   GLYPH	   that	  
automatically	  converts	  text	  to	  pictures	  using	  natural	  language	  processing	  and	  computer	  graphics	  techniques.2	  
In	   this	  study,	  we	  evaluated	   the	  GLYPH	  system	  to	   illustrate	  a	  set	  of	  patient	   instructions.	  We	   then	   tested	   the	  
GLYPH	  illustrated	  instructions	  against	  the	  originals.	  	  

Methods 

We used GLYPH to automatically illustrate a set of 49 instructions. An RN, graphic designer, and software engineer 
reviewed the illustrations and rated them on quality and completeness. Five instructions with no or wrong 
illustrations were removed from the recall study. 

Each subject received a randomly selected set of 5 illustrated and 5 non-illustrated instructions. Participants were 
asked to read the instructions, fill out a short survey as a distraction, and then write down the instructions they had 
read. Responses were scored according to the percent of semantic units recalled. 

Results 

A total of 84 subjects were recruited and tested. Paired T tests showed that average recall scores from illustrated 
instructions were higher than average scores without an illustration (p = 0.04). In linear regression adjusting for age, 
education, and English as a second language, presence of a pictograph increased the average score (p=0.02). 
Logistic regression results agreed with those found in the linear GEE model. The odds ratio of recalling any part of 
an instruction with illustration versus without illustration was 1.79 and recalling at least half of the instruction was 
1.75 (p=0.001). Quality and completeness measures were not statistically different between the instruction types 
(p>0.05). 

Conclusion 

To the best of our knowledge, GLYPH is the first automated illustration system for patient instructions, and this is 
the first evaluation its output. All three statistical methods used to examine discharge instruction recall suggested 
that the presence of a GLYPH-generated pictograph improved recall. Even though not all GLYPH illustrations were 
deemed either high quality or complete in expert review, pictograph quality and completeness did not impact recall. 
There was an overall significant difference between pictograph-enhanced and non-pictograph-enhanced patient 
discharge instructions. Education, age and English as first language were associated with better recall, with more 
educated and people under 40 benefitting the most from the presence of a pictograph.  Non-native English speakers 
had lower scores overall, however this result may be in part due to English writing skills rather than failure to recall 
instructions. 
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Predicting the Need for Pediatric Intensive Care Unit (PICU) Transfer for 

Newly Hospitalized Children with Machine Learning 

Haijun Zhai, Patrick Brady, Qi Li, Todd Lingren, Yizhao Ni, Derek Wheeler, Imre Solti 

Cincinnati Children’s Hospital Medical Center (CCHMC), Cincinnati, OH 

Introduction and Background 

Timely identification of deterioration can dramatically improve the pediatric clinical care. Several pediatric early 

warning scores have been developed to identify deterioration in hospitalized children
1
. These tools are based on 3-7 

clinical elements, and their accuracy likely can be improved. We aimed to use data in the electronic health record 

(EHR) to predict the need for PICU transfer for children hospitalized on general wards in the first 24 hours of 

admission. 

Data and Methods 

Less than one percent (0.83%, 526/63,042) of pediatric general ward hospitalizations required PICU transfer within 

24 hours of admission. Cases and controls were split and combined into two experimental datasets, a training set 

(including 473 cases and 473 controls) and a test set (consisting of 53 cases and 6,299 controls, which maintained 

the case prevalence at 0.84%). Candidate predictive clinical elements were generated based on the extraction of the 

top 400 most frequent from structured records and were manually reviewed for predictive potential. The final list 

included 16 elements (Table 1). Logistic regression was adopted as the Machine Learning (ML) algorithm based on 

the consideration of logistic regression's wide usage in clinical decision systems, the relative ease of interpreting its 

output and generality of creating a score system. Ten-fold cross validation and z-test were used in experimental 

evaluations. For comparison, we evaluated the published Pediatric Early Warning Score (PEWS) system using five 

elements which are available in our data set (Table 1)
2
. 

Results and Discussion 

Table 1 shows the results. The improvements demonstrated that clinical data already collected in EHR could better 

predict PICU transfer than the existing PEWS. Including more predictive elements could further improve the model. 

Table 1. Predictive clinical elements and performance comparison of the published and 16-element methods  

Elements 

used in 

published 

PEWS  

Blood Pressure, Oxygen Saturation, Heart Rate, Respiratory Rate, Perfusion Cap Refill 

Clinical 

elements 

Temperature, Systolic Blood Pressure, Oxygen Saturation, Heart Rate, Respiratory Rate, Level of 

Consciousness, Is Patient Experiencing Pain?, Cardiac, Respiratory, Neurologic, Urinary, Development 

Appropriate, Tissue Perfusion & Oxygenation, Acuity Level, Work of Breathing, Perfusion Cap Refill 

 Methods 
Sensitivity(Improv

ement%, p-value) 

Specificity(Improv

ement%, p-value) 

AUC(Improvem

ent%, p-value) 

PPV(Improvemen

t%, p-value) 

Training 

Set 

Published PEWS 

(at score of 7) 
0.715 0.708 0.785 0.710 

16-element 

method 

0.827 

(15.7%, <0.001) 

0.873 

(23.3%, <0.001) 

0.919 

(17.1, <0.001) 

0.867 

(22.1%, <0.001) 

Test Set 

Published PEWS 

(at score of 7) 
0.736 0.717 0.816 0.021 

16-element 

method 

0.849  

(15.4%, 0.151) 

0.859 

(19.8%, <0.001) 

0.912  

(11.8, <0.001) 

0.048 

(128.6%, <0.001) 

References 

1. Robson MA, Cooper CL, Medicus LA, Quintero MJ, Zuniga SA. Comparison of Three Acute Care Pediatric 

Early Warning Scoring Tools. Journal of Pediatric Nursing. 2012; doi: 10.1016/j.pedn.2012.12.002. 

2. Parshuram C, Hutchison J, Middaugh K. Development and initial validation of the bedside pediatric early 

warning system score. Critical Care. 2009; 13:1–10.       

1555



Creating A Usability Testing Ontology for Biomedical Information 
Retrieval Tools 

 
Jing Zhang, MS, Rebecca Walker, BS, Hyeon-Eui Kim, RN, MPH, PhD 

Division of Biomedical Informatics, University of California-San Diego, La Jolla, CA 

 
ABSTRACT 
The authors proposed to develop a web-based tool that provides a fast, simple, and cost-effective way to 
perform usability testing. This submission summarizes the early stage of this work, where a usability 
testing ontology was constructed with core properties that need to be considered during the usability testing 
and specific questions collected from the existing usability questionnaires. 
 
INTRODUCTION 
With an increasing number of biomedical information retrieval tools being developed, usability testing has 
to become accessible to ensure user satisfaction.  Phenotype Discoverer (http://pfindr.net) was developed at 
UCSD as a web-based search tool that allows users to search content in the database of Genotypes and 
Phenotypes (dbGaP, http://www.ncbi.nlm.nih.gov/gap).  Advanced features were added to support 
effective information retrieval, based upon user requirement analysis.  In order to evaluate the Phenotype 
Discoverer’s user interface and to address the general challenge of providing a fast, simple, and cost-
effective way to perform usability testing, we are developing a one-stop-shop tool for system evaluators 
with the end goal of generating a customized questionnaire-based usability test based on specific goals and 
constraints. This study focused on developing a usability testing ontology, which is to serve as the 
knowledge base of this tool. 
 
METHODS  
To collect information on usability testing, we first searched PubMed and Google Scholar with the search 
terms “usability testing” and “human computer interaction”. Papers were selected based on content dealing 
with interface/website usability testing, different methods of usability 
testing, as well as papers describing usability in a biomedical setting. We 
reviewed 20 references consisting of peer-reviewed articles, textbooks, 
and specific usability questionnaires. Six methods of usability testing 
were identified and reviewed: Surveys and Questionnaires, Cognitive 
Walkthrough, Observational Evaluations, Guideline-Based Reviews, 
Expert Reviews, and Heuristic Evaluations. From each method we 
extracted different usability aspects that need to be evaluated. They were 
then constructed as classes into an ontology.  We also instantiated 200 
specific usability questions collected from 10 questionnaires by 
annotating them with the usability testing properties defined in the 
ontology.   	  
 
RESULTS AND DISCUSSION 
The ontology was built with a questionnaire-based usability testing mode 
for a general information retrieval website. We identified four major 
testing domains (i.e., navigation, search, content and construct) and nine 
testing attributes (i.e., accessibility, compatibility, consistency, ease of 
use, effectiveness, efficiency, flexibility, perceptual limitation, and user 
satisfaction) (see Figure 1).  As this ontology was mainly built upon 
general usability testing models, we plan to expand the ontology to 
include information more specific to biomedical information retrieval 
tools. We	  also	  plan	  to	  validate	  this	  ontology	  through	  experts’	  review	  
and	  mapping	  to	  additional	  usability	  studies.	  	  
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Abstract 
Heparin-induced thrombocytopenia (HIT) is an immune-mediated, life threatening adverse drug effect caused by antibodies 
against platelet factors (PF4) and heparin. HIT management is a complex process that involves deciding when to 
discontinue heparin and initiate a non-heparin alternative. We present an interactive HIT management clinical decision 
support (CDS) tool developed within a commercial electronic health record (EHR) using a combination of native 
application programming interface (API) and a decision support engine with standard HTML and javascript widgets at the 
point of care. The CDS tool is being evaluated in a live EHR and the effect on patient outcome and cost-effectiveness are 
being investigated. 

Introduction 
Heparin-induced thrombocytopenia (HIT) is an immune-mediated, lift-threatening adverse drug effect (ADE) caused by 
antibodies against platelet factors (PF4) and heparin. Due to the high frequency of heparin use, HIT is one of the most 
common ADEs.1 Although laboratory tests are available to confirm HIT, limitations exist in the clinical workflows due to 
the results not being available immediately, making the decision to start, stop or continue, a non-heparin anticoagulant 
difficult. Simply stopping heparin for a patient with HIT can cause thrombosis, while starting non-heparin anticoagulant 
such as argatroban on a patient without HIT can be expensive and may potentially lead to major bleeding.1,2 The interactive 
clinical decision support (CDS) alert presented below was developed to facilitate the use of a clinical guideline for HIT in 
the EHR. 

Methods 
The CDS alert was developed within the Cerner EHR (Cerner 
Corp, Kansas City, MO) at University of Utah Hospital in an 
inpatient setting. Although an online PDF version of HIT 
management guideline and an alert which links to the guideline 
using an InfoButton is available in the EHR, adherence to the 
guideline is poor due to static nature of the information and the 
limited time at the point-of-care. We hypothesize that seamlessly 
integrating the guideline protocol knowledge into a clinical 
workflow using an interactive CDS alert will improve adherence 
to guideline and HIT management, and reduce over-use of non-
heparin anticoagulant. The alert was developed using native 
application programming interface (API) and decision support 
engine, and standard HTML and JavaScript based widgets  
(Figure 1). 

The CDS intervention begins when the clinician tries to place a HIT Antibody laboratory test for suspected HIT.  When the 
clinician adds the order to the EHR scratchpad, an HTML and JavaScript based alert is invoked.  The clinician interacts 
with the alert to estimate a standard risk score (4T score) for HIT. Using the clinician’s input, the alert provides 
recommendations to the user.  Recommendation actions such as “order non-heparin anticoagulant” can be entered into the 
order entry system directly through the alert.  On placing the orders, the clinician’s input parameters as well as the alert 
recommendation are recorded within the EHR for future reference. When the laboratory results become available, another 
component of the alert uses these previously recorded risk score, the HIT antibody result, as well as the updated 
recommendation are automatically added to the EHR flowsheet. Once the final serotonin release assay (SRA) test (gold 
standard for diagnosis of HIT) becomes available, an updated recommendation based on the clinical guideline is 
automatically added to the EHR flowsheet next to SRA result. Additionally, the alert adds HIT as a problem in the patient’s 
problem list if the SRA result is positive. Finally, a positive result generates an additional alert for the clinician to document 
heparin allergy once HIT is confirmed.  
Results and Future work 
The CDS tool is currently undergoing final validation in the live inpatient EHR, and several key metrics including patient 
outcomes, cost implications, etc. are being investigated. Future work will focus on the long-term impact of this CDS tool.  

References 
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Abstract:  
Enabling clinical decision support (CDS) across multiple electronic health record (EHR) systems has been a desired 

but largely unattained aim of clinical informatics, especially in commercial EHR systems.  A potential opportunity 

for enabling such scalable CDS is to leverage vendor-supported, Web-based CDS development platforms along with 

vendor-supported application programming interfaces (APIs).  Here, we propose a potential staged approach for 

enabling such scalable CDS, starting with the use of custom EHR APIs and moving towards standardized EHR APIs 

to facilitate interoperability.  We analyzed three commercial EHR systems for their capabilities to support the 

proposed approach, and we implemented prototypes in all three systems.  Based on these analyses and prototype 

implementations, we conclude that the approach proposed is feasible, already supported by several major 

commercial EHR vendors, and potentially capable of enabling cross-platform CDS at scale.  

Introduction 

Clinical decision support (CDS), defined as “providing patients and healthcare providers with patient specific 

information and knowledge at appropriate times to improve the patient care process,” has been touted as a promising 

approach for improving health care processes, reducing costs, and improving patient safety.
1
 Systematic reviews of 

the effects of CDS systems have demonstrated that they can enhance clinical performance.
2-8

  In addition, CDS plays 

an important role in Meaningful Use stage two regulations.
8
 

Despite significant promise, the availability of advanced CDS capabilities has generally been limited.
1
  For example, 

in a systematic review of CDS systems by Chaudhry et al., fully 25% of CDS studies were found to come from just 

four institutions (Veterans Health Administration, Partners HealthCare, Regenstrief Institute, and Intermountain 

Healthcare).
9
  Moreover, according to a survey by the American Hospital Association (AHA), only 17% of hospitals 

had  adopted electronic health records (EHRs) with advanced CDS by the end of 2012.
10

 Although many factors 

limit the adoption of CDS, one main reason is that CDS capabilities are typically tightly coupled to specific modules 

within specific clinical information systems, making it difficult to share such machine-executable knowledge across 

multiple EHR platforms and care settings. A potential opportunity for enabling such scalable CDS is to leverage 

vendor-supported, Web-based development platforms along with vender-supported application programming 

interfaces (APIs).  In this paper, we propose a potential staged approach for achieving scalable CDS in this manner, 

starting with the use of custom EHR APIs and moving towards standardized EHR APIs to facilitate interoperability. 

Background  

The earliest CDS systems began to appear around the 1960s.  These early CDS systems, such as Warner’s 

congenital heart disease diagnosis system, 
11

 were mostly stand-alone systems that were separate from EHR systems. 

These systems were easy to share since they did not integrate with any clinical information systems. However, these 

systems required users to enter patient- and disease-specific information, making them error-prone and time-

consuming to use.  Moreover, because users had to take the initiative to use a separate system outside of their 

routine clinical workflows, these CDS systems risked not being used.  Due to the above limitations, later CDS 

systems, such as CDS systems built into Intermountain Healthcare’s HELP EHR system and the Veterans Health 

Administration’s VistA EHR system, began to integrate into clinical information systems.
12, 13

 Such CDS systems 

reduced data entry requirements and were easier to integrate into clinical workflows. However, it was difficult to 

share these CDS systems across multiple information systems and care settings due to their tightly coupling with 

specific clinical information systems.  
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To address the challenge of making CDS both (1) integrated with broader clinical information systems and (2) easy 

to share, efforts have been made to standardize machine-executable clinical knowledge representation.  For example, 

the Arden Syntax
14

 was designed to represent clinical rules, and the Guideline Interchange Format (GLIF)
15

 was 

designed to represent clinical guidelines in a shareable format.  More recently, there has been a concerted effort by 

the Office of the National Coordinator for Health IT (ONC) to develop interoperability specifications for CDS 

through a public-private collaborative effort known as Health eDecisions.
16

 As one of its deliverables, Health 

eDecisions has led to the development of a new Health Level 7 (HL7) draft standard for representing alerts, 

reminders, order sets, and documentation templates, known as the HL7 CDS Knowledge Artifact Implementation 

Guide.
17

   Despite the promise of this approach, no single knowledge representation standard has been adopted on a 

universal basis in commercial EHR systems.
18

 

A complementary approach to enabling CDS across multiple systems is the use of a service-oriented architecture 

(SOA).
19

 In this type of approach, important functional capabilities of a clinical information system are encapsulated 

in independent, Web-accessible services, and they are used in a coordinated fashion to enable desired CDS 

capabilities.  Much of the focus for this type of approach to CDS has been on what are known as CDS services, or 

Web services that analyze patient data and provide patient-specific assessments and conclusions.
20

  Examples of 

such CDS services that have been investigated include SEBASTIAN,
21

 the CDS Consortium’s Enterprise Clinical 

Rules Service,
22

 and OpenCDS.
23

  Moreover, there is an HL7 standard for the interfaces of such services known as 

the HL7 Decision Support Service standard,
24

 and Health eDecisions is currently working on creating an 

interoperability specification for such services.
25

 

In addition to CDS Web services, other services have been identified as being potentially important for enabling a 

SOA approach to CDS, such as retrieving data, placing orders, and communicating CDS recommendations to end-

users.
26

   Moreover, it has been argued that for true interoperability and scaling, these services would need to have 

standard interfaces that are adopted across the industry.
19,26

  Despite holding significant promise, however, a 

standard, SOA-based approach to scaling CDS is still more a vision rather than a reality within the context of most 

commercial EHR systems.  Thus, there is a strong need for developing a pragmatic strategy for moving from the 

current situation to the desired end result.  Here, we propose an approach for bridging this gap through the 

opportunistic leveraging of existing EHR APIs and functionality, with an eventual goal of enabling more consistent 

interoperability using standard APIs. 

Methods 

Evaluation of Current Vendor Support for SOA-based Approach to CDS 

As the first step in investigating the ability to instantiate a standard, SOA-based approach to CDS within commercial 

EHR systems, we evaluated several commercial EHR systems with the goal of identifying how a SOA approach to 

CDS could be supported using existing EHR APIs.  The investigations included commercial EHR systems from 

Cerner®, Epic, and McKesson.  The approach consisted of a combination of reviewing available API 

documentation, exploring user community discussion forums, and communicating with local and vendor-based 

experts of the EHR systems.  

Proposal Development 

Based on the information gained from investigating the APIs available in the selected commercial EHR systems, we 

sought to develop an approach to enabling SOA-based CDS that built upon our prior proposals in this area.
19,27

 The 

goal in developing the proposal was to identify approaches that were supportable with current EHR functionality, 

while allowing for a natural progression to a standards-based approach in the future. 

Evaluation of Proposed Approach 

To evaluate the proposed approach to scaling CDS, we developed prototype CDS applications in all three 

commercial EHR systems.  We then assessed the proposed approach in terms of feasibility, challenges, and lessons 

learned.   

Pseudo-Anonymization of Vendor Identities 

The intent of this study was to evaluate the capabilities of EHR systems in general to support a SOA approach to 

CDS, rather than to make a normative judgment on the relative capabilities of individual EHR systems.  Thus, the 

identities of the EHR systems are purposely omitted from our discussions below. 

  

1559



Results 

Vendor Support for SOA Approach to CDS 

In all products, APIs were available for enabling advanced CDS using a SOA approach.  However, these APIs 

differed across systems, and the functionality of the supported APIs depended on the vendor.  For example, one 

vendor supported using an API to place orders in the outpatient setting, but not in the inpatient setting.  

While not explicitly designed to support a SOA approach to CDS, we found that all three vendors supported a 

mechanism to develop custom Web resources (e.g., HTML, ASP, and JSP Web tools) that could then be integrated 

with the EHR systems.  In one system, such Web resources could be embedded within the “tabs” of the EHR user 

interface, as well as invoked by the rules engine.  In the second system, Web resources could be invoked from 

within the order entry system.  And in the third system, Web resources could be invoked as a separate “tab” or 

window in the EHR system.  These Web resources can be invoked directly by the end user or automatically by the 

EHR system’s native rules engine.  In effect, by supporting the ability to implement CDS capabilities using 

traditional Web programming techniques, all three EHR systems support leveraging Web services as well as vendor 

APIs within their custom Web development platforms.  Moreover, in each of the three products, the Web resource 

can be displayed within the EHR’s native user interface instead of a separate Web browser, so that the CDS tool can 

be coupled to a specific patient’s chart to provide patient-specific recommendations.  For all three systems, there 

was a supported approach for entering orders directly through the Web resource. 

Of note, one of the EHR vendors has announced that the next major release of its software will directly support 

calling CDS services from within its native rules management platform.   However, we were unable to identify 

support for this type of functionality in the versions of the EHR systems that we evaluated. 
 

Proposed Approach 

Our proposed approach for enabling standard, SOA-based CDS is as follows, and is described below. 

 Phase I. Utilize existing APIs and capabilities to enable custom SOA-based CDS for individual EHR platforms. 

 Phase II. Develop adapters for existing APIs so that available APIs can be accessed using standard interfaces. 

 Phase III. Standardize the APIs available in commercial EHR systems. 
 

Phase I. Use existing APIs and capabilities 

In the initial phase, we propose utilizing existing APIs and capabilities.  For example, in the one system that has 

announced imminent support for calling CDS services from within the native rules engine, enabling a SOA approach 

to CDS will be easy to accomplish.  As a similar example, we are aware of a major ambulatory EHR system 

(eClinicalWorks) which has announced that it will use CDS services for immunization CDS.
28

 

Despite progress on this front by some vendors, we found that many do not support this type of calling a CDS 

service directly.  At the same time, we found that this type of an approach can be enabled through vendors’ support 

for Web-based custom programming environments.   

In Phase I (Figure 1), we take advantage of existing EHR APIs (Components A and B in the figure) as well as many 

EHR vendors’ support for Web-based custom programming platforms (Component E) that are invoked by user-

driven or data-driven actions in the EHR.  Because each EHR has different APIs, both in terms of capabilities and 

interfaces, the Web-based CDS tools must be customized to remain within the constraints of what is allowed within 

the EHRs.  For example, a given EHR (EHR B in the figure) may allow orders to be placed using APIs, while 

another may not (EHR A in the figure).  In this case, a Web-based CDS tool designed for EHR B would need to be 

customized to remove the direct order placement capability when adapted for EHR A. For example, the CDS tool 

could be adapted to simply recommend the order in narrative text when intended for deployment in EHR A. 

Of note, the ability to call EHR APIs, such as those for data retrieval and order placement, is consistent with the 

vision of a SOA-enabled approach to CDS.  Moreover, the Web-based CDS tool can leverage services independent 

of the EHRs, such as CDS guidance services (Component C) that take in patient data as the input and provide back 

patient-specific evaluation results.  Moreover, these Web-based CDS tools can leverage other services (Component 

D), such as terminology services, services for formatting data (e.g., to create trend graphs), and services for 

converting units of measure. 
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Figure 1. Overview of Phase I of proposed architecture.  Letters correspond to descriptions in the text. 
 

 

 

Figure 2. Overview of Phases II and III of proposed architecture.  Phase II is shown in solid lines, and Phase III is 

shown using dashed lines. Letters correspond to descriptions in the text. 
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Phase II. Create Standard Adapters to EHR-specific APIs 

While the Phase I approach proposed above is capable of providing advanced CDS capabilities, and also potentially 

capable of being transported to other EHR environments, it is limited by the need to be customized to each EHR’s 

APIs. 

In the second proposed phase (Figure 2, solid lines), adapters (Component F) are created that enable the Web-based 

CDS tools (Component E) to interface with standard APIs.  These adapters transform standard API calls into EHR-

specific API calls, and then transform EHR-specific API results to standard API results (Component G).  For 

example, data retrieval requests are made using standard APIs such as the HL7 Retrieve, Locate, and Update Service 

(RLUS) standard,
29

 which are then transformed into vendor-specific data retrieval API calls.  Then, data are returned 

in a vendor-specific data format, which are then transformed into a standard format, such as an HL7 Continuity of 

Care Document (CCD).
30 

Phase III. Native Adoption of Standard APIs by EHRs 

A key challenge with the Phase II approach is that adapters must be created to enable the CDS tools to leverage 

standard APIs.  Moreover, another challenge is that an EHR may not support a critical API functionality altogether 

(e.g., for placing orders or for entering data into the EHR). 

Thus, in the third proposed phase (Figure 2, dashed lines), EHRs support a core set of commonly agreed upon 

service capabilities.  Moreover, they support the use of standard APIs (Component H) to access these capabilities.  

In this case, adapters are no longer needed, and there can be consistency in the services that can be expected to be 

supported on the part of EHRs. 

Prototype Development 

In order to evaluate the feasibility and challenges of the proposed approach, we developed prototype systems in 

accordance with our proposed Phase I architecture in three EHR systems (Epic, Cerner, and McKesson).  One of 

these systems is currently in production use.  Here, we describe each of these systems and their clinical contexts of 

use. 

Prototype 1: Risk assessment tool for heparin-induced thrombocytopenia (HIT)  

 

Figure 3. Screenshot for CDS tool for assessing risk for, and managing, heparin-induced thrombocytopenia (HIT) 

In this use case, a CDS tool was developed at the University of Utah for assessing the risk for, and appropriately 

managing, heparin-induced thrombocytopenia (HIT).  HIT is one of the most common adverse drug reactions caused 

by heparin.  Although there are laboratory tests to confirm the presence of HIT, limitations exist.  Since the results 

cannot be available immediately, the decision to continue, stop, or start a non-heparin anticoagulant can be 
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problematic.  Simply stopping heparin for a patient with HIT can cause thromboses, while starting non-heparin 

anticoagulants such as argatroban on a patient without HIT can be expensive and may potentially lead to major 

bleeding.
31

  Thus, it is important to have a clinical risk assessment tool to predict the presence of HIT.  

In this prototype, the CDS process begins when the clinician tries to place a HIT antibody test order to confirm 

whether the patient has HIT.  When the clinician adds the order to the scratchpad, an HTML Web page is invoked 

within the EHR system’s native user interface.  This Web page interacts with the clinician to facilitate assessing the 

patient’s risk of HIT.  Based on the user’s input, the Web page makes recommendations to the user.  Recommended 

actions can be placed into the computerized provider order entry (CPOE) system directly through the Web page.  On 

placing the orders, the clinician’s assessment is charted within the EHR for future reference.  Figure 3 provides a 

screenshot of this system, which is in the process of being deployed in the production environment.  

Architecturally, this system is developed according to our Phase I proposal.  The CDS Web tool interacts directly 

with the order placement API of the EHR system.  The tool also calls an API in the EHR system that allows specific 

rules to be triggered.  Using this approach, rules to add specific data to the record are used to document relevant data 

to the relevant inpatient flowsheet.  While not utilized in this particular tool, this EHR system provides a variety of 

other potentially relevant APIs, such as for data retrieval.  Furthermore, while not needed for this prototype (and 

therefore not deployed), we did validate that this Web tool can call an external CDS guidance service.  

Prototype 2: Insulin infusion calculator 

Blood glucose management through the titration of continuous parenteral insulin is both critically important and 

challenging in the critical care setting.
32

 Jacobi et al. outlined several recommendations to ensure the safe and 

effective use of insulin.
33

  Among these recommendations is the use of a reliable insulin infusion protocol, which 

guides the clinical staff  in choosing an appropriate starting dose and in making dosage adjustments in response to 

shifting blood glucose levels and patient parameters.  To support the clinical workflow, Texas Health Resources 

developed a Web-based insulin infusion calculator within its EHR system. The tool has been in production use in a 

clinical setting for two years.  

 

Figure 4.  Screenshot for insulin infusion calculator 
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Within the EHR system, access to the insulin calculator is available to all members of the care team. The primary 

users of the tool are clinical pharmacists, who determine the initial rate of the insulin infusion, and nursing staff, 

who make adjustments to the infusion based on changes in the patient’s glucose level.  To invoke the tool, the user 

clicks a customized button embedded in the EHR system, which launches an ASP Web page as a pop-up window 

within EHR native interface. In addition, logic has been programmed into the tool to prevent the user from accessing 

the calculator if the appropriate conditions are not met (e.g., if the patient does not have an active order for the 

protocol). This CDS tool incorporates available patient data, and upon collecting further user input, provides a 

recommendation for insulin titration (Figure 4).  As an additional safety feature, the algorithm of the insulin protocol 

is available as a PDF reference from within the tool, so that the user can double-check the calculations performed by 

the system. 

Architecturally, this system also uses the approach proposed for Phase I.  The CDS tool is invoked from within the 

EHR system.  Relevant patient data (e.g., blood glucose levels and body mass index) are obtained from the EHR 

system and provided to the Web tool as URL parameters. To accomplish this, the EHR system provides a variety of 

APIs for data retrieval.  While the calculator is pre-populated with data from the EHR, the user has the option to 

override these values. Since the tool is used for reference only, it does not ‘write’ data back to the clinical data 

repository for the patient. However, another Web-based CDS tool developed and implemented at Texas Health 

Resources can send data back into the EHR system via an HL7 interface.  

Prototype 3: CDS tool for genetically-guided warfarin dosing 

In a third system, a prototype for genetically-guided warfarin dosing was developed at Duke University Health 

System.  Warfarin is an anticoagulant drug that is widely prescribed for preventing and treating thrombosis and 

reducing the risk of embolism.  However, dosing of warfarin is complicated, since a patient’s response to warfarin is 

influenced by many factors including genotype, drugs, diet, and various co-morbidities.  Inappropriate dosing may 

increase the risk of adverse events such as hemorrhage.
34

 

A Web site known as www.WarfarinDosing.org has implemented well-established algorithms for genetically-guided 

warfarin dosing.  In order to take advantage of this resource within the context of usual clinical workflows, a Web-

based CDS tool was developed that can be invoked within a third EHR system and then call a CDS guidance service 

provided by WarfarinDosing.org.  

 

Figure 5.  Screenshot of prototype CDS tool for genetically-guided warfarin dosing 
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In this prototype system, the CDS tool is invoked when the user selects a “warfarin advisor,” which opens a Web-

based tool within the native CPOE user interface.  Relevant patient data are collected from users, and then 

WarfarinDosing.org is invoked to provide genetically-guided dosing recommendations, which are within easy view 

as the warfarin order are placed through this Web tool (Figure 5). 

Architecturally, this CDS tool was implemented using the proposed Phase I approach.  The tool was implemented as 

a Web form within a JavaServer Page (JSP).  This tool was invoked from within the CPOE system and then 

displayed within its custom Web browser.  While not implemented for this prototype, it was verified that patient 

data could be sent to the CDS tool as URL parameters.  Data, including the orders requested by the user, could then 

be sent back to the CPOE system as a form submission, the results of which could then be used by the system to 

place orders and save data.  The dosing capabilities of WarfarinDosing.org were invoked through a Web service 

interface provided by the developers of the Web site, and the Web tool was designed so that the dosing guidance 

would update in real-time as relevant patient parameters were changed in the tool. 

Evaluation of Proposed Approach 

Based on our experiences with implementing the proposed Phase I approach in three commercial EHR systems, we 

found that the approach is in fact feasible in all three of the systems we evaluated.  Indeed, all three EHR systems 

provided various APIs for accessing needed functionality, such as retrieval of patient data.  Moreover, all three EHR 

systems provided mechanisms for invoking Web-based CDS tools, although triggering mechanisms varied.  

There were several important challenges and limitations, however.  First, in all three cases, the steps that needed to 

be taken to enable the prototypes described here were not well documented.  Enabling these approaches required a 

concerted effort in each case, including making inquiries in user discussion forums, requesting further information 

from vendor support personnel, carefully scrutinizing available documentation, and trial and error.  Moreover, there 

was significant heterogeneity among the EHR systems in how they supported this approach to CDS, including 

variability in browser functionality, available API capabilities, and API interfaces.  

Clearly, if standard API adapters were available (Phase II), or if EHR systems supported a common set of standard 

APIs (Phase III), it would be much easier to implement the proposed approach to enabling cross-platform CDS. 
 

Discussion 

Study Summary 

Based on prior proposals for enabling CDS at scale through SOA-based approaches, and based on an evaluation of 

available APIs and capabilities in three commercial EHR systems, we proposed a three-phased approach to enabling 

service-oriented CDS across multiple EHR platforms.  Through the implementation of prototype systems pursuant to 

this approach, we determined that the proposed approach is in fact feasible.  However, we identified several 

important challenges, including limited documentation to support the approach, heterogeneous EHR APIs, and 

differing mechanisms for invoking Web-based CDS tools. 

Strengths and Limitations 

One important strength of this study is that we evaluated the proposed approach to scaling CDS in three commercial 

EHR systems.  A second strength is that we implemented actual CDS systems to evaluate the approach, including 

one that is currently in production use, and one that is about to be deployed for production use.  A final strength of 

this study is that our proposed approach is both (i) feasible to implement using currently available technologies and 

(ii) compatible with a step-wise progression to a standards-based approach to enabling CDS at scale. 

One limitation of this study is that we did not evaluate more commercial EHR systems.  Therefore, we believe that 

further investigation of this approach in other EHR systems is warranted.  Second, we did not implement any 

prototypes evaluating our proposed Phase II approach.  While we believe implementing such an approach is both 

logical and feasible, further research is clearly needed in this area as well.  Third, it is possible that an EHR 

supported a functionality that we were not able to identify, such as additional useful APIs.  Finally, it is possible that 

a functionality that we could not identify in an evaluated EHR system is available in a newer version of the system.  

Need for Standards and Standards Adoption 

In this study, we found that EHRs generally utilize their own APIs rather than standard APIs.  In a previous study,
26

 

several standards for services desired for CDS were identified, including the RLUS standard,
29

 the HL7 Decision 
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Support Services standard,
24

 and HL7 version 2 and 3 information model standards.
35,36

  However, this analysis also 

identified several desired services for which appropriate standards are not available, such as for order placement.  

Clearly, standardization efforts in this area will be critical. 

While the availability of standards is clearly a pre-requisite for a standards-based SOA approach to CDS, perhaps 

more important is vendor adoption of these standards.  For example, for several of the capabilities supported by 

vendors using custom APIs, standards are available today, as noted above. 

Future Directions 

There is a clear need for more research in this space, for example for evaluating the proposed Phase I approach in 

other EHR systems, and also for evaluating the proposed Phase II approach.  Critical to the Phase II approach is 

developing a business case for developing adapters to bridge standard APIs with EHR-specific APIs.  Given the size 

of the task, the creation of such adapters will require significant resources, whether pooled from collaborating 

entities or invested by integration vendors who could spread the costs of developing such capabilities across 

multiple clients and thereby achieve economies of scale.  Looking forward to Phase III, achieving a common set of 

standard APIs across EHR vendors will be difficult, but it is critical to achieving the vision of truly scalable, cross-

platform, service-oriented CDS.  One potential avenue to achieving Phase III may include alignment with 

Meaningful Use regulations.  Another potential approach may be to leverage vendor-led efforts to enable enhanced 

interoperability, such as the recently announced CommonWell Health Alliance.
37

 

Conclusions 

Based on these analyses and prototype implementations presented in this manuscript, we conclude that the approach 

proposed is feasible, already supported by several major commercial EHR vendors, and potentially a promising 

approach for scaling CDS.  Further efforts are needed to further evaluate the proposed approach and to make the 

approach more standards-based and scalable. 
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Abstract 

Therapeutic indications and drug side-effects are both measureable human behavioral or physiological changes in 
response to the treatment. In modern drug development, both inferring potential therapeutic indications and 
identifying clinically important drug side-effects are challenging tasks. Previous studies have utilized either 
chemical structures or protein targets to predict indications and side-effects. In this study, we compared indication 
prediction using side-effect information and side-effect prediction using indication information against models using 
only chemical structures and protein targets. Experimental results based on 10-fold cross-validation, show that drug 
side-effects and therapeutic indications are the most predictive features for each other. In addition, we extracted 
6,706 statistically highly correlated disease-side-effect pairs from all known drug-disease and drug-side-effect 
relationships. Many relationship pairs provide explicit repositioning hypotheses (e.g., drugs causing postural 
hypotension are potential candidates for hypertension) and clear adverse-reaction watch lists (e.g., drugs for heart 
failure possibly cause impotence). All data sets and highly correlated disease-side-effect relationships are available 
at http://astro.temple.edu/~tua87106/druganalysis.html. 

Introduction 

Drug discovery is a time-consuming and laborious process. By conservative estimates, it now takes at least 10 to 15 
years and $500 million to $2 billion to bring a single drug to market1. Furthermore, there is a widening productivity 
gap: research and development spending continues to increase, yet the number of new therapeutic chemical and 
biological entities approved by the US FDA has been declining since the late 1990s. Lack of efficacy and adverse 
side-effects are two most important reasons for which a drug fails clinical trials, each accounting for around 30% of 
failures2. Thus the development of tools that can predict therapeutic indications and side-effects holds great promise 
for reducing the attrition rate and improving the drug discovery process. 

Inferring potential therapeutic indications (i.e., drug repositioning), for either novel or approved drugs, has become a 
key approach in drug development. By starting from known compounds with well-characterized pharmacology and 
safety profiles, it could drastically reduce the risk of attrition in clinical phases. There have been several successful 
examples of drug repositioning (for example, thalidomide to treat leprosy or finasteride for the prevention of 
baldness); however they were all results of serendipitous discovery, not well-thought strategies. Recently, a number 
of computational methods have been developed to predict drug indications. There are five typical computational 
strategies in drug repositioning: (1) inferring novel drug uses based on shared treatment profile using a network-
based, guilt-by-association method3; (2) predicting drug indications on the basis of the chemical structure of the 
drug4; (3) inferring drug indications from protein targets interaction networks5,6; (4) identifying relationships 
between drugs based on the similarity of their phenotypic profiles (e.g., side-effects7,8 and gene expression9,10); (5) 
integrating multiple properties (e.g., chemical, biological, or phenotypic information) of drugs and diseases to 
predict drug indications11-13. With the exception of Yang et al8 which used side-effects, these strategies focus 
primarily on using preclinical information. However, clinical therapeutic effects are not always consistent with 
preclinical outcomes. 

At the same time, drug side-effects, or adverse drug reactions, have become a major healthcare concern. As an 
illustration to the extent of this problem, serious drug side-effects are estimated to be the fourth leading cause of 
death in US, resulting in 100,000 deaths per year14. The identification of potential severe adverse side-effects is a 
challenging issue at many stages of the drug development process. A useful experimental approach for predicting 
side-effects is preclinical in-vitro safety profiling which tests compounds with biomedical and cellular assays, but 
experimental detection of drug side-effects remains very challenging in terms of cost and efficiency. Therefore, 
several computational methods for analyzing or predicting drug side-effects have been proposed. The methods can 
be categorized into three types: (1) linking drug side-effects to their chemical structures15-17, following the spirit of 
QSAR (quantitative structure-activity relationship); (2) relating drug side-effects to its protein targets18,19 because 
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drugs with similar in vitro protein-binding profiles tend to exhibit similar side-effects; (3) predicting drug side-
effects by integrating multiple data sources (e.g., chemical, biological, or phenotypic properties)20-22. 

Therapeutic indications (i.e., drug’s indicated diseases) and side-effects are both measureable behavioral or 
physiological changes in response to the treatment. Intuitively, if drugs treating a disease share the same side-effects, 
this may be manifestation of some underlying mechanism-of-action (MOA) linking the indicated disease and the 
side-effect. In other words, the phenotypic expression of a side-effect can be correlated to that of a disease. 
Furthermore, both therapeutic indications and side-effects are observations on human in the clinical stage, so there is 
less of a translational issue. This provides the basis to relate diseases to side-effects (and vice versa), even in cases 
where the precise pharmacological mechanism is unknown. 

In this study, we conducted a comprehensive investigation of multiple sources of information (and their 
combinations) for both therapeutic-indication prediction and drug side-effect prediction tasks. Our evaluation shows 
that indeed drug side-effects are important information for therapeutic-indication prediction; and vice versa: drug 
therapeutic-indications are important information for side-effect prediction. Building on this confirmation of strong 
correlation between drug indications and side-effects, we further compiled a list of relationships among all known 
drug-disease and drug-side-effect to build disease-side-effect profiles and identify statistically significant 
relationships between drug side-effects and therapeutic indications. These strong relationships can be used to 
provide repositioning hypotheses (e.g., drugs causing postural hypotension are potential candidates for 
hypertension), as well as adverse-effect watch lists (e.g., drugs for heart failure possibly cause impotence). 

Our study differs from prior related studies in the following aspects: (1) we evaluate the use of therapeutic 
indications to predict side effects, and the use of side-effects to predict therapeutic indications, and by doing so 
demonstrate that they each is the most effective predictive factor of the other. To our knowledge ours is the first 
study to do so. While Yang et al8 also used side-effects to predict drug indications, they did not evaluate it in a 
general machine learning framework. Furthermore, our study was conducted on a much larger dataset (719 diseases 
and 1385 side-effects vs. their 145 diseases and 584 side-effects). (2) we build disease-side-effect profiles to 
elucidate interesting relationships between drug side-effects and therapeutic indications with clinical meanings, 
which provides a systematic way to generate drug indication hypotheses and adverse-effect watch lists. 

Data Sets 

In the experiment, we analyzed the approved drugs from DrugBank23, which is a widely used public database of 
drug information. From DrugBank, we collected 1447 FDA-approved small-molecule drugs. Furthermore, we 
mapped these drugs to several other key drug resources including PubChem24 and UMLS25 in order to extract other 
drug related information. In the end, we extracted chemical structures of the 1103 drugs from PubChem. To encode 
the drug chemical structure, we used a fingerprint corresponding to the 881 chemical substructures defined in the 
PubChem. Each drug was represented by an 881-dimensional binary profile whose elements encode for the presence 
or absence of each PubChem substructure by 1 or 0, respectively. A description of the 881 chemical substructures 
can be found at the website of PubChem. There are 132,092 associations between drugs and chemical substructures 
in the dataset, and each drug has 119.8 substructures on average.  

From DrugBank, we also got target information of each drug. To facilitate collecting target protein information, we 
mapped target proteins to UniProt Knowledgebase26, a central knowledgebase including most comprehensive and 
complete information on proteins. In the end, we extracted 3,152 relationships between 1007 drugs and 775 proteins, 
and each drug has 3.1 protein targets on average. Each drug was represented by a 775-dimensional binary profile 
whose elements encode for the presence or absence of each target protein by 1 or 0, respectively. 

Side-effect keywords were obtained from the SIDER database27 which contains information about marketed 
medicines and their recorded adverse drug reactions. This led to a dataset containing 888 small-molecule drugs and 
1385 side-effect keywords. Each drug was represented by a 1385-dimensional binary profile whose elements encode 
for the presence or absence of each of the side-effect keywords by 1 or 0, respectively. We plotted the statistics of 
side-effect data in Figure 1. 69% of drugs have between 10 and 100 different side effects; 22% of drugs have more 
than 100 side-effects; only 9% of drugs have less than 10 side-effects (Figure 1(a)). Also, 56% of all side-effects 
occur for <10 drugs; 32% of all side-effects occur for 10-100 drugs; 12% of all side-effects occur for >100 drugs 
(Figure 1(b)). Altogether, there are 61,102 associations between drugs and side-effect terms in the dataset, and each 
drug has 68.8 side-effects on average. 

Drugs' known uses were obtained through extracting treatment relationships between drugs and diseases from the 
National Drug File - Reference Terminology (NDF-RT), which is part of the UMLS25. The drug-disease treatment 
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relationship list is also used by Li et al12 as the gold standard set of a drug repositioning task. After normalizing 
various drug names in NDF-RT to their active ingredients, we were able to extract therapeutic indications for 799 
drugs out of the 1103 drugs, which constructed 3250 treatment relationships between 799 drugs and 719 diseases. 
Thus each drug was represented by a 719-dimensional binary profile whose elements encode for the presence or 
absence of each of the therapeutic indications by 1 or 0, respectively. We plotted the statistics of therapeutic 
indications data in Figure 2. Most of drugs (75%) treat <5 indicated disease; 18% of drugs treat 5 to 10 diseases; 
only 7% of drugs treat >10 diseases (Figure 2(a)). Although the disease Hypertension has 78 related drugs, 80% of 
diseases has only <5 drugs; 10% of diseases has 5-10 drugs; and remain 10% of diseases has >10 drugs (Figure 2(b)). 

 

 

Figure 1. Statistics of the side-effect dataset. (a) The number of side-effects per drug. (b) The number of drugs per 
side-effect. 

 

Figure 2. Statistics of the therapeutic-indication dataset. (a) The number of therapeutic indications per drug. (b) The 
number of drugs per therapeutic indication. 

 

Methodology 

In our study, we modeled both drug indication prediction task and drug side-effect prediction task as binary 
classification problems. For indication prediction, we constructed a classifier for predicting whether a given drug x 
treat a particular disease or not, and repeat this process for all 719 diseases. For side-effect prediction, we 
constructed a classifier for predicting whether a given drug x has a side-effect or not, and repeat this process for all 
1385 side-effects. We tested four powerful classifiers, Support Vector Machine, Random Forest, Naïve Bayes and 
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Logistic Regression. We will only report the results of logistic regression in the following because it achieved the 
best empirical results. Our implementation is by Python 2.7 and the codes of all those four classifiers are available in 
the Scikit-Learn package28 (http://scikit-learn.org/stable/). The model parameters are tuned with 10-fold cross 
validation.  

Experiment Settings. We tested all data sources and their possible combinations to predict drug side-effect profiles 
and drug therapeutic-indication profiles. Figure 3 provides a graphical illustration on what information has been 
used in our prediction tasks.  

 

Figure 3. Illustration of the proposed method. 

 

For therapeutic indication prediction task, we used the following sources: (1) chemical (881 substructure features); 
(2) biological (775 protein target features); (3) side-effect (1385 side-effect keywords); (4) chemical+biological 
(881+775 features); (5) chemical+side-effect (881+1385 features); (6) biological+side-effect (775+1385 features); 
(7) chemical+biological+side-effect (881+775+1385 features).  

For side-effect prediction task, we used the following sources: (1) chemical (881 substructure features); (2) 
biological (775 protein target features); (3) indication (719 disease-indication features); (4) chemical+biological 
(881+775 features); (5) chemical+indication (881+719 features); (6) biological+indication (775+719 features); (7) 
chemical+ biological+indication (881+775+719 features).  

To evaluate how difficult the problem considered in this study, we also applied a random assignment procedure, that 
is, we used the 0/1 ratio to generate a binary label to each test drug randomly. For example, if the ratio in given 
training data is 90%, we can assign zero for 90% of examples in test; otherwise 1. This method is used as a baseline 
method for both indication prediction and side-effect prediction tasks. 

We used a 10-fold cross validation scheme to evaluate the accuracies of all methods. To avoid easy prediction cases, 
we held out all the associations involved with 10% of the drugs in each fold, rather than holding out 10% of the 
associations.  For both indication prediction and side-effect prediction tasks, the sample sizes of output classes are 
highly imbalanced. Consequently, the accuracies of the prediction results could be overestimated. To avoid this 
problem, we also incorporated a sample balancing strategy in the 10-fold cross validation scheme, where all drugs 
were split into 10 equal-sized subsets, and each subset was used in turn as the testing set. For constructing the 
training set at each round of cross validation, we used all the positive drug-indication or drug-side-effect pairs from 
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the remaining nine subsets, and randomly selected negative pairs from the same nine subsets, whose amount is twice 
as large as the positive pair number. This sample balancing strategy was also used in Gottlieb et al11. To obtain 
robust results, we performed 10 independent cross-validation runs, in each of which a different random partition of 
the data set to 10 parts was used; we then computed the mean and the standard deviation of the evaluation scores 
over the entire 10 repetitions. To conduct a fair and accurate comparison across different data sources, we only 
considered the drugs which have all available sources for each task. And the same experimental conditions were 
maintained by using the same training drugs and test drugs for each fold. 

Performance Measure. We measure the final classification performance using three criteria: sensitivity, specificity, 
and area under the ROC curve (AUC). In order to provide definition of these four criteria, we construct the 
classification confusion table for binary classification problems as in Table 1, where the two classes are indicated as 
positive or negative. 

Table 1. Confusion matrix 

  Actual Value 

Predicted True Positive (TP) False Positive (FP) 

Value False Negative (FN) True Negative (TN) 
 

The evaluation metrics we used are sensitivity, specificity and Area Under the Curve (AUC) score. Sensitivity is the 
true positive rate computed as TP/ (TP+FN). Specificity is calculated as TN/ (TN+FP), which is equal to 1- False 
Positive Rate. AUC score is the area under the Receiver Operating Characteristic (ROC) curve, which is a graphical 
plot of true positive rate vs. false positive rate. The whole ROC curve can be plotted by varying the threshold value 
for prediction score, above which the output is predicted as positive and negative otherwise. The AUC score has 
widely been used as a classification performance measure in biostatistics and medical informatics. 

To summarize the global performance across 719 diseases (for drug indication prediction) and 1385 side-effects (for 
drug side-effect prediction), we merged the prediction scores of all drugs over all diseases (for drug indication 
prediction) and of all drugs over all side-effects (for side-effect prediction) and drew global ROC curves. In 
literature, this strategy is widely used for both drug indication prediction tasks11,12 and side-effect prediction 
tasks16,22. The reported sensitivity and specificity were obtained from the operating points of the global ROC curve, 
so that it gives the best tradeoff between false positives and negatives. 

Results and Analysis 

For therapeutic-indication prediction task, Figure 4 shows the averaged ROC curves of 10 runs of the cross 
validation for different information sources based on cross-validation experiments, and Table 2 summarizes the 
concrete values of those evaluation results. When the information sources were compared independently, side-effect 
is the most informative (AUC of 0.8408), chemical structure ranks as the second (AUC of 0.8148), followed by 
target protein information (AUC of 0.8011). While combing any two data sources will improve the AUC, combing 
all three data sources, we obtained the highest AUC score (AUC of 0.8640). 

For drug side-effect prediction tasks, Figure 5 shows the averaged ROC curves of 10 runs of the cross validation for 
different information sources based on cross-validation experiments, and Table 3 summarizes the evaluation results. 
When the information sources were compared independently, therapeutic indication is the most informative (AUC 
of 0.7058), target protein information is also highly informative (AUC of 0.6993), but chemical structure performed 
much worse (AUC of 0.6379). This could be partially explained with the following reasons. Both therapeutic 
indications and side-effects are complex phenomenological observations that attributed to chemical structures (i.e., 
drugs) interact with primary or additional targets (off-targets hereafter). Expected activities derived from on-targets 
result in therapeutic effects. Unexpected (usually unwanted and harmful) activities derived from off-targets lead to 
side-effects. Minor differences in chemical structure of a drug may not affect the primary targets, therefore chemical 
structure could be very useful for predicting drug indications. However, even minor differences in chemical 
structure of a drug may cause a dramatic impact on how it interacts with off-targets, thus could result in significant 
differences in side-effect profiles of the drug. Therefore, drugs with similar chemical structures may not have similar 
side-effects, i.e., the performance could be bad if we use chemical structure to predict side-effects. While combing 
therapeutic indication and target protein results in the highest AUC score (AUC of 0.7103), combining chemical 
structure and any other information sources will make the prediction performance worse. 
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Figure 4. The averaged ROC comparison of therapeutic indication predictions for various information source 
combinations using in 10-fold cross validation. Information sources are sorted in legend of the figure according to 
their AUC score. 

 

Figure 5. The averaged ROC comparison of drug side-effect predictions for various information source 
combinations using in 10-fold cross validation. Information sources are sorted in legend of the figure according to 
their AUC score. 
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Table 2. Performance comparison of drug therapeutic-indication prediction with different information sources 

Information Source AUC Sensitivity Specificity 

Random 0.5000+/-0.0010 0.0072+/-0.0021 0.9929+/-0.0002 

Chemical 0.8148+/-0.0019 0.5321+/-0.0046 0.9647+/-0.0004 

Protein 0.8011+/-0.0021 0.5387+/-0.0038 0.9841+/-0.0002 

Side-effect 0.8408+/-0.0036 0.5575+/-0.0046 0.9737+/-0.0004 

Chemical+Protein 0.8295+/-0.0021 0.4014+/-0.0041 0.9921+/-0.0001 

Chemical+Side-effect 0.8563+/-0.0022 0.6228+/-0.0071 0.9516+/-0.0006 

Protein+Side-effect 0.8515+/-0.0053 0.5625+/-0.0070 0.9793+/-0.0003 

Chemical+Protein+Side-effect 0.8640+/-0.0035 0.6195+/-0.0067 0.9650+/-0.0004 

 

Table 3. Performance comparison of drug side-effects prediction with different information source 

Information Source AUC Sensitivity Specificity 

Random 0.5001+/-0.0004 0.0599+/-0.0007 0.9403+/-0.0004 

Chemical 0.6379+/-0.0008 0.2436+/-0.0012 0.9401+/-0.0003 

Protein 0.6993+/-0.0014 0.4746+/-0.0010 0.9128+/-0.0006 

Indication 0.7058+/-0.0014 0.5207+/-0.0017 0.8995+/-0.0005 

Chemical+Protein 0.6644+/-0.0009 0.2843+/-0.0016 0.9468+/-0.0003 

Chemical+Indication 0.6690+/-0.0012 0.2881+/-0.0016 0.9494+/-0.0004 

Protein+Indication 0.7103+/-0.0011 0.4689+/-0.0018 0.9319+/-0.0002 

Chemical+Protein+Indication 0.6837+/-0.0010 0.3035+/-0.0015 0.9542+/-0.0003 

 

From those results we can observe that drug side-effects and therapeutic indications are the most predictive features 
for each other. This suggests some hidden correlations between them. To explore those correlations, we used 
Fisher’s exact test29, which is a typical approach for measuring the significance of the association between two 
nominal variables (e.g., each side-effect vs. each disease). Thus we build disease-side-effect profiles (the most likely 
side-effects by the drugs which treat a specific disease) based on known drug-disease and drug-side-effect 
relationships. Among all 995,815 (719 diseases by 1385 side-effects) disease-side-effect pairs, there are 17,386 
(1.75%) pairs have p-value<0.05. This explains the reason why side-effects and therapeutic indications are 
predictive for each other in our empirical studies.  

At a p-value cutoff of 0.01, we found 6,706 highly correlated disease-side-effect pairs between 458 disease and 1077 
side-effects. On average, each disease’s drugs very likely to cause 14.6 side-effects and each side-effect highly 
associates with 6.2 types of diseases. We plotted the statistics of highly correlated disease-side-effect pairs (p-
value<0.01) in Figure 6, from which we can observe that 63% of the diseases highly correlate with <10 side-effects; 
36% of the diseases highly correlate with 10 to 100 drugs; only 4 diseases highly correlate with >100 side-effects 
(Figure 6(a)). For example, disease Obsessive-Compulsive Disorder is highly correlated with 260 side-effect 
keywords in our analysis, but only 7 drugs treat this disease in our drug-disease dataset. 60% of side-effects are 
highly associated with <5 diseases; 24% of side-effects are highly associated with 5-10 diseases; 16% of side-effects 
are highly associated with >10 diseases (Figure 6(b)). 

Table 4(a) shows 10 most closely correlated side-effects for disease Hypertension. Some of the side-effects are 
physiologically linked to hypertension and the mechanism of action (MOA) can be explained. For example, some 
hypertension drugs may result in a sudden drop in blood pressure when a person stands up, thus the side-effect 
postural hypotension happens. Some hypertension drugs (e.g., β-blockers) hits α-adrenergic receptors protein target 
in penile tissue, which will cause side-effect impotence. The decreased blood pressure caused by some hypertension 
drugs (e.g., β-blockers) also cause side-effects syncope, dizziness, vertigo, and weakness. Side-effect pemphigus is 
related to ACE inhibitors, which is also one kind of hypertension drug. Some hypertension treatments (e.g., 
Diuretics) cause human body to lose salt and water, potentially causing side-effects gout and hyperuricemia. 
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Similarly, Table 4(b) shows 10 most closely correlated side-effects for disease Pain. Nonsteroidal anti-inflammatory 
pain medicines (e.g., Advil and Motrin) increase risk of heart attack and stroke, thus cause tachycardia, heart block, 
and arrhythmia as side-effects. Low doses of tricyclic or tetracyclic antidepressant drugs increase the level of certain 
brain chemicals, which affect how the brain perceives pain. But they cause side-effects urinary retention, blurred 
vision and confusion. Other types of antidepressants (e.g., SSRI and SNRI) also cause somnolence. 

 

 

Figure 6. Statistics of the highly correlated disease-side-effect pairs result (p-value<0.01). (a) The number of side 
effects per disease (therapeutic indication). (b) The number of diseases (therapeutic indications) per side effect. 

 

Table 4. 10 most correlated side-effects for disease Hypertension and Pain 

(a) (b) 

Disease Side-effects P-value Disease Side-effects P-value 

Hypertension postural hypotension 3.66E-15 Pain tachycardia 1.65E-07

impotence 7.21E-12 heart block 2.14E-07

claudication 2.19E-09 apnea 3.10E-07

syncope 1.11E-07 urinary retention 1.18E-05

hyperuricemia 2.92E-07 hallucinations 2.32E-05

vertigo 3.33E-07 tinnitus 2.53E-05

dizziness 8.54E-07 somnolence 5.81E-05

gout 1.23E-06 blurred vision 1.31E-04

pemphigus 1.29E-06 arrhythmia 2.42E-04

  weakness 8.79E-06   confusion 2.55E-04
 

Table 5(a) shows 10 therapeutic indications (diseases) with strongest correlation to the side-effect weight loss. Many 
diseases in the list are mood disorders (e.g., bipolar disorder, depressive disorder, panic disorder). The most widely 
prescribed mood control drugs come from a class of medications known as selective serotonin reuptake inhibitors 
(SSRIs, such as Prozac, Zoloft). SSRIs act on serotonin, a chemical in the brain that helps regulate mood. However, 
serotonin also plays a role in digestion, sleep and other bodily functions. Thus mood control drugs result in dizziness, 
nausea, loss of appetite, and finally cause weight loss. Similarly, the drugs for Alzheimer disease (e.g., Aricept, 
Cognex, Exelon) cause vomiting, nausea, loss of appetite, thus result in weight loss. Some anti-diabetic medication 
(e.g., α-glucosidase inhibitors) lowers the amount of sugar metabolized, which cause weight loss. Table 5(b) shows 
10 therapeutic indications (diseases) with strongest correlation to impotence as side-effect. Drugs for cardiovascular 
diseases (e.g., hypertension, heart failure) are used to lower the pressure inside blood vessels, so the heart does not 
have to work as hard as usual to pump blood throughout the body. But the decreased blood flow can reduce desire 
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and interfere with erections and ejaculation, thus cause impotence. Some cardiovascular drugs limit the availability 
of cholesterol and likely interfere with the production of testosterone, estrogen and other sex hormones, also cause 
impotence. Drugs for mood disorders (e.g., depressive disorder, bipolar disorder) block the action of brain 
chemicals that relay signals between nerve cells, thus decrease sex drive, causing impotence as a side-effect. 

 

Table 5. 10 most correlated indicated diseases for side-effect weight loss and impotence 

(a) (b) 

Side-effect Disease P-value Side-effect Disease P-value

weight loss Bipolar Disorder 1.10E-06 impotence Hypertension 7.21E-12

Depressive Disorder 1.63E-04 Depressive Disorder 9.20E-12

Alzheimer Disease 3.81E-04 Bipolar Disorder 1.30E-05

Epilepsies, Partial 3.81E-04 Schizophrenia 2.06E-05

Panic Disorder 3.68E-03 Heart Failure 4.11E-05

Diabetes Mellitus, Type 2 5.74E-03 Myocardial Infarction 5.69E-05

Asthma 6.99E-03 Urinary Tract Infections 5.86E-05

Pancreatic Neoplasms 7.80E-03 Diabetic Nephropathies 4.56E-04

Autistic Disorder 9.06E-03 Asthma 1.12E-03

   Lymphoma 9.06E-03   Angina Pectoris 1.96E-03
 

Both therapeutic indications and clinical side-effects are human phenotypic data obviating translation issues. 
Therefore, the strongly correlated disease-side-effect pairs are beneficial for drug discovery: (1) we can use the side-
effects information to repurpose existing treatments. For example, based on the information of Table 4(a), we may 
consider drugs with side-effect postural hypotension as candidates for hypertension. Also based on the information 
in Table 5(a), we may consider and evaluate some mood-disorder drugs for the usage of weight loss (i.e., as weight-
loss pills). (2) If a new treatment is designed for a specific disease, all health care stakeholders (e.g., regulators, 
providers, patients and pharmaceutical companies) should pay more attention to adverse reactions in the over-
represented side-effect list of the disease (e.g., Table 4(a) for hypertension and Table 4(b) for pain), and control the 
formulation and dosing of drugs in the clinical trials to prevent serious safety issues. 

Conclusion 

In this study, we performed a systematic exploration of multiple sources of information (and their combinations) for 
therapeutic-indication prediction and drug side-effect prediction tasks. Using a cross-validation scheme, we found 
that side-effect-based approach displays better performance for the prediction of therapeutic-indication and drug-
indication-based approach shows better performance for the prediction of drug side-effect, compared to chemical-
structure and protein-target based methods. Furthermore, we built disease-side-effect profiles to discover statistically 
highly correlated relationships between drug side-effects and therapeutic indications. These relationships can be 
leveraged for real-world drug discovery. 
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Understanding consumers’ information needs about breast cancer by 
analyzing online questions  
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Abstract  
Social media has become an increasingly important platform for consumers to obtain health related information. It 
is important to develop informatics methods to automatically analyze questions asked by consumers, thus to 
understand their information needs on health care. This poster describes a preliminary study on consumers’ 
information needs concerning breast cancer. We manually analyzed 40 breast cancer related questions asked in the 
Yahoo Answers! and reported frequency distribution of different information need categories.  
Background 
Social Media has been becoming an important healthcare communication platform for consumers, especially the 
younger generation.1 Online question answering communities such as Yahoo Answers! are one of these platforms 
that allow consumers to ask health related questions and obtain answers and suggestions from medical experts or 
others with similar experience. These questions provide valuable data sources for understanding consumers’ 
information needs on health related knowledge; but they are in the free text format. Thus, automated methods such 
as natural language processing (NLP) technologies are needed for large-scale analysis of health-related questions. 
As a preliminary study, we conducted a manual analysis of online questions about breast cancer, which is one of the 
most pervasive cancers in the US and worldwide. 
Methods 
Using provided API, we downloaded 18,048 questions containing the keyword “breast cancer” from the health 
category of Yahoo Answers!. The entering time of these questions ranges from 2005 to 2013. For analysis, forty 
questions were randomly selected from the pool and used for this preliminary analysis. Each question often consists 
of a title and a paragraph of description. We manually reviewed both titles and descriptions and conducted a content 
analysis. Based on the analysis, we defined different categories for consumers’ information needs and reported the 
frequency distribution of each category. In addition, we recorded two types of contextual information: the age of 
question askers and the experiencer (whether the question is about the asker or other people, e.g., relatives). 
Results 
As shown in the table, we have identified six 
different types of information needs 
concerning breast cancer: causes/risks, 
suspicion/diagnosis of breast cancer, 
treatment, secondary opinion, find similar 
experience, and other. Some of the questions 
are classified into multiple types, so their 
relative frequencies do not sum to 1. Among 
them, questions about suspicion/diagnosis of 
breast cancer (50%) and causes/risks (28%) 
were two most frequent types, in contrast to 49.23% queries for general information from the search engine.2 We 
also found that more than 80% of question askers are adolescent between 13 to 22 years old. Furthermore, about 
69% consumers asked questions for themselves.  
Conclusion 
Our preliminary study demonstrates that information about diagnosis and causes are the major consumers’ 
information needs concerning breast cancer.  In the next stage, natural language processing technologies will be 
explored for a large-scale analysis of health related questions. 
References 
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Category Example Freq 
Causes/risks What could cause the breast cancer? 28% 
Suspicion/diagnosis of 
breast cancer 

My right breast feel really sore, could it be   
breast cancer? 

50% 

Treatment What is a less toxic alternative to Chemo? 12% 
Secondary opinion The examination shows nothing, should I be 

worried about having breast cancer? 
5% 

Find similar experience Anyone having the same experience? 5% 
Other Breast cancer slogans? 20% 
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Abstract 

Pre-hospital communication is a critical first step towards ensuring efficient management of critically injured 
patients during trauma resuscitation. Information about incoming patients received from the field and en route 
serves a critical role in helping emergency medical teams prepare for patient care. Despite many efforts, 
inefficiencies persist. In this paper, we examine the pre-hospital communications between pre-hospital and hospital 
providers, including the types of information transferred during en-route calls, as well as the information needs of 
trauma teams. Our findings show that Emergency Medical Services (EMS) teams report a great deal of information 
from the field, most of which match the needs of trauma teams. We discuss design implications for a computerized 
system to support the use and retention of pre-hospital information during trauma resuscitation. 

Introduction 

Trauma resuscitation is a specialized medical domain in which critically injured patients are treated in a dedicated 
facility in the emergency department (resuscitation bay) [1]. During resuscitation, an interdisciplinary team of 
medical specialists (resuscitation team) must provide rapid and focused intervention in an organized manner to 
identify and manage potentially life-threatening injuries. The timely acquisition and dissemination of information 
from pre-hospital staff is a critical first step towards achieving this goal. Pre-hospital information is used for trauma 
team activation as well as for efficient planning and use of resources at the receiving trauma center [2]. Despite its 
important role in ensuring the continuity and safety of patient care, communication between pre-hospital staff and 
trauma teams remains inefficient: patients often arrive either unannounced or are described in insufficient detail to 
allow appropriate preparations [3,4], Emergency Medical Services (EMS) reports during patient handover often lack 
structure [5,6], and communication breakdowns are common [7,8]. While handoffs have been widely studied in 
other medical contexts, including clinical shift handovers [9,10,11,12,13,14], fewer studies have looked at 
information handover between care providers in the field and those in the receiving trauma centers [3,4,5,15,16]. 

A key factor in efficient pre-hospital information handover is the seamless information exchange between pre-
hospital and hospital teams. To date, however, this mostly verbal information exchange has been supported using 
traditional telecommunication systems such as two-way radio or phone communications. Previous research has 
focused on developing information and communication technologies (ICT) to better support field data collection and 
information flow between the accident sites and command and control centers or receiving care centers [2,8,17,18, 
19,20,21]. These solutions have been proposed for both disaster response and emergency medical situations. For 
example, telepresence systems such as RealityFlythrough [20] allow first responders to remotely observe accident 
scenes through live video feeds. Few studies, however, have examined the ways in which pre-hospital information is 
presented to receiving medical teams for more efficient acquisition, retention and use [7]. 

Our long-term goal is to design and develop an information technology system that facilitates the acquisition, 
retention and use of pre-hospital information during trauma resuscitation. This goal has been shaped based upon our 
own preliminary work as well as existing literature showing that trauma teams have difficulties in retaining 
information from pre-hospital calls and EMS reports upon patient arrival [5,6,7,15,16]. In this paper, we focus on 
pre-hospital communications occurring en route between care providers in the field and those in the trauma centers 
and emergency departments. More specifically, we examine the structure of pre-hospital communications as well as 
the information needs of trauma team members to better understand the nature of the pre-hospital communication 
process. We identify and categorize the types of information relayed during this process and use this insight to 
discuss implications for an information technology system to facilitate the use of pre-hospital information during 
trauma resuscitation. 
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While we extend our own and existing 
research on handover practices upon 
patient arrival, we also contribute new 
knowledge by identifying (1) the structure 
of en-route, pre-hospital communications; 
(2) the types of information being 
communicated; (3) pre-hospital informa-
tion needs of trauma teams; and (4) system 
requirements for technologies to support 
pre-hospital data presentation during 
trauma resuscitation. 

Background 

Information exchange between EMS teams 
(first responders, paramedics and air-
ambulance crews) and staff at the receiving 
trauma center (emergency communication 
center) occurs en route via radio or cellular 
link, as the EMS teams transport the patient 

to the hospital. The information relayed at this time usually includes the estimated time of arrival (ETA), number of 
incoming patients, demographics, mechanism of injury, and patient status. Upon receiving this initial report, the 
staff at the hospital’s emergency communication center calls the emergency department (ED), relays the reported 
information, and together with an emergency medicine attending decides on the trauma level activation. Patient 
information is then summarized into a brief notification message and sent to trauma team members using pagers and 
overhead announcements. As the trauma team assembles in the resuscitation bay, the emergency medicine attending 
relays known information about the patient. The team then uses this information to prepare for the patient arrival. 

Pre-hospital communication is now mostly verbal. Pager messages are short and lack detail, but this design is 
intentional given their sole purpose to summon trauma team members. In some trauma centers, basic pre-hospital 
information is also written down on whiteboards near resuscitation areas, e.g., at the entrance to the resuscitation bay 
(Figure 1). This presentation, however, offers limited insight into the patient status and is often ignored. Despite 
these inefficiencies, we believe that coupling a status board with computerized system that interactively displays 
patient information to trauma teams during transport can better support teams in acquiring and retaining pre-hospital 
information. Studies of status boards and wall displays in medical settings have already shown their potential in 
supporting work that is distributed over people, time and space [22,23]. To further explore the ideas related to 
interactive presentation of the pre-hospital information, we must first understand the information needs of trauma 
team members and nature of the pre-hospital communication process. 

Methods 

Study Setting 

Our research site was Children’s National Medical Center in Washington DC, an urban, pediatric teaching hospital 
and a regional Level I trauma center that provides the highest level of trauma expertise and 24-hour trauma care. 
Children’s Emergency Communication and Information Center (ECIC) is a state-of-the-art facility with a team of 
communication specialists, all of which are EMT-B (Emergency Medical Technician-Basic) trained. The role of the 
ECIC staff is to connect primary care physicians with the Children’s emergency department specialists, dispatch and 
monitor all ground and air teams, and act as liaison with fire, emergency medical services (EMS), and private 
ambulance services. The study was approved by the hospital’s Institutional Review Board (IRB). 

Data Collection 

Over the past four years, we have conducted several field studies using multifaceted qualitative methods such as 
field observations, semi-structured interviews and content analysis of pre-hospital communications. We conducted 
semi-structured interviews with a total of 16 trauma team members, including five emergency medicine physicians, 
eight senior surgical residents, one surgical fellow, one respiratory therapist and one nurse practitioner. Participants’ 
years of experience in these roles ranged from two to 21 years. Interviews lasted from 30 minutes to an hour, 
depending on providers’ availability. The interview questions focused on participants’ roles and responsibilities, and 
pre-hospital information needs. 

 
Figure 1: Current ways of presenting pre-hospital information to 

trauma teams in US Level 1 trauma centers. 
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We also audiotaped 68 pre-hospital communications between EMS crews and ECIC teams over a four-month period 
(June-September, 2009). The length of communications varied from 30 seconds to 4 minutes, and depended on the 
available information about the patient, number of incoming patients, and the purpose of the call (e.g., consultation 
vs. patient arrival notification). 

Data Analysis 

Data from semi-structured interviews was transcribed and analyzed by the authors using Atlas.ti, a program for 
organizing, storing, and manipulating qualitative data. We used an open coding technique to identify the pre-hospital 
information needs as well as challenges that trauma teams face in acquiring, retaining and using pre-hospital 
information. Audio recordings of communications between EMS an ECIC teams were transcribed by trauma 
resuscitation experts and then analyzed by the authors using Atlas.ti. We again used an open coding technique to 
uncover common information types, as well as the structure and nature of pre-hospital communications. To maintain 
confidentiality, we removed all information that could help identify the patient or event from the transcripts.  

Results 

We report our results in two parts. First, we present our analysis of pre-hospital communications between EMS 
crews and staff at the hospital’s emergency communication center. Here, we focus on identifying and categorizing 
information types, and describing the structure of the en-route reports. We then present data from interviews to 
describe the pre-hospital information needs of trauma team members and challenges that teams face in acquiring, 
retaining and using this information. 

Information Types Reported during Pre-Hospital Communications 

Our analysis of pre-hospital communications showed that EMS crews report a great deal of information during en 
route calls to the ECIC. The ECIC staff relays this information to ED physicians and trauma teams, who then use the 
relayed information to prepare for the patient arrival. We identified 17 information types and grouped them into six 
high-level categories (Figure 2). Below, we discuss each high-level category in greater detail and provide excerpts 
from different communications to illustrate the ways in which pre-hospital information is communicated.  

Transportation: A call from the field typically starts with transportation details, including the type (e.g., air, 
ambulance), status (e.g., still at the scene, leaving the scene), estimated time of arrival (ETA), and sometimes even 
current location of EMS crews, as shown in the excerpt below: 

“This is Medic [unit number], I’m consulting with you, I’m at [location] right now rendezvousing with Trooper 3 
who’s going to fly my patient to your facility. Should be there, probably in the next twenty minutes. They haven’t 
left the ground yet though, could be a little bit.” [Event #4] 

Transportation status, which was reported in 65% of all communications, allows ECIC teams to better estimate 
patient arrival time. Because the patients are typically transported by ground, transportation type was reported 
rarely, in only two events. In contrast, ETA is one of the most important information types because it helps medical 
teams estimate how much time they have to prepare for patient arrival. ETA was reported in 72% of all 
communications (49 out of 68), and requested by ECIC teams in remaining 23%. In six events, EMS teams could 
not specify ETA, so ECIC staff inquired about their current location to estimate their arrival. 

Demographics: The transportation information was usually followed by patient demographics, including patient age, 
gender and medical history: 

“Medic [unit number], we’ll be coming to you, in about twenty minutes ET. [Age] year old [gender]… [The 
patient] has no past medical, no meds, and no allergies.” [Event #7] 

Patient age and gender are important because trauma teams can estimate the impact of injuries and en-route 
treatments. Patient age was initially reported by EMS crews during 62 communications and subsequently requested 
by ECIC staff in four events. Similarly, gender was reported during 55 communications and requested three times in 
a follow-up discussion. The patient’s age was missing in only two cases and was not reported. 

The patient’s medical history, including allergies and previous hospitalizations, was included in the verbal report 
when available. Because our study examined pre-hospital communications in a pediatric trauma center, availability 
of medical history depended on whether the patients were accompanied by parents or guardians. We observed 
medical history being reported in 13% of all communications (9 out of 68). 
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Physical findings: The most common information reported in this category included vital signs, such as heart rate, 
blood pressure and respiratory rate (74%), and patient neurological status (71%). The information about patient 
neurological status, including Glasgow Coma Score (GCS), alertness and orientation (A&O), memory and 
consciousness, was reported in most cases:  

“…[the patient] was very disoriented, uh, extremely diaphoretic, cold and clammy …the patient had a GCS of 15, 
airway is patent, monitoring of vital signs, blood pressure is 118/69, sats 100% with a nasal cannula.” 
[Event #2] 

When this information was omitted from the EMS initial report, ECIC staff requested it in a follow-up discussion, 
which shows the importance of this information: 

EMS: “… I have [age] [gender] that fell out of a second story window, um, we believe to be about 20 feet or so. 
[…] No obvious injuries noticed on face and feet. Um, is complaining of little bit of chest and abdomen 
tenderness. No bruising or anything at the moment. Lungs are clear. No obvious injuries at the moment.” 
ECIC: “Medic [unit number], do you advise: patient has scratches to the face and feet, and complained of chest 
and abdominal tenderness? Did the patient have any LOC?” 
EMS: “No, no LOC, alert and oriented times three. Remembers, um, the incident.” [Event #59] 

Mechanism of injury: An accurate description of the mechanism of injury is critical for patient management during 
trauma resuscitation. Common mechanisms include falls, motor vehicle accidents, burns, and gunshot and stab 
wounds. EMS crews were able to explicitly state the mechanism of injury in 66% of all communications. Most 
communications, however, contained at least some description or summary of the mechanism, such as how the 
patient got injured, when or where the incident happened. If the exact mechanism was known, the description was 
short, as in event #27: “…uh, pedestrian struck. [The patient] was hit by a car, uh, less than 20 miles an hour.” If 
the exact mechanism was not known, the description was longer and somewhat speculative: 

 
Figure 2: Information types identified in EMS-ECIC communications, grouped into six high-level categories. 

Dark bars indicate the number of communications in which the information was reported by EMS teams. 
Gray bars indicate the number of communications in which the information was requested by ECIC teams. 
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“…uh, not really sure of the mechanism but, uh, family members seem to think [the patient] was riding scooter. 
Not clear whether [the patient] had a helmet on or not. There was a helmet found, uh, laying on the ground. This 
probably happened over an hour ago, uh, according to the family.” [Event #42] 

Injuries: The description of injuries included the severity and type of injury, such as swelling, abrasions, fractures, 
bruises, lacerations and deformities. If patient injuries were not observable, EMS crew reported patient complaints 
as an indicator of a potential internal injury: 

“…[the patient] complains about head pain, left chest wall pain, [patient] has an abrasion to the left bilateral 
aspect of-or-upper lower quadrant of left side and some generalized abdominal discomfort.” [Event #7] 

We also found that EMS crews provided detailed reports about injuries after assessing the patient. The reports often 
included location and number of wounds, as well as their description:  

“The patient has two wounds both, um, both approximately the same size. Not sure if they’re an entrance exit or 
two entrance, um, one is midpoint to the right side and by the umbilicus, and the other is midline with the nipple 
line a little bit over towards the sternum.” [Event #1] 

The type and description of injuries were reported more frequently than the severity of injury, being included in 37% 
and 51% of all communications respectively. 

Pre-Hospital Treatments: EMS teams regularly reported details about any treatments provided either at the scene or 
en route. The treatments involved establishing IV access, administering oxygen, and immobilizing spine (e.g., “[the 
patient] is fully immobilized, has an IV established” [Event #8]). IV access and spine immobilization were the two 
most common interventions, being reported in 16% and 32% of all communications respectively. 

We observed ECIC personnel asking EMS providers if they needed any help or orders at the end of their calls. 
Although they were not frequent, we observed these inquiries in eight events, all of which involved high-risk and 
severely injured patients, with either positive loss of consciousness (LOC) or unstable vitals: 

EMS: “…[the patient] was unconscious for approximately three minutes on the scene, the bystanders and the 
motorist said [the patient] was not breathing… ”  
ECIC: “Copy, medic [unit number]. Do you require orders? 
EMS: “No orders at the present time. I’ll give you a chirp back up if [the patient] changes significantly. Uh, 
expect us in about 25 minutes or so.” 
ECIC: “Copy, medic. Was the patient found in the decorticate or the cerebrate position or do you not know?” 
EMS: “No, I don’t think we’ve progressed to that point. Um, I think [the patient] was just, uh, flat when they 
found [the patient].” [Event #45] 

The Structure of Pre-hospital Reports 

Our initial analysis of pre-hospital communications between EMS and ECIC teams showed that communications are 
fluid and subject to change, consisting of reports, questions, clarifications, and requests for information. The initial 
EMS report about the patient status was rarely complete and was typically followed by a discussion to clarify 
ambiguous issues and add new information. To further examine the nature of the pre-hospital communication 
process, we analyzed the structure of initial reports provided by EMS teams in all 68 communications. We were 
interested in the kinds of information that were reported first and what types of information followed. This analysis 
also helped us uncover patterns in field data presentation, providing the basis for our discussion of system 
requirements. Each initial EMS report was broken down into a series of text snippets representing different 
information categories. Due to the space restrictions, we only show a sample of this analysis, containing nine 
communications randomly selected from the dataset (Figure 3).  

The analysis revealed relatively stable structure of the information types reported initially during en-route calls. We 
found that the information about transportation, patient demographics and mechanism were reported in the same 
order before any other information in 78% of all communications (53 out of 68). Subsequent information categories 
included injuries, physical findings and en-route treatments. Although reporting these categories did not follow any 
specific order, we observed that injuries and physical findings preceded any reports about en-route treatments. We 
also found that EMS teams used to complete their reports by repeating transportation information, i.e., their 
estimated time of arrival. Below is an example of a report following this relatively stable structure: 
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“Paramedic [unit number], hospital assist… Okay, 
we’re en route to your facility. [Age] [gender] struck 
by vehicle. Vehicle speed approximately 25 miles per 
hour. Damage noted to the vehicle’s hood, patient 
does have a positive loss of consciousness on the 
scene. Currently [patient] is alert and oriented times 
three. Complaining of pain in the back. Vitals are as 
follows: blood pressure 134/88, heart rate 96…02, 
attempt to start IVs en route. ETA with this Priority 
Two patient is eight minutes.” [Event #23]  

The remaining 22% of communications did not follow 
this overall structure. The order in which the 
information was reported varied and largely depended 
on the pre-hospital provider or on the information that 
was available. Some reports provided information 
about injuries and physical findings, but no 
mechanism or transportation related information. 
Other included only demographics, mechanism and 
transportation information: 

“Report of a [age], fell 40 feet. Uh, [unit number] ETA is about 12 minutes and [unit number] will be there in 
about 25 minutes. I’ll keep you updated with ETA’s.” [Event #40] 

Upon further examination, we also observed that pre-hospital communications with the same macro-level structure 
differ by the types of information reported at the micro level. For example, events #14 and #59 share the same 
macro-level structure: Transportation > Demographics > Mechanism of injury > Injuries > Physical findings  
(Figure 4). However, after zooming in to specific information categories, we found that the content within each 
differed between the two reports. For example, in event #14, report about injuries (I) included the type of injury as 
well as injury details, whereas in event #59, injury type was replaced by patient complaints (Figure 4). Similarly, 
event #14 included detailed information about physical findings (symptoms, vital signs and neurological status), 
whereas event #59 included airway status only. Two explanations can account for these differences. First, the level 
of detail was relative to the amount of observable and available information. EMS providers in event #14 were able 
to identify specific injuries. In contrast, providers in event #59 could not identify specific injuries so they reported 
patient complaints, information that could still provide enough indications about potential injuries. Second, the level 
of detail was related to the severity of patient injuries. The more severe the injuries, the more detail the report had.  

Pre-Hospital Information Needs of Trauma Teams 

Previous research has shown that trauma teams make their initial decisions about patient management (e.g., 
equipment, specialists, and treatments) based on pre-hospital information [24]. Our interviews with trauma team 
members further examined the importance of pre-hospital information and identified information types that are 
critical during trauma resuscitation (Figure 5). 

Information types: Our participants emphasized the importance of two pre-hospital information types in relation to 
other information: mechanism of injury and physical findings. Mechanism of injury, in particular, was considered 
important by ten participants because it helped the teams anticipate potential injuries, as described by an emergency 
medicine physician: “[I need to know] what happened, because it is really important to know… so you can assess 
the risks, what are potential injuries, and then anticipate impact on airway, breathing and circulation.” 

  

 

Figure 4: Macro-level vs. micro-level structure of pre-hospital communications. Top rows show the macro-
level structure for two events. Bottom rows show the micro-level structure for the same two events. 

 

Figure 3: A sample of communications (events) 
showing their structure. T = Transportation, D = 
Demographics, M = Mechanism of injury, I = Injuries, 
TG = Treatments given, P = Physical findings. 
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Often times, however, information 
about the mechanism alone was not 
sufficient to adequately prepare for the 
patient arrival. For example, upon 
hearing mechanisms such as “pedestrian 
struck” or “kid run over,” team 
members assumed the worst scenarios 
until they saw the patient. As the nurse 
practitioner commented, the extent of 
injury is never completely known until 
the patient is before them:  

“Some of those kids, they may have an 
abrasion. They have nothing wrong with 
them, but then other kids come in with 
every bone in their body broken. So we 
never know until they hit the door and 
even the report we get, sometimes 
they’re like, loss of consciences, 

hemodynamically unstable, and then [patients] roll through the door and they’re awake, alert and talking with 
normal vital signs.”  

Information about physical findings, including neurological status (e.g., loss of consciousness) and vital signs, was 
therefore viewed as critical because it added the necessary detail to the mechanism of injury description. Trauma 
team leaders wanted to know physical findings in advance to be able to determine if additional specialists or more 
experienced providers were needed. A surgical fellow explained: “If a patient sounds like a pedestrian was struck 
and is now having a bad airway and is hypotensive, then I know right away I may have to call the anesthesia 
attending just so there’s somebody more experienced [in the room].” This information also helped the leader plan 
and allocate resources, e.g., if the patient needed a computer tomography (CT) scan, as further described by a 
surgical fellow: “[EMS] told me that the patient had lost consciousness and I immediately thought someone with 
this kind of mechanism should probably get a CT scan of the brain.”  

Patient demographics, treatments en route, and photographs from the scene were also viewed as being important in 
preparation for the patient arrival. More specifically, trauma team members expressed the need to know patient age, 
weight, allergies and medical history, and if any fluids or medications were administered during transportation. 
Often times, however, information about patient medical history is not immediately available. As found through the 
interviews, the lack of medical history does not affect the care negatively. A nurse practitioner commented:  

“[Allergies] are important but if I don’t have the information I don’t stop my primary survey to turn around and 
get allergies from mom or dad or the shot record. … For the most part, the meds that we’re giving in the trauma 
bay are emergency meds and it doesn’t matter. We have to give them. … Though [allergies] are [important], like 
[with] a kid with the big laceration, I am going to turn around to that parent and ask if the shots are up to date 
because if the shots are up to date then I don’t have to worry about the kid getting a tetanus shot.”  

Photographs from the scene are welcome but not critical. Four participants saw photographs as a helpful addition to 
the summary of injuries because they visually augmented the EMS reports. A surgical resident explained: 

“A lot of times, whoever brings [patients] in will bring a picture of the car, and that’s useful. I don’t think it’s 
vital right away. I think just saying somebody was in a car crash, and the car was going 5 miles an hour, versus 
105 miles an hour, that to me is the most important piece of information. The only time a visual is helpful is if they 
were in a car crash going 20 miles an hour, and they were a restrained driver, and then in the picture of the car, 
the whole driver’s side is just completely torn apart, so you can see where the force came from.” 

Although each information type serves an important role, trauma teams need all of the pre-hospital information 
combined to formulate initial decisions. For example, a nurse practitioner described a case in which information 
about injuries and physical findings informed the team’s decision to prepare for the chest tube placement:  

“The [pre-hospital] information would change preparation, I mean in most cases, we have everything ready. But 
if we know someone has a chest stab wound, and the vitals are dropping, then we would prepare for chest tube 
and it would be more ready, so that would save some time.”  

 
Figure 5: Pre-hospital information needs, ranked by the number of 
participants who expressed the need for a particular information type. 

1585



  

Challenges: Our analysis of interview data showed several challenges that trauma teams face when receiving pre-
hospital information. First, information from the field is not always accurate, as explained by a bedside physician: “I 
don’t feel it is precise. Many times we get different story. I don’t know if EMS didn’t give enough information to the 
ED, or ED didn’t deliver the reported information, there are so many people in the link. So lots of times I am not 
sure if the information got lost on the way, or there was another problem.” Second, some trauma team members 
arrive late to the trauma bay (e.g., they are held up by other duties) and miss the EMS report. To get up to speed, 
they ask the leader or the charge nurse to repeat the report, which leads to interruptions and frustrations of those 
involved in the care. An emergency fellow who often assumes the leadership role commented: 

“I wait for enough people get into the room and say ‘ok, everybody, here is what’s going on.’ And then often 
times, the surgical coordinator runs late, and I have to redo it. Especially if the patient is getting sicker and we 
need anesthesia to do something, or we need nurse from ICU, so those who are late walk in and start asking 
questions, that’s going to be interruption.” 

Finally, the biggest challenge is not getting enough information about an incoming patient, or not receiving a 
notification at all, as described by a respiratory therapist: “Trauma alert is warning you about the patient arrival. 
But you may not know how severe that trauma is; you don’t know who is coming to the ED; and even someone on 
the transport does not know how badly the patient is injured.” 

Discussion 

Our study has shown that the pre-hospital communication process is extremely important and involves multiple 
stakeholders. The efficiency and accuracy of communications between pre-hospital and hospital providers vary 
based on the available information, time, patient complexity, and EMS providers. Although we found that pre-
hospital information needs of trauma team members match what is typically reported during pre-hospital 
communications, not all information types are available at all times; even when available, information may not 
necessarily be accurate. Time pressure plays an important role as well. Often times, EMS crews were not able to 
acquire the needed information, but called the hospital nevertheless to announce their arrival, reporting only a 
fraction of patient information. The efficiency of communications is also determined by the severity of injury. EMS 
teams spent more time and effort when announcing the arrival of more severely injured patients; these reports were 
also less structured and more speculative than those with less severely injured patients. 

A computerized system that supports the use and retention of pre-hospital information during trauma resuscitation 
cannot address all of the challenges we identified in the pre-hospital communication process. Patient information is 
either available or not, and even the most sophisticated systems could hardly manage the challenge of missing or 
inaccurately reported information. The system could, however, help translate the pre-hospital narrative into a 
meaningful, easy-to-absorb data presentation for trauma team members. This data could be available in real time, as 
EMS providers communicate with emergency communication teams. Below we discuss two main design 
implications that emerged from our study, focusing primarily on translating existing pre-hospital narratives for 
efficient use and retention during trauma resuscitation. 

Structured data input for efficient translation of pre-hospital narratives  

Data acquisition from the field requires structured data input so that pre-hospital narratives can be effectively 
translated into dynamic data presentation for trauma team members. Structured data input, however, implies 
standardization of the pre-hospital communication process. Although standardizing handovers can reduce the cost of 
communication and improve patient safety [25], human factors researchers have increasingly argued against 
standardization given its many unintended consequences [26,27]. A study of handovers in the emergency 
department found that structured reports resulted in worse retention by the ED staff than unstructured reports [7]. 

Our analysis of en-route EMS reports showed that most EMS teams already follow a relatively stable structure when 
reporting patient data. The structure we identified is similar to that of previously proposed formats, such as MIST 
(Mechanism, Injuries, Signs, Treatments) or DeMIST (Demographics, Mechanism, Injuries, Signs, Treatments) 
[7,15]. For example, our P (physical findings) category includes the same types of information as reported under S 
(signs) in MIST or DeMIST protocols. 

Our findings set the framework for developing mechanisms for structured data input for emergency communication 
teams (e.g., digital checklists or forms). Interviews with trauma team members uncovered information types that are 
critical not only to their preparation work but also during resuscitations. The importance of information items 
expressed by team members can help prioritize the items for data input. Results showing the structure of pre-hospital 
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communications also contribute to designing the mechanisms for structured data input. For example, because patient 
demographics and mechanism of injury were always reported together, these two information items should be 
positioned in close proximity to allow for rapid data entry. Data input should be digitized so that it can be 
automatically fed into the display for trauma team members. 

The adoption of structured data input in emergency communication can minimize information loss and cognitive 
load for both EMS and emergency communication teams. We should, however, keep in mind that “no representation 
of the world is either complete or permanent” [Error! Reference source not found.]. Protocols and other formal 
constructs will never exhaustively describe the action and will always encounter situations that go beyond pre-
computed boundaries. Affordances and constraints of structured data input mechanisms should therefore be studied, 
and our plan is to do so as we continue with this line of work in the future. 

Interactive Pre-Hospital Data Presentation for Trauma Teams 

We found that EMS teams report a great deal of information, most of which match the needs of trauma teams. Most 
EMS reports contained the information about injury mechanism, demographics, physical findings and treatments.  
Despite having most of the information available, trauma teams still faced a number of challenges when receiving 
pre-hospital data, a finding analogous to other studies of handovers between ambulance crews and ED staff [15]. 
Report from the field is usually heard once during preparation for patient arrival or upon patient arrival, when teams 
already start evaluating the patient, so teams rarely pay attention to the report. In addition, current pre-hospital 
communication system contains several links in the communication chain. Information rarely goes straight from the 
field to trauma teams; it first passes through the emergency communication center and ED physicians on call, who 
then provide summarized information to teams as they assemble for the patient arrival. Using a system that 
interactively displays pre-hospital data and makes it available in real time as emergency communication teams 
capture information from EMS teams could help facilitate the use and retention of pre-hospital information. 

Although technologies exist for providing a direct link between EMS teams in the field and trauma teams in the 
hospital (e.g., telepresence systems [20]), we believe that the role of emergency communication teams should be 
preserved as they help acquire, clarify and verify information from the field. Even so, we can imagine information 
from the field being fed into the system through different sources, and not only through structured data capture 
provided by emergency communication teams. For example, patient vital sings and photographs from the field could 
be sent directly via sensors or video links. The key challenges in designing interactive displays for pre-hospital data 
presentation include grouping and visualizing high priority information, as well as integrating data from different 
sources. For efficient and sustained use, displays need to be positioned in the resuscitation rooms to allow for easy 
visual access (e.g., quick glance).  

Study Limitations: We focused our inquiry on one aspect of the entire pre-hospital communication process: pre-
hospital communications between EMS teams and staff at the emergency communication center to understand the 
kinds of information that are available from the field. We did not examine summaries provided by ED physicians to 
trauma teams based on calls from the emergency communication center. Over the course of our fieldwork, we 
observed many such summaries, but we have not yet analyzed the data. This is part of our future work. Finally, we 
have not analyzed handovers occurring upon patient arrival, but we have observed and reported on these in our prior 
work, which this papers extends [5]. 

Conclusion and Future Work 

We studied pre-hospital communications between pre-hospital and hospital staff, focusing on information types 
relayed during calls, the structure and nature of these communications, and the pre-hospital needs of trauma teams. 
However, our understanding of how pre-hospital communication affects subsequent patient care and how best to 
support the pre-hospital communication process is still limited. Our future work will focus on the work of 
emergency communication teams to better understand their work practices to support the design of mechanisms for 
structured data input. We also plan to conduct participatory design workshops with trauma team members to elicit 
design requirements for interactive pre-hospital data displays. 
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Abstract 

Inaccurate medication lists in ambulatory EHRs may partially result from lack of support for medication 

management workflows. Medication-related work activities were captured and patient adherence information was 

found to be missing in medication use documentation in six EHR products. Following a work-centered design 

approach, user interface mockups were developed to demonstrate an expanded data model.  
 

Introduction and Background 

In order to prevent medical errors, it is essential to document a complete list of medications in current use with 

timely updates.
[1] 

Inaccurate medication lists were found in ambulatory Electronic Health Records (EHRs),
[2]

 which 

may partially result from lack of support for the workflow of medication management in outpatient settings.  
 

Methods 

To compare work activities with the functionalities in existing EHRs, we interviewed four providers regarding their 

medication-related workflow. In addition, we evaluated six ambulatory EHRs to assess their ability to serve the 

workflow described by providers. Building on one of the identified gaps, an expanded data model and user interface 

mockups were proposed following TURF framework.
[3]

 
 

Results  

Gaps were identified between the providers’ stated needs and existing functionalities in these EHRs. For example, 

once medication therapies have been prescribed, especially for chronic diseases, providers usually need to be aware 

of the extent to which patients fail to take their medications as prescribed. This information, referred to as patient 

non-adherence, was found to be an inherent component of medication use documentation in support of providers’ 

follow-up of medication therapies.
[4]

 However, these EHRs in our evaluation were found to automatically list 

prescribed medications as current medications with no ability to indicate patient adherence to those medications.  
 

We propose extending the existing data model of medication list by including adherence status and reason for non-

adherence as necessary data elements for medication use documentation. The workflow using this extended data 

model is proposed to (1) automatically list prescribed medications as current medications at unverified state and (2) 

once patient adherence is verified with adherence information documented, these medications change from 

unverified state to verified state. As to medications that were prescribed but the patient did not actually take, they 

should not be simply removed from the medication list prior to the provider’s attention.  
 

Having noted this gap in existing EHRs, we developed user interface mockups to fully elaborate the design concept.        
 

Discussion 

This study demonstrates that work-centered design is essential for EHRs to support patient care. Medication-related 

work activities in outpatient settings should be adequately captured for the design of medication list in ambulatory 

EHRs. Clinicians’ feedback on the proposed user interface mockups will be analyzed for further improvement.   
 

Acknowledgement This project was supported by Grant No. 10510592 for Patient-Centered Cognitive Support under the Strategic Health IT 
Advanced Research Projects Program (SHARP) from the Office of the National Coordinator for Health Information Technology.  

References 

1. Barnsteiner JH. Medication Reconciliation. In: Hughes RG, editor. Patient Safety and Quality: An Evidence-Based 

Handbook for Nurses. Rockville (MD): AHRQ (US); 2008 Apr. Chapter 38.  

2. Staroselsky M, Volk LA, et al. An effort to improve electronic health record medication list accuracy between visits: 

patients' and physicians' response. Int J Med Inform. 2008 Mar;77(3):153-60. 

3. Zhang J, Walji MF. TURF: Toward a unified framework of EHR usability. J Biomed Inform. 2011;44(6):1056-67. 

4. Nunes V, Neilson J, et al. Clinical Guidelines and Evidence Review for Medicines Adherence: involving patients in 

decisions about prescribed medicines and supporting adherence. 2009. London: NCCPC & RCGP. 

1589



ASLForm: An Adaptive Self Learning Medical Form Generating System
Shuai Zheng, MS1, Fusheng Wang, PhD2,3, James J. Lu, PhD1 

1 Department of Mathematics and Computer Science, Emory University, Atlanta, GA 
2Department of Biomedical Informatics, Emory University, Atlanta, GA 
3Center for Comprehensive Informatics, Emory University, Atlanta, GA 

 

Abstract 
To facilitate the process of extracting information from narrative medical reports and transforming extracted data 
into standardized structured forms, we present an interactive, incrementally learning based information extraction 
system - ASLForm. ASLForm provides users a convenient interface that can be used as a simple data extraction 
and data entry system. It is unique, however, in its ability to transparently analyze and quickly learn, from users' 
interactions with a small number of reports, the desired values for the data fields. Additional user feedback 
(through acceptance decision or edits on the generated values) can incrementally refine the decision model in 
real-time, which further reduces users’ interaction effort thereafter. The system eventually achieves high accuracy 
on data extraction with minimal effort from users. ASLForm requires no special configuration or training sets, and 
is not constrained to specific domains, thus it is easy to use and highly portable. Our experiments demonstrate the 
effectiveness of the system.  

Introduction 
Compared to traditional free-form text reporting system, "structured reporting" [1] offers significant promise for 
both human consumption and machine processing. Report standards, controlled vocabularies and terminologies 
have proliferated in medical domains to standardize the creation of medical reports. DICOM structured reporting 
standardizes reporting in radiology images [2]. Structured Reporting for Anatomic Pathology [3] is under 
development by IHE for standardized structured pathology reporting. Such structured reporting often depends on 
pre-defined templates or vocabularies. Examples include the College of American Pathologist's (CAP) cancer 
protocols and checklists [4], which provide detailed checklists for options in pathology reports. The Cancer 
Biomedical Information Grid (caBIG) [5]'s Cancer Data Standards Registry and Repository (caDSR) [6] offers 
APIs and tools to define common data elements (CDEs). HL7 Clinical Document Architecture [7] defines 
standardized document structure and semantics to share electronic health information. These efforts to standardize 
medical reporting formats and vocabularies give rise to the possibility for automated searching, browsing, and 
mining of medical data. 

Meanwhile, most existing medical report systems are based on natural language narrations written in free-form 
text. While some high-level structures exist --- for example, patient records may contain sections on "Medications 
on Admission", "Hospital Course" and "Condition on Discharge" --- the narrative style of each section is often 
highly informal and personal. For instance, each of the following patient record snippets describes similar "heart 
rate" information of patients during physical examination: 

 

 

 

 

 

 

Large amount of unstructured text based information is difficult for humans to browse efficiently and effectively. It 
is even more challenging for machine processing. To utilize such reports, valuable information needs to be 
extracted either manually or with automated tools. For large datasets, manual extraction is tedious and time-
consuming. Software tools, on the other hand, are typically tuned for particular domains, and precisely annotated 

1. "...... Blood pressure was 152/63 , heart rate 67 with occasional premature  
    ventricular contractions, respirations 15 ......" 

2. "......Her pulse was regular at 82 beats per minute......" 

3. "......The blood pressure was 115/73 and heart rate was 93......" 

4. "......122/66 , 96.8 , 81 , 21 for vital signs......" 
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training datasets need to be developed and learned to establish decision models through which subsequent reports 
can be processed. Once trained, the decision model is difficult or impossible to modify and improve. In addition, 
automatically extracted data suffers from inaccuracies as a result of natural limits on statistical machine learning 
techniques.  

For biomedical research that requires completely accurate data, the above discussion points to one constant: human 
involvement is necessary, whether to perform the actual extraction or for post-extraction verification. The goal of 
ASLForm meets these requirements in a more convenient and intelligent way. Using information gathered from 
ordinary user interaction during manual text extraction, ASLForm quickly learns, proposes and generates answers 
for pre-defined form data elements automatically. Moreover, from user feedbacks, the system continues to learn 
and improve its ability to find answers, in real-time, without interruption or the need for special processing. 
Besides, no expensive initial training data is required. The self-adapting, self-improving decision model also 
translates to diminishing efforts from the user. As the collection of reports is processed, the user’s role evolves 
from extracting/populating information to verifying system-proposed information. ASLForm is generic and not 
limited to a specific domain or text structure. Users can also customize output forms and formats or supply 
standardized report forms. The GUI interface is intuitive and convenient to use. It extracts answers for single-
valued attributes, such as age and gender, which can take one value, as well as multiple-valued attributes such as 
history of diseases and prescriptions that may take multiple values. Our initial performance study demonstrates 
high effectiveness of the system, and we are currently adopting the system for a large scale cohort identification 
project at Emory University. 

Background 
A number of research efforts have been conducted in the field of medical information extraction. cTAKES (clinical 
Text Analysis and Knowledge Extraction System) [8] is an open-source NLP system designed for extracting 
information from clinical text. It offers various NLP tools trained especially for clinical fields. Most algorithms or 
systems focus on a particular application domain such as pathology reports [9, 10] or biomedical text [11, 12]. 
caTIES (Cancer Text Information Extraction System) [13, 14] is a cancer text information extraction system 
specialized in tissue annotations. ONYX [15] adapts semantically annotated grammar rules to analyze sentence 
level text. MedLEE [16, 17] (Medical Language Extraction and Encoding system) is a clinical information 
extraction system that offers the feature of mapping information to controlled vocabularies.  

Many applications emphasize the value of special information within text. NegEx [18] specializes in identifying 
negated or possible trigger terms in clinical text, as well as the affected scope of the term. TEXT2TABLE [19] 
values the importance of medical events, which is based on modality events, time and negative information. 

Adaptive machine learning provides customizations for different working environments and supports incremental 
improvement. Amilcare [20] is an adaptive information extraction system used for Semantic Web annotation. Its 
algorithm, (LP)2 [21], generalizes and induces symbolic rules. DUALIST [22] allows users to select system 
populated rules for feature annotation to support text classification, word sense disambiguation and information 
extraction. Another related research area is interactive annotation, which attempts to ease the annotation process 
by incorporating machine learning techniques. MIST [23]’s classifier learns automatically to support de-
identification. RapTAT [24] learns document phrases to accelerate annotation. 

Recent work also includes intelligent systems that can comprehend medical information and deduce conclusion. 
Examples are i2b2’s [25] Obesity Challenge [26] of inferring "who's obese and what co-morbidities do they 
(definitely/likely) have" and the challenge of identifying the smoking status for patients [27]. 

Methods 

Overview 
ASLForm's interface and workflow conform to regular reporting systems: a user browses the input text and fills out 
an output form. The system empowers this standard process with three special features: i) The system fills the 
output form automatically upon loading each text input; ii) The system adapts its information extraction model 
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automatically from user feedbacks during the standard process; and iii) The system does not need predefined 
constraints, nor does it require pre-training with labeled data. 

Extracting information from the input text to fill a structured form is performed in two steps. First, regions where 
target values may appear are detected by a combination of locations in the text and co-occurring words. In this 
process, constraints such as regular expressions and ranges of numerical values may be applied to narrow the 
search for candidate values. Secondly, features such as part-of-speech tags and adjacent texts are used to classify 
candidate values. Candidates that receive confidence scores above the threshold are filled into the output form, 
which could be later transformed into a standardized format based on controlled vocabularies. 

The information extraction model of ASLForm is adapted gradually as the collection of text input is processed. 
This is realized by the statistics of features and an updatable neural network. As a user reviews system-generated 
values, unrevised values and manually updated values are treated as correct answers. Features associated with these  
"ground truths", such as whether a value is a noun or a verb, a numeric or a string, are exploited to update the 
decision model. In general, the system becomes more intelligent and mature with increasing number of samples.  

Features of this system are generic and not limited to specific domains, thereby making the system more portable to 
different environments. The workflow of the system is consistent with most existing reporting systems, where users 
can read input text and fill an output form.  This provides the possibility of integrating ASLForm easily with 
different applications. 

 

Figure 1. An example screenshot of ASLForm's interface 

Interface 
As shown in Figure 1, the main window of ASLForm’s interface is split into two main panels that sit side by side: 
a text input panel and an output panel. The text input panel displays the current document being processed, and the 
output panel displays extracted name-value pairs of data elements of interest. The output panel contains a three-
column table. The "index" column uses colors to highlight locations of values of the form data elements in the text 
input panel. The "Attribute" and "Value" columns show the attribute names and associated values of form data 
elements respectively. The "Previous" and "Next" buttons at the bottom on the right-hand side allow users to 
navigate through the input document collection. A user can review and update automatically populated values 
either through mouse-highlighting the value in the text followed by a click on the data field, or through manually 
typing in. The interface is simple and intuitive, and the underlying text processing and learning process is 
transparent to users.  
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Workflow 

 

Figure 2. The workflow of the system 

The workflow of ASLForm is shown in Figure 2. A user specifies an input document collection and immediately 
begins to process them manually. Upon loading each document, the "Output Form" is filled automatically, as 
completely as possible, with extracted values. Locations of these values are highlighted in the text input panel. The 
user reviews system generated values, revises and updates them if necessary, before moving to the next document. 
In between documents, the system learns features of correct and incorrect answers by comparing generated values 
and manually revised ones, and updates the decision model accordingly. Through this revision process, the amount 
of information that the system is able to correctly prefill grows over time; the "Output Form" for the first few 
documents may be empty. 

If the user is sufficiently confident about the system's decision model, the user has the option to turn off the review 
to allow the system to run in batch mode. ASLForm will process the remaining documents directly without 
reviews. The interface and workflow can be found in a demo video in the wiki [28].  

Architecture Overview 
The system consists of the following major components: preprocessing, answer generating, and adaptive learning. 
Figure 3 shows relationships of the components with respect to how the data flows. Blue boxes indicate results or 
inputs to components and subcomponents. The preprocessing component converts input texts and output forms into 
internal data structures used by the answer generating component. The answer generating component extracts 
values from input texts to fill the output forms. The adaptive learning component utilizes judgments of users, given 
in the form of edits on generated values, to update the decision model of the answer generating component. Next 
we introduce the modules of each system component. 

 

Figure 3. System components and dataflow 
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Preprocessing Component 
The preprocessing component includes Text Parser, Indexer and Form Builder, as described below.  

Text Parser. The Text Parser detects the underlying structure of plain text and analyzes nature language features. 
ASLForm relies on Apache OpenNLP [29] for text processing. Upon loading a document, the text content of a 
report is parsed into a hierarchy consisting of four layers: section, paragraph, sentence and token. Advanced nature 
language features such as part of speech (POS) and named entity are also analyzed. 

Indexer. The Indexer creates an index for tokens in text from which the location of a given string can be obtained. 
During searching, other natural language features are returned along with location information. For example, 
given a string, the Indexer can return the section, paragraph, sentence and phrase the string belongs to, as well as 
part of speech and named entity information of the string. 

Form Builder. The Form Builder provides a wizard with which metadata of the output form can be constructed. 
The user builds a form by specifying a list of form data elements and defining features for each element. Except for 
the names of the form data elements, no other features require predefinition; they all can be learned gradually (see 
the "Adaptive Learning Component" section for more details). The user also has the option to define constraints 
manually to improve the decision model. Examples include specifying the sections that should be targeted or the 
range of numerical answers such as heart rate, temperature and blood pressure. 

Answer Generating Component 
The answer generator produces answers for form data elements with the support of three sub systems: querying 
module, verifying module  and standardizing module, as shown in Figure 4. 

 

Figure 4. Modules of the Answer Generator 

(I) Querying Module 
The querying module generates a list of candidate values in three steps, described as follows. 
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First, it locates sentences of possible values using the following search strategies. i) Hierarchical searcher: Based 
on the text hierarchy generated by the text processor, the searcher identifies positions where target sentences are 
likely to exist. For example, in a pathology report, the name of the pathologist occurs in the first sentence of 
"Comments" section with high probability. ii) Landmark searcher: This locates target sentences by words that 
frequently co-occur with answers. For example, the target sentence of "specimens' received status" may always 
contain words "specimens" and "received". iii) Dictionary searcher: This finds target sentences using previously 
found answers. For example, if a sentence contains already collected disease names such as "myocardial infarction" 
and "diabetes mellitus", it is a likely target sentence for "familial diseases". 

It then explores potential phrases from located target sentences through two chunkers, boundary model chunker 
and dictionary chunker. The boundary model chunker adapts the boundary classification information extraction 
model of BWI [30]. By detecting beginning and ending boundaries, possible phrases can be identified. The 
dictionary chunker uses accumulated dictionary to detect phrases. It seeks the sequence of tokens that has the 
longest match from target sentences. 

Last, it eliminates incorrect candidates by applying appropriate filters. i) Part of speech (POS) filter: This filters a 
phrase by its POS tag in the sentence. Simple example phrases are nouns and verb phrase. ii) Named entity filter: 
This approves or rejects a certain type of named entity, and the current implementation supports basic named 
entities such as title and time. iii) Regular expression filter: This looks for chunks that match predefined string 
patterns. For example, the size of specimen always follows the pattern: *.* X *.* X *.* cm. iv) Value filter: This 
eliminates numerical or enumerated values that fall outside the specified range of values. v) Negation filter: This 
removes phrases governed by negation that reverses the meaning of the phrase. For example, for the text "the 
patient's parent has no history of cancer", "cancer" should not be extracted as a family disease.  

After filtering, candidate values are extracted from target sentences, and results are forwarded to the verifying 
module for further analysis. 

(II) Verifying Module 
The verifying module examines candidate values in contexts. For a single-valued form data element, the value with 
the highest confidence score is used to populate the form. For a multi-valued form data element, for example, 
medication, values with confidence scores above an acceptance threshold are extracted. The module is 
implemented with a neural network classifier. Neural networks are naturally adaptive and able to approximate 
complex models in noisy environments. For each candidate value, the classifier considers its parts-of-speech tag, 
string value, and left and right neighbors. For the latter, words are considered if they appear before and after the 
value within a window of a certain size.  For instance, to token "56" in the sentence "The patient is a 56 years old 
female", two-word and one-word grams before and after are used as part of the inputs to the classifier.  

The classifier categorizes each candidate value as "accept" or "reject", with an associated confidence score. A 
popularity bias is then applied. That is, values that have been frequently selected previously are preferred over 
rarely selected values. If needed, these values are normalized by the standardizing module. 

(III) Standardizing Module 
The module normalizes values extracted from the input text to a form that is compatible with the user-defined 
format or a standard vocabulary. For example, for gender information, "gentleman" or "lady" may be mapped to 
"male" or "female".  We are planning to improve this module through UMLS.  

Adaptive Learning Component 
The learning module collects information from a user's implicit feedbacks, consisting of the set of revisions to the 
values proposed by the answer generator. Two scenarios are considered for a given form data element in the target 
form. In the first scenario, the user advances to the next report without modifying automatically populated values. 
This indicates that the answers proposed by the system are correct. Therefore, features associated with the answers 
are learned as positive instances. In the second scenario, the user edits a value before proceeding to the next report. 
In this case, each system-generated answer that has been edited is treated as a negative instance since it has been 
rejected. Values filled in manually by the user are studied as positive instances. 
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Repeating the above steps, the system builds the answer generator model incrementally, with positive and negative 
instances collected gradually. Important features that the learning system collects are summarized in Table 1. 

Table 1. Answer features 

Feature Name Feature Description 
Position location of the answer in the text hierarchy 

Landmark words co-occurring with the answer in a sentence  

Named entity the type of named entity, or not a named entity 

Regular expression whether the answer matches a user defined regular expression or not 

POS parts of speech tag 

Value the string tokens of the answer 

Neighborhood  adjacent words within a fixed window 

Literal Literal features such as capital, initial and special punctuation 

 
Features of each value are inputs to either the querying module or the verifying module. Searchers, chunkers and 
filters in the querying module monitor the distribution of instances of each feature. Features with high significance, 
as determined by predefined threshold, are used to support the searching and filtering processes. For example, if a 
word w co-occurs with the target value in more than half of the instances, w will be used by the landmark searcher. 

The classifier of the verifying module is adapted each time a record is processed, and the new model is applied to 
extract answers in (as well as further updated by) subsequent documents.  

Results 

Experiment Setup 
While the system gives users the facility to predefine constraints, here we focus on examining the system’s ability 
to learn without predefined constraints or training data. In all test cases, the system starts with an empty model 
without prior training. To explore the accuracy and the rate at which the decision model improves, we perform 
several evaluations of the system on real world datasets from i2b2’s NLP Data. The i2b2's NLP Data contains 
several sets. Set #1C [27] contains 398 de-identified discharge summaries. Set #2 [31] was used in the 2008 
Obesity Challenge, and contains 611 patient record. The records in these two sets contain dissimilar structures. For 
example, in Set #1C, 234 of the 398 records have the section "HISTORY OF PRESENT ILLNESS". To avoid 
performing experiments over records with missing information, we pre-processed and normalized four subsets of 
the data, summarized in Table 2. 

Table 2. Testing dataset 

Subset Index Original Dataset Contained Section Count of Reports 
subset 1 i2b2's NLP Data Set #1C Contains "History of Present Illness" section  234 

subset 2 i2b2's NLP Data Set #1C Contains "Physical Examination" section 226 

subset 3 i2b2's NLP Data Set #2 Contains "Family History" section 140 

subset 4 i2b2's NLP Data Set #1C Contains "Discharge Medications" section 124 
 

We consider two types of extraction: single value extraction such as age or gender, and multiple value extraction 
such as family diseases or discharge medications. 

Single Answer Extraction 
In this test, we conduct 4 test cases to extract age, gender, heart rate and temperature. Table 3 shows the results of 
the four test cases. If the information to be extracted does not exist in the input, an "N/A" value will be recorded.  If 
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the system does not propose "N/A" in the absence of relevant information, we consider any proposed answer as 
incorrect and records it as such. 

Table 3. Result of singular answers test cases 

Singular Answer Test Cases Dataset Count of 
Reports 

Count of 
"N/A"  

Precision 

Extract patient's age subset 1 234 4 94.01% 

Extract patient's gender subset 1 234 15 91.45% 

Extract patient's heart rate in physical examination subset 2 226 101 94.24% 

Extract patient's temperature in physical examination subset 2 226 153 93.36% 
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Figure 5. Precision rate changes over processed records 

As records are processed, the system captures important features of target values, and utilizes them to improve the 
effectiveness and accuracy of future extractions. The learning occurs quickly.  For instance, when processing heart 
rate information, within a few instances, "heart" and "rate" are captured as keywords to support Landmark 
Searcher and the target value is recognized as an integer value. As new instances arrive, new keywords such as 
"pulse", "beat" and "rhythm" are learned. The precision values in Table 3 consider results throughout the whole 
process, including the initial learning stage.  Results in Table 3 show high accuracy considering that all four test 
cases start without prior training or predefined constraints.  

Figure 5 shows results for four attributes: age, gender, heart rate, and temperature. Records are divided into five 
groups, given in the order in which documents are processed. Precision rates for every 20% of the records are 
plotted. Comparing the first quintile to the last, we observe notable improvements. In particular, precision rates of 
age, gender and heart rate are increased from 85.10%, 74.46% and 89.13% to 100%, 100% and 93.33% 
respectively, with the largest increase occurring between the first and the second groups. The plot of temperature 
shows similar trend over the first four groups, but the precision of the last group drops to 86.66% due to high noise 
in the data. These trends show the viability of incremental improvements to the system's decision model based on 
information collected during manual extraction. Within a few iterations, ASLForm can begin to generate answers 
with quickly increasing accuracies.  

Multiple Answers Extraction 
Multiple-value extraction is a more challenging task. We conduct two test cases to extract discharge medications 
and family diseases.  If a value for an attribute occurs multiple times, only the first occurrence is kept. Since each 
record involves an unspecified number of target values, we use precision, recall, and the F1 score to estimate the 
effectiveness of extraction over the entire process. Similar to the single answer extraction, we begin without any 
constraint or training data. Table 4 shows results. 
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Table 4. Results of multiple answers test cases 

Multiple Answers Test Cases Dataset Count of Records  Count of Values Precision Recall F1 
Extract family diseases from  

"Family History" 
subset 3 140 187 89.44% 86.09% 87.73% 

Extract medications from  

"Discharge Mediations" 
subset 4 124 561 81.13% 84.31% 82.69% 

 

The first test case extracts family diseases appearing in the "Family History" section. There are 187 total target 
values, which include diseases of parents, siblings and other relatives. For this extraction, negation detection is 
significant.  Examples of negation include "she denies familial diabetes" and  "no history of cancer". The negation 
filter played an important role in the experiments, rendering an overall information extraction F1 score of 87.73%. 

The second test case extracts medication names from the "Discharge Medications" section. The 124 patient records 
contain 561 target values. Compared to family diseases, the narratives for prescriptions are in a more free form. 
Even in such a noisy environment, the extraction could still achieve a F1 score of 82.69%. 

Discussion 
Ongoing work includes introducing medical report checklists and vocabularies into ASLForm. By using a 
controlled vocabulary as a predefined answer dictionary, the system can extract answers based on background 
knowledge. Such knowledge can also be used to enhance the Normalizer of the system.  

We are also working with Emory Cardiology to make the process of chart review to identify study subjects more 
automated.  This is achieved by extending ASLForm to support data extraction from multiple reports. This use case 
reveals the practical need to extract information from multiple data sources to generate an integrated output. For a 
patient, besides structured records, there may exist various medical reports such as history and physical reports, 
discharge summary, clinic notes, cath and lab reports. Data fusion through combining data elements extracted 
from these reports and structured records provides comprehensive knowledge for much more accurate patient 
identification. This scenario also raises interesting research questions. For example, how should conflicts between 
different data sources be resolved, and how are conclusions drawn when multiple facts are present? 

To maximize its applicability and portability, ASLForm currently employs generic tactics to support information 
extraction. However, we also recognize that given a particular task, domain specific information extraction 
strategies are likely to be highly effective. Future designs will allow users to empower the system with user-defined 
plug-ins such as new filters. This will enable the system to be specialized for data extraction problems with 
eccentric textual patterns.  

Conclusions 
While considerable attention has been given to structured and standardized reporting, most medical reporting 
systems still allow for (and thus encourage) narrative text descriptions. There is a lack of effective tools to ease the 
process of information extraction, data transformation and normalization. ASLForm provides a bridge between 
free-form text reports and structured reports. Its work flow follows the conventional process for manual extraction 
of information from text, but it noninvasively learns, and gradually improves its ability to automatically locate 
relevant information. As companion features, ASLForm also provides a solution for normalizing and standardizing 
the extracted data according to controlled vocabularies and medical report standards. The usability and adaptability 
to different working environments makes ASLForm a powerful tool. ASLForm will be packaged as a java library 
and made publicly available through its wiki [28]. 

References 
1. Office of Science and Data Policy, ASPE(2010) Electronic Reporting in Pathology: Requirements and 

Limitations, Washington, DC: U.S. Department of Health and Human Services, Office of the Assistant 
Secretary for Planning and Evaluation.  

1598



2. Clunie DA. DICOM Structured Reporting and Cancer Clinical Trials Results. Cancer Inform 2007:4 33-56. 
3. Integrating the Healthcare Enterprise (IHE). Anatomic Pathology Structured Report.  

http://wiki.ihe.net/index.php?title=Anatomic_Pathology_Structured_Report.  [Last accessed on 2013 Mar 14]. 
4. College of American Pathologists (CAP). http://www.cap.org/apps/cap.portal. [Last accessed on 2013 Mar 14]. 
5. cancer Biomedical Informatics Grid (caBIG). https://cabig.nci.nih.gov/. [Last accessed on 2013 Mar 14]. 
6. Cancer Data Standards Registry and Repository. https://cabig.nci.nih.gov/community/concepts/caDSR/. [Last 

accessed on 2013 Mar 14]. 
7. Health Level Seven International (HL7). http://www.hl7.org/. [Last accessed on 2013 Mar 14]. 
8. Savova GK., Masanz JJ, et al: Mayo clinical Text Analysis and Knowledge Extraction System (cTAKES): 

architecture, component evaluation and applications. JAMIA 2010;17(5): 507-513. 
9. Schlangen D, Stede M, Bontas EP. Feeding OWL: Extracting and Representing the content of Pathology 

Reports. In RDF/RDFS and OWL in Language Technology: 4th Workshop on NLP and XML, July 2004. 
10. Schadow G, McDonald C. Extracting structured information from free text pathology reports. AMIA Annu 

Symp Proc, 2003. 
11. Hobbs JR.Information extraction from biomedical text. J Biomed Inform,35(4),260–264, 2002. 
12. Tanabe L, Wilbur WJ. Tagging gene and protein names in biomedical text. Bioinformatics, Vol. 18(8), pp. 

1124–1132, 2002. 
13. Cancer Text Information Extraction System. http://caties.cabig.upmc.edu/.[Last accessed on 2013 Mar 14]. 
14. Crowley RS, Castine M, Mitchell KJ, Chavan G, McSherry T, Feldman M. caTIES—A Grid Based System for 

Coding and Retrieval of Surgical Pathology Reports and Tissue Specimens In Support Of Translational 
Research. J Am Med Inform Assoc. 2010 May 1; 17(3):253-64. PMID: 20442142. 

15. Christensen L, Harkema H, Haug P, Irwin J, Chapman WW. ONYX: A System for the Semantic Analysis of 
Clinical Text. BioNLP Workshop of the Asso. for Computational Linguistics Conference; Boulder, CO. 2009. 

16. MedLEE. http://www.cat.columbia.edu/medlee.htm. [Last accessed on 2013 Mar 14]. 
17. Friedman C, Shagina L, Lussier Y, Hripcsak G: Automated encoding of clinical documents based on natural 

language processing. J Am Med Inform Assoc, 2004; 11(5):392-402 
18. Chapman W, Bridewell W, Hanbury P, Cooper G, and Buchanan B: Evaluation of negation phrases in 

narrative clinical reports. In Proc. of AMIA Annu Symp, pages 105–109, 2001. 
19. Aramaki E, Miurua Y, Tonoike M, Ohkuma T, Mashuichi H, Ohe K: TEXT2TABLE: Medical text 

summarization system based on named entity recognition and modality identification. In Proc of the Workshop 
on BioNLP2009 at the NAACL Symposium; 2009. pp. 185–192. 

20. Fabio C. Designing adaptive information extraction for the Semantic Web in Amilcare. In Handschuh S and 
Staab S, editors, Annotation for the Semantic Web, Frontiers in Artificial Intelligence and Applications. IOS 
Press, 2003 

21. Fabio C. Adaptive Information Extraction from Text by Rule Induction and Generalisation. In Proc. of 17th 
IJCAI 2001, Seattle.  

22. Settles B. Closing the Loop: Fast, Interactive Semi-Supervised Annotation with Queries on Features and 
Instances. In Proc. EMNLP 2011, (2011), 1467-1478. 

23. Aberdeen J, et al. The MITRE Identification Scrubber Toolkit: design, training, and assessment.  
Int J Med Inform 79.12 (2010): 849-859. 

24. Gobbel GT, Reeves R, Speroff T, Brown SH, Matheny ME. Automated annotation of electronic health records 
using computer-adaptive learning tools, AMIA Annu Meeting, Washington, D.C., 2011.  

25. i2b2,Informatics for Integrating Biology & the Bedside.https://www.i2b2.org/.[Last accessed on 2013 Mar 14]. 
26. i2b2 Obesity Challenge (A Shared-Task on Obesity): Who's obese and what co-morbidities do they 

(definitely/likely) have? . https://www.i2b2.org/NLP/Obesity/.  [Last accessed on 2013 Mar 14]. 
27. Uzuner Ö., Goldstein I, Luo Y, Kohane I. Identifying patient smoking status from medical discharge 

records.  J Am Med Inform Assoc.  2008; 15(1)15-24. www.jamia.org/cgi/content/short/15/1/14. 
28. ASLForm Wiki. https://web.cci.emory.edu/confluence/display/ASLForm. 
29. Apache OpenNLP. http://opennlp.apache.org/. [Last accessed on 2013 Mar 14]. 
30. Freitag D, Kushmerick N. Boosted wrapper induction. In Proc. of AAAI-2000. Austin, TX: AAAI Press/The 

MIT 
31. Uzuner Ö. (2009). Recognizing Obesity and Co-morbidities in Sparse Data.  J Am Med Inform Assn. July 

2009; 16(4): 561-570. http://jamia.bmj.com/content/16/4/561.full.pdf 

1599



Towards Collaborative Filtering Recommender Systems for
Tailored Health Communications

Benjamin M. Marlin, PhD1, Roy J. Adams1,
Rajani Sadasivam, PhD2 and Thomas K. Houston, MD, MPH2

1School of Computer Science, University of Massachusetts Amherst
2Quantitative Health Sciences, University of Massachusetts Medical School

Abstract

The goal of computer tailored health communications (CTHC) is to promote healthy behaviors by sending
messages tailored to individual patients. Current CTHC systems collect baseline patient “profiles” and then
use expert-written, rule-based systems to target messages to subsets of patients. Our main interest in this work
is the study of collaborative filtering-based CTHC systems that can learn to tailor future message selections
to individual patients based explicit feedback about past message selections. This paper reports the results of
a study designed to collect explicit feedback (ratings) regarding four aspects of messages from 100 subjects
in the smoking cessation support domain. Our results show that most users have positive opinions of most
messages and that the ratings for all four aspects of the messages are highly correlated with each other.
Finally, we conduct a range of rating prediction experiments comparing several different model variations.
Our results show that predicting future ratings based on each user’s past ratings contributes the most to
predictive accuracy.

Introduction

The term recommender system applies generally to any computer-based system that produces recommenda-
tions for items that individual users may like or find useful. Recommender systems encompass a variety of
distinct paradigms including content-based information retrieval and collaborative filtering. The term col-
laborative filtering applies generally to a recommender system that makes predictions and recommendations
on the basis of feedback information collected from a community of users with respect to a collection of
items. Collaborative filtering itself includes two distinct paradigms: the explicit feedback paradigm and the
implicit feedback paradigm. Both forms of collaborative filtering are widely used to provide personalized
content on websites like Netflix.com and Amazon.com.

The long-term goal of this research is the development of a collaborative filtering-based computer tailored
health communications (CTHC) system. The goal of CTHC-based interventions is to promote healthy
behaviors by sending messages tailored to individual patients. Our work focuses on the important domain
of smoking cessation support. Current CTHC systems collect baseline patient “profiles” and then use
expert-written, rule-based systems to target messages to subsets of patients. These market segmentation-like
interventions show some promise in helping certain patients reach lifestyle goals. However, rule-based systems
may not account for socio-cultural concepts that have intrinsic importance to the targeted population, thus
limiting their relevance. The main thesis of our work is that these issues can be largely overcome by building
collaborative filtering-based CTHC systems that solicit user feedback about messages and use this feedback
to guide the selection of future messages. Unlike expert systems, collaborative filtering systems estimate
models of user sentiment from data using algorithms from machine learning and computational statistics.
They have the ability to adapt to multiple sub-populations of patients over time and generally improve in
performance as more data becomes available.

In this paper, we report the results of an initial study assessing multiple aspects of subject sentiment
with respect to smoking cessation support messages. The study involved 100 subjects and a collection of
50 messages currently in use on our smoking cessation support website, decide2quit.org. We follow the
explicit-rating paradigm and requested that subjects assess messages by providing ratings on a five-point
scale. Traditional applications of collaborative filtering are designed to identify items that a user might like
or find useful, so users typically provide preference ratings for items. In the case of CTHC, the goal is to
induce health behavior changes and it is not immediately obvious what type of feedback about messages
would have the most utility with respect to this goal. Therefore, in this study, we asked each subject to
provide ratings of four different aspects of messages: influence, emotional response, relevance and preference.
Each subject provided ratings for five different randomly selected messages.
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Our results show that most users have positive opinions of most messages and that the ratings for all four
aspects of messages are highly correlated with each other. Finally, we conduct a range of rating prediction
experiments comparing several different model variations. Our results show that predicting future ratings
based on each user’s past ratings contributes the most to predictive accuracy.

Background

The delivery of general health communication materials (brochures, pamphlets) has limited effect, as the
communication may contain information that is not applicable to an individual’s psychological state, behav-
ior, or situation.16 The Elaboration Likelihood Model (ELM) suggests that behavioral change is a result of
personalization.8 In CTHC, messages are targeted to patient characteristics.18 CTHC systems use theory-
driven, expert-written rules 16, 26 to provide different messages to subsets of patients. This market segmen-
tation removes superfluous material, hopefully providing more relevant information. CTHC systems have
been marginally effective in triggering behavior changes across health domains.28, 5, 4, 17, 20 For example, in a
review of ten published trials of CTHC for smoking cessation, six showed significantly higher cessation rates
than comparison groups.27 Our research into enhancing tailored health communication is motivated by the
highly significant public health challenge of smoking cessation. Smoking is the number one preventable cause
of premature death in the United States,7 and estimated medical costs of treating smokers are more than
US 96 billion a year.9 Novel patient-centered methods to support an individual’s decision to quit smoking
are thus greatly needed.6

The current framework for developing health communication interventions is driven by health behav-
ioral experts. It begins by identifying intervention objectives based on constructs in behavioral theories.14

However, this top-down expert-driven approach may neglect concepts that have intrinsic importance to the
targeted population.1 The theory-to-context disconnect is especially true for minority patients, who have
unique socio-cultural dimensions such as interconnectedness, health socialization, and health care system
factors that influence their personal perspectives.1 Community-level input is critical for the development
of interactive health communication interventions.12 Even with community input, using theory to generate
complex rules may fail to create relevance. Systems limited to theoretical assumptions for market segmen-
tation cannot automatically adapt to their users,29 and may become less effective over time. These systems
ignore the potential to collect large amounts of empirical data from thousands of users of CHTC systems.

Outside of the healthcare domain, Google, Amazon, Netflix, Yahoo and others increasingly rely on user
preferences to deliver personalized content and services. Such systems have the capacity to combine behavior,
perspectives and preferences from a group of people to generate novel insights about specific individuals.25

For example, Netflix combines the community’s past preferences with those of a specific user to recommend
new movies the user might like. Amazon combines the community’s purchase history with the current
product a user is viewing to recommend other products the user might be interested in. This personalization
is provided by statistical models and algorithms collectively known as recommender systems.

Recommender systems are computer programs that produce recommendations for items that individual
users may like or find useful.21 Recommender systems encompass a variety of distinct frameworks including
content-based information retrieval 2 and collaborative filtering.10 While both frameworks can be applied
to tailor health communications, they each have weaknesses when applied individually. Selecting messages
based on patient profiles and characteristics of health communication messages is a special case of a content-
based information retrieval problem.2 However, when the patients and messages are naturally described
using different sets of features (e.g., profile information vs. words of a message), standard information
retrieval methods developed for familiar domains like web search 23 cannot be directly applied. This has led
to the use of rule-based CTHC systems with essentially no ability to adapt to user feedback, as described
above. Selecting messages based on feedback about their motivational potential is a collaborative filtering
problem.10 Collaborative filtering systems leverage the combined feedback of a large community of users with
respect to a collection of items to make personalized recommendations to individual users.10 Collaborative
filtering systems can make recommendations on the basis of implicit or explicit feedback. Implicit feedback
consists of observations of user actions, while explicit feedback typically consists of numerical ratings for
items.11 For example, Amazon is an implicit feedback system that uses purchase history and product views
to recommend new products,19 while Netflix is an explicit feedback system that uses movie ratings to
recommend new movies.3 Collaborative filtering systems do not require information about the users or the
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items to be recommended apart from the feedback indicators. However, when content information about
users and items is available, pure collaborative filtering systems are unable to take advantage of it, often
leading to lower quality recommendations. Because of the above limitations in both of the recommender
systems approaches, moving the field of health communication forward will likely require going beyond the
simple application of either approach. Our goal is to understand what types of explicit feedback may be
useful in the context of tailored health communications and how to best integrate the feedback with content
information.

Methods

In this section we describe the data collection, rating data analysis, predictive models and model estimation
methodology that underlie this study.

Data Collection: We collected feedback on smoking cessation support messages from 100 subjects using
an online survey. Each subject provided ratings for five unique messages drawn randomly from a pool of
50 messages. This 50 message pool was in turn drawn from those in active use on our smoking cessation
support portal decide2quit.org. Subjects were asked to assess the messages they were shown by responding
to four different questions. The answer to each question was provided on a five-point scale where 1 indicated
“strongly agree” and 5 indicated “strongly disagree.” Note that this is the opposite of the five-point scale
used in the majority of recommender systems research where 5 typically indicates the highest preference
level, while 1 indicates the lowest preference level. Each question measured a different aspect of a subject’s
response to a message including perceived influence, emotional response, relevance and preference. The four
specific questions used to solicit the ratings are listed below. The order that the questions were presented
was varied from subject to subject.

• Question 1: This message influences me to quit smoking?

• Question 2: This message affected me emotionally?

• Question 3: This message was relevant to my everyday life?

• Question 4: I would like more messages like this one?

Rating Data Analysis: We analyze several different facets of the ratings collected for this study. First, we
compute the marginal rating distribution for each question. For each question, this is simply the proportion
of each of the five rating values collected from all subjects responses to all messages. Note that a small
number of subjects did not supply ratings for all messages. We compute the distribution over the supplied
ratings. We then compute the joint distribution over rating values for each pair of questions to assess the
degree to which subjects assign different ratings to the same message when prompted by different questions.
For each question, we also investigate the relationship between the average rating and the variance of the
ratings for each message.

Rating Data Modeling: Our predictive analysis is based on the use of a model that incorporates global,
user-specific and message-specific bias terms; user and message-based feature terms; and matrix factorization
terms when predicting a given rating rum.24 The full model for user u and message m is shown in Equation
1. We also consider the performance of multiple sub-models of the full model, each containing a different
sub-set of these terms included in Equation 1. We describe each of the terms in detail below and discuss
how to learn the parameters of the model in the next section.

ru,m ≈ BG +BU
u +BM

m +

DU∑
f=1

V U
f F

U
uf +

DM∑
f=1

VM
f FM

mf +
K∑

k=1

WU
ukW

M
mk (1)

• Bias Terms: The first term in Equation 1, BG, is a global bias term. This captures the overall
deviation from zero of the ratings. The second term, BU

u , is a user specific bias. Some users may
generally rate messages higher or lower regardless of what the message is. This deviation is captured
in the user bias. The third term, BM

m , is a message specific bias. Some messages may be universally
liked or disliked. The message bias captures the overall popularity of a message. These bias terms are
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a critical part of modern recommender systems and can account for a high proportion of the system’s
performance.13

• User and Message Feature Terms: The third and fourth terms in Equation 1 model the correlations
between rating values and various user and message features. A variety of side information is known
both about users and messages. The user side information we use includes features such as age, gender,
race, education level, and information about smoking behavior and readiness to quit. The message
features include the message source (expert or community provided), features indicating the intended
target group of the message with respect to readiness to quit, and features derived directly from the text
of the messages. The model assumes a linear relationship between these features and the rating values.
The user and message feature values are denoted as FU

uf and FM
mf , respectively. The corresponding user

and message feature parameter are denoted by V U
f and VM

f . DU and DM indicate the dimensionality
of the user and message feature vectors.

• Matrix Factorization Terms: The final term in Equation 1 represents a rank-K factorization. This
portion of the model allows us to capture structure in the ratings matrix that cannot be accounted for
by the observed features or the bias terms. A matrix factorization model takes a partially observed
matrix and approximates it as the product of two lower dimensional matrices with a specified rank K.
In our case, these factors are denoted WU and WM . The reduction in dimensionality forces the model
to extract the statistical regularities in the data, which can be used to make predictions. For simplicity,
Figure 1 shows an illustration of this approximation when used in isolation (no bias or feature terms). In
this case, an individual entry, rum, is modeled as the dot product of user u’s row in WU and message m’s
column in WM , as shown in Equation 1. One interpretation of these matrices is that WM

mk represents
an unobserved attribute of message m and WU

uk represents user u’s preference for that attribute.15 In
this way, if message m has a high value for attribute k and user u has a high preference for attribute k,
the model will predict a high rating value.
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Figure 1: Illustration of the matrix factorization model.

Model Estimation: The parameters of the above model are BG, BU , BM , V U , VM , WU , and WM . We
estimate these parameters from the observed data using a regularized least squares criterion. In a standard
least squares method, the model parameters are chosen to minimize the sum of squared differences between
the predicted and true output values. When working with limited amounts of data, this method alone can
lead to over-fitting. This over-fitting can be mitigated by including an `2 penalty term, which penalizes the
squared `2 norm of the parameters, preventing them from becoming overly large in magnitude. We apply this
penalization to all model parameters except the global bias term BG since this term is a single scalar value.
The optimal parameter estimates under this criterion are not available in closed form for the model presented
in Equation 1. They are instead obtained using numerical optimization. We use the limited memory BFGS
method for numerical optimization 22. The objective function is given in Equation 2 where we sum over all
user-message pairs (u,m) in the observed data D. The parameter λ is a penalization hyper-parameter that
controls the strength of the penalty terms. We discuss how to choose λ in the next section.

∑
(u,m)∈D

ru,m −
BG +BU

u +BM
m +

DU∑
f=1

V U
f F

U
uf +
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WU
ukW

M
mk

2

+λ(||BU ||22 + ||BM ||22 + ||V U ||22 + ||VM ||22 + ||WU ||22 + ||WM ||22)

(2)
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Figure 2: Rating distributions for each question.

Hyper-Parameter Selection and Prediction Accuracy: Due to the limited amount of data available
in our pre-pilot study, we test predictive performance using a triple cross validation procedure. In this
procedure, making a prediction for the individual rating rum for user u and message m requires three steps
and three partitions of the data. First, we take the observed ratings from all other users, call this set D−u,
and use a five-fold cross validation to set the penalization parameter λ. This involves splitting D−u into five
equal folds, calculating the validation set error for each fold from a model estimated using the remaining
four folds, and choosing the penalization parameter value that has the lowest mean absolute error across
all five folds. Second, we re-estimate the model parameters that do not involve user u using all ratings in
D−u and the tuned value for λ. Finally, we estimate the parameters that involve user u using all of user u’s
ratings except for rum. We use this collection of model parameters to predict rum using Equation 1. This
is done for each rating in our data set. The accuracy of the predicted ratings is again evaluated using the
mean absolute error between the predictions and the actual observed ratings. We use the average absolute
error as our error measure throughout the next section.

Results

In this section, we report the results of our study including the rating data analysis and predictive analysis.

Marginal Rating Distributions: The individual rating distributions for each question are shown in
Figure 2. Any requested rating values that were not entered by the subjects were discarded and results are
based on the obtained responses. Each of the four questions shows a similar distribution of responses. We
can see that greater than 50% of the probability mass is associated with “strongly agree” or “agree” for each
of the four message aspects, indicating generally positive assessments. The next question of interest, which
we discuss below, is the degree to which ratings are correlated across question types.

Joint Rating Distributions: In order to evaluate the relationships between questions, joint distributions
for each question pair were calculated. Any subjects that did not supply ratings for all questions were
removed from this analysis. The joint distributions are shown as heat-maps in Figure 3. The high values
along the diagonals of each plot show that there is relatively high correlation between the responses to
different questions. This indicates that there may be limited utility in having users assess all four message
aspects in the future.

Per-Message Mean Rating and Rating Variance Analysis: Figure 4 shows the average rating for
each message versus the rating variance for that message (plotted for each question). Any requested rating
values that were not entered by the subjects were discarded and results are based on the obtained responses,
resulting in different numbers of observations per message. This is shown in Figure 4 by the opacity of the
points. These plots show an important trend. While there are some messages that all subjects thought
positively of, we can see that messages with higher mean ratings (more negative assessments) also tend to
have higher variance. It may thus be possible to provide effective personalization by selecting messages
that users will have positive opinions of from among the medium-to-high variance messages. In order to
accomplish this selection, we need to be able to rank unobserved messages effectively. A common approach
to ranking is to predict rating values for each item a user has not yet rated, and then rank the messages
according to their predicted ratings. Accurate ranking thus relies on accurate rating prediction. In the next
section, we assess the rating prediction accuracy of the model introduced in Equation 1.
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Figure 3: Joint histograms (as heat-maps) for combinations of questions. Location (i, j) in the plot for
questions q and p shows the proportion of times any user rated a message i on question q and j on question
p.

Figure 4: Scatter plots showing the mean rating for a message against the rating variance for that message.
Each plot shows the means and variances calculated for a different question. The opacity of the points is
scaled by the number of observed ratings for that message. In this case, the maximum number of ratings
observed for a message was 10 and the minimum was 8.

Rating Prediction Accuracy: Finally, we report the results of our predictive analysis. The model we
described in the previous section incorporates global, user and message bias terms, user and message feature
terms, and matrix factorization terms. We experiment with all combinations of models that use either the
user and message bias terms or the user and message feature terms. We apply each of the models to each
of the four questions. The results we report are averaged over all ratings in the data set, as described in
detail in the previous section. We give the results in Table 1. Each row corresponds to a model that includes
different terms. BG indicates the global bias term, which is included in all models. BU and BM indicate
user and message bias terms. FU and FM indicate user and message feature terms. Due to the relatively
small amount of data, we only consider a K = 1 matrix factorization model. The inclusion of the matrix
factorization component is denoted by MF .

The results for all questions show that the user bias terms BU contribute the most to prediction accuracy
over all questions. However, the model with the minimum error for each question includes additional terms.
For Question 1, the optimal model uses the global, user and message bias terms. For the remaining questions,
the optimal model uses these terms as well as the matrix factorization terms. We can also see that models
including the user and message feature terms FU and FM perform much more poorly than models that
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Model Question 1 Question 2 Question 3 Question 4

BG 0.887± 0.029 0.902± 0.029 0.773± 0.030 0.892± 0.028
BG, FU 0.902± 0.031 0.928± 0.030 0.855± 0.032 0.930± 0.031
BG, FM 0.884± 0.029 0.890± 0.029 0.770± 0.029 0.878± 0.028
BG, BU 0.729± 0.029 0.750± 0.029 0.723± 0.029 0.736± 0.030
BG, BM 0.870± 0.029 0.855± 0.030 0.794± 0.028 0.822± 0.031
BG,MF 0.798± 0.031 0.800± 0.029 0.792± 0.030 0.841± 0.032
BG, FU , FM 0.906± 0.030 0.925± 0.030 0.860± 0.033 0.924± 0.032
BG, BU , BM 0.714± 0.0280.714± 0.0280.714± 0.028 0.734± 0.028 0.715± 0.027 0.731± 0.028
BG, FU ,MF 0.794± 0.031 0.805± 0.028 0.865± 0.032 0.930± 0.034
BG, FM ,MF 0.792± 0.030 0.776± 0.028 0.774± 0.028 0.847± 0.031
BG, BU ,MF 0.775± 0.031 0.759± 0.028 0.724± 0.027 0.724± 0.029
BG, BM ,MF 0.775± 0.028 0.754± 0.028 0.766± 0.028 0.800± 0.030
BG, FU , FM ,MF 0.810± 0.031 0.816± 0.031 0.870± 0.039 0.898± 0.033
BG, BU , BM ,MF 0.750± 0.029 0.732± 0.0270.732± 0.0270.732± 0.027 0.697± 0.0270.697± 0.0270.697± 0.027 0.720± 0.0280.720± 0.0280.720± 0.028

Table 1: Each row shows the average absolute error for a different combination of model components. BG

signifies the overall bias, BU and BM signify the user and message biases. FU and FM indicate the user
and message features. MF indicates the matrix factorization model with K = 1.

include the bias terms. This indicates that incorporating the features using linear models is not effective.
The results might be improved by using feature selection to include only those features that are most
correlated with the observed ratings or by incorporating the features using different model structures.

Conclusions and Future Directions

In this paper, we report the results of an initial study assessing four aspects of subject sentiment with
respect to smoking cessation support messages: influence, emotional impact, relevance and preference. Our
results show that most users have positive opinions of most messages. Per-message analysis revealed the
existence of a positive correlation between the means and variances of the ratings for each question. This
indicates that it may be possible to provide effective personalization by selecting messages that users will
have positive opinions of from the medium-to-high variance messages. Finally, we have conducted a range of
rating prediction experiments comparing different model variations. Our results show that the user bias terms
contribute the most to predictive accuracy, but the optimal models for different questions used additional
terms including message bias terms and matrix factorization terms. This initial evaluation represents the
first step toward our long term goal of developing a collaborative filtering-based computer tailored health
communications system. The next step of our research is to conduct a much more extensive rating collection
phase where we will gather data on 20 messages per subject for over 500 subjects. This will provide much
more data to explore the application of more complex models.
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Abstract 

Establishing an accurate and complete medication list within a patient’s electronic health record (EHR) is 

crucial for medication safety. Providing healthcare providers with access to important medication changes and 

updates listed in the free-texted clinical notes may facilitate the identification of medication discrepancies. We 

sought to integrate a natural language processing (NLP) system with an EHR to identify medication changes from 

free-text EHR notes. This abstract presents the system architecture, preliminarily findings, and challenges in 

integrating an NLP system, MTERMS,
1
 with the Partners ambulatory EHR system, LMR. 

Introduction 

Meaningful Use requires certified EHRs to perform medication reconciliation to reduce medication errors.  

However, most strategies use the EHR’s medication lists and pharmacy medication fill histories to identify errors. 

These information sources are often outdated, incomplete, or do not reflect changes in drug regimens. Information 

critical to the medication reconciliation process does exist in free-text clinical notes. This unstructured information 

can be harnessed to provide clinicians with detailed and up to date regimen changes beyond the medication list to 

make clinical judgments, changes, and other decisions.  

Study Design and System Architecture  

 We  are designing and developing an 

application that integrates the MTERMS 

and a web-based application within LMR 

(Fig 1).  MTERMS extracts and encodes 

medication information from clinical 

notes into a structured format. The 

system’s Summarization Mode applies a 

knowledge base to compare the 

medications extracted from notes to the 

patient’s EHR medication list. The comparison results are presented in the web application, which include 

potentially missing and discontinued medications. For each medication found in a note, the tool retrieves and 

presents an excerpt of the note and a summary profile of each note.  

Preliminary Findings   

After conducting focus groups at two clinical sites, we found workflow benefits of NLP and identified strategies 

which can be used to reduce alert fatigue. For example, the tool will be designed to prioritize discrepancies 

involving ISMP high alert medications, which have the highest potential for harm. Challenges encountered during 

system development include establishing a comprehensive lexicon, assigning medication statuses, identifying 

numerical dose adjustments, and developing complex logic for comparing medications from the two data sources.  

Conclusion    

This study combines NLP, information retrieval and clinical decision support to help the provider identify gaps 

and changes in the patient’s medication list. The tool will enhance the benefit derived from EHRs (e.g., drug-drug 

interaction alerts and duplicate therapy checking), which will ultimately enhance patient safety.  
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Abstract 

Phenotyping is a process of identifying a cohort of patients based on predefined algorithms that specify certain diseases, symptoms or 

clinical findings. A crucial step for phenotyping is to convert phenotype algorithms into machine-readable syntax and query against 

Electronic Medical Records (EMRs). In this study, we employed Clinical Element Models (CEMs) as standardized representation to 

represent pharmacogenomics data elements (PGx DEs) collected from Pharmacogenomics Network Resource (PGRN) and translated 

these DEs to individual phenotyping algorithms that were executed on standardized and normalized EHR data represented using 

CEMs. 

 

Methods 

In this study, we represented and employed PGx DEs as phenotyping 

algorithms in a standard form to conduct cohort retrieval, which we 

called mirco-phenotyping. Figure 1 shows the micro-phenotyping 

workflow.  

PGx DEs Cleanup PGx DEs collected from PGRN are spanning 

across several domains, medication, diagnosis, laboratory, genomics, 

quality of life, etc. However, in this study our target resource, CEMDB 

by SHARPn
2
 is focusing on medication, laboratory and diagnosis. 

Hence, we excluded the DEs that are out of scope of CEMDB.  

Standardized representation for PGx DEs  In our previous 

study, we have conducted a study to represent PGx DEs with CEMs
1
. 

Meanwhile, the individual lab test, disease and medication were linked 

to standardized coding systems. 

Synthesis phenotyping algorithm with logic expression The selected PGx DEs were mostly mapped to multiple attributes 

within one or more CEMs, such as “If subject is female, albumin creatinine > 14 mg/g” can be decomposed into two components, 

“female subject” and “albumin creatine test”, which are mapped to Patient and Laboratory CEMs accordingly. To synthesize such 

different CEM mapping building blocks with logic integration, we utilized some conjunctions, for instance, “AND” and “OR” to 

compose these blocks as individual phenotyping algorithm. 

 

Results and Discussion  

Eight complex DEs have been selected and composed to phenotyping algorithms and successfully retrieved the relevant patient data 

against CEMDB in this preliminary study. We manually evaluated the accuracy of the querying results. To accomplish one of the 

goals we proposed for this study is to establish the generic PGx phenotyping algorithm library, thus, these eight phenotyping 

algorithms as the candidates for this library have been loaded into our local database.  

In this study, we successfully designed PGx phenotyping algorithms orientated by PGx data elements in a standard way, which 

leverages the meta-data normalization work done in our previous work
1
 and clinical data normalization work

2
 done by SHARPn to 

generate the computable DEs against CEM based EMRs. The computed pipeline will be established to guide users from standardizing 

customized DEs with CEMs, phenotyping algorithms synthesis, to patient cohort retrieval. 
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ABSTRACT: Using large scale observational healthcare data, we developed a systematic approach to assess 
medication adherence for all oral chronic medications. Four adherence measures were calculated: medication 
possession ratio (MPR) and proportion of days covered (PDC), both with and without censoring due to drug 
stopping or switching. We extracted 235 identical oral chronic drugs from the Optum ClinFormatics (Optum) 
database and the MarketScan Medicaid (MDCD) database.  The numbers of eligible subjects were 3,548,440 for 
Optum and 482,062 for MDCD. The censored PDC was higher than PDC without censoring (0.88 vs. 0.79 in 
Optum, 0.87 vs. 0.78 in MDCD). The adherence rates were also higher in the censored PDC (80% vs. 63% in both 
Optum and MDCD) and censored MPR (83% vs.69% in Optum, and 83% vs. 68% in MDCD).  This analysis 
demonstrates the feasibility of applying medication adherence statistics consistently across all chronic medications, 
and the need to establish common standards to appropriately interpret the results.  
 

BACKGROUND: Various medication adherence measures have been developed and studied for specific chronic 
diseases or therapeutic classes.  However, we are unaware of any systematic approaches that attempt to assess 
patient adherence across all chronic medications.  Health information technology advances in capturing 
observational healthcare data offer substantial opportunities for studying the effects of medical treatment on a large 
scale.  We developed and compared a matrix of medication adherence measures for all oral chronic medications 
using data from two administrative claims databases. 
 

METHODS:  We extracted pharmacy dispensing records from the Optum ClinFormatics (Optum) and MarketScan 
Multi-state Medicaid (MDCD), both formatted in the Observational Medical Outcomes Partnership Common Data 
Model (OMOP CDM).  Oral Chronic drugs were defined as ingredients with an average dispensing duration greater 
than 90 days among the patient population in each database and without intravenous formulations.  Adherence 
measures were medication possession ration (MPR) and proportion of days covered (PDC).  Two observed intervals 
from treatment initiation were applied to both MPR and PDC: a fixed length of 180 days and duration censored by 
the last date of last dispensing record within a 180-day follow up period.  Four adherence measures were calculated 
for each patient.  Patients with an adherence value greater than 80% were classified as ‘adherent to therapy.’  
Statistical summaries across all oral chronic drugs are reported for both Optum and MDCD databases.  
 

RESULTS: The numbers of identified oral chronic drugs were 277 and 247 for Optum and MDCD databases, 
respectively; 235 of which were identical between the databases.  In Optum, 3,548,440 eligible patients were 
dispensed 30,630,110 prescriptions; across all chronic drugs, the average number of prescriptions was 4.4 (min: 2, 
max: 6), and the average days’ supply was 33.8 (min: 24.9, max: 45.4).  In MDCD, 482,062 eligible patients were 
dispensed 4,459,715 prescriptions; across all chronic drugs, the average number of prescriptions was 4.8 (min: 2, 
max: 9), and the average days’ supply was 30.3 (min: 19.0, max: 37.1).  In both Optum and MDCD, the mean of 
PDC/MPR with censoring was higher than the mean of PDC/MPR without censoring. In addition, adherence rates 
were higher in censored PDC and MPR (Table 1).  The distributions of medication adherence mean values at 
ingredient level by different measures are illustrated in Figure 1. 
 

DISCUSSION: This empirical study demonstrates the feasibility of establishing a systematic approach to measure 
medication adherence for all oral chronic medications. More importantly, it illustrates a large difference between 
measures with and without censoring the end of drug prescriptions for individual drug ingredient.  Failure to 
establish common standards for measuring adherence may result in substantial bias in reporting of patient 
medication-taking behavior.   
 
Table 1. Comparison of Adherence Measures 

 

 

 

Adherence  Measures Optum MDCD 

PDC,(mean ± SD)† 0.88 ± 0.03 0.87 ± 0.04 

PDC180, (mean ± SD)† 0.79 ± 0.06 0.78 ± 0.07 

MPR,(mean ± SD)† 0.94 ± 0.08 0.97 ± 0.08 

MPR180,(mean ± SD)† 0.84 ± 0.07 0.86 ± 0.09 

PDC adherent rate, median,(Q1, Q3) 80.1% (75.3%, 84.8%) 79.6% (75.8%, 82.9%) 

PDC180 adherent rate, median, (Q1, Q3) 63.4% (53.8%, 71.1%) 63.4% (54.8%, 68.7%) 

MPR adherent rate, median, (Q1,Q3) 83.2% (78.1%, 87.1%) 83.1% (79.8%, 86.1%) 

MPR180 adherent rate, median, (Q1, Q3) 69.1% (59.4%, 75.0%) 68.9% (60.3%, 73.9%) 

Figure  1. Distribution of PDC with fixed 180 days, censored PDC,
                  and censored MPR in Optum 

† PDC: PDC with censor; †MPR: MPR with sensor 
†PDC180: PDC with fixed 180 days; †MPR180: MPR with fixed 180 days 

1610



Design and implementation status of an Anaesthesia Information 
Management System

D. Zogogianni BSc, A. Tzavaras PhD, B. Spyropoulos PhD
Technological Education Institute (TEI) of Athens, Athens, Greece

Abstract

The purpose of this paper is to present the design of an Anaesthesia Information Management System (AIMS) under 
development and to clearly indicate the present implementation stage of the system’s components. We have adopted 
a modular design and a step by step development of a low-budget prototype that is taking into account the limited 
R&D funds available. This on-going project is designed to comprise of three modules, first, acquisition, processing, 
display and recording of frequently monitored vital parameters, second, an Anaesthesia Record able to properly 
document, both, the equipment output-data and the other medical-managerial data necessary and finally, 
standardization ensuring interoperability of the AIMS with other Information Systems.

Background

The employment of AIMS in the Greek Hospitals is rather limited to manually fed Anaesthesia records, with the 
exception of vital-signs integrated in recently purchased Anaesthesia equipment. The present financial 
circumstances do not allow for a fast improvement of the situation. The purpose of this paper is to present the design 
of an AIMS under development and to clearly indicate the present implementation stage of the system’s 
components. We have adopted a modular design and a step by step development of a low-budget prototype that is 
taking into account the limited R&D funds available.

Materials and Methods

This on-going project is designed to comprise of three modules: First, an acquisition, processing, display and 
recording module, of frequently monitored vital parameters. Second, an Access based (preliminary, Version I) 
Anaesthesia Record, able to document the other medical-managerial data necessary. Finally, measures for the 
compliance to standards ensuring interoperability of the AIMS with other Information Systems.

Results

The Electrocardiogram (ECG), the Non-Invasive arterial Blood Pressure (NIBP) and the arterial Oxygen Saturation 
(SpO2) of the patient acquisition hardware, has already been designed and implemented, as described in [1] and 
other parameters will be gradually added. The software implementation progress is synopsized in Table 1.

Table 1. Overview of the present implementation status of the designed AIMS.

Anesthesia Record Features Interoperability Features

Anesthesia/Patient Management (implemented). Classification: ICD-10 (implemented).
Terminology: IOTA (under development).

Drugs and Disposable Management (implemented).
Vital-signs representation: ISO 11073 Terminology 
Domain Information Model (DIM) (in progress).

Vital Signs on-line: ECG NIPB SpO2 (implemented).
Vital Signs off-line: Any.

Preliminary Version I (implemented).
Human-readable, no semantics, text.

Quality Assurance & Adverse Events Reporting
(implemented). Version II HL-7 v.3-CDA-RIM (under development).

Cost Estimation KEN: DRGs – alike (in progress). Anonymized outcomes for R&D (under development).

Conclusion

We have presented the current implementation status of the AIMS under development, as it has had to be presently 
adjusted, to the resources shortages and to the medical-technological “environment” related obstacles.
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